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Abstract
Traffic jams have become one of the key topics in the 21st century and cause immense losses
in productivity, increase CO2 emissions and affect driver stress, travel time predictability and
increased wear and tear on vehicles. To test possible countermeasures, optimise existing infrastructure or develop new Intelligent Transport Systems (ITS), traffic has to be modelled. The
inherent complexity which is a result of inter- and intra-driver heterogeneity, macroscopic feedback loops, local interactions, multi-modal transport and many more is tackled with simulations.
By representing the (longitudinal) dynamics of individual vehicles (“microsimulation”), high
model fidelity can be achieved. By aggregating the resulting trajectories, macroscopic phenomena
emerge and can be incorporated to answer a wide range of traffic-related questions. Since human
drivers vary in their perception of stimuli, preferences and reaction, randomness is inevitably
and circumvents the construction of perfectly accurate models.
Which microscopic features are needed and how they should be mathematically represented
runs like a central thread through this thesis. First, it develops a systematic classification scheme
to identify modelling strategies and evaluate advantages and shortcomings of (partly) discrete
microsimulations. Because real-world trajectories are continuous in time and space, representing
them discretely leads to artefacts which induces an upper precision boundary for all models
operating on this level of discretisation. Such model-independent errors will be measured based
on empirical, naturalistic and synthetically generated trajectories. It is also evaluated to which
extent driver heterogeneity and randomness may be compensated with discrete components to
simplify modelling and increase computational efficiency. Based on the gained insights, a new,
integrated microscopic model is developed. The second major theme in this thesis are gridded,
discrete road topologies (chequerboards, Manhattan layouts) populated with vehicles “hopping”
from one location to the next. An extensive literature review summarise existing approaches
and it is discussed how these standardised road networks and extremely simplified dynamics
are well-suited as testbed for ITS. Based on identified research gaps a Timed Automata-based
particle hopping model is developed.
The two main tools to achieve the outlined objectives are literature reviews, data analysis
and computer simulations. To construct the classification scheme, existing genealogies and
typologies for traffic models and dynamical systems in other scientific disciplines were reviewed.
Another approach was taken for conducting the literature review of chequerboard models:
starting from the prototypical BML model, the citing sources are surveyed in reverse order, the
behaviour of relevant models is synthesized and contradictions and gaps critically analysed.
To quantify the model-independent error, datasets are sampled, quantised and discretised over
a wide range of step sizes. Making use of naturalistic driving data, synthetically generated
trajectories and high-quality experimental observations, the highest achievable errors for (partly)
discrete microsimulations is measured. The dataset recorded under experimental conditions with
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a group of homogeneous drivers is reused to identify to quantify driver heterogeneity and find
the maximum achievable correlations between car-following stimuli and reactions.
In summary, this thesis shows that randomness and heterogeneity in human drivers is significant and exceeds the model-independent discretisation errors for a wide range of quantisation
parameters. This justifies representing trajectory features discretely to increase computational
efficiency and improve the modelling process. Based on this proposition two new formulations
for simplistic and advanced microsimulations are developed. The former is able to reproduce
all macroscopic free-flow to congestion phase transitions while the latter integrates lateral and
longitudinal dynamics based on statistical microscopic properties. Both approaches fill gaps
identified by a systematic literature review.

Dedicated to all the people who helped me in my career path, taught me common sense,
perseverence, and to think for my own. And my wife Romana who handles the consequences.
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𝜌𝑐
Q

critical density
flow

microscopic quantities
Δ𝑣𝑛
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edge length of a chequerboard in x-direction
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edge length of a chequerboard in y-direction

𝑚

metre (SI unit), intersection periodicity in a Manhattan layout

𝑁

number of cars in a system (lattice or grid)
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Discrete Change Pattern

DE
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model-independent error
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CHAPTER

Introduction
“Begin at the beginning,” the King

said gravely, “ and go on till you come to
the end: then stop.”

Lewis Carroll, Alice in Wonderland

Road traffic is ubiquitous and its positive and negative effects have an impact on billions of
people in their roles as commuters, tourists, consumers, workers or residents. Because transportation enables the flexible allocation of goods and services, road traffic has become a catalyst for
the development of regions and countries. The manifold advantages of advanced logistics chains,
interlocked modes of public transport systems, as well as individual transport are evident; they
allow people to travel, increase efficiency of distribution networks and connect remote areas with
urban centres. But road traffic also has grave adverse effects. One of them is soil sealing (land consumption) which accounts for 3 532 696 km2 (≈15 %) in Europe alone [1]. Furthermore, road traffic
causes approximately 1, 250, 000 fatalities annually [2]. Another concomitant are fumes: as of
2015, the transport sector accounts for 24 % of the global CO2 emissions and 75 % of the transportrelated CO2 is emitted by road traffic. In total, emissions of road vehicle combustion engines
exceeded 5.8 Gt CO2 [3]. These emissions are distributed among the ≈884 382 000 vehicles [4]
which populate the global road network (length: ≈64 285 009 km) [5].
Vibrant urban areas with high vehicle densities face yet another issue: (indirect) costs of
congestion. Time spent in traffic moving slower than under free-flowing conditions leads to
productivity losses (e.g. for commuters and logistics companies), increases the time people spend
sitting and has an environmental impact as idling combustion engines release CO2 . Being most
easily quantifiable, the time loss multiplied by an average hourly productivity indicates the
dimensions of this problem: according to reference [6], each road user in New York City, Moscow
and Los Angeles spends 102 h, 91 h and 91 h more in their vehicles than would be the case without
congestion. In Auckland, where 82.7 % of work commutes are made in private vehicles [7], drivers
spend an additional ≈80 h in congested road conditions costing NZD 0.9 billion to NZD 1.3 billion
(equivalent to 1.0 % to 1.4 % of the city’s gross domestic product) [8]. Consequently, even small improvements in traffic flow can add to significant time savings. To evaluate which countermeasures
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are effective, models and simulations are needed. These mathematical tools can replicate how
traffic jams form, measure how infrastructure improvements would affect the traffic flow or how
to operate main roads at their respective capacities. The best level of realism is achieved when
individual vehicles are modelled and drivers interact with each other. Due to the large number
of locally interacting participants and the numerous parameters to represent driver preferences,
reaction times, road layouts, vehicle responsiveness and many more, traffic simulations tend to
grow complex very quickly. This is exacerbated by high computational demand, feedback loops
at various abstraction levels and interactions of parameters which complicate the calibration
process.
This thesis explores how to cope with this complexity growth. To that end, it analyses how
large-scale road networks can be modelled efficiently and parsimoniously without sacrificing
predictive qualities. The main topics of the thesis are the formulation and design of microscopic
traffic models, the quantification of driver differences and modelling errors. This introductory
chapter familiarises the reader with the concept of traffic modelling, motivates the research and
defines the goals and objectives. It also introduces the methodology and structure of this thesis.

1.1

Context: Abstracting Vehicular Traffic

The predictions and answers sought from traffic models cover a wide range. Often, transportation engineers want to know whether certain road improvement measurements will improve
travel time for some groups of travellers, how maintenance works would affect the flow on a
particular route or how the network responds to peak demands. Other common tasks include
trade off optimisations for passenger traffic, cyclists or public transport, maximising throughput
of intersection bottlenecks, maintaining stable flows on motorways or predicting travel times. In
the context of Intelligent Transport Systems (ITS), these prediction and optimisation tasks are
complemented by additional sensors in vehicles or infrastructure to implement congestion pricing schemes or re-route traffic based on real-time data processing. The latter may accelerate the
prediction-adjustment cycles to a point where traffic management becomes a control system [9].
Because adopting the infrastructure and evaluating the outcomes afterwards, is prohibitively
expensive, abstract models are devised to test hypotheses and answer the raised questions. The
definition of what a model is varies between disciplines. Frigg and Hartmann [10] concisely
describe models as simplified mathematical representations of a system. To make meaningful
predictions, a model has to contain all relevant properties of the abstracted system. Even in
the simplest mechanical models (e.g. a swinging pendulum), the number of negligible influence
factors (e.g. aerodynamic drag) is removed for reasons of simplicity [11]. Selecting the essential
variables and parameters is a fundamental task that is mostly left to the discretion of the modeller
and their goals. Although all vehicle movements follow the laws of physics, the abstracted system
is not purely mechanical and is influenced by individual perceptions, decisions and cognitive
differences. This human factor engenders that future system states (i.e. the values of all variables
of all entities) can neither be predicted with absolute certainty nor be adequately described
analytically [12]. Due to the size of the modelled system and known external factors, it is possible
to predict macroscopic states (e.g. peak hour traffic jams, fewer cyclists during rainy weather)
despite the propagation of uncertainty [13].
To accommodate for human-induced randomness, computer simulations are used to tackle
optimisation and prediction tasks. With them, the best model predictions can be determined by
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re-running the simulations with different parameter combinations and comparing the outcomes
with empirical observations [12]. This technique is a variation of the scientific method which
consists of constructing hypotheses, deriving predictions and verifying the conjecture. Because
the scientific method does not advise which aspects are essential to properly understand, define,
quantify or visualise results, there is room for interpretation [14]. Furthermore, the complexity
of real-world systems entails that hypotheses may be addressed from different angles and that
an absolute truth does not exist. This situation was succinctly expressed by Box and Draper [15]
who coined the phrase “all models are wrong, but some are useful”. In fact, a model has to be a bit
wrong/different from the modelled entity in order to generalise and be applicable in other contexts
(i.e. avoid overfitting). In reality, the system dynamics of sufficiently large systems depend on an
enormous number of variables. Incorporating the most important ones and parametrising them
is exacerbated by non-linear relationships with other quantities and incomplete knowledge about
many variable distributions. The parameter state space, as the Cartesian product of all potential
values of all parameters, grows exponentially and so do calibration and simulation efforts [16].
While model fidelity tends to grow with the number of parameters, complexity increases, too.
Since human brains cannot reliably process more than four abstract variables [17], increasing
complexity only adds further insights if the results are interpreted and compressed.
Even without the erratic human influences on driver behaviour, model design should follow
Ockham’s Razor which states that “entities are not to be multiplied beyond necessity” [18]. Also
known as the law of parsimony, Ockham’s Razor advises that “of two hypotheses H and H’,
both of which explain E, the simpler is to be preferred” [19]. This does not only apply to the
design of complex traffic simulations but also to specialised models which replicate pedestrian
movements, test intersection signalisation or predict bus travel times. Even externalising the
majority of influence factors those models can only be represented with a finite set of parameters
and degrees of freedom. Depending on specific hypotheses or tasks, simulations are focused
on reproducing phenomena (e.g. spontaneous traffic jams), empirically observed relationships
between features (e.g. speed and space gap) or directly measurable properties (e.g. maximum
deceleration). They are said to be parsimonious if they occur in a model with a minimal number
of parameters or the lowest model complexity [18, 19].
Although all models should aim to be accurate, realistic and predictive, compromises have
to made to achieve comparability, maintain simplicity, ensure real-time execution speeds, meet
fidelity requirements or only incorporate observable parameters. Additional to these limitations,
models/simulations should follow the law of parsimony and not be more complex than necessary
to reproduce their respective dynamics or phenomena. To strike a balance between these requirements, choosing modelling strategies with the right level of fidelity and complexity is of utmost
importance. This task can be approached by implementing as many details as possible (and not
being parsimonious) or starting with minimalist models and adding features until the desired
complexity is reached. Besides removing or adding actual properties to models, complexity can
also be reduced by using discrete instead of continuous variables. This shrinks the state space and
introduces coarseness and discontinuities. Which parameters and properties are represented, also
depends on the level of detail (LOD) or level of observation (LOO) at which the model/simulation
operates. In the context of simulating road traffic, both terms are used interchangeably and refer
to the degree to which individual road users are represented in a simulation/model (macroscopic,
mesoscopic, microscopic, submicroscopic). The level of scale, on the other hand, refers to the scale
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(and precision) of the model’s independent variable(s) which can be discrete or continuous [20, 21].
Macroscopic models were introduced in the 1950’s and describe traffic flow with equations
representing compressible fluids in a pipe. They are advantageous for estimating gross performance measures (e.g. average travel times or vehicle speeds) and its system dynamics are ruled
by aggregated entities which do not factor in individual vehicles nor their interactions with
each other. Macroscopic system level characteristics are deterministic and can be described
through quantities like flow rate, average speed and vehicle density. Due to their low level of
detail, macroscopic models are computationally undemanding. They are widely used to control
dynamic signalisation at intersections and rely on macroscopic heuristics (e.g. SCATS [22])
or measurements (e.g. SCOOT [23]). Overviews and implementation details can be found in
references [24–26].
Mesoscopic is a Greek terminus that is translated as “middle”. It is generally agreed that models
in this category are modelled with an LOD that lies between microscopic and macroscopic models.
More specific definitions divaricate: some argue that mesoscopic simulations describe traffic
flow as a function that yields the probability of a vehicle to be at time 𝑡 at position 𝑥 with a
velocity 𝑣 (gas kinetic) [27–29]. Others emphasise, that vehicle types and driver behaviour are
assigned individually but interactions only take place between platoons of vehicles [12]. A third
perspective is, that mesoscopic models are concerned with the distributions of trajectory features
(e.g. headway) [30–32], i.e. the aggregated representation of properties [26]. An overview for
models in this category can be found in [33].
In contrast to the macroscopic and mesoscopic categories, microscopic models represent
vehicles as individual entities so that characteristics and attributes like speed, space gap, headway
or directional decisions are modelled as responses to surrounding influences. Vehicle coordinates
can be expressed as a function of time and can be used to (re-)construct trajectories of every single
vehicle at any given time. The road network is populated by vehicles entering and leaving the
system at entry and exit points following given probability distributions or Origin-Destination
(O/D) matrices. The latter determine their paths through the road network. By aggregating
individual properties, performance measures such as average travel time and maximum delay
can be calculated [34, 35].
In automotive engineering picoscopic models are employed to estimate the long-term behaviour of critical parts or develop vehicle control strategies with respect to the handling and
stability of vehicles. Such models describe trajectories in longitudinal and lateral directions
through the means of control theory, system dynamics and field theory [20, 36]. Nanoscopic
models form another sub-microscopic abstraction: they simulate how people travel through an
urban network using different means of transportation. This holistic approach is used to estimate
changes in commuter behaviour, taxi usage rates or the influence of additional subway lines or
bicycle lanes [37].
As pointed out previously, more complex models may adhere more closely to reality (and
thus are potentially more accurate). This coherence is visualised in Fig. 1.1: (computational)
complexity grows exponentially with the modelled level of detail. The drawn line is only a
qualitative approximation; model classes are located on an ordinal scale which does not allow
expressing ratios of their LOD or complexity. An orange-coloured shape highlights the fully
discrete Traffic Cellular Automata (TCA) which are coarse but efficiently reproduce driver interactions. The vertical arrows inside the orange shape illustrate, that there is some overlap in terms of
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Figure 1.1: Level of detail vs. (computational) complexity for road traffic simulations.

computational demand, predictive powers (i.e. model fidelity) and the LOD categorisation. TCA
achieve their efficiency by trading the level of scale representation for precision. More specifically,
the state space of spatial, temporal and state variables is shrunk and coarsens the trajectories.
Furthermore, the system state is usually only updated globally and only once per second (e.g. in
the popular Nagel-Schreckenberg TCA [38]) and differential equations are replaced by sets of
integer equations. Microscopic models constructed with discrete and continuous variables are
referred to as hybrid models. The same term is also used to describe simulations in which some
geographic areas are simulated macroscopically and other regions are populated with individual drivers (i.e. modelled microscopically). For many questions in transportation engineering,
accuracy on macroscopic scales is sufficient. But driver interactions lead to aggregated effects
(e.g. spontaneous jams, platooning, synchronised flow and wide-moving jams) which cannot
be reproduced by models at mesoscopic and macroscopic LOD. If this is of interest, microsimulations are employed and their outputs are aggregated to a macroscopic LOD [21, 39–41]. The
aggregation of microscopic trajectories also allows simulations to be arbitrarily complex (e.g.
include lane-changing behaviour, driver randomness and multiple vehicle classes) and eludes the
criticisms of macroscopic models (isotropic back and front stimuli, too few vehicles involved
in shock waves, driver personalities) [42]. Furthermore, models with a higher LOD (usually)
ensure that individual actions do not violate physical properties. Because this thesis is exclusively
concerned with microsimulations, they are introduced in more detail in the following section.

1.2

Microsimulations

As discussed, microsimulations have the potential to faithfully reproduce traffic flow by letting
drivers respond to signalisation, mimicking behaviour based on road layout, control routes and
allowing interactions between road users. The representation of individual vehicles also allows
for defining of populations with different driving styles, capabilities or vehicles. With increasing computing power, efficiency concerns lose relevance and microsimulations become more
accessible for a wider range of tasks. Independent of their formulation and implementation, all
microsimulations represent individual vehicles/drivers as a dynamical system. The latter describes
the evolution of an arbitrary (deterministic) system through time [43]). When trajectories are
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expressed through logical languages instead of equations, the term agent-based modelling is
used [44, 45]. This distinction is often made in the context of Fuzzy Logic microsimulations but is
not strictly adhered to.
At least four components are needed to construct a mathematical representation of individual
drivers/vehicles: a stimulus (e.g. headway ℎ, space gap 𝑔 or relative speed Δ𝑣), a (linear) scale factor
that determines how strongly the driver reacts to that stimulus, a response (e.g. the adjustment
of acceleration, speed or jerk) and a time lag 𝑡rct (e.g. processing time and mechanical delays) to
couple stimulus (input) and scale factor with the response (output). With these components, the
driving relation – the dependence of one driver on the others – can be modelled as a dynamical
system [29].
Mathematically, trajectories can be described in a number of ways. The closest agreement
with the physical reality can be achieved by employing differential equations (continuous microsimulations [CMS]). Fully discrete microsimulations (DMS) are often employed in academia
to answer fundamental questions but are not as popular as CMS. DMS are also referred to as
TCA and evolve trajectories of individual vehicles through sets of integer-based rules. TCA often
operate on an underlying lattice where the cell dimensions are equivalent to the space a vehicle
occupies in a traffic jam and positions update only once a second [38, 46]. These factors, which
connect TCA with real-world measurands, contribute to the coarseness of their trajectories.
Furthermore, the state variables are discontinuous (e.g. speed is a piece-wise constant function
and acceleration a Dirac function [47]). Microscopic approaches constructed with discrete and
continuous components are formulated as piece-wise linear equations, include event-driven
concepts, or calculate trajectories with differential equations (hybrid microsimulation [HMS]).
More recently, the Hybrid Automata formalism was applied in transportation research; it can
precisely describe the interactions of discrete events with continuous physical processes. Independent from its formulation, the perfect model is in full agreement with reality, requires only a
few parameters and is computationally efficient. Because this is impossible, the downsides and
criticisms of formulations are more informative than their advantages. Therefore, the following
paragraphs focus on the shortcomings of discrete, continuous and hybrid models instead of their
(often complementary) advantages.
Fully discrete traffic models are criticised for being too coarse, offering only low model
fidelity and not representing the driver’s perspective properly. This is due to the fact that
acceleration is instantaneous (𝑎 = ±∞) to the next target velocity. Early models even allowed
immediate deceleration from any speed to 𝑣 = 0. This unrealistic assumption was relieved in
later models, but the critique of unrealistic acceleration remains valid and eliminates use cases
which require valid physical trajectories [46]. Decreasing cell sizes or time steps disconnects the
model from their physical constraints and (without adjusting the rules as well) does not improve
model fidelity but only raises the variability of the initial conditions. The underlying lattices
widely used to synchronise the movements of TCA, exacerbate the construction of real-world
topologies [48] and the modelling approach is argued to be less intuitive, realistic and robust [49].
Other criticisms are directed at the constant reaction time 𝑡rct and simultaneous movements
of all vehicles (parallel updates). Other update schemes introduce (unwanted) randomness or
produce unrealistic macroscopic effects (random-sequential updates [50]). Furthermore, there
are no (commercial) software packages for use in city planning offices which need integrated
pedestrian, vehicle and public transport simulations.
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The differential equations which govern the vehicular dynamics in spatially and temporally
CMS have to be numerically solved at a high frequency (usually 10 Hz) [39]. Some techniques
for solving these are the Runge-Kutta (RK), Heun’s or Euler method [51]. Faster computers
partly alleviate this detriment but the high frequency at which the differential equations have
to be evaluated leads to poor scalability; calibration for large scale simulations (e.g. evacuation
scenarios) for urban centres still have to be carried out on supercomputers [52]. Because driver
reactions (responses) are closely related to the actions of other road users, parallel computation
is challenging. The performance handicap is fortified by the larger number of parameters. Some
of them are only needed for mathematical purposes but do not have real-world equivalents (yet
have to be calibrated) [53]. A stability analysis has to be carried out to rigorously prove that a
CMS produces spontaneous jams, stop-and-go waves or accidents, yet does not reach oscillatory
or unstable states in free-flowing traffic. Although attempts have been made to generalise
and optimise the process, analytical testing for linear and non-linear stability is difficult and
the requirements are usually only tested by simulation [54]. Numerically solving differential
equations also creates an interdependency of solver and simulation which may lead to differing
results. Faster but lower complexity solvers (e.g. RK I vs. RK IV) may even produce implausible
results (e.g. backward moving vehicles) [53, 55]. Typical formulations which describe driver
behaviour with a single Ordinary Differential Equation (ODE) are also difficult to extend with
randomisation properties. In the same fashion, it is challenging to find formulations which let the
response be dependent on more than one stimuli and at the same time remain continuous over
the range of the dependent variable(s) [56]. This restriction also applies to adjusting variables
in a simulation run which is why CMS have to operate under the assumption that 𝑡rct remains
constant. This thwarts a separate representation of reaction time and attentiveness and requires
meta-modelling [57, 58]. Computational inefficiencies and complex behaviour also prevent the
integration of longitudinal (car-following [CF]) and lateral (lane-changing [LC]) dynamics. For
this reason, merging and overtaking manoeuvres are either integrated with time-discrete models
(e.g. by Gipps [59] or Newell [60]), by adding rules to TCA (e.g. proposed in [61–65]) or by
modelling multi-lane traffic on a macroscopic LOD (e.g. [66]) as discussed in reference [67].
Separate representations of longitudinal and lateral dynamics necessitates ad hoc resolutions
for inconsistencies between the two sub-models. This is especially problematic and frequent in
high-density scenarios. To remove gridlocks, vehicles can be automatically removed from the
simulation after some parametrisable time (e.g. in SUMO [68]).
Between the two extremes exists a wide range of hybrid models which incorporate discrete
and continuous variables. Without analysing specific concepts in detail, it is impossible to say
whether a hybrid variant combines the negative aspects of the discrete/continuous model classes
or provides an extensible and computationally efficient formulation able to reproduce human
driving behaviour. Despite their potential advantages, comparatively few hybrid microsimulations
have been proposed.
Independent of the implementation details, all traffic simulations have to reproduce macroscopic phenomena, including the free-flow to congestion transition. The latter occurs when vehicle
density 𝜌 leads to a decline in the average speed 𝑣.̄ Position and structure of the tipping point
mark the maximum throughput/efficiency and traffic simulations are systematically optimised
to reproduce this relationship. Similar macroscopic relationships can also be established for
𝑣 ̄ versus flow 𝑄, as well as 𝜌 versus 𝑄. For one-dimensional sections of road, these three rela-
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tionships (𝜌 − 𝑣,̄ 𝜌 − 𝑄, 𝑄 − 𝑣)̄ are referred to as Fundamental Diagrams (FD) while the term
Macroscopic Fundamental Diagram (MFD) or Network Fundamental Diagram (NFD) apply to
the traffic on road networks [69]. FDs and MFDs exhibit significantly different phase transitions
but empirical observations in networks are more problematic to obtain and modelling the richer
interactions between vehicles at intersections is also more complicated. To analyse the MFD/NFD,
Biham, Middleton, and Levine devised the so-called BML model. It consists of a chequerboard
topology (all sites are intersections) and is populated with two driver populations who take
turns in attempting to move one cell up or right. The simplistic nature of movements (particle
hopping model [PHM]), embodiment of signalisation (alternating turn to move), self-organisation,
and computational efficiency fostered research by physicists, mathematicians and transportation engineers who proposed numerous modifications and enhancements: new signalisation
schemes (e.g. [71–73]), higher speeds (e.g. [74, 75]), different layouts (e.g. [76–78]), turning drivers
(e.g. [79–81]) and many more. Employing such seemingly oversimplified approaches to analyse
fundamental (macroscopic) properties is justified if the variability of mechanical or behavioural
features is significant. Despite the coarseness and severely limited microscopic fidelity, coarse
microsimulations reproduce a variety of macroscopic phase transitions.

1.3

Motivation and Problem Statement

As argued in the introduction to modelling vehicular traffic in Sec. 1.1 and Sec. 1.2, models should
be as simple as possible while capturing the relevant properties. PHM are arguably the simplest
model of dynamical systems and their realistic macroscopic properties demonstrate that they are
a good starting point for adding more features, increasing complexity, fidelity and computational
demand. How to proceed from PHM concepts to models producing more realistic trajectories
is the central topic of this thesis. A few under-researched areas can be identified immediately
from Sec. 1.1 and Sec. 1.2. Perhaps the most prominent gaps are related to partly discrete models:
how can the gap between model fidelity and complexity (Fig. 1.1) be optimised? Which hybrid
microsimulations have already been proposed? What are the similarities and differences between
approaches? How can the options be systematically evaluated?
Since physical trajectories are continuous, all (partly) discrete models produce discretisation
artefacts which depend on the scale of spatial, temporal and state variable discreteness. What is
the order of magnitude of these model-independent errors (MIE) which enable the efficiency gains?
Is the precision loss linearly related with the quantisation step size? Does discretisation affect all
trajectory features equally? How much better are linear-piecewise models in this estimation of
the average best-case performance of fully and partly discrete microscopic traffic models?
It is a well-researched fact that drivers’ responses are related to, among other things, their
attention level, character traits, as well as external factors, and therefore vary in the population
and over time [82–94]. This is essentially randomness which cannot be captured nor carries
information and therefore can be replaced with the random error that emerges when the continuous state space of a variable is reduced to a countable number of states. For this reason, the
variation between drivers and over time needs to be quantified. Most microsimulations assume a
linear relationship between stimulus and response. Do drivers maintain their preferences for the
speed-space gap ratio over time and in different traffic conditions (intra-driver heterogeneity)? If
reaction times, linearity of responses and personal preferences for the major stimuli exhibited
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too much variability, coarser models should be developed to make the same predictions with a
simpler theoretical framework (Occam’s razor). To that end, best-case scenarios for linearity and
stimulus-response correlations should be quantified and used as a baseline for the development
of new microsimulations.
Microscopic traffic simulations are highly regarded for their ability to replicate real world traffic systems with high fidelity. This potential, however, is often not realised due to the complexity
of their logic and the large number of parameters requiring calibration. By combining the
identified gaps in the landscape of hybrid microsimulations with statistical analyses, a new model
could be developed with a comparatively detailed specification of properties. To achieve high
computational efficiency, reaction time and some other components would inevitably have to be
discrete but could be specified based on the results of a detailed trajectory data analysis.
The last area of interest covered in this thesis is spatially discrete models for interrupted traffic
on regular topologies. Their high level of abstraction had sparked interest among theoretical
physicists and numerous models have been proposed over the last three decades. Again, the
question of potential gaps in the existing literature emerges. It is accompanied by the need to
structure the proposed models and related research. Because these chequerboard and Manhattan topologies are mostly employed to analyse the macroscopic free-flow to congestion phase
transitions, the question arises, whether these simplistic models are sufficient to produce phase
transitions in dependence of the system density. Daganzo [95] demonstrated the equivalence of
two DMS and macroscopic simulations on sections of road, but for the two-dimensional case with
interrupted facility this is yet to be attempted. Due to the standardised layouts and dependence
on only a few parameters, gridded lattice models may be well-suited to simulating the effects of
some ITS.

1.4

Goals and Contribution

The contributions of this thesis closely follow the problems outlined in the previous section.
Although several classification schemes for simulating road traffic exist, a systematic typology
of approaches is lacking. This gap is addressed by developing a categorisation for (microscopic)
models by the degree of discreteness of their spatial, temporal and state variables. The systematic
approach will unravel beneficial options to combine discrete and continuous variables and
produce a consistent classification scheme without ad hoc criteria for the large number of
CF models. For each category in the classification, existing modelling approaches and their
formulation will be briefly described. While transportation researchers have explored the majority
of options, this research is able to identify two categories for which no CF models have been
proposed yet.
The presented thesis fills these gaps by developing two partly discrete models. The first
microsimulation is termed Acceleration State Machine (ASM) and uses a Finite State Machine (FSM)
to iterate through a limited number of acceleration levels. To avoid differential equations and
numerical solvers, acceleration is a step function (turning speed into a linear-piecewise function).
Unlike TCA with their regular update scheme, the ASM controls the acceleration durations
by a Timed Automaton (TA). This allows the modelling of attention and reaction times based
on empirically observed distributions. The model’s main advantages are its computational efficiency, mathematical stability, inherent randomness and expandability with route-choice and
LC features.
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Another contribution of this thesis concerns the quantification of discretisation artefacts
which plague all partly and fully discrete microsimulations. To that end, different ways to
measure these deviations are compared and then used to quantify the differences between highresolution (i.e. nearly continuous) and discretised trajectory features. These MIEs are measured
for temporally, spatially or fully discrete models with two quantisers and three variants for
emulating time discrete models. To accommodate a wide range of traffic conditions and facilitate
the analysis of fundamental principles, synthetically generated time series, as well as naturalistic
and experimental driving data are used.
Inter- and intra-driver heterogeneity in a CF context is explored with a high-precision
experimental data set. The following chapters will show distributions of driver responses, test the
postulated linearity between speed and space gap and measure ranges of correlations between
trajectory features. By computing the individual lowest root-mean-squared-errors (RMSE) and
highest Pearson correlations between stimuli and responses, this thesis will determine best-case
scenarios for randomness, variation and driver heterogeneity. By doing this, upper bounds for
the predictive qualities of CF models are determined.
For the more abstract lattice models of interrupted traffic, this thesis works out an extensive
review of proposed models, structure their features and critically comment on future research
and existing gaps. Furthermore, develop a PHM based on TA is developed and tested on onedimensional and two-dimensional lattices. Despite its simplicity, the proposed TA will reproduce
all macroscopic free-flow to congestion phases without modifying signalisation or introducing
additional speed levels. This thesis also evaluates how regular but discrete topologies can be
employed to test and compare different ITS.

1.5

Methodology

To achieve the goals and objectives outlined in Section 1.4, individual methodologies are developed. They are explained in detail in subsequent chapters. This section, on the other hand,
provides an overarching description of the three major methodological building blocks of this
thesis:
• Evaluation of existing strategies for modelling vehicular traffic.
• Datasets for calculating discretisation effects and quantifying driver heterogeneity.
• Computational tools to analyse trajectories, explore relationships between features and
visualise results.
Processing, analysing and visualising trajectory data is a recurring theme in this thesis. The
related tasks were carried with a number of open source libraries developed in the Python [96]
ecosystem. The centrepiece for loading, cleaning and processing data is Pandas and its powerful
API [97]. Its main primary data structures are Series (1D) and DataFrame (2D) which will hold
results of simulation experiments, trajectory time series, correlation coefficients and other
Python objects. The programming itself will take place in Jupyter Notebook which “is an
open-source web application that allows you to create and share documents that contain live code,
equations, visualisations and narrative text” [98]. While domain-specific functionality will be
implemented from scratch, algorithms from SciPy [99], NumPy [100], scikit-learn [101] and
statsmodels [102] will be used for statistical analyses. The vast majority of figures in this thesis
are created with matplotlib [103] and Seaborn [97] which accept Series and DataFrames as
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inputs. A few more specialised visualisations are worked out using Inkscape [104], IikZ [105]
and Graphviz [106, 107]. The last piece of software to mention in this enumeration is the PRISM
modelchecker [108] which was used in tandem with plain Python to exemplarily show an
implementation of the TA PHM.
Naturalistic driving data are vehicle trajectories which were recorded unbeknownst to the
observed drivers. In a three-step process vehicles are filmed, their absolute position is calculated
based on some reference point and other trajectory features are derived from the positional
information. As part of the Next Generation Simulation (NGSIM) project which was initiated
and supported by the US Department of Transportation, naturalistic driving data from four
observation spots were made publicly available. The NGSIM locations are near San Francisco
(Interstate 80), in Atlanta (Peachtree Road) and in Los Angeles (Lankershim Boulevard and Hollywood Freeway) [109]. Unfortunately, recording noise and aberrations grow exponentially when
other trajectory features are calculated from vehicle positions which disqualifies this kind of
observations for some purposes. Unless errors are systematic, the NGSIM datasets are well-suited
to calculating the errors which emerge through spatial or temporal quantisation. Experimental
data, on the other hand, can be recorded with higher accuracy but suffers from subject-expectancy
effects, i.e. drivers are not behaving completely naturally [110]. Factoring in this restriction,
a dataset with >700 min of one-lane, high-precision CF trajectories will be employed to quantify inter- and intra-driver heterogeneity and develop a new integrated microsimulation. This
experiment was conducted on a test track near Tomakomai (Hokkaido province, Japan) and
contains the trajectories of ten platooning passenger cars steered by 20 to 30 year old Japanese
students. To represent different varying conditions and examine driver reactions, the platoon
leader imitated 56 patterns of acceleration/deceleration and constant speed. The dataset has
already been used to benchmark and verify behavioural theories in a number of publications
(e.g. in [16, 56, 111–118]). Other car-following datasets, such as the field data obtained from
instrumented vehicles travelling on an urban road in Germany [119] or the helicopter-mounted
videos employed in [85–87, 90, 120] do not fit the scope and purposes equally well. They are far
noisier than the Tomakomai experiment but not as comprehensive as the NGSIM dataset.
While these explanations detail small steps they do capture how the individual pieces of this
thesis contribute to achieving the goals laid out in Sec. 1.4. This task is assumed by Fig. 1.2 in
which the main chapters of this thesis are arranged in a flower-like circle. The two colours of the
“petals” indicate whether a chapter deals with urban interrupted traffic flow (right-hand side in
light brown) or with modelling the longitudinal dynamics of car-following tasks (left-hand side).
While Chapter 2 is applicable for highway and urban traffic, its focus is on the former issue and
hence the colour was assigned accordingly. The seven “petals” are surrounded by a segmented
ring with three colours denoting the underlying methodology. Chapters 2-4 are bordered by a
blue segment; they review, summarise and structure existing knowledge. Chapter 5 and 6 make
use of the identified gaps in the literature and develop new microscopic models for urban and
highway traffic (green segment). Lastly, chapter 7 and 8 use data science to analyse trajectories
and quantify discretisation artefacts. Depicting the organisational ideas of this thesis highlights
the wide range of topics shows how the chapters are connected. In this way, Fig. 1.2 complements
Sec. 1.7 which describes its structure in more detail.
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new models
Figure 1.2: The main chapters of this thesis with their scope and nature. Coloured with light brown are topics cover
traffic on urban road layouts (i.e. interrupted facilities) while the orchid coloured petals deal with modelling human
car-following behaviour.

1.6

Limitations and Scope

The presented thesis, like all scientific works, requires limitations of its scope to achieve its depth.
For this reason, some areas were neglected when the focus shifted during the research process.
Most notably, the integrated model for car-following lane changing and route choice is only
partly developed. Instead, this thesis’ scope sets the groundwork for developing such a model: it
investigates potential mathematical formulations (Chapter 2), reviews existing approaches of an
over-simplified model class (Chapter 3) and discusses applications for such models in the domain
of ITS (Chapter 4).
At this point it became evident, that integrating the three partial features requires discrete
components and higher abstraction levels. To estimate the loss of model fidelity, Chapter 7
measures discretisation errors such a model would inevitably incur. But do these deviations cause
loss in fidelity, given that human drivers vary in their reaction times, driving experience, stress
levels, safety preferences and many other properties? This is evaluated through data analysis
in Chapter 8 which also contributes to defining fundamental properties of the to-be-developed
integrated model.
The thesis also develops new approaches towards car-following. Starting from simple and
computationally extremely efficient lattice-based particle hopping models a novel update scheme
based on Timed Automata is developed in Chapter 5. The rigid chequerboard layout also enabled
a prototypical lane-changing application and jam avoiding implementation. Chapter 6 then
generalises the Timed Automata concept presented in Chapter 5 and continues the data analysis
started in Chapter 8 to define model properties.
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With its modularity, the model proposed in Chapter 6 can be easily extended with lane
changing and route choice features. Yet, approaching the University of Auckland word limit,
the culminating chapter where such a model is implemented and benchmarked against existing
approaches remains to be written. This is a limitation but the extensive preparatory work
presented here is a solid ground for this task.

1.7

Thesis Structure

Accepted and submitted publications form the foundation of this thesis which is reflected in
its structure as shown in Table 1.1. The table’s columns show how chapters, topics and the
three overarching themes grow together and form the thesis. To illustrate how the main topics
(modelling traffic, hybrid microsimulations and two-dimensional lattice models) span chapters,
their background colour has been adjusted accordingly.
Chapter 1

Introduction

Chapter 2

Formulations of Microsimulations

Chapter 3

Urban Traffic on Lattice Models

Chapter 4

Grid Topologies for ITS

Chapter 5

Timed Automata Particle Hopping Model

proposed model

Chapter 6

Acceleration State Machine Model

proposed model

Chapter 7

Model-independent Errors

Chapter 8

Driver Heterogeneity

Chapter 9

Conclusion

1D

classification
integrative review

2D

1D

argumentative review

discretisation errors
data analysis

Table 1.1: Chapters, publications and overarching topics.

Following the structure presented in Table 1.1, Introduction (this chapter) and Conclusion (Chapter 9) encase the main chapters. Their arrangement is discussed in the following
paragraphs. Items in the first column of Table 1.1 are linked with the respective location in the
file and can be clicked (PDF version only).
Chapter 2 develops a CF model classification scheme. The proposed taxonomy [121] answers
the question how models can be formulated with combinations of discrete and continuous
variables.
The ensuing three chapters are dedicated to lattice-based models of interrupted facilities:
Chapter 3 is an extensive literature review of existing models [122] while Chapter 4 highlights
the usefulness of such models in the context of ITS [123]. The gained insights and identified gaps
in the literature are then employed in Chapter 5 which develops a novel SEP-based mechanism
based on TA [124] and concludes the chapters dealing with models on interrupted facilities.
The second half of the thesis is dedicated to modelling car-following behaviour. Like its
predecessor, Chapter 6 [125] fills gaps identified in Chapter 2. It develops an extensible, realistic,
and computationally efficient CF CF model which uses non-continuous acceleration steps. The
magnitude of the inevitably introduced discretisation artefacts and trajectory deteriorations is
discussed in Chapter 7 for various car-following properties [126]. Closely related to the relevance
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of spatial and temporal discretisation errors is the randomness and variability of individual
drivers. Chapter 8 not only compares the inter-driver heterogeneity but also visualises how the
same driver acts in different CF situations. Preliminary results were presented at the Australasian
Transport Research Form [127] and covered in depth in [128].
The thesis concludes with a summary of the findings and discusses areas for future research (Chapter 9).

CHAPTER

Categorising Microscopic Traffic Flow
Models: A Systematic Classification by
Degree of Discreteness
Far better an approximate answer to the

right question, which is often vague,
than an exact answer to the wrong

question, which can always be made
precise.

John Tukey, The Future of Data Analysis

Since the conception of modelling traffic flow dynamics, numerous microsimulation models
have been proposed. This chapter develops a systematic classification scheme for such models.
The main and sub-categories are defined by the discreteness or continuity of spatial, temporal
and state variables in the respective models. By making this topic the first content chapter of this
thesis, the reader is introduced to the wide range of approaches for microscopically modelling
vehicular traffic. For the same reason, archetypical exemplars of models in each class of space,
time and state discreteness are cited. Since developing a typology for models requires substantial
numbers of references, this chapter is classified as “literature review” in Fig. 1.2. The chapter’s
content is most applicable for models of one-dimensional driving (i.e. CF conditions) which is
why it is depicted as such in the chapter overview Fig. 1.2.

2.1

Introduction

Due to the complex interactions of road users, simulations rather than analytical approaches
are used to tackle traffic planning and network optimisation tasks. The underlying models for
these simulations are commonly classified as macroscopic (traffic flow is considered a compressible stream with liquid-like properties), mesoscopic (movements and interactions of clusters
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or platoons of vehicles) and microscopic (each road user is represented and modelled individually) [12, 41]. In this categorisation by level of abstraction, microscopic models (also termed
microsimulations) have the highest simulation fidelity and (potentially) the most accurate representation of traffic flow. Yet, macroscopic models are still widely used to control traffic signals
(e.g. SCOOT [23]) and for long-term infrastructure planning. To improve the accordance of simulation and reality, more features and variables can be added at the cost of increased complexity,
computational demand and – ideally – prediction accuracy.
In the last seven decades hundreds of car-following (CF) models have been developed and
several categorisation schemes based on a variety of criteria have been proposed. Often, discrete
and continuous models are distinguished but this broad discrimination does not answer how
microsimulations unconstrained from this duality can be constructed. The existing traffic flow
model typologies are also futile for finding combinations of continuous and discrete features with
the best trade-off between computational efficiency, model fidelity and simplicity of formulation.
This chapter’s main contribution is the classification of microscopic traffic models based
on their degree of discreteness and continuity. The proposed systematic taxonomy allows the
identification of well-researched approaches and overlooked areas with potentially novel ways
to replicate human driving behaviour. All model classes are mutually exclusive and exhaustively
incorporate all traffic simulations with one state, space and time variable. This chapter also
explores the general structure of microsimulations including numerous semi-discrete in-between
models and provides a brief literature review of existing microsimulations in each category.
Because higher degrees of discreteness in models are inherently accompanied by lower fidelity,
simulations on macroscopic and mesoscopic scales are mostly continuous to not degrade model
outputs further. While the proposed categorisation scheme is applicable to them too, this chapter
focusses on developing a detailed classification for microscopic traffic flow models.
The remainder of this chapter is structured as follows: section 2.2 elaborates on the necessity
of abstraction for building models and outlines its methodology, section 2.3 introduces existing
classification schemes in transportation engineering and other scientific disciplines and section 2.4 describes the proposed categorisation. A significant portion of the text is devoted to
giving examples of microsimulations for each category in the level-of-discreteness classification scheme (section 2.5). The chapter concludes with a summary of the findings and a critical
discussion of weaknesses in the proposed typology.

2.2

Methodology and Notation

Methodologically the proposed classification scheme relies on understanding why abstraction
is necessary to build models of real-world phenomena, how discrete and continuous dynamic
systems differ and how they are classified in several scientific disciplines. While the level-ofabstraction classification with its macro-, meso- and microscopic categories is widely used to
group traffic flow models, the large number of microscopic approaches cannot be differentiated
sufficiently. By explaining the design principles for fully discrete/continuous microsimulations,
vital knowledge about the construction of hybrid microsimulations with combinations of discrete
and continuous variables for time, state and space is gained. This is the foundation for the
proposed traffic flow classification scheme.
While the terms classification, typology, and taxonomy are used interchangeably in this
chapter, they have slightly varying connotations. Typologies “conceptually separate a given set

Methodology and Notation

39

of items multidimensionally […]” and “its dimensions represent concepts rather than empirical
cases” [129]. Taxonomies, on the other hand, classify items on the basis of empirically observable
and measurable characteristics [130]. Hoehne [131] demarcates “classification” from “typology”
by the number of variables: the former “subdivides an easily obtainable variable into a group
of well-defined sections or classes” while the latter “emerges when […] clusters of persons or
objects with a characteristic combination of values” are grouped [131]. As Marradi [132] points
out, other terms like division, classifying and categorisation are used as well. May [133] remarks
that elegance and parsimony require the number of (sub) groups to be as low as possible while
“increasing the number of variables increases the probability of correct classification”.
Frantz [134] defines model abstraction as a “method for reducing the complexity of a simulation model while maintaining the validity of the simulation results with respect to the question
that the simulation is being used to address”. Kuipers [135] further distinguishes the actual model
building process (describe the physical situation and build an appropriate simplified model)
for model simulation (use the model to predict possible behaviours consistent with the model).
According to Papageorgiou [24] the model building process can be purely deductive (based on
physical laws), purely inductive (statistical analysis with ARIMA, polynomial approximations,
Machine Learning) or a mix of the two (development of the mathematical modelling structure first
and then fit it to observed data). These definitions are given to underline the diverging perceptions
and needs regarding model accuracy, efficiency and complexity; they are highly dependent on
the level from which microscopic traffic simulations are developed and used (Fig. 2.1). Examples
for different purposes in a traffic context are the development of new models to replicate specific
driver behaviours, simulate the effects of closures in urban road networks, analyse fundamental
properties, predict congestion pricing scenarios or optimise traffic signals. These tasks are of
interest for disparate sub-disciplines and analysed from miscellaneous perspectives (Fig. 2.1).
What makes vehicular traffic more difficult to predict than other physical systems, is the
human factor. Unlike purely mechanical systems, human drivers do not always act rationally and
differ in their attention spans as well as their reactions to the same situation. It was also shown
that CF stimuli like velocity/acceleration/changes of the leader are perceived vastly differently
as indicators for changes in adjusting their speed [127]. The range of driver behaviours, better
access to empirical observations, the variety of applications and the number of perspectives
towards modelling suggested in Fig. 2.1, contribute to the ever-growing list of traffic flow models.
With growing numbers of models and their increased complexity, the difficulty to construct
a classification to provide more accurate abstractions of reality increases. It may even become
impossible for a typology to be structured consistently (logic) and at the same time completely
(epistemology) when the variety between the models’ paradigms, formalisms, and perspectives
real world systems
validation

abstraction
abstraction
implementation

verification
simulated system
credibility

execution
user(s)

Figure 2.1: Abstraction process from real world systems (source: Frantz [134])
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exceeds some threshold. In that case, one may approach the construction of a classification
scheme with the perspective that “all models are wrong but some are useful” (attributed to
Box [136]) or “truth […] is much too complicated to allow anything but approximations” [137].
To accommodate the large number of microscopic traffic models, the classification aims for
completeness and not for absolute selectiveness. This constraint is a deliberate choice and a
concession to practicability; it does not adulterate the doctrine. As Gödel [138] proved, even
mathematics cannot be fully self-consistent. Contradictions and edge cases of the classification
are discussed in sec. 2.6. For some general thoughts about modelling classifications in computer
science, operations research, engineering, and management science see references [53, 139]
and [140].
Abbreviations are used throughout this chapter – they are spelled out in Table 2.2. Space (S),
time (T), and state variable (X) are represented by one letter, respectively as are discrete (D),
binary (B), and continuous (C) levels of scale. Attributions and features can then be condensed
as ordered sets of {S,T,X} × {D,B,C}.
abbreviation
DT
DS
BX
DX
CT
CS
CX
DMS
CMS
HMS
CF
LC

explanation
discrete time (regular system updates)
lattice or gridded topology
binary state variable (Particle Hopping Models)
discrete state variable (finite states)
continuous time evolution and event-based simulation
continuous space (topology)
(main) state variable is continuous
discrete microsimulation (all variables are discrete)
continuous microsimulation (all variables are continuous)
hybrid microsimulation (variables with mixed levels of scale)
car-following
lane-changing

Table 2.1: List of abbreviations used throughout this chapter.

2.3
2.3.1

Existing Model Classification Schemes
... for Dynamical Systems in Other Disciplines

The movements of a vehicle, its path through space as a function of time (trajectory), is a
spatial dynamical system. Through the interaction of drivers with each other, vehicular traffic
becomes an extended spatial dynamical system. Such systems are modelled as coupled arrays of
dynamical systems and also occur in other disciplines, for example in population biology [141],
ecology [142], oceanography [143], epidemiology [144] and astronomy [145]. The similarly
termed System Dynamics approach to transportation modelling [146], on the other hand, is less
suitable for modelling CF behaviour [147]. Table 2.2 lists exemplary typologies of dynamical
system models in disciplines not related to traffic. Despite its incompleteness, Table 2.2 indicates
the wide range of contexts in which spatial dynamical systems are studied. The frequent use of
degree of discreteness/continuity for various variables is salient.

2.3.2

... of Traffic Flow Models

As a reaction to the stream of traffic flow models emerging since the 1960’s, several classification
schemes were proposed. As evident from Table 2.2, traffic flow models are commonly subsumed

Existing Model Classification Schemes

scope
mathematics
dynamical systems
complexity theory
ecology
ecology

dynamical systems
chemistry

categories
CS/CT, DS/CT, DS/DT
continuity/discreteness, time dependence, autonomy, linearity,
hyperbole
analytic, simulation, exploratory complexity
cross product of discrete/continuous time, space and population size
system dynamics paradigm (differential equations and compartment models), discrete event paradigm (Cellular Automata
[CA] and Discrete Event Specification systems), agent-based
paradigm (individual-based models and multi-agent systems)
DT and DX (CA and Turing machines), DT and CX (systems
specified by difference equations), CT and CX (systems specified by ODE)
CX/CT, DX/CT, DX/DT, CX/DT abstracted as Markov
chains and CX stochastic processes

41

source
Karplus [148]
Löffelmann [149]
Zeigler et al. [53]
Berec [150]
Ratzé et al. [151]

Giunti and Mazzola [43]
Érdi and Lente [152]

Table 2.2: Some classification schemes for spatio-dynamical systems in other scientific disciplines. Abbreviations are
explained in Table 2.1.

under descriptive labels, communicating their evolutionary roots and modelling principles. Two
downsides of this approach are the difficulty to distinguish overlapping concepts (all compound
models with different roots are hybrid by definition) and the dilemma to coherently incorporate
future model classes. To demarcate the proposed typology and provide some context, the level-ofabstraction categorisation with its macro-, meso-, and microscopic subgroups is briefly introduced
in the following paragraphs.
2.3.2.1

Macroscopic Models

Macroscopic models describe the spatial-temporal evolution of collective vehicle motion like
the one-dimensional compressible flow of a fluid, using aggregated variables like volume 𝑞(𝑥, 𝑡),
speed 𝑣(𝑥, 𝑡), and density 𝜌(𝑥, 𝑡). This flow is represented by the conservation relation shown
in eq. 2.1a and was introduced by Gerlough and Huber [158]. Analogue to fluid dynamics where
this continuity equation states mass conservation, the number of vehicles must be conserved
between two counting stations on a section of road without entrances or exits. The macroscopic
scope
CF
general
general
general
CF
update scheme
microscopic
scale
general
determinism
microscopic
2D lattice models

categories
Gazis-Herman-Rothery models, safety distance (collision
avoidance models), linear (Helly) models, psychophysical (action point) models, fuzzy logic-based models
microscopic, kinetic, macroscopic models
microscopic+molecular dynamic models, lattice gas (cellular)
automata, gas kinetic models, fluid kinetic models
scale of independent variables, level of detail, process representation, operationalisation, application scale
stimulus response, safe distance, psychophysical, cell-based,
optimum velocity, and trajectory based models
event-based, time-based
base CF, merging CF, before lane changing (LC) CF, during LC
CF, after LC CF, emergency LC CF, cooperation CF, receiving
vehicle CF
macroscopic, mesoscopic, microscopic, nanoscopic
acceleration models, acceleration models with LC, iterated
coupled maps, cell-transmission model, cellular automata
stochastic, deterministic
CA, CF, gas kinetic models, hybrid CF/higher order
signalisation, update schemes, driver behaviour, chequerboard
modifications

source
Brackstone and McDonald [34]
Klar and Wegener [153]
Helbing [29]
Hoogendoorn
and
Bovy [20]
Ranjitkar et al. [117]
Charypar et al. [154]
Yeo et al. [155]
Xu et al. [156]
Treiber and Kesting [49]
Elefteriadou [41]
Song and Qin [157]
Lehmann et al. [122]

Table 2.3: Existing classifications for traffic flow models listed by date of publication.
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description of flow is completed by the fundamental relationship (eq. 2.1b) and a generating term
to describe the inflow of vehicles (eq. 2.1c) [12].

𝜕𝑞
𝜕𝑥

+

𝜕𝜌
𝜕𝑡

=0

𝑞(𝑥, 𝑡) = 𝜌(𝑥, 𝑡)𝑣(𝑥, 𝑡)
𝜕𝑞
𝜕𝑥

2.3.2.2

+

𝜕𝜌
𝜕𝑡

= 𝑔(𝑥, 𝑡)

(2.1a)
(2.1b)
(2.1c)

Mesoscopic Models

Mesoscopic models incorporate microscopic and macroscopic aspects. Barceló [12] distinguishes
approaches where individual vehicles are only represented as part of platoons with highly
simplified individual dynamics. van Wageningen-Kessels et al. [26], on the other hand, argue that
the mesoscopic characteristic is the representation of vehicle behaviour in aggregate terms (e.g. in
probabilistic distributions of headway) despite rules being defined for individual vehicles. Bazzan
and Klügl [9] categorise mesoscopic approaches as hybrid mesoscopic (compound models in
which areas of interest are modelled microscopically and less important features are represented
macroscopically) and genuine mesoscopic where an intermediate layer between macro- and
microscopic levels calculates the model output. The range and scope of mesoscopic models
varies widely; for an overview see reference [33]. An archetypical mesoscopic approach is the
gas-kinetic model where vehicle behaviour is specified by probability distributions [27–29, 159].
In eq. 2.2

𝜕 𝜌̃
𝜕𝑡

denotes the change in phase-space density, described by the expected number of

vehicles between location 𝑥 and 𝑥 + d𝑥 travelling at speeds between 𝑣 and 𝑣 + d𝑣. The acceleration
and interaction terms on the right-hand side describe the acceleration towards equilibrium
velocity and the interactions of nearby vehicles [26].
𝜕 𝜌̃
𝜕 𝜌̃
𝜕 𝜌̃
𝜕 𝜌̃
+𝑣
=
+
𝜕𝑡
𝜕𝑡 ( 𝜕𝑡 )acceleration ( 𝜕𝑡 )interaction

(2.2)

Another popular mesoscopic formulation is the event-discrete MEZZO model (eq. 2.3). There,
𝛼 and 𝛽 are model parameters whereas 𝑣𝑛 denotes the 𝑛th vehicle’s speed, 𝜌, 𝜌min and 𝜌max are
the current, minimum and maximum density on the running part of the link, and 𝑣min and 𝑣f
represent minimum and free-flow speed.
⎧⎪
⎪⎪𝑣f , if 𝜌 < 𝜌min
⎪⎪
⎪⎪
𝛼 𝛽
𝜌−𝜌min
𝑣𝑛 = ⎨⎪𝑣0 + (𝑣f − 𝑣0 )[1 − (
)
] , if 𝜌 ∈ {𝜌min … 𝜌max }
𝜌max −𝜌min
⎪⎪
⎪⎪
⎪⎪𝑣min , if 𝜌 > 𝜌max
⎩
2.3.2.3

(2.3)

Microscopic Models

The highest level of detail is found in microscopic traffic models which represent individual
road users. The goal is to reproduce the driving relation, i.e. the dependence of one driver on
the others. It is formulated as response (change of acceleration or speed) to (changes of) one or
more stimuli (e.g. space gap 𝑔, headway ℎ or relative speed Δ𝑣) [160]. The delay after which a
vehicle’s trajectory is affected by stimuli is the total reaction time 𝑡rct and includes mechanical lags,
anticipation and time for neural processing. To avoid collisions of vehicle 𝑛 with its leader 𝑛 + 1,
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𝑔𝑛 > 𝑣𝑛 𝑡rct (equivalent to ℎ𝑛 > 𝑡rct ) has to be fulfilled. Here, 𝑔 denotes the front bumper to back
bumper distance between vehicle 𝑛 and 𝑛 + 1. For 𝑔 70 m, the driving relation disbands and
drivers adjust their speed according to other stimuli [160]. As shown in eq. 2.4a, acceleration of
vehicle 𝑛 can be formulated as function of relative speed, current speed and space gap. Based
on this idea, variations of microscopic stimulus-response models were proposed by Gerlough
and Huber [158] and Gazis et al. [161] (GHR, eq. 2.4b), [60] (eq. 2.4c) and many others. The
GHR model is simple: acceleration of the 𝑛th vehicle depends on 𝑣, Δ𝑣, 𝑔 and 𝑟rct . The other
variables (𝑐, 𝑚, and 𝑙) are constant model parameters. In Newell’s CF approach, the 𝑛th driver
adjusts 𝑎 according to Δ𝑣 and ℎ at 𝑡 − 𝑡rct (eq. 2.4c). Other models falling into that category are
the Optimal Velocity Model by Bando et al. [162] or the Full Velocity Difference Model (FVDM)
developed by Jiang et al. [163].

𝑎𝑛 (𝑡) = 𝑓 (Δ𝑣𝑛 , 𝑣𝑛 , 𝑔𝑛 )
𝑎𝑛 (𝑡) = 𝑐 𝑣𝑛𝑚 (𝑡)
𝑎𝑛 (𝑡 + 𝑡rct ) =

(2.4a)

Δ𝑣𝑛 (𝑡 − 𝑡rct )
𝑔𝑛𝑙 (𝑡 − 𝑡rct )

(2.4b)

1
[𝑣 (𝑡) − 𝑣𝑛 (𝑡)]
ℎ𝑛 𝑛−1

(2.4c)

The stimulus-response structure of the Intelligent Driver Model (IDM) by [164] is composed of two different terms to represent driver behaviour in free-flow (eq. 2.5b) and congested
traffic (eq. 2.5c). Additional variables are the desired velocity 𝑣0 , (maximum) acceleration 𝑎, comfortable braking deceleration 𝑏, minimum space gap 𝑠0 and the exponent 𝛿 (eq. 2.5d). As indicated
by the indices “free” and “interaction” in eq. 2.5b, driving in free-flow and congested conditions is
governed by two separate terms. The term governing free-flow behaviour lets 𝑣𝑛 asymptotically
approach 𝑣0 while the second term describes driver behaviour at high approaching rates and
small net distances.

𝑣𝑛̇ =

d𝑣𝑛
d𝑡

= 𝑣𝑛̇free + 𝑣𝑛̇interaction

(2.5a)

𝛿

𝑣𝑛̇free = 𝑎

(

1−

𝑣𝑛
( 𝑣0 ) )

(2.5b)
2

𝑣𝑛̇interaction

𝑠0 + 𝑣 𝑛 𝑇
𝑣 Δ𝑣
= −𝑎
+ 𝑛 𝑛
( 𝑔𝑛
2√𝑎𝑏 𝑔𝑛 )
𝛿

𝑣𝑛
𝑠0 + 𝑣 𝑛 𝑇
𝑣 Δ𝑣
𝑣𝑛̇ = 𝑎 1 −
−𝑎
+ 𝑛 𝑛
(
)
𝑣0 )
(
( 𝑔𝑛
2√𝑎𝑏 𝑔𝑛 )

2.4

(2.5c)
2

(2.5d)
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The distinction between discrete, continuous and hybrid model classes forms an overarching
frame which can incorporate micro-, meso- and macroscopic abstraction levels: discriminating
models by the discreteness/continuity of their spatial, temporal and state variables is possible
for models on all abstraction levels. With consideration to the number of existing models, their
fidelity and range of applications, developing a classification is most useful for the group of
microscopic simulations. To form an overarching frame, a coarse distinction between (fully)
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discrete, (fully) continuous and hybrid microsimulations was established (section 2.4.1) and a
finer-grained division for models in the hybrid microsimulation category (section 2.4.2) was
subsequently developed.

2.4.1
2.4.1.1

Main Groups
Continuous Microsimulations (CMS)

Differential equations (DE) are widely used in science and engineering to describe relationships
of physical quantities and their respective rates of change. In the form of partial and ordinary
differential equations (PDE/ODE) they are the basis of continuous microsimulations to represent
vehicular dynamics. As a result, vehicle trajectories can be predicted model-wise with arbitrary
accuracy at the cost of high computational demand and complex parameter calibration processes.
CMS evolve by repeatedly solving DEs for each vehicle. In all but the simplest cases, this is
carried out numerically, with techniques like the Runge-Kutta, Butcher or Euler method. The
frequency for solving is often selected as 𝑓𝑠 = 0.1 s, which is one of the main contributors to
their computational inefficiency. This downside is somewhat depleted by increasing computing
power but since drivers’ reactions are tightly coupled to their preceding and neighbouring
vehicles, parallel execution is not straightforward. Another disadvantage associated with this
modelling approach is parameters which are not part of the modelled behaviour, but exist for
mathematical reasons and have to be calibrated. An example for a model-induced parameter
is the exponent 𝛿 in eq. 2.5d which is usually set to 4. Further downsides of CMS are the
interdependency of numerical solvers and simulation results (model predictions depend on a
specific solver), sensitivity to initial conditions (especially on congested roads), errors arising
from inaccurately estimated demand, stability problems and difficulty of integrating longitudinal
and differential movements [39, 40, 165, 166].
While the reproduction of car-following behaviour is an indispensable element of all traffic
simulations, added functionalities have become important criteria when choosing a simulation
packages. Some of these features are visualisation, infrastructure representation, signalisation
optimisation, pedestrian simulation, public transport integration, and scenario management and
state-of-the art commercial microsimulations centre new releases upon improvements of these
features [167]. New car-following models, on the other hand, are mostly developed, evaluated
and benchmarked by researchers in academia. Some of the newer and widely discussed CMS are
the Optimal Velocity Model (OVM) [162], the Full Velocity Difference Model (FVDM) [163], the
Relative Velocity Fluctuation Model (RVFM) [168] and the traffic jerk model [169].
2.4.1.2

Discrete Microsimulations (DMS)

Digital computers are at their core discrete and can only represent a countable number of values at
discontinuous points in time. Consequently, all computer simulations are discrete. Nevertheless,
the term discreteness commonly describes models operating with integers to evolve their states.
Just like their continuous counterparts, DMS represent each vehicle individually but – as a result
of their discreteness in space, time and state variables – vehicle trajectories are not smooth but
resemble jumps along the cells of a virtual lattice. The simplest DMS operate only with two
speed levels (𝑣𝑛 ∈ [0, 1]) which is too coarse to imitate movements from a driver perspective,
yet reproduces the macroscopic fundamental diagram. They are widely used to study phase
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transitions for interrupted traffic flows on chequerboards [70]. Known as Rule 184, this fullydiscrete, one-dimensional concept is a so-called Elementary Cellular Automaton (ECA). DMS
with more speed levels and/or driver-centric parameters are commonly termed Traffic Cellular
Automata (TCA). Since vehicles can only move at synchronised time steps (ticks) and no DE have
to be solved, TCA can be implemented very efficiently. The simulation coarseness is part of the
minimalist representation approach with the goal to remove all non-essential features. At higher
abstraction levels, i.e. when individual trajectories are aggregated, macroscopic phenomena such
as spontaneous jams, platooning, synchronised flow and wide-moving jams are reproduced as
results of driver interactions [46].
Reaction time 𝑡rct is incorporated in TCA in the duration of a tick 𝜏: drivers decide and
execute their next action at regular, discrete points in time. When set to 1 s, 𝜏 corresponds to
the empirically observed average of total human reaction time. After deciding the CF behaviour,
instantaneous acceleration (𝑎 = ∞) to the next target velocity takes place and 𝑣 remains constant
for 1 𝜏. This design and the low update frequency of 1 Hz further improve the computational
efficiency. The length of one cell ℓ is another parameter all DMS share. Derived from empirical
observations, 1 ℓ – the space a vehicle occupies in a traffic jam – is usually set to 7.5 m [38].
While 𝑡rct = 1 s, ℓ = 7.5 m and parallel vehicle updates are most widely used, models with different update schemes exist (e.g. references [50, 170]) and cell sizes have also been decreased
(e.g. [171, 172]) to increase model fidelity. While these modifications may only come at a small
performance cost, they disconnect the simulations from their physical equivalents unless new
rules are developed. Solely shrinking 𝑡rct and ℓ, scales all TCA features to fractions of ℓ (e.g. a
vehicle moving with 2 ℓ/𝜏 moves with 4 (ℓ/2)/𝜏 after halving ℓ). This change only influences initial
conditions but does not improve the fidelity of individual trajectories.
Unrealistic instantaneous accelerations and high discretisation errors are a major drawback of
reproducing CF behaviour with integers. Furthermore, the fixed size of ℓ exacerbates adjustments
of road layouts to real world topologies [48]. On the plus side, simultaneous implementation of
lateral and longitudinal movements is straightforward, standardised grid topologies are suitable
for comparing effects of technological advancements [123], and the rule-based execution allows
a wide-range of randomisations (e.g. slow-to-start [173, 174] or stochastic deceleration [38, 175,
176]).
2.4.1.3

Hybrid Microsimulations (HMS)

Hybrid models which contain variables of both discrete and continuous microsimulations exist.
In transportation engineering, the term Hybrid Model is already used to denote composite
models of distinct abstraction levels (time/space scales). Hybrid Automata (HA), on the other
hand, are mathematical formalisms describing interactions of analogue (continuous) and digital
(discrete) components. To avoid confusion, models with discrete and continuous representations
of state, time and state variables are termed Hybrid Microsimulation (HMS) here. Although not
(yet) referred to under this label, many HMS models were proposed and they often combine
advantages of fully D/C models as the examples given in section 2.5 elucidate.

2.4.2

Detailed Classification of Microsimulations

These overarching CMS, HMS, and DMS classes subsume a large number of existing models
but are too coarse to systematically categorise the large number of HMS. To develop a finer-
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grained classification is the goal of this section. Before introducing the categorisation, the terms
discreteness and continuity of space, time and state variables need to be specified. In general,
discrete features are defined by taking exactly one value of a finite set of distinct numbers,
whereas continuous features take values from the uncountable amount of real numbers in a
continuous range.
Microscopic traffic models are classified as DT when a tick-based regime exists at which
drivers decide or carry out acceleration and steering decisions. This category includes (stochastic)
sub-tick updates where movements are carried out for individual simulation entities [50] and
systems governed by local, equal-duration ticks but not a global update regime. A microsimulation
based on Timed Automata (TA) [177–179] with varying duration, on the other hand, is not
included because mode switches can take place at arbitrary points in time. This definition is in
line with Rabinovich [180] who argues that transition executions are instantaneous events whose
duration only becomes relevant in CT. This implies, that unit delay itself is a finite automaton
in DT because it otherwise would have to memorise an uncountable amount of information [180].
Despite vehicle position being a part of the state vector already, a separate category in the
classification scheme is needed to express whether vehicle movements are confined to a lattice:
building a state discrete microsimulation without such an underlying grid is feasible. This can
be visualised by two TCA vehicles on parallel lanes carrying out the exact same acceleration
manoeuvres but starting from offset positions. Vehicular dynamics are identical and discrete but
the cars are at different positions. If spatial discretisation and cell size are equal, the grid only
determines the initial positions. While such implementations were not found, models with these
parameter sets are conceivable.
The definition of Discrete State variables DX is not straightforward either. While a state
variable is one in the set of variables which describe the mathematical state of a dynamical
system [181]; vehicular trajectories may be described by several values. Level of scales for
elements of this vector are not necessarily of the same kind. This holds true for speed and
its derivatives as well as features describing the driving relation (𝑔, ℎ, Δ𝑣). In some cases it
different levels of scale even necessitate each other: discrete, constant acceleration induces a
CM state space for velocity. Consequently, elements of the driving relation are continuous, too.
Even the fully discrete TCA produce fractional, non-integer time headways. For this reason,
DMS with continuous variables like slow-to-start probabilities or deceleration randomness
are generally considered to be fully discrete. In driven diffusive systems – which are similar
to ECA and TCA – 𝑣 is a non-conserved internal degree of freedom [29, 182, 183]. A model is
considered to be state-discrete if at least one element of the state vector is intentionally kept
discrete (i.e. a continuous representation is possible) and the discrete feature influences simulation
dynamics. Because trajectories of road users may be affected by their environment, models with
environmental variables ∈ ℚ are also classified as CX.
Another perspective on the differentiation between discrete and continuous variables can
be taken with an engineering perspective on the input-output relationship of a model. In fullycontinuous abstractions of reality, DE are the mathematical operators which take an input and
yield a corresponding output function [184]. This mathematical operator, also termed transfer
function, forms the basis for a graphical representation with block diagrams. It is equivalent to the
ODE whose initial conditions are set to zero [181]. When time is treated as a discrete property,
difference equations become the mathematical operator. If both, time and state are discrete,

Archetypical Models in Categories of the Proposed Classification Scheme

47

a Turing machine or CA functions as the operator [43]. A driver’s acceleration and steering
decisions which in turn control the vehicle dynamics may be based on several individually
weighted input factors. The dynamical system’s output, on the other hand, is a single value and
turns each modelled road user into a multi-input-single-output dynamical system. Models are
labelled DX if their outputs 𝑎𝑛 or 𝑣𝑛 are ∈ ℤ or ∈ ℕ, respectively.
With these definitions in place, interpreting the microsimulation classification scheme presented in Table 2.4 is straightforward. The proposed categorisation has distinct classes for all
level-of-scale combinations of microsimulations and is sorted by degree of discretisation. The
leftmost column denotes the model class (DMS, CMS, or HMS); column two is labelled formulation/name to indicate the mathematical representation or name under which these models are
known in other disciplines. Finally, the three rightmost columns map space S, time T and state
variable X to continuous C, discrete D, or binary B attributes. In total, 23 = 8 combinations of
D|C and S|T|X exist. To reflect their importance in understanding fundamental properties of
spatio-temporal dynamical systems (like microscopic traffic), a B category for the state variables
is introduced in Table 2.4 for two HMS subcategories. This split also helps to separate the large
group of particle hopping models (BX) from more sophisticated TCA (DX). Table 2.4 is explained
in greater detail in the following section with the presentation of models for each of its rows.

2.5

Archetypical Models in Categories of the Proposed Classification
Scheme

While the categorisation of microscopic traffic models is the main contribution a literature review
was also conducted: exemplary models for each category are listed in Table 2.4. The table’s rows
are iterated top-to-bottom and and a brief description of the model formulation is given. To
provide an overview and visualise the focus of research, Table 2.5 lists examples of models in
each category of the proposed classification scheme.

2.5.1

Elementary Cellular Automata [DS-DT-BX]

ECA form the first category. As binary local-state, nearest-neighbour coupled CA, they possess
the highest degree of discreteness. Their origins date back to the 1960’s when John von Neumann
and Stanislav Ulam introduced them as Cellular Spaces to model self-reproduction capabilities of
biological systems [240, 241]. Almost twenty years later, Wolfram [185] compiled a classification
class
DMS
DMS
HMS
HMS
HMS
HMS
HMS
HMS
HMS
CMS

formulation/name
Elementary Cellular Automata (ECA)
Traffic Cellular Automata (TCA)
Coupled Map Lattices (CML)
Interacting Particle Systems (IPS)
Discrete attribute IPS
Lattice Dynamical Systems (LDS)
Finite State Machines (FSM)
Integrodifference Equations
Timed (Input/Output) Automata
Differential Equations (DE) and Hybrid Automata (HA)

space
D
D
D
D
D
D
C
C
C
C

time
D
D
D
C
C
C
D
D
C
C

Table 2.4: Classification of microscopic traffic models based on the discreteness/continuity of spatial, temporal and state variables. Abbreviations are
spelled out in Table 2.1.

state
B
D
C
B
D
C
D
C
D
C
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class
Elementary Cellular Automata (DS-DT-BX)
Traffic Cellular Automata (DS-DT-DX)
Coupled Map Lattices (DS-DT-CX)
Interacting Particle Systems (DS-DT-CX)
Discrete-attribute IPS (DS-CT-DX)
Lattice Dynamical Systems (DS-CT-CX)
Finite State Machines (CS-DT-DX)
Integro-Difference Equations (CS-DT-CX)
Timed
(Input/Output)
Automata
(CS-CT-DX)
CMS (CS-CT-CX)

example models
[185–187]
[38, 188–198] and many more
[199–203]
[124, 204–206]
[207–212]
[124, 213–215]
–
[59, 60, 216–228]
–
Hybrid Automata: [58, 229–231] or plain DEs: [161, 162, 164,
232–239] and many more

Table 2.5: Exemplary models for each subgroup in the classification scheme. Abbreviations are spelled out in Table 2.1.

of elementary one-dimensional CA. One of them, Rule 184 (CA-184), is widely quoted as a
prototypical discrete traffic model. CA-184’s time series can be interpreted as single particles
moving on a one-dimensional lattice with a velocity of 1ℓ/𝜏 on the condition that the next
cell is empty. Since there is no stochastic component in the rule set, CA-184 is completely
deterministic: the only variable is the initial configuration, i.e. how particles are distributed on
the lattice. Wolfram did not mention a traffic application for CA-184 in his publication, but Krug
and Spohn [242] employed the concept in a simultaneous moving model for particles with a
maximum speed of 1 ℓ/𝜏 to describe growth processes. By shrinking ℓ and 𝜏 while proportionally
increasing the number of particles (constant density 𝜌), CA-184’s fluid-dynamical limit is obtained.
This limit is a joint issue for the microscopic CA-184 and Newell’s macroscopic kinematic wave
model: Not only do both models feature instantaneous acceleration and deceleration, but CA-184’s
dynamics are also equivalent to the two different wave speeds [243, 244]. It was proven that
trajectories predicted by the Herman et al. [245] CMS, the aforementioned kinematic wave model
with a triangular fundamental diagram, and several TCA variants are equal with precision of
1ℓ [95].
CA-184 is the most popular model in the DS-CT-BX category as it is often used as a starting
point towards the formulation of analytical solutions [246–250], investigations of multi-lane traffic [62, 251] and understanding the formation of jams [252, 253]. CA-184 also plays an important
role in designing highly abstract models of interrupted traffic on chequerboard lattices. Its
prototypical example is the BML model by Biham et al. [70]; for an overview of this kind of model
see Lehmann et al. [122]. Other ECA, as classified by Wolfram [185], are also used to model
road traffic [186, 187]. Another area for the rule-based DS-DT-BX models is the simulation of
pedestrian traffic [254–258].

2.5.2

Traffic Cellular Automata [DS-DT-DX]

TCA extend the binary range of 𝑣𝑛 of ECA to higher numbers and may add stochastic elements to
mimic non-deterministic human behaviour. TCA in the shape of DS-DT-DM models are widely
used in academia where their disadvantages are of lesser importance and the discrete properties
simplify reproducible experiments. TCA can also integrate lateral and longitudinal movements
(i.e. for lane-changing and overtaking [62, 259, 260]), the underlying grids standardise topologies
for comparing effects of technological advancements [123], and rule-based executions enable
fine-grained randomisations (e.g. slow-to-start [173, 174] or stochastic deceleration [38, 175, 176]).
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Furthermore, TCA have become the go-to approach for highly efficient reproductions of realworld topologies [193, 195–197, 261], analysing phase transitions on interrupted facilities [262–
266] and jamming behaviour in dependence of stochastic parameters [188, 198, 267–269]. For a
TCA overview see Maerivoet and De Moor [46] and references therein.
In the proposed typology, speed is not the only state variable. DS models can be modified to
soften the hardcore expulsion and allow more than one vehicle per cell. One example for this
is the fully discrete Burgers’ CA (BCA) which is based on the continuous Burgers’ equation.
The latter is one of the most fundamental PDEs for describing shock wave dynamics of wave
processes in macroscopic considerations like acoustics and hydrodynamics. The equation itself
was already known at the beginning of the 20th century [270] but only became widely known
through the works of Burgers [271]. Since the discrete nature of CA elude discussions which
include continuous limits, Nishinari and Takahashi [272] employed the ultradiscrete limit [273]
by discretising Burgers’ equation to obtain the BCA. Its evolution is described by eq. 2.6; 𝑈𝑖
represents the number of vehicles at cell 𝑖 and time 𝜏. Despite its deterministic nature, the BCA
reproduces the fundamental diagram and exhibits multiple phases of jamming behaviour [274].
The parameter 𝐿 in the BCA equation can either represent a longer segment of the motorway
capable of accommodating a maximum of 𝐿 cars or the unit segment of a L-lane motorway. In the
first case, the multi-value BCA bridges the link to Daganzo’s Cell-Transmission model [275], the
second interpretation represents multi-lane traffic without requiring LC rules. This elegant avenue
to simulate multi-lane traffic rules was also applied in networks with interrupted facilities [276].
𝑈𝑖 (𝜏 + 1) = 𝑈𝑖 (𝜏 ) + 𝑚𝑖𝑛(𝑈𝑖−1 (𝜏 ), 𝐿 − 𝑈𝑖−1 ) − 𝑚𝑖𝑛(𝑈𝑖 (𝜏 ), 𝐿 − 𝑈𝑖+1 )

(2.6)

Another partial exclusion DS-DT-DM variant is the Zero-Range-Process (ZRP). It can be
defined in DT but is usually simulated with CT and therefore explained with the other DS-CT-DX
models.

2.5.3

Coupled Map Lattices [DS-DT-CX]

CML are discrete in time and space, but allow state variables to be real-valued (DS-DT-CX). They
form the newest group of extended dynamical systems and were introduced in the 1980’s by
several researchers. Crutchfield [277] studied spatial and temporal dynamics in video feedback
systems, Kaneko [278] worked on dynamic systems with large numbers of excited modes,
Waller and Kapral [279] modelled chemical spatial phenomena with CML and Kuznetsov and
Pikovskii [280] discuss transitions to chaotic behaviour in distributed systems of electrical
circuitry. CML are formulated as systems of difference equations in which DT dynamics (map),
interact (couple) through continuous states with other elements on a discrete space (lattice). A
commonality shared by CML and CA, is that all elements have identical map dynamics. But
while the value of a CA cell is strictly dependent on its neighbour(s) from 𝜏 − 1, the status of
a CML site is determined by the coupling term in the recurrence equation. Over time, a few
microscopic traffic models based on CML have been proposed [199–203, 281].
A differently termed approach to DS-DT-CX modelling is real coded automata. They are used
in different dimensions to improve the realism in gas-kinetic models [282, 283] and to model the
dynamics of pedestrian movements [284].
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2.5.4

Interacting Particle Systems [DS-CT-BX]

Developed to describe bio-polymerisation kinetics on nucleic acid templates, MacDonald
et al. [285] defined a lattice with 𝐿 sites which are either empty or contain one particle at
any given time (simple exclusion process, [SEP]). The now-common terminology for these IPS
(simple exclusion, hardcore repulsion) was coined later by Spitzer, who employed stochastic
IPS in non-equilibrium statistical mechanics [213]. Nowadays, IPS are widely used in biology,
chemistry and the analysis of granular flows to abstract transportation processes. Dynamics in
SEP are specified by 𝛾 and 𝛿 which determine the probability of a particle to moving left or right
and by 𝛼 and 𝛽 which denote the rates for particles entering and exiting the system. If 𝛾 = 𝛿,
the model is called a Symmetric Simple Exclusion Process (SSEP), otherwise it is referred to as
an Asymmetric Simple Exclusion Process (ASEP). Provided that particles can enter and leave at
each boundary exclusively, the model is named a Totally Asymmetric Exclusion Process (TASEP).
TASEP models are often constructed with periodic boundary conditions (PBC) (particles leaving
the lattice on one side enter it again on the other side in the same time step) so that the system’s
density remains constant. With 𝛾 = 0, 𝛿 = 1 and parallel updates, TASEP dynamics become
equivalent to CA-184. TASEP has been widely used for analysing phase transitions in one and
two dimensions [205, 207, 286–289]. TASEP is more flexible since its boundaries can be defined
as open (particles can be probabilistically inserted) and the cells’ states do not have to be updated
in parallel as required by CA-184 [185].
Often, the state space of IPS state variables is neither mentioned nor does it influence
the system dynamics. The state X in these models only reflects whether a site is empty or
occupied with one vehicle. All simulated entities have the same properties and there is no difference between cells. For this reason, DS-CT-DX models are termed traditional IPS. Additional
D/C particle attributes have only been introduced in recent years. Perhaps due to the considerable
coarseness, only a few publications formulate applications of IPS in traffic contexts and use them
to replicate queuing and jamming phenomena [204–206].
Implementation-wise, the CT dynamics in this DS-CT-BX category are often randomsequential updates [50, 213]: particles move to the adjacent cell after random holding times
which are independent and exponentially distributed (unity mean). A particle hopping model
with flexible waiting times was only recently proposed [124].

2.5.5

Discrete Attribute IPS [DS-CT-DX]

Discrete attribute IPS (DS-CT-DX) were proposed before their continuous state counterparts. The
main DX variable can reference the spin of particles in quantum physics [290, 291], characterise
site-dependent hopping rates to mimic lattice impurities in biomolecular transport models (socalled quenched disorder [292, 293]) or quantify how molecular motors interact with surrounding
filament and each other [294, 295]. Another example of DS-CT-DX models is TASEP with different species. It has been studied in general [296–298] but also in traffic contexts where it
replicates overtaking manoeuvres [207] and perpendicular flows of two species [212].
Early after the conception of Automata theory, Continuous Cellular Automata (CCA) were
proposed [299]. In CCA, continuity only refers to the Automaton’s time domain, i.e. to its real
line, equipped with its standard order, metrics and algebraic structure [300]. Extending classical
automata theory into the realms of continuous time and developing an enclosing mathematical

Archetypical Models in Categories of the Proposed Classification Scheme

51

framework took several decades [180, 301–303]. CCA fall into the DS-CT-DX category because
the newly developed frameworks allow finite numbers of channels to govern an automaton’s
input-output behaviour.
Another set of models in the DS-CT-DM class are partial exclusion processes (PEP), which
allow an arbitrary number of particles per cell [304–306]. A widely-cited example is the ZeroRange-Process (ZRP) which not only extends the number of states per cell, but also modifies
hopping probabilities to hinge on the departure site’s occupancy [213, 307]. ZRP can be defined
in CT and DT; within limits they are equivalent to Markov processes [308]. Mapping a ZRP
to an ASEP is possible by considering the ZRP’s particles as empty sites in the ASEP so that
the sites of the ZRP become moving particles of the exclusion process. As a generic model for
domain dynamics, ZRPs can describe non-equilibrium phenomena (systems relaxing towards an
equilibrium steady state), driven systems (systems driven away from equilibrium by external
forces) and condensation processes (e.g. traffic jams or platoon formation). They are also apt
to continuous time and the factorised form of their steady state allows analysing condensation
transitions in homogeneous and heterogeneous systems in detail [309]. Making use of the
mapping property, it was shown that the domain wall’s moving direction of coupled ZRP-TASEP
depends on the exchange rates between the two sub-systems [310]. ZRP were also used to study
clustering and jamming processes [208–210].
An extension of the ZRP is the Chipping Model. It inherits the basic ZRP properties and adds
a diffusion process to describe the rate at which all particles in one cell jump to the next. The
Chipping Model was proposed as a coagulation model with single-particle break-off to study
colloidal phenomena, aerosol dynamics and polymerisation [311]. It belongs to a class of urn
models and can recreate condensation transitions in one-dimensional systems. Reducing the
system dynamics to chipping turns it into a ZRP, the mapping to an ASEP can then be achieved as
described by Levine et al. [211]. The diffusion property and a CT regime simplify the description
and analysis of dynamics with vehicles travelling in platoons.

2.5.6

Lattice Dynamical Systems [DS-CT-CX]

Lattice models with continuous time in which state is explicitly defined and modelled, are
comparatively new. Two examples for models in the DS-CT-CX group are particle hopping
models on dynamical lattices with varying diffusion properties [312] and TASEPs with particles
attaching to the filament with rate and detaching from occupied sites with continuous probabilities [313]. A CF model with arbitrary vehicle lengths [314], on the other hand, does not fall into
the DS-CT-CX category because vehicle length is not a state variable.
Less clear is the distinction for waiting times between jumps in particle hopping systems. One
could argue, that it depends on the implementation: in a TASEP as defined by [213], particles are
randomly chosen to attempt a movement. This is also equivalent to exponential waiting times, in
other words: a Poisson update scheme. Other distributions of times between instantaneous jumps
and the next movement attempt were proposed by [214] and [215]. Their non-Markovian particle
clock times stem from continuous distributions and thus may be considered as state variables.
This also holds true for the stochastic variants of the TA proposed by Lehmann et al. [124].
The aforementioned examples can be figuratively described as continuous attribute IPS, but
in other scientific disciplines this model class is referred to as lattice dynamical systems (LDS).
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These so-called LDS can arise from spatially discretised PDE, but this is not necessarily the
case [315–317].

2.5.7

Finite State Machines [CS-DT-DX]

Abstracting real-world phenomena with systems reacting to an input by switching between
a countable number of states is one of the foundational paradigms and design approachs in
computer engineering. Because time is discrete, state changes (which are called transitions and
take place instantaneously) have to be executed at regular ticks. But they may happen with a
fixed delay between them without altering the system’s behaviour because the so-called Finite
State Machines (FSM) are invariant under stretching of the time axis [180].
A FSM is actually an “abstract model describing a synchronous sequential machine” [318].
The [319] defines FSM as models of computation which consist of a set of states, a start state, an
input alphabet, and a transition function. The latter maps input symbols and current states to a
next state. Also referred to as finite-state automata (FSA), these mathematical models can be in
exactly one state at any given time [320]. Several FSM variants with different feature sets and
suitability to model vehicular traffic exist. In epidemiology, CS-CT-DX models abstractions are
termed compartmental models [321].
With the given descriptions two possible state-machine model variants meeting the specification of the CS-DT-DX category shall be given. The main idea is, that a driver switches
between a countable number of states (i.e. acceleration or speed levels) based on the actions of
other drivers to replicate CF behaviour. Then the trajectory would progress for one time unit in
which the vehicle would (due to inertia) maintain its current speed or acceleration. To the best
of my knowledge, FSM have not been used in this way and do provide a new view on erratic
human driving behaviour. Given the discreteness of time and states, state space in this model
class is small and their implementation should be computationally efficient. The wide range
of applications for FSM in other fields like linguistics, computer science, philosophy, biology
and mathematics lead to developments which may prove useful in a traffic context as well.
FSM are highly flexible and could be modified with non-determinism [322, 323] or hierarchical
structures [324, 325].
To build a CS-CT-DX microsimulation a road network has to be populated with FSM, each
representing a vehicle. Information exchange between road users about space gaps, speeds
etc. would have to be managed and synchronised by the simulation software. Another way to
implement these synchronisation tasks are Input/Output Automata which provide I/O interfaces
for interactions with each other. They were developed by [326] as a formal model with a basic
structure to describe most types of asynchronous concurrent and distributed systems. As an
explicit method for describing and reasoning about interacting processes and message channels with arbitrary speeds, an Input-Output Automaton’s signature consists of sets of actions
which are classified as input, output or internal. Together with states, tasks, transition relations
and one or more start states the Input-Output Automaton is completely defined [327]. Later
on, [328] proposed probabilistic I/O Automata to allow random transitions, [329] added task
structures, [330] introduced a compositional framework and [331] provided semantics in terms
of non-deterministic labelled Markov processes for stochastic I/O automata. Like the majority of
FSM variants, each I/O-Automaton state reflects one output value, e.g. a speed or acceleration,
these approaches are well-suited to model vehicular dynamics.
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Integro-Difference Equations [CS-DT-CX]

Mathematically, models in the CS-DT-CX class are represented as integro-difference equations
which are recurrence relations on a function space. Formulated as shown in eq. 2.7, integrodifference equations are widely used in biology and material science to reproduce growth
processes. {𝑛𝑡 } denotes a sequence in the function space and Ω is its domain; defining {𝑛𝑡 } as a
vector turns every element of {𝑛𝑡 } into a scalar-valued integro-difference equation. In the context
of eq. 2.7, 𝑘(𝑥, 𝑦)𝑑𝑦 is the probability that an individual will move during the dispersal stage,
from the interval (𝑦, 𝑦 + 𝑑𝑦) to the point 𝑥 [332].
𝑛𝑡+1 (𝑥) = ∫ 𝑘(𝑥, 𝑦)𝑓 (𝑛𝑡 (𝑦))𝑑𝑦

(2.7)

Ω

The Gipps [59], Krauß [216] and Newell [60] model are three popular CF models which are
subsumed in the CS-DT-CX category. All three are known for their efficient computation and
extensibility which shows in the number of adaptations and their use in traffic simulations.
Some examples for derived models and applications for the Gipps model were proposed by
[217–219], whereas [220–222] modified Newell’s model. Krauss’ approach to car-following was
employed and altered by [223, 333, 334]. The latter model’s discrete time scale provides a crude
representation of driver reaction time which leads to safe driving if Δ𝑇 < 𝑡𝑟𝑐𝑡 [216].
Another name to describe spatio-temporal phenomena with equivalent levels of scales
are Continuous Spatial Automata. Except for one publication [335], the term appears to be
unused. A TCA-derived and lesser known CS-DT-CX model was introduced by Nagel and
Herrmann [224] and later improved by Sauermann and Herrmann [225]. Farhi [226] proposed a
DT linear piecewise CF model with min-plus algebra [226, 227]. With the same levels of scale,
Petri Nets can also reproduce vehicular trajectories [228].

2.5.9

Timed (Input-Output) Automata [CS-CT-DX]

A FSM whose movements are not bound by a lattice and which allows arbitrary durations
between state changes can be modelled by a Timed Automaton (TA). As with the other models,
the key is the countable number of states which represent the transfer function / a state variable.
Like most Automata concepts described here, TA do not originate from a traffic context but
were used in a number of other areas. They are used to model asynchronous applications and
circuits, finding logical errors in communication protocols [178]. Recently, TA were used to design
pacemakers [336] and to model Bitcoin contracts [337], home care plans [338], biological pathway
dynamics [339] and Publish-Subscribe structures [340]. At their core, TA are mathematical
formalisms to model the temporal evolution of real-time systems [177]. In addition to the
annotated state transitions of FSM (what is done?), TA are equipped with guards (when is it
done?) and reset sets (which clocks are reset?) in the form of finite sets of clocks [341]. The
additional framework for describing and setting timing behaviour and its constraints was proven
to be decidable about reachability (universality problem) for deterministic variants [177]. Human
driving contains random elements. This can be modelled by stochastic TA which happen to
almost-surely satisfy properties independently of the precise probability distributions over
delays [342]. In light of the difficulty to find realistic probability distributions, this is a major
advantage [343].
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Like their time-discrete counterparts, the evolution of individual TA can be either managed
by the simulation itself or by extending TA with the share data structure / message channel of
I/O automata. These so-called Timed I/O automata [344, 345] are, to the best of my knowledge,
not yet employed in a traffic modelling context.

2.5.10

Differential Equations and Hybrid Automata [CS-CT-CX]

As mentioned above, CMS form the most actively researched group of microsimulations. Starting
in the middle of the 20th century [161, 232–235], a large number of fully continuous microsimulations were proposed. Some examples of widely used models are the Wiedemann model [237, 239],
the intelligent driver model [164] and the optimal velocity model [162]. For a genealogy, benchmarks and reviews see [26, 34, 116, 346] and references therein.
In the previous sections microscopic traffic models were compartmentalised based on the
discreteness and continuity of their time, space and state variables. Because model design is
oriented along these features, the classification allows predictions to be made about the model
fidelity, update schematics, use of numerical solvers, etc. But while human driving itself also
contains discrete and continuous elements, these are only slightly related to the time, space and
state variable categories. Instead, they follow the laws of physics (e.g. inertia, time, acceleration,
etc.) or human decisions (e.g. change lanes, start to accelerate, brake lights). Due to the ubiquitous
bounds of discrete and continuous features in (man-made) dynamical systems, formalisms were
developed to describe them. These so-called Hybrid Systems have received very little attention in
the field of traffic engineering despite their potential to replicate vehicular dynamics physically
correct with flexible and intuitive model specifications. For this reason, the following paragraphs
provide a short introduction to emphasise their suitability and aptitude to unify existing concepts.
Hybrid systems are mathematical models in which discrete and continuous state dynamics are
chained up and interact in a way that means decoupling is not feasible. They are utilised in fields
where combinations of discrete and continuous features have to be modelled simultaneously, for
example analysing digital circuits, developing embedded systems, replicating signal processes in
biological cells, managing robotic systems and controlling chemical processes. [347] popularised
the Hybrid Systems concept in the 1970’s; since then they have been formalised as Hybrid
Automata (HA) [348], state-transition networks [349], general abstract dynamical models [350]
and hybrid Petri nets [351]. Because they are considered a precise and intuitive modelling
framework, HA are the most popular formalism to design hybrid systems [352–354].
Over time, a number of domain-specific HA (TA, Büchi Automata, 𝜔-Automata), differing
vastly in their purposes and preliminaries, were developed. By the definitions from Barton and
Lee and Raskin, a HA consists of a (collection of) discrete state sub-system(s), a (collection of)
continuous state subsystem(s) and interactions between these subsystems. Events (also called
transitions) are ordered on a continuous time (the time horizon), occur instantaneously and discretely at distinct points in time. The time horizon is divided into contiguous time intervals called
epochs. The states a HA can be in (also termed modes or locations) determine its dynamics and
are governed by a finite set of equations. Those can be ODEs or PDEs, differential-algebraic equations (DAEs), multi-domain integro-partial differential algebraic equations but also polynomial
equations.
More recently, hybrid I/O automata were developed to model a distributed system component
that can interact with other system components. At their core, hybrid I/O automata are state
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machines with labelled transitions, input, output and internal actions. These three differ as
follows: output and internal actions are selected and executed under the automaton’s control,
inputs just arrive from the environment, and internal actions are only visible to the automaton
itself [356]. This I/O-extension is essentially the same as for FSM and TA, with the difference
that equations in the modes are evolved while the HA is in one state. Because time progresses
continuously, there is not necessarily a lattice, and state variables are evolved continuously too,
HA models fall into the CMS category.
With these descriptions it becomes obvious that HA can serve as a foundation for representing
the discrete and continuous components of event-driven interactions of microscopic traffic models.
Driver decisions, reaction delays and mechanical reactions of the vehicle can be systematically
represented within one framework. Despite the advantages, there are only very few publications
where HA are employed in a vehicular microsimulation context [58, 229–231].

2.6

Discussion and Concluding Remarks

Unlike other disciplines which developed systematic typologies to describe spatio-temporal
dynamic systems, the most commonly used model typology in transportation engineering only
provides unambiguous definitions for macro- and microscopic models. The large number of
in-between approaches and concepts are only classified as mesoscopic or hybrid models. Given
that combining advantages of different classes often yields benefits in terms of fidelity, modelling
simplicity and computational efficiency, identifying model differences on the basis of a systematic
classification is very desirable.
In this chapter, developed a systematic classification scheme for microscopic traffic flow
models was developed. To construct universal categories, microsimulations are distinguished by
their level of scale and how they represent time, space and state variables. To accommodate for
the varying number of models the discrete-continuous duality was extended with a third category
for binary state models. Overarching categories for fully discrete, hybrid and fully continuous
models were elaborated. Subsequently a finer segmentation was developed to accommodate the
full spectrum of hybrid microsimulations which contain discrete and continuous variables of
time, space and state. Furthermore, a literature review was presented and traffic flow models
falling into each subcategory were listed to demonstrate the wide range of existing research
and provide starting points for further reading. With the proposed classification scheme, some
categories were identified for which no or only a few CF models exist. The degree of discreteness
for spatial, temporal and state variables also indicates how microsimulations can be constructed
and, by using HA concepts, may be formalised.
Analogue to models which are abstractions of reality and have to focus on the most important
features to make sense, a model classification inevitably either neglects some features or is
incomplete (given that the list of models is sufficiently long and complex). While all conceivable
models may be grouped in the classification scheme, contradictions exist. One could, for example,
argue that the additional binary state variable for particle hopping models is inconsistent and
was introduced solely to allow smaller groups for existing models. Another criticism might be
directed at the distinction between discrete and continuous variables: if speed 𝑣 is the state
variable in a DT-DX model with 𝑣 ∈ ℕ+ , but time is discrete, then the evolution of 𝑣 is inherently
discontinuous. If one looks closely enough (at the level of electrons fired by neurons in the
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brain or even as multiples of the Planck constant [6.62607𝐸 −34 ]), the limits between discrete
and continuous become blurry as well [357]. This academic argument gains strength when
considering human perception as a discrete entity [358]. Another downside of the proposed
classification is the ambiguous attribution of some models: zero-range processes can be defined
in discrete and continuous time, with certain parameter combination models in the DS-DT-DX
category are equivalent to DS-DT-BX models and HA can be controlled by integro-difference
equations or sets of integer-based equations. In the two latter cases, HA would not fall into the
CS-CT-CX category anymore.
Future work in line with the proposed typology could be directed at the inclusion of stochastic
parameters, the adequate distinction between longitudinal and lateral movements or categorisation of interrupted and non-interrupted facilities. Furthermore, a systematic classification of
mesoscopic traffic flow models seems overdue. In the range of existing microsimulations, wide
gaps exist (LDS, FSM, all types of I/O and HA) and efforts could be directed to filling them with
new microscopic models.
Except for the fully continuous microsimulations, all partly discrete models are inherently
imprecise because the continuity of trajectories is not fully captured by discrete variables. How
this precision loss is related to the degree of discreteness is discussed in the following chapter.

CHAPTER

A Systematic Review of Discrete Lattice
Models for Interrupted Traffic
To summarize the summary of the
summary: people are a problem.

Douglas Adams, The Restaurant at the End of the Universe

After exploring formulations for microscopic models in Chapter 2, the following pages
provide a literature review about DS-DT-DX models (i.e. two-dimensional TCA). More specifically, the vehicles move on regular, two-dimensional interrupted topologies (i.e. road networks
with junctions or roundabouts). Accompanied by an enormous loss of fidelity, these minimalist
models reduce the interactions between road users to the bare minimum. This is advantageous
because the computational efficiency and low complexity (at the level of individual drivers)
simplifies incrementally adding features and degrees of freedom to the models.
While these discrete models on regular topologies are unrealistic with respect to movement
they capture essential phenomena like the exclusion principle or queuing processes. The key
elements are driver interactions and feedback loops emerging from the interplay similar to
real-world road traffic. An accident, for example, might not only block one road but the resulting bottleneck may spill over to adjacent roads – a phenomenon well-known from intra-city
motorways [359]. The most minimalistic approach able to reproduce such behaviours operates
with two vehicle populations taking turns in moving East and North on a chequerboard. This
so-called BML model was proposed in 1992 by Biham, Middleton and Levine [70].
Despite its simplicity the BML model and its variants reproduce major aspects of the macroscopic relationships between speed, density, and flow very well. This is a strong indicator that
higher degrees of freedom are not necessarily better in capturing macroscopic phenomena of
road traffic. With appropriate consideration of the downsides, lattice models with few parameters
are especially useful for analysing fundamental free-flow-to-congestion phase transitions.
Over time, a large number of extensions, variants and modifications of the BML model
were proposed. Unlike 1D models, the topology is a key element in the model formulation and
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changes have profound influence on the system’s jamming behaviour. This chapter presents a
systematic literature review of these enhancements and portraits their development towards
more realistic intersection designs, arbitrary topologies and usage of improved car-following
algorithms. Additionally to classifying the proposed model modifications, this chapter summarises
the efforts of mean field and analytical research for 2D TCA. Particular attention is paid to the
phase transitions and the respective tipping points (e.g. the critical density).

3.1

Introduction

Traffic flow prominently exemplifies how microscopic interactions between drivers can produce
complex phenomena on macroscopic scales. For an un-interrupted section of road, “the fundamental diagram (FD) describes the theoretical relation between density and flow in stationary
homogeneous traffic, i.e., the steady state equilibrium of identical driver-vehicle units” [25],
whereas the state of road networks is described by a macroscopic fundamental diagram (MFD) or
network fundamental diagram (NFD) [360]. Whether for single roads or topologies with interrupted facilities (junctions, roundabouts, pedestrian crossings, etc.), all models should reproduce
the macroscopic free-flow to congestion transition which occurs when the increasing vehicle
density leads to a decline in the average speed 𝑣.̄ In a flow-density diagram, position and structure
of the tipping point can be easily identified and mark the maximum throughput/efficiency for
a given section or road. Correctly predicting the FD’s point of maximum flow is of utmost
importance because using wrong densities for infrastructure planning can lead to inefficiently
used road space, long delays and higher emissions. On one-lane roads flow 𝑄 increases linearly with density 𝜌 to a maximum, then drops and approaches the highest density with widely
scattered 𝑄 [361]. But while the basic coherences of the FD are well understood, its shape is
influenced by many factors whose effects are still subject to research [69] since the first FD was
worked out by Greenshields [362] in 1935.
Interrupted traffic is incomparably more difficult to describe and analyse because drivers
are influenced by more environmental factors, act with higher degrees of freedom and face
a larger variety of interactions. While each of these may be mimicked in simulations, there
is an inevitable trade-off: when models of complex systems become more feature-complete,
they lose understandability [363]. That may even entail that adding simulation parameters is
computationally feasible but renders outputs incomprehensible [364, 365]. To maintain generality
and comparability of model predictions, simulations of interrupted traffic are aimed at reducing
complexity at the cost of reduced fidelity. This can be achieved by simulating traffic without
representing individual road participants (macro- and mesoscopic approaches) or by employing
spatially and temporally discrete trajectory features. The latter enables computationally efficient
implementations and allows building simplistic models which still mimic driver interactions.
Models in which vehicle locations are limited to positions on a lattice, time progresses discretely
in time steps (ticks) and elements of (stochastic) human behaviour are replicated, are categorised
under the term Traffic Cellular Automata (TCA) [46]. An earlier overview of chequerboard models
was given in [182]. For sake of completeness, the variants already covered there are explained
here, too, albeit more briefly than the more recent developments.
Numerous TCA were developed to predict the relation between average vehicle speeds
and density on interrupted facilities in urban environments. This topic is important because
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macroscopic jamming processes are affected by topology; a section of road does not sufficiently
reflect the complexities of urban environments, their feedback loops and driver interactions at
intersections. This chapter’s goal is to depict the evolution the prototypical BML model since its
publication in 1992 until now. It serves as a summary for the various phase transitions of TCA on
two-dimensional lattices, provides a comprehensive overview of proposed model modifications
and shall guide readers unfamiliar with the field. Contributions to the ongoing debate are the
compilation of existing knowledge, the classification of TCA on interrupted facilities by their
features and a summary of the current understanding of jamming transitions of crossing vehicular
traffic.
The remainder of this chapter is structured as follows: Sec. 3.2 presents prototypical TCA in
one and two dimensions. It also defines notations and terminology used henceforth. Variations
and extensions of the original BML model(s) are presented in subsequent sections. The major
areas where researchers suggested modifications are signalisation (Sec. 3.3), update procedures
(Sec. 3.4), driver behaviour (Sec. 3.5) and chequerboard modifications (Sec. 3.6). The simple nature
of vehicle movements also motivated a number of analytical approaches and numerical research
to describe the phase transitions – related publications are summarised in Sec. 3.7. With the
advancement from the junction-only chequerboard grid to more adaptable topologies, drivers
gain the ability to move with higher speeds and exhibit more complex macroscopic behaviours.
Models in this category can be divided into groups of (hybrid) Manhattan layouts and free
topologies; both are presented in Sec. 3.8. Within each section, proposed models are discussed in
chronological order of their publication; keywords are set in italics. The chapter concludes with
a summary of the findings, provides critical commentary on the body of research and suggests
areas for future developments in the field of modelling TCA on interrupted traffic.

3.2
3.2.1

Prototypical Discrete Traffic Models
Notation for TCA

All traffic models introduced here share that their populations interact and move on a grid of
individual cells or sites. This arrangement is termed lattice; it is fully described by its dimensions,
expressed in number of cells. One-dimensional lattices contain 𝐿 sites, while two-dimensional
chequerboards are made up of 𝐿𝑥 × 𝐿𝑦 sites. For simplicity 𝐿 is also used to denote the dimensions
of a square lattice with 𝐿 × 𝐿 sites. The location of a given cell is denoted with the positive
integer ℓ and its domain is 1 ≤ ℓ ≤ 𝐿. In two-dimensions, vehicle positions are expressed as
2-tuple of ℓ with ℓ𝑥 ≤ 𝐿𝑥 and ℓ𝑦 ≤ 𝐿𝑦 . (Simulation) time progresses in discrete time steps 𝜏 which
are positive integers. With these definitions, spatial and temporal dynamics can be expressed
in dimensionless units: the size of a cell is 1 unit length while the duration of one tick is 1 unit
of time. Consequently, speed is measured in cells per tick and, unless mentioned otherwise, is
either 𝑣 = 1 or 𝑣 = 0. The binary speed state or other trajectory features of individual vehicles
denoted with the index 𝑛. In a TCA context the term state describes the condition for a site, while
configuration represents whole systems (e.g. the distributions of vehicles on the lattice).
The total number of entities is denoted by 𝑁 so that the density 𝜌 calculates as shown
in eq. 3.1a (1D lattice) and eq. 3.1b (2D chequerboard). For vehicles on chequerboards with unity
width-to-length ratios (𝐿𝑥 = 𝐿𝑦 = 𝐿) the calculation of 𝜌 is simplified to eq. 3.1c. To compare
the system dynamics in dependence of 𝜌, Biham et al. [70] equalised the number of ↑ and →

60

Review of Models on Gridded Topologies

vehicles (isotropic distribution, 𝑁→ = 𝑁↑ ). They also aimed to maintain 𝑁 and therefore defined
the lattice borders as periodic boundary conditions (PBC): vehicles reaching the system border
are instantaneously re-introduced at the other side of the chequerboard. This approach is widely
used; it is the opposite of a system with open boundary conditions (OBC) from which vehicles
leave and enter.
𝑁
𝐿
𝑁
=
𝐿𝑥 𝐿𝑦
𝑁
= 2
𝐿

𝜌1D =

(3.1a)

𝜌2D

(3.1b)

𝜌squared

(3.1c)

Besides 𝜌, flow 𝑄 and average vehicle speed 𝑣 ̄ are important macroscopic traffic variables.
In the spatially and temporally discrete models described here, speed calculates as cells moved
per tick. When the vehicular speed is binary (i.e. 𝑣 ∈ {0, 1}), the average speed 𝑣 ̄ calculates as
ratio of moving vehicles (𝑁⋙ ) over the sum of vehicles (eq. 3.2b). Flow 𝑄, on the other hand,
counts the number of vehicles passing a reference point per unit of time and calculates as shown
in eq. 3.2a. On road networks, multiple measurement are usually averaged. Since information
about each cell is available in a simulation, 𝑄 can be calculated as average of all flows over all
cells. Eq. 3.2c and eq. 3.2c demonstrate that this is equivalent to eq. 3.2b for models with 𝑣 ∈ {0, 1}.
To finally evaluate the flow, the movements need to be averaged over a duration: Here, speed
is calculated every tick and aggregated to longer time spans later on. By doing this, 𝑄 can be
separately analysed for vehicles moving in both directions. Nevertheless, phase transitions of
two-dimensional lattice models are most commonly evaluated in the form of 𝑣 ̄ − 𝜌 diagrams to
visualise a road network’s capability to accommodate vehicles. 𝑄 − 𝜌 and 𝑄 − 𝑣 ̄ graphs are better
suited to express changes in the vehicular inflow. The BML models embody signalisation and
synchronisation of movement by letting → vehicles attempt movements at even 𝜏 and ↑ cars at
odd 𝜏. This results in a signalisation cycle time of 𝑇 = 2.

𝑄 = 𝑣𝜌̄ with

(3.2a)

𝑣 ̄ = 𝑁>>> /𝑁

(3.2b)

𝑁>>> 𝑁
𝑁
⋅ 2 = 2
𝑁
𝐿
𝐿
𝑁>>> /(𝐿𝑥 𝐿𝑦 ) = 𝑁>>> /(𝐿𝑥 𝐿𝑦 )

3.2.2

(3.2c)
(3.2d)

TASEP and CA-184

Microscopic traffic models consist of car-following (CF), lane-changing (LC) and route-choice
components. Because of their applicability in one-dimensional systems and ability to explain
macroscopic effects, CF is considered the most important of the three and also plays an essential
part in the models introduced in this chapter. In its simplest form, drivers check the occupancy
of cell ℓ + 1 and move to that site if it is unoccupied. If not, the car remains in its current
position. This driven hardcore expulsion is the fundamental principle behind the family of Simple
Exclusion Processes (SEP) or Particle Hopping Models (PHM). In the given description, movements
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are exclusively attempted towards one direction; consequently, this system is termed Totally
Asynchronous Simple Exclusion Process (TASEP). In a TASEP 𝑁 vehicles are randomly selected
each 𝜏 to attempt a movement (random sequential update). With unequal probabilities for moving
left or right, TASEP’s global system dynamics have a tendency to move towards one direction
and define the Asynchronous Simple Exclusion Process (ASEP). Both processes – among others
– are used to model bio-polymerization, granular flows, and hopping particles in physics or
material science [213].
What differentiates TASEP from the 1D Cellular Automaton CA-184 is the update scheme:
unlike TASEP’s random-sequential update mechanism, vehicles attempt movements in parallel
at global 𝜏 in CA-184 [185]. Cellular Automata (CA) were originally devised by Neumann and
Ulam under the name Cellular Spaces to simulate the self-reproduction capabilities of biological
systems [240, 241]. One-dimensional CA are defined by rulestrings which determine a cell’s state
in the next tick based on the states of its neighbours. 184 is the decimal representation of the
binary number 10111000 which in turn is the rulestring describing the central cell’s state in the
successive time step for all eight input combinations. Table 3.1 shows the rule; 0 and 1 represent
empty and occupied cells, respectively. The upper row shows the state space of a central cell
and their left/right neighbours while the lower row depicts the central cell’s state in the next
tick. CA-184 is widely quoted as the prototypical discrete traffic model although discontinuous
microscopic traffic simulations date back much further [366, 367].
111
1

110
0

101
1

100
1

011
1

010
0

001
0

000
0

Table 3.1: Evolutionary rule for CA-184

Fig. 3.1 shows the FD for a CA-184 process on a 1D lattice with PBC in all three variations:
𝑣 ̄ − 𝜌, 𝑄 − 𝑣 ̄ and 𝑄 − 𝜌. As shown in the leftmost subplot, a free-flow phase exists in which 𝑣 ̄
remains constant at 𝑣 ̄ = 1 until the density reaches 0.5. Increasing 𝜌 further, leads to a non-linear
decline of 𝑣 ̄ towards 𝑣 ̄ = 0 at 𝜌 = 1. The latter point is termed jammed state because no more
movements are possible; 𝜌 = 0.5, on the other hand, is an inflection point at which – as shown in
the rightmost subplot of Fig. 3.1 – the highest 𝑄 is attained. Initial conditions aside, CA-184 is
deterministic and evolution towards the model’s steady state takes place with low variations
between runs. The model was evaluated 25 times and with 5000 𝜏 for every 𝜌. System runs can
be arbitrarily long, but all non-jamming realisations eventually repeat due to the finite number
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Figure 3.1: Fundamental Diagram of a CA-184 process after 5000 𝜏 on a one-dimensional lattice with 𝐿 = 200 (PBC).
Clearly visible are the free-flow phase, the low fluctuations between runs and points of maximum 𝑄.
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3.2.3

The BML Model: Description and Phase Transitions

As suggested in the introduction, the BML model’s layout is a grid of adjacent intersections
(chequerboard) without connecting sections of roads (Fig. 3.2). Dynamics emerge by members of
two driver populations attempting movements either up (↑) or right (→) for one cell in alternating
turns each 𝜏. This results in a traffic flow with a North-East orientation. Biham et al. [70] proposed
two deterministic and one stochastic variant which differ in movement synchronisation and
exclusion behaviour. Model I (BML I) became the most adapted; it corresponds to the given
description and is deterministic: taking alternating turns for letting vehicles move eliminates
competition for drivers wanting to move into the same cell. In contrast, model II (BML II) is
stochastic and allows all vehicles to move each tick. Randomness is introduced when two drivers
compete for the same target cell: in that case a car is chosen randomly to carry out the movement.
Three realisations of the BML model are shown in Fig. 3.2: the leftmost subplot (Fig. 3.2a) shows
the initial configuration on a lattice with dimensions 𝐿𝑥 = 𝐿𝑦 = 20 and 𝜌 = 0.3. To provide a better
representation of the dynamics, Fig. 3.2b shows the system state after 2000 𝜏 for a chequerboard
with 𝐿𝑥 = 𝐿𝑦 = 150 and 𝜌 = 0.15. The formation of diagonal stripes indicates that, the system is
unlikely to jam. This state is shown in Fig. 3.2c (𝐿𝑥 = 𝐿𝑦 = 150, 𝜌 = 0.25, 𝑡 = 2000 𝜏). Although less
likely, systems with this density do not always jam and then organise movements in diagonal
stripes as shown in Fig. 3.2b. Intermediate states with coexisting free-flow and jammed areas are
rare.
Biham, Middleton, and Levine were the first to analyse the fundamental relationships of
𝑣,̄ 𝑄 and 𝜌 for crossing traffic. With increasing 𝜌, BML I and BML II exhibit sharp transitions
from asymptotic free-flow to jammed states (the stochastic BML II jams at a lower 𝜌𝑐 ). These
macroscopic dynamics are different from 1D CA-184 which exhibits a continuous free-flow to
congestion transition as shown in Fig. 3.1. To examine the discrepancies between the 1D and 2D
behaviour, Biham et al. designed BML model III (BML III) which eliminated the hardcore exclusion
and allowed two cars in one site if and only if both tried to move in simultaneously. Simulations
confirmed the conjecture: phase transitions in BML III are very similar to the 1D-equivalent. It
is noteworthy that speed of BML I in the vast majority of cases drops to 𝑣 ̄ = 0 when density is
increased beyond a critical value (𝜌𝑐 ) (Fig. 3.3).
As two-dimensional SEP, the BML model functions as a theoretical underpinning and foundational model in transportation engineering and particle physics, many of its variations were

(a)

(b)

(c)

Figure 3.2: BML model: exemplary initial configuration with 𝜌 = 0.3 (Fig. 3.2a, 𝐿 = 20), after 2000 𝜏 evolution with
𝜌 = 0.15 (Fig. 3.2b, 𝐿 = 150) and 𝜌 = 0.25 (Fig. 3.2c, 𝐿 = 150), respectively.

Advanced Signalisation Modes

63

Figure 3.3: All three MFDs for BML I with 𝐿𝑥 = 𝐿𝑦 = 100 simulated over 5000 ticks. With larger system sizes, the
steepness of the 𝑣 ̄ − 𝜌 transition increases.

proposed in journals with a focus in these areas. BML I and BML II are also special cases
when modelling spin phenomena in quantum mechanics [368] and three-candidate voting behaviour [369]. Furthermore, BML I resembles a directed sandpile model with two particles of
different toppling directions [370–373]. When intersections are divided into smaller sub-cells,
BML concepts can be used to replicate perpendicular unidirectional flows of pedestrian traffic in
open systems [212, 374, 375].

3.3

Advanced Signalisation Modes

The effect of faulty traffic lights in BML-like environments was first analysed by Chung et al. [376].
To implement defective signals, the movement rule was modified so that North-bound cars attempt a move on the first half of a time step while East-bound cars try moving in the second
half. As a result, every car has an opportunity to move every tick – if the traffic signal is faulty.
One vehicle will be chosen randomly if two ↑ and → cars attempt to enter the same site. These
adjustments introduce stochasticity and enable cars to move twice within one tick, resulting
in 𝑣 ̄ > 1. With the percentage of broken signals being denominated as 𝑏, Chung et al. found sharp
phase transitions for all values of 0 < 𝑏 < 1. Simulations with five square lattice dimensions
(𝐿 ≤ 512) revealed that transition sharpness increases with 𝐿 and simultaneously decreases 𝜌𝑐 .
The latter is inversely proportional to 𝑏 and approaches 𝜌𝑐 ∼ 0.1 at 𝑏 = 1. At high densities
changing 𝑏 has no effect: just like the BML model, the system’s dynamics lead to a gridlock.
Signalisation effectivity was found to be dependent on 𝜌 and was higher when cars from both
directions interacted [376].
Under real-world conditions, traffic is not completely synchronised. To reflect that in the
model, D’Souza [377] eradicated synchrony and global coordination from BML models. Determinism was broken by only moving cars with a 50 % chance if ℓ + 1 is unoccupied and the traffic
light green, global coordination was eradicated by randomly assigning the state of a traffic light
during initialisation (before starting the alternating switching each time step). The results for
both variants are very similar: the self-organised structure is lost and a short, discontinuous
transition to jamming takes place at 𝜌𝑐 ≈ 0.15 (Poisson updating) and 𝜌𝑐 ≈ 0.125 (unsynchronised
signals) for a lattice of 89 × 55. Both variants inevitably end in a global jam if 𝜌 > 𝜌𝑐 [377].
In BML I the traffic signals are switching green/red simultaneously at every tick, resulting
in a cycle time 𝑇 = 2. The fact that only one vehicle could pass an intersection each cycle,
motivated Sun et al. [72] to investigate cycle times 𝑇 > 2. With an equal share of North- and
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East-bound vehicles, free-flow, self-organised global jam regimes were observed with increasing 𝜌
and 𝑇 ≥ 2. Furthermore, a new phase separation phenomena, characterised by the coexistence
of free-flowing traffic streams and clustered jams was found at 𝑣 ̄ ≫ 0. Speed in the free-flow
stripes 𝑣str is 1 and functions as a bottleneck for jammed vehicles. Therefore, 𝑣 ̄ in the state of
phase separation is dependent on the average stripe width 𝑤 and can be expressed as 𝑣 = 𝑤/𝐿.
Assuming a constant bottleneck strength in this phase implies that a decreasing 𝜌 goes hand in
hand with increasing 𝑤 and higher 𝑣.̄ Different from macroscopic BML I dynamics, free-flow and
density ranges overlap and 𝜌𝑐 was found to be only 0.1 compared to 𝜌𝑐 ≈ 0.35 in BML I (𝐿 = 256
in both simulations) [72].
In 2012, Zhang et al. [378] combined anisotropic traffic (𝑁𝑥 ≠ 𝑁𝑦 ) and random sequential
updates based on an idea from [379]. Different from BML I, there is no notion of traffic lights as
vehicles are randomly chosen and moved. The ratio of West-bound to total cars 𝑅 = 𝑁𝑥 /𝑁 significantly impacts 𝜌𝑐 which was found to be lowest at 𝑅 = 0.5. With increasing disparity between
𝑁𝑥 and 𝑁𝑦 , intersecting flows gradually separate into two independent unidirectional flows,
thus decreasing the jamming probability. Zhang et al. observed that 𝜌𝑐 is inversely proportional
to 𝐿 up to a threshold of 𝐿 > 100 on squared lattices and then fluctuates with little variation
around 𝜌𝑐 = 0.13 [378].
The green wave model, introduced in 1996 [71], exhibits caravanning trails of vehicles but
actually decreases 𝜌𝑐 , lacks self-organisation at higher densities and generally does not improve 𝑣 ̄
or 𝑄. For this reason, Brown and Danforth [380] proposed a signalling optimisation, which allows
individual signals to break from the synchrony of 𝑇 = 2. At its core, the adapted signalling
algorithm lets unimpeded vehicles pass a junction congested in the orthogonal direction thus
avoiding nucleating vehicles and delaying jams. The effects of this so-termed gating model were
analysed by simulating nine predetermined, deterministic scenarios for local traffic states. The
authors report an increased range of 𝜌 and a higher number of initial configurations for which
the system self-organises into free-flowing bands and exhibits intermediate flows. With the
gating model a square chequerboard (𝐿 = 100) is able to serve 200 vehicles more than BML I
without decreasing 𝑣 ̄ [380].
Xie et al. [73] utilised BML II (all vehicles attempt movements every tick) as a starting point
for experimenting with dynamical traffic signalling strategies. In their proposed model, the
dynamic spatial configuration of vehicles located around the signal influences the give-way
control strategy. The latter was implemented symmetrically with either one or two parameters.
In the new model’s most efficient one-parameter strategy, 𝜌𝑐 lies significantly below 𝜌𝑐 with
alternating North/East movements (BML I). Using 𝑣 ̄ for comparison purposes, the random strategy
(BML II) beats signalisation only in low density configurations. The best two-parameter strategy,
on the other hand, shifts the critical density beyond 𝜌𝑐 of BML I, exhibits self-organised band
structures with varying characteristics and lets 𝑣 ̄ decrease gradually from 𝜌 ≈ 0.25 to zero at
𝜌 ≈ 0.45 [73].

3.4

Models With Modified Update Schemes

The so-called green wave model by Török and Kertész [71] follows BML I rules but employs a
forward sequential update to allow cars driving directly behind each other. This is not possible
in systems with parallel updates like BML I, because driver 𝑛 has to wait for their leader to move
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away. Hopping into the target cell is not possible in the same tick the leader moves away. With
Forward Sequential Updates, vehicle positions are updated in their order on the lattice (against
the direction of flow) and thus the model’s deterministic character and platoon formation are
preserved. Török and Kertész found a meta-stable structural transition in the congested region
and report that their model reaches steady states faster than the BML predecessor [71].
Like Török and Kertész, Benyoussef et al. [379] proposed the usage of a different update
scheme. Their model is driven by random sequential updates in which every tick is a succession
of 𝑁 elementary sub-step updates in which a car is randomly chosen and attempts a move in its
respective direction. A time step is over after 𝑁 intervals. Additionally, the authors introduced
probabilistic direction changes (from up to right 𝑝ur and from right to up 𝑝ru ) which are applied
before moving and depend on the car’s motion at 𝜏 − 1. The authors studied anisotropic effects
of 𝑝ur and 𝑝ru on 𝑣 ̄ and the jamming transition. Furthermore, the evolution of phase diagrams
and density profiles were simulated with open boundaries by respectively injecting a rightor North-moving car with rate 𝛼 at the sites (𝑥,1) or (1, 𝑦). Vehicles reaching upper or right
edges, on the other hand, leave the lattice with probability 𝛽. Simulations were run on squared
lattices with 𝐿 = 10 to 500 and densities 𝜌 = [0.0 … 1.0] and revealed a dissolution of the typical
sharp free-flow-to-jamming transition. The open-boundary system exhibited distinct free-flow,
jamming and maximum current phases and a diminishing effect of anisotropy on the size of
the maximum current and jamming regimes. The authors note that the first-order transition
between free flow and jam is non-linear and takes place at 𝛼 < 𝛽. For anisotropic configurations
(𝑝ur ≠ 𝑝ru ), the transition between the maximum current phase and jammed/free-flow regime
is of 2nd -order, for equal-sized populations changing directions every tick (𝑝ur = 𝑝ru = 1) of
1st -order [379].
Maniccam [381] studied the effects of back step and update rule for the lattice gas model of
biased random walkers proposed by Muramatsu and Nagatani [382]. In this approach, originally
designed to replicate pedestrian movements, walkers are assigned transition probabilities for
all cardinal directions on a lattice. In the original model, entities were updated sequentially
and not allowed to do back steps. Maniccam varied the original model by allowing back steps,
introduced a parallel update without back step and a parallel-update version with back steps.
Steep and sudden free-flow-to-congestion phase transitions were observed for all developed
variants. Allowing back steps does not delay the onset of congestion, it even prepones it. Using a
parallel update scheme with back step produces global gridlocks whereas sequential updating
parallel

sequential

the walkers only leads to partial jams. 𝜌𝑐
< 𝜌𝑐
with and without back step.
Applying the frozen shuffle update (FSU) technique [170, 383, 384] to BML I, Cividini [385]
analysed the diagonal lines which emerge in low density conditions. In this update scheme, each
vehicle is assigned a random phase 𝜏𝑝 ∈ [0; 1) when the simulation is initialised or when a car
enters the system. Vehicles attempt movements in the order of ascending phase (𝑘 + 𝜏𝑝 with
𝑘 ∈ ℕ). Because the aforementioned alternating diagonal stripe patterns form exclusively in low
density regimes, Cividini focused on 𝜌 < 𝜌𝑐 when developing a mean field approach to explain
their formation. With open boundary conditions and FSU, disorganised layers of a characteristic
penetration length occur on the lattice’s sites and form stripes which “look like chevrons” [385].
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3.5

Driver Behaviour

3.5.1

Turning Drivers

In the original BML model, drivers are blocked completely if the target cell is occupied. This
constraint was weakened in 1993 by Cuesta et al. [79] who proposed two chequerboard models
where drivers are allowed to turn in the other direction if their way is blocked. To achieve
that, cars are moving on virtual one-way 1D lattices which are alternating on the chequerboard.
Waiting at crossings, cars can turn into an adjacent street if there is no other vehicle on the
intersection and if the street’s direction is in line with the car’s pre-assigned preferred direction.
In mathematical terms, the preferred direction is the probability that vehicle 𝑛, located at node 𝑟,
jumps to the horizontally allowed neighbouring street 𝑤𝑛 (𝑟). Like BML I, traffic lights synchronise
the flow: horizontal movement is allowed at even ticks, vertical motion at odd ticks. Besides the
similarities, there are also differences in the two proposed variants:
Model A Streets point up and left and cars are given a trend (randomness parameter) that
controls their direction. Trends are set to 𝑤𝑛 (𝑟) = 𝛾 and 𝑤𝑛 (𝑟) = 1 − 𝛾 for 𝑁 /2, respectively.
With 𝛾 = 0 the model becomes deterministic and is equivalent to BML I. Nevertheless, ≈50 %
of the vehicles move mainly upward and ≈50 % predominantly rightward. For symmetry
reasons, 0 ≤ 𝛾 ≤ 0.5.
Model B The streets alternatingly point to all four cardinal directions and four groups of vehicles
respectively assigned to one direction create the dynamics. For up and downward moving
cars 𝑤𝑛 (𝑟) = 𝛾 if a street with the same direction as the trend of the 𝑛th car passes through
site 𝑟. Otherwise 𝑤𝑛 (𝑟) = 1 − 𝛾.
In model A, a discontinuous transition of magnitude Δ𝑣(𝑝)
̄ at density 𝜌𝑡 (𝛾 ) for 𝑣(𝑛)
̄ and a
critical randomisation within 0.45 < 𝛾𝑐 < 0.5 is observed. It was re-implemented on a square
lattice with an edge length of 64 cells. Fig. 3.4 shows the three incarnations of the MFD and the
effect of different turning probabilities 𝛾. For 𝛾 = 0.5 (equal turning probabilities), one-directional
strips of cars cover the lattice. Up to 𝜌𝑐 , the congestion strip contains a mix of two car types
forming two longitudinal halves. If 𝜌 > 𝜌𝑐 , two aggregate regions emerge on the lattice, each with
cars grouping according to their direction inside the congestion area. Model B’s dynamics are
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Figure 3.4: All three MFDs for the chequerboard Model A proposed by Cuesta et al. [79] with 𝐿𝑥 = 𝐿𝑦 = 64 and five
turning probabilities 𝛾.
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an increased number of empty regions at constant 𝜌 in larger networks. Due to the 90° rotation
symmetry, strips are expected to appear in both diagonal directions simultaneously.
A simpler mechanism that allowed drivers to escape a traffic jam by turning into the other
direction was proposed by Nagatani [386]. Differing from the concept introduced in [79], turning
is only allowed for blocked cars. Despite BML I rules with two driver populations creating the
system dynamics, global jamming with all cars stopped was not observed. Instead, increasing 𝜌
turned free-flowing traffic into a homogeneously moving phase and then into a partially jammed
state [386].
Because the behavioural change introduced in [386], completely foregoes driver destination
by letting them only turn to the other side, Nagatani [80] allowed ↑ vehicles to shift one cell right
relative to their longitudinal travel direction if (in the same time step) their way was blocked.
This lane-changing movement was randomised by coupling it to a jam-avoidance probability 𝑝ja .
System dynamics differ for the deterministic (𝑝ja = 0) and non-deterministic (𝑝ja > 0) cases;
the latter one exhibits two phase transitions from free-flow to intermediate and jammed states,
while 𝑝ja = 1 produces a new synchronised shifting phase where ↑ and East-bound vehicles
join to the population of → cars keep moving right [80]. The MFD for the described model is
shown in Fig. 3.5 for a squared lattice with 𝐿 = 64. Unlike Nagatani [80], who investigated the
𝑣 − 𝜌 relationship for ↑, → and jam-avoiding vehicles separately, Fig. 3.5 averages all observations.
Simulation was run for 5000 𝜏 and 20 times for each density.
Using the same base models of Muramatsu and Nagatani [382] and Maniccam [381], Maniccam [81] proposed a jam-avoiding variation to eliminate the abrupt transition towards congestion
when 𝜌𝑐 is exceeded. In the new model drivers adaptively try to avoid congested regions by basing
their movement decisions only on congestion in local regions of 3 × 3. The model significantly
increases capacity by keeping the emerging congestion and traffic hot spots small, localized, and
temporary. The maximum traffic capacity (not complete standstill) is ≈40 % without congestion
avoidance and ≈68 % (𝜌𝑐 = 0.68) with congestion avoidance. In the latter case, 𝑣 ̄ does not drop to
zero but reaches a steady state near 𝑣 ̄ = 0.2.

3.5.2

More Speed Levels

Fukui et al. [74] extended the → vehicles’ velocity range from 𝑣max = 1 to 𝑣max = 4 and
simulated the behaviour with frequently used parameters: 𝐿𝑥 = 𝐿𝑦 = 100, 𝑁𝑥 = 𝑁𝑦 = 𝑁/2,
PBC and 𝜌 = {0 … 0.5}). In simulation variant I all → cars have an intrinsic speed 𝑣→𝑛 = 𝑚
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Figure 3.5: MFD for the stochastic jam-avoidance chequerboard model by Nagatani [80] with 𝐿𝑥 = 𝐿𝑦 = 64 and five 𝑝ja .
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for 𝑚 ∈ {2, 3, 4} and advance either 𝑚 or up to the furthest free site (<m cells away). BML I
dynamics are restored when 𝑣→𝑛 = 1. By increasing 𝜌, the free-moving phase (𝑣𝑁̄ → = 𝑚 and
𝑣𝑁̄ ↑ = 1) is succeeded by a one-sided blocking phase where 𝑣𝑁̄ → continuously decreases while 𝑣𝑁̄ ↑
remains at unity. Increasing 𝜌 even further, asymptotically blocks both 𝑣𝑁̄ ↑ < 1 and 𝑣𝑁̄ →<𝑚 (mutual
blocking phase) gridlocking the system at 𝜌 = 0.48 𝑁 /𝐿2 . In variant II, → cars follow NagelSchreckenberg (NaSch) rules without random deceleration [38] as laid out in equations 4.1a, 4.1b
and 4.1d (section 3.8.3). Different 𝑣max (2, 3or4) were simulated and generated the same phase
transitions. As a difference, steady states were reached after fewer steps and state transitions set
in earlier than in variant I [74].
Stochastic turning behaviour aside, all models presented so far operate with deterministic CF
algorithms, a gap that was filled by Ding et al. [75] who introduced parametrised randomisation 𝑝𝑑 .
Equivalent to the NaSch TCA with 𝑣max = 1, vehicles move with 𝑣 = 1 − 𝑝𝑑 , if not blocked
by another car [38]. Simulations were performed on a square lattice (𝐿 = 256) with periodic
and open boundary conditions. The authors report that intermediate stable phases completely
disappear with both boundary conditions, even for very small probabilities (𝑝𝑑 = 0.0001). The
authors do not mention results for 𝑝 ≠ 0.2 but remark that open boundaries exhibit moving and
jamming regimes which separate into coexistence shortly before global congestion sets in. Since
this property depends on the (roughly) 𝐿-independent moving phase, system sizes smaller than
the moving phase’s size destroy coexistence and the system completely transits to a moving
regime. Increased vehicle influx 𝛼 gradually enlarges the jamming region, but sites around the
exit edges still contain moving vehicles [75].

3.5.3

More Directions

At the turn of the millennium Honda and Horiguchi [387] proposed a bi-directional BML derivative in which cars move straight in one assigned cardinal direction with probability 1 − 𝛾 and turn
left with a chance of 𝛾 at each crossing. For symmetry reasons 0 < 𝛾 < 1/2. Bi-directional driving
is implemented via 2 × 2 sub-lattices on top of the chequerboard grid. Applying the described
rules, the authors found two configurations of four cars which would never be resolved with
the given rule set. To prevent the materialisation of these core configurations a priority rule was
imposed and its role in delaying jam formation analysed [387].
Another four-directional BML derivative was developed by Huang and Huang [388]; it
features alternating lanes for vehicles moving on the W-E and S-N axes, respectively. System
borders are periodic and an equal number of vehicles is positioned along a road of each direction
to maintain the four-directional symmetry. Horizontal and vertical movements take place on
alternating rows/columns as exemplarily shown in Fig. 3.6. Also, a minimum density 𝜌min = 2/𝐿
(one vehicle per designated lane, 𝑁/4 vehicles in each direction) was set and the global density
was constrained to be a multiple of 𝜌min . As a result, density is a step function that becomes
continuous when the number of vehicles in each direction is not limited to 𝜌/𝑁. Vehicle movements
are carried out in parallel for the E-W direction first and then for cars moving North or South.
Huang and Huang observed that gridlocks occurred at 𝜌 = 2𝜌min and that free-flowing conditions
were rarely reached, even at 𝜌min . As a matter of fact, congestion sets in with only two vehicles
on each designated lane, i.e. 𝜌 = 0.05 on a 80 × 80-cell grid. The gridlock probability was found
to be only indirectly related to 𝜌: independent of 𝐿, the number of vehicles is the crucial factor.
For 𝜌 ≥ 3𝜌min global jam probability is a smooth function of the density. The latter increases
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monotonically and quickly reaches 1, producing scattered, disconnected local gridlocks whereas
𝜌 = 2𝜌min create diagonally spread gridlocks like BML I. After an initial set of smaller gridlocks
has formed, the jam grows on a time scale of 𝐿/2, subsequently blocking all remaining cars.
Both mechanisms differ from the BML jamming behaviour; 𝜌𝑐 even appears to be inversely
proportional to 𝐿 [388].

3.5.4

Stochastic Behaviour and Cooperation

Hu et al. [389] formulated rules for all three original BML models in Boolean Algebra and added
stochastic driver behaviour. → vehicles follow the CA-184 dynamics but if ℓ + 1 for ↑ vehicles is
occupied by a → vehicle whose target cell is empty, it is allowed to make a move in the same time
step. Unlike the rule variation introduced in [390], Hu et al. coupled the stochastic behaviour for
blocked ↑ vehicles to a probability. This change leads a monotonically but unsteadily decreasing 𝑣 ̄
for → vehicles (similar to 1D CA-184) and a rising-flat-falling progression of 𝑣 ̄ when averaging 𝑣 ̄
over both populations. The authors also experimented with OBC, anisotropic vehicle shares and
a solitary high-density lane [389].
Most microsimulations rely on empirical or hypothetical origin-destination (O/D) matrices
to capture group dynamical effects. Moussa [391] incorporated these in their chequerboard
model by randomly choosing destination sites from probabilistic distributions of O/D distances (ODDPD). Simulations were carried out using exponential (eq. 3.3a), power-law (eq. 3.3b)
and uniform (eq. 3.3c) distributions and a conservation model variant (drivers continue travelling
after reaching their destination) and a non-conservation variant (drivers having reached their
destination disappear with a chance of 𝛽 or keep travelling (1 − 𝛽)). With 𝛿 denoting the distance
between two points, the shortest O/D path is abbreviated as 𝛿𝑚 and the maximum way cars have
to travel is denoted as 𝛿𝑀 . 𝛿 itself is defined as 𝛿𝑥 + 𝛿𝑦 . The parameters 𝜇 and 𝑛 are set to 0.1 and
2, respectively; f 𝑒 (𝛿), f 𝑝 (𝛿) and f 𝑢 (𝛿) are assumed to have a support on the interval [𝛿𝑚 , 𝛿𝑀 ].
𝜇
𝑒 −𝜇𝛿
𝑒 −𝜇𝛿𝑚 − 𝑒 −𝜇𝛿𝑀
𝑛+1
f 𝑝 (𝛿) =
(𝛿 − 𝛿𝑚 )𝑛
(𝛿𝑀 − 𝛿𝑚 )𝑛+1
1
f 𝑢 (𝛿) =
𝛿𝑀 − 𝛿𝑚
f 𝑒 (𝛿) =

Figure 3.6: Four-directional BML variant proposed by Huang and Huang [388].

(3.3a)
(3.3b)
(3.3c)

70

Review of Models on Gridded Topologies

The origins sites are chosen randomly before drivers start moving following BML I rules. If
their destination cell is in the same row (column), → (↑) vehicles will move East-bound (upward)
until they reach it. Otherwise, drivers move horizontally (vertically) until reaching the proper
column (row), turn and keep moving upward (rightward) until arriving at their destination.
For both model variants (and all distributions) traffic dynamics and arrival times are greatly
influenced by ODDPD. In the conservation variant, 𝜌𝑐 is highest with f 𝑒 (𝛿); for low 𝜌, arrival
time ≈ 2𝛿 while higher densities delay many cars and cannot be predicted. The conservation
variant is not dependent on 𝐿 but the width of the arrival times distribution grows proportionally
with 𝐿 (especially for f 𝑝 (𝛿) and f 𝑢 (𝛿)). Varying 𝛽 and using the three ODDPD, it was found that
evacuation time in the non-conservation model follows a power law [391].
The impact of evolutionary games – strategies defining behavioural patterns – on a modified
BML I model was studied by Perc [392]. This dynamical approach has been analysed for onedimensional TASEP/CA-184-like systems as well [393, 394]. With the proposed behavioural
adaptation, drivers in adjacent cells are put in a prisoner’s dilemma where they can decide to
cooperate or deflect with different outcomes. In mutual cooperation, both cars are allowed to
attempt a move (equals BML I). Should a defector meet a cooperator, the former is allowed
to move forward 2 ℓ while the latter has to move 1 ℓ backwards. When two defectors meet,
they remain stationary. Although movements only take place if the target cells are free, the
evolutionary game is played even if both roads are blocked. The evolutionary game is played
every even step against the driver who prevents them to move in this tick. It is calculated first
for East-bound, then for North-bound vehicles and before both parties are allowed to move.
Perc not only performed simulations with varying shares of cooperators 𝜅, but also adapted a
best-takes-over strategy where an agent copies the cooperate/deflect decision by comparing its
own average velocity 𝑣𝑖̄ with the mean velocities of its two closest neighbours. If there is no
neighbour in adjacent cells, the agent’s strategy is preserved. In this game, 𝑣𝑖 thus becomes an
agent’s ultimate success measure. In the long run, defectors advance with virtually identical
average velocities as cooperators, but traffic flow is substantially hindered and the system clogs
significantly earlier than in BML I – even for very small fractions of defectors [392].
Sui et al. [395] coupled the BML model with a slow-to-start probability 𝑝sts as proposed
in [173] for a one-dimensional TCA with 𝑣max = 1 and adopted longer cycle times to
study 𝑣(𝜌,
̄ 𝑇 (𝜏 )). Their work generalises the BML models (𝑝sts = 0, 𝑇 = 2) and variants proposed by Sun et al. (𝑝sts = 0, 𝑇 > 2). Simulations were carried out on a 256 × 256 grid on which
North- and East-bound cars are distributed with shares of 𝜌/2. For 𝑇 = 2 and 0 < 𝑝sts < 1 the
randomisation effect is equivalent to the one observed by Ding et al., because the signalisation
phase length is half the cycle time. As a result, 𝑣 ̄ undergoes a first-order transition to congestion.
With 𝑇 = 4 and 𝑝sts = 1, the flow is reduced to 50 % and exhibits BML dynamics: all vehicles
are stopped in the first time step (even if space is available to move). Additionally, 𝑣 ̄ becomes a
function of 𝑝sts in the free-flow phase (at 𝑝sts = 0 𝑣 ̄ = 1) and phase separation occurs at higher 𝜌
for 𝑝sts = 0 than for 𝑝sts = 0.5. For 𝑇 > 2, on the other hand, phase separation is observed at
lower densities. With 𝑇 = 3 or 𝑇 = 5 and 𝑝sts = 1, no phase separation occurs at all [395].
Instead of strategic evaluations, Wei et al. [396] reproduced human behaviour by equipping
each driver with a cooperative willingness profile which controls cooperation/deflection with
other drivers who were less or more successful when two vehicles target the same cell. The
fundamental procedure for carrying out an evolutionary game is identical to the model by
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Perc [392] but in the new model three parameters influence the outcome: Kindness (𝛼𝑖 ), envy (𝛽𝑖 ),
and a factor to estimate similarity of the other driver’s cooperative willingness state. The former
two control the eagerness to do others a favour (or not) and are influenced by comparing the
agents’ accumulation performances: if the own performance is higher than the other’s, kindness
parameter 𝛼𝑖 is applied, if it is lower envy parameter 𝛽𝑖 determines the cooperation decision. The
third value in the parameter set expresses trust by controlling the influence of similar intrinsic
values. Although complex, the rules reward imitating behaviour but prevents the populations
from becoming completely cooperative over time. Simulation results showed that imitating
successful willingness to cooperate is more beneficial than copying profitable strategies: 𝜌𝑐 lies
between BML I and the strategy approach [396].

3.5.5

Multi-Lane-Traffic

Located on the familiar chequerboard topology, Zhao et al. [276] replicated urban multi-lane
traffic with Burgers’ Cellular Automaton, a concept that allows sites to hold multiple vehicles
simultaneously. Burgers’ equation [271] describes non-linear turbulence phenomena in fluids and
was ultra-discretised to ensure linear stability and establish a relationship to CA-184 by Nishinari
and Takahashi [272]. Applied to a traffic context, Zhao et al. equalised the maximum number
of North- and East-bound cars per cell with the number of lanes and denoted both as 𝑈𝑥𝑦 .
Competition for a free space in a cell is decided by giving priority to North-bound vehicles.
Accordingly, the capacity of a cell equals the number of cars in the adjacent cell going North
𝐶𝑁 (𝑡) and East 𝐶𝐸 (𝑡): 𝑈 (𝑡 + 1) = 𝐶𝑁 (𝑡) + 𝐶𝐸 (𝑡). This approach allows simulating multi-lane traffic
with requiring explicit lane-changing rules. To ensure an integer number of vehicles in the
system, Zhao et al. ran simulations on a 200 × 200 cell chequerboard with multiples of a minimum
density 𝜌min = 320/(𝑁 2 𝐿) = 0.013. Comparing the newly proposed model with BML I, the authors
report a sharp first-order transition with a smaller variance in velocity, reduced fluctuation of 𝑄
and a decreased 𝜌𝑐 . While systems with low densities (22𝜌min ) evolve into free-flow regimes
or gridlocks, 𝜌 > 29𝜌min always results in global congestion. Further comparisons with the
BML model confirmed D’Souza’s earlier observations [377, 397] of intermediate states with
coexisting free-flow and jammed areas [276].
In 2014 Li et al. [398] adapted the lane-changing model introduced by Nagatani [80] so that
both vehicle populations could change lanes only if individual cars were blocked by a vehicle
travelling in the same direction. With this modification ↑ vehicles blocked by → vehicles are not
obstructed in the next tick again, because both take turns moving rightwards. According to the
modified rules, ↑ cars overtake by moving one step to the right and one step up, while → cars can
overtake on their left side if space is available. With the proposed rules, smooth regular stripes of
different slopes emerge over wide 𝜌 spectra. Free-flowing conditions prevail for 𝜌 < 0.36, while
densities 0.36 ≤ 𝜌 ≤ 0.6 produce an intermediate stable phase which emerges by itself or co-exists
with jammed or free-flowing areas. For 𝜌 > 0.6, the systems asymptotically jam, but even then
the vehicle distributions are smooth and not ragged like in other BML variations [398].

3.5.6

Other Behavioural Changes

In 2008 Benjamini et al. [399] proposed a slight variation of the BML rules, which allows vehicles
to step forward when the vehicle ahead is moving, too. The resulting dynamics are equivalent
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to the sequentially updated green wave model by Török and Kertész [71]. Starting from an
intersection of two perpendicular streams with the described dynamics, the authors observed
phase transitions and self-organisation. For this simplified model it was proven that the highest
achievable average speed 𝑣max
̄
is always in min(1,1/2), that 𝑣 ̄ = 1 is approached for 𝜌 < 0.5 and
that self-organisation necessarily occurs for 𝜌 > 0.5 and leads to 𝑣 ̄ = 1 − 𝐶(𝜌)/𝑁 where 𝐶 is a
constant calculated as 𝐶 − 𝐶(𝜌) = 𝜌/1−2𝜌. The authors assume that their time-normalised approach
can be extended to a time-space normalised one which would contain more lanes, increasing the
similarity to rectangular chequerboard lattices [399].
Ding et al. [400] and Ding et al. [401] researched the effect of an arbitrary but fixed percentage 𝑝𝑣 of drivers violating red traffic signals in BML I. When a violator and an observing driver
attempt to enter the same cell, the red-light runner is given way. 200 random realizations for
each density were simulated on a square lattice with 𝐿 = 256 until 𝑣 ̄ = 0, 𝑣 ̄ = 1 or 106 ticks were
reached (500 realizations and 107 in [401]). Since violators can move every tick, 𝑣 ̄ can be > 1
for small 𝜌. The critical density 𝜌𝑐 , on the other hand, decreases as the self-organised moving
patterns break with drivers following different rules. A new intermediate phase occurs when two
East-bound and a North-bound free-flow stripes intersect in front of the jammed region. While
the emerging phenomenon differs from the structured geometric patterns observed in [377, 397],
it resembles the phase separation described by Sun et al. [72] where traffic can be continuously
blocked by cars on an orthogonal lane due to longer signal phases [400, 401].
The influence of the average vehicle length 𝜔̄ on 𝑣 ̄ and the intermediate phase of co-existing
free-flow and jammed areas was studied by Huang et al. [402]. Simulations were carried out on
square lattices (𝐿 = 1200). The definition of 𝜌 was redefined as 𝜌 = (𝑁North+𝑁East)𝜔/̄ 𝐿2. For 𝜔̄ > 1 the
authors observed a qualitatively different intermediate state and configurations 𝜌𝑐2 < 𝜌 < 𝜌𝑐1 in
which all phases exist simultaneously. 𝑣 ̄ is not influenced significantly by changing the length
of vehicles. The authors report two main results: a) increasing 𝜔̄ decreases 𝜌 at which different
phases emerge and b) the number of stripes with vehicles moving East and North is equal in most
cases and does not exceed 𝜔̄ + 1 in each direction. The latter is a result of the average space gap on
̄
̄
non-interrupted roads (and thus 𝜌𝑐 = 𝜔/̄ 𝜔−1
and 𝑣 ̄ = 𝜔(1−𝜌)
/𝜌) determines 𝑄. On two-dimensional

chequerboards, 𝑣 ̄ depends on the orthogonal flux (for 𝜌 < 𝜌𝑐 ). Since longer cars block more
vehicles travelling in the orthogonal direction, 𝜌𝑐 decreases [402].
As a combination of red-light running drivers as described in [400, 401] and the four-direction
lattice (see Fig. 3.6) introduced in [388], Kuang et al. [264] examined the effect of slow-to-start
vehicles and demonstrated reliable methods to reproduce coexisting free-flow and congested
areas. In their design, the slow-to-start probability 0 ≤ 𝑝sts ≤ 1 expresses the chance for a vehicle
not to move immediately after the traffic signal turned green, even if the destination site is
unoccupied. Since the slow-to-start rule is only applied to the first vehicle (𝑝sts = 0 for the
following car), this enhancement is only useful with signal phases 𝑇 ≥ 𝜏. With 𝑇 = 2, 𝐿 = 256
and 𝑝sts ≥ 0 system dynamics are very similar to the randomly initialised traffic lights proposed
by D’Souza [377]. Although a first-order phase transition was not observed, 𝑣 ̄ vs. 𝜌 plots unveiled
that higher 𝑝sts values increase the largest mean velocities whereas lower 𝑣 ̄ are not influenced by
density alterations. With 𝜏 = 2, 𝑝sts = 0.5, and 𝜌 = 𝑟ℎ𝑜min , gridlocks do not appear, 𝜌 = 4𝑟ℎ𝑜min
creates meta-stable states of coexisting blocked clusters and free moving vehicles, and 𝜌 = 10𝜌min
gridlocks the system after ≈ 1000 𝜏. The authors note that 𝑣max is always 1 (thus independent
from 𝜏) if 𝑝sts = 0, while the slow-to-start effect increases 𝑣max parallel to 𝑇. A peculiarity is
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the reproducible phase separation of coexisting free-flow and jammed clusters which can occur
at 𝑇 ∈ ℕ+ . To obtain their results, 2 × 106 time steps were simulated until a steady state was
reached and then the macroscopic properties where averaged over 105 𝜏 [264].
Sun and Timofeyev [403] combined a kinetic Monte Carlo algorithm (KMC, [404, 405]) and
Arrhenius-type interactions to develop a discrete car-following model with look-ahead rules. The
Arrhenius equations describe the temperature dependence of chemical reactions; their lower limit
defines an energy barrier 𝐸𝑏 particles have to exceed for a chemical reaction to take place. This
principle served as an analogy to implement the look-ahead rule which is parametrised as 𝑙 and
describes the number of cells drivers look ahead. All space gaps < 𝑙 𝜏 force drivers to react to their
predecessor to avoid collision. Now cars only move one cell forward if their interaction energy is
higher than 𝐸𝑏 . The proposed car-following approach was calibrated to a cell size of ≈6.7 m (car
length + safe distance), resulting in a density of 150 ℓ/km. Look-ahead rule I only considers the
distance to the first lead vehicle while look ahead rule II evaluates the local density 𝑙 sites ahead.
Perhaps the most notable result of their simulations is the change from a concave to a convex
MFD curve and slight asymmetry in the fundamental diagram (1D) for 𝑙 > 0 𝜏. For small 𝑙 both
look-ahead rules behave similarly (1D and 2D models) while longer-range interactions and differ.
Sharp phase transitions (2D) occur for both look-ahead rules; the respective horizon typically
ranges from 50 m to 150 m [403].

3.6
3.6.1

Chequerboard Modifications
Overpasses and Defects: Cell Enhancements

As a slight modification to BML III, Nagatani [76] randomly distributed a proportion 𝑐 of two-level
crossings on the lattice and analysed their influence on the system dynamics. These crossings are
commonly built in metropolitan cities to create more road space and delay congestion. Nagatani’s
model allows standard sites to be in one of three states [↑, →, ⊖] whereas the two-level crossings
can take one of four states [↑↑, →→, →↑, ⊖]. His simulations demonstrate that the onset of
jamming is a function of 𝑐 and can be completely prevented if 𝑐 remains below the percolation
threshold [76].
Ding et al. [406] re-examined the concept of overpasses as introduced by Nagatani [76], who,
restricted by limited computing power, only simulated behaviour on square lattices 𝐿 ∈ {10 … 50}.
Additional to a parallel position update which exhibits two intermediate phases, Ding et al. tested
a random update rule which a) allowed some vehicles to move through blocked clusters and b)
showed only one intermediate phase. Different from most other approaches, the random update
rule is applied not only vehicles but to all cells. As a result, insertions and removals in the open
borders simulation takes place on virtual cells positioned at the lattice’s left and bottom side
which are selected during the update step. Vehicles are then inserted or removed with rate 𝛼 and
𝛽, respectively. Comparing 𝜌𝑐 with the overpass-to-all-cells ratio 𝑜 and 𝐿, a power law against
the system size was found. For 𝑜 close to unity, three traffic phases similar to those of 1D TASEP
and BML III are exhibited [406].
Gu et al. [407] proposed installing inhomogeneities onto some cells to represent different
road qualities, toll booths or road blocks. The resulting different ticks 𝜏𝐴 and 𝜏𝐵 denote the
minimum time a car has to stay on a cell before it is allowed to attempt a move. The two
different kinds of cells are labelled 𝑐𝐴 and 𝑐𝐵 , their share is designated as 𝑐. In the original
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BML model and its variations, 𝜏𝐴 = 𝜏𝐵 = 1 𝜏. The authors analysed three cases: 𝜏𝐴 = 1 𝜏 and
𝜏𝐵 = ∞ (equivalent to accidents which vehicles are not able to pass [case I]), 𝜏𝐴 ≥ 1 𝜏 and
𝜏𝐵 ≤ ∞ (reduced velocity on some fields [case II]) and overpasses which can hold one → and
one ↑ vehicle simultaneously (case III). Simulations on square lattices with 𝐿 ∈ {64, 128} either
gridlocked (𝜌 ≥ 𝜌𝑐 ) or ended in moving states where 𝑣 ̄ fluctuates around zero. In case I even a few
defective sites significantly decreases 𝑣 ̄ at low densities, while case II (𝜏𝐴 = 1, 𝜏𝐵 = 2) results in 𝑣 ̄
asymptotically approaching 2𝑐 under free-flow conditions. Adding more 𝜏𝐵 sites lowers 𝑣 ̄ and
increases 𝜌𝑐 ; delays and traffic breakdowns are delayed at the expense of lowering the average
velocity. This effect is well-known and Variable Speed Limits are used on highways to stabilise
the flow [359, 408]. Overpasses – case III – also increase 𝜌𝑐 and the range of densities where 𝑣 ̄
is near unity. When all lattice sites are equipped with overpasses no vehicles are blocked and
the interrupted traffic simulation is reduced to two TASEP processes. All cases share the steep
free-flow to congestion transition [407].

3.6.2

Flexible Boundary Conditions

Martínez et al. [77] analysed the effects of randomised periodic boundary conditions on the BML
model variants introduced by Cuesta et al. [79]: instead of connecting the periodic boundary
conditions at the end of a row/column with its beginning, they connected entries with different
exits for the time of one simulation run. The resulting entangled torus breaks synchronisation but
keeps deterministic processes deterministic. The authors found dynamics comparable to those in
the original models, even for different turning ratios 𝛾 [77].
Only one jam phase was observed by Tadaki [409] who ran BML I simulations with open
boundary conditions where vehicles were injected probabilistically at the left and lower lattice
borders. System dynamics and outflow at the right and upper boundaries were reported to
happen deterministically, starting with an empty lattice at 𝜏 = 0. Populating the chequerboard
this way initially produces a global jam which is then superseded by periodically emerging and
̄ is defined as the number of cars appearing
disappearing jam clusters. The average outflow 𝑄out
on the edges per site and signalisation cycle (𝑇 = 2). In the low injection regime (𝑄in < 𝑄in𝑐 ), jams
̄ = 𝑄in /(1 + 2𝑄in ). Injection rates 𝑄in > 𝑄in , on the
do not emerge and the outflow becomes 𝑄out
𝑐

other hand, create jam clusters and suppress the outflow which results in a sharp, discontinuous
drop of 𝑣 ̄ at 𝜌 ≈ 0.2. Vehicle throughput peaks at 𝜌 = 2/3 (𝜌 = 0.5 𝑁 /𝐿2 for 1D CA-184), but even in
free-flow conditions 𝑣 ̄ < 1. Tadaki reasons that PBCs create coherent maximum throughputs which
dissolve jams over time, but open boundaries cause coherent maximum throughput currents to
leave the system and inject new incoherent currents which subsequently form mini jams and
lower 𝑣.̄ The outflow time sequence exhibits flicker noise also observed on actual highways [410]
and in 1D TCA models [173, 224].
Another attempt to modify the BML model was made by Chau et al. [411] who experimented
with random PBC: cars moving off the top or left edge, reappear at some randomly selected site
on the right or bottom edge. While the boundary conditions have a strong effect on 𝑣 ̄ and 𝜌𝑐 ,
the proposed setup also renders the emergence of a first-order phase transition to the congested
state impossible (𝑣 ̄ > 0 as long 𝜌 < 1). The authors judge their model as not very interesting, but
prove analytically that 𝜌𝑐 is strictly less than 1/2 for the green wave and the BML model [411].
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Honeycomb Lattices

A hexagonal (honeycomb) lattice populated with vehicles moving North, North-East and NorthWest in isotropic percentages was proposed by Vázquez et al. [412]. PBC in the hexagonal, toroidal
lattice tessellation, system size can only be implemented when 𝐿𝑥 and 𝐿𝑦 are even, positive
integers; the authors carried out simulations on honeycomb lattices of squared dimensions
with 𝐿 ∈ {32, 64, 128, 256, 512, 1024}. Vehicles are classified as North-, North-East- and NorthWest-bound and take group-wise turns in attempts of going to the next cell. 𝑣(𝜌)
̄ exhibits the
well-known sharp transition between free-flow and global gridlocks; in lower density regimes,
self-organised patterns emerge. Intermediate states as reported in [397] were not exhibited and
asymptotic 𝑣 ̄ was found to be always close to 0 or 1. The hexagonal lattice variant not only
resembles BML I closer than the 3D version by Chau and Wan [413], but also shares the nonmonotony of adding vehicles to running simulations: configurations, known to jam, sometimes
produce higher 𝑣 ̄ despite the increased density. This phenomenon is especially distinct for 𝐿 = 265
and 𝐿 = 1024, but was observed at other systems sizes as well [412].
Unlike the model introduced in [412], Olmos and Muñoz [78] populated a hexagonal lattice
with only two kinds of vehicles to explore the influence of topology 𝑣(𝜌).
̄
The three options to
implement PBC on a torus all lead to well-defined phase transitions. Visually, the vehicles move
along edges, rather than jumping from honeycomb to honeycomb as depicted in Fig. 3.7. With
the standard configuration, 𝜌𝑐 = 0.244 in BML I on a honeycomb lattice and 𝜌𝑐 = 0.283 (lowest
transition) on a square lattice. Breaking synchrony with random updates [75], the vehicles on a
square lattice jam later in a narrow band (if the random probability to advance 𝑃 >≈ 0.96). With
longer cycle times for each driver population and parallel updates, 𝜌𝑐 was found to be higher
with rhombic tori than with square lattices. As this was the case for 𝑇 > 2, the authors estimate
that street layouts based on honeycombs might be more resilient against small perturbations
than other topologies [78, 414].

3.6.4

Other Chequerboard Extensions

In 1997 Brunnet and Gonçalves [415] developed two model variants which let vehicles travel
along the edges of a chequerboard grid, instead of hopping from site to site. As a result, the
perpendicularly travelling vehicles never block cars going in the transversal direction. In variant A,
traffic flows parallelly in successive streets, while in variant B successive lanes carry oppositely
travelling vehicles. Introducing turning probability 𝛾 makes both variants stochastic. With 𝛾 = 0

Figure 3.7: On a lattice with hexagonal sites, three vehicle populations move groupwise towards their preferred direction [412].
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the model is equivalent to two non-interacting CA-184 processes on two 1D lattices of length 𝐿;
variant A quickly reaches a homogeneous steady state with 𝑣 ̄ = 1 (𝜌 ≤ 0.5) and 𝑣 ̄ = 1−𝜌/𝜌 (𝜌 > 0.5).
Setting 𝛾 = 1 makes drivers turn at every other 𝜏 and moves vehicles in zigzag lines (variant A)
or in closed paths (variant B). The asymptotic average speed at 𝜌 ≤ 0.5 is 𝑣 ̄ = 1 and 𝑣 ̄ = 2(1 − 𝜌)
for 𝜌 > 0.5 (in variant A 𝛾 = 1). For variant B, an exact solution for 𝑣 ̄ was analytically derived,
too, but omitted here for brevity [415].
Representing vehicular traffic as hydrodynamic abstraction is implemented by deriving
evolution equations for the macroscopic quantities, mass, momentum and energy, in a fashion
similar to hydrodynamics. Based on the hydrodynamic model introduced in [416], Nagatani [417]
discretised these equations and proposed a (macroscopic) lattice model for two-dimensional
traffic flow, analysed the phase transition numerically and analytically, and found that jamming
transitions occur at higher 𝜌. A critical density exists too, and decreases when changing the ratio
of cars to anisotropic shares [417, 418]. Using the same macroscopic, hydrodynamic approach,
Nagatani [419] implemented a triangular lattice traffic model where three roads cross on one
site. After identifying three unique variants how three vehicle populations could meet on an
intersection cell (a: [↑, →, ↗], b: [↑, ←, ↗], c: [↑, →, ↙]), the three different jamming transitions
from free-flow to regular kink jam (a and b), to chaotic jams (a and b), and to oscillating jams (c)
were analysed. Therefore, the progression of jamming transitions depends on the configurations
in which vehicles move and the underlying lattice structure. The curve between free-flow and
jammed phases was calculated using modified Korteweg de Vries (KdV) equations and the
conventional jamming transition to kink jams were analysed using linear and non-linear analysis
methods [419].

3.7

Mean Field Analysis and Analytical Research of Chequerboard
Models

The BML-model’s simplicity not only inspired numerous derivatives but also fostered the development of mean-field theories (MFT). The latter attempt to approximate the dynamics of models
with large number of individual interacting components by a single averaged expression. In other
words, complex many-body problems are aimed to be reduced to a one-body problem which can
often be described analytically. The following paragraphs introduce publications which extended
the understanding of interrupted, two-dimensional traffic flow through MFT or by other means.

3.7.1

Analyses of the Original BML Models

Tadaki and Kikuchi [420] studied stability and spatial correlation of traffic-jam phases of BML I.
Under low-density conditions they observed a single, diagonally shaped cluster stretching from
the lower left corner to the upper right edge with branches spreading horizontally and vertically
like a herringbone. This structure emerges from random initial conditions and was titled selforganised jam. For higher values of 𝜌, local congestion clusters clutter the system without an
apparent global structure (random jam) causing gridlocks soon after their formation [420].
An analytical description of BML II with a Fock-space formulation and Pauli operators was
worked out by Kaulke and Trimper [421]. This Master Equation approach describes the time
evolution of systems as probabilistic combination of states with state changes being represented
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by a transition rate matrix. This structure allows the integration of fluctuations or uncertainties in
a systematic way [422]. In the master equation (eq. 3.4), 𝑃 denominates the transition probability
from an empty lattice at 𝜏 = 0 to the 𝑛th tick and 𝐿′ represents an operator later mapped to
quantised forms of annihilation and creation operators. The concepts for this approach originate
in quantum mechanics models which had to be extended with exclusion properties [423–426].
𝜎𝜏 𝑃(𝑛, 𝜏 ) = 𝐿′ 𝑃(𝑛, 𝜏 )
Chau et al. [427] used statistical arguments to demonstrate that 𝜌𝑐 ≤

(3.4)
11/12

for BML I. For

systems of higher dimensionality (𝐷 (𝐷 > 2)), it was shown that 𝜌𝑐 ≤ 1 − ((𝐷 − 1)2𝐷)𝐷 [427].
In 1995 Tadaki and Kikuchi [428] examined the fractal dimensions and structure of the spatial
free-flow and congested phases in BML I. Fractal dimensions were computed using the box
counting method [429] which iteratively divides lattice configurations into boxes of different
sizes and plots the number of boxes against box size for ten samples. The fractal dimensions
(and self-similarity) are then obtained by using least-squares fitting for boxes > 𝑁/100. With this
technique Tadaki and Kikuchi found a power law description of the spatial diagonal correlation
function at low 𝜌 which decays exponentially as the power law and the correlation length exceed
system size. The authors postulate that jams at 𝜌 < 𝜌𝑐 emerge due to fluctuation of initial vehicle
distribution; fractal and spatial dimensions were found to be equal [428].
Depending on the density, the jammed state in BML I exhibits a self-organised herringbone
structure with long-ranged spatial correlations at lower 𝜌 and random structures with exponentially suppressed correlations in very high-density jams. Gupta and Ramaswamy [430] analysed
the transition between these two and found an organising backbone at 𝜌𝑐 = 0.59 ± 0.02. The
authors explain this behavioural change with different synchronisation and jamming scenarios
of correlations stemming from earlier vehicle configurations [430].
Fukui and Ishibashi [431] studied the effect of reduced randomness on the jamming behaviour
of BML I with 𝜌→ = 𝜌↑ and 𝐿𝑥 = 𝐿𝑦 . The randomness reduction was implemented by not only
having isotropic densities for both vehicle populations, but also the same number of vehicles per
row and column. Additional to free-flow and jammed regimes, a commensurate phase where 𝑣 ̄
oscillates was observed [431].
In two very similar publications, Wang et al. developed a mean-field solution that better
estimates 𝜌𝑐 yet captures the essential features of the 𝑣-𝜌
̄ relationship of BML I. Their approach
is said to be extendible to include unequal ratios of 𝑁→ and 𝑁↑ , faulty signalisation and overpasses [432, 433].
Shi [434–436] rigorously deduced the free-flow and gridlock conditions for BML I. Their
starting point was that not all configurations of the same density lead to asymptotically jammed
or dynamic systems. Below a critical density 𝜌𝑐𝑙 , all configurations keep moving, and above a
higher critical density 𝜌𝑐𝑢 all configurations gridlock and between these two, asymptotically
moving and gridlocked states can exist. The third critical density 𝜌𝑐 was also uncovered by
Biham et al. [70]; it describes the point at which random configurations tend to jam and the
existence of moving states is negligible. Shi deduced that for 𝐿 > 2 to exclusively contain moving
configurations, 𝜌 has to be 𝜌𝑐𝑙 ≤ 1/2 + 𝐿−4/2𝐿2 (even 𝐿) and 𝜌 ≤ 1/2 − 1/𝐿2 (odd 𝐿). The other extreme,
all configurations lead to gridlocks for 𝜌 > 𝜌𝑐𝑢 , was deduced as 𝜌 ≥ (1+𝜌𝑠/𝜌𝑙)/𝐿 with 𝜌𝑠 = min(𝜌↑ , 𝜌→ )
and 𝜌𝑙 = max(𝜌↑ , 𝜌→ ). The critical density after which gridlock states are almost inevitable (i.e.
the possibility of observing moving configurations is negligible) was found as 𝜌𝑐 (𝐿) = 𝐶𝐿𝛼 , with 𝐶
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and 𝛼 being a coefficient and exponent, respectively. Using a least square fit and the results
from [70], they were determined as 𝐶 = 0.76 and 𝛼 = −0.14 [434–436].
The critical density in the BML models is 𝜌𝑐 = 0.3 … 0.4 𝑁 /𝐿2 . In 2005 Angel et al. [437] proved
mathematically that for 𝜌 close to unity, a BML TCA will always jam [437]. One year later, Austin
and Benjamini [438] proved that for 𝐿 × 𝐿 lattices, vehicles always self-organise to reach 𝑣 ̄ = 1
if 𝑁 < 𝐿/2. They also rigorously demonstrated that a configuration of size 𝑚 exists, where no
vehicle can move if and only if 𝑚 > 2𝐿 [438].
After Wan [390], D’Souza [397] further analysed the sharp free-flow-to-congestion transitions
in BML I and also found intermediate stable phases of coexisting jams and vehicles moving
with 𝑣max if 𝐿 > 64 and 𝐿𝑥 = 𝐿𝑦 . These systems exhibit a phase bifurcation with a metastable
phase of 𝑣 ̄ ∼ 2/3 and a well-defined geometry. Simulations with varying aspect ratios of Fibonacci
dimensions (specifically 89 × 55 and 377 × 233) uncovered another intermediate phase 𝑣 ̄ ∼ 2/5 and
periodically repeating configurations. D’Souza notes that these phenomena are highly sensitive
towards the lattice’s aspect ratio. For further studies a car’s direction was flipped with a very low
probability (𝐿/𝜌). Self-organisation is still present at small 𝜌, exhibited as spatially separated bands
of East- and North-bound cars, but intermediate states were not observed any more. Given that
these phenomena were overlooked for many years, D’Souza suggested employing interaction
energy between North and East-bound vehicles as a describing and controlling variable for
chequerboard topologies instead of relying on 𝜌 [397].
More research on the BML model’s aspect-ratio dependency was carried out by Linesch and
D’Souza [439] who demonstrated that 𝜌 and aspect ratios are not sufficient to fully determine the
system’s final state. For Fibonacci lattices (length and height are consecutive Fibonacci numbers),
free-flow, periodic intermediate (PI) state and global jam phases emerge proportionally with
increasing 𝜌. On square lattices single PI states do not exist, but disordered intermediate, PI
and jams coexist, proving that 𝜌 alone cannot determine the state a BML system converges
to. Unlike former studies, Linesch and D’Souza report that intermediate states on lattices of
coprime [397] and square [439] dimensions comprise a significant share of the accessible phase
space: for 𝜌 = 0.36 over 60 % of the observed converged states were in the disordered intermediate
phase at the simulated time scales. Despite BML’s enormous abstraction, the different onsets of
jamming for square and Fibonacci ratios (𝜌 ≈ 1/3 and 𝜌 < 1/2, respectively) were seen as a starting
point for optimising throughput and delaying jamming in urban road networks [397, 439].
Another PBC variation of BML I was acquired by Cámpora et al. [440] who numerically
investigated phase transitions on non-orientable square lattices, namely a Klein bottle, a projective
plane and a torus. While dynamics with Klein bottle PBC undergo similarly steep free-flow-togridlock transitions as the torus, the projected plane PBC exhibits a more gradual 𝑣 ̄ − 𝜌 transition
and produces jams at the bottom right and upper left corners whose dimensions are a function
of 𝜌. The density does not reliably indicate gridlocking systems though; the authors note a high
dependency on the initial configuration. Intermediate states were observed on torus and Klein
bottle PBC; a 𝜌→ /𝜌↑ influence on 𝑣,̄ on the other hand, is only reported on the projective plane
lattice [440].
Ding et al. [75] noticed deviations from 𝑣 ̄ in mean-field predictions for different kinds
of randomisation 𝑝 ≥ 0.6 with PBC. And while decreasing 𝜌𝑐 -values were accompanied by
increased 𝑝 in their PBC simulations, large deviations between the simulation and analytical
results occurred until several vehicle configurations were analysed and more detailed mean-field

Mean Field Analysis and Analytical Research of Chequerboard Models

79

equations were derived. Open-boundary systems were in agreement with the simulation results
from the start [75].
gridlock

By considering the lifetime of a BML I model (∑𝜏 =0

), Ishibashi and Fukui [441] were

able to develop an analytical equation to determine 𝜌𝑐 . A BML I system’s lifetime is inversely
proportional to its density; for 𝜌 < 𝜌𝑐 it is infinite and for 𝜌 > 𝜌𝑐 its length depends on 𝜌. For
isotropic population ratios with equal numbers per lane, 1/𝑇 = 𝛼(𝜌 − 𝜌𝑐 ) describes the relationship
of lifetime to critical density, scaled by a factor 𝛼. The simulated lifetime results are very scattered
and dependent on the initial conditions, thus showing only general tendencies for asymmetric
vehicle distributions [441].
Anisotropic driver populations in BML I were analysed by Olmos and Muñoz [442] who
rotated the lattice by 45° to control the car flow via system lengths along longitudinal and
transversal directions. To that end, the authors anisotropically scaled BML phase transitions
and discovered that the jamming process actually consists of two distinctively separated phase
transitions along the two travel directions. The scaling was carried out by setting up 𝐿 to be
either longer in the direction of traffic flow (longitudinal system) or in the transversal direction
(transversal system). Intermediate states then emerge as a superposition of these transitions.
As shown in [420, 430], 𝜌𝑐 = 0.283 for transversal systems. This also corresponds to the lower
bifurcation point on 𝐿2 -lattices and 𝜌𝑐 = 0.521 (observed in longitudinal systems) equals the
transition point between self-organised and random jams [414, 442].
Ishibashi and Fukui [443] developed equations to describe the 𝜌𝑐 line in the intermediate
jam phases in the BML I phase diagram and thereby quantified the free-flow / gridlock phase
boundary. At this frontier, where 𝑄 reaches its maximum, speed for → and ↑ cars is is equal for
any combination of 𝜌→ and 𝜌↑ [443].

3.7.2

Analytical Approaches to BML Derivatives

In 1993 Nagatani [76] formulated a mean-field approach to derive the critical density 𝜌𝑐 and
calculated 𝑣 ̄ in x and y-direction in his two-level crossing BML extension [76]. He also developed
a mean-field theory able to describe the jamming transition for anisotropic populations of Northand East-bound vehicles in [444] and studied the spread of jams by crashing a car in random
cells. He found that the number of jammed cars scales with 𝜌 −1 𝑁 ≈ (𝜌 1.07 𝜏 )1.07 [445]. Shortly
after, Nagatani [446] published a small modification to the accident setup. In the variation, the
blocking vehicle would now be in the lattice’s centre and other cars could pass over it after a
variable number of ticks. Under the given conditions, 𝑣 ̄ decreases at lower densities than in BML I
and jamming sets in earlier, too. Ratio variations of vehicles travelling East and North resulted in
different 𝑣 ̄ for each direction and also shifted the onset of jamming towards higher 𝜌𝑐 . Although
the accident causes delays, the jammed state completely vanishes (asymptotically) if traffic is
exclusively going in one direction [446].
More accident research was carried out by Fukui and Ishibashi who studied the dynamics
of BML model I with crashed cars and revealed that global traffic jams may form even at low
densities. A fluctuating intermediate phase for certain values of 𝑣 ̄ and 𝜌 was observed [447].
Extending the stochastic BML adaptation introduced in [79], Molera et al. [448] developed a
mean field approach to explain the phase separation between free-flow and jamming and predict
𝑣 ̄ exactly. Breaking up spatial correlations into products of one-particle averages (Boltzmann
approximation) represented the model reasonably well, but with 𝜌𝑐 predicted to be independent
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from 𝛾 the first-order transition was improperly described. A different phenomenological approach of two partial differential equations showed a connection to the kinetic formalism from
which the Boltzmann approach is obtainable for large systems. This relation to fluid dynamics
also defines 𝑣(𝜌)
̄ in the jammed regime [448].
Building on their previously developed OBC model [409], Tadaki [449] investigated its spatial
structures to understand the origins of flicker noise in time series. They found that high-injection
rates 𝑄in > 𝑄in𝑐 produces jammed clusters whose dimensions follow a power law with an
approximately constant exponent. To find an order parameter describing the phase transition,
unmoved cars were classified as either stuck in clusters or temporally stuck in two and few-car
collisions. Because the former group emerges sharply at 𝑄in ≈ 0.25 it was assessed to be a
suitable parameter for describing the phase transition. Due to self-organisation the total number
of blocked cars remains constant for large values of 𝑄in despite the increased number of vehicles
in the system. The author concludes that the total number of unmoved cars has an upper limit
and thus there is also a maximum time for crossing the lattice. The latter does not correspond to
the maximum injection rate but is a function of 𝑣 ̄ and the outflow rate 𝑄out [449].
In lattice models with two populations and randomness, induced by the probability 𝛾 to
shift → / ↑ vehicles up or rightwards, respectively, traffic jams form in bands. Mukherji and
Bhattacharjee [450] explored the jamming behaviour by inserting some ← vehicles; this destroys
the jammed bands and produced gridlocks with rough edges of ← cars. Introducing a third
population also breaks the symmetry of bands exhibited for 𝛾 > 0.5 and 𝛾 < 0.5. ← vehicles
exchange places when encountering a → vehicles and are blocked by ↑ cars. In the same article,
it was also demonstrated that the intersection waiting time follows a power law of 𝜏 when a jam
emerges; it can therefore serve as an indicator to predict jams [450].
Another publication by Ding et al. deals with random update rules for BML models and their
mean-field representation. The authors found sharp free-flow-to-congestion transitions with
PBC as well as coexisting moving and jamming regimes for systems with open boundaries [451].

3.7.3

Scaling Lattice Models to Higher Dimensions

Chau and Wan [413] generalised BML I for higher dimensions and observed second order
phase transitions. The system is defined analogue to its two-dimensional counterpart: an ndimensional 𝐿1 × 𝐿2 × ⋯ × 𝐿𝑛 square lattice with PBCs contains sites which are either empty
or contain exclusively one car moving in the direction 𝑒𝑛̂ if ℓ + 1 is free. The density of vehicles
moving towards 𝑒𝑛̂ is denoted 𝜌𝑛 , resulting in a system density of 𝜌 ≡ ∑ 𝜌𝑛 . During initialisation,
vehicles are placed randomly and homogeneously (𝜌𝑖 ≡ 𝜌𝑗 for all 𝑖, 𝑗) on the grid and then
attempt movements dimension-wise in parallel. For the studied three-dimensional lattice of
equal proportions, 𝑣 ̄ starts decreasing at 0.01 ≈ 1/𝑁 and a fluctuation-induced transition at
𝜌𝑐1 = 0.18 ± 0.01 𝑁 /𝐿3 into a low-speed regime, not found in 1D (TASEP) and 2D (BML I) models,
sets in. Between 𝜌 = 0.02 … 0.10 𝑁 /𝐿3 , 𝑣 ̄ drops to 𝑁/𝑁 +1 and a recurrent regime forms where
each car is blocked exactly once per cycle of periodicity several ten times of 𝐿. Chau and Wan
assume that the low-speed regime results from the formation of a spatially limited but extending
percolating cluster that would be found in higher-order systems, too. Finally, increasing the
vehicle density beyond 𝜌𝑐2 = 0.32 ± 0.01 𝑁 /𝐿3 , gridlocks the system [413].
In 2015 Lu [452] rigorously generalised the special cases of CA-184 and BML I to higher
dimensions. The concept of dimensionality is implemented by sequentially applying the 1D
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update step for all dimensions, thus linearising the exponential growth of neighbourhoods
(adjacent cells) which determine a site’s next state. In the two-dimensional BML case, rows and
columns are alternatingly updated; 𝑣 ̄ in BML I is equivalent to the ratio of cell births to cell
population in the BML-CA. The authors found periodic intermediate phases 𝑣 ̄ < 0.1 and 𝑣 ̄ > 0.9
and suggest that the existence of these states may be independent from 𝑣.̄ Disordered intermediate
states as reported in [439] were not observed. Expressed as CA with three states, the base 3 BML
rulestring is 111220000111220222111220000 (3922832263383 in base 10) as shown in Fig. 3.2 [452].
The three states are 0 (empty space), 1 (vehicles whose turn it is to move) and 2 (vehicles having
to wait for their turn).
222
1
122
1
022
1

221
1
121
1
021
1

220
1
120
1
020
1

212
2
112
2
012
2

211
2
111
2
011
2

210
0
110
0
010
0

202
0
102
2
002
0

201
0
101
2
001
0

200
0
100
2
000
0

Table 3.2: Definition of the three-state Cellular Automaton to populate higher dimensions [452].

3.7.4

Related Research

In 2014 Regragui and Moussa [453] studied Vehicular Ad-Hoc Networks (VANETs) using a
BML I model to microscopically represent road traffic. VANET services are implemented as
vehicle-to-vehicle, vehicle-to-roadside or vehicle-to-infrastructure channels and serve safety,
communication and entertainment purposes. The authors set the duration of one tick as 1 s,
generated network traffic and measured the data throughput at a virtual base station for different 𝜌 [453].
Not directly aimed at traffic replication, Ding et al. [454] studied two populations on a lattice with open and periodic boundary conditions and developed a mean-field theory. While
their system setup shares dimensions (𝐿𝑥 = 𝐿𝑦 = 100) with many other proposed models, the
updates were carried out in Monte Carlo steps (select random site; if it is empty do
nothing; else attempt to move vehicle there) and vehicles follow ASEP rules. That
is, the probability 𝑞 to move towards their assigned direction is <100 % and the probability of
moving oppositely is 1 − 𝑞. With PBC, the jamming regimes differed in whether particles at
the cluster border move back and forth (equivalent to 1D ASEP) or remain stationary. Open
boundary conditions, on the other hand, only exhibited a moving and a jammed phase when
𝑞 > 0.5 [454].

3.8

Topology Extensions

Because Chequerboard models lack information about the underlying topological structures, they
cannot predict real-world congestion, despite being able to reproduce most features of vehicular
flows. This is due to the fact that the previously introduced models solely consist of junctions
without connecting roads – a shortcoming that has been addressed in several publications. This
section describes the research efforts to design spatially discrete concepts based on Manhattan
grids (Sec. 3.8.3) and completely free topologies (Sec. 3.8.4). While Sec. 3.8.3 focuses on the phase
transitions produced by TCA populating these layouts, Sec. 3.8.4 gives an overview of current
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trends in discrete road intersection simulation and presents some examples where space-discrete
models were utilised to simulate real-world road networks.

3.8.1

Beyond the Chequerboard

3.8.2

Chequerboard-Manhattan Hybrid Models

On a chequerboard of equal axis lengths, Freund and Pöschel [455] simulated bi-directional
traffic and improved queue modelling. To that end, the authors extended each crossing with four
individual (spatially not represented) queues of maximum 𝑞 cars. The queue length represents
the space for movements between junctions; the maximum number of vehicles at each junction
is therefore 4𝑞. Each car is assigned a desired direction and each tick the car at the top of the
queue moves to the desired direction if it does not have to give way, is at the top of the queue
and has < 𝑞 cars in its destination crossing’s lane. A vehicle has to yield if another car waits on
its right side or if the desired direction is to the left and there is a car at the opposite side of the
crossing going straight or right. If four vehicles block access to the junction, one is randomly
allowed to enter. The desired direction is chosen stochastically again after the car has moved one
step – essentially a Bernoulli process. The authors carried out simulations for 𝐿 ∈ {20, 30, 50, 100}
and 𝑞 = 10 without notable differences in the global dynamics. With these rules, 𝑣(𝜌)
̄ smoothly
decays for 𝑣 ̄ in the low-density phase and then collapses to a congested regime. Unlike the
gridlocking BML I, the stochastic processes and direction changes keep some vehicles moving
and thus 𝑣 ̄ ≠ 0 even at high densities [455].
A hybrid of the BML and topologies with spaces between intersections, is the cross-cut
model by Nagatani and Seno [456]. Their proposed road layout consists of parallel, periodic
boundary lanes (vehicles moving East), intersected by a one-way road with vehicles driving
North-bound. For a fixed density 𝜌𝑦 on the perpendicular street, the authors report linearly
increasing flow on the parallel streets up to a critical threshold (𝜌𝑥 ). Increasing the density
further, keeps 𝑄 constant but diminishes 𝑣𝑥̄ sharply due to turbulences. Increasing 𝜌𝑥 even
further, vanishes the discontinuous flow at a second threshold where West-East lane flux declines
linearly. The latter dynamic is caused by the symmetry of 𝜌𝑦 and the space gaps between cars
(1 − 𝜌𝑦 ) [456].
A generalisation of Nagatani and Seno’s cross-cut model [456] was proposed by Ishibashi and
Fukui [457] who analysed the factors that lead to a total jamming in the 2D case. In uninterrupted
spatially discrete 1D models, this only happens when all cells are occupied. As crossing roads
were considered to be essentially one-dimensional processes, the authors gradually increased
the number of crossing on a chequerboard lattice with CA-184 traffic. To that end, → vehicles
were distributed randomly (but in equal numbers per row) on the lattice and 𝑀 number of
perpendicular lanes (=columns) contained equal numbers of ↑ vehicles. The authors report a
major influence of density fluctuations, defined by an occupation probability 𝑝𝑜 (time in which
a certain site is occupied) which fluctuates even for deterministic processes. Over time, local
high-density clusters eventually gridlock. The local changes of 𝜌 were measured in pairs of two
consecutively occupied sites; this time-dependent quantity describes the degree of clustering. It
increases with progressing time when a gridlock is reached but remains constant in other traffic
phases. As pointed out in [444], 𝜌𝑐 increases if vehicles are more evenly distributed over lattice;
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the authors emphasize the importance of the density distribution in the initial state for 2D traffic
models [457].
In three similar publications, Hu et al. [266, 458, 459] aimed at making real-time congestion
predictions for individual intersections by bidirectionally mapping urban traffic infrastructure
onto a chequerboard geometry. The so-termed M-BML model is not an invariant subspace of
linear mapping from physical coordinates to the lattice vector space. Instead, topology-to-grid
mapping and its reverse process follow specific rules. Firstly, nodes and points-of-interest are
classified as endpoints, intersections and non-intersection crossings and then all possible routes
between two endpoints have to be identified and the most like one has to be selected based on
desirability criteria like cost, road characteristics or expected travel time. Then, each route is
assigned twice to the BML grid as one row and column, respectively. As visualised in Fig. 3.8,
M-BML extends BML I with concepts of routes and road density without changing the underlying
grid (𝑁𝑥 ≠ 𝑁𝑦 ). The highlighted rows and columns form one route in this model. Their density
differs from the other rows and columns; it can be empirically observed and transferred to
the lattice abstraction. Abstracting two-way traffic, all endpoint-to-endpoint combinations are
assigned one row and column, respectively, determining 𝐿 as the number of routes. 𝜌 calculates as
average of 𝜌 for the individual segments of each route. The reverse mapping to the road network
is carried out by classifying each chequerboard site as intersection, multiple intersections (conflict
points), non-intersection crossing (fuzzy points) or no crossing (null points) and matching the
individual elements by frequency and relative distance on the grid. If a jammed cluster consists
of only non-intersection sites with only one intersection, this intersection is predicted to be
congested. When more intersections are located in the jammed cell, a joint mapping strategy is
used; overpasses, tunnels and corners are ignored for congestion prediction. To pinpoint jam
hotspots, the thresholds for some of the variable parameters (12 in total) are varied during the
simulation runs. Applied to the road network of Birmingham (UK), the M-MBL was able to predict
the rate of jammed junctions between ≈81 % to 94 % (total number of predicted intersections /
correctly predicted jamming behaviour) [266, 458, 459].

3.8.3

Manhattan-style Road Networks

All previously introduced road networks solely consisted of junctions without connecting roads
between them. Relieving this unrealistic constraint, Chopard et al. [262] proposed a grid of

Figure 3.8: M-BML [266, 458, 459] example configuration with 𝐿 = 20 and 𝜌 ≈ 0.35.
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four-arm intersections connected with each other through bidirectional roads populated with
TASEP traffic (Fig. 3.9). The resulting Manhattan layout was first adopted as a pattern for urban
planning on Manhattan Island in New York City in the beginning of the 19th century [460]. In
simulations, the road sections between junctions are often chosen to be equal in vertical and
horizontal directions. Chopard et al. implemented the junctions as four-field rotaries on which
vehicles travel either counter-clockwise or exit directly towards their pre-determined direction
one tick after entering the junction. Cars on intersection squares have priority over outside
traffic and vehicles can travel in all four directions. Fixing a direction for 20 𝜏 (mimicking traffic
signals) leads to unbalanced vehicle distributions; simulations with random turns at every tick
for vehicles on the junction (mimicking drivers changing their mind) produces comparatively
homogeneous vehicle distributions. Over time, one single blocked intersection can gridlock the
whole network when four vehicles enter an intersection in the same tick and are assigned four
different exit directions. Since this occurs even at low vehicle densities, the authors consider
free-flow under these conditions a meta-stable state. Even temporary junction blockages lead to
sharp density fluctuations, unbalanced vehicle distributions and long queues. Parametrised to
dimensions resembling urban environments, the model’s phase transitions flatten and become
similar to those of TASEP/CA-184 because the road network absorbs local excess and exhibits
less pronounced dynamics [262].
Introduced as an extension to the 2D model by Cuesta et al. [79], Horiguchi and Sakakibara [263] proposed a Manhattan grid that featured decorated cells: road sections between
junctions, able to accommodate one vehicle. On one-way streets, one species of cars moves left
with probability 0 ≤ 𝛾 ≤ 1/2 and another moves upwards with likelihood 1 − 𝛾. Additional to the
odd/even tick traffic cycle (variation M0), Horiguchi and Sakakibara introduced the variations M1
(all traffic signals change randomly at the same time with probability 𝑝 0 < 𝑝 ≤ 1/2) and M2 with an
unequal share of the two driver populations. In congested but not gridlocked regimes, randomly
switching traffic signals produced lower 𝑣 ̄ than synchronised signalisation [263]. Horiguchi
and Sakakibara later generalised the decorated cells concept to include an arbitrary number 𝑠
between intersections producing (2𝑠 + 1)𝐿2 cells per lattice. The most noteworthy outcome from
simulations on 16 × 16 and 32 × 32 (intersection) lattices with a varying number of decorated
cells was the existence of first-order transitions regardless the size of 𝑠 [461].
A first attempt of combining a Manhattan topology with multi-velocity car-following models was made by Chowdhury and Schadschneider [462] who applied the NaSch car-following
rules [38] on a two-dimensional lattice to compare 2D NaSch and BML phase transitions and
jamming dynamics. Just like its 1D pendant, acceleration (eq. 4.1a), randomisation (eq. 4.1c) and
movement (eq. 4.1d) are executed in parallel. For the refined deceleration process, equation 3.5e

Figure 3.9: Manhattan road topology with a rotary-style intersection design as proposed by Chopard et al. [262].
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was extended with a new variable 𝛿𝑠 to account for the distance to the junction in case the traffic
signal shows red.

𝑣𝑛 (𝜏 + 1) = min(𝑣𝑛 (𝜏 ) + 1, 𝑣max )

(3.5a)

𝑣𝑛 (𝜏 + 1) = min(𝑣𝑛 (𝜏 ) + 1, 𝛿𝑛 (𝜏 ))

(3.5b)

𝑣𝑛 (𝜏 + 1) = max(𝑣𝑛 (𝜏 ) − 1, 0) with probability 𝑝

(3.5c)

𝑣𝑛 (𝜏 + 1) = 𝑥𝑛 (𝜏 ) + 𝑣(𝜏 )

(3.5d)

𝑣𝑛 (𝜏 + 1) = min(𝛿𝑛 , 𝛿𝑠 ) − 1 if min(𝛿𝑛 , 𝛿𝑠 ) ≤ 𝑣𝑛 (𝜏 )

(3.5e)

At a green signal, drivers have two options: if 𝛿𝑛 < 𝛿𝑠 then velocity 𝑣𝑛 is calculated as
𝑣𝑛 (𝜏 + 1) = 𝛿𝑛 − 1 (lead vehicle closer than the intersection; 𝛿𝑛 [𝜏 ] ≤ 𝑣𝑛 [𝜏 ]). 𝛿𝑛 ≥ 𝛿𝑠 , on the
other hand, results in a new velocity of 𝑣𝑛 (𝜏 + 1) = 𝛿𝑛 (𝜏 ) − 1 (if min[𝑣𝑛 , 𝛿𝑛 − 1] × 𝜏red > 𝛿𝑠 ).
𝜏red represents the number of time steps till the signal turns red. In combination, these rules
allow vehicles to keep approaching a red traffic signal until they reach the junction-adjacent cell.
Naturally, 𝑣 ̄ in horizontal and vertical directions only oscillates between zero and one in the BML
model, while the 2D NaSch TCA allows a broader range of velocities in the corresponding green
phases including decreased 𝑣 ̄ at larger 𝜌. The density associated with the highest flow decreases
proportionally with 𝑇 and the maximum throughput is a non-monotonic function of 𝑇 in the
free-flow regime. With higher densities and 𝑝 ≠ 0 the free-flow regime becomes unstable due to
spontaneous jams; global gridlocks cannot occur for 𝜌 < 1 and 𝑝 = 0 [462].
The first two-lane Manhattan-style layout was proposed in 2000 by Sakakibara et al. [463] who
extended the decorated cell concept from [461] with two-lane, uni-directional traffic to perform
numerical simulations and clarify the effect of obstacles on one lane (e.g. illegally parking cars).
In their concept, the number of decorated cells is 𝑠 = 5 and junctions consist of a 3 ℓ sub-lattice
where the upper right cell is restricted to only let vehicles leave the intersection, not enter it.
In the system with PBC, ↑ and → vehicles randomly change their directions with 𝛾 and 1 − 𝛾,
respectively. The authors report that jams build up much quicker if obstacles are placed close to
traffic signals than they would if obstacles were placed further away. With and without obstacles,
the phase transition’s character between the free-moving phase and the traffic-jam phase is of
1st -order [463].
Brockfeld et al. [464] studied the influence of traffic light regimes on Manhattan-grid topologies populated by vehicles following the NaSch rule set. With one minor modification – a vehicle
only enters an intersection if it does not block crossing traffic – the model is identical with the
one introduced in [462]. The new alteration prevents global gridlocks but does not notably change
other system dynamics. Analogue to [462], the traffic signal cycle time 𝑇 ≥ 2 and all signals
switch concurrently. Because all roads are of equal priority, allocating more green time to a subset
of roads is not expedient to higher flows: in the extreme case 𝑇 = ∞, one direction is completely
blocked, reducing the total horizontal/vertical flow to 50 %. For this reason, green and red phases
are usually allocated the same number of ticks. Starting with a minimal one-intersection lattice,
Brockfeld et al. iteratively expanded the network and applied different signalling strategies: synchronised (like BML I), green wave (synchronised switching with fixed offset delay times Δ𝑇𝑥,𝑦
in each direction) and green wave with randomised offsets. It is reported that the green wave
strategy leads to the highest global flow at free-flow conditions and very high densities but
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suffers from high flux oscillations. The authors recommend employing random offset delays Δ𝑇𝑖,𝑗
which completely suppress model-inherent oscillations and can lead to significantly higher global
flows with small values of 𝑇 [464].
The decorated cells concept proposed in [263], was enhanced by Shi et al. [465] who introduced
two non-blocking traffic rules. In rule A, vehicles are only allowed to enter a junction when
the intersection cell is vacant and its their respective turn to move. It shows, that cars easily
congregate which is expressed by measuring the space gaps and counting the frequency of space
gaps exceeding a threshold. While the same vehicle densities lead to approximately the same
average space gaps, their distribution differs significantly after running simulations with rule A
and rule B. The latter only allows vehicles to enter a junction if both conditions of rule A are
met plus the nearest road section in the cars travel direction is vacant too. Following these rules
breaks the self-organisation, reduces congestion phenomena of bands and clusters, linearises
the space gap distribution and transforms 𝑣(𝜌)
̄ into a 2nd -order transition. Carrying out the
simulations on squared grids with 𝐿 ∈ {16, 32, 64, 128, 256, 512} (isotropic driver populations)
revealed that 𝜌𝑐 is proportional to 𝐿 for rule B and inversely proportional for rule A [465].
The concluding paper in this section is by Fukui and Ishibashi [466] who attempted to clarify
phase transitions in the BML model and built a classification for two-dimensional TCA where a
single intersection and the BML models form the extreme cases. On a squared 𝐿 × 𝐿 chequerboard,
the authors defined the space without roads as blocks with dimensions of 𝑠 × 𝑠 (analogue to
decorated cells), so that the length of roads would be 𝐿 and the period of the intersections 𝑚.
Consequently, the number of roads in each direction 𝐿xy equals 𝐿/𝑚 for 𝑠 ≥ 2. With these
definitions in place, all (square) periodic lattices can be described through the ratios of box size to
periods of roads (𝑠/𝑚 = 𝑞) and number of roads to system size (𝑟 = 𝐿xy/𝐿). All variations from 𝑞 = 1
and 𝑟 = 0 (single intersection model) to 𝑞 = 0 and 𝑟 = 1 (BML) can then be described with one
parameter 𝑟. Based on this insight, Fukui and Ishibashi analysed phase transitions with varying 𝑟
and found a global jammed phase between the critical 𝜌𝑐 = 1/(1 + 𝑟) and the maximum density
𝜌max = 1 − 𝑟/2. The authors note that the constant-flow phase, predominant in the one-intersection
layout, vanishes at 𝑟 ≤ 1/2 when the intermediate clustering phase appears [466].

3.8.4

Free Topologies and Spatially Discrete Intersection Models

The outstanding execution speed of discrete, integer-based car-following models helped to
simulate whole cities and regions in the 1990s (Geneva [195, 467], Bogotá [468], North-Rhine
Westphalia [193]). As [48] had already pointed out, lattice-based models become increasingly
difficult to implement for different cell-sizes. Couclelis [261] therefore suggested to integrate
proximal space and the formalism of “geo-algebra, a mathematical expression of proximal space
which builds a bridge between GIS data and operation”. All these replications incorporated
real-world features which are casualties of simplification and comparability when running TCA
simulations on gridded chequerboard or Manhattan topologies. But while these free topologies
can be adapted to specific conditions, they are more practical applications than research tools
for analysing and comparing macroscopic flows. Advanced and improved discrete intersection
designs can nevertheless help to get more realistic results on chequerboard and Manhattan
topologies: the next paragraphs introduce some approaches to modelling spatially discrete
intersections and roundabouts. For certain ranges of 𝜌, self-organised roundabouts are potentially
useful as a basis for the advancement of interrupted traffic analysis.
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The highly efficient TCA model by Cremer and Ludwig [469] was introduced in 1986 and
was well ahead of its time feature-wise. The authors suggested employing O/D matrices or fixed
percentages of turning vehicles to model intersection traffic. When taking a right turn, cars
would be moved to special cells in front of pedestrian crossings or placed in a waiting position in
the junction’s centre when turning left (right-lane driving) [469]. A pragmatic implementation
of a discrete traffic intersection was proposed by Ruskin and Wang [470] who let vehicles move
with binary speed (𝑣 ∈ {0, 1}) while on the one-cell intersection. The centre cell’s dimensions
are variable and represent empirically observed mean speed. Outside the intersection, where
vehicle dynamics are more important than driver interactions, the authors chose ≈7 m cell-length
and deterministic NaSch movements with 𝑣max = 2 ≈50 km h−1 [470]. Comparisons of signalised
intersections and priority controlled major-minor approaches were carried out by Deo and
Ruskin [471] who used a gridded junction area of 2 × 2 ℓ. Two vehicle classes (passenger cars
7.5 m [1 ℓ], large vehicles 15 m [2 ℓ]) moving according to CA-184 rules with parallel updates
enable rich interactions. Additionally, vehicles from the minor stream can only enter the junction
if the required numbers of cells is available [471]. Vasic and Ruskin [472] studied conflicts and
deadlocks of heterogeneous traffic on multi-cell intersections of two-way single-lane roads and
focused on the different maximum velocities of cyclists and motorised traffic [472]. The extended
BML (EBML) model, is a spatially discrete traffic abstraction by Hu et al. [473] that can actually be
projected to arbitrary road topologies. Each cell can act as a bi-directional {1, 2, 3, 4}-lane overpass,
underground tunnel, road or obstacle. Intersections are represented using cells where an equal
number of 𝑖 ∈ {1, 2, 3, 4} lanes cross. Vehicles still move at discrete ticks but signalisation can be
operated individually and was optimised by using quantum particle swarm optimization (QPSO).
Vehicles advance with 1 cell per tick in all cardinal directions; corner cells of the (square) lattice operate with OBC. Despite higher cell capacities and ≈75 % non-obstacle cells, the EBML
gridlocked at 𝜌𝑐 = 0.18 𝑁 /𝐿2 for a model of Xudong (Wuhan province, China). This seems to be
an artefact of different cell capacities interfering; it significantly reduces when all sites have the
same number of lanes or when overpasses are introduced [473].
Another modelling trend in recent years was the development of discrete roundabout models.
Wang and Ruskin [474], for example, studied single-lane roundabout throughput with TCA and
found strong dependencies on topology, turning rates and driver behaviour. For the simulations,
driver behaviour in the form of gap acceptance was grouped into four classes and random arrival
rates were implemented as a Poisson process. All other variables constant, the authors found
that roundabout dimensions do not have a strong impact on its performance [474]. Developed
as a part of the ArchirotaTM software to simulate traffic in roundabouts, Campari et al. [475]
proposed perhaps the most simplistic entry rule: if the cell located in front of the entering
road is not occupied, a waiting vehicle is generated randomly and threshold-based to fill the
empty cell. Priority is given to vehicles already on the roundabout [475]. A streamlined brakelight TCA (NaSch with anticipation [476]) and a coupled-maps car-following model were utilized
by Fouladvand et al. [203] to investigate which conditions render a roundabout’s self-organising
control scheme inefficient. Their circulatory lane consists of 70 cells (5.6 m) and connects four
one-lane roads. The authors verified their TCA approach by re-performing simulations with an
Optimal Velocity Model implemented with coupled-maps [201] and found that the roundabout’s
circumference has significantly impacted queue length and delays. The arrival rates determine
critical demand at ≈550 vehicles/h [203]. Wang and Liu [477] decreased the cell size to 1 m, added
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multi-modal transport (cars, motorcycles, buses, etc.) and empirically validated average headways
of 1.5 s as well as velocities and gap acceptance following a (truncated) Gaussian distribution [477].
The first discrete multi-lane traffic circle was proposed by Wang and Ruskin [478] and featured a
new multi-stream minimum acceptable space acceptance criterion with four behavioural driver
categories (conservative, moderate, urgent, radical) to reflect heterogeneity and inconsistency
among drivers [478]. Chen et al. [479] modelled two-lane roundabouts as polygons to replicate
interactions on the circulatory lanes. The roundabout’s inner lane was divided into eight segments
while its outer lane is composed of four cells, each pointing towards one cardinal direction. CF
was once more implemented using NaSch rules with inner-lane having priority over the outer
lane and the outer lane having priority over traffic entering the roundabout [479]. Feng et al. [480]
compared multi-modal flows at a two-lane roundabout with four exits and a two-way unsignalised
intersection utilising pattern B from Wang and Ruskin [478] with the alteration that vehicles
about to enter, remain on the left lane when leaving on the first exit, on the right lane when
planning to leave on the third exit and on either lane when going straight through (left-lane
driving) [480].

3.9

Discussion and Future Research

In this chapter I traced the growth of the body of literature of time-discrete, lattice-based, interrupted traffic models and showed how more advanced concepts were introduced and the general
understanding of their phase transitions improved. Lattice-based traffic microsimulations with
discrete time are comparatively simple to implement and are amenable to numerical investigation.
The enabling similarity all introduced models share is their grid-based topology. It allows systematic and efficient (simulation) analyses on chequerboard lattices as well as Manhattan layouts
by using simplistic rules to represent microscopic driver interactions. Exploiting these advantages, two-dimensional traffic models and their respective phase transitions were systematically
researched for over two decades. The model that started this branch of research was proposed by
Biham, Middleton and Levine; it inspired numerous derivatives and modifications which were
proposed to improve upon the original model’s limitations. With the evolution of this fully discrete model class, macroscopic 𝑣-𝜌
̄ relationships were analysed from various angles, non-linear
transition phenomena could be explained better and symbolic solutions were developed. This is
of high importance for understanding and managing traffic flow in cities because the predicted
jamming behaviour on one-dimensional road sections differs from the phenomena exhibited by
urban road traffic with interrupted facilities. Despite the lack of commercially available TCA
simulators, the number of publications cited here vigorously demonstrates the research activity
in recent years.
The phase transitions described and summarised in this chapter clearly show differences
between the various 2D models themselves and their 1D equivalents without intersections.
While the models presented here, are too abstract to be exact representations of existing urban
road layouts and difficulties associated with measuring flows in road networks, empirically
observed Network Fundamental Diagrams exist. One widely cited publication uses aggregated
floating-car data from taxis in Yokohama (Japan) [481]. The 𝑣 − 𝜌 curve was found to be clearly
defined and slightly convex downward while 𝑄(𝜌) increases linearly before transitioning into a
downward concave shape with marginally more variability. The typical pinch effect and distinct
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hysteresis phenomena commonly observed in highway traffic FD, are missing. The MFD of a
road network in Toulouse (France) was compiled by Buisson and Ladier [482] who noticed a
correlation of MFD shape and network type: low variance curves were only observed when
arterial roads, motorways, ring roads, etc. were separated. Like a FD of uninterrupted facilities,
the ascending near-linear part in the 𝑄 − 𝜌 plot, exhibited only very low variance which then
increased for higher 𝜌. Another example for low fluctuations and the missing pinch effect in
the 𝑄 − 𝜌 plot were observed while simulating the main roads of four urban networks with
DYNASMART-P [483, 484]. None of the studies mentioned the discontinuities that were observed
so frequently in the models presented here and also the described phase transitions are only
vaguely representative.
The two most frequent reasons given by authors to motivate their proposed model variation
are either to improve an existing variant or answer fundamental questions about the jamming
process. Unfortunately, the suggested modifications to improve a previous model barely orient
on empirical MFD observations. Those are more difficult to obtain than fundamental diagrams of
one-directional road sections, but network measurements exist (e.g. for Yokohama, Toulouse
and Portland [481, 482, 485]). In other words, the existing body of literature does not answer the
principal question of whether the simulation results actually resemble real-world conditions.
While the plain chequerboard grid itself is too abstract, Manhattan layouts constitute the road
structure of numerous cities around the world and could be tested against empirical observations.
Another option is the comparison of results against microsimulations with higher fidelity on
the same abstract topology (i.e., spatially and temporally continuous models). A slightly less
important issue is the one-sided use of the MFD: most authors only visualise 𝑣 ̄ as a function
of 𝜌. The 𝑄 − 𝜌 and 𝑄 − 𝑣 ̄ diagrams which complement the 𝑣(𝜌)
̄ perspective are only occasionally
presented. This might be due to submission limitations in some journals but platforms to share
complementing images, results or source code (e.g. via github.com or figshare.com) are also
not used. This perceived incompleteness may have contributed to the situation that conflicting
simulation results are hard to find.
To maintain the importance of this fascinating field of research and support urban planning processes two steps are of utmost importance. First of all, proposed models should be
systematically implemented in a framework for gridded models. At their core the variants
and extensions presented here are simple and most work is repeated to measure aggregated
quantities and visualise results. The settings in such a framework could orient at the structure
presented here (signalisation, driver behaviour, update schemes) and parametrise these settings.
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The phase transitions could then be evaluated with machine learning algorithms to link driver
properties with topological features and signalisation. Even without this systematic approach,
most update algorithms produce the pinch effect known from empirical fundamental diagrams
(non-interrupted traffic). An example of this is shown in the rightmost subplot of Fig. 3.10; it is
much less pronounced for the parallel updates of the original BML model (Fig. 3.3).
This deviation of model predictions and empirical observations underlines the importance of
contextualising models. This will be supported by a shift towards more realistic topologies but
also replacing the excellent but dated NaSch car-following model with more recent approaches
to reflect the advancements in other traffic-related disciplines. Nevertheless, experimental and
empirical observations need to be compared more rigorously than is the case now. Then, efforts
can be made to transfer well-known behavioural concepts like Fuzzy Logic and Markov Chains
from one-intersection models to more complex road networks. These should be populated with a
bigger variety of road users like pedestrians, public transport and trucks to include the existing
heterogeneity in the systematic exploration of effects of other features on Manhattan layouts
(major-minor roads, origin-destination matrices, exclusive lanes and rule-based lane-changing
models). With more public data available, validating simulation results becomes easier and
will require the aforementioned advancements in modelling car-following, lane-changing and
route-choice behaviour. Fundamental changes to the gridded approach are unnecessary because
free topologies impede comparability and might introduce side effects. The Manhattan layout
is especially well suited to test the effects of Intelligent Transport Systems [123] and analyse
fundamental relationships. The development of highly efficient large-scale simulations of realworld networks is a goal on its own and would benefit from more realistic spatially discrete
intersection models with few parameters. Gridded topologies may also serve as a foundation to
investigate Braess’s paradox [486, 487] with higher-fidelity models than the TASEP [488].

CHAPTER

Simulating Intelligent Transport
Systems with Discrete Traffic Models on
Grid Topologies
Simplicity is the prerequisite for
reliability.

Edsger W. Dijkstra, How do we tell truths that might hurt?

As demonstrated in the previous chapter, PHM on gridded road networks have attracted
prolonged interest in the research community – particularly particle physicists and statisticians.
Besides the stark simplification, the lack of comprehensive software packages to simulate such
dynamical systems has certainly impeded their adoption among civil engineers and traffic planers.
For this reason, a major application for 2D PHM has been overlooked.
This chapter proposes the utilisation of gridded topologies and simple particle hopping
dynamics for simulating the effects of Intelligent Transport Systems. Because ITS are most
prevalent in densely populated urban areas, their potential gains need to be simulated with
medium to large road networks. Macroscopic models are not suitable for this task, because
communication between vehicles (V2V) or between vehicles and road infrastructure (V2I) require
the representation of individual vehicles. Because such simulations focus on the ITS features,
trajectorial coarseness is a minor issue.
The advantages on the other hand are convincing: the comparably small number of system
configurations allows exhaustive testing and enables reproducibility. Furthermore, neither expensive commercial software packages nor supercomputers are required to run the simulations
for large networks and the Manhattan layout also establishes comparability and standardises
simulation designs.
While being mostly a review of existing work, this chapter builds on the ideas developed in
Chapter 2 (”How to build microsimulations¿‘) and Chapter 3 (”Which models already exist¿‘). It
is the last chapter of its kind in this thesis and culminates the literature review Fig. 1.2.
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Simulating ITS on Gridded Topologies

4.1

Introduction

Predicting the impact of singular improvements on traffic flow is a reoccurring task in transport
engineering, but actual implementations and A/B comparisons are often infeasible due to the
associated costs. Exact analytical models, on the other hand, do not reproduce the randomness
of human behaviour. For these reasons, traffic simulations became the preferred tool to assess
the impact of ITS as well as other improvement activities. The predictions of such simulations
form the basis for making investments decisions and influence billions of traffic participants
on a daily basis. A comprehensive traffic simulation integrates several sub-models such as road
layout, intersection topology, car-following (CF), lane-changing (LC) and route-choice (RC),
encumbering the selection process for a specific simulation strategy. This holds especially true for
simulating ITS where various travel modes have to be modelled and where both high-fidelity on
short time scales as well as long-term accuracy over various congestion conditions are required.
In this chapter, the applicability and advantages of discrete CF and LC models on Manhattan
topologies as a technique to study the impact of ITS via computer simulation is shown. Despite
their numerous advantages – comparability, reproducing network effects, simple implementation, efficient execution and calibration – neither Manhattan topology nor microsimulation
concepts gained significant influence in the ITS research community. They have been researched
thoroughly and advanced significantly in the last two decades and are simple enough to be implemented with few lines of code. Due to this, they could potentially reduce research investments
and vendor lock-ins of commercial traffic simulators. ITS applications to focus attention on are
mainly in the realm of increasing network performance (flow, intersection throughput, etc.)
because discrete models are spasmodic in nature and handicap simulations of high-criticality
safety applications.
The remainder of this chapter is structured as follows: preceding the introductory paragraphs, discrete CF and LC models are introduced and how they can support ITS development
is discussed. Afterwards, the Manhattan topology, a road layout which enables reproducible
simulations of interrupted traffic flow, is presented before ITS applications and technologies are
showcased in Sec. 4.4. The findings are summarised in Sec. 4.5; this section also gives an outlook
to potential improvements of the proposed framework of modelling techniques and ITS-oriented
microsimulations.

4.2

Discrete traffic models: car-following and lane-changing

4.2.1

Advantages of discrete micro-simulations

Approaches to modelling vehicle movements are commonly categorised as macroscopic (traffic is a stream of vehicles whose evolution is described with equations from fluid dynamics),
mesoscopic (distributions of velocities, space gaps, headways, etc.) or microscopic (individual
representation vehicle trajectories). While the former two model classes have the advantage of
being computationally inexpensive and requiring only a few parameters for calibration, only
microscopic models can capture interactions between individual drivers/vehicles. For that reason,
microscopic models are the primary choice for simulating ITS, despite their disadvantages:
• Complexity: large number of parameters (not all directly observable) make calibration,
validation and verification complex and laborious.
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• Execution speed: sluggish performance on large networks.
• One-dimensional scope: no mathematical representation (ordinary differential equations
[ODEs]) for concurrent longitudinal and lateral dynamics, therefore separate models for
merging and lane-changing).
• Dependency on iterative methods to solve the differential equations (DE): simulation output does not remain the same when the numerical solver is changed, heavy
dependency on initial conditions.
• Implementation: high sensitivity to errors and variations of input demand (especially in
congested conditions).
The listed disadvantages only apply to continuous microsimulations; discrete traffic models
where vehicles jump on a lattice at distinct ticks (𝜏) in time (Fig. 4.1) are not affected, because
vehicle movements are not calculated with differential equations. One point of criticism is the
inaccuracies caused by spasmodic movements, but these level out when individual properties are
aggregated to macroscopic properties (vehicles per hour, number of delayed pedestrians, total
travel time, etc.). Furthermore, a higher fidelity model representation does not necessarily equate
to fewer model errors (more variables with different error levels which need to be calibrated).
In fact, experiments revealed that discrete car-following actually predicts spacing better than
continuous models [489]. In conditions with smaller macroscopic densities 𝜌, drivers adjust their
velocity freely leading to stochastic behaviour which reduces the utility of accurate predictions
of continuous microsimulations. Coarse models are not suitable for applications where the
representation of time and space is of high importance, e.g. near-field crash warnings or lateral
movements within one lane. Since these tasks only involve a few vehicles, the downsides of
simulating with DE carries less weight and continuous microsimulations are the tool of choice.
Of course, one could also utilise one of the several comprehensive solutions for modelling
road traffic (e.g. Aimsun or PTV VISSIM) but the complexity overhead that allows more realistic
trajectories is often unnecessary. As will be discussed in the following sections, not all ITSapplications are suitable to the coarse spatial resolution of TCA but in many cases exact speeds or
vehicle positions are not required and therefore do not benefit from the potentially higher fidelity
of fully continuous models. Instead, scalability to large systems, determinism, integration of other
road users, and the option for exhaustively testing all lattice configurations are advantages offered
by fully discrete models. Furthermore ITS also consider other means of transport and especially
pedestrian models are often fully discrete [212, 254, 256–258, 382, 490–497]. Advantage of TCA is
comparability of results: differential equations may produce very different outcomes depending
on the initial conditions, specific road layouts are more realistic but obstruct forecasts about the
general performance of ITS systems and the large number of parameters has led to a significant
body of research dealing with the calibration of microscopic traffic simulations [16, 498–502]. In
comparison to the combination of these issues, the loss in trajectory precision of TCA seems
negligible and is even further diminished considering the equalised precision for standing traffic. The comparability argument is further strengthened by empirical NFD which indicate that

Figure 4.1: 1D Traffic Cellular Automata; the circles represent vehicles, the number their velocity. All vehicles move
simultaneously at discrete time steps.
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the macroscopic behaviour is strongly coupled with the road layout. Such NFD were recorded
in Yokohama Geroliminis and Daganzo [481], Minneapolis Geroliminis and Sun [503], and
ShanghaiHuang et al. [504].
In summary, discrete models of road traffic – also referred to as Traffic Cellular Automata (TCA) – meet the requirements for simulating ITS: individual vehicle trajectories, multimodal traffic, proper reproduction of queuing patterns, models for lane-changing (incl. overtaking
and merging manoeuvres), and simplicity of simulation. Despite these features and advantages
over continuous approaches, TCA have not found their way into commercial software packages
and have only made a stance in academia. For this reason, commercial software support nor
industry experts are broadly available. Additionally, TCA lack precision at the level of individual
vehicles and results of CMS and TCA are not directly comparable. However, since even the
simplest TCA can reproduce macroscopic phenomena [95], this is not an obstacle. In fact, the
coarseness and limited state space enforced by the underlying lattice mean TCA may even be
used to exhaustively test all potential vehicle configurations (positions on the lattice) and thus
prove availability of specific services under all conditions.

4.2.2

Discrete car-following

The simplest discrete CF concept is a descendant of the two-dimensional Cellular Spaces developed
by von Neumann [240] and Ulam [241] in the 1970s. These dynamical systems operate on a
lattice or grid which consist of individual cells. Their one-dimensional equivalent consists of one
rule: if the cell (ℓ) ahead is empty, move there; if not, remain in your current cell. Now commonly
referred to as CA-184 or 1D Cellular Automaton, this simple exclusion principle reproduces the
fundamental diagram of traffic [69] and can be extended with modified update schemes [50],
lane-changing [505] and interrupted traffic [70]. Despite these features, CA-184 is to coarse for
reproducing the driving behaviour of individual vehicles properly and was therefore ousted
by the Nagel-Schreckenberg model (NaSch) [38]. The basic functionality of this TCA inspired
numerous modifications and extensions; its rules for all vehicles in the simulation are given
below:

𝑣𝑛 (𝑡 + 1) = min(𝑣𝑛 (𝑡) + 1, 𝑣max )

(4.1a)

𝑣𝑛 (𝑡 + 1) = min(𝑣𝑛 (𝑡) + 1, 𝑔𝑛 (𝑡))

(4.1b)

𝑣𝑛 (𝑡 + 1) = max(𝑣𝑛 (𝑡) − 1, 0) with probability 𝑝

(4.1c)

𝑥𝑛 (𝑡 + 1) = 𝑥𝑛 (𝑡) + 𝑣(𝑡)

(4.1d)

The variables 𝑣max and 𝑝 denote the maximum allowed velocity and the probability for a
random deceleration respectively, while 𝑣 is the velocity of vehicle 𝑛 and 𝑔𝑛 stands for its space
gap to the leading vehicle. Eq. 4.1a and eq. 4.1b thus translate to if 𝑣max is not yet reached and the
distance to the leading vehicle larger or equal to the space gap, increase 𝑣 by 1 ℓ/𝜏. It also means, that
vehicle 𝑛 can come to an immediate halt in case an obstacle appears on the road. The stochastic
deceleration behaviour (dawdling) is governed by eq. 4.1c: vehicles decelerate by 1 ℓ/𝜏 with a
probability of 𝑝. Finally, equation eq. 4.1d carries out the actual movement by updating the
vehicle position 𝑥𝑛 . For the vast majority of TCA, the rules are calculated for all vehicles in
parallel. With a cell size of 7.5 m (average space a vehicle occupies in a traffic jam) and a tick
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length of 1 s (total reaction time), the NaSch model adapts to real-world conditions and can be
calibrated via the randomisation probability 𝑝.
In the last few decades more CF TCA were developed; some with completely novel ideas
and many resting on behavioural research results and continuous microsimulations. Nagel and
Herrmann [224] experimented with cell sizes approaching 0, Benjamin et al. [190] introduced
slow-to-start randomisation (lack of attention, trouble starting the engine) to reproduce the slow
disintegration of traffic jams and Emmerich and Rank [506] developed a discrete version of the
Optimal Velocity Model [162] and combined it with a matrix of velocities and corresponding space
gaps to enable realistic deceleration behaviour. Helbing and Schreckenberg [507] introduced
multi-cell TCA (multi-modal transport: different vehicle classes are defined by the number of
cells they span) and weighted averages to determine 𝑣 in the next time step, Brilon and Wu [192]
used a time headway approach for evaluating the distance to the leading vehicle and termed it
TOCA (Time-Oriented CA), Knospe et al. [508] equipped drivers with anticipation and Kerner
et al. [194] built a TCA to reproduce three-phase traffic flow. Today, many TCA models exist, but
they all share simplicity, a small number of parameters and fast execution times.

4.2.3

Discrete lane-changing

While continuous microsimulations have to synchronise separately, operating LC and CF submodels, lattices and time steps simplifies integrating the two by halving each update-step.
Whether a lane-change is desirable and safe is evaluated in the first sub-step and if both criteria
are met, the vehicle is (virtually) moved to the other lane. In the second sub-step the vehicle’s
longitudinal movement is calculated and carried out (car-following). By applying different criteria
for the direction of the lane-change, asymmetric rules (as required in some jurisdictions) can be
implemented.
The very first two-lane TCA was proposed only shortly after traffic microsimulations emerged
and its lane-changing behaviour was based on stimuli from the following, not the leading
vehicle [367]. Cremer and Ludwig [469] later implemented binary-operation lane-changing,
Nagatani [251] experimented with phase transitions and blocked lanes of traffic and Rickert
et al. [61] developed a model based on single-lane NaSch rules. Wagner et al. [509] presented a
variable security constraint which determines how much a driver is willing to let following traffic
decelerate when changing lanes and Chowdhury et al. [510] proposed a two-lane model with
different 𝑣max to mimic slower road users. Further efforts covered improving passing rules [511],
bi-directional traffic [512], accident-free LC algorithms with optimistic and pessimistic human
situation assessment [513] and drivers honking at the leading vehicle if they are hindered and
the other lane is free [514]. Ding et al. [515] argued that not only front and back space gaps
should determine the safety of a LC decision, but a dedicated region including all adjacent lanes.
The last two-lane TCA in this list was proposed by Knospe et al. [516] who let drivers anticipate
actions on multiple lanes based on the brake light status. The latter model marks a milestone:
it does not exhibit periodic ping-pong lane-changes at low vehicle densities (𝜌 ≈ 50 %) but can
reproduce lane usage inversion (drivers are afraid to be stuck behind a slow vehicle and thus
stay on the overtaking lane). At the local level, this model is still simple, yet it already employs
seven parameters and requires the same number of variables to describe a vehicle’s movements.
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4.3

Topologies for simulating ITS

4.3.1

Historical development of grid-based traffic models

CF and LC models can predict the jamming transition from free-flow (small 𝜌) to jam (large 𝜌) on
single- and multi-lane road sections respectively. On interrupted facilities however, this transition
function is not only dependent on 𝜌, but also on system size, intersection designs, distances
between intersections, priority control and the combination of these factors. The jamming process
on interrupted road networks is therefore functionally different to the one-dimensional case.
To investigate these phase transitions systematically, chequerboard topologies (each cell
represents one intersection) can be employed. Two driver populations take turns in moving
either up or rightwards. The basic concepts and prototypical developments were published by
Biham et al. [70] in 1992. The proposed model fostered research for more than two decades and is
now referred to as the BML model. Many chequerboard traffic models were introduced in recent
years, but while these BML model variations formed the understanding of two-dimensional
traffic behaviour and helped formulate analytical relations, their abstraction level – vehicles can
only move in two directions with, 1 ℓ/𝜏, no road sections – is too high, to be of practical use in
the field of ITS simulation.
Options to better mimic the interrupted traffic of the real world are free topologies, where the
road layout projects existing networks with curves. Such topologies ensure complete flexibility
and were used (among others) to simulate road networks in Geneva [195, 467], Bogotá [468] and
the federal state of North-Rhine Westphalia [193]. These publications exemplify how the execution
speed of fully discrete TCA can be used to model large traffic networks. A major downside of free
topologies is that the number of variables to be selected, calibrated and validated grows much
faster than the systemic performance to capture real-world driving conditions. Furthermore,
the non-linear nature of traffic flow impedes comparability of results, even for slight variations
in the initial conditions. Because concordance of simulation results is a major concern when
modelling ITS, Sec. 4.3.2 will focus on Manhattan road layouts as the most suitable approach for
modelling interrupted traffic and ITS.

4.3.2

The Manhattan layout

The term Manhattan layout was coined in the Commissioner’s Plan of 1811, when Manhattan
Island in New York City was developed as the first area following this planning pattern [460].
Blocks of houses and grids of roads (Fig. 4.2) were adopted widely as population densities grew
due to urbanisation processes in the 19th and 20th centuries. Ellickson [517] argues that the
Manhattan grid might actually be the most efficient way for laying out a densely built-up city
centre. Besides its popularity among city planners and its high inherent resource utilisation,
more reasons indicate its usefulness for simulating road networks:
• traffic problems are often most critical in densely populated areas which are commonly
laid out as a grid
• high population density amplifies periodic activities and thus causes rush hours
• areas meeting these criteria offer the biggest lever to increase vehicle throughput and
reduce the total travel time
• block size is mainly between 120 m to 200 m (walk-ability requirement)

Topologies for simulating ITS

97

• vastly simplified route-choice algorithms compared to free topologies
• coherent applicability of discrete CF and LC concepts
• squared periodic lattices can be described with one parameter [466], heavily enhancing
comparability and reproducibility of ITS simulations
The blend of gridded road layouts and discrete traffic models is not new. Chopard et al. [262]
combined these concepts in 1996 by setting up a grid of four-arm intersections and bi-directional
roads which were populated by vehicles following CA-184 rules. The junctions were implemented
as four-field rotaries on which vehicles travel either counter-clockwise or exit directly towards
their pre-determined direction one tick after entering the junction (Fig. 4.2). Road sections
between junctions are often chosen to be equal in vertical and horizontal directions.
The concept of decorated cells – sections of roads inserted between the junctions of a chequerboard topology geometry – was proposed by Horiguchi and Sakakibara [263]. Each decorated
cell can accommodate exactly one vehicle, roads are unidirectional and vehicles follow CA-184
rules. Due to one vehicle population moving left with probability 0 ≤ 𝛾 ≤ 1/2 and the other’s
chance to move upwards being 1 − 𝛾, the model is inherently stochastic. The authors used the
described setup to experiment with randomly and synchronously switched traffic signals.
To compare 2D NaSch and BML phase transitions, Chowdhury and Schadschneider [462]
combined NaSch car-following rules (eq. 4.1a (acceleration), eq. 4.1c (randomisation) and eq. 4.1d
(movement)) with a Manhattan geometry. The deceleration process was accommodated to include
stopping at intersections by extending equation eq. 4.1c with a new variable 𝑑𝑠 (distance to the
junction). Approaching a red signal, 𝑣𝑛 (𝑡 + 1) = min(𝑔𝑛 , 𝑑𝑠 ) − 1 if min(𝑔𝑛 , 𝑑𝑠 ) ≤ 𝑣𝑛 (𝑡) is applied
while a green light requires a decision: for 𝑔𝑛 < 𝑑𝑠 the velocity is calculated as 𝑣𝑛 (𝑡 + 1) = 𝑔𝑛 − 1 (if
the leader is hindering, not the traffic light 𝑔𝑛 (𝑡) ≤ 𝑣𝑛 (𝑡)) while 𝑔𝑛 ≥ 𝑑𝑠 results in a new velocity
of 𝑣𝑛 (𝑡 + 1) = 𝑔𝑛 (𝑡) − 1 (if min(𝑣𝑛 , 𝑔𝑛 − 1) × 𝜏𝑅 > 𝑠𝑛 . The number of time steps until the signal turns
red is represented by the variable 𝜏𝑅 .
Sakakibara et al. [463] extended the ideas of Horiguchi and Sakakibara [461] with two-lane,
unidirectional traffic aiming to clarify the effect of obstacles on one lane (e.g. illegally parking
cars). To simplify simulations, they fixed the number of decorative cells as 𝑠 = 5 and designed
the intersections to consist of a three-cell sub-lattice with a missing upper right cell. On this
missing cell, cars cannot enter a junction; only leave.
Brockfeld et al. [464] modified the concepts of Chowdhury and Schadschneider [462] and
allowed drivers to only enter an intersection if they were able to leave it again. This adaptation
does not alter the system dynamics notably but prevents global gridlocks which occur regularly

Figure 4.2: Exemplary Manhattan road topology with a rotary-style intersection design as proposed by Chopard et al. [262].
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at high 𝜌 with the original model. The authors evaluated signalling strategies (all non-ITS) of
synchronized switching, green wave (synchronised switching with fixed offset delay times 𝑇𝑥,𝑦 in
each direction) and green wave with randomised offsets. In their simulations, the green wave
strategy leads to the highest global flow in high-density and free-flow conditions but also creates
enormous flux oscillations. Applying random offset delays 𝑇𝑖,𝑗 suppresses oscillations and leads
to increased global flows at short cycle times.
An analytic description of 2D grid models was developed by Fukui and Ishibashi [466] who
parametrised topologies from single intersections to the Manhattan grid, making BML and
decorated-cell models intermediate cases. The basic concept is a squared chequerboard of 𝐿 × 𝐿
cells, where areas not covered by roads are defined as blocks of 𝑠 × 𝑠 sites. A full-length road
covers 𝐿 sites while the intersection periodicity 𝑚 (and consequently the number of roads in
each direction 𝐿xy ) equals 𝐿/𝑚 for 𝑠 ≥ 2. The ratios of box size to periods of roads (𝑠/𝑚 = 𝑞) and
number of roads to system size (𝐿xy /𝐿 = 𝑟) are then sufficient to describe all variations from 𝑞 = 1
and 𝑟 = 0 (single intersection model) to 𝑞 = 0 and 𝑟 = 1 (BML) with the parameter 𝑟.

4.3.3

Intersection modelling for discrete traffic

Isolated intersection models may not be able to replicate network effects originating from close
proximity of junctions, but access to observational data is often easier and they can be used
in Manhattan topologies to scale up system sizes. While the roundabout models introduced in
subsequent paragraphs are not directly compatible with ITS at intersections, the combination of
sensors and virtual traffic signals can be easily simulated with them.
Perhaps the most obvious discrete intersection design was suggested by Chopard et al. [262]
who equipped the intersection centre with a four-field rotary on which vehicles travel counterclockwise until they can leave. Drivers are free to use any exit and cars on the intersection have
priority over outside traffic. Studying single-lane roundabout throughput, Wang and Ruskin [474]
reported that driver behaviour (gap acceptance) had a higher influence on roundabout performance than its dimensions. Fouladvand et al. [203] investigated the traffic conditions which
render a roundabout’s self-organising control scheme inefficient by contrasting a streamlined
brake-light TCA (NaSch with anticipation [476]) and a coupled-maps car-following model on a
70-cell circulatory lane. Unlike Wang and Ruskin, they state the roundabout’s circumference
has an impact on queue lengths and thus delay. A critical demand is reached at ≈ 500 vehicles/h.
Wang and Liu [477] used smaller cells (1 m), implemented multi-modal transport and used empirically validated distributions of headway, velocity and gap acceptance. Wang and Ruskin [478]
developed the first discrete multi-lane roundabout. To reflect driver heterogeneity, they employed
a multi-stream minimum acceptable space space gap criterion and four behavioural categories
(“conservative”, “moderate”, “urgent”, “radical”). In another two-lane roundabout model, Chen
et al. [479] imitated the circulatory lanes through polygons of eight (inner lane, closed loop) and
four (outer lane, interrupted by roads) segments. Cremer and Ludwig [469] developed the first
(and frequently overlooked) complex lattice-based traffic model. They proposed moving cars to
virtual cells in front of pedestrian crossings or the intersection centre when turning right or left
respectively. Ruskin and Wang [470] let vehicles move with binary speed over a variable-size
one-cell intersection; cell dimensions are defined by the empirically observed average speed in
each direction. Road cells can then be operated with one of the car-following models introduced
in section Discrete car-following. Two more multi-cell intersection abstractions where employed
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by Deo and Ruskin [471] and Vasic and Ruskin [472], respectively; they experimented with
signal cycles and phases, heterogeneous traffic on two-way single-lane roads as well as trajectory
conflicts and system deadlocks.

4.4

ITS applications and services

As part of the European ITS initiative, Giannopoulos et al. [518] identified eight major ITS
categories. This section introduces them briefly and discusses how their impact on traffic flow
can be modelled efficiently with discrete models on Manhattan topologies.
Providing continuous and reliable travel and traffic data and information of relevance to all
modes and networks is the purpose of Traffic and Travel Information ITS. Possible use cases
for a grid-based model are simulating blocked lanes and evaluating the predicted travel times
for different modes of transport. Furthermore, minimum penetration depths of travel prediction
technologies (inductance loops, WiFi/Bluetooth sensing, floating car on-board units, etc.) can be
rigorously evaluated.
Traffic and Public Transport Management aims at improving traffic management in urban
and inter-urban transport networks. The majority of its applications like intersection control (i.e.
optimising signal cycle lengths and enabling green waves), intelligent lane control and priority
for specific vehicle types are very well-suited to be run on Manhattan topologies.
Navigation Services require a way to determine the vehicle’s current position (e.g. GPS,
Galileo or GLONASS) and open (e.g. www.openstreetmap.org) or commercial (e.g. maps.here.com)
maps. Both, localisation technology and maps, are now cheaply accessible and widespread in
smartphones. When coupled and enhanced with real-time traffic data, various techniques to
improve traffic flow and bypass jammed areas emerge. Comparative statistics of variably sized
vehicle populations equipped with navigation services combined with origin/destination matrices
can reveal the impact of jam avoidance strategies. Also, different route-choice algorithms can be
exhaustively tested on gridded topologies to expose systemic flaws.
Smart Ticketing and Pricing describes dynamically adjusted charges for using public
transport, toll roads or parking based on specific criteria (higher tolls during rush hours [congestion pricing], lower parking fees on weekends, or charges for vehicles with high CO2 emissions
during high air-pollution periods). With the standardised topologies introduced in Sec. 4.3, these
applications could be tested easily by modifying turning probabilities or by introducing a new
pricing variable which is evaluated every tick before moving vehicles.
Giving drivers information and preventing accidents or mitigating associated consequences
is the core of Transport Safety and Security ITS. While microsimulations can be parametrised
to allow virtual accidents, crashes are statistically rare and often influenced by environmental
conditions not covered in traffic models. Furthermore, the respective ITS are focused on in-vehicle
safety functions and assisted driving which renders discrete models unsuitable for this task.
To make better decisions by gathering, storing, analysing and providing access to cargo data is
the goal of Freight Transport and Logistics. Multi-modal traffic simulations can replicate the
impact of these ITS for urban freight transport deliveries (e.g. coordination and consolidation of
shippers), heavy goods vehicles routing, intelligent pricing and route pre-planning.
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Intelligent Mobility and Co-Modality Services refer to the provision of well-analysed
information based on real-time data for the effective and sustainable planning and execution of
trip-making and managing their demands. Co-modality here denotes the cooperation between
modes of transport in order to enable optimal trips under different restrictions (shortest time,
lowest cost, most fuel-efficient, etc.). With sufficiently large networks (Manhattan as well as free
topologies are practical) and a variety of modes (multi-cell approaches), it is a paradigm example
for a high-investment and uncertainty-laden field of ITS simulation.
The last ITS sub-group is Environmental and Energy Efficiency and it partly combines
the goals of its seven predecessors: reducing the number and duration of traffic jams, increasing
flow, improving routes and decreasing delays caused by accidents helps to improve energy
efficiency and thus the environment. Battery-driven mobility also falls into this category (managing charging points, monitor fleets, provision of payment interfaces). TCA can be executed
magnitudes faster than real-time on modern computers and thus multiple simulation runs with
varying parameters for battery ranges, bus travel times, percentage of trucks and autonomous
vehicles etc. can be performed to find variances and confidence intervals for different scenarios.

4.5

Conclusion

In this chapter the pre-eminent applicability of discrete microscopic traffic models as a foundation
for simulating ITS was outlined. Their major advantages stem from relieving problematic side
effects of differential equations used in fully continuous microsimulations. To that end, starting
points for literature searches from all relevant sub-models (car-following, lane-changing, topologies) are provided by citing and explaining the landmark research. Topology-wise, the focus was
on the ubiquitous Manhattan layout and different options to implement discrete intersections.
Sec. 4.4 demonstrated that ITS, as classified for European Union strategic developments, can be
simulated efficiently with fully discrete models. Except for the Transport Safety and Security ITS
use case which requires finer spatial and temporal resolutions than TCA offer, discrete models
can be employed in all scenarios.
While the simplicity and applicability for simulating ITS on urban interrupted facilities
hopefully appeals to ITS practitioners and researchers, simulation options are extremely limited.
Not only are comprehensive commercial or Open Source software packages non-existent, but even
existing academic approaches only cover specific features. While an implementation from scratch
would provide maximum flexibility in choosing sub-models and defining reporting formats, it is
certainly labour-intensive. Another option is the modification of SUMO (Simulation of Urban
Mobility). Because it is licensed under the EPL-2.0 and exclusively builds on open source libraries,
(partly) discrete CF models can be added to the existing variants. Using the tools of the suite, it is
also possible to define, O/D matrices and the respective layouts. Due to the continuous nature of
the topology, the underlying models for vehicular movements will inevitably be more complex
than the discrete variants discussed here. For this reason, TCA topologies should be developed
further. The biggest gaps are related in the modelling of lattice-based intersections with multiple
lanes, turning traffic and advanced signalisation. Publishing geometric and microsimulation
parameters will help the ITS research community to reproduce experiments and verify results.
Reproducibility is an issue in many disciplines, but with the tools introduced here, powerful
options exist to significantly improve this situation in the field of ITS.

CHAPTER

Modelling Particle Hopping Models for
Road Traffic with Timed Automata
I am always amazed how much a
certain facility with a special and
apparently narrow technique can
accomplish.

Stanislav Ulam, Harvard Years

At their core, the previous three chapters collected and categorised existing microscopic
models (Fig. 1.2). This is a solid starting point for developing a new model because research gaps
(Chapter 2), existing models (Chapter 3), and applications (Chapter 4) are already covered in
greater depth than it would have been possible in one chapter alone.
The to-be-developed model is spatially discrete, movements are driven and follow the simple
exclusion principle. Different from all existing models, this chapter introduces the TA formalism
to trigger movements. Currently, positions of simulated entities in a PHM are updated at distinct
moments by random selection, sequential iteration or in parallel. The TA-based hopping mechanism generalises the existing approaches and enables the formulation of temporal boundaries
to guide the hopping process. Furthermore, additional factors can be included so that driver
behaviour can be finely adjusted.
To demonstrate the general applicability, this chapter develops two time-continuous TAPHMs for traffic applications on one-dimensional lattices and two-dimensional chequerboard
topologies. Both models are equipped with several stochastic components which influence critical
densities and transition progressions. It will be shown that the proposed models can emulate
almost all discrete update schemes at the level of individual movements and reproduce all major
macroscopic free-flow to jamming progressions.
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TA-triggered Updates for PHM

5.1

Introduction

Road traffic plays a major role in developed societies but congestion has become a hindrance for
economic growth, efficient infrastructure usage and reduction in CO2 emissions [519]. Transportation and traffic modelling have become increasingly important to mitigate these problems
and understand the jamming behaviour. To simulate vehicles and road participants, numerous
approaches, with varying degrees of complexity and fidelity, have been developed over time. The
simplest model class consists of the spatially and temporally discrete Interacting Particle Systems
(IPS), Simple Exclusion Processes (SEP) and Particle Hopping Models (PHM) which simulate
dynamic systems by letting entities hop from site-to-site on a lattice with certain probabilities.
PHMs, SEPs and IPSs share the abstract representations of self-driven particles and have achieved
paradigm status in many scientific disciplines: not only as prototypes, but because their minimalism enables analytic descriptions while abstraction inaccuracies even out on macroscopic
scales where reasonable predictions are achieved [29, 95]. These hopping models usually follow
a hardcore exclusion principle (maximum one particle per cell) and are applied to replicate road
traffic [79, 520, 521], molecular motor proteins [522], growth processes [523] and other dynamic
systems. Centred around human behaviour, PHMs were extended with driver-specific properties
and higher speed levels under the name Traffic Cellular Automata (TCA) [46]. The terms PHM,
SEP and IPS are not unambiguously distinguishable; they are used interchangeably here.
Fig. 5.1 exemplarily depicts such a particle hopping process: each time step (tick, 𝜏) vehicles
are selected in a particular order to attempt a movement into the adjacent cell in driving direction.
Depending on the update scheme, different dynamics evolve: in the depicted parallel update
scheme car 𝑛 + 1 cannot move although car 𝑛 + 2 is guaranteed to free its target cell. If vehicle
positions were updated in descending order or in a randomised fashion, this kind of blockage
would be weakened or simply not occur.
𝜏 +1

tick

car

𝑛

𝜏 +1 𝜏 +1

𝑛+1 𝑛+2

Figure 5.1: Parallel updates of vehicles on a one-dimensional lattice. Vehicle 𝑛 + 1 will be at the same position at 𝜏 + 1
although vehicle 𝑛 + 2 is guaranteed to have moved.

Update schemes are a tool for working in discrete time; temporally continuous approaches
allow finer control of the hopping probabilities to mimic vehicular traffic or other dynamical
processes. Timed Automata (TA) are a widely used tool to model timing constraints; they are
finite automata extended with real-valued clocks progressing with identical speed [177]. Fig. 5.2
depicts one example TA PHM implementation: while time progresses, the clock 𝑐 eventually
exceeds the (unit-less) time 1 and the automaton 𝒜 instantaneously moves from its current
cell 𝒜ℓ to 𝒜ℓ+1 if the target cell is unoccupied. If 𝒜ℓ+1 is blocked, 𝒜 remains stationary. In both
cases, the clock is reset (𝑐 = 0) and the process restarts. A Finite State Machine (FSM) for this
model could be implemented with only two states but then would have to rely on an external
trigger.
The PHM described by Fig. 5.1 and Fig. 5.2 only applies to vehicles moving in one dimension
but can be modified to fit two-dimensional topologies for modelling interrupted facilities. To that

Introduction

103

𝑐=0

start

wait
𝑐<1

𝑐=0

stay
𝒜ℓ = 𝒜ℓ+1

stay
𝒜ℓ = 𝒜ℓ

𝒜ℓ+1 = 
𝑐≥1
𝒜ℓ+1 = 
𝑐≥1

Figure 5.2: Particle hopping process implemented as TA.

end, the lattice comprised of 𝐿 cells is replaced by a chequerboard with dimensions 𝐿𝑥 × 𝐿𝑦 and
two driver populations moving either up (↑) or right (→) take turns in attempting movements.
An example configuration is shown in Fig. 5.3; vehicles leaving the chequerboard on one side reappear on the other (periodic boundary conditions). The chequerboard dimensions are 𝐿𝑥 = 15 ℓ and
𝐿𝑦 = 8 ℓ with a density 𝜌 = 0.4. In discrete time this system is known as a BML model (developed
by Biham, Middleton and Levine [70]); a temporally continuous variant does not exist yet.
This chapter develops a time-continuous approach to updating vehicle positions. It is based
on the TA concept which has not been applied in a traffic context before. TA simplify the
formulation of fine-grained and flexible rules to maintain the stochasticity of real-world traffic and
combine them with the simplistic PHM car-following (CF) approach. The combination of spatial
discreteness and temporal continuity results in a formally describable model with flexible timing
constraints to manage the hopping process. Two continuous-time variants with complex temporal
sequences in one and two dimensions are introduced. Both models implement hardcore exclusion
and exhibit parametrised phase transitions. The one-dimensional variant operates on a ring
topology with periodic boundary conditions whereas the two-dimensional model is closely related
to the archetypical chequerboard model with signalised intersections. Fundamental diagrams
of both TA models are evaluated and compared with the predictions of their time-discrete
counterparts. It is shown that the two-dimensional variant reproduces all major macroscopic
phase transitions.
Following this introduction, Section 5.2 leads through the relevant literature: fully discrete
CF processes in one and two dimensions, existing update mechanisms for temporally-discrete
dynamical systems and construction of TA. In Section 5.3 the proposed implementation is
described along with a brief summary of the random distributions from which hopping times
are drawn. Section 5.4 outlines the macroscopic behaviour of a simple exclusion process in
which vehicle positions are refreshed after semi-random times. This so-called Waiting Time
Update (WTU) can be seen as a predecessor to the time-continuous model developed in Section 5.5.

Figure 5.3: Example configuration of a BML model: two driver populations take turns in moving up or right.

104

TA-triggered Updates for PHM

The chapter concludes with Section 5.6 which summarises the findings and gives an outlook for
future developments.

5.2
5.2.1

Literature Review
CF PHMs on Lattices and Chequerboards

CF is mainly a response to the actions of the lead vehicle and exclusively describes the longitudinal dynamics of the follower. If car 𝑛 and lead vehicle 𝑛 + 1 are within some spatial or
temporal distance (space gap or headway), a link (the driving relation) is established [160]. As
evident from the large number of CF models, numerous options for selecting and balancing input
stimuli, reaction times, computational efficiency and model fidelity exist. The aforementioned
driven PHM likely constitutes the simplest approach by just moving forward one cell on a lattice
on the condition that the target cell is empty. If the target cell is already occupied the vehicle
remains at their current position until the next tick 𝜏. One example of such a process is the
one-dimensional CA-184, named after its binary rule number in Wolfram’s classification of
Elementary Cellular Automata ECA [185]. Particles (active cells) in CA-184 are updated in parallel,
while the Totally Asynchronous Simple Exclusion Process (TASEP) creates different dynamics by
updating particle positions completely randomly. TASEP became the default stochastic model
for transport phenomena but is also used to simulate particle physics, granular flows and molecular transport [213, 285, 307, 524, 525]. Its high abstraction levels and simplicity have inspired
numerous adaptations like surrounding lattices [292, 293], different vehicle interactions with
soft-exclusion [208, 210, 309], multiple species [207, 296–298] and various update schemes [50].
The prototypical two-dimensional TASEP equivalent was developed by Biham, Middleton
and Levine [70] (BML model). On a chequerboard-like topology, two species of drivers take
alternating turns to move either right (→) or up (↑) if the adjacent cell in their target direction
is unoccupied. In this abstraction, each cell on the chequerboard is an intersection – roads do
not exist. Like in CA-184, time is discretised and vehicles are only allowed to move at regularly
spaced ticks for one cell ℓ at most (maximum speed 𝑣max = 1ℓ/𝜏). A notion of traffic control is
incorporated by letting up- and right-moving vehicles attempt movements at even and odd 𝜏,
respectively. Because the BML model itself is spatially and temporally coarse, its algorithmic
implementation can be highly efficient even for relatively large topologies with thousands
of vehicles. Besides exhibiting a free-flow to congestion transition which differs significantly
from the ones shown in Fig. 5.4, many self-organising phenomena were observed. Since the
BML model’s conception, many extensions and modifications have been proposed: extended
phases for signalisation [71, 72, 376], turning drivers [79, 80, 386], stochastic and cooperative
driver behaviour [389, 395, 396] and various chequerboard modifications [407, 409, 412, 415].
All aforementioned models are characterised by short-range interactions, i.e. drivers only
react to information or even interact with others close to their own position. TCA are also fully
discrete but incorporate higher speeds and human factors to allow longer range interactions [46].
Their roots are the Cellular Automata devised by von Neumann [240] and Ulam [241] which
gained popularity after Wolfram’s [185] fundamental classification was published. Many PHMs
are based on a hardcore exclusion principle but multi-occupation approaches like the Zero-Range
Process [308, 309] and Burgers’ Cellular Automaton [272, 526], also exist. They can reproduce
multi-lane traffic without explicitly formulated lane-changing rules.
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Microscopic Cause and Macroscopic Effects

At an aggregated level, individual trajectories are not distinguishable but averaged properties
of the vehicle stream can be captured by the Fundamental Diagram (FD). It describes the relationships between speed 𝑣,̄ flow 𝑄 and density 𝜌 for vehicles travelling on a section of road. For
describing macroscopic properties of interconnected roads and topologies instead of isolated
road sections, the terms Network Fundamental Diagram (NFD) and Macroscopic Fundamental
Diagram (MFD) have been adopted. The general concept was conceived over 80 years ago and
numerous CF models were developed to replicate its evolution [69]. While the MFD’s general
features are well-understood for uninterrupted traffic, interrupted facilities pose more difficulties
regarding observability and the number of model parameters. Biham et al. [70] eliminated these
complexities and replaced the roads with a chequerboard of intersections. Combined with simple
PHM CF, they created a intensely studied and modified paradigm model. But while PHM-based
models can replicate some real-world phenomena surprisingly well, the resulting MFD shapes
are rigid and 𝑣 ̄ as a function of 𝜌 fluctuates only a little. As Fig. 5.4 shows for PHM on a lattice
(𝐿 = 100 ℓ and 𝑣max = 1 ℓ/𝜏) with periodic boundary conditions, the update scheme defines the
macroscopic system dynamics. All six pictured schemes depict an inversely proportional relationship between 𝑣 ̄ and 𝜌. Whether clear transition points are identifiable, how much variation
between the 25 runs for each 𝜌 with different initial conditions exists and to which degree of
linearity 𝑣 ̄ decreases depends on the update process. The plots of Fig. 5.4 were generated by
measuring 𝑣 ̄ for each run over 2500 𝜏 and plotting the result as a dark grey circle. The mean
over all simulation runs are indicated by a red line. Since the underlying hardcore exclusion
and unidirectional hopping behaviour is equivalent for all six subplots of Fig. 5.4, the update
processes are responsible for the different macroscopic behaviours.

5.2.3

Update Schemes

Digital computers are by their very definition discrete in time and their representation of values.
For this reason, all computer simulations work with discrete values, albeit usually at a level where
the difference between continuous and discrete values does not impact results. In spatially and

Figure 5.4: Phase transitions of 𝑣 ̄ as function of 𝜌 for six different update schemes.
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temporally continuous traffic microsimulations, differential equations are (numerically) solved
at fixed rates to reduce continuity to discreteness. PHM on the other hand are discrete by design:
events only take place at certain moments (ticks, 𝜏) when features (positions) of the modelled
entities are updated. The technique of renewing features and thus creating a dynamic model
is the update scheme and the following paragraphs present those used in particle and traffic
simulation contexts.
Simplicity, efficient implementations and an implicitly embodied reaction delay make the
Parallel Update Scheme (PUS) the most popular choice for temporally/spatially-discrete simulations of road traffic. In a PUS all vehicles simultaneously attempt movements at each 𝜏 which
results in few fluctuations. On the downside, conflicts – more than one vehicle attempting to
move into the same cell – have to be addressed by additional rules. This is mostly relevant in
pedestrian simulations, at intersections and two-lane systems. Because movements for 𝜏 + 1 are
determined based on vehicle configurations at 𝜏, vehicles cannot travel directly behind each other
or form platoons. This effect is shown in Fig. 5.1: although vehicle 𝑛 + 2 will have moved at 𝜏 + 1,
vehicle 𝑛 + 1 cannot in the same tick. Parallel updates on ring topologies were investigated by
Schadschneider and Schreckenberg [527] who found that the reachability of some Garden-ofEden configurations – combinations of vehicle positions which cannot appear on the lattice one
or more ticks after initialisation – in the stationary state of a one-dimensional TASEP with open
boundaries depends on the update mechanism. Woelki and Schreckenberg [528] later expressed
the steady state weights for a parallelly updated PHM with open boundaries as a product of
a scalar (pair-factorised) factor containing the nearest-neighbour correlations of the parallel
update and a matrix-product state. The one-dimensional phase transition of a PUS system is
shown in Fig. 5.4b; up to the critical density 𝜌𝑐 adding more vehicles to the system does not
affect 𝑣 ̄ but for 𝜌 > 𝜌𝑐 the system’s mean speed decreases convexly until 𝑣 ̄ = 0.
Originally proposed to model pedestrian movements, the Random Shuffle Update has no
obvious physical interpretation in terms of the interaction between entities but contains implicit
conflict avoidance. The dynamic rules in this update scheme are executed by applying them to
each individual agent/particle in a random order that is generated at the beginning of each 𝜏.
The Random Shuffle Update is stochastic even if the secondary rules are not; vehicles cannot
move faster than 1 ℓ/𝜏 [529]. Like a parallely updated PHM, the Random Shuffle Update driven
system produces a phase diagram which exhibits a free-flow phase up to 𝜌𝑐 < 0.5 and very little
variation between runs. Unlike PUS systems, 𝑣 ̄ decreases linearly to zero for 𝜌 > 0.5 (Fig. 5.4c).

Figure 5.5: All three variants of the MFD for an isotropic BML model on a square chequerboard.
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The Frozen Shuffle Update was by proposed by Appert-Rolland et al. [170, 383, 384] and
takes its name from the fact that its update order is randomised during initialisation and then
remains fixed. Implementation-wise, each vehicle 𝑛 is assigned a random phase 𝜙𝑛 ∈ 𝑛[0, 1]
upon entering the lattice or during initialisation. After the phases are ordered vehicles attempt
movements in the order of ascending phase. This method speeds up Monte-Carlo simulations
and avoids introducing rules for conflicts occurring when two or more vehicles attempt to
move into the same target site. Since phases do not change during simulation runs, 𝜙𝑛 may be
considered frozen variables of motion. 𝜙𝑛 also makes (closed) systems deterministic and solely
dependent on the initial particle configuration. Frozen Shuffle Updates are a special case of fixedorder sequential updates. As shown in Fig. 5.4a their one-dimensional speed-density diagram
is characterised by a free-flow phase up to 𝜌𝑐 ≈ 0.66 before a noisy, slightly non-linear descent
towards 𝜌 = 1, 𝑣 ̄ = 0 sets in. Because the Frozen Shuffle Update produces macroscopic effects
closely resembling the shape of empirically observed traffic patterns in the one-dimensional case,
this update scheme is utilised to show all three MFD incarnations of a two-dimensional BML
model with the dimensions 𝐿𝑥 = 𝐿𝑦 = 50ℓ (Fig. 5.5). The figure’s leftmost 𝑣 ̄ − 𝜌 subplot exhibits
the expected but less pronounced discontinuity when 𝜌 > 𝜌𝑐 forces the system into a gridlock. In
observations of one-lane road sections, the 𝑄 − 𝑣 ̄ diagram exhibits an inverted parabola – very
different from the behaviour shown in the middle subplot of Fig. 5.5 where Q peaks close to
𝑣max . The 𝑄 − 𝜌 subplot (right side) is closer to the common MFD shape again: it exhibits the
characteristic 𝑄 pinch effect, a highly linear 𝑄 − 𝜌 increase until 𝑄max is reached and a noisy
progression towards 𝑄 = 0 when even more vehicles populate the lattice.
Instead of shuffling the particle update order, Random Sequential Updates divide each 𝜏 into a
succession of 𝑁 elementary updates, where at each interval of 1/𝑁 a vehicle is chosen at random
and allowed to make a hopping attempt. As a result, each driver performs a random walk which
are special cases of Markov processes [530]. One 𝜏 is complete after 𝑁 (= total number of vehicles)
subintervals. The resulting dynamics are fluctuate considerably; an effect caused by the high
probability that some particles get updated more than once whereas others may be ignored for
several time steps [50]. Random Sequential Updates are considered to be the closest equivalent
to continuous time simulations because entity features are updated in an uncorrelated fashion at
a constant rate. This establishes equivalence to an exponentially distributed variable (exponential
clock) of each particle which represents the time it has to wait before it is allowed to move again.
Hopping probabilities 𝑝 < 1 are simply achieved rescaling Δ𝑇 (i.e. the duration of 1 𝜏) [531].
Random Sequential Updates introduce randomness to the simulation without the need to adapt
vehicle rules at the cost of excluding inertia for models with 𝑣max > 1 ℓ/𝜏. The aforementioned
randomness is particularly pronounced in the lower density areas of Fig. 5.4c; a free-flow phase
does not exist.
Another way to refresh the cells’ states is ordering the occupied ones and then updating
them sequentially starting at the last particle in movement direction. This approach is called
Sequential Backward Update (SBU) and amounts to an update demon circulating with the direction
of vehicle movement through the (periodic boundary) system. Except for exactly one particle
(at the current update demon’s position), SBU and PUS are identical (Fig. 5.4d). Although both
techniques are ill-defined on open and interrupted topologies [49], analytical research interest
has shifted from PUS towards SBU in recent years [287, 532].
When the update demon circulates with the longitudinal direction of vehicles, the term
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Forward Sequential Update is used. Because the lead vehicle is always moved before the follower,
the average speed is unity (𝑣 ̄ = 1 ℓ/𝜏) for all densities in which one unoccupied cell exists 𝜌 ≠ 1.
Forward sequential dynamics can describe platoons of cars catching up with a leading vehicle
which has already moved away [224]; its two state 𝑣 ̄ − 𝜌 relationship is shown in Fig. 5.4e.
In 2010 Poghosyan et al. [533] showed the equivalence of SBU and Sub-Lattice Parallel (SLP)
dynamics, if particles do not start and finish their motion simultaneously. SLPs are implemented
by halving 𝜏, using 𝜏’s first part to combine the 𝐿 sites (𝐿 even) into pairs (1, 2), (3, 4), (4, 5)…(𝐿−1, 𝐿)
and to move the vehicle to the next site. The movement is carried out, if a pair of cells are a)
both occupied, b) both empty, or c) if site 2ℓ − 1 is empty and site 2ℓ is occupied. In all cases
particles remain at the intermediate time step 𝜏 ′ = 𝜏 + 1/2 𝜏. If cell 2ℓ − 1 is occupied and site
2ℓ is not, the vehicle moves to site 2ℓ. These rules are parallelly applied to all pairs in the first
𝜏 /2. In the subsequent half-step, the pairing is shifted by one cell so that the pairs are now
(𝐿, 1), (2, 3)…and the same rules are applied [534, 535]. Sub-lattice updates are employed in TCA
to integrate longitudinal and lateral vehicle dynamics for modelling lane-changing, merging and
overtaking [536–538].
The popular Random Sequential Update is essentially a Markov process and comparatively
simple to analyse; non-Markovian processes only gained attention in recent years [539]. Zerorange processes with additional stochastic activity [214, 540] and WTU which were proposed to
study condensation effects in Zero-Range-Processes are two examples of non-Markovian update
processes. The latter is of interest here, because different waiting time distribution induced
varying condensation phenomena and affected jam formation [215]. In a WTU each driver is
assigned a random time from a distribution and the driver with the lowest value attempts a move
(observing the exclusion principle), draws a new waiting time from said distribution and adds it
to its current waiting time. Then the shortest time in all particles is calculated to determine the
next vehicle to attempt a move. This technique is equivalent to clocks counting down the time
to the next movement attempt and being re-adjusted when a vehicle attempts a move. Because
the randomised waiting times are a stepping-stone towards even more flexible TA models, their
phase transitions are presented in Section 5.4.
Another, less popular, approach is discrete-event simulation where properties of each element
are updated as soon as changes occur. Unlike the time-slicing approaches which only process
events at equidistant ticks, event driven updates (EDU) handle property changes the instant
they occur [542]. From the perspective of temporally discrete approaches, this seems like a
tautology because events cannot take place between ticks by definition. But this effect is just a
result of the model design or large Δ𝑇 . EDU are computationally more demanding due to the
insertion of events into the data structure holding vehicle positions and other properties. They
are usually implemented with a priority queue in which the next movement step is computed;
vehicles are arranged in ascending order of duration. In the optimal step model of pedestrian
movements [494], EDU are equivalent to fixed-order sequential updates and Random Shuffle
Updates with Δ𝑇 → 0. Seitz and Köster [541] argue that EDUs are the best approximation for
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Figure 5.6: Examples of events taking place between 𝜏 and not being captured due to Δ𝑇 [541].
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pedestrian movements because conflicts are solved by letting the pedestrians with higher speed
move first. In vehicular traffic simulations EDUs are rarely used (e.g. in [154]), although the
concept of action points at which drivers react to stimuli dates back to the beginning of traffic
flow research [543].

5.2.4

Timed Automata (TA)

TA are mathematical formalisms proposed by Alur and Dill [177] to model the temporal evolution
of real-time systems. Similar to FSMs, TA annotate state transitions with actions (what is done?),
guards (when is it done?) and reset sets (which clocks are reset?) by extending states with
a finite set of clocks [341]. Besides providing a framework to describe timing behaviour, TA
contain duration constraints and were proven to be decidable about reachability (universality
problem) for deterministic variants [177]. They are used to model asynchronous applications
and circuits, finding logical errors in communication protocols [178]. Recently, TA were used to
design pacemakers [336] and to model Bitcoin contracts [337], home care plans [338], biological
pathway dynamics [339] and Publish-Subscribe structures [340]. Besides providing hard timing
constraints, stochastic TA almost surely satisfy properties independently of the precise probability
distributions over delays [342]. In light of the difficulty to find realistic probability distributions,
this is a major advantage [343].
As mathematical formalism, a TA is defined as tuple 𝒜 with the components 𝑄 (set of states),
Σ (alphabet), 𝐶 (set of clocks), 𝐸 (transitions) and 𝑞0 (initial state). 𝐸 denotes the automaton’s edges
(transitions) and is defined as 𝐸 ⊆ 𝑄 × Σ × 𝐵(𝐶) × 𝑃(𝐶) × 𝑄 where 𝐵(𝐶) is the set of boolean clock
constraints and 𝑃(𝐶) is the power set of 𝐶. Σ, 𝑄, 𝐶 and 𝐸 are finite sets; 𝑞0 is one element of 𝑄. An
edge (𝑞, 𝑎, 𝑔, 𝑟, 𝑞 ′ ) from 𝐸 is a transition from state 𝑞 to 𝑞 ′ with action 𝑎, guard 𝑔 and clock resets 𝑟.
After the automaton entered 𝑞0 , all clocks start to increase with the same speed so their values
can be compared with guards to trigger (instantaneous) transitions along the edges. The listed
elements completely define the automaton’s behaviour [177]. The running example depicted in
Fig. 5.2, has one clock (𝑐), two clock resets, three states (wait, jump, stay) and four transitions. Its
initial state is wait, denoted by an arrow labelled start. After this theoretical implementation, the
following section describes, how such a TA can be programmatically implemented.
The TA PHM running example of can also be implemented in PRISM as shown in Listing 5.1.
But while Fig. 5.2 only depicts the mechanics for one particle in the system, Listing 5.1 demonstrates how three vehicles on a 1D lattice with 𝐿 = 5 move forward and interact. Line 1 of the
listing initialises the model as Markov Decision Process while lines 3-5 define variables for the
position of all three vehicles. These two preliminary steps are followed by modules for each
vehicle in which the conditions for movement are defined. Due to the lack of data structures
in PRISM and because global variables should not be altered from more than one module, the
occupation of each cell is checked individually. By computationally generating the PRISM code
with Python, the intentionally limited feature set of PRISM is compensated with maximum
flexibility.
An exemplary time space plot for the deterministic TA defined in Listing 5.1 is shown in
Fig. 5.7. The initial particle positions at 𝜏 = 0 as well as the periodic boundary conditions are
clearly visible. Fig. 5.7 also shows, that sometimes particles are blocked and have to remain
stationary. While the running example is deterministic, PRISM models can also be defined as
continuous/discrete time Markov chains, probabilistic extensions of the TA formalism and as
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mdp
// define position
global pos_veh_0:
global pos_veh_1:
global pos_veh_2:

variables [0..5] init
[0..5] init
[0..5] init

one for each vehicle
0;
2;
4;

module veh0 // define jumps for vehicle 0
[] pos_veh_0 = 0 & pos_veh_1 != 1 -> (pos_veh_0 '=1);
[] pos_veh_0 = 1 & pos_veh_1 != 2 -> (pos_veh_0 '=2);
[] pos_veh_0 = 2 & pos_veh_1 != 3 -> (pos_veh_0 '=3);
[] pos_veh_0 = 3 & pos_veh_1 != 4 -> (pos_veh_0 '=4);
[] pos_veh_0 = 4 & pos_veh_1 != 0 -> (pos_veh_0 '=0);
endmodule
module veh1 // define jumps for vehicle 1
[] pos_veh_1 = 0 & pos_veh_2 != 1 -> (pos_veh_1 '=1);
[] pos_veh_1 = 1 & pos_veh_2 != 2 -> (pos_veh_1 '=2);
[] pos_veh_1 = 2 & pos_veh_2 != 3 -> (pos_veh_1 '=3);
[] pos_veh_1 = 3 & pos_veh_2 != 4 -> (pos_veh_1 '=4);
[] pos_veh_1 = 4 & pos_veh_2 != 0 -> (pos_veh_1 '=0);
endmodule
module veh2 // define jumps for vehicle 2
[] pos_veh_2 = 0 & pos_veh_0 != 1 -> (pos_veh_2 '=1);
[] pos_veh_2 = 1 & pos_veh_0 != 2 -> (pos_veh_2 '=2);
[] pos_veh_2 = 2 & pos_veh_0 != 3 -> (pos_veh_2 '=3);
[] pos_veh_2 = 3 & pos_veh_0 != 4 -> (pos_veh_2 '=4);
[] pos_veh_2 = 4 & pos_veh_0 != 0 -> (pos_veh_2 '=0);
endmodule

Listing 5.1: Exemplary PRISM code for a 1D TA PHM.

Markov decision processes. Properties, like the maximum duration for circuiting the lattice or
the probability for 𝑣 ̄ falling below arbitrary thresholds can then be formally verified for all these
model classes. These tasks are left for a future publication.

5.3
5.3.1

Methodology
Implementation, Lattice Specification and Measurements

All simulation results were obtained using Python [96], Pandas [544], and matplotlib [103].
To maintain comparability between discrete and continuous models, simulation runs were carried
out under identical conditions and for the same duration. Each run lasted 2500 𝜏 or until the
𝑣 ̄ standard deviation remained below 0.5 ℓ/𝜏 for at least 10 consecutive times measured in chunks
of 25 𝜏. The latter restriction may cause systems to be only evaluated for 250 𝜏, but the vast majority
of runs took much longer to reach a steady state. 𝑣 ̄ was calculated for vehicle densities 𝜌 ∈ [0 … 1]

Figure 5.7: Exemplary time-space diagram for the 1D PHM defined in Listing 5.1.
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in steps of 0.01 and repeated 25 times. The time-continuous models 𝒜TASEP and 𝒜BML (Section 5.5),
were simulated for equivalent durations.
On one-dimensional lattices, the length 𝐿 has little influence on macroscopic effects: the
steady-state speed differences between 𝐿 = 50 ℓ and 𝐿 = 2000 ℓ is only 𝑣 ̄ < 0.06 ℓ/𝜏. Twodimensional chequerboards, on the other hand, exhibit steeper 𝑣 ̄ drops when the chequerboard
dimensions increase [376]. In the two-dimensional case, jamming behaviour is also dependent
on the ratio of vehicles travelling up and rightwards as well as the ratio of 𝐿𝑥 to 𝐿𝑦 . Results were
obtained on one-dimensional lattices with 𝐿 = 100 ℓ and two-dimensional chequerboards with
𝐿𝑥 = 𝐿𝑦 = 50 ℓ. The driver populations are of the same size throughout one simulation run, i.e.
the ratio of up- and right-moving vehicles is fixed to 1 (isotropic).
In the realm of digital computers, continuous time processes are simulated by sufficiently
shrinking the length of 𝜏 (Δ𝑇 → 0). The simulations employed Δ𝑇 = 0.05𝜏; neither halving nor
doubling this value changed the aggregated results significantly because the other, stochastic
parameters have more influence. Vehicles are enumerated in the direction of ascending cell
numbers. Thus, increasing Δ𝑇 → 1 𝜏 reduces TA dynamics to a Sequential Forward Update. Since
all but the PUS could be implemented by shuffling the update orders accordingly and setting
Δ𝑇 = 1 𝜏 the TA implementation opens an avenue towards balancing the computational demands
of small Δ𝑇 with the efficiency of temporally discrete alternatives. Due to the simple exclusion
process, the TA-based implementation ran sufficiently fast with an interpreted programming
language on dated consumer hardware.

5.3.2

Distributions

The WTU and the proposed TA models 𝒜TASEP and 𝒜BML accept arbitrary distributions for
the stochastic waiting times between movement attempts (WTU) or their variable waiting
time 𝑡𝑣 (TA). Since their samples are the sources of randomness, the following paragraphs briefly
introduce Triangular, Normal, Exponential and Weibull distributions.
The exponential distribution describes durations between occurrences of subsequent independent, events and is calculated as shown in Eq. 5.1a [545]. The non-linearly increasing cumulative
exponential function may represent that the more time passes, the higher the likelihood that
the driver attempts a move. As such, exponentially distributed waiting times are Poisson point
processes, Markov chains [530, 546] and equivalent to the random sequential update process [29].
As shown in Eq. 5.1a, 𝜆 is the sole parameter; free-flow conditions (𝐸(𝑣) = 𝑣 ̄ = 1 ℓ/𝜏) of a PHM
with WTU are achieved when Eq. 5.1b holds.

𝑓 (𝑥; 𝜆) = 𝜆𝑒 −𝜆𝑥

(5.1a)

𝜆 = 1/𝐸(𝑣)

(5.1b)

From reliability metrics in life data analysis to failure rates of mechanical components,
overvoltage in electrical systems and wind speeds, the Weibull distribution is widely adopted.
It was first mentioned in 1933 [547], then used to describe the fineness of powdered coal [548]
and later formally analysed and given its name [549]. The Weibull distribution is typically
described with a scale (𝜆 > 0) and a shape (𝑘 > 0) parameter as presented in Eq. 5.2a. It is defined
for 𝑥 > 0 and can be shifted along the abscissa with a third location parameter. In a traffic
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context, Weibull distributions where shown to represent changes in capacity of a motorway
section [550], the range of driver reaction times [551–553], durations of traffic jams [554] and
accident probabilities [555]. The Weibull distribution’s probability density function is given in
Eq. 5.2a while Eq. 5.2b shows how 𝜆 can be calculated to achieve unity free-flow in a PHM. Γ here
refers to the factorial Gamma function (Eq. 5.2c).
𝑘 𝑥 𝑘−1 −(𝑥/𝜆)𝑘
𝑒
,
𝜆 (𝜆)
𝜆 = 𝐸(𝑣)Γ(1 + 1/𝑘)

𝑓 (𝑥; 𝜆, 𝑘) =

𝑥≥0

(5.2a)
(5.2b)

∞

Γ(𝑧) = ∫ 𝑥 𝑧−1 𝑒 −𝑥 𝑑𝑥

(5.2c)

0

Unlike the Weibull distribution, Triangularly distributed samples are bound on both sides
by the min (𝑎) and max (𝑐) parameters. The third parameter (mode (𝑏)) has to lie between the
two (min ≤ mode ≤ max). The distribution’s mean is calculated as sum of the parameters divided
by 3 (Eq. 5.3e). Triangular distributions require little knowledge about the underlying data and
thus are widely used where prior knowledge about parameters is limited to the extremes and a
bounded domain can be assumed [556]. The probability density function for Triangularly shaped
distributions are given in Equations 5.3a, 5.3b, 5.3c and 5.3d.
2(𝑥 − 𝑎)
(𝑏 − 𝑎)(𝑐 − 𝑎)
2
𝑓 (𝑥; 𝑎, 𝑏, 𝑐) =
𝑏−𝑎
2(𝑏 − 𝑥)
𝑓 (𝑥; 𝑎, 𝑏, 𝑐) =
(𝑏 − 𝑎)(𝑏 − 𝑐)
𝑓 (𝑥; 𝑎, 𝑏, 𝑐) =

𝑓 (𝑥; 𝑎, 𝑏, 𝑐) = 0
𝐸(𝑣) =

for 𝑎 ≤ 𝑥 < 𝑐

(5.3a)

for 𝑥 = 𝑐

(5.3b)

for 𝑐 < 𝑥 ≤ 𝑏

(5.3c)

for 𝑥 < 𝑎 or 𝑏 < 𝑥

(5.3d)

𝑎+𝑏+𝑐
3

(5.3e)

Due to its wide range of applications and its aptitude to represent real-valued random
variables of unknown distribution, the proposed traffic models were also equipped with normal
(Gaussian) distributed waiting times. Its probability density function is given in Eq. 5.4 where
𝜇 denotes the mean (and also median and mode), 𝜎 is the standard deviation and 𝜎 2 is the
variance [557].
𝑓 (𝑥; 𝜇, 𝜎) =

5.3.3

1
√2𝜋𝜎 2

𝑒

−

(𝑥−𝜇)2
2𝜎 2

(5.4)

The Macroscopic Fundamental Diagram (MFD)

Besides using state diagrams to describe TA models, the macroscopic 𝑣 ̄ − 𝜌 representation is
the main tool for the visual exploration of the model behaviour. Using Fig. 5.4 and Fig. 5.5 as
references, the proposed models and the WTU updated PHM are to be compared against existing
approaches. The 𝑣 ̄ − 𝜌 relationship, is completed by two more plots; together they form the MFD.
The following two paragraphs serve to briefly explain its construction.
When vehicle trajectories are aggregated over time and road sections > 1 ℓ, macroscopic
relationships emerge. Fig. 5.4 exemplifies such an aggregation of 𝑣 ̄ against 𝜌 for a one-dimensional
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PHM with periodic boundary conditions and six update schemes. This free-flow to congestion
transition, which occurs when the increasing vehicle density on a section of road leads to a
decline in the average velocity 𝑣 ̄ is one incarnation of the so-called MFD of traffic. Position and
structure of the tipping point mark the maximum throughput and efficiency for a given road
section. Besides the 𝑣 ̄ − 𝑟ℎ𝑜 representation, the MFD is also visualised by flow-speed and flowdensity plots (Fig. 5.5). The latter, especially, is widely used to verify the existence of hysteresis
phenomena, and the linearly increasing flow for low densities, as well as scattered speeds and
unsustainable high flows beyond a critical density 𝜌𝑐 [69].
In the two-dimensional case, the 𝑣 ̄ free-flow to gridlock phase transition is much steeper and
often discontinuous; with growing 𝐿 this sharpness increases while 𝜌𝑐 shrinks [376]. Because the
largest part of the dynamical state space is occupied by either (almost) free-flow conditions and
fully jammed configurations, it took over a decade to discover a third phase in which moving
and stopped vehicles coexist [377, 397]. Fig. 5.5 shows all three visualisations of the MFD for a
BML-like model with Frozen Shuffle Updates on a quadratic lattice of 50 ℓ × 50 ℓ.
Macroscopic properties which have to be reproduced by traffic models are spontaneous jam
formations, the characteristic form of the 𝑄 − 𝜌 diagram with a regular slope when density
increases and scattered results measurements for 𝜌 > 𝜌𝑐 [361]. Despite the high abstraction
level and the unrealistic complete jamming behaviour, the BML model exhibits self-organisation
and reproduces the aforementioned macroscopic properties. Except for the Random Sequential
Update where one vehicle might not be updated for several 𝜏, one-dimensional PHMs do not
produce random jams.

5.4

PHM Phase Transitions with WTUs

WTUs are a fairly new concept and their 𝑣 ̄ − 𝜌 phase transitions were not covered in depth
in their respective original publications [214, 215]. Furthermore, they are the stepping-stone
towards time-continuous PHMs. For these reasons, Section 5.4.1 and 5.4.2 show the range of
macroscopic transitions produced by this update scheme for Gaussian, Weibull and Triangularly
distributed waiting time distributions.

5.4.1

PHM with WTU on Ring Topologies

Fig. 5.8 shows the 𝑣 ̄ −𝜌 relationship for PHMs on a 100 ℓ lattice with periodic boundary conditions.
Its leftmost subplot contains the terminal states of a Gaussian distributed WTU for three values
of 𝜎. By fixing 𝜇 = 1 ℓ/𝜏, the influence of the standard deviation is highlighted: smaller 𝜎 prolongs
the density range in which vehicles travel near 𝑣max = 1 ℓ/𝜏. When drivers act more erratically
(𝜎 = 0.5), the free-flow phase vanishes.
Despite differing prerequisites, Triangular and Gaussian distributed WTUs produce quantitatively similar behaviour (middle subplot of Fig. 5.8). Parameters were selected to emphasise the
influence of the probability density function’s symmetry, shape and width. Because one time step
is over after 𝑁 moves were attempted, expectation values 𝐸(𝑋Triangular ) > 1 still lead to 𝑣 ̄ = 1 in
free-flow conditions, given that 𝐿 ≫ 𝐸(𝑋 ). Should the latter condition not hold, all followers may
be blocked by a single vehicle. Even if that extreme case does not eventuate, the free-flow phase
vanishes for 𝐸(𝑋 ) > 1 (i.e. with Triangular distribution parameters min=0, max=10, mode=1) and
with 𝜇 = 𝜎 = 1 for Gaussian distributed waiting times.

114

TA-triggered Updates for PHM

Figure 5.8: WTU phase transitions of 𝑣 ̄ for Normal, Triangular and Weibull distributed waiting times on a onedimensional lattice with 𝐿 = 100ℓ.

The rightmost subplot of Fig. 5.8 emerged from an underlying 1-parameter Weibull distribution (𝜆 (scale) = 1 and 𝛾 (location) = 0) and a one-dimensional PHM with WTU. With k=1,
the Weibull distribution is equivalent to the exponential distribution with intensity (1/𝜆). As
shown in red, the phase transition is equivalent to Random Sequential Updates (Fig. 5.4). With
𝑘 = 0.5 the phase transition’s 𝜌 dependence changes again and practically mirrors the 𝑘 = 5
shape at the diagonally running 𝑘 = 1 phase transition. Smaller values of 𝑘 lead to an interesting
phenomenon: 𝑣 ̄ drops to ≈ 0.25 ℓ/𝜏 for 𝜌 ≈ [0.01 … 0.1] 𝑁 /𝐿 and then increases at 𝜌 ≈ 0.1 𝑁 /𝐿 to
descend almost linearly towards 𝑣 ̄ = 0 ℓ/𝜏. While this behaviour is unrealistic for vehicular traffic,
it might fit modelling needs in other scientific disciplines.

5.4.2

WTU for BML-like Models on Chequerboard Lattices

As laid out in Section 5.2.1, the archetypical BML model features two perpendicular PHMs in
which vehicles take turns in moving up (↑) or right (→). Of the three model variants Biham et al.
proposed, only the hardcore exclusion version in which each cell can only be empty or occupied
by exactly one vehicle is considered [70]. Since the notion of a time step is well-defined with
WTUs, they can be applied to the two-dimensional BML model without adaptations. Contrary to
the one-dimensional lattice version, 𝑣 ̄ is calculated as a share of moving vehicles 𝑁⋙ in relation
to 𝑁↑ or 𝑁→ , instead of all vehicles 𝑁.

Figure 5.9: WTU phase transitions of 𝑣 ̄ for Normal, Triangular and Weibull distributed waiting times on a twodimensional lattice with 𝐿𝑥 = 𝐿𝑦 = 100ℓ.
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Due to the scattered observations in BML-like models, Fig. 5.9 only shows individual data
points without the aggregated means. All three subplots in this figure exhibit the abrupt transition
from a moving phase to a full jam. As demonstrated by the distinct slopes in the lower density
configurations, waiting time distributions have an influence on system behaviour but their effect
is concealed by blockages of vehicles travelling in the orthogonal direction. Among the visual
similarities in the subplots of Fig. 5.9, the Gaussian WTU distribution with 𝜎 = 0.1 stands out:
several moving state observations were captured for 𝜌 > 0.2 and 𝑣 ̄ > 0.2. The green data points
dominate the plots because they cover underlying observations. Speed measurement results for
𝜌 > 𝜌𝑐 indicate high probabilities that the systems terminal state is a complete jam.

5.5

Generalising WTU: Timed Automata Updates (TAU)

As shown in the previous section, WTUs are able to reproduce the well-known phase transition
from free-flow to congestion with concave, convex and linear progression. While this itself is a
computationally efficient and more flexible approach than the fixed Δ𝑇 update schemes, WTUs
do not provide a fine-grained specification for the temporal behaviour of particles, vehicles or
molecules. With TA, setting specific timing constraints is possible. Employing the previously
introduced terminology, this section showcases the modelling techniques, the inherent flexibility
and the resulting macroscopic effects of TA by example of two TA-based PHM. The following
paragraphs outlay features and properties shared by both models. Phase transitions and a more
detailed description is then given in Sections 5.5.1 and 5.5.2.
The two TA models (𝒜TASEP and 𝒜BML ) are defined in continuous time on ring topologies
and chequerboard lattices, respectively. Both feature a fixed and a variable waiting time which
are added and constitute the total time between driver attempts to hop to their next target site on
the lattice. As before, vehicle dynamics are characterised by spatial discreteness and 𝑣max = 1 ℓ/𝜏.
Different from the other update schemes, time progresses continuously. It is measured by the
real-valued clocks 𝑐1 and 𝑐2 which determine the time between movement attempts. As soon as
a timing condition is met, an instantaneous state change is triggered. Only the waiting states
are equipped with clocks; the other states which control the actual driver actions with integer
variables do not progress clocks. After successfully executing a movement, 𝑐1 is reset to 𝑐1 = 0 in
both TA models.
Besides the stochastic element of drawing variable waiting times (𝑡𝑣 ) from arbitrary distributions, 𝒜TASEP and 𝒜BML are also equipped with a random wait parameter 𝑝rw to decide whether
the driver immediately tries to move from site ℓ𝑛 to ℓ𝑛+1 after waiting a fixed time (𝑡𝑓 ) or if the
aforementioned stochastic delay (𝑡𝑣 ) is added to 𝑡𝑓 before a movement is attempted. Whether 𝑡𝑣 is
added or not, is decided by drawing 𝑝 from a uniform distribution in the range of [0 … 1] and
comparing the outcome with the threshold 𝑝rw . The edge without 𝑡𝑣 represents the share of time
a driver is very attentive but acknowledges the minimum delays each reactive system possesses.
To maintain comparability with the other update schemes, the free flow speed of 𝒜TASEP and
𝒜BML has to be adjusted in a way that the mean duration of one cycle (i.e. reaching the ”fixed wait”
state) is 1 (𝜏 ). For this, the combination of 𝑝, 𝑡𝑓 and 𝑡𝑣 ’s distribution parameter(s) have to yield a
unity speed expectation value E(v). The latter condition, is equivalent to an unhindered vehicle
travelling at 𝑣max = 1 ℓ/𝜏. With a chance of 1 − 𝑝, 𝒜TASEP and 𝒜BML vehicles do not experience
delays beyond the mandatory waiting time 𝑡𝑓 . After rearranging, the expectation value for the
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Figure 5.10: WTU phase transitions of 𝑣 ̄ for Normal, Triangular and Weibull distributed waiting times on a twodimensional lattice with 𝐿𝑥 = 𝐿𝑦 = 100ℓ.

distribution value of 𝑡𝑣 calculates as shown in Eq. 5.5. Fig. 5.10 visualises this relationship between
𝐸(𝑡𝑣 ), 𝑡𝑓 and 𝑝rw for five exemplary values of 𝑡𝑓 . The plot shows that 𝑡𝑓 approaches infinity for
𝑝rw → 0 (1 − 𝑝rw → 1) and 1 − 𝑡𝑓 for 𝑝rw → 1 (1 − 𝑝rw → 0). The respective domain boundaries
of 𝑝rw and 𝑡𝑤 are (0, 1] and [0, ∞].
𝐸(𝑡𝑣 ) =

1 − 𝑝rw 𝑡𝑓
− 𝑡𝑓
1 − 𝑝rw

(5.5)

Having broadly defined 𝐸(𝑡𝑣 ) through 𝑝rw , 𝑡𝑓 and 𝑡𝑣 , the distribution parameters have to
selected accordingly. The 𝑡𝑣 distribution parameters were chosen as shown in Table 5.1 based on
the compound shape of 𝑡𝑓 + 𝑡𝑣 and the maximum time drivers do not pay attention.
distribution

𝑡𝑣 parameters

Normal

𝜇 = 𝐸(𝑡𝑣 ), 𝜎 =

Triangular

𝑎 = 0, 𝑏 = 0, 𝑐 = 3 𝐸(𝑡𝑣 )

Weibull

𝑘 = 2.5, 𝜆 =

𝐸(𝑡𝑣 )
3
𝐸(𝑡𝑣 )

Γ(1+1/𝑘)

Table 5.1: Distribution parameters for drawing random variable waiting times 𝑡𝑣 .

Before formally introducing 𝒜TASEP and 𝒜BML , their visual semantics as stochastic elements
are explained. Nodes (𝑄) are the states; they are labelled in rounded corner rectangles. The first
row of text inside the rectangle denotes the name of the state while subsequent rows show timing
constraints for the set of clocks (𝐶 [𝑐1 , 𝑐2 , 𝑐3 ]) and non-timing actions and calculations. Because
the transitions 𝐸 take place when the denoted timing constraints are met or exceeded, they are
labelled with clock limits, too. Furthermore, edge labels may include clock resets or conditions
for external selections between two transitions. An example for the latter case is the distinction
between attempting movements directly after the mandatory waiting time 𝑡𝑓 or having to wait for
an additional variable time 𝑡𝑣 . The probability for this decision stems from a uniform distribution
of (𝒰[0, 1]) and is labelled 𝑝. Once the decision is made to attempt a movement, it needs to be
checked whether the target site is empty or occupied. These two possibilities are shown as 
and . Because no official visualisation standard exists, this chapter follows the majority of
TA-related publications and omits time units in TA state charts.
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The One-Dimensional 𝒜TASEP

After explaining shared designs and features of 𝒜TASEP and 𝒜BML this section is devoted to the
specific behaviour of the one-dimensional TA. Fig. 5.11 shows the actions and timings for each
instance of 𝒜TASEP and its four states to implement the particle hopping process. The mandatory
fixed wait state functions as an initial state 𝑞0 , in which each driver has to remain for a fixed
time 𝑡𝑓 . When the progressing time of clock 𝑐1 exceeds 𝑡𝑓 , the fixed wait state is exited. Depending
on whether the value 𝑝 drawn from the uniform distribution in [0,1] exceeds 𝑝rw or not, the
driver is either subjected to variable delay 𝑡𝑣 or can attempt a movement directly. To measure
the progress time in the variable wait state, clock 𝑐2 is reset upon entering. Drawing a random
number with the expectation value of Eq. 5.5 takes place instantaneously and time progresses
until 𝑐2 > 𝑡𝑣 when the attempt movement state is entered. In this state, the automaton immediately
assesses the target cell’s occupancy. If no other vehicle is located there (ℓ(𝑛+1)%𝐿 = ), the position
is updated, 𝑐1 gets reset to 0 and the automaton enters the fixed wait state again. If the target
cell is occupied (ℓ(𝑛+1)%𝐿 = ), the ego vehicle remains stationary and 𝑐1 is reset.
𝑐1 > 𝑡𝑓
𝑝 < 𝑝rw
𝑐2 ∶= 0

fixed wait
𝑐1 ≤ 𝑡 𝑓
𝑝 ∼ 𝒰(0, 1)

variable wait
𝑡𝑣 ∼ [𝑋Normal , 𝑋Weibull , … ]
1−𝑝rw 𝑡𝑓

𝐸(𝑋 ) =
− 𝑡𝑓
1−𝑝rw
𝑐2 ≤ 𝑡𝑣

𝐿

)%
+1

ℓ (𝑛 𝑐 1

=


0

∶=

𝑐1 ∶= 0

𝑐2 > 𝑡 𝑣

𝑡𝑓
> 𝑝 rw
𝑐1 1−
≥

𝑝

move
ℓ𝑛 = ℓ(𝑛+1)%𝐿

ℓ(𝑛+1)%𝐿 = 

attempt
movement

Figure 5.11: Probabilistic, one-dimensional TA simulating a PHM with fixed and stochastic waiting times.

The next step after describing individual vehicle dynamics is the analysis of macroscopic
system behaviour as shown in Fig. 5.12a with subplots of the 𝑣 ̄ − 𝜌 phase transition and Fig. 5.12b
showing Q as a function of density and average speed. 𝒜TASEP has three main parameters which
govern its behaviour. To give an impression of this variability six 𝑝rw − 𝑡𝑓 parameter combinations
were selected for each 𝑡𝑣 distribution subplot in Fig. 5.12a.
At a quick glance, the 𝑣 ̄ − 𝜌 phase transitions for Gaussian-, Triangular-, and Weibulldistributed 𝑡𝑣 in Fig. 5.12a seem to differ only subtly: all three distributions reproduce the
inversely proportional relationship of 𝑣 ̄ and 𝜌 with monotonously decreasing 𝑣.̄ 𝑝rw and 𝑡𝑓 are
more influential to the phase transition’s general shape, slope and duration of the free-flow
regime as well as the strength of convexity. Triangularly distributed 𝑡𝑣 stand out with a tendency
to produce lower 𝑣 ̄ than the other two distributions. This is particularly recognisable for 𝑝𝑟𝑤 = 0.9
and 𝑡𝑓 = 0.0 at 𝜌 = 0.4 𝑁 /𝐿 and in the linearity of the 𝑝𝑟𝑤 = 0.5, 𝑡𝑓 = 0.2 progression. For 𝑡𝑓 = 0.0
the phase transition emerges as a product of the order in which vehicles are updated when their
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(a) 𝑣 ̄ − 𝜌 plots of 1D 𝒜TASEP systems and with six parameter combinations and Gaussian, triangular and
Weibull distributions of 𝑡𝑣 .

(b) 𝑄 − 𝜌, 𝑄 − 𝑣 ̄ plots of 𝒜TASEP with a Normal distributed 𝑡𝑣 to complement
Fig. 5.12a.
Figure 5.12: Two fundamental diagram representations of 𝒜TASEP .

movements fall into the same update moment of discrete simulation time. This is equivalent to a
conflict avoidance algorithm or temporally discrete update scheme (here: sequential forward
update).
The two missing pieces for fully capturing the macroscopic nature of 𝒜TASEP are provided
by Fig. 5.12b and display the FD 𝑄 − 𝜌 and 𝑄 − 𝑣 ̄ relationships. Due to the visual similarities
between the three 𝑡𝑣 distributions, 𝑄 − 𝜌 and 𝑄 − 𝑣 ̄ plots of 𝑡𝑣 ∼ 𝑃(𝑋Normal ) and 𝑡𝑣 ∼ 𝑃(𝑋Weibull )
are omitted. Instead, Fig. 5.12b depicts scatter plots with the macroscopic phase transition of
𝒜TASEP with 𝑡𝑣 ∼ 𝑃(𝑋Normal ). Both relationships exhibit little fluctuation; in the 𝑄 − 𝑣 ̄ subplot
noise increases with 𝑣 ̄ which is expected, given that blocking vehicles have a greater impact
when the average speed is higher. With 𝑝rw = 1 one corner case for PHM with 𝑣max = 1ℓ/𝜏, 𝑄 is
always unity, except for 𝜌 = 1 where 𝑄 = 𝑣 ̄ = 0 for all distributions, parameter sets and update
schemes.
On a section of Interstate-81 near Richmond (USA) Kim and Zhang [558] identified three types
of headway-speed relationships (Greenberg [559], reversed-lambda [560] and inverted-V) which
are based on three different driving patterns. 𝒜TASEP only reproduces the perfectly parabolic
Greenshields [362] and the asymmetric Greenberg 𝑄 − 𝜌 variants properly but with higher speeds,
different shapes emerge from fully discrete models. Examples are the Nagel-Schreckenberg
model [38] which produces a reversed-lambda and CA-184 which exhibits a perfectly symmetric
inverted-v shape. Via its parameters, 𝒜TASEP allows variations in height and angle, and an inverted
u-shape by setting 𝑡𝑓 = 1 and the vehicle update order to reverse-sequential. A pinch effect in 𝑄
does, with populations of this specific TA, not occur. This shortcoming is not severe; there are
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several empirical studies which did not observe the characteristic drop e.g. TH55 in Minneapolis
(USA) [561], lane 4 of I-81 near Richmond (USA) [558] and Shanghai (China) [562].

5.5.2

The Two-Dimensional 𝒜BML

Based on the design of 𝒜TASEP , developing a two-dimensional BML equivalent is relatively
straightforward: two driver populations have to be updated separately, an alternating signalisation
needs to be implemented and target cell occupancy needs to be tested locally and cannot be
based on lead vehicle position. Since 𝒜BML and other two-dimensional PHMs produce similarly
scattered MFD plots – a result of the dominating blockage effect of opposing streams – the
BML model was extended with another timing feature. When blocked longer than a patience
threshold 𝑡𝑝 , drivers attempt a lateral movement in order to escape the blockage (↑ cars move to
the right, → vehicles move upwards). This modification is a variant of the jam-avoiding drive
proposed not long after the BML model itself [79, 80, 386]. Unlike these approaches arbitrary
positive values can be specified to control lateral movements.
The formal specification for upward moving vehicles is depicted in Fig. 5.13. Its right side is
equivalent to Fig. 5.11; the two states on the left-hand side govern the lateral movement. They are
triggered by a third clock, 𝑐3 , which measures the progression of time since the last movement
took place. When 𝑐3 exceeds 𝑡𝑝 upward-moving drivers attempt to move one cell to their right
and if that fails 𝑐1 and 𝑐3 are reset to 0. Due to their symmetry, the specification for right-moving
cars has the same states and edges but with reversed 𝑥 and 𝑦 indices of ℓ and 𝐿. It is important to
note that lateral movements can be attempted if and only if a vehicle was hindered from moving
forward – another car in the adjacent target cell does not constitute the progression of 𝑐3 .
As pointed out by a reviewer of the manuscript, signalisation process is not immediately
obvious. Like the BML I model the implemented simulation lets vehicles of either population (up
or right) take turns in attempting to move. The waiting time due to signalisation is fed back into
𝑐1 , 𝑐2 , or 𝑐3 but there is no fixed signalisation wait time. This is an interesting addition for future
research given the fact that signalisation phases could be represented much more flexibly in this
temporally continuous model.
Since the macroscopic influence of 𝑡𝑣 distributions are heavily superimposed by the twodimensional jamming process, 𝑡𝑣 samples are only drawn from a Normal distribution to evaluate
start
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Figure 5.13: Probabilistic TA 𝒜BML for an upwards moving vehicle.
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(a) 𝑣 ̄ − 𝜌 plots for a two-dimensional 𝒜BML with three 𝑝rw , 𝑡𝑓 parameter combinations.

(b) 𝑄 − 𝜌 plots for a two-dimensional 𝒜BML with three 𝑝rw , 𝑡𝑓 parameter combinations.

(c) 𝑣 ̄ − 𝜌 plots for a two-dimensional 𝒜BML split by longitudinal and lateral (jam-avoiding) movements.
Figure 5.14: NFD of 𝒜BML in longitudinal 𝑣 ̄ − 𝜌 plots

which role the patience parameter 𝑡𝑝 in the system dynamics plays. This is accomplished by
selecting three 𝑡𝑓 − 𝑝rw pairs to represent a wide range of aggregated behaviour. Guided by the
𝒜TASEP phase transitions (Fig. 5.12a), 𝑝rw = 0.9 and 𝑡𝑓 = 0.0 were selected for a convex upward
𝑣 ̄ − 𝜌 relationship, 𝑝rw = 0.5 and 𝑡𝑓 = 0.5 for linearly declining 𝑣 ̄ over 𝜌, and 𝑝rw = 0.8 and 𝑡𝑓 = 0.4
to embody systems with free-flow regimes. Combined with three 𝑡𝑝 values for each 𝑝rw − 𝑡𝑓
combination, Fig. 5.14a emerges and exhibits a variety of phenomena.
All parameter combinations share the typical abrupt drop in 𝑣;̄ for 𝜌 > 0.5, the steady
state 𝑣 ̄ barely reaches 0.3 ℓ/𝜏. Unlike the classic BML, 𝒜BML exhibits two inflection points and
consequentially three phases in its macroscopic 𝑣 ̄ progression. Articulation and distinction of said
turning points are seemingly a function of 𝑡𝑝 : shorter patience linearises the transition and (for
𝑝rw = 0.5, 𝑡𝑓 = 0.5) almost eliminates the full-speed regime. Whereas this is somewhat expected
because 𝒜TASEP with these parameters produces a linear 𝑣 ̄ decline, 𝒜TASEP with 𝑝rw = 0.9, 𝑡𝑓 = 0.0
also has no free-flow phase (Fig. 5.12a, leftmost subplot) and yet the two-dimensional case
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exhibits a well-defined and almost horizontal progression for all values of 𝑡𝑝 . Lower driver
patience generally seems to stabilise the transition towards congested by reducing variance and
maintaining higher 𝑣 ̄ in the slow-movement phase (≈ 0.3 𝑁 /𝐿 ≤ 𝜌 ≤≈ 0.6 𝑁 /𝐿). Another anomaly
is the position of the free-flow to slow-movement phase produced by 𝑝rw = 0.5, 𝑡𝑓 = 0.5 and
𝑡𝑝 = 0.5 in the rightmost subplot of Fig. 5.14a: in combination with the lowest driver patience,
the scattered free-flow phase already ends at 𝜌 ≈ 0.12 𝑁 /𝐿) while 𝑡𝑝 = 2.0 and 𝑡𝑝 = 10.0 produce a
speed drop which commences at 𝜌 ≈ 0.2 𝑁 /𝐿.
Fig. 5.14b is constructed similarly to Fig. 5.14a but shows the flow-density relationships
for 𝒜BML with Normal distributed 𝑡𝑣 for three 𝑝rw − 𝑡𝑓 combinations and 𝑡𝑝 ∈ [0.5, 2.0, 10.0]. The
first, obvious, difference between them is the missing pinch effect for 𝑝rw = 0.5 and 𝑡𝑓 = 0.5 which
is apparently 𝑡𝑝 independent. The two outermost subplots of Fig. 5.14b exhibit this characteristic
spike which, once reached, drops and will not be attained again. The opposite phenomenon
is observed for larger 𝜌: after dropping to a local minimum, 𝑄 slightly recovers and reaches
a new local maximum before a final descent starts near 𝜌 ≈ 0.6 𝑁 /𝐿 for all combinations of
𝑡𝑝 , 𝑝rw and 𝑡𝑓 . Also shared between all parameters is the clear narrowness and well-defined
shape for 𝜌 < 0.2 𝑁 /𝐿 and 𝜌 > 0.4 𝑁 /𝐿. The model parameters do have some influence on these
limits, as the rightmost subplot demonstrates, where data points associated with 𝑡𝑝 = 0.5 drop
particularly early. Yet, this is in agreement with the more simplistic BML model. Since extremely
high densities throughout the entire network were not reported in those publications, it can
only be guessed whether the saddles of Fig. 5.14b truthfully represent network conditions at the
respective densities.
Despite the unrealistic prepositions in terms of topology and vehicle movements, the 𝑣 ̄ − 𝜌
and 𝑄 − 𝜌 plots of 𝒜BML resemble empirically observed MFDs or NFDs. Due to increased difficulty
compared to measuring non-interrupted vehicular flows, network measurements only came
into focus in recent years. [481] aggregated floating-car data from Taxis in Yokohama (Japan)
obtained a continuous and well-formed 𝑣 ̄ − 𝜌 NFD closely resembling 𝒜TASEP with a Triangular
𝑡𝑣 distribution and 𝑝rw = 0.7 𝜏 and 𝑡𝑓 = 0.1 𝜏. The 𝑄 − 𝜌 exhibits a wide peak which rolls off gently
when 𝜌 increases further. It is approximately comparable to 𝒜BML with 𝑝rw = 0.7 𝜏 , 𝑡𝑓 = 0.1 𝜏
and 𝑡𝑝 = 0.5. Buisson and Ladier [482] observed a network in Toulouse (France) and found
that the NFD’s shape is correlated with the network type and only separating arterial roads,
highways, ring roads, etc. yielded tightly shaped curves with low scatter. The ascending flow in
the 𝑄 − 𝜌 diagrams exhibited low dispersion like all subplots of Fig. 5.14b. Urban networks of
major roads in Chicago and Salt Lake City (both USA) were simulated with DYNASMART-P by
Saberi et al. [484]; in both cases the pinch effect had vanished and fluctuations were relatively low.
A simulation study of four networks was also performed and yielded comparable results [483].
Compared to the 1D FD observed and calculated for uninterrupted traffic on freeway sections,
the analysis of NFD came into focus much later. Now several empirical NFD results are available
(e.g. from Yokohama Geroliminis and Daganzo [481], Minneapolis Geroliminis and Sun [503],
and ShanghaiHuang et al. [504]) and also as result of large-scale simulations (e.g. Chicago Mahmassani et al. [563], Salt Lake City Saberi et al. [484], and Shanghai Huang et al. [504]). The
observed NFDs differ from their one-dimensional counterparts through the lack of a pinch effect,
altered hysteresis phenomena and often bigger scatter/variability. Here, hysteresis describes the
phenomenon that once traffic entered a disturbed state, returning to normal conditions is delayed
when demand decreases. The three plots of Fig. 5.14b do not contain hysteresis phenomena
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because the PBC keep the number of vehicles constant. It is shown though that the macroscopic
capacity drop and scatter behaviour is controlled by microscopic parameters of the PHM process.
The range of these effects differs widely depending on the chosen parameters 𝑝𝑟𝑤 and 𝑡𝑓 and
visually reproduces the aforementioned empirical and simulated NFD.
The two previously discussed MFDs of 𝒜BML only considered movements in the vehicles
longitudinal directions. They are useful because blocked cells may become available, dilute clusters
and re-enable forward movement. Another perspective accrues when lateral (jam-escaping) and
longitudinal movements are evaluated separately. To achieve that, the plots of Fig. 5.14c had
to be modified: here, each subplot represents the simulation results with one value of 𝑡𝑝 and
the data points represent the same three 𝑝rw and 𝑡𝑓 combinations. Since neither colour-coding
nor different shapes yielded distinguishable results, the steady state speeds are not individually
mapped to 𝑝rw − 𝑡𝑓 combinations.
Plotting them all indicates the range and general shape of the individual phase transitions.
Some noteworthy characteristics are the symmetry of 𝑣lat
̄ and 𝑣long
̄
up to 𝜌 ≈ 0.4 𝑁 /𝐿, the general
absence of fluctuations with 𝑡𝑝 = 2.0 compared with the other two and the wide range of 𝑣tot
̄
for 𝑡𝑝 = 0.5 versus the small 𝑡𝑝 = 10.0. As expected, shorter patience thresholds soften the slope
and increase 𝑣long
̄ . The steepness of the first 𝑣tot
̄ drop also reduces when drivers escape the jam
earlier and 𝑣tot
̄ , on average, increases. Counter-intuitively 𝑣tot
̄ grows slightly between 𝜌 = 0.5
and 𝜌 = 0.7 for 𝑡𝑝 = 10.0. Further research is necessary to determine the origin of this behaviour.

5.6

Concluding Remarks

This chapter analysed time-discrete update schemes for PHMs, developed a time-continuous
alternative and evaluated its macroscopic phase transitions in one and two dimensions. The
proposed models employ spatially continuous TA to determine the duration between hopping
attempts. The proposed 𝒜TASEP model is customisable with parameters for a mandatory fixed
stop time 𝑡𝑓 , probabilities 𝑝rw for being subjected to an additional variable waiting time 𝑡𝑣
and parameters for the distributions of 𝑡𝑣 . The two-dimensional 𝒜BML is furthermore equipped
with a driver patience 𝑡𝑝 which governs the duration a driver waits before attempting a lateral
movement. All parameters starting with a 𝑡 are durations and can be specified with arbitrary
precision. This complexity complements the simplicity of the exclusion principle which was
selected as a background process to simulate road traffic. With more advanced physical models
the complexity between time and other domains can be finely balanced.
To evaluate the global system dynamics speed-density, flow-density and flow-speed diagrams
were employed which constitute the (M)FD of traffic. (M)FDs for several time-discrete update
schemes were presented and visually compared with (M)FDs of 𝒜TASEP and 𝒜BML . Both TA
were simulated with Gaussian, Triangular and Weibull 𝑡𝑣 distributions and numerous parameter
combinations of 𝑡𝑓 , 𝑝rw , 𝑡𝑣 and 𝑡𝑝 . Complex phase transitions with up to three regimes were
observed and wide agreement with fundamental properties known from empirical observations
were found.
TA-based approaches provide enormous flexibility. Not only can they reproduce essentially
all phase transitions, but with coarse temporal resolution in the simulation, time-discrete update schemes can be mimicked at the level of individual movements. This is achieved at the
implementation level by sorting or shuffling the data structure which contains the vehicles. By
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adjusting the coarseness of the simulation, the time resolution execution speed can be balanced
between the event-based TA approach and time-discrete update models. At the cost of higher
computational demand, the WTUs can also be implemented as a TA (𝑡𝑓 = 0 𝜏, 𝑝rw = 1). The only
exceptions are parallel updates which, in many cases, can be implemented as SBUs. Replacing
sub-lattice update mechanisms benefits from the separation of timing and action logic: state
changes are triggered by an arbitrary number of conditions and timing constraints.
The TA concept was applied for the first time in a microscopic model of traffic. In the process of
developing 𝒜BML and 𝒜TASEP , the number of parameters grew quickly. With the spatially discrete
SEP an extremely minimalistic concept served as a foundation with predictable macroscopic
dynamics. This helped with the implementation of the more complex 𝒜BML and reasoning
about macroscopic effects of parameters. Despite having direct advantages, the author believes
that replacing a core component of particle hopping simulations will have more far-reaching
consequences. TA are already widely used in several scientific and engineering disciplines and
the rapid evolution of their computational tools and the combination of discrete state variables
and continuous time is still mostly unexplored.
Future work on the topic of TA PHM or TA-based car-following models should include a
more detailed analysis of the proposed models: how does the average speed change in the course
of a simulation run? How can lower patience values shrink the macroscopic free-flow phase?
Why do some model parameters reproduce pinch effects in the flow-density diagram and some do
not? How well do 𝒜BML and 𝒜TASEP replicate hysteresis phenomena in open systems? Immediate
applications of TA with more complex underlying processes could be pedestrian models with
their higher degrees of freedom or traffic simulations with more speed levels, hopping with
time-controlled delays as a reaction to the lead vehicle to mimic platooning and simulations with
more complex topologies (e.g. the Manhattan layout). The TA formalism should also be used to
implement a proper signalisation scheme for the 2D TA PHM that would allow vehicles to move
more than one cell while taking turns to move. Using specialised tools like UPPAL or Kronos,
TA models could also be formally verified and analytically analysed. While driver differences
and human errors are likely to defeat this purpose, event-driven updates might mind useful
applications in planning public transport schedules and guaranteeing service levels.
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CHAPTER

Finite State Machines and Timed
Automata: a Hierarchical Approach for
Integrated Traffic Microsimulations
Good design comes from experience, and
experience comes from bad design.

attributed to Fred Brooks and Henry Petroski

As pointed out in Chapter 1, fully discrete or continuous microsimulations have severe
shortcomings. Hybrid models can alleviate those and even produce better overall results than
such “pure” models. As shown in Chapter 2, some highly popular CF microsimulations are based
on hybrid formulations (e.g. Wiedemann (VISSIM [237, 239]), Krauß (SUMO [267, 334])), and
Newell).
Like its predecessor, this chapter is devoted to developing a novel hybrid model. Unlike the
TA PHM developed in Chapter 5, which was only equipped with infinite acceleration jumps
(as a result of the underlying lattice), the model developed here is more feature-rich and is not
tied to an underlying grid. At the price of spatial continuity this model is more complex than
a PHM variant. Consequently, this chapter only develops the car-following part and not the
behaviour on interrupted facilities. Extending the proposed model with lane-changing capabilities
is relatively straightforward by inserting more decision FSM in the “subsumption architecture”.
While an integrated model for LC and CF with differential equations is computationally extremely
demanding and has many edge cases and numerical stability issues, the proposed model treats
acceleration as discrete property thus eliminating the need for numerical solvers which also aids
the execution speed.
At its core the model is based on the idea that drivers aim to maintain their acceleration
until something happens that makes them adjust it. These constant-acceleration periods differ
in their duration and between drivers. Naturally, the TA formalism introduced in Chapter 5
can be employed to represent the distributions of the attention cycles. A large part of this
chapter is devoted to identifying empirical boundaries for the proposed model. To that end, the
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high-precision Tomakomai dataset is employed. As visualised in Fig. 1.2, it is the second model
developed in this thesis and deals with longitudinal car-following behaviour.

6.1

Introduction

Due to the complex interactions of road participants, simulations rather than analytical approaches are used to tackle traffic planning and network optimisation tasks. These underlying
models are commonly classified as macroscopic (traffic flow is considered a stream exhibiting
liquid-like properties), mesoscopic (vehicle trajectory data like average velocity or space gap are
aggregated) and microscopic (each road user is represented and modelled individually). Building
on differential equations (DE), the latter can replicate non-linear flow and perturbation phenomena but their increased fidelity comes at the cost of higher computational demand and more
parameters to calibrate. Being spatially and temporally discrete, Traffic Cellular Automata (TCA)
can replicate driver behaviour but are generally considered being too coarse from a driver’s
perspective. Nevertheless, TCA are very popular in the transportation research community, but
are not available in commercial simulations and therefore not widely used in practice [49].
While increased computational capabilities have eased the utilisation of fully continuous
models, the underlying problems remain and become apparent in large-scale simulations. Finding
the best parameters to simulate evacuation scenarios for metropolitan areas like Auckland still
requires super-computer facilities and may lead to significantly different results depending on
the initial conditions. Simulation predictions are also dependent on the numerical solver, vehicle
behaviour has to undergo a stability analysis, and longitudinal (CF) and lateral (lane-changing,
turning, overtaking) movements still have to be modelled separately. Even without addressing
these shortcomings, continuous microsimulations are a valuable tool in many applications.
Nevertheless, the duality of unrealistic TCA or physically faithful fully continuous models is not
a necessity and other options exist. Some simplistic “hybrid” models with discrete and continuous
components were proposed but are incomplete feature-wise [121]. Other approaches aim to
integrate models on different levels-of-detail to reduce computational complexity [564]. How
would a single model have to be constructed to meet the following requirements?
• Be computationally efficient.
• Describe the variations in driver attention and reaction time.
• Be spatially continuous.
• Contain only parameters relevant for the driving task.
• Extensible with route-choice and lane-changing features.
This chapter’s contribution is the development of CF model which meets the outlined requirements and thus bridges the efficiency/accuracy gap between TCA and continuous microsimulations. From several combinations of responses and stimuli the most suitable pairs to
predict CF behaviour for the next few moments were determined and the temporal distributions
of constant behaviour were evaluated. How quantisation shrinks the model’s state space was
discussed and a possible implementation based on hierarchically organised FSM and a Timed
Automaton is described.
While the proposed approach for modelling CF behaviour is new, several hybrid microsimulations with other objectives and construction principles exist. Together with an introduction to
FSM and TA concepts, some semi-discrete approaches are listed in Sec. 6.2. Subsequently, the
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best stimuli-response correlations which will govern driver reactions are worked out (Sec. 6.3). It
is also measured how long drivers maintain the same acceleration (Sec. 6.4) and a state-machine
representation for acceleration levels is devised (Sec. 6.5). Building on the insights gained, Sec. 6.6
finally provides a detailed description of the FSM-TA model. The chapter concludes with a summary of the findings; it also discusses potential extensions and improvements within the proposed
framework.

6.2

Related Work

From the earliest attempts in the 1960’s through to today, hundreds of CF models have been
proposed and implemented in simulations. Development of new models is mainly driven by
better psychological understanding, technological advancements (e.g. cruise control, autonomous
driving), improved observation techniques, higher data resolution, as well as the demand to
model more features. Independent from their individual scopes and objectives, CF models attempt to capture the driving relation which is abstracted as a reaction (e.g. adjustments of speed
or acceleration) to one or more stimuli perceived from the leading vehicle (hence the name)
or other environmental factors. Strength, linearity, and time between stimulus and response
(reaction time) have been modelled from numerous angles. Because vehicular trajectories are
spatially and temporally continuous, the most obvious ways of representing them mathematically
are (sets of) partial or ordinary differential equations (PDE, ODE). For an overview, genealogy
and benchmarks of these modelling approaches see [26, 34, 116, 346] and references therein.
Significant research efforts also went into more abstract minimalist models which are usually
constructed as sets of integer-equations and are evaluated at evenly spaced time steps (ticks).
These fully discrete Traffic Cellular Automata (TCA) solve some problems their continuous
counterparts do not (stability, scalability, dependency on numerical solvers) but suffer from
a severely reduced model fidelity. Due to their abstraction, TCA can be implemented very efficiently, only require a few parameters, lend themselves to gridded topologies and reproduce
macroscopic phenomena well [46].
In addition to the fully discrete/continuous models, several variants with varying numbers of
discrete and continuous properties were proposed to replicate spatio-temporal interactions between dynamical systems. Except for the time-discrete Gipps [59], Krauss [216] and Newell [60]
models, most of these approaches were relegated to a niche existence in transportation engineering. They have found wide application in the research investigation particle hopping approaches
and the simulation of lattice-based road networks [121, 122]. Examples are the Coupled Map Lattices [199–203], Zero-Range-Processes and Chipping Models [208–211, 311] and some interacting
particle systems [124, 204–206].
Also referred to as finite-state automata, FSM are mathematical models of machines which
can be in exactly one state at any given time. State changes (transitions) are instantaneous
and occur in response to external inputs (“reactive system”) [320]. In [318] they are defined as
“abstract model describing a synchronous sequential machine” while [319] defines them as a
model of computation which consist of a set of states 𝑁, a start state, an input alphabet, and a
transition function. Over time, several FSM variants were used in linguistics, computer science,
philosophy, biology, mathematics and other fields. FSM are highly flexible and some of their adaptations (non-determinism [322, 323], hierarchical structures [324, 325] or multiple outputs [Mealy
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machines] [565]) make them very suitable to represent CF activities. The downsides of their
simplicity are maintainability (transitions of all connected states need to be adjusted when a
state is added/removed), scalability (state space explosion and loss of graphical readability for
bigger systems) and lack of reusability (strong coupling between states means that parts of a
more complex FMS cannot be simply used separately) [318].
One way to deal with the architectural problems of simple FSM is the subsumption architecture.
It was developed as a control structure to deal with concurrent processes and breaks down “simple
independent task-achieving behaviours” into parallel sets of control systems. While controllers
operate parallelly from input to output, higher priority controllers subsume (suppress) the lower
priority ones based on their output conditions. This approach allows for incremental addition of
features to a model from a small set of “general purpose behaviours” and simplifies debugging
and specifying features for individual modules which can be capsuled and reused [566–568].
Despite its popularity in developing autonomous robots and wide application in agent-based
simulations, the subsumption architecture has not been used in the context of modelling human
driving behaviour.
Inside an FSM, transitions may occur with arbitrary but fixed delays without altering the
system’s behaviour: FSM are invariant under stretching of the time axis [180]. For this reason,
temporal aspects of a dynamic system would be insufficiently reproduced by them which motivated Alur and Dill [177] to propose the Timed Automata (TA) concept. TA extend FSM with
real-valued clocks and mathematically formalise their dynamics. In TA, state transitions are
annotated with actions (what is done?), guards (when is it done?) and reset sets (which clocks are
reset?) [341]. Although not as ubiquitous as FSM, TA are widely used. Example usages include
the replication of asynchronous applications and circuits, finding logical errors in communication protocols [178], designing pacemakers [336], modelling Bitcoin contracts [337], mimicking
home care plans [338], simulating biological pathway dynamics [339] and implementing PublishSubscribe structures [340]. TA transitions can also be stochastic or triggered by external factors
making them a suitable tool to model human reaction time and attention states [342]. Despite
their inherent aptitude, TA have only been used to model particle hopping models [124] but not
to replicate more complex CF dynamics.
Mathematically, the TA 𝒜 is a tuple with the components 𝑄 (set of states), Σ (alphabet),
𝐶 (set of clocks), 𝐸 (transitions) and 𝑞0 (initial state). 𝒜’s transitions 𝐸 are defined as 𝐸 ⊆
𝑄 × Σ × 𝐵(𝐶) × 𝑃(𝐶) × 𝑄 where 𝐵(𝐶) denotes the set of boolean clock constraints and 𝑃(𝐶) is the
power set of 𝐶. Σ, 𝑄, 𝐶, and 𝐸 are finite sets; 𝑞0 is one element of 𝑄. The exemplary edge (𝑞, 𝑎, 𝑔,
𝑟, 𝑞 ′ ) defines a transition from 𝑞 to 𝑞 ′ with action 𝑎, guard 𝑔 and clock resets 𝑟. Like most FSM, 𝒜
has a starting state 𝑞0 . As soon as 𝑞0 is entered, all clocks start to increase with the same speed so
their values can be compared with guards to trigger (instantaneous) transitions along the edges.

6.3

Stimuli and Responses: Correlations and Feature Distributions

Developing a CF model requires knowledge about the behaviour of drivers: CF decisions should
be based on stimuli and responses which are highly correlated at some preferably consistent
delay. To find these, an experimental dataset containing ten drivers following each other in
a platoon is employed. The experiment took place on a test track without opposing traffic or
interruptions and the platoon’s leader performed several driving manoeuvres to simulate different traffic conditions. Trajectories were captured with high-precision RTK GPS receivers and
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Doppler-effect-based speedometers. Due to its high accuracy, the dataset formed the basis of
several publications [16, 56, 111–118].
In an exclusive CF situation (no surrounding effects), drivers may base their decisions on
space gap 𝑔, headway ℎ, relative speed Δ𝑣 or the lead vehicle’s acceleration 𝑎𝑛+1 . Response-wise,
the follower then adjusts speed 𝑣𝑛 or acceleration 𝑎𝑛 . Are the stimuli all equally important?
What is the delay in processing them? These questions are answered by Fig. 6.1: it contains four
subplots (one for each stimulus) and three curves for each (average) driver response. The axis of
abscissa indicates how much the respective stimulus and responses were shifted against each
other, i.e. their delay (time shift 𝑡Δ > 0) or anticipation (𝑡Δ < 0). Plotted on the ordinate axis is
how strongly (linear) stimulus and response are correlated Pearson, [569]). Kendall Tau and
Spearman correlation coefficients have been calculated, too: results only differ in their scales and
are therefore not included. Fig. 6.1 makes immediately clear, that Δ𝑣 and 𝑔 exhibit the highest
correlation with acceleration and speed, respectively. The peak for both correlations is 𝑡Δ ≈ 1.5 𝑠.
After identifying the response-stimuli pairs with the highest correlation and the associated
total delay (human reaction processing and mechanical lags) the range of acceleration, headway
and relative speed are plotted as Kernel Density Estimations Fig. 6.2. All three trajectory feature
distributions are highly symmetrical and exhibit distinct maxima. Overall, the 90 % quantiles are
𝑎90 % = [−0.80, +0.83] m s−2 , Δ𝑣90 % = [−2.22, +2.20] m s−1 and ℎ90 % = [−1.25, +3.03] s.
One key property of microscopic traffic models is the crash avoidance (𝑔min > 0 and ℎmin > 0).
Models should avoid these situations but not render them completely impossible (like early
TCA). To determine which minimal headways or space gaps are selected by drivers for a given
speed, velocities were quantised with a mid-tread quantiser and the respective minima of space
gaps / headways in each group was recorded Fig. 6.3. To demonstrate the comparably small
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Figure 6.3: By binning the measured speeds the minimum space gaps and headways for each bin can be determined.

influence of the quantisation step size Δ𝑄 , Fig. 6.3 contains the minimum headways and space
gap for Δ𝑄 = 0.1 m and Δ𝑄 = 1.0 m. The smaller step size produces more outliers but does not
significantly alter the general progression. Interestingly, the minimal space gaps and headways
form very different relationships with the follower’s speed. As shown in Fig. 6.3a with a thicker
yellow line, 𝑔min (𝑣) can be approximated with two piecewise linear functions:
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⎧⎪
⎪⎪ 0.5𝑣 + 5
𝑣 ∈ [0, 25] m s−1
⎪
𝑔min (𝑣) = ⎨⎪
(6.1)
⎪⎪ −10𝑣 − 233 𝑣>25 m s−1
⎪⎩
Using the same technique as described before, minimum headways drivers select depending
on their own speed were plotted Fig. 6.3b. Unlike 𝑔(𝑣), headway cannot be reasonably well approximated with linear functions. Instead, the observations were fitted through a Beta distribution.
With 𝛼 = 𝛽 = 0.5, the probability density function was calculated as
ℎmin (𝑣) =

𝑣 𝛼−1 (1 − 𝑣)𝛽−1
B(𝛼, 𝛽)

(6.2)

where the denominator is defined as shown in eq. 6.3.
B(𝛼, 𝛽) =

Γ(𝛼)Γ(𝛽)
Γ(𝛼 + 𝛽)

(6.3)

Eq. 6.1 and eq. 6.2 determine the lower thresholds for triggering deceleration transitions
in the subsumption architecture CF model. The upper thresholds were calculated too, but are
less meaningful because drivers were instructed to follow each other. Usually, the driving
behaviour is considered as being independent from the leading vehicle for 𝑔 >≈ 65 m (200 ft) [570].
The irregular shape of maximum headways indicates that more data is required to draw final
conclusions. Yet, since 95 % of all headways in the dataset were <3.03 s (99 %: <3.64 s), 3.5 s is a
reasonable threshold for drivers to catch up to their lead vehicle.

6.4

Acceleration Properties

Sec. 6.3 showed that acceleration and speed correlate highly with Δ𝑣 and 𝑔, respectively. Since
the proposed microsimulation model has better precision than TCA, drivers must be able to
adjust their vehicles’ acceleration instead of hopping between different velocity levels. To better understand how drivers control their acceleration, this section analyses how long they
maintain constant levels of acceleration and shows the ratios of deceleration, constant speed and
acceleration. To obtain these details, the dataset was quantised and the effect on model fidelity
was discussed.
All values stored and processed in a digital computer are by definition discrete, i.e. stem from
a finite set of values. With sufficiently fine resolutions, continuity can be approximated. At a
sampling rate of 10 Hz, temporal discretisation of the dataset is already suitable but the resolution
of 𝑎 is so high that repeated observations of the same value are highly unlikely. For this reason,
how long drivers maintain a constant speed cannot be measured because the likelihood of 𝑎 = 0
approaches zero. In fact, the dataset does not contain any observation with 𝑎 = 0. The solution
to this is quantisation, i.e. the process of converting an object in the continuum into a finite
bitstream. It is a “non-linear, irreversible and memoryless many-to-few mapping” whose quality
depends on the number of quantization levels 𝐿 and thus on the quantisation step size Δ𝑄 [571].
For sake of simplicity and practicality (symmetry around the origin, inclusion of zero in the
discrete state space) a mid-tread quantiser is employed. Its mathematical formulation is shown in
eq. 6.4 [572].
𝑄mid-tread (𝑥) = ⌊2𝑀−1 𝑥 + 0.5⌋/2𝑀−1

(6.4)
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By measuring the duration of consecutive movements for each vehicle-driving pattern
combination and classifying the results as positive, negative or zero, the nature of consecutive
movements can be explored more deeply. Because the recording time varies for individual
trajectories, shares of acceleration, deceleration and zero movement ought to be expressed as
ratios to the individual total. The shares of acceleration, deceleration and constant movement
are shown in Fig. 6.3c for Δ𝑄 = 0.1 m s−2 . One dot in each strip-plot marks the 𝑎 percentage for
each driver per driving pattern. Although not visually obvious due to overlapping marks, all data
points from each group add up to 100 %. Other visualisations eliminate this shortcoming but fail to
convey the information as efficiently. Fig. 6.3c shows that drivers spend approximately the same
share of time speeding up, braking and maintaining the same speed. Driver 𝐺01 (platoon leader)
spent the most time at the same speed – apparently an artefact from trying to reproduce the
different speed patterns. While individual drivers differ and can be identified by their behaviour,
the shares of 𝑎 > 0, 𝑎 < 0 and 𝑎 = 0 exhibit similar patterns.
The acceleration ratios depicted in Fig. 6.3c are just a snapshot created with Δ𝑄 = 0.1 m s−2 .
By increasing Δ𝑄 , the number of values falling into the 𝑎 = 0 bin increases, while the number
of values falling into the other categories decreases. Smaller Δ𝑄 , on the other hand, shrinks the
bin width for 𝑎 = 0, thus having the opposite effect by reducing the number of acceleration levels
and increasing the share that drivers move with constant speed, acceleration or steering angle.
Fig. 6.3d depicts this relationship for the three features by plotting the average share of zero and
non-zero 𝑎, 𝑗 and ∇ against Δ𝑄 . The ratio of positive and negative are visually extremely similar
and were therefore summarised in one group. The curves in this chart are symmetric to 𝑦 = 0.5
because 0 and ≠ 0 observations must sum up to 1. While consecutive observations of ∇ and 𝑗
are linearly correlated with Δ𝑄 , larger Δ𝑄 increases the share of observations with 𝑎 = 0 nearlinearly up to Δ𝑄 ≈0.15 m s−2 before the slope significantly decreases and then approaches 100 %
in a log-like fashion. Under the prevailing conditions, >95 % of all accelerations are consecutive
for Δ𝑄 = 0.8 m s−2 . Not shown is the plot of inter-driver differences, but as can be deduced from
Fig. 6.3e, variations between drivers are not very pronounced for Δ𝑄 < 0.6. Thus, Δ𝑄 is a suitable
reference for the expected vehicular dynamics of a discrete acceleration microsimulation.
While the share of 𝑎 = 𝑗 = ∇ = 0 gives a good indication of the general microscopic system
dynamics as a function of Δ𝑄 , it does not predict how Δ𝑄 affects the mean duration. This is
shown on a per-vehicle basis in the three subplots of Fig. 6.3e. The selected range of Δ𝑄 ∈ {0 … 1.5}
is representative for all three features but remains well below the quantisation step of most
TCA (Δ𝑄 = 7.5 m s−1 in [38]). Steering direction and jerk were included to provide some context
and demonstrate the applicability of the approach for other trajectory features. In the leftmost
subplot, Δ𝑄 ∈ {0, 0.6} m s−2 only shows minor differences between drivers while Δ𝑄 > 0.6 m s−2
fans out the average time spent without changing speeds in a highly non-linear fashion. Similar
trends are exhibited in the rightmost subplot but with a much smoother progression and 20-fold
smaller scale. The mean duration of 𝑎 and 𝑗 for driver 𝐺01 grows slowest by a significant
margin with Δ𝑄 . This may result from the driver’s objective to change speed regularly while
the followers do not have to react immediately but can maintain their speed slightly longer.
This is not necessarily the case as shown by driver 𝐺10 (the last in the platoon) who also keeps
accelerating/braking despite having the most information about the traffic conditions ahead.
The middle plot of Fig. 6.3e has a very different dynamic: the mean time vehicles move straight
ahead increases sharply with Δ𝑄 and then remains almost constant. Increasing Δ𝑄 beyond 0.4 ∘ /𝑠
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does not change the system dynamics further; resolution becomes so coarse that vehicles do not
change direction (in a model of that resolution).
The previous paragraphs showed that, Δ𝑄 <0.6 m s−2 affects all drivers similarly. But which
discrete acceleration levels are actually perceptible by human drivers? Without visual clues, speed
cannot be felt at all but acceleration (linear and rotational) and its change, can. Perception of
acceleration mostly depends on the vestibular system: without it, detecting rotational stimuli and
linear motion is still possible through cutaneous and other somaesthetic mechanoreceptors but
loses precision in the order of a magnitude [573]. Benson [574] measured thresholds of 0.03 m s−2
and 0.06 m s−2 for horizontal and vertical movements, respectively. These values were collected
with sinusoidal linear oscillation at 0.03 Hz. Because perceptions change with the frequency of
oscillation, thresholds vary. Participants of Walsh [573] exhibited differing perceptions but on
average were able to perceive accelerations of ≈0.02 m s−2 . Gianna et al. [575] observed vestibular
observation thresholds of 0.121 m s−2 (linear ramp 𝑗 = 0.028 m s−3 ), 0.192 m s−2 (linear ramp
𝑗 = 0.079 m s−3 ), 0.048 m s−2 (𝑗 ≫ 0) and 0.167 m s−2 (parabolic ramp 𝑗 = 0.0152 ms−4 ). They
conclude that large 𝑗 facilitates motion perception [575]. Gundry [576] measured the threshold
for detecting angular rotation at 0.12 ° s−1 . These values form the lower bounds for designing a
discrete-acceleration microsimulation; it is reasonable to assume that drivers accelerate faster
than their own perception threshold.

6.5

An Acceleration State Machine

It is the nature of quantisation to reduce a continuous, uncountable state space to a smaller,
enumerable set of symbols. This section describes the properties of an acceleration state machine,
i.e. the number of states as function of Δ𝑄 and how drivers switch between levels. When a
continuous range of numbers is discretised through quantisation and sampling, its individual
members can be identified and counted. That also means individual values can be considered
as start and endpoints for actions in the acceleration state machine; their symbols become a
graph which maps relations between objects (nodes, vertices, points). Transitions between nodes
are termed edges (arcs or links) and the degree of a node denotes how many edges connect to
it [577]. Due to the uniform quantisation, distances between all nodes are constant. Graphs are
one option to represent state machines and can abstract the transitions between states. Because
acceleration oscillates around zero and is only governed by driver actions, the state machine
abstraction can be used to reason about human driving behaviour. The gained insights were
incorporated into the design of the proposed microsimulation.
While the average duration drivers spend in states of 𝑎, 𝑗 and ∇ increases with Δ𝑄 , the state
space of each trajectory feature shrinks. The details of this inverse relationship are presented in
Fig. 6.4; it shows the averaged number of states for 𝑎, 𝑗 and ∇ in dependence of Δ𝑄 . As shown in
Fig. 6.4, the general pathway for all three features and their discrete change primitives (DCP) is
similar with the notable noise in ∇ which likely stems from recording inaccuracies and small
relative changes of the feature itself. For an acceleration state machine with a coarseness in the
range of 0.1 m s−2 to 0.6 m s−2 , between 15 and 75 states are needed to represent the different
acceleration levels. By selecting Δ𝑄 appropriately, computational complexity, output precision
and model fidelity can be balanced.
The second property shown in Fig. 6.4 is the number of DCP. Organised as 2-tuples, DCP
denote the start and end point for each action in the quantised trajectory data. The total number
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Figure 6.4: Number of states and DCP as a function of Δ𝑄 .

of DCP is significantly lower than the cross product of all unique values and describes driver
behaviour in states. This is because vehicular acceleration cannot change from e.g. −3.5 m s−2 to
1.9 m s−2 unless the chosen Δ𝑄 is large.
In the proposed model, the driver’s attention is separately modelled from the accelerations
by a TA. But while it has been shown that acceleration/deceleration are distributed similarly,
driver heterogeneity for the mean duration of 𝑎 = 0 is negligible for Δ𝑄 ≤ 0.6 and the number of
states and DCP as determined. Still missing is the variability of the mean duration of individual
acceleration. The left plot of Fig. 6.5 shows these distributions for Δ𝑄 = 0.10, Δ𝑄 = 0.25 and Δ𝑄 =
0.50. Peaks are very differently pronounced for the different quantisation steps: Δ𝑄 = 0.1 produces
a ragged shape with numerous local minima and maxima while Δ𝑄 = 0.5 may be approximated
with a skewed but unimodal distribution. A very different picture is produced when medians
instead of means are used to measure the central tendency (right plot of Fig. 6.5): peaks are less
pronounced and the median duration is shorter. A visual analysis of durations for individual
acceleration levels revealed exponential distributions across for all values and selected Δ𝑄 . The
TA governing the durations of constant acceleration should therefore be probabilistic with an
underlying exponential distribution.
As a last step before finally introducing the model, the order in which acceleration is selected
by drivers shall be analysed. Fig. 6.6b represents the transitions between all quantised acceleration
values contained in the Tomakomai dataset (mid-tread quantiser, Δ𝑄 = 0.1). The plot was created
with Graphviz [106, 107] and, more specifically, using the Neato algorithm which runs an iterative
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solver to find low energy configurations [578]. In accordance with Fig. 6.4 where the number of
unique ∇ DCP drops quickly before slowly decreasing further, adjusting Δ𝑄 does neither change
the number of nodes nor the general graph. The directed edges in Fig. 6.6b are colour-coded and
represent individual drivers; nodes indicate the discrete 𝑎 values which are contained in the
15 most frequent acceleration DCP. Due to the differing DCP per driver, the total number of
nodes is ≥ 15. Fig. 6.6b shows a strong order of acceleration preferences; drivers tend to maintain
𝑎 ≈ 0 m s−1 and iteratively move to 𝑎 further from 0. At a sampling rate of 100 ms and given that
acceleration changes continuously with time, this is expected. Not shown in Fig. 6.6b are loops,
i.e. when drivers maintain the same acceleration. How frequently and for how long this happens,
was discussed in the previous paragraphs. Nevertheless, Fig. 6.6b is incomplete because it only
contains the top-15 DPC.
This shortcoming is fixed by the complementing view on the state machine perspective
provided by Fig. 6.6a which plots all quantised 𝑎 values against the median of their respective
preceding and succeeding states. Medians were chosen over averages to maintain the same state
space for predecessors, successors and reference points. The straight line shows that drivers
tend to maintain their current acceleration for 𝑎 ∈ {−1.5, +1.5} m s−2 . In other words, in this
range drivers behave very predictably and only make minor adjustments. As pointed out in
Sec. 6.4, >90 % of all acceleration activity falls into that range and is therefore a suitable target
for modelling. The larger number of outliers in the deceleration range is also not surprising:
decelerating when approaching the leader is much more important than accelerating when the
lead vehicle is driving away. Furthermore, cars tend to be equipped with brakes much more
powerful than the engine and thus decelerating can take place at more extreme values than
accelerating. Δ𝑄 = 0.1 m s−2 was selected because it is near the human perception threshold
but still large enough to mainly contain driver-intended acceleration changes. Increasing or
decreasing Δ𝑄 does not significantly alter the linear relationship; it only changes the distance
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Figure 6.6: How do drivers iterate through a finite set of discrete acceleration levels?
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6.6

Exemplary Implementation

This section finally introduces the hierarchical subsumption model. It consists of four Finite
State Machines which govern the reaction to changes in headway (𝒜hw : Fig. 6.10), relative speed
(𝒜Δ𝑣 : Fig. 6.9), and space gap for crash avoidance (𝒜brake : Fig. 6.11). The other fundamental parts
of our CF model are the TA 𝒜TA which governs the driver’s attention (Fig. 6.8) and the FSM 𝒜acc
which switches between different discrete acceleration levels (Fig. 6.12).
Fig. 6.7 depicts the relationship of all components in the proposed CF model. On the left side,
the TA 𝒜TA controls the times between actions of the drivers. Unless there is feedback from the
brake light of the leader, the automaton selects times of “inactivity” based on the distributions
worked out in the preceding sections. The perception of the brake light plays a major role in
reducing the reaction time [579] and so does the time between driver actions. This separation
between the attention modelling and acceleration representation has the advantage that some
time-related properties can be formally verified [177]. The third component of the subsumption
architecture shown in Fig. 6.7 are the modules. They can be composed of more complex tasks
or activities; the hierarchically organised state machines that lets the driver react to respecitve
CF stimuli was chosen to reflect variability in the importance of actions. The notion of hierarchy
is visualised by the stair-like arrows: the lead vehicles’ brake light increases attentiveness in
the follower but does not directly trigger a driver reaction (no step). 𝒜𝛥v , on the other hand,
can cause the acceleration to change by 1Δ𝑄 unless this decision is overruled by 𝒜h which
would trigger if the headway was too small or the driver was more than 3.5 s behind their
leader. While deceleration is assumed to always be a safe action, an acceleration decision from
too large headways or speed differences would be dominated by 𝒜max if the vehicle already
exceeded the speed limit. The acceleration decision is finalised by 𝒜g which checks if the space
gap undercuts 𝑔min as defined in eq. 6.1. The change of acceleration Δ𝑎 coming from one of the
parallelly executed state machines is used as input for 𝒜acc . The state space of Δ𝑎 is {−1, 0, 1}.
As a consequence, acceleration cannot jump more than 1Δ𝑄 in one attention cycle. Extreme
decelerations are captured by repeatedly iterating through the whole decision cycle to reach the
extremes of 𝒜acc . That means, that the physical reality is captured realistically while ensuring
that and acceleration and deceleration do not exceed the limits imposed on 𝒜acc . Neither a
numerical solver nor a stability analysis as commonly performed for models based on differential
equations, is required.

𝒜TA

𝒜BL

brake light (𝑎𝑛+1 )

𝒜CF

imitate leader (Δ𝑣)

𝒜h
𝒜max
𝒜brake

catch up (ℎ)

𝒜acc

speed limit (𝑣max )
(emergency) brake (g)

Figure 6.7: The complete CF model with all automata that govern driver decisions and longitudinal vehicle dynamics.

Fully discrete traffic models are usually designed around the notion of time steps (ticks) at
which, in a synchronised fashion, all simulated vehicles attempt to move forward or carry out
other driving activities. Continuous microsimulations, on the other hand, iteratively execute
numerical solvers at a frequency of usually 10 Hz to determine the next position and all derived
trajectory features [39]. As shown in Fig. 6.8, the proposed approach is different because durations
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of constant acceleration are repeatedly drawn from two continuous distributions. Building on
the insights gained in previous sections, these acceleration times 𝑡𝑎 are exponentially distributed
with a mean/median that can be estimated from Fig. 6.5. Since the ratios presented there contain
all observations, i.e. attentive and inattentive states, the expectation value 𝐸 of the distributions
𝑋 and 𝑌 will have to be determined by a parameter analysis or a more specialised statistical study.
The driver attention TA 𝒜TA is nevertheless equipped with two states: When the brake lights
of vehicle 𝑛 + 1 are on, the mean/median is lower and drivers are more attentive. As a result,
stronger acceleration values are achieved by quickly iterating through the states of 𝒜acc . At each
transition, the internal clock 𝑐 of 𝒜TA is reset and another cycle through 𝒜acc and the preceding
CF automata is triggered (“check acceleration”). The change between the two states of 𝒜TA is
activated by feedback from 𝒜BL which is executed in parallel with the other CF FSM. Since the
model has to go through a full cycle before deceleration sets in and acceleration cannot jump
arbitrarily, the average cycle time and the number of cycles it takes to reach the more extreme
states of 𝒜acc is equivalent to the total reaction time 𝑡rct .
𝒜CF as visualised in Fig. 6.9 is the first FSM which directly influences driver’s acceleration
behaviour. It takes the relative speed as an input and decides to either increase/decrease acceleration by one level or maintain its current level. The result is indicated by the state 𝒜CF is in
and therefore can take the values Δ𝑎 = +1, Δ𝑎 = −1 or Δ𝑎 = 0. The thresholds which are labelled
on the edges and trigger acceleration or deceleration are 1 m s−1 and −1 m s−1 , respectively. Any
value Δ𝑣 ∈ {−1 … 1} m s−1 does not lead to a change in acceleration.
To demonstrate the model’s simplicity and modularity, 𝒜h is shown in Fig. 6.10: the automaton’s structure is equivalent to the design of 𝒜CF (Fig. 6.9). The only difference between
the automata is the table with conditions: if headway is longer than 3.5 s, drivers tend to catch
up if they want to follow their leader (≈98 % in the Tomakomai dataset) thus 𝒜h goes to the
Δ𝑎 = +1 state. The minimum headway follows a Beta distribution (Fig. 6.3b) based on the speed.
If the current headway falls below the associated minimum headway (ℎmin ), 𝒜h ends in the
Δ𝑎 = +1 state. All headways in-between do not alter the acceleration change suggested by
𝒜CF . To implement this behaviour in the top-down structure of TA-FSM model, the empty set ∅
indicates that previous acceleration choices are not overridden as would be the case with an
integer value. Like Fig. 6.9, Fig. 6.10 is a complete automaton: transitions can take place directly
between all states.
Crash avoidance has the highest priority and therefore may overrule all other acceleration
decisions. If the current space gap is smaller than the piecewise linear function of Fig. 6.3a,
𝒜brake (Fig. 6.11) ends in the deceleration state (Δ𝑎 = −1). If leader and follower are far enough
brake light = ON
𝑐 ∶= 0, check acceleration
attentive
𝑡𝑎 ∼ 𝐸(𝑋 )

inattentive
𝑡𝑎 ∼ 𝐸(𝑌 )
brake light = OFF
𝑐 ∶= 0, check acceleration

𝑐 ∶= 0, check acceleration

𝑐 ∶= 0, check acceleration

Figure 6.8: 𝒜acc controls the driver attention by drawing durations of constant acceleration from an exponential
distribution and re-triggering a check when the time is exceeded.
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Figure 6.9: The FSM 𝒜CF imitates the leading vehicle by synchronising speeds.
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Figure 6.10: 𝒜hw lets drivers catch up if ℎ ≥ 3.5 s, slow down if ℎ is smaller than the minimum headway defined in eq. 6.2.
Unless these thresholds are exceeded, 𝒜hw does not overrule previously made acceleration decisions.
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apart, acceleration/deceleration decisions from 𝒜CF , 𝒜h , and 𝒜max are not altered. The brake
light FSM and the speed limit FSM are not shown but follow the same design principle as
𝒜brake (Fig. 6.11): they are two-state FSM triggered by one binary condition. If the vehicle’s
current speed is higher than the speed limit, the driver decelerates with Δ𝑎 = −1. In the same
fashion, 𝒜BL triggers a switch to a different attention-time distribution inside 𝒜TA . Based on
these simple mechanisms, backward movements can be avoided, stopping at traffic lights can
be implemented and turning at intersections becomes possible without modifying the model’s
general construction.
The last component in the TA FSM CF model is the FSM 𝒜acc which implements the actual
driving states. 𝒜acc may contain an arbitrary but finite number of states (depending on Δ𝑄 )
which can be reached by iteratively switching through them instead of jumping arbitrarily
between them. An exemplary implementation is shown in Fig. 6.12. The selected/current level of
acceleration is maintained for the duration controlled by 𝒜TA . All dependent trajectory features
can then be calculated from the duration of constant acceleration.
The proposed model is not complex per se but contains many ideas and concepts. Hence,
a short recap seems appropriate. In the TA FSM model, drivers adjust their acceleration as a
reaction to one or more stimuli. All car-following stimuli are evaluated in parallel through simple
Finite State Machines. Whether the driver reacts to a certain stimulus is determined by the output
of the FSM and stimulus position in a clearly defined hierarchy (subsumption architecture). The
only response in this 1D model is the adjustment of acceleration which is a FSM, as well. But
unlike transitions in the FSM which process stimuli, acceleration remains constant for some
time because the transitions are not immediate. How long constant acceleration is maintained is
controlled by a two-state Timed Automaton which can be calibrated with empirically observable
data.

6.7

Discussion and Concluding Remarks

In this chapter CF behaviour was statistically analysed to lay the foundation for the development
of a spatially and temporally continuous microsimulation with discrete levels of acceleration. To
that end the influence of delay on the (Pearson) correlations of different stimuli and responses was
analysed. Furthermore, progressions of acceleration, deceleration, and constant speed phases were
compared and distributions of the key stimuli and responses were visualised. The chapter’s main
contribution is the statistical description of a potential state machine: how many (acceleration)
states and change patterns exist? How long do drivers remain in one state? How do they
iterate through the states? These questions were answered in several plots and formed the
basis for the proposed TA-FSM model. This microsimulation controls the durations between
𝑔(𝑣) ≤ 𝑔min (𝑣)
Δ𝑎 = ∅

Δ𝑎 = −1
𝑔(𝑣) > 𝑔min (𝑣)

𝑔(𝑣) ≤ 𝑔min (𝑣)

𝑔(𝑣) > 𝑔min (𝑣)

Figure 6.11: 𝒜brake : slow down if 𝑔 is smaller than the minimum space gap defined in eq. 6.1.
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Figure 6.12: Acceleration state machine 𝒜acc .

the (instantaneous) acceleration changes with a TA and organises the stimuli processing with
parallelly executed FSM and a subsumption architecture. Thanks to its modularity, the developed
model is easily extendible with lane-changing and route-choice features. It does not depend on
numerical solvers and is computationally efficient. Model fidelity can be adjusted through the
quantisation step size Δ𝑄 ; blends between the coarse TCA and approaches based on differential
equations can be selected. Other advantages are the modularity of the concept, the inherent
randomness, the focus on observable variables and the lack of action points [94, 543].
Although a prototypical implementation exists and already yielded promising results, the
description of the calibration process and the role of driver heterogeneity will have to be covered in
a future publication. Further research is also necessary with the exact specifications of interfaces
between the different FSM. Also, the basic ideas could be implemented with Hybrid Automata,
a formalism frequently used in Computer Science, Neurobiology, and other domains, Hybrid
Automata have the advantage of enabling mathematical proofs and might represent the model’s
inherent complexity in a simpler way. In fact, Hybrid Automata have been employed to represent
vehicular traffic already [58, 229–231]. Another way to structure the switching between different
tasks is the recently proposed Behavioural Trees (BT). They achieve modularity and reactivity
by composing complex tasks from simpler tasks without requiring implementation specifics
of the subtasks. The notion of tasks (instead of states) is a key difference between BT and the
hierarchical subsumption FSM architecture. BT also replace the one-way control transfers of
FSM (transitions) with two-way control transfers (function calls). Despite their advantages, until
now BT have mostly been used in AI, robotics and the development of computer games [580, 581].
A BT implementation of the TA-FSM model would have the advantage that the attention TA
could more expressively couple reaction time and subsequent actions (e.g. to represent higher at-
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tentiveness during overtaking manoeuvres and shorter attention spans while waiting in jammed
conditions). Unlike Hybrid Automata, BT have not been used to model microscopic traffic.

CHAPTER

Model-Independent Errors in (partly)
Discrete Microsimulations of Road
Traffic
Sometimes a clearly defined error is the
only way to discover the truth.

Benjamin D. Wiker, The Mystery of the Periodic Table

The microscopic models introduced in Chapter 5 and Chapter 6 not only share the TA formalism but also are formulated as HMS, i.e. with discrete and continuous state, space or time
variables. While all simulations on digital computers are per definitionem limited in their precision and thus not continuous, variables in HMS by far exceed the coarseness introduced through
limited precision. With appropriate scaling, these deviations can be kept sufficiently low, but for
reasons of computational efficiency and modelling simplicity, coarser approaches have found
wide use. In particular, road traffic as a large-scale application of interacting dynamic systems is
a common target for this kind of grainy microsimulation.
The question arises, how much models suffer from discretisation artefacts if their temporal or
state variables are discrete. This is important because discretised trajectories simply contain less
information thus reducing the memory footprint necessary for the respective variables. Along
with this, the state space also shrinks thus reducing the fidelity of any model operating at that
level of discretisation. For that reason, these deviations from originally continuous processes are
a proxy to measure model-independent errors (MIE). These deviations form an ultimate precision
threshold that cannot be undercut by improving the model itself.
This chapter is concerned with quantifying the MIE for hybrid and discrete microscopic traffic
models like those presented in Chapter 5 and Chapter 6. As depicted in Fig. 1.2, this chapter’s
methodology is data analysis and it is mainly concerned with models for uninterrupted facilities.
The task is approached by temporally and spatially discretising trajectories (and their features),
as examples of continuous processes and measuring the average deviation from the original
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observations. The recorded trajectories stem from the noisy but large NGSIM dataset and the
smaller but higher precision Tomakomai dataset already employed in the previous chapter. Furthermore, synthetically generated trajectory excerpts are analysed to deepen our understanding
of the general nature of discretisation processes in the field of efficient microsimulations.

7.1

Introduction

Modelling road traffic is difficult due to inherently erratic human behaviour, the potentially
large number of modelled entities and external factors which have to be observed, represented
and calibrated. Researchers and transportation engineers have devised several simplifications
to reduce information density and model complexity. Common approaches are treating larger
numbers of vehicles as a liquid-like stream (macroscopic models), aggregating trajectory features
over time (mesoscopic models), reducing the driving task to one-dimensional longitudinal movements (car-following (CF) or microscopic models) or by representing (some) trajectory features
discretely. Microscopic models (microsimulations) represent individual vehicles and form the
group with the most proposed variants. They can be implemented with discrete and continuous
temporal, spatial and state variable components [25, 121, 582].
Since digital computers operate in discrete (time) steps and represent values as finite bitstreams, all computer simulations are technically discrete. Nevertheless, with high resolution
of the involved variables, continuity can be successively approximated. Implementation-wise,
continuous microsimulations replicate vehicle trajectories by iteratively solving ordinary/partial
differential equations and closely imitate physical reality. Other approaches deliberately integrate
longer time steps, lattices and small numbers of state variables into the model formulation. While
all models are abstractions, higher resolutions generally indicate a potentially more accurate
representation of reality. The advantages of approaches with more discrete components (independence from numerical solvers, computational efficiency, reproducibility, integration of
longitudinal and lateral movements, etc.) have to be traded against the loss in model fidelity.
Subsequently, questions arise about the magnitude of information loss when modelling traffic
with fully or partly discrete models. How big is the expected error caused by discreteness in Traffic
Cellular Automata (TCA) like the Nagel-Schreckenberg (NaSch) model [38]? Can discretisation
errors be alleviated with smaller quantisation steps? Which role do shorter/longer time-steps play
for piece-wise models (e.g. by [226] or [227])? These questions are exclusively concerned with
the representation precision and do not deal with the actual model predictions. Representation
and model predictions clash when the former is too coarse to sufficiently express the model’s
dynamics, e.g., when driver acceleration/deceleration is modelled correctly but not frequently
enough or with insufficient state spaces (e.g. 𝑎 ∈ {−2, −1, 0, 1, 2 m s−1 }). These model-independent
errors (MIE) affect all models with the same set of discrete properties (e.g. cell size and tick
duration in TCA). They make no assertions about the model quality and cannot be undercut by
improving the models themselves.
This chapter’s main contribution is the quantification of MIE for traffic microsimulations
for empirical and theoretical cases to answer the proposed questions. Methodologically, this is
achieved by re-sampling and re-quantising empirical, experimental and synthetically generated
trajectories to estimate expected precision losses under real-world driving conditions, verify
the outcomes with a smaller high-precision dataset and understand fundamental discretisation

Methodology

145

properties in a traffic context. For temporally discrete microsimulations the loss of precision
for different trajectory features in dependence of resolution and level of scale is determined.
Model-independent errors of spatially discrete CF models are quantified with a scenario analysis
for their respective quantisation errors. By successively applying both processes, the deviations
associated with the fully discrete dynamics of TCA are accessed. The chapter also shows how
sampling and quantisation effects distort synthetically generated values in the range of typical
driving situations, thus providing insight into the theoretical error distributions.
While the vast majority of CF models are spatially and temporally continuous, discrete
approaches are popular in academia due to their scalability, high abstraction (minimal models)
and simplicity. Despite their coarseness, discrete TCA reproduce macroscopic phenomena faithfully [46]. Between fully continuous and discrete models which are governed by differential
equations and sets of integer equations, respectively, a large number of semi-discrete microsimulations exists. Based on the discreteness of space, time and state variables, a classification of
microsimulations with at least eight separate categories can be populated [121]. Temporally discrete models employ integro-difference equations and are also used outside academia to replicate
human driving (e.g. the Gipps, Krauss, and Newell models). Examples for continuous microsimulations were described by [34] and [116]; a review of TCA CF approaches is given by [46]. The
range of semi-discrete microscopic models like the ultra-discrete Nagel-Hermann model [224],
continuous-state chipping model [211], Zero-Range-Processes (ZRP) and Totally Asymmetric
Simple Exclusion Processes (TASEP) in their continuous time limit [209, 210, 213, 309] or the
coupled-maps lattice implementation of the continuous optimal velocity model [199, 201, 203]
were explored by us [121].
The remainder of this chapter is organised as follows: after introducing and defining the
relevant terms for measuring discretisation errors in section 7.2.1 and 7.2.2, section 7.2.3 describes some characteristics of the Next Generation Simulation (NGSIM) datasets. Sampling and
quantisation processes are explained in sections 7.3.1 and 7.4.1 respectively. Errors which result
from the quantisation of artificial distributions of trajectory data are presented in section 7.4.2.
Using similar approaches, the NGSIM datasets were re-quantised and re-sampled to give insight
into magnitude and error characteristics of real-world driving conditions and their effect on
discretisation processes (sections 7.3.2 and 7.4.4). Subsequently, section 7.5 applies sampling and
quantisation processes to produce two-dimensional error heat maps before section 7.6 concludes
the chapter with a brief discussion of the shortcomings of the presented approach and some
summarising remarks.

7.2

Methodology

This section defines how differences between observed trajectory features and their re-sampled/requantised equivalents were measured. It also introduces the methodological background for
determining the MIE for (partly) discrete simulations and briefly introduces the datasets employed
to determine said errors.

7.2.1

Terminology and Technique

Since the restriction to discrete values shrinks a model’s state space, it is accompanied by
deviations from the modelled issues and circumstances. Therefore, even a hypothetical perfect
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Figure 7.1: The effect of sampling, quantisation, and discretisation on a short observation of the evolution of space gap.

CF model built with discrete components would inevitably suffer from these errors. Since all
microscopic traffic models produce a (reconstructible) trajectory as output, effects of coarseness
are manifested in their visual representation. To denote finer grained trajectories the term fidelity
is often used synonymously to the meaning in numerical analysis where it refers to the resolution
of the representation. Often defined as a number of decimal or binary digits, fidelity is similar to
precision which denominates the nearness of a calculation to the true value [583]. Consequently, a
representation error occurs when numbers (with potentially uncountable digits such as 𝜋 or √2)
are stored as a finite string of digits or when continuous features are represented with insufficient precision. Fig. 7.1 shows this for sampling (values are only determined at the discrete
moments, indicated by vertical lines), quantisation (space gap may only attain values located
on the horizontal) and discretisation (iterative application of sampling and quantisation). The
respective distance between moments and quantisation steps are abbreviated as Δ𝑆 and Δ𝑄 and
the resulting deviations from the original values are denoted 𝜖𝑆 , 𝜖𝑆 and 𝜖𝐷 , respectively. In the
example, Δ𝑆 (i.e. the frequency at which space gap is measured or predicted by a model) is set
to 1 s. As shown in the leftmost subplot of Fig. 7.1, the information loss as compared to the
temporally continuous is rather small; minima and maxima are almost perfectly represented. This
is in stark contrast to the middle plot of Fig. 7.1 visualising quantisation effects with Δ𝑄 = 1 m:
neither the minima at 𝑡 ≈ 6 s and 𝑡 ≈ 17 s nor the local maximum at 𝑡 ≈ 13 s are represented. The
outputs of a spatially and temporally discrete model are equivalent to the restrictions imposed
by sampling and quantisation processes: they occupy the smallest state space and can only attain
values indicated by the gridded dots (rightmost plot of Fig. 7.1).
Consequently, the information loss from incorporating discrete model components with
sufficiently large step sizes can be estimated by calculating the sampling, quantisation and
discretisation errors from empirical trajectories. This deviation from reality is a loss in precision
and therefore an error; it is not identical to the validity of a CF model itself but expresses the
precision at which its output is represented. These two are intertwined: coarser parameters
facilitate modelling of decision processes because adjustments become less frequent and are
simpler to distinguish. On the other hand, the fidelity loss affects all road users because the
behaviour of one driver is the input for their follower. This, and the simpler formulation, might
have fostered the inclusion of stochastic features like slow-to-start probabilities [173, 174] or
random deceleration [38, 175, 176] into TCA. Inbuilt randomness alleviates the limitedness arising
from the boundedness of CF models in which the lead vehicle’s (coarse) trajectory becomes the
main decision input for the following driver. Their reduced feature set and efficient execution
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made TCA valuable tools to systematically analyse the emerging of traffic jams [122, 188, 194].
Since human driving behaviour is erratic and variable over a wide range of input stimuli, the
source trajectories for the attempted analysis are not required to be continuous or even highly
accurate. Input data only has to be of a higher resolution than the precision of models with
discrete components and ideally contain many observations. These conditions are met by the
publicly availably NGSIM datasets (section 7.2.3).
It is intuitively clear that the magnitude of deviations caused by sampling and quantisation
processes depends on the domain boundaries and the frequency of change. Unlike Fig. 7.1, which
shows the discretisation errors for one trajectory feature, Figs. 7.2a, 7.2b and 7.2c visualise
exemplary snippets of acceleration, speed and space gap measurements of the same trajectory.
The excerpt was discretised with Δ𝑄 = 1 [m/s2 | m/s | m] and Δ𝑆 = 1 s as shown in the upper
plots which contain original observations and effects of the sampling (Δ𝑆 ), quantisation (Δ𝑄 ),
and discretisation (Δ𝐷 ) processes. While the acceleration plot exhibits large deviations, speed
is less affected and for space gap it is almost invisible. The absolute errors associated with
these processes are visualised in the lower graphs with equal axes scaling. It strikes the eye,
that the errors for space gap are larger than those for acceleration. Also, sampling error are of
comparatively lesser importance but increase for steep changes (clearly visible on the right side
in all three error plots).
One might argue that 𝜖𝑆 , 𝜖𝑄 and 𝜖𝐷 emerge from discretisation processes as shown in
Figs. 7.1 and 7.2 are rounding errors. Also referred to as round-off errors, these deviations materialise when numerical values are substituted by a shorter or simpler representation and may take
different forms:
Round-toward-nearest For this common method, the digit one less significant than the decimal
place rounded to determines the result. If it is 0, 1, 2, 3 or 4 the digit rounded-to remains
the same, if it is 5, 6, 7, 8 or 9 the digit rounded-to is increased by 1.
Round-to-nearest-standard-value This approach is a variant of the above where values are
rounded to one of a few standard sizes.
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Figure 7.2: Example evolution of acceleration (Fig. 7.2a), speed (Fig. 7.2b), space gap (Fig. 7.2c) and their quantised,
sampled and discretised equivalents are shown in the upper plot; the associated absolute errors are visualised in the
lower graphs (Δ𝑄 = 1 m s−1 , Δ𝑆 = 1 s).
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Convert to integer Due to their discrete characteristics, basically all calculations in TCA models are integer-based which eliminates many workarounds for handling floating point
numbers. The number 2.9998, for example, is converted to the nearest step towards 0 and
thus gets truncated to 2.
Ceiling This function maps a number 𝑥 ∈ ℝ to the smallest following integer (i.e. rounding
towards ∞) and is defined as ⌈𝑥⌉ = −⌊−𝑥⌋ = min{𝑛 ∈ ℤ ∣ 𝑛 ≥ 𝑥}.
Floor Also referred to as greatest integer, the floor function truncates positive and negative real
numbers to the largest previous integer (i.e. rounding down towards −∞). It is defined as
⌊𝑥⌋ = −⌈−𝑥⌉ = max{𝑚 ∈ ℤ ∣ 𝑚 ≤ 𝑥}.
Before explaining options to measure these errors, some context for time intervals Δ𝑆 and
quantisation steps Δ𝑄 commonly used in traffic microsimulations shall be provided. Continuous
models often represent trajectory features in single-precision floating-point format (SUMO
[334], for example, uses 32 Bit) while the differential equations are solved with a frequency
of 10 Hz (0.1 s) [39]. Like their space and time continuous counterparts, the equations governing
trajectories in discrete traffic models are iteratively evaluated. The duration of one time step 𝜏 is
usually set to 1 s (roughly equalling the total human reaction time) while the spatial resolution
of the lattice equals 7.5 m. This is the (average) space one vehicle occupies in a traffic jam [38].

7.2.2
7.2.2.1

Quantifying Precision and Information Loss
Measurements

With a perfect measurement – assigning a number to some quality of an object in terms of an
arbitrarily agreed unit value in such a way that the number faithfully represents the properties
of that object’s quality [584] – one could determine the true value of physical quantities or
parameters. Because inevitable variations in the measuring process thwart perfect measurements,
a quantity’s true value remains indeterminate by its very nature. This uncertainty is inherent to
all measurement roots in changes of the measurand or variations intrinsic to the measurement
instrument and/or process. This chapter is concerned with the latter. Multiplicity and measurand
errors are only relevant in assessing trajectories, e.g. when more than one tracking device
are used [585]. If only one measurement exists, its correctness has to be assumed. The error
as the difference between true value and actual measurement (observed value) is commonly
classified as random (same likelihood for being positive or negative relative to the probe) or
systematic (measurement result is biased towards one direction). Random errors are described
by a measurement’s precision (statistical variability) while systematic errors are quantified as
accuracy (statistical bias). In other words, small mean deviations between repeated measurements
(random error’s mean) are called accurate while measurements with small 𝜎 (random error’s
standard deviation) are called precise. The relationship of 𝜎 2 (variance) and the error 𝜖 is often
denoted as 𝜖 ∼ (𝛿, 𝜎 2 ). A systematic error is assumed to be present if 𝜎 ≠ 0 [584]. Residuals are a
kind of deviation and closely related to errors: they quantify differences between observations
and estimates (e.g. a sample mean) of a quantity’s or parameter’s true value. The distinction is of
importance in regression analysis, where the concepts are sometimes referred to as regression
errors and regression residuals [586–589]. Except for the trivial case of counting objects, it is not
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possible to exactly determine measurement errors. Instead, the goal is to make a statement about
the probability that the true value lies within a stated range [584].
To judge the quality of a measurement, the total error 𝜖tot , calculated as the sum of systematic and random errors, is adduced. If systematic errors are not present, precision becomes an
indicator for measurement quality: higher precision indicates that measured values are closer to
the true value. In other words, a measurement is unbiased and accurate within the instrument’s
precision unless systematic errors distort it. This expectation forms the basis for repeatability
and reproducibility, i.e. the closeness of agreement between indications or measured quantity
values obtained by replicate measurements on the same or similar objects under specified conditions [590]. Accuracy, on the other hand, is a qualitative concept; it expresses the “closeness of
agreement between a measured quantity value and a true quantity value of a measurand” [590]. In
statistics, precision and accuracy are referred to as bias and variability; they measure the amount
of inaccuracy and imprecision respectively. If measurement systems (or individual measurements)
are accurate and precise they are considered valid. The latter condition implicitly presupposes
a suitable measurement resolution, i.e. the “smallest change in a quantity being measured that
causes a perceptible change in the corresponding indication” [590]. TCA are usually designed
to operate far beyond the perception threshold while continuous CF models may parameterise
perception thresholds or introduce randomisation.
7.2.2.2

Errors

The absolute error 𝜖abs as the difference between true and measured value is an indicator for the
uncertainty associated with a measurement and calculates as shown in eq. 7.1. It is usually in the
same unit as the true | expected | actual value and the measured | experimental | discretised value.
𝜖abs = |𝑥true − 𝑥discretised |

(7.1)

To relate 𝜖abs with the compared values’ magnitudes, the relative error 𝜖rel is widely used
in engineering applications. It is scale independent and, as shown in eq. 7.2a, expressed as a
fraction. Multiplying 𝜖rel by 100 yields the percentage or percent error (eq. 7.2b) [591].
|𝑥
− 𝑥discretised |
𝜖abs
= true
|𝑥true |
|𝑥true |
𝜖abs
=
⋅ 100
|𝑥true |

𝜖rel =
𝜖percent

(7.2a)
(7.2b)

When 𝑥true and 𝑥discretised are vectors, the resulting relative error is often defined as the
norm (eq. 7.3a). Subsequently, the componentwise relative error puts the individual relative errors
on par (eq. 7.3b). It is widely used in error and perturbation analysis [591]:
‖𝑥true − 𝑥discretised ‖
‖𝑥true ‖
|𝑥
− 𝑥𝑖 discretised |
= arg max 𝑖 true
|𝑥𝑖 true |
𝑖

𝜖relnorm =
𝜖relcomponent

(7.3a)
(7.3b)

For comparing two experimental results, i.e. when there is no true | measured or old | new
relationship between the values, the relative difference is useful (eq. 7.4). In its general form, the
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denominator of eq. 7.4 is a function 𝑓 (𝑥1 , 𝑥2 ) which may be expressed in several ways. Of special
importance is the mean percent difference error 𝜖|rel_diff| (or 𝜖dif_mean ) which reliably yields
results for input values ≊ 0. When the measured or quantised value is zero, 𝜖dif_mean evaluates
to 100 % instead of approaching ∞ like 𝜖rel . Due to this characteristic 𝜖|rel_diff| is employed
to quantify trajectory sampling and quantisation errors. Equations 7.4a - 7.4e are expressed as
ratios and calculate to a unitless number which can be multiplied by 100 to obtain the respective
percentage error.

𝜖|rel_diff| =
𝜖rel_min =
𝜖|rel_min| =
𝜖dif_max =
𝜖|rel_max| =

|𝑥1 − 𝑥2 |
0.5 ⋅ (|𝑥1 | + |𝑥2 |)
|𝑥1 − 𝑥2 |
min(𝑥1 , 𝑥2 )
|𝑥1 − 𝑥2 |
min(|𝑥1 |, |𝑥2 |)
|𝑥1 − 𝑥2 |
max(𝑥1 , 𝑥2 )
|𝑥1 − 𝑥2 |
max(|𝑥1 |, |𝑥2 |)

(7.4a)
(7.4b)
(7.4c)
(7.4d)
(7.4e)

Many more ways to quantify errors exist. One may calculate the standard error (SE) (i.e.
compare dispersions of sample and population statistics), the standard deviation (SD), or the root
mean square error (RMSE) or the 𝑟 2 score. With small adaptations it is also possible to employ
fiducial errors to compare 𝜖abs for two different scales of measurement instruments and therefore
standardise the error over a scale’s whole range making instrument accuracies comparable [592].
These are associated with other advantages and shortcomings than the previously introduced
measures and listed here for completeness and as an indication towards further research.

7.2.3

Datasets

To provide context for discretisation experiments, the next few paragraphs introduce the four
NGSIM datasets, their locations and the prevailing traffic conditions. The NGSIM datasets
which were collected under the United States Federal Highway Administration’s patronage
on Interstate 80 (I-80) near San Francisco, Peachtree Road in Atlanta, Lankershim Boulevard and
Hollywood Freeway (US-101) in Los Angeles [109]. Trajectories were recorded by video cameras
mounted on the roofs of high buildings, digitally reconstructed with NG-VIDEO, a software
solely developed for that purpose, and exported as plain text files. This process resulted in noise
levels higher than GPS or gyroscope-based methods would allow but – under the condition
that systematic errors are absent – does not affect the calculation of quantisation and sampling
errors. The reason for lowering the requirements is the naturally “noisy” and erratic human
behaviour and the large number of observations. To make other use cases accessible, [593] and
[594] evaluated the precision and accuracy of the recorded trajectories and introduced quantitative methods to reduce the errors on point measurements and their respective propagation.
Fostered by their free availability, the NGSIM datasets have been employed in numerous research
projects already [501, 595–600].
Histograms show distributions of values by representing the frequency of values falling into
a specific range proportionally to a rectangle’s area. To visualise speed 𝑣, space gap 𝑔, headway ℎ
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Figure 7.3: Histograms (50 bins) for speed, headway, space gap and acceleration for all four NGSIM datasets.

and acceleration 𝑎 distributions, Fig. 7.3 contains four subplots with histograms of these features
grouped by the four NGSIM locations. Feature counts were grouped into 50 bins.
Generally, speed is the trajectory feature exhibiting the widest frequency distribution; the
Peachtree Street and Lankershim Boulevard datasets are dominated by standing vehicles (𝑣 ̄ = 0).
Since 𝑎 = 0 for vehicles moving with constant speed or standing still, the central peak for all
datasets is expected. The acceleration histograms also exhibit two highly symmetrical humps
at 𝑎 ≈ 3.5 m s−2 and 𝑎 ≈ −3.5 m s−2 . This might be a consequence of the noise associated with
the video recording technique and the subsequent data preparation: all NGSIM datasets share
similar peaks for the highest and lowest acceleration (I-80 and US-101: ±3.413 m s−2 , Lankershim
Boulevard: ±4.828 m s−2 and ±3.740 m s−2 ). Like its space gap equivalent, the headway histogram
indicates congested conditions: observations with headways longer than a few seconds are rare.
The first dataset in the NGSIM programme was recorded on the I-80 motorway eastbound
in Emeryville (near San Francisco) on April 13th , 2005. On a section of approximately 500 m,
vehicle trajectories on six lanes were captured. One of the six lanes is a high-occupancy vehicle
(transit) lane; the segment also includes one on-ramp. Recorded between 4:00pm and 5:30pm, the
individual trajectories reflect dense conditions, transition to congestion and complete jamming.
In total, 3,001 vehicles were recorded >20 s and became part of the discretisation experiments.
Their average speed was 5.90 m s−1 (min 0.00 m s−1 , max 29.05 m s−1 ).
The second NGSIM dataset contains vehicle trajectories captured on the south-bound lanes
of US-101 (Hollywood Freeway) in Los Angeles and was recorded on June 15th , 2005, by eight
synchronised video cameras. In the studied 640 m section, five main lanes were present, an
auxiliary lane led through a portion of the corridor and one on and off ramp respectively allowed
vehicles to enter and leave the stretch. In total, 45 min of trajectory data were captured between
7:50am and 8:35am. All traffic phases from free flow to full congestion at the peak period were
observed during this time and 2, 847 vehicles were recorded for more than 20 s.
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In a 30 min period between 08:30am and 09:00am on June 16th , 2005, the traffic on three- to
four-lane arterial segments of Lankershim Boulevard was videotaped in both directions. The
observed road section is located near Los Angeles in Universal City and covers a stretch of ≈500 m.
Traffic flow during the time of recording was heavily congested resulting in a mean speed of
only 5.44 m s−1 for the 1, 426 vehicles whose trajectories were recorded for >20 s.
The last NGSIM dataset was captured using the same video recording technique as the three
previously introduced collections. It was recorded on Peachtree Street in November 2006, contains
trajectories of 738 vehicles and covers 23.23 h of individual travel data. The mean speed over all
recorded vehicles is 4.58 m s−1 , indicating heavily congested conditions.
The NGSIM datasets were generated from non-invasive video recordings and did not influence driver behaviour. As first and second-order antiderivatives of displacement, speed and
acceleration fluctuate heavily due to the quadratically amplified recording noise. To investigate
the influence of this noise, a much smaller dataset (700 min CF observations) recorded on a test
track located near Tomakomai (Hokkaido province, Japan) was employed. In this experiment, 10
cars were monitored with RTK GPS and a Doppler effect-based tool. Speed was measured with a
precision of 0.04 m s−1 (0.16 km h−1 ). Mimicking real-world road conditions, the platoon leader
imitated several patterns of acceleration, constant velocity and deceleration. The Tomakomai
dataset forms the basis for numerous publications [16, 58, 114, 116, 117, 127].

7.3

Sampling Errors

7.3.1

Background and Concepts

Using electronic devices, continuous-time vehicle trajectories are recorded as a sequence of
samples. This process of transforming a time-continuous signal into a time-discrete iteration of
values is called sampling. Signals continuous in time and amplitude are termed analogue whereas
signals with discrete time and amplitude are called digital. The processes of quantising amplitudes
and sampling in time are usually called combined and carried out by a Analogue-To-Digital
converter (ADC) [601]. The sampling function itself is independent of specific trajectory recording
techniques which may be implemented as a sequence of images (video), list of coordinates (GPS
data) or a series of acceleration changes (e.g. accelerometers or gyroscopes).
The resulting sequence of measurements are equivalent to a list of Dirac pulses. Each of these
so-called unit impulse symbols is represented by a (Dirac) 𝛿 function which is zero everywhere
except at the value zero itself. Despite its infinitesimal width, the integral over the entire real line
equals unity [47, 602]. Thus, the integral’s result is equivalent to the integral’s function value
at the running variable’s position given by the Dirac function’s argument (eq. 7.5a). Although
not completely exact, it is often postulated that the integral over a Dirac function approximates
unity for Δ𝑆 → 0 (eq. 7.5b) [572].
∞

∫

𝑡=−∞

𝑓 (𝑡)𝛿(𝑡 − 𝑡0 ) d𝑡 = 𝑓 (𝑡0 )
⎧⎪
⎪⎪0, −∞ < 𝑡 ≤ 0
⎪⎪
⎪⎪ 1
𝛿(𝑡) = ⎪⎨ , 0 < 𝑡 < Δ𝑆
⎪⎪ Δ𝑆
⎪⎪
⎪⎪0, Δ𝑆 ≤ 𝑡 < ∞
⎩

(7.5a)
∞

⇒∫

𝑡=−∞

𝛿(𝑡) d𝑡 = 1

(7.5b)
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After a continuous signal was recorded with the described technique, it can be recovered by
multiplying the time-discrete signal with a sequence of Dirac pulses. The sampled signal is only
defined at the exact time of the pulse (moment) and undefined everywhere else. The frame of
time is set by the sampling frequency 𝑓𝑆 which defines the number of measurements per unit of
time and is inversely proportional to the sampling interval Δ𝑆 (eq. 7.6a). The whole process with
integer-enumerated sampling moments is shown in eq. 7.6b [572]. Uniform sampling rates (𝑓𝑆
and Δ𝑆 are constant) are most commonly employed but non-uniform samplings may yield fewer
sampling errors 𝜖𝑆 at the expense of a more complex mathematical description and algorithmic
implementation.

𝑓𝑆 = 1/Δ𝑆
𝑛
𝑡 = = 𝑛Δ𝑆 ; 𝑛 = −∞, ⋯ − 3, −2, −1, 0, 1, 2, 3, … , ∞
𝑓𝑆

(7.6a)
(7.6b)

Because it can be carried out for all functions varying in time, sampling is used whenever
analogue time-continuous signals have to be converted for processing in digital electronic
devices. It is the first step (before quantisation and coding) in the digitisation of analogue signals.
Interpolation is the inverse operation of creating a time-continuous signal from discrete samples.
In the context of traffic simulation, interpolation is used to numerically solve the differential
equations of time-continuous microsimulations while sampling takes place when measuring
vehicular flow in fixed time slices or recording vehicular trajectories. All four NGSIM datasets
introduced in section 7.2.3 are sampled at 𝑓𝑆 = 10 Hz (Δ𝑆 = 0.1 s). The experimental Tomakomai
dataset used to benchmark CF models [117] and evaluate model stability [112, 114] was recorded
with the same sampling rate.

7.3.2

Empirical Sampling Errors

The term sampling error is mostly used to describe the degradation of signal caused by insufficient
𝑓𝑆 but its logic also applies in the design of CF models: when do drivers make acceleration/deceleration decisions and how often is this reflected in the model? What is the evolution of the state
variable(s) between ticks? Although the vast majority of models update trajectory features at a
constant rate, other approaches like event-based updates [154] or TA models [124] exist. Unless
Δ𝑆 → 0 or the (state) variable remains constant, fixed and non-uniformly updated approaches
inevitably suffer from sampling artefacts 𝜖𝑆 which emerge between ticks. Estimating 𝜖𝑆 for longrunning simulations is possible for uniform as well as irregular updates; in the latter case, the
average time between actions determines 𝜖𝑆 . This section analyses the relationship of 𝜖𝑆 and Δ𝑆
by means of re-sampling the NGSIM and Tomakomai trajectories.
To this end, 𝜖𝑆 is computed by downsampling the NGSIM datasets and upsampling them
to 10 Hz again. The upsampled feature vector is of the same size as the original data but periodically contains missing values (“not-a-number”, [NaN]). Because NaN representations are not
suitable for arithmetic operations, 𝜖𝑆 does not exist yet. It emerges when the NaNs are interpolated and the re-calculated values are compared with the original trajectory data. Which
interpolation method yields the most faithful approximation of model errors depends on the
underlying CF model: continuous models produce smooth pathways, linear piecewise models (e.g.
introduced by [226] and [227]) are a succession of linear functions, and fully discrete TCA make
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discontinuous switches from one speed level to the next. Because the NGSIM trajectories are
sampled with Δ𝑆 = 0.1 s, the re-sampling process was carried out with Δ𝑆 increasing in multiples
of 100 ms up to 2000 ms. The NGSIM data are structured by time; the datasets were resampled
on a per-vehicle basis to avoid creating non-related errors when all observations of one car were
processed and a recording of another vehicle began. As a result of varying lengths of vehicle
observations, not all interpolation procedures started or ended with a valid non-NaN data point.
Missing values (after the interpolation took place) were completed by backfilling.
Interpolation methods have a wide range of applications (e.g. audio and video recording,
approximating complex functions and weather prediction) and over time several variants were
developed. Many of those are designed to (re-)construct data points in two-dimensions, but
there are also a number of interpolation methods for one-dimensional data. In this study, the
effect of sampling rates is compared on the basis of cubic (spline), linear and forward-fill (ffill)
interpolation mechanisms. The fill method simply repeats the last value until a new valid data
point is reached. This method mirrors the discontinuous trajectories of TCA: all vehicular
properties remain constant for one tick length (1𝜏 = Δ𝑆 ). Linear interpolation resembles linearpiecewise CF models: missing data points are joined by straight lines. To reflect the evolution of
continuous models – the derivative of a linear interpolation is not guaranteed to be continuous
(differentiability class 𝐶 0 ) – cubic (spline) interpolation was applied to the re-sampled datasets.
Splines are functions which result from applying low-degree polynomials to each interpolation
interval to give a smooth fit which guarantees continuity between segments [603].
The remainder of this section is devoted to interpreting the experimental results depicted in
Fig. 7.4. Grouped by dataset, the subplots of Fig. 7.4 show 𝜖𝑆̄ for three interpolation methods,
colour-coded for speed, space gap and acceleration. Throughout the subplots, line style and
colours carry the same meaning. The selected plots represent all data collection locations, maintain
comparability and show differences between representations by error measures. The maximum
sampling rate was set to Δ𝑆 = 2 s to include less-frequent behavioural changes. The interpolation
deviations for headway are not included because they are barely distinguishable from 𝜖𝑆𝑎 .
𝜖𝑆𝑣 , measured as absolute error in Fig. 7.4a and Fig. 7.4b, exhibits similar progressions in both
figures. Simply filling NaNs with the last value produces the largest deviations while linear and
cubic interpolation yields smaller errors. Figs. 7.4c and 7.4d show 𝜖𝑆𝑣 as absolute errors while
Fig. 7.4c, as juxtaposition, depicts how 𝜖𝑆𝑣 , measured as relative error, changes its importance
𝑔

in comparison with 𝜖𝑆 . Because 𝑣 ̄ is smaller than the mean space gap (𝑔 ̄ = 24.90 m, 𝑣 ̄ = 4.50 m),
the associated absolute 𝜖𝑆𝑣 can be expected to be higher. To provide some context, Figs. 7.4e
and 7.4f show 𝜖𝑆 as relative difference. Interestingly, the cubic interpolation method, resembling
time-continuous microsimulations, produces more errors than the similarly performing forward
filling and linear interpolation methods. As visual inspections of individual trajectories revealed,
this is caused by oscillations between data points which do not occur in the underlying driving
process.
𝑔

The absolute interpolation errors for space gap 𝜖𝑆 as shown in figures 7.4a, 7.4b and 7.4c
are highly linear and of similar shape. The former two subplots also approximately share the
same scale, whereas Fig. 7.4c exhibits space gap errors which are 5 − 6 times higher than those
in Fig. 7.4a and Fig. 7.4b. Another peculiarity of Fig. 7.4c is the unusually steep slope from
Δ𝑆 = 0.1 s (original observations) to Δ𝑆 = 0.2 s (re-sampled trajectories). The larger errors result
from higher recording noise, dense traffic (𝑣 ̄ = 4.58 m s−1 ) and stop-and-go movements which
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Figure 7.4: Sampling errors of speed, space gap and acceleration, calculated for three interpolation methods and all four
NGSIM datasets.

are amplified by crossing traffic and small space gaps (63.2 % of space gap observations in the
Peachtree dataset are <10 m). Fig. 7.4d measures 𝜖𝑆𝑣 as relative error and exhibits comparable
patterns. Another characteristic difference of the Peachtree dataset is the irregular slope of
individual 𝜖; the resampling process of the US-101 and I-80 datasets produced an almost perfectly
𝑔

𝑔

linear 𝜖𝑆 − Δ𝑆 -relationship. 𝜖𝑆 in the Lankershim dataset (not shown) falls between Fig. 7.4a and
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Fig. 7.4b; this dataset is characterised by larger average speeds (𝑣 ̄ = 5.44 m s−1 ) and a lower share
𝑔

of 𝑔 < 10 m (53.8 %). Another peculiarity of 𝜖𝑆 is the large difference between cubic interpolation
and linear/fill methods when measured as relative difference (Figs. 7.4e and 7.4f).
Acceleration is the third trajectory feature depicted in Fig. 7.4. Unlike speed and space
gap whose domain is entirely positive, acceleration oscillates at a higher frequency around
zero. Therefore, with increased Δ𝑆 , potentially more local minima and maxima fall victim to
interpolation than would be the case for 𝑣 or 𝑔. Measured as average absolute deviation from the
unaltered observations, 𝜖𝑆𝑎 is shown in Figs. 7.4a and 7.4b: it grows near-linearly until Δ𝑆 ≈ 0.8 s.
Increasing Δ𝑆 further leads to a logarithmic growth. With minor variations in scale and shape,
this pattern is repeated in all datasets and error calculation methods. Due to the short durations
between changes and the noise induced by the calculation as second derivative of position,
acceleration sampling errors tend to exceed the respective precision losses of the other trajectory
features. Furthermore, relative errors and relative differences are calculated with acceleration in
the denominators, leading to a large number of errors for 𝑎 ≊ 0 m s−2 . These factors influence
all subplots of Fig. 7.4. Due to the frequent changes of acceleration (and the associated steep
slopes), the simple ffill produces the highest errors (Figures 7.4a, 7.4b, 7.4c and 7.4d). The relative
difference as defined in eq. 7.4a attains its maximum at the value of 2 (= 200 %): the relative difference between two values cannot exceed this mark. In light of this, the high relative differences
of acceleration exhibited in Fig. 7.4e and Fig. 7.4f indicate that the rate of change for acceleration
is larger than Δ𝑆 . This affects the cubic interpolation: unlike the top four subplots, Figs. 7.4e
and 7.4f show the highest error level for spline interpolation. Recording noise, which affects
derived quantities more than directly observed trajectory features, also increases randomness
which makes the three interpolation methods remain close together with increasing Δ𝑆 .
An overarching observation of this section is the clear superiority of linear interpolation
over the other two approaches (i.e. smaller 𝜖𝑆 ). Except for minuscule exceptions (e.g. space
gap interpolation errors measured as relative differences in the Peachtree dataset [Fig. 7.4e])
this seems to be a general property. 𝜖𝑆 as a function of Δ𝑆 is smooth with few perturbations
or outliers (space gap in Fig. 7.4c and speed/acceleration in Fig. 7.4d being notable exceptions).
Interestingly, these perturbations are not visible when the same situation is measured as relative
difference (Fig. 7.4e). Continuous microsimulations that solve differential equations at a rate
of 10 Hz would obviously not suffer from sampling errors (when compared to datasets of the
same sampling rate). TCA with Δ𝑆 = 1 s, on the other hand, induce model-independent errors
𝑔

of 𝜖𝑆𝑣 ≈ 0.40 km h−1 (10.97 %), 𝜖𝑆 ≈ 1.56 m (8.93 %) and 𝜖𝑆𝑎 ≈ 1.17 m s−2 (144.37 %) in the conditions
prevailing in the NGSIM datasets (values in brackets denote relative differences).
For comparison, Fig. 7.5 shows the same errors calculated from the Tomakomai test track
dataset. Measured as 𝜖abs , Fig. 7.5a exhibits significant reductions in the mean errors compared
to Figs. 7.4a, 7.4b and 7.4c. Similar to the NGSIM datasets, the fill-method produces the largest
deviations which also holds true when measured as 𝜖rel (Fig. 7.5b). On the other hand, linear
and spline interpolation are practically indistinguishable in Fig. 7.5 while they are distinct in
Fig. 7.4 for 𝜖rel and 𝜖abs . This can be explained by the lower level of recording noise during the
experiment and by the higher number of abrupt breaking and acceleration manoeuvres from
merging lanes and crossing traffic at intersections.
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Figure 7.5: Sampling errors of speed, space gap and acceleration in the Tomakomai dataset, calculated for three interpolation methods.

7.4

Quantisation Errors

7.4.1

Approaches to Quantisation

Quantisation is the operation of converting an object in the continuum into a finite bitstream.
It complements the sampling process, is required by all digital computers for processing and
storage [571] and was patented for the digitisation of a telephony speech amplitude signal [604].
In coarser steps, quantisation is also used widely in transmission optimisation tasks, quantum
physics, colour discretisation and basically all lossy compression algorithms for video (e.g. MPEG,
H.265, VP9, AV1) and audio (e.g. MP3, AAC, Opus). Depending on the input’s precision and Δ𝑄 ,
quantisation significantly reduces the information content. With input signal 𝑥(𝑡), quantised
output 𝑦(𝑡) and noise signal 𝑛(𝑡, 𝑥), [605] defines quantisation as follows:
𝑦(𝑡) = 𝑄[𝑥(𝑡)] ≈ 𝑥(𝑡) + 𝑛(𝑡, 𝑥)

(7.7)

Devices/algorithms carrying out discretisation operations are referred to as samplers and
quantisers. In traffic analysis and simulation, quantisation processes are rarely explicitly mentioned, but they take place in all but integer measurements and computations. Their reductive
character is used to approximate and classify vehicle trajectories [606], pattern learning for
vehicular motion [607], traffic anomaly detection [608, 609], identifying time-dependent area
movement patterns from taxi floating data [610] and other areas.
Quantisation is a non-linear, irreversible and memoryless many-to-few mapping whose
quality depends on the number of quantisation levels 𝐿 and thus on the quantisation step size Δ𝑄 .
The elements of L are the quantisation alphabet. Due to its limited size, the alphabet’s elements
can be encoded (binary or another numeral system) which is the last step in the discretisation
process [571]. Depending on whether Δ𝑄 remains constant or not during the quantisation
process, quantisers are classified as uniform or non-uniform. In the latter case, Δ𝑄 often lies
on a logarithmic scale to increase resolution in value ranges of interest. The complexity of the
encoding operation is not affected by this, but the signal reconstruction process (decoding) needs
to be adjusted. The input values at which the quantiser assigns an analogue signal to a different
digital value are called threshold levels. Unless the input exceeds the outermost quantisation
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levels (quantiser is in overload), the absolute quantisation error 𝜖𝑄 lies within [−Δ𝑄/2, Δ𝑄/2] for
uniform quantisers [601].
Two simple quantising approaches are truncating and rounding(-towards-nearest); their
quantisation characteristics are shown in Fig. 7.6. With a unity slope input ranging linearly
from −4 to 4, the quantisers differ in their input-output characteristics which become especially
visible near zero. The rounding quantiser maps each value 𝑥 ∈ ℝ to its closest integer while
truncation treats input variables 𝑥 ∈ ℝ+ and ∈ ℝ− differently. The process is formalised in
equations 7.8a and 7.8b, where 𝑥 denotes the real-valued input variable and 𝑛 ∈ ℕ>0 is the
number of elements to be kept behind the decimal point.
⌊10𝑛 ⋅ 𝑥⌋
for 𝑥 ∈ ℝ+
10𝑛
𝑛
⌈10 ⋅ 𝑥⌉
trunc(𝑥, 𝑛) =
for 𝑥 ∈ ℝ−
10𝑛
trunc(𝑥, 𝑛) =

(7.8a)
(7.8b)

Although not limited to 1 ≤ Δ𝑄 < 2, extending truncating and rounding quantisers to
include arbitrary Δ𝑄 is more complex than the commonly used mid-riser (eq. 7.9a) and midtread (eq. 7.9b) quantisers. These two are distinguished based on their input-output characteristics
which figuratively describe the quantiser’s output for input values around zero using the terminology of stairs: mid-riser quantisers have their origin in the rise portion’s centre (Fig. 7.7a)
while the basis of mid-tread quantisers is located in the tread portion’s middle (Fig. 7.7b). Both
quantisers are uniform and symmetric about the origin but differ in the parity of their quantisation levels: mid-riser (truncating) quantisers have an even number of quantisation levels
while mid-tread (rounding) quantisers map the input to an odd number of quantisation steps. The
mathematical functions representing mid-riser and mid-tread quantisers are listed in eq. 7.9a
and eq. 7.9b, respectively [605]:
⌊2𝑀−1 𝑥⌋ + 0.5
2𝑀−1
⌊2𝑀−1 𝑥 + 0.5⌋
𝑄mid−tread (𝑥) =
2𝑀−1
𝑄mid−rise (𝑥) =

(7.9a)
(7.9b)

To exemplify the relationship of ceiling, floor and rounding functions, eq. 7.10a and eq. 7.10b
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Figure 7.6: Inputs and outputs of a rounding (top) and truncating (bottom) quantiser.
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𝑓ceil (𝑥, Δ) = round((𝑥 + 0.5 ⋅ Δ)/Δ)

(7.10a)

𝑓floor (𝑥, Δ) = round((𝑥 − 0.5 ⋅ Δ)/Δ)

(7.10b)

The quantisation alphabet’s size 𝐿 represents the number of attainable values for the quantised
signal and is a measure for the quantisation accuracy. Also referred to as word width or resolution,
𝐿 is generally denoted in Bits. Rate-distortion theory tries to determine the minimal number of
Bits per level of resolution to reliably reconstruct a signal without exceeding a given distortion. In
other words, analytical expressions for how much compression can be achieved using quantising
(lossy) methods are sought. In this field of research, resolution is often classified as 1Bit, 2 - 6Bit
and >6Bit. For quantisation resolutions lower or equal to 6 Bit, the distortion is non-linear and
highly dependent on the input signal. From 7 Bit upwards (and assuming that the frequency
is not linked to the sample rate), numerous distortion products mix with all multiples of the
sample rate and allow a statistical estimation of the error signal. A deterministic distortion can
be approximated in the first order as white noise (an equal combination of all frequencies) in the
band from 0 to 0.5𝑓𝑆 . The optimal quantisation (=lowest error power) is achieved with uniformly
spaced quantisation levels over the full amplitude scale [605].
The ADC quantisation error 𝜖𝑄 caused by floor and ceiling operations is also called quantisation
noise. It is solely determined by the current sample (i.e. memoryless) and therefore unbiased by
earlier input signals. Unlike the signal-independent channel noise, 𝜖𝑄 is uniformly distributed
throughout the signal band like thermal noise (for small Δ𝑄 ) and bounded by [−0.5Δ𝑄 < 𝑞err <
0.5Δ𝑄 ]. Based on these premises, 𝜖𝑄 can be reduced by adding uniformly distributed dither to
the input signal which then has to be subtracted at the de-quantising operation by the decoder.
Dither is a second-order statistic and provides a metric to determine how independent noise
and signal are (D-factor) [601, 605]. From harmonic distortion over non-ideal quantisation and
entropy analysis to first-order ΣΔ approaches, the field of rate-distortion theory is vast [611–615]
and has many connections with modelling traffic. For all intents and purposes of this chapter,
the given explanations will suffice.
Because the range of vehicle trajectory features is predictable and limited, distortion from
input values exceeding 𝐿 can be ignored in most cases. Nevertheless, 𝐿 plays a major role in the
classification of TCA: At 1Bit word width, quantisation works as a one-level comparator; its
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output resembles the movements in Simple Exclusion Processes (SEP) which allow vehicles to
move to an adjacent lattice site on the condition that it is empty. Otherwise the driver has to
remain in their current position. Examples for such processes are the one-dimensional Cellular
Automaton CA-184 [185] and the TASEP [213]. For word widths of 2 Bit to 6 Bit, 𝜖𝑄 decreases
drastically and the model fidelity increases. 𝐿 is not equivalent to the resolution in Bit: a 6 Bit
quantiser has 𝐿 = 26 = 64 levels. In the domain of discrete traffic models, 𝐿 is traditionally
much lower: Speed in the popular NaSch TCA can take one of six levels from 0 to 5 [38]. With a
constant cell size of Δ𝑄 = 7.5 m, vehicle speeds are decoded to a range of 0 km h−1 to 135 km h−1 .
The more advanced three-phase traffic model by [194], on the other hand, is quantised with
Δ𝑄 = 0.5 m, thus increasing 𝐿 > 50 for speed in practical modelling applications. Generalised for
arbitrary cell sizes, vehicle speeds are multiples of the speed level and Δ𝑄 (0Δ𝑄 , 1Δ𝑄 , 2Δ𝑄 , 3Δ𝑄 … ).
Space gaps and positional information cover greater ranges but can also be easily quantised
(𝐿 = 65536 at 16 Bit). This exemplifies the low memory demands of fully discrete CF models.

7.4.2

Quantisation of Synthetic Trajectory Features

This subsection is concerned with analysing 𝜖𝑄 for typical domains of microscopic traffic features. To that end, quantisation processes were applied to computationally generated numerical
sequences over a range of Δ𝑄 . Not relying on empirical data help understanding of the general
distortion mechanisms from sampling and quantisation processes as they occur when digitally
recording and storing measurements of trajectory features. As a positive side-effect of this approach, each feature value is quantised only once and therefore 𝜖𝑄 is not biased by the repeated
quantisation of the same input values.
The first group of trajectory attributes undergoing quantisation consists of speed, space gap
and acceleration as well as their derived features (e.g. displacement, distance and velocity). Their
different units, speed (m s−1 ), acceleration (m s−2 ) and space gap (m) share the same quantisation
mechanism and only differ in the size of their respective domains. With a quantisation step of Δ𝑄 =
2 m, for example, quantised speed changes in steps of 2 m s−1 , a different space gap level is hit
every 2 m and likewise change in acceleration only takes place at ±2 m s−2 . Quantised trajectory
features are represented in the same way: as multiples of Δ𝑄 . In Fig. 7.8b, the quantisation error 𝜖𝑄
is shown as absolute, relative, maximum percent difference, minimum percent difference and

εabs
εrel
ε|rel_diff|

1.5

εrel_diff ±
ε|rel_max|
ε|rel_min|

1.0
0.5
0.0

6

εQ~(ΔQ = 2m, mid-riser)

εQ~(ΔQ = 2m, mid-tread)

2.0

εabs
εrel
ε|rel_diff|

5
4

εrel_diff ±
ε|rel_max|
ε|rel_min|

3
2
1
0

0.0

2.5

5.0

7.5

10.0

12.5

15.0

speed [m/s], space gap [m], acceleration [m/s 2]

(a) Mid-tread quantiser for synthetic inputs.

0.0

2.5

5.0

7.5

10.0

12.5

15.0

speed [m/s], space gap [m], acceleration [m/s 2]

(b) Mid-riser quantiser for synthetic inputs.

Figure 7.8: Errors produced by mid-riser (Fig. 7.8b) and mid-tread (Fig. 7.8a) quantisers when applied to input values
𝑥 ∈ {0 … 15}.
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mean percent difference (eq. 7.4). To create the errors shown in Fig. 7.8b, a mid-riser quantiser
with Δ = 2 m was applied to an input sequence in the range of 0 m to 15 m, m s−1 or m s−2 .
Since relative errors and relative differences are calculated as ratios and not as percentages,
the y-axis carries no unit. Fig. 7.8b highlights that variability near zero is highest for different
error measures, for larger input values the error measures assimilate (except 𝜖abs ). The distance
between peaks of 𝜖abs is constant and equals Δ𝑄 . A mid-tread quantiser (Fig. 7.8a) produces
similar outputs but for input values 𝑥 ∈ {0 … 1} 𝑚, differences emerge: 𝜖dif_mean = 2 and 𝜖dif_min
as well as 𝜖dif_max have a constant deviation of 100 %. The input in the range of 0 m to 15 m
| m s−1 | m s−2 was generated with a precision of 0.001 m and increases monotonically. Since
the artificially generated inputs 𝑥 rise linearly in a strictly monotonic fashion, 𝜖|rel_min| = 𝜖rel .
Non-monotonic or falling inputs produce slightly differing 𝜖𝑄 .
Because input values near zero have the biggest impact on the quantiser performance, vehicles
moving at a constant speed are most affected by the quantiser choice. Fig. 7.9b and Fig. 7.9a depict
the errors a mid-tread and a mid-riser quantiser produce for input values between −4 and 4 m s−2 .
This is the typical range for vehicular acceleration, although small values near zero appear much
more frequently (also see Fig. 7.3).
To further analyse the influence of a mid-riser quantiser, the input sequence was changed as
described before and errors were plotted against a log10 -scaled y-axis (Fig. 7.9b). The axis of symmetry is the y-axis at 𝑥 = 0 and this is also, where all but 𝜖abs reach their maximum. 𝜖dif_min and
𝜖dif_max are mirror-inverted but otherwise equivalent. Unlike its mid-tread counterpart, the
mid-rise quantiser causes 𝜖𝑄 to approach ∞ for input values ≊ 0 when measured as 𝜖rel , 𝜖rel_min
and 𝜖rel_max . This has far-reaching implications: inputs close to zero can bias relative average
model errors by several orders of magnitude. That leads to the controversial situation that higher
precision input data (i.e. close-to but not exactly zero) may produce the aforementioned errors
to spike. This non-linearity also needs to be considered when benchmarking CF models and in
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Figure 7.9: 𝜖𝑄 of a linear input signal produced by mid-tread (Fig. 7.9a) and a mid-riser (Fig. 7.9b) quantisers.
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other evaluations where near-zero inputs are evaluated. One exception is the absolute error: its
slope only takes two values and oscillates within the same limits over the whole input range.
The remarks about Fig. 7.8a also apply to Fig. 7.9a but input values > 0 reveal vertical
symmetry of and global maxima for each error measure. Again, both subplots of Fig. 7.8a share
x-axes and have log10 -scaled y-axes but differ in the y-axis’ limits. As indicated by the opaque
frame, the upper plot captures the entire error range (limited only by Python’s floating point

precision), the lower plot is limited to error ratios in the range of 10−3 to 101 . Like its mid-riser
counterpart, Fig. 7.8a exhibits equally shaped wings, indicating high linearity between input and
quantised output.
There are several expedients for the problem that 𝜖rel approaches infinity when the true value
is zero. One could refrain from using mid-riser quantisers or not measure quantisation deviations
with 𝜖rel , 𝜖|rel_min| and 𝜖|rel_max| . After all, 𝜖abs remains stable for all real-valued input values.
Another, preferred, possibility is using 𝜖|rel_diff| to express deviations because it adds the benefit
of ensuring comparability between quantities of different magnitude. A third possibility entails
the exclusion of error calculations for a small range of input values (e.g. −0.00001 < 𝑥 < 0.00001)
which lies well below commonly used precisions for recording trajectory features and would
only have a minor influence.
To generalise the results, a sweep over Δ𝑄 ranging from 0 m to 10 m and measuring 𝜖𝑄 was
performed. The outcome, as shown in Fig. 7.10, is the result of quantising space gaps 𝑔 ∈ {0 … 50} 𝑚
and plotting 𝜖𝑄 against Δ𝑄 for both quantisation methods and three error measures, respectively.
Because 𝜖|dif_max| , 𝜖|dif_min| , 𝜖|rel_diff| and 𝜖rel lie close to each other in a linearly scaled coordinate
system, the y-axis of Fig. 7.10 was gauged logarithmically. Despite minor artefacts for 𝜖abs in
Δ𝑄 ’s upper range (which seem to be independent of the difference between successive Δ𝑄 ),
the errors increase linearly with Δ𝑄 for mid-tread and mid-riser quantisers alike. As suggested
by the previous plots, absolute quantisation errors are identical for both quantisers, while
relative errors and relative differences diverge. Mid-riser quantisers, for the same input data,
produce the highest 𝜖rel and the lowest 𝜖dif_mean . To avoid biasing the calculations, only input
values >0.000 01 m were included for generating Fig. 7.10.

7.4.3

Special Case: Headway Quantisation

In Section 7.4.2, quantisation errors of common trajectory features were analysed but headway
was not mentioned. The reason behind this, is that headway is an exclusively temporal feature
and not connected to quantisation. Yet, in fully discrete models like TCA, it calculates to fixed
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Figure 7.10: Quantisation of space gaps in the range of 0 m to 50 m with mid-rise and mid-tread quantisers.
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fractions of space gap over speed whose respective state spaces are small. Due to the different
mechanisms, headway quantisation is analysed separately in this section. There are four stances
on headway quantisation.
1. No quantisation: One could argue that in the domain of microscopic traffic modelling,
headway ℎ is independent from spatial quantisation and can take any value for ℎ ∈ ℝ+ .
From this perspective, headway is exclusively affected by sampling processes resulting
in 𝜖𝑄 = 0 for all Δ𝑄 .
2. Quantisation with a uniform method: Headway could also be subjected to the same quantisation method like the other trajectory features. In this case, the preceding paragraph’s
deliberations would apply.
3. Integer headways: Fully discrete models like TCA are characterised by their absence of
floating point calculations; every aspect of the model is represented in integers. Within
this logical system, headway could just be rounded to an integer. This option has been
covered above as a special case with Δ𝑄 = 1 m.
4. Ratios of space gap and speed: The fourth option considers quantisation effects on
space gap and speed. Headways would then have to be mapped to the set of space gap to
speed ratios with state space reductions as a function of Δ𝑄 .
Which option carries the most meaningfulness depends on whether a CF model treats
headway as a state variable or a derived quantity. Discrete, continuous or hybrid models may be
developed from each of these approaches. Since option 1 is inherently 𝜖𝑄 -free and options 2 and 3
are special cases of presented examples, the lowest possible headway error for a given Δ𝑄 was
identified as described by option 4.
Fig. 7.11 shows the coarseness associated with quantisation rates of Δ = 2, 5 and 10 m
when the headway state space consists exclusively of space gap to speed ratios. The plot shows
characteristics of a step process but it is non-linear like the discretised trajectories produced
through uniform mid-rise and mid-tread quantisers (e.g. shown in Fig. 7.2b).
Deviations between the linear input ℎ and the quantised output 𝑄(ℎ) grow in steps: each
integer input, the size of the rectangular step increases. This behaviour is different from the other
quantisation mechanism in which errors only increase linearly; it roots in the calculation of
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Figure 7.11: Coarseness of time headways for fully discrete traffic models with quantisation steps of 2, 5 and 10 m.
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possible (permitted) discrete headway values. To find viable fractions of space gap to speed, lists
of speed (𝑣 ∈ 0 m s−1 to 40 m s−1 ) and space gap (g ∈ {0 … ℎ × 10 𝑠}) are quantised, their Cartesian
product calculated and the fractions of speed over space gap computed. To slow down state space
explosion, values are rounded to three decimal digits. Then, each input value of ℎ gets mapped
to a permitted value using a bisection algorithm so that every headway is represented as a ratio
of discrete speed and space gap.
By measuring the differences between ℎ and 𝑄(ℎ), the phenomenon of growing absolute
errors can be quantified. For Δ𝑄 = 7.5 m and headways ranging from 0 s to 20 s, Fig. 7.12a depicts
the resulting errors. In agreement with Fig. 7.11, 𝜖𝑄ℎ increases in waves with headway input for
all error measures, the absolute error being the most pronounced. Simulations with multiple
variants of difference errors showed only non-distinct discrepancies, therefore only 𝜖abs , 𝜖rel and
𝜖|rel_diff| are depicted in Fig. 7.12a to avoid clutter. In fact, even 𝜖rel and 𝜖dif_mean are identical
except for ℎ = 0(𝜖rel = 1, 𝜖|rel_diff| = 0).
As with the other trajectory features, the relationship between 𝜖𝑄 and Δ𝑄 can be revealed with
a parameter sweep over Δ𝑄 ∈ {0 … 10 𝑚} (Fig. 7.12b). Logarithmically scaled, the plot highlights
MIE of headway significantly increase if Δ𝑄 exceeds 1 m. Except for increased coarseness being
sg

≈ 10-fold smaller, the individual error paths resemble those of 𝜖rel_diff . These errors are too
ℎ
low: even with Δ𝑄 = 7.5 m, 𝜖abs
merely exceeds 0.1 s. Due to the artificially inflated number of

gap-to-speed fractions Fig. 7.12b is a parsimonious best-case scenario; under realistic driving
conditions errors will increase faster.

7.4.4

Empirical Quantisation Errors

The following paragraphs analyse quantisation errors based on naturalistic NGSIM trajectories
to quantify the MIE for time-continuous and space-discrete microsimulations under the prevailing
traffic conditions. By calculating Δ𝑄 per trajectory, maximum and minimum deviations per
quantisation step are obtained thus providing a worst- and best-case estimation for 𝜖𝑄 . Due to
the numerous combinations of quantisation methods, error measures, datasets and trajectory
features, only a selection of errors are shown in the subplots of Fig. 7.13 and Fig. 7.14. The

2.0

εabs
εrel
ε|rel_diff|

1.5

10−1

εQh or [s]

εQ~(ΔQ = 7.5m, mid-tread)

quantisation range was limited to Δ𝑄 ∈ {0 … 8 𝑚}.

1.0

10−2
10−3

εabs
εrel
ε|rel_diff|

0.5

10−4
0.0
0

5

10

15

20

headway~[s]

(a) Differences between artificial headway values (precision 0.01 s, range 0 s to 20 s) and the discretised
equivalent based on ratios of 𝑣𝑛 and 𝑣𝑛+1 with Δ𝑣𝑄 =
𝑔
Δ𝑄 = 7.5 m.

0

2

4

6

8

10

quantisation step~ΔQ

(b) A parameter sweep over Δ𝑄 ∈ {0 … 10 𝑚} reveals
hw hw
hw
the non-linearity of 𝜖abs
, 𝜖rel and 𝜖rel_diff
.

Figure 7.12: Headway quantisation errors of artificial headways when calculated as ratios of (discrete) leader and follower
speeds.
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The upper two plots of Fig. 7.13 visualise acceleration mid-tread quantisation errors for
𝑎
𝑎
all NGSIM datasets. Measured as 𝜖rel_diff
(Fig. 7.13a) and 𝜖abs
(Fig. 7.13b) with Δ𝑄 ∈ {0 … 8 𝑚},

curves in both plots exhibit non-linear behaviour and ranges of inversely proportional relations
of 𝜖𝑄 and Δ𝑄 . Other peculiarities are the flat curve for Δ𝑄 >6.8 m s−2 (US-101 and I-80) and
steep growths at Δ𝑄 ∈ {0.1 … 0.2} (US-101/I-80) and Δ𝑄 ∈ {6.8 … 6.9} (Peachtree/Lankershim)
(Fig. 7.13a). Maximum errors for Peachtree/Lankershim and US-101/I-80 evolve very closely to
each other when measured as 𝜖abs while 𝜖rel_diff for the four data recording locations exhibits
similar but distinguishable relationships. In Fig. 7.13a, the highest quantisation artefacts for the
US-101 and I-80 datasets exhibit similarly pronounced slope changes while the Peachtree and
Lankershim dataset quantisations produce more predictable 𝜖𝑄 relationships. The minimum error
increases almost monotonically in all datasets, and the maximum deviation varies, especially for
the I-80 dataset.
The second row of Fig. 7.13 contains absolute speed errors produced by mid-tread (Fig. 7.13c)
and mid-riser (Fig. 7.13d) quantisers. Like all subplots, maximum speed errors are represented by
continuous lines, while minimum quantisation losses are shown with a dotted line. In Fig. 7.13c,
all locations except Lankershim exhibit maximum errors which remain close together and form
an almost straight line without major outliers. The Lankershim dataset, on the other hand, shows
growing and Fibonacci-like distributed triangular spikes. Another interesting phenomenon is
the difference in minimum 𝜖𝑄 : for US-101 and I-80, 𝜖𝑄 remains close to zero while the growth
of 𝜖𝑄 for the Lankershim and Peachtree datasets is significantly higher. The absolute error plot
for 𝜖𝑄𝑣 , created by a mid-riser quantiser in Fig. 7.13d, practically mirrors Fig. 7.13c. This is because
extremes in the input data produce opposing amplitudes by mid-riser and mid-tread quantisers.
In both subplots, the difference between original input and quantised output is measured as
absolute difference in m s−1 but instead of the maximum errors forming a group, minimum
aberrations remain close. The highest 𝜖𝑄 for US-101 and I-80 comprise an almost straight line
and 𝜖𝑄𝑣 irregularities in the Lankershim dataset point downwards, not upwards as in Fig. 7.13c.
In Fig. 7.13d, maximum deviations for the Lankershim and Peachtree datasets follow an almost
straight line, while the maximum errors for I80 and US101 trajectories are lower and exhibit
more variability. The symmetry of mid-riser and mid-tread quantisers is most clearly visible for
speed in particular and absolute errors in general – also in other trajectory features not shown
here.
Using mid-tread and mid-riser quantisers, space gap quantisation errors were computed as
𝑔

𝑔

𝜖abs and 𝜖rel_diff and are visualised in the last row of Fig. 7.13. The absolute maximum errors
as shown in Fig. 7.13e form a straight line for all datasets while the minimum errors increase
𝑔

slower and more noisily. For symmetry reasons, 𝜖abs of minimum errors produced by a mid-riser
quantiser are nearly zero over the full range of Δ𝑄 (not shown). The behaviour of minimum errors
𝑔

is comparable to 𝜖rel_diff which shows that at any given time at least one average 𝜖 g is very close
to a multiple of the discretisation step. Fig. 7.13f, on the other hand, exhibits relatively linear
𝑔

𝜖𝑄 /Δ𝑄 -relationships (US-101), logarithm-like relations (I-80) as well as inversely proportional
sections (Lankershim and Peachtree datasets) for the highest quantisation errors of each value
of Δ𝑄 . The minimum relative differences for all datasets are characterised by their low number of
𝑔

outliers and their closeness to zero; increasing Δ𝑄 hardly affects 𝜖𝑄 .
The subplots of Fig. 7.13 do not contain headway quantisation errors although the temporal
resolution of Δ𝑆 = 100 ms is sufficient to calculate 𝜖𝑄ℎ . Yet, being a derived quantity, the measure-
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Figure 7.13: Quantisation errors for acceleration, speed and space gap caused by mid-tread and mid-riser quantisers and
measured as absolute, relative, and relative difference errors.

ment noise is multiplied when calculating the headway from the following vehicle’s speed and
the two vehicles’ positions. In the form of maximum and minimum errors, headway quantisation
artefacts are highly erratic and are not shown because they do not add substantial insights.
Plotting minimum and maximum quantisation errors for each Δ𝑄 still omits large portions of
the error spread exhibited by individual trajectories. For higher levels of detail, Fig. 7.14 contains
separate quantisation errors for trajectories recorded longer than 20 s. The density and weight of
individual plots is therefore representative of error distribution, its slope, outliers, and extremes.
In order not to skew the distributions, 738 vehicles per dataset were included in this analysis.
This number is the count of individually observed vehicles in the smallest dataset (Lankershim).
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Hair-plots visualising 𝜖𝑄 as a function of Δ𝑄 for speed, acceleration and space gap are presented
in individual figures of Fig. 7.14.
Fig. 7.14a shows 𝜖𝑄𝑣 (relative error) as a function of Δ𝑣𝑄 . Most notable is the areas covered by
quantisation errors and how distinctly they are separated: Peachtree and Lankershim recordings
dominate the plot’s higher error ranges while the speed quantisation has only minor effects on
the relative error for the faster moving vehicles in the I-80 and US-101 datasets.
Fig. 7.14b visualises the relative differences for quantisation effects of acceleration (mid-tread).
In contrast to Fig. 7.14a, manifestations of 𝜖𝑄𝑎 are confined to a smaller area and increase more
constantly with Δ𝑄 : there are practically no ranges in which quantisation does not affect the
time evolution of acceleration. The abrupt growth of 𝜖𝑄𝑎 in the US-101 dataset near Δ𝑄 ≈ 6.8
already occurred in Fig. 7.13a. Vehicles in the Lankershim dataset exhibit the lowest acceleration
quantisation errors; cars recorded on the I-80, the highest. 𝜖𝑄𝑎 in the US-101 dataset also remain
comparatively close together while the respective errors in the Peachtree dataset are visible
below and above it.
Fig 7.14c and Fig. 7.14d are contrasted with the same error measure (absolute) and the two
different quantisation methods. As can be expected, congested conditions are accompanied by
small space gaps resulting in smaller absolute deviations. Also, the linear progression, typical
for absolute error measures, is visible in both plots. What the previous plots do not reveal, is
that the mid-riser quantiser (Fig. 7.14d) spreads significantly less and therefore covers a much
smaller part of the diagram than the mid-tread quantiser (Fig. 7.14c). For symmetry reasons, the
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Lankershim Blvd

Interstate 80
US Highway 101

Figure 7.14: Hair-plots of individual trajectory quantisation errors for speed, acceleration, and space gap.
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𝑔

𝑔

US-101 dataset exhibits comparatively low 𝜖𝑄 in one (Fig. 7.14d) and relatively high 𝜖𝑄 in the
other plot (Fig. 7.14c). But even when considering only the mid-tread quantiser, errors for the
US-101 dataset tend to vary between trajectory features.
Hair-plots and min-max error analyses provided detailed insights into the complex quantisation behaviour of vehicular trajectories. The plots’ high information density allows granular
estimations about model fidelity but conceals more general relationships. The latter are visualised
by average absolute quantisation errors in Fig. 7.15. Additionally, the subfigures of Fig. 7.15 also
contain quantisation errors calculated from the high-precision recordings made on the Tomakomai test track in Japan. Despite the smaller size of the dataset, it shows that the non-linearity is
not exclusively caused by driver behaviour but also by recording noise.
𝑔

Fig. 7.15a shows a highly linear relationship between 𝜖𝑄 and Δ𝑄 for the US-101, I-80 and
Tomakomai datasets. The corresponding errors for the Peachtree and Lankershim datasets are
significantly lower and oscillate while increasing with the quantisation step size. This behaviour
contrasts the 𝜖𝑄𝑣 /Δ𝑄 relationship which is approximately linear for all datasets but is riddled with
minor outliers (especially prominent in the Lankershim dataset). Despite these irregularities, space
gap quantisation errors as depicted in Fig. 7.15b most accurately predict the model-independent
precision loss for spatially discrete CF models.
While space gap and speed quantisation errors are approximately in agreement between
empirical (noisy) and experimental (high precision) observations, headway and acceleration
errors induced by quantisation processes disperse between the two approaches. The Tomakomai
dataset predicts a near-linear 𝜖𝑄ℎ /Δ𝑄 relationship with a flat slope for headway (calculated as
a fraction of 𝑄(𝑔)/𝑄(𝑣)). US-101 and I-80 exhibit outliers while growing with a similar slope
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Figure 7.15: Mean quantisation errors for all four NGSIM datasets and the Tomakomai dataset.
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but at higher absolute rates. Headway values from the Lankershim and Peachtree datasets are
highest for Δ𝑄 < 0.4, fall rapidly and then grow almost linearly (Lankershim) and non-regularly
(Peachtree). Just like the non-linearly increasing absolute quantisation errors in Fig. 7.15d, these
irregularities are caused by recording noise which inevitably gets amplified for derived features.
Fig. 7.15d shows that 𝜖𝑄𝑎 only grows up to Δ𝑄 ≈ 2; higher quantisation step sizes do not increase
the average absolute error further.

7.5

Discretisation Errors

In this section the previously introduced quantisation and sampling approaches are successively
computed and the impact on the original data is evaluated as discretisation error 𝜖𝐷 . In numerical
contexts, discretisation denotes the process of replacing continuous problems with discrete
counterparts whose solution is known to approximate that of the continuous problem. Similarly
here, discretisation is the result of replacing periodically recorded trajectory features with larger
quantisation steps Δ𝑄 and sampling intervals Δ𝑆 . Because the resulting trajectories are equivalent
to the ones a TCA produces, the average discretisation errors (compared to the originally observed
values) form the (mean) achievable model precision, i.e. the MIE. Because discretisation errors 𝜖𝐷
are composed of 𝜖𝑄 and 𝜖𝑆 , line plots are insufficient to represent them in their entirety. For that
reason, 𝜖𝐷 is visualised as a heat map where Δ𝑄 on the abscissa is plotted against Δ𝑆 on the axis
of ordinates, so that 𝜖𝐷 as function of Δ𝑆 and Δ𝑄 is visualised for all combinations of Δ𝑆 and Δ𝑄 .
The discretisation errors are then mapped to a proportional brightness scale producing the
aforementioned heat maps of Fig. 7.16. The colour bar on the right-hand side of each subfigure is
scaled to the minimum and maximum values of 𝜖𝐷 . Absolute errors are measured in their original
unit, relative errors and relative differences as ratios of 𝜖abs and 𝑥true or 0.5⋅(|𝑥true |+|𝑥discretised |),
respectively.
While sampling and quantisation are mutually independent and order of execution is arbitrary,
signals are usually sampled first. This section follows the same order: after downsampling the
original data with Δ𝑆 , the trajectories are upsampled, linearly interpolated and quantised with Δ𝑄 .
This order diminishes the interpolation method’s influence and has the advantage that its output
only contains values included in the quantisation alphabet. As shown in the previous sections,
𝜖𝑆 and 𝜖𝑄 tendentiously grow with Δ𝑆 and Δ𝑄 , respectively. This behaviour is generally reflected
in the discretisation heat maps, too: their origin is usually brighter and shades grow darker
towards the other edges. Yet, as the selection of quantisers and error measurements used to
produce the subplots of Fig. 7.16 shows, 𝜖𝐷 does not always evolve in a linear fashion.
𝑔

The discretisation error heat map of 𝜖𝐷 shown in Fig. 7.16a, for example, exhibits periodic
𝑔

fluctuations in a vertical (Δ𝑆 ) direction. In Fig. 7.16a, 𝜖𝐷 was calculated from mid-riser quantised
trajectories in the Peachtree dataset. The horizontal stripes occur with varying degrees in other
space gap heatmaps and with both quantisation methods, but are most prominent when 𝜖𝐷 is
expressed as relative error. Fluctuations along the abscissa, on the other hand, occur in speed
discretisation heat maps and are most predominant when measured as absolute error. Fig. 7.16c
is an example of this and hints at the underlying recording noise exhibited in previous sections.
The relative differences shown in Fig. 7.16d for speed on the I-80 still materialise as equallysized distances between spasmodic vertical 𝜖𝐷 increments but are much less pronounced. The
waves’ frequency in Fig. 7.16c is inversely proportional to their width. This was already observed
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Figure 7.16: Discretisation errors as aggregation of 𝜖𝑆 and 𝜖𝐷 : heatmaps of three trajectory features from the
NGSIM datasets.

when only quantising trajectory features, e.g. in Fig. 7.13c. Another non-linearity is presented in
Fig. 7.16b where the absolute acceleration discretisation error is found to be inversely proportional
to Δ𝑄 for Δ𝑆 > 300 ms. This goes against the tendency, that errors either grow with Δ𝑄 or Δ𝑆 so
that 𝜖𝐷 (Δ𝑄 , Δ𝑆 ) is expected to be highest in the plots upper right corner. This plot is representative
for driving situations with low changes in acceleration (standstill or laminar traffic flow).
To put the results of Fig. 7.16 into context, the same parameters were used to discretise the
high-precision Tomakomai dataset (Fig. 7.17). The direct juxtaposition with Fig. 7.16 reveals that
the horizontal oscillations in both directions are replaced by smooth transitions from low-to-high
𝜖𝐷 and 𝜖𝑆 . But while Fig. 7.17a, Fig. 7.17c and Fig. 7.17d look similar, they differ in slope and
intercept for the nearly linear 𝜖𝑄 (Δ𝑄 ) (colour maps on the right-hand side are not equalised).
Discretisation errors for speed differ more significantly: Fig. 7.17d shows that after some threshold,
increasing Δ𝑎𝑄 further does not lead to an increase in relative errors. The reason for this behaviour
is that the quantised value remains zero so that the absolute deviation from the true acceleration
approaches |𝑎|.̄ Besides this peculiarity, Δ𝑆 influences 𝜖𝐷𝑎 to a much bigger extent than the other
features; even without further quantisation, 𝜖𝐷𝑎 increases with Δ𝑆 . This shows that acceleration
changes more frequently than the other trajectory features.

7.6

Discussion and Concluding Remarks

In this chapter the effects of sampling and quantisation processes on empirical, experimental
and artificial vehicular trajectories was analysed. Using different error measures the precision
loss accompanied by these processes were quantified for several parameters. Besides carrying
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Figure 7.17: Four heat maps to describe accumulated quantisation and sampling errors of four trajectory features from
the Tomakomai dataset.

out the first distortion analysis for trajectory features, the lower error limit of any CF model
with one or more discrete features was estimated. While commonly discrete and continuous CF
models are distinguished, one may also classify discreteness as spatial, temporal or with respect
to the state variables. This perspective on model classification reveals a large number of inbetween approaches regarding the architecture of models and the corresponding computational
complexity, memory demands and fidelity. By separately quantifying sampling, quantisation
and discretisation losses, model-independent errors for the major groups of time-discrete/spacecontinuous, time-continuous/space-discrete and fully discrete traffic models are identified. To
provide realistic estimations of the losses associated with these time- or space-discrete approaches
the empirically observed vehicle trajectories from the NGSIM dataset were employed to compute
and visualise discretisation errors for speed, space gap acceleration and headway. To provide
context for the results the relationship of errors and sampling/quantisation parameters were
portrayed by employing artificially generated data high-precision experimental CF data. Because
no actual models are involved in these fundamental processes, measurement accuracy is assumed
to be free of systematic errors so that temporal and spatial resolution forms a baseline and
standard for all data transforming operations.
The numerous figures in this chapter revealed several peculiarities. Although not directly
comparable, sampling processes regularly produce fewer artefacts than quantisation processes
in their relevant parameter ranges. Measured as absolute errors, speed and space gap sam𝑎
pling deviations grow linearly with the duration between sampling moments while 𝜖abs
grows

logarithmically and then remains constant. To accommodate different model classes three interpolation methods for the downsampled trajectory features were employed. Linear interpolation
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was found to generally produce the fewest sampling errors while spline-interpolation usually
performed worse than linear interpolation or simple ffill methods. Quantisation errors revealed
more complex patterns and were found to be more susceptible to recording noise: the empirical
and experimental datasets exhibited diverging results for the derived quantities headway and acceleration. This observation was confirmed for different error measures in heat maps of combined
sampling and quantisation errors: except for acceleration, deviations from larger 𝜖𝑄 dominate the
plots. Although not widely used to benchmark traffic models, relative difference turned out to be
a useful tool for comparing error statistics. It reproduces the general observations of absolute
and relative errors, while exhibiting fewer artefacts, ensuring comparability of errors on different
orders of scale and not compromising mean errors for input values near zero.
As previously shown in several publications, microsimulations differ in the extent to which
they correctly predict certain trajectory features; the effect of discretisation on these also differs. From the figures presented here, some general recommendations for the development
of new CF models may be derived. Since human driver behaviour inevitably contains erratic
components in terms of reaction time and responses and speed (as state variable) does not change
as frequently, time-discrete models with finely-grained speed levels should provide an excellent
balance between computational efficiency (solving differential equations is not required) and
model precision. Based on their low interpolation errors, piecewise models with linear functions
to represent vehicular movements are a promising (and underdeveloped) approach for efficient
microsimulations. TCA, commonly used in large-scale simulations, work with large cell sizes
(Δ𝑄 = 7.5 m) and tick lengths (Δ𝑆 = 1 s) but pay dearly for their simple and efficient modelling
with huge discretisation errors.
With regards to the methodology, one might argue that the predicted precision losses from
discretisation processes underestimate the actual model fidelity since error propagation for
derived trajectory features was not considered. This argument is strongest for speed differences
between vehicles which becomes ineffective for even moderate ranges of Δ𝑣𝐷 but is strongly
related to CF actions. The criticism of non-propagating errors also extends to acceleration which,
in lattice-based TCA, is actually either infinite or zero (vehicles jump between cells). On average,
lattice-based models introduce even more errors than the quantised state variables indicate.
This is a result the topological restrictions lattices (and grids) impose on real-world topologies
with curves, slopes and intersections. These shortcomings are model inherent and require more
assumptions than the approach presented here [48]. An increase across all error measures is
expected if 𝜖𝐷 is calculated from quantised positional records but no substantial changes in
progression and slopes.
Besides carrying out the calculations based on quantised vehicle positions, areas with demand
for further research remain. A major unknown is the poor performance of the cubic interpolation
method in the re-sampling experiment. Perhaps higher order methods or different approaches
(e.g. barycentric or Akima splines) yield better results. Furthermore, with even higher sampling
frequencies in recorded trajectory data, the Nyquist frequency (the sampling rate at which the
original signal can be reconstructed without loss) for acceleration could be determined. Since the
commonly used derived quantities are integrated, this frequency defines the smallest pragmatic Δ𝑆
for modelling and observation purposes [616, 617]. Estimating memory requirements for largescale models based on their degree and level of discretisation is another untouched topic. This
might be of lesser importance on powerful desktop computers but gains relevance for low-
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powered devices like smartphones or in-vehicle entertainment units to make real-time traffic
predictions based on environmental data. Dithering, or error diffusion, is a common approach to
reduce the average error in audio processing. To the best of my knowledge TCA making use of
this technique to soften their rigidity do not exist. Since modelling driver behaviour simplifies
with smaller state spaces, designing models which – within their discrete abstractions – are
perfect, gets easier. Building traffic models usually follows the law of parsimony and is therefore
a reverse application of rate–distortion theory which optimises the amount of data necessary to
represent signals with a given quality. As such, it involves choosing the model’s discrete and
continuous components, selecting practical discretisation levels, defining properties of input
variables while at the same time maximising accordance with empirical observations. This chapter
contributes to that process by helping to balance discretisation losses and model precision.

CHAPTER

Car-Following Heterogeneity: Statistical
Analysis of Behavioural Differences
Between Drivers
The aim of science is not to open the
door to infinite wisdom, but to set a
limit to infinite error.

Bertolt Brecht, Life of Galileo

Deviations of (partly)-discretised trajectories from their continuous counterparts as quantified in Chapter 7 could be discussed further in two ways. One could measure the gains in
execution speed, quantify reductions in computer memory consumption or attempt to measure
the complexity reduction. While certainly feasible, it seems as if the outcomes would be very
dependent on the chosen programming language, implementation details and how the road
network is modelled and represented. For example, there is little use in employing a CMS to
simulate a chequerboard model.
This chapter follows a different path: it measures driver heterogeneity and thus quantifies
at which level MIE influence a model’s accuracy. The reasoning behind this approach is that
noise/randomness introduced through heterogeneity does not have to be represented in the
precision of a microsimulation. If, for example, the shortest time between two actions of drivers
is 1 s, the model’s configuration does not need to be calculated every 0.1 s. Another example is
the state of the accelerator: its position is continuous but a human driver can reliably only access
a few positions.
While Chapter 7 quantified how much fidelity is lost at certain degrees of discretisation, this
chapter estimates inter- and intra-driver variability. Methodologically, this chapter is centred
around data analysis and concerned with driver behaviour on uninterrupted facilities (Fig. 1.2).
Because these are equivalent to the aforementioned noise/randomness/heterogeneity they are a
proxy for the precision CF models need to embody for properly representing driving behaviours.
The resulting discretisation errors should be compensated through an error/noise/heterogeneity
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term while the underlying microscopic model should only contain empirically observable and
widely shared behaviours. Microsimulations without this term are minimalistic and could be
reliable starting points for improving simulations by iteratively adding features.
Despite being a well-researched subject, inter- and intra-driver heterogeneity have only
played a minor role in the calibration and evaluation of microscopic models: in most simulations
dynamics emerge from interactions of homogeneous driver populations. This chapter investigates
differences in car-following behaviour by measuring correlations and linearity between trajectory
features and visually analysing differences in reaction time, feature distributions and sensitivity
to car-following stimuli. The goal is to determine the bounds of randomness and heterogeneity.

8.1

Introduction

Traffic simulations, especially the microscopic variant in which road users are represented
individually, have become an indispensable tool in transportation engineering to predict and
replicate a wide range of phenomena emerging from driver interactions. They are modelled with
differential equations and thus accurately represent the physical reality. (Fully) discrete models
like Traffic Cellular Automata (TCA) with their instantaneous movements, on the other hand,
are often shunned for inherent coarseness and lower model fidelity [49]. Except for a few timediscrete approaches, hybrid models with discrete and continuous variables have only attracted
interest in academia [124]. Independent from implementation details, microscopic models aim
to reproduce the behaviour drivers have as reactions (response) to action(s) (stimulus) of other
drivers coupled with a reaction time. Among the variables used to describe this car-following (CF)
relationship are the relative speed (Δ𝑣), space gap (𝑔), headway (ℎ), speed (𝑣) and acceleration (𝑎).
Vehicles are identified with an index; 𝑣𝑛 , for example denotes the following vehicles speed,
whereas 𝑎𝑛+1 represents the lead vehicle’s acceleration. Driver populations and road conditions
are usually represented as homogenous entities [618].
The accuracy of simulations does not only depend on the representation of variables (e.g.
differential equations versus TCA) but also on the consistency of the modelled processes. The
question arises, whether driver behaviour is erratic to a degree which renders the representation
with the precision of differential equations unnecessary? And how different are drivers? Are
discrete models actually “good enough” to represent vehicle movements? While research about
inter- and intra-driver heterogeneity has been conducted, a best-case analysis, i.e. how well
driver behaviour can ultimately be reproduced has yet to be undertaken.
This chapter answers these questions, quantifies differences between drivers and estimates
the best- and worst-case relationships between stimuli and responses. To that end, an exploratory
data analysis (EDA) based on a high-precision dataset of CF trajectories is carried out. produced
by a homogeneous driver population. Due to the complex interactions, a single number or
criterion is insufficient to describe driver heterogeneity. For this reason, visual representations
and numerical analyses are employed to identify differences in feature trajectory distributions and
for quantifying strength, linearity and lag between three response features and four CF stimuli.
By averaging the highest correlations and linear regressions with the lowest 𝑟 2 scores and
Root-Mean-Squared-Errors (RMSE) this chapter provides a realistic best-case estimation for CF
accuracy. This analysis also incorporates the often overlooked change in acceleration (jerk 𝑗).
The remainder of this chapter is structured as follows: Sec. 8.2 introduces related work and
Sec. 8.3 presents the general methodology. Differences in the Standard Deviation between drivers
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and over-time are analysed in Sec. 8.4, while Sec. 8.5 compares distributions of trajectory features
on a per-driver basis. Subsequent sections calculate correlations of stimuli and responses with
delay and anticipation (Sec. 8.6), visualise the relationship between several stimuli factors (Sec. 8.7)
and measure the linearity of selected stimulus-response sets (Sec. 8.8). This chapter concludes
with a discussion of implications for the development of CF models and the role of randomness
in modelling human driving behaviour.

8.2

Related Work

This chapter adds to a body of research aimed at providing statistical descriptions of (empirically observed) CF behaviour and the analysis of driver heterogeneity. A selection of relevant
publications for both (not always distinguishable) fields is given in this section.
Herman et al. [245] investigated the propagation of perturbations and developed a statistical
stability theory around the fluctuations of acceleration between drivers. The total braking time and
its effect on the minimum following gap was studied by Schweitzer et al. [619] who determined
its mean as 0.678 s (𝜎 = 0.144 s) and found that speed was of lesser importance than expectation
and space gap. Real-world trajectories were statistically analysed by Neubert et al. [82]; they
related single-vehicle data with the Fundamental Diagram of traffic flow (FD) with a time series
to investigate the microscopic structure of various traffic states. Chowdhury et al. [182] related
the statistical properties of vehicular traffic to a number of CF approaches. In a similar fashion,
Schadschneider [361] and Helbing [29] described traffic flow from a statistical physics pointof-view by abstracting individual road users as self-driven particles. Cassidy and Mauch [620]
used data analysis techniques to prove the existence of a well-defined relation between the
flow and vehicle accumulation on a homogeneous motorway segment. Ranjitkar et al. [112] and
Ranjitkar et al. [114] verified the effects of change in speed in terms of variation of reaction time,
sensitivity and platoon stability. Statistical mechanics and non-equilibrium aspects of traffic flow
were related to relatively simple cellular automaton CF models by Schadschneider [621] and
Schreckenberg et al. [622]. Headway distributions were analysed by Brackstone et al. [623] who
found that drivers regularly chose headways below national safety recommendations. Wagner
and Lubashevsky [115] used the very same dataset as in this chapter to determine frequency and
distribution of action points and found a mean duration of 2.5 s ranging from 1.8 s to 4.0 s. Smith
et al. [83] analysed braking and steering performance while Kim and Zhang [558] analysed driver
headways and their effect on the FD. Wagner [56] carried out a statistical analysis of empirical
CF behaviour and refuted major assumptions about CF behaviour: neither fixed action points nor
continuous control as described by differential equations were found. Furthermore, the action
points were not observed in the (Δ𝑣, 𝑔) space either. Fouladvand and Darooneh [84] examined
statistical properties of driving states and formulated probability functions of acceleration and 𝑣,
𝑔 and Δ𝑣. Causal factors of CF behaviour were determined by Kim et al. [624] while Ossen and
Hoogendoorn [90] approached driver heterogeneity by comparing observed trajectories with
those predicted by several CF models. The 𝑣 − 𝑔-relationship and its influence on the fundamental
diagram were experimentally studied by Jiang et al. [625]. More recently, Wagner et al. [94] used
the maximal information content and mutual information [626, 627] to study the relationship of
acceleration with several CF stimuli.
Also using the Tomakomai dataset, Brockfeld and Wagner [16] found that inter-driver
differences exceed dissimilarities of 10 tested microsimulations while Ahn et al. [220] con-
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firmed that individual driving behaviour may be represented by presetting parameters in
Newell’s (2002) CF model. With a similar approach but a different empirical dataset, Ossen and
Hoogendoorn [85] and Ossen et al. [86] came to the conclusion that inter-driver heterogeneity
cannot be caught by different parameter settings alone and noted that “driving styles of different
drivers appear inherently different in that different car-following models are needed”. Ranjitkar
et al. [117] benchmarked several CF models and observed that model performance differed between drivers stronger than between the CF models themselves. Ossen and Hoogendoorn [120]
analysed driver differences with regard to multi-anticipation. Kesting and Treiber [499] assessed
driver heterogeneity by comparing a variety of optimisation criteria for minimising model errors
in the predicted trajectories of the Optimal Velocity Model Bando et al. [162] and the Intelligent
Driver Model (IDM) [164]. A model-independent approach was developed by Wang et al. [88] who
studied intra-driver differences in their acceleration and deceleration behaviour by calibrating
selected trajectories for three CF models [59, 164, 628]. By comparing spatial differences between
vehicles Chiabaut and Duret [89] found that 74 % of the observed drivers followed vehicle 𝑛 + 1
with a uniform time and space lag while 8 % changed their CF behaviour and 18 % were random.
Wu et al. [629] bootstrapped trajectories predicted by the IDM to investigate model parameter
distributions and identified two groups with distinct values for desired speed and maximum
deceleration rate. Wagner [91], who analysed headway fluctuations, observed similar widths
of ℎ and Δ𝑣 distributions in two different datasets and proposed to enhance the mean values
used in CF models with fluctuations. Dynamic Time Warping was developed by Taylor [630]
and Taylor et al. [92] to calibrate Newell’s (2002) CF model based on inter- and intra-driver
heterogeneity for estimating the change of CF parameters at high temporal resolutions. Three
sources of heterogeneity (intra-/inter-driver differences as well as oversimplification of the
modelling framework) were studied by Pariota et al. [93].

8.3

Methodology

As discussed in Sec. 8.2, CF properties and driver differences have been analysed from several
angles. The presented approach is differs from those: it does not rely on external models to quantify
the range of reactions to stimuli. A detailed description of the methodology, the underlying
dataset, as well as the visual tools is given in the following subsections.

8.3.1

Car-Following Behaviour: the Driving Relation

CF models represent traffic participants as separate entities and aim to replicate the driving
relation, i.e. how drivers influence and react to each other [56]. The main idea is to couple
responses of a driver in a following vehicle 𝑛 (e.g. acceleration (𝑎𝑛 ), jerk (𝑗𝑛 ), speed (𝑣𝑛 )) and
stimuli (e.g. space gap (𝑔𝑛 ), headway (ℎ𝑛 ), lead vehicle acceleration (𝑎𝑛+1 ), relative speed (Δ𝑣𝑛 ))
delayed by a reaction time (𝑡rct ). In order for vehicle 𝑛 not to crash into vehicle 𝑛 + 1, 𝑔𝑛 > 𝑣𝑛 𝑡rct
(ℎ𝑛 > 𝑡rct ) has to be met. Here, 𝑔 is defined as 𝑔𝑛 ∶= Δ 𝑥𝑛 − 𝑙𝑛+1 where Δ 𝑥𝑛 denotes the frontbumper to front-bumper distance between vehicle 𝑛 and vehicle 𝑛 + 1 and 𝑙𝑛+1 is the length
of the leading vehicle. Headway (ℎ𝑛 ) and relative speed (Δ𝑣𝑛 ) are then calculated as ℎ𝑛 = Δ𝑥𝑛/𝑣𝑛
and Δ𝑣𝑛 ∶= 𝑣𝑛+1 − 𝑣𝑛 , respectively. Other noteworthy trajectory features are jerk (𝑗𝑛 ) (change of
acceleration) calculated as 𝑗𝑛 = 𝑎𝑛̇ = 𝑣𝑛̈ [ms−3 ], steer angle (Θ𝑛 ) which is measured as degree of
arc [∘ ] and the associated directional derivative ∇𝑛 expressed in [∘ /𝑠].
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The scientific method usually starts with the inception of an idea after which a problem
statement/hypothesis is formulated which can then be tested by setting up an experiment and
observing the outcome [631]. Data-driven engineering techniques, on the other hand, often look
for new connections and theories in (existing) data sets. The approach chosen here is called
exploratory data analysis (EDA) which subsumes “procedures for analysing data, techniques for
interpreting the results of such procedures [...] and all the machinery and results of [mathematical]
statistics which apply to analysing data” [632, 633].
Several tools are utilised to compare trajectory feature distributions and to calculate correlations, linearity and strength between stimuli and responses. The mathematical instruments
include Spearman, Kendall Tau and Pearson correlations as well as Kernel Density Estimations (KDE) and linear regression analysis. Calculations were carried out with SciPy [99]
and Pandas [544]. The results are analysed in conjunction with several visualisation techniques (Sec. 8.3.2) created with Seaborn [97] and Matplotlib [103] from the Python ecosystem [96].

8.3.2

Visual Tools

Trajectory data contain different levels of derivatives, dimensionality and categorical features.
While visualisation aids understanding through direct visual experience more than linguistic/logical reasoning explanations, displaying observed data points in their entirety often hides
underlying trends and structures. To condense data efficiently, quantify differences in CF behaviour and portray underlying features and trends, some lesser-known tools are employed;
they are described in the following paragraphs.
Box plots are diagrams which graphically represent median, minimum, maximum, as well
as first and last quartile (pentagram) and thus concisely represent the data’s central tendency,
its variability and symmetry. With box-and-whisker plots, extreme values and outliers can be
easily identified and compared. The Whiskers (vertical lines) extending from the boxes mark the
inter-quartile range (IQR) and indicate variability outside the upper and lower quartiles. Outliers
are data points below and above the 1.5 IQR of the lowest and highest datum of the lower and
upper quartile, respectively. Other common options to define outliers are standard deviation 𝜎,
9th and 91st or 2nd and 98th percentile. Regardless of the chosen method, outliers are represented
by individual points [633–636].
In large datasets, outliers tend to dominate the plot because the number of values outside
the whiskers grows linearly with 𝑁. It can therefore not be determined whether outliers are
genuine, extreme observations or stem from a different distribution. Letter-value plots address
these shortcomings by “replacing the whiskers with a variable number of letter values, selected based on the uncertainty associated with each estimate and hence on the number of
observations” [637]. Letters denominate successive depth ranges outside the median (F=fourths,
E=eighths, D=sixteenths, C=thirty-seconds...) and are recursively defined as 𝑑𝑖 = (1 + ⌊𝑑𝑖−1 ⌋)/2
where the median (𝑑1 ) calculates as (1 + 𝑛)/2. Each pair of upper and lower letter values is shown
as a box; the innermost box contains fourths and incrementally narrower boxes represent lower
and upper eighths, sixteenths and so forth. Beyond a (parameterisable) threshold, outliers are
shown individually. Letter value plots also enable reliable estimates beyond the quartiles for data
sets with less than 𝑁 < 200 observations [637].
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Box and letter-value plots can only describe unimodal distributions. To visualise multi-modal
datasets KDEs were developed. They also address the problem that outliers and missing values
can create significant visual noise. The resulting edges sometimes seen in histograms can be
smoothed out with density functions which approximate the underlying finite data sample.
KDE were developed by Parzen [638] and Rosenblatt [639]. Since then, efforts have been made
to improve the guessing of kernel and smoothing parameters [640–642]. Instead of a fixed
bandwidth (equivalent to the histograms’ number of bins) Scott’s Rule –a common estimator
less susceptible to over-smoothing than Silverman’s Rule – is used. Scott’s rule calculates as
1.059×𝐴×number of bins−1/5 , with 𝐴 = min(std(𝑋 ), IQR/1.34) [643]. For all intents and purposes
of this chapter, both variants would be suitable; 𝐴 aims to reduce the tendency of the estimated
bandwidth to grow too large due to outliers, skewness or heavy tails of 𝜎 [644].
Violin plots are rotated KDEs mirrored on an axis to show distribution and probability density
in one chart. This space-efficient visualisation is often used to compare data across levels of
one or more categorical variables. When multiple violin plots are contained in one plot their
individually covered areas are equal. Additional features like median, IQR or other quartiles can
be overlaid to describe the underlying distribution further [97, 645].
Strip plots, also known as dot or jitter plots are scatter plots with one categorical variable.
They consist of a response variable on one axis and all values set to unity at the other axis so
that the sorted response values are plotted along one axis. Typically used for small datasets, strip
plots are an alternative to histograms or density plots. To distinguish multiple points with the
same value, random noise can be introduced to the unity axis (jitter plot) or repeated values
can add a fixed increment to their position on the unity axis (swarm or bee swarm plot). Being
closely packed but non-overlapping, swarm plots are often considered more elegant and less
crowded [97, 646].

8.3.3

Dataset

Collecting trajectories in real-world conditions (“naturalistic driving data”) is the preferred way
to obtain microscopic traffic data. Since the only non-invasive technique is (video-)recording,
observations are associated with more inaccuracies and noise than would be the case with other
techniques. This is a major downside because trajectories are calculated from positions so that
errors propagate exponentially when speed and acceleration are calculated because they are
the 1st - and 2nd -order antiderivative (primitive function) of displacement (𝑣 ̈ = 𝑎̇ = 𝑗). Besides
these issues, this approach is also associated with heterogeneous traffic, advanced road topology,
numerous vehicle classes and unknown driver demographics. While about half of the datasets
used for retroactive CF analyses (Sec. 8.2) employ naturalistic driving data, an experimental
dataset has the advantages of being of higher accuracy with maximum absence of non-CF stimuli
from intersection signalisation, multiple lanes, opposing traffic or pedestrians. This best-case
environment allows us to estimate the upper accuracy limit of CF predictions. The same argument
can be made for observing drivers in the same age bracket and with the same cultural background
to quantify inter- and intra-driver heterogeneity.
For these reasons, this CF analysis is based on experimental data, recorded on a test track
located near Tomakomai (Hokkaido province, Japan). Ten passenger cars were tracked with
RTK GPS receivers while following each other on two 1200 m straight sections without opposing/adjacent traffic or challenging road conditions like potholes, slopes or narrow lanes. Speed
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Figure 8.1: Selection of speed patterns as executed by driver 𝐺01.

was recorded with a Doppler effect-based tool and an accuracy of 0.04 m s−1 (0.16 km h−1 ). Other
trajectory features were derived from the speed measurements and added up to over 700 min
of CF data. To test the CF performance, driver 𝐺01 imitated several patterns of acceleration,
constant speed and deceleration (Fig. 8.1) Ranjitkar [489]. Although drivers were probably more
attentive than they would have been in real-world traffic, the datasets high precision and the
restricted experimental conditions make it a good fit to assess the inter- and intra-driver heterogeneity in a best-case scenario. The dataset has already formed the foundation for several
publications [16, 56, 111–118].
The aggregated distributions (all observations) for the relevant trajectory features are shown
as KDEs in Fig. 8.2. The plots were separated to accommodate for the different orders of magnitude
of the individual features. Like all KDE plots presented here, Gaussian kernels were combined
with Scott’s bandwidth calculation to estimate the probability densities. Space gap is distributed
with a uni-modal peak and skewed towards higher values. Its range was limited to 0 m to 55 m
to leave more room for the narrower speed KDE which contains distinct peaks at 5.7 m s−1 ,
11.4 m s−1 and 13.8 m s−1 (Fig. 8.2a). Except for a minor dent in the ℎ distribution, the KDE of ℎ,
𝑎, 𝑗 and ∇ are uni-modal, but only the jerk KDE is symmetric to the origin. Fig. 8.2b also exhibits
peaks for 𝑎 and Δ𝑣 below zero. All four peaks in the KDE of ℎ, 𝑎, 𝑗 and ∇ differ in their height
but are evenly distributed and visually close to Gaussian distributions.
Drivers were aged between 20 years to 30 years; their driving experience is shown in Table 8.2.
The listed values show that the followers were not beginners, comparatively young and fall in
the same age group indicating good reflexes and consistent attention span.
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Figure 8.2: Distribution of the main trajectory features calculated from the whole Tomakomai dataset.
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8.4

Standard Deviation of Trajectory Features

Standard deviation (𝜎) is the first measure by which inter- and intra-driver heterogeneity is
quantified. It describes the variability/dispersion/scatter of observations around the population
1

𝑛

∑ (𝑥𝑖 − 𝑥)̄ 2 . Here, 𝑥 ̄ denotes the mean
√ 𝑛 𝑖=1
over all observations, 𝑥𝑖 are individual measurements and 𝑛 is the number of data points.
mean (of trajectory features) and is calculated as

The averaged standard deviations over the whole dataset are listed in Table 8.1 for 𝑣, Δ𝑣, ℎ, 𝑔,
𝑎, 𝑗, and ∇. To enable comparability between trajectory features despite their different magnitudes
and units, column two in Table 8.1 contains the min-max-normalised 𝜎 as well. The latter was
calculated by normalising all observations and calculating 𝜎. By a big margin, speed is the feature
exhibiting the largest 𝜎, followed by ℎ. The normalised 𝜎 for ∇ is one order of magnitude smaller
than 𝜎(∇) and provides a base-level estimation of randomness: on a straight road and equipped
with self-centring steering wheels, adjustments of ∇ are minimal.
Although Table 8.1 provides an estimation of the general variability of different trajectory
features, plotting 𝜎 per-driver exhibits inter-driver variety: Fig. 8.3 shows 𝜎(𝑎), 𝜎(𝑣), 𝜎(Δ𝑣), 𝜎(ℎ),
𝜎(𝑔), 𝜎(𝑗) and 𝜎(∇) in a swarm plot, each value color-coded per driver. 𝜎(𝑔) exhibits the widest
spread (which is in agreement with other CF research) whereas 𝜎(∇) is not only small but also
centred tightly around the mean. 𝜎(𝑗) of 𝐺01 is higher than the rest of the bulk, likely due to
applying the instructed speed patterns. In a multi-anticipative CF model, the vehicles at the end
of a platoon should have the best information to control their speed and acceleration levels: this
is not the case here: vehicles 𝐺09 and 𝐺10 exhibit a high average 𝜎 for 𝑣, 𝑗 and ℎ (𝐺10). Besides
having the advantage of comparability, normalised 𝜎 can also be expressed in percentage points:
Intra-driver 𝜎 of 𝑣, 𝑗, ℎ and 𝑎 differs by ≈ 3 percentage points, while the range of 𝜎 is almost twice
as big for Δ𝑣 and 𝑔.
To put inter-driver variability in a context with the change of 𝜎 between different drivers,
Fig. 8.4 shows colour-coded swarm plots of 𝜎 calculated for each driving pattern. Even without
exact numbers, it becomes obvious that the intra-driver variability is higher in all participants than
differences between drivers themselves. The overlaid box plots, also reveal that the normalised 𝜎
does not exhibit downwards outliers while upwards outliers are found in all trajectory features
except 𝑣. The box plots’ whiskers mark the 2 × 1.5 IQR: values below and above 1.5 × 𝐼 𝑄𝑅 are
considered outliers. A small anomaly are the 𝑗 outliers for vehicle 𝐺10 which are even above the
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normalised trajectory features.

Table 8.1: Mean Standard Deviations for some
trajectory features.
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Figure 8.4: Swarm and box plots of 𝜎 for all driving patterns and vehicles.

ones for driver 𝐺01 and bear witness to abrupt changes of acceleration. Due to the grouping
mechanism, Fig. 8.3 and Fig. 8.4 differ slightly. The respective 𝜎 dots of individual drivers are
nevertheless properly represented: 𝐺06, for example, exhibits comparatively high 𝜎(𝑣) and 𝜎(𝑎)
but low standard deviations for all other trajectory features.
While Fig. 8.4 is very detailed and yet concise, the intra-driver differences are hard to quantify.
For this reason, Table 8.2 lists the ranges of 𝜎 on a per-driver basis for 𝑎, 𝑔, ℎ and Δ𝑣. On average,
intra-driver variability is double to fourfold as big as the inter-driver standard deviation. While
one could argue, that this is a result of different traffic conditions and patterns, the similarly
sized domains indicate a fundamental disparity between inter- and intra-driver variability.
The non-normalised, lower bound of 𝜎 is shown in Fig. 8.5b. Due to their different domains, the
individual standard deviations cannot be compared directly but allow a best-case estimation of 𝜎
for six trajectory features. In real-world driving conditions, 𝜎 is likely to be significantly higher
due to environmental influences and additional driving tasks (lane-changing, traffic signals,
opposing traffic, potholes, etc.). Fig. 8.5b was created by calculating the mean representing the
lowest sigma for each driver and each driving pattern (i.e. a ≈ 2-minute observation period).
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Table 8.2: Summary of drivers participating in the experiment.
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8.5

Distributions of Trajectory Features

Before analysing inter-driver trajectory feature distributions in detail, the distribution tails, i.e.
the lowest and highest 𝑎, Δ𝑣, ℎ, 𝑗 and 𝑔 that occurred in the dataset, shall be summarised. To
exclude rare outliers, the mean of the top and bottom 10 % quartiles per driver are calculated
and visualised in Fig. 8.5a. This figure shows an approximately equal-width for the maxima and
minima of 𝑎, Δ𝑣, ℎ and 𝑗. The smallest space gaps, on the other hand, are tightly clustered while
the spread of maximum space gaps exceeds 20 m. In agreement with Fig. 8.2a, this indicates
a pronounced skewness of the inter-driver space gap distributions. An example of this is 𝐺01
which changes acceleration quickly and therefore shows highest and lowest 𝑗. Other examples
are 𝐺06 (𝑎) and 𝐺07 (Δ𝑣).
In the following paragraphs violin and letter-value plots are employed to visually analyse the distributions of 𝑣 and Δ𝑣 (Sec. 8.5.1), 𝑎 and 𝑗 (Sec. 8.5.2), ℎ and 𝑔 (Sec. 8.5.3), as well as
∇ and Θ (Sec. 8.5.4). The purpose is to visualise the inter-driver variability of relatively homogeneous drivers and discuss possible multi-anticipation effects, i.e. the influence of multiple lead
vehicles. Horizontal lines inside each violin represent the first (25th percentile), second (median =
50th percentile) and third (75th percentile) quartile and apportion the lowest 25 %, 50 % and 75 %
from the underlying distribution.

8.5.1

Speed and Speed Difference

The upper plot of 8.6 exhibits a gradual loss of pronounced peaks to a more streamlined drop
shape from vehicle 𝐺01 to 𝐺10. Although 𝐺01 rarely moved at a speed of ≈7.5 m s−1 while
following the driving patterns, the frequency at which drivers selected this speed increased
from 𝐺01 to 𝐺10. This shows, that the influence of driving behaviour of the first vehicle is notable
but loses importance with the position in the platoon. Although this trend includes all vehicles
and multi-vehicle anticipation can be deducted, outliers also increase. All followers exhibit higher
maximum and minimum speeds than 𝐺01 thus introducing (more) oscillations. Individual drivers
can be easily recognised just from the shape of their speed distribution despite the range of
driver speed medians only being 0.237 m s−1 .
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Figure 8.5: Per-driver strip plots of the lowest 𝜎 (Fig. 8.5b) and 10 % top/bottom quartiles of the main CF trajectory
features (Fig. 8.5a).
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Figure 8.6: 𝑣 and Δ𝑣 violin plots for all drivers.

The lower plot of Fig. 8.6 shows the Δ𝑣 distributions for each driver. The KDEs are mostly
uni-modal and exhibit only minor sub-peaks. IQR and medians between drivers are also very
similar but the range and slope of the distributions vary. The inter-driver mean of medians is
only −0.166 m s−1 indicating the importance of Δ𝑣 as a factor to synchronise speed with the
leading vehicle. Perfect synchronisation is given at Δ𝑣 = 0 but tends to be slightly smaller than
zero 𝑣𝑛−1 − 𝑣𝑛 > 0. This is a result of the recording technique: Δ𝑣 < 0 means that vehicle 𝑛
approached vehicle 𝑛 + 1 and this is influenced by the start and end time of the recording. The
Δ𝑣 range is smallest for 𝐺04 (8.903 m s−1 ) and largest for 𝐺08 (18.004 m s−1 ). In total, 90 % of all
Δ𝑣 values are between −2.2 m s−1 and 2.2 m s−1 . Except for 𝐺09, all speed difference distributions
peak at 0 m/s, which means that drivers in this experiment for the most part followed their leader
with the same speed. 𝐺09, on the other hand, spent the most time catching up to 𝐺08, also visible
in Fig. 8.15.

8.5.2

Acceleration and Jerk

A driver’s acceleration peaks are a combination of personal preference, capability of the vehicle
and strength of reaction to CF stimuli. Their distributions are presented per-driver as KDEbased violin plots in the upper part of Fig. 8.7. Despite the visual quartile similarity and distinct
maxima near 𝑎 = 0 m s−2 , acceleration distribution shapes vary widely. Fuel efficient drivers
aim at maintaining a constant speed and avoid manoeuvres involving strong acceleration or
deceleration. Letting the vehicle sail means that the car moves forward due to inertia and slowly
decelerates through the influence of friction and drag. Sailing is recognisable in acceleration
distributions by a peak slightly below 𝑎 = 0 (𝐺01, 𝐺10). Debilitating the multi-anticipation
argument, the majority of followers exhibit a wider range of acceleration than 𝐺01. Excluding

186

Quantifying Driver Heterogeneity

the platoon leader observations, 90 % of all these manoeuvres fall in the range of −0.84 m s−2 to
0.85 m s−2 ; only 1 % of all braking actions are smaller than −1.7 m s−2 .
Albeit not frequently cited in the CF literature, jerk is an important feature to describe driver
behaviour. Defined as 𝑗 = 𝑎,̇ jerk expresses how quickly drivers adjust their acceleration. Evident
from the lower plot of Fig. 8.7, drivers across the board aim at maintaining a constant acceleration
(𝑗 = 0) and the distributions, including outliers, are very symmetric. But while the inter-driver
jerk KDEs are visually similar, the effects of integration aggregate the small differences to very
different speed profiles. Just like the acceleration violin plots showed, there are more extreme
observations of 𝑗 in the followers than executed by the leader. Interestingly, these outliers are
not distributed symmetrically and tend to occur during acceleration manoeuvres. This contrasts
the almost symmetrical 90 % IQR which covers a range from −1.28 ms−3 to 1.25 ms−3 .

8.5.3

Space Gap and Headway

When 𝑔 exceeds a threshold of ≈200 ft (61 m), the lead vehicle’s actions are deemed to become
irrelevant for the follower [570]. At this point, the driving relation disbands, followers perceive
free-flow conditions and adjust their speed based on other factors. Because their KDEs are unimodal, space gap distributions can be represented as letter-value plots (Fig. 8.8a). The lower
end and 2 𝜎 standard deviation of the space gap spectrum are relatively evenly distributed,
indicating similar preferences for minimum space gaps among drivers. Upward outliers and
median differences, on the other hand, are widely scattered. 𝑔𝑚𝑎𝑥 in the dataset was recorded at
135.8 m (𝐺09) whereas the smallest maximum gap was only 65.0 m (𝐺02). The average minimum
space gap value in this dataset calculates to 9.075 m (minus approx. one car-length).
Whether the tight clustering of smaller 𝑔 and the wide spread of maximum space gaps
exhibited in Fig. 8.8a are related to driver-dependent speed profiles is answered in Fig. 8.8b

2

acceleration [m/s 2]

1
0
−1
−2
−3
−4

10.0

jerk [m/s 3]

7.5
5.0
2.5
0.0
−2.5
−5.0
−7.5
G01

G02

G03

G04

G05

G06

Figure 8.7: 𝑣 and Δ𝑣 violin plots.

G07

G08

G09

G10

Distributions of Trajectory Features

187

which shows the minimum space gaps per driver for a given speed. The figure was created by
quantising 𝑣 with a mid-tread quantiser [605] and calculating the smallest 𝑔 for each resulting
bin. Altering the quantisation step size from 1.0 m s−1 to ±0.5 m s−1 does not influence the general
trends, but adds or reduces fluctuations. In Fig. 8.8b driver preferences for 𝑔min are discernible for
higher speeds and demonstrate that variation of 𝑔min increases non-linearly with 𝑣. The range of
𝑔min at 25 m s−1 is 40 m and therefore larger than 88.9 % of all space gaps. These numbers show
that inter-driver heterogeneity increases with speed and indicate that action points (i.e. triggers
at which a deceleration is started) would be widely spread.
Although it is often assumed that drivers tend to keep a individually different but constant
time headway, thus making space gap proportional to speed (𝑣𝑛 ∝ 𝑔𝑛 ), headway distributions
are widely spread (Fig. 8.9a). It is apparent that the spread of the minimum values is smaller
than the difference between medians (0.423 s vs. 0.671 s) indicating that the ℎmin preferences
are more distinct than inter-driver headway preferences. Driver 𝐺02, for example, remains very
close to 𝐺01 (ℎ < 2 s for >75 % of the observations); driver 𝐺09, on the other hand, generally
prefers headways >2 s. This inter-/intra-driver difference also shows in the observation that
there are practically no outliers on the lower range of the ℎ distribution, 10 % of all headway
measurements were below 1.39 s and 1 % was smaller than 1.03 s.
Created with the same technique as Fig. 8.8b, Fig. 8.9b shows the minimum headways as
a function of speed. Unlike the former, drivers decrease their ℎmin for 𝑣 <≈ 10 m s−1 and then
increase it with a smaller slope again. The strong fluctuations of ℎmin (𝑣) indicate, that driver
perceptions of headway is a) relatively wider spread for higher speeds and b) less stable or reliable
than the visual clues a space gap provides. Even under the experimental test track conditions,
most drivers let their minimum headways fall below 1 s. For higher speeds, the observations are
in agreement with existing research (e.g. Wasielewski [32], Taieb-Maimon and Shinar [647]).
ℎmin for lower 𝑣 is distorted by the disproportionally important relative speed 𝑣𝑛 : calculated as
ℎ = 𝑔/𝑣, headway increases in the fashion shown in Fig. 8.9b when the gap becomes sufficiently
small.

8.5.4

Directional Derivative

In its strictest definition, CF behaviour is only one-dimensional and does not include lateral
movements. Non-longitudinal data nevertheless extends understanding in microscopic behaviour
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Figure 8.8: Distribution of space gaps and 𝑔min as a function of speed.
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to provide an estimation of general driver randomness. Despite driving on a straight section of
road, drivers adjust the vehicle direction in order to stay in their lane’s centre or re-adjust the
steering angle. The Tomakomai dataset contains angular movements but the steering angle Θ
itself is not a meaningful measure because it only reflects the vehicle’s orientation. Instead,
Fig. 8.10a shows level-value plots of the drivers directional derivative, i.e. the change of Θ. While
the 90 % IQR ranges from −0.042 ∘ /𝑠 to +0.039 ∘ /𝑠, outliers are spread over a significantly larger
range. Despite the small order of magnitude and the associated higher noise level, individual
drivers are recognisable by their outliers in either direction.
Unlike Fig. 8.10a, the histogram in Fig. 8.10b was created after filtering out −0.10 ∘ /s < ∇ <
0.10 ∘ /s resulting in a cleaner visual representation. Despite this restriction, the directional
derivative only reveals a narrow inner range to contain 50 % ∇ observations. The outliers must
therefore be either caused by erratic movements or recording noise; slow adjustments cannot be
the root cause for extremer values since ∇ measures the speed of change of angle. As per the
16-bin histogram in Fig. 8.10b, 𝐺05 and 𝐺07 are the steadiest drivers; the change in directional
movement was zero for the vast majority of the observation time. To accommodate differences in
the duration of recording, the number of binned observations on the y-axis has been restricted
to the minimum number of observations in all vehicles.
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(b) Overlaid ∇ histograms for all drivers.

Figure 8.10: Letter-value plots and histogram of ∇.
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Several statistical techniques were developed to describe the relationship of sets of observations
and condense their similarity of trends to one number. To quantify the predictive quality of
CF stimuli correlation coefficients are utilised. The latter usually fall in the range [−1, 1] and
indicate opposing trends (−1) or similar tendencies (1). A correlation coefficient of zero means
that two (time) series are completely unrelated and thus do not have any predictive power. Three
variants are widely used to measure correlation: the Pearson coefficient quantifies the linear
correlation between two variables, the Kendall Tau coefficient ranks numbers by their ordinal
association to compare whether individual data pairs are in discordance/concordance (𝑥1 < 𝑥2
or 𝑥1 > 𝑥2 ) and the Spearman coefficient non-parametrically denotes the degree to which a
two-variable relationship can be expressed as a monotonic function [569].
By iteratively shifting stimuli-response observations against each other (i.e. the columns of a
table) and re-calculating Pearson, Kendall Tau and Spearman coefficients, a description of delays
and correlations emerges. The time shift by which the two columns are moved against each
other is denoted 𝑡Δ and takes place in steps of 100 ms. Setting 𝑡Δ < 0 is equivalent to a delay and
includes mechanical and biological latencies while 𝑡Δ > 0 implies a driver anticipation. Neither of
them are exactly reaction times: even if the brake light of the lead vehicle is switched on, the
follower does not necessarily react (e.g. if 𝑔 is sufficient or it can be expected that the leader soon
accelerates again). Nevertheless, drivers inevitably adjust their responses to some stimuli from
the lead vehicle (otherwise they would collide with vehicle 𝑛 + 1). Hence, the terms delay, lag
and reaction time (𝑡rct ) are used interchangeably and are equivalent to the lowest RMSE, and
highest 𝑟 2 score or correlations. Among other factors, drivers respond (𝑣, 𝑗 or 𝑎) to (changes of)
the lead vehicle’s acceleration 𝑎𝑛+1 , space gap 𝑔, headway ℎ and/or the speed difference Δ𝑣.
The relationships of these four stimuli and three responses form the core of this section,
but since reaction times and attention spans have been studied before, a short summary of
observations other researchers made is given. Johansson and Rumar [648] investigated the
distribution of 𝑡rct for drivers who are expecting an “accident situation” and found a median 𝑡rct =
0.66 s in a range of 0.3 s to 2.0 s. Corrected for the “surprise” factor, the authors found a median
of 𝑡rct = 0.9 s and a 90 % quartile of 𝑡rct = 1.5 s. Burckhardt et al. [551] and Burckhardt [552]
found that emergency braking reaction times are Weibull distributed. Also using the Tomakomai
dataset, Suzuki et al. [113] established the existence of two groups of reaction time and found
their averages to be 0.89 s and 0.90 s. Chang and Chon [649] inferred a log-normal distribution
from 450 measurements with mean 1.09 s and 𝜎0.31 s. Zhang and Bham [650] carried out an
analysis based on steady-state CF behaviour in the Next Generation Simulation (NGSIM) data
and found a mean reaction time of 𝑡rct = 0.86 s (𝜎 = 0.76 s). The perceived reaction time was
measured by Wu et al. [651] who determined it to be <1.5 s. Chiabaut and Duret [89] found that
74 % of drivers follow their leader with a uniform reaction time. Sheu and Wu [13] analysed the
relationship between the perceived Δ𝑣 and 𝑡rct in a simulator; they observed that 𝑡rct is constant
but depends on space gap and speed.
With three coefficients to measure the correlation between stimuli and responses, the question arises how much they vary and whether their outputs are comparable. This is answered by
Fig. 8.11 which depicts three rows for the reactions (𝑎, 𝑣, 𝑗) and four columns for the CF stimuli (𝑎𝑛+1 , Δ𝑣, ℎ, 𝑔). All twelve subplots are scaled equally so that the effect of different correlation
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Figure 8.11: Twelve combinations of stimulus-response pairs and the their correlations calculated as Pearson, Spearman
and Kendal Tau coefficients.

methods as well as the general trends are directly comparable. The Kendall Tau coefficient, on average, produces correlations closer to zero for all responses but exhibits the same progressions as
the nearly identical Spearman and Pearson correlation coefficients. All shown stimulus-response
relationships are non-linear in the range of the time shift. Of the depicted correlations, 𝑎 − Δ𝑣
and 𝑣 − 𝑔 reach the highest coefficient and predict >75 % of all driver reactions. Unlike the
𝑎 − Δ𝑣 relationship which is characterised by a distinct peak at 𝑡Δ ≈ −1.5 s and quickly loses
its predictive power with increasing 𝑡Δ , the 𝑣 − 𝑔 stimulus-response pair maintains correlation
coefficients >50 % over the whole range of 𝑡Δ and is especially strong for 𝑡Δ < − 1.5 s. 𝑎(𝑔, 𝑡Δ )
increases monotonously with 𝑡Δ but has a positive slope and approaches its peak with >2.5 s
anticipation. Besides the 𝑎 − 𝑔 and 𝑣 − 𝑔 pairs, anticipation plays the biggest role for 𝑣(𝑎𝑛+1 , 𝑡Δ )
and 𝑣(Δ𝑣, 𝑡Δ ). As a response, jerk is much less correlated with all four stimuli than acceleration
or speed. The highest average correlation of jerk is observed at 𝑡Δ ≈ 0.5 s in response to Δ𝑣 and
merely exceeds 20 %.
Because Fig. 8.11 already established that the three correlation coefficients do not differ significantly, only the Pearson correlation is considered in the following analyses. To visualise interdriver correlation differences in dependence of 𝑡Δ , Fig. 8.12 is constructed like Fig. 8.11: twelve
subplots (rows: responses, column: stimuli) show the time-shifted correlations for each stimulusresponse combination. In contrast to Fig. 8.11, Pearson coefficients of individual drivers are
represented by 200-fold bootstrapped line plots. In a bootstrapping process, observations (one per
driving pattern) are randomly sampled with replacement to make variance estimations [652, 653].
With this technique the degree of variability of individual stimulus-response relationships its
predictive quality can be visually estimated. Ideally, a stimuli-response pair is highly correlated
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Figure 8.12: Twelve stimulus-response pairs and the corresponding Person correlation for each 𝑡Δ with 200-fold bootstrapping.

with low variance. This requirement is best fulfilled by the 𝑣 − Δ𝑣 relationship for −1.8 s < 𝑡Δ <
−0.9 s where the inter-driver heterogeneity is smallest and the Pearson correlation peaks. The
low-variances of the jerk responses, are not useful due to their low correlation with all stimuli.
Considering the large fluctuations of ℎmin (𝑣) exhibited in Fig. 8.9b, it is not unsurprising that the
Pearson correlation coefficient of headway and speed is widely distributed. Together with the
width of the 𝑎 −ℎ correlations, this indicates high inter-driver heterogeneity for headway changes
of their leading vehicles thus making ℎ a poor indicator for all longitudinal driver responses.
Space gap, on the other hand, may predict up to 90 % of a follower’s speed (𝐺09) and only slowly
lose this quality for positive 𝑡Δ (anticipation).
Given the assumption that drivers respond as quickly as possible to stimuli, the best correlation 𝑡Δ can be considered a reaction time 𝑡rct (plus some mechanical delays). The peaks of 𝑎 − Δ𝑣
indicate that this reaction time falls into the range of 0.9 s to 1.4 s which is in good agreement
with other empirical studies [113, 648, 654].
Fig. 8.11 and Fig. 8.12 demonstrated how stimuli and responses are correlated with each
other over a time range of 𝑡Δ ∈ {−2.5 … 2.5} 𝑠. They did not show the highest (Pearson) correlation
drivers achieve. This best-case scenario is shown for all stimuli to the acceleration response in
Fig. 8.13. Grouped per-driver, each data point represents the highest correlation observed in
each driving pattern (upper subplot) and the delay that lead to this maximum correlation (lower
subplot). Except for jerk as a driver response, individual drivers are recognisable in all subplots.
Acceleration is considered in this great detail because it is the response most widely used to
construct (fully continuous) CF models. For completeness, results for jerk and speed are also
included in Fig. 8.14. By comparing driver reactions to the same stimulus it becomes apparent that
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Figure 8.13: Highest correlations and the associated time shifts for four stimuli in combinations with acceleration (𝑎 − Δ𝑣,
𝑎 − 𝑎𝑛+1 , 𝑎 − ℎ and 𝑎 − 𝑔).

inter-driver heterogeneity is smaller than variances in one driver. This is especially dominant for
𝐺01 and the 𝑎 − 𝑔 pair with four observations being negative, i.e. driver 𝑛 accelerating although
the space gap to vehicle 𝑛 + 1 shrinks. As expected, Δ𝑣 and 𝑎𝑛+1 acceleration can predict the
follower’s acceleration reliably and to a high degree. But while the best time shifts for 𝑎 − Δ𝑣 are
relatively compact, the 𝑎 − 𝑎𝑛+1 -relationship is more widely scattered over 𝑡Δ . This phenomenon
is even more evident for the highest headway and space gap correlations: both relationships have
observations which exceed the −3.5 s ≤ 𝑡Δ ≤ 3.5 s range. Tests with the 𝑎 − 𝑔 stimulus-response
showed that the “true” best 𝑡Δ even exceeds 𝑡Δ > 7 s in some cases. For visualisation purposes, 𝑡Δ
is restricted to fall between 0 ± 3.5 s.
This section concludes with a more condensed view of the highest correlations which provides
an upper boundary estimation for the potential accuracy of CF models. Visualised as a line plot,
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Figure 8.14: Best correlations as averaged per fn and then per driver for all three CF responses.
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Fig. 8.14 shows the average of (absolute) highest Pearson correlations for each 𝑡Δ and for all
stimuli and responses. It was created by iterating over all 𝑡Δ , taking the absolute value of all
correlations per driver and then averaging the resulting list of nine values. Calculating medians
instead of means in the last step, only adds noise to the individual lines but does not change the
general trends. Differing from Fig. 8.11, the acceleration, speed and jerk are organised in columns
instead of rows. As expected, the aggregation process equalises the local maxima and minima. The
highest total correlations are found in the 𝑣 − 𝑔 relationship (almost reaching 100 % agreement)
and 𝑎 − Δ𝑣 with a plateau-like maximum that is attained for approximately −2 s < 𝑡Δ < 2 s. The
exhibited plateaus indicate that highly accurate CF models can be constructed if reaction time
and driver attention are represented properly.

8.7

A Different Perspective on Inter-Driver Heterogeneity

This section employs bivariate KDEs and large-scale scatter plots to visualise driver heterogeneity
from a different angle. These techniques show the non-linearity of driver responses. Since Sec. 8.6
has already identified the highest-correlated stimuli-response pairs, this section focuses on the
three highest correlations.
Despite the dataset’s considerable size and the resulting overlaps, it is still possible to plot all
observations of driver stimuli and responses against each other to visualise their relationships.
This was carried out in Fig. 8.15 for the response-stimulus pairs 𝑎 − Δ𝑣, 𝑎 − 𝑎𝑛+1 and 𝑣 − 𝑔. But
instead of plotting individual observations directly against each other, the highest correlation was
calculated for each driver first and the two features were shifted by the appropriate 𝑡Δ . Noticeable
in all three subplots of Fig. 8.15 are the abrupt or ragged sides: the state space of 𝑎(Δ𝑣), for
example, is clearly defined on the right side, but scattered on the left, most notable for the feature
pairs of 𝐺07’s trajectory. Reflecting the fact that 𝑎𝑛+1 is more difficult to estimate for larger 𝑔,
the plot of 𝑎𝑛 against 𝑎𝑛+1 is more randomly scattered. This behaviour is most visible when both
vehicles slow down and thus 𝑎𝑛 and 𝑎𝑛+1 are negative. Outliers in the 𝑣 − 𝑔 plot are located in the
upper right corner and were prominently produced by driver 𝐺09 who (at one occasion) kept
exceptionally long space gaps and headways. The data points of all features remain within the
limits predicted by the KDE of Fig. 8.6 and Fig. 8.7.
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Figure 8.15: Best-case scatter plots of 𝑎 versus Δ𝑣, 𝑎 versus 𝑎𝑛+1 , and 𝑣 versus 𝑔 (𝑡Δ was set per-driver to produce the
highest correlation.)
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Figure 8.16: Bivariate KDE plots: 𝑎𝐺05 − ℎ𝐺05 , 𝑎𝐺07 − Δ𝑣𝐺07 , 𝑎𝐺10 − 𝑎𝐺09 .

The scatter plots of Fig. 8.15 provide a general overview of the three responses and stimuli but
are so dense that only the outliers can be mapped to individual drivers. These irregularities are by
their very definition rare events and underline the importance of smoothing the data for analysis.
KDE is one way to approach this and can also be applied for two variables. This bivariate KDE is
an extension of the one-dimensional case used in Sec. 8.5 and is used to visualise the estimated
distributions of ℎ, 𝑎𝑛+1 and Δ𝑣 against 𝑎𝑛 (Fig. 8.16). Analogue to Fig. 8.15, the bivariate KDE
were calculated after shifting individual stimulus and response observations against each other
by 𝑡Δ to use the best Pearson correlation per driver. This alters the angle of the KDE but has only
minuscule effects on the figures shape and size. The following paragraphs focus on a general
description of the different areas including their shape, position, peaks and (average) slope. From
these factors, it can be estimated how well a linear model would reproduce the relation between
stimulus and response. Linearity between two variables constitutes only one factor here and is
analysed in greater detail in Sec. 8.8.
To simplify comparisons and save diagram real estate, each subplot of Fig. 8.16, shows the
bivariate KDE of three stimuli plotted against acceleration for drivers 𝐺05, 𝐺07 and 𝐺10. The
figures were selected to represent a wide range of acceleration reactions to different stimuli. In
Fig. 8.16, darker coloured areas denote higher likelihoods for each stimulus; red for Δ𝑣, blue for ℎ
and black for 𝑎𝑛+1 . A commonality shared by all drivers is the large area covered by the bivariate
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KDE of 𝑎 − Δ𝑣 whose area is larger than those of 𝑎 − 𝑎𝑛+1 and 𝑎 − 𝑎𝑛+1 . The shape of the 𝑎 − Δ𝑣
KDE is more or less elongated with few outliers. The bivariate KDE for driver 𝐺05 (top subplot
of Fig. 8.16) is characterised by narrow high correlation peaks of 𝑎𝐺05 with ℎ and 𝑎𝐺04 . The
correlation of 𝑎𝐺05 and Δ𝑣 is much wider, supporting the empirical observation of 𝑎𝑛+1 only being
a decisive factor when closely following the lead vehicle. For driver 𝐺07, the 𝑎 − ℎ KDE yields
wider spread probabilities and an asymmetrically skewed distribution towards negative 𝑎𝑛+1 .
The latter indicates that 𝐺10 is more responsive to negative than positive acceleration of their
lead vehicle – either directly to 𝑎𝐺09 or its brake light. Δ𝑣 does not seem to be related to the
more extreme observations of acceleration which is especially prominent in the central subplot
of Fig. 8.16: 𝑎𝐺07 > 1.0 m s−2 and 𝑎𝐺07 < −0.6 m s−2 are only reached for certain ℎ and 𝑎𝐺06 .
This underlines that one factor does not exclusively determine whether a driver accelerates or
decelerates. Instead, drivers react to 𝑎𝑛+1 , Δ𝑣, 𝑔 or ℎ stimuli based on their individually perceived
CF conditions.
Due to diverging domains, the 𝑣 − 𝑔 relationship is presented in a separate figure. In Fig. 8.17,
the KDEs of three drivers were chosen to reflect inter-driver differences and demonstrate the
range of reactions. The area covered by the 𝑣 − 𝑔 KDE differs immensely between 𝐺02, 𝐺03
and 𝐺09. The distinct peaks at 𝑣 ≈ 6 m s−1 were already visible in Fig. 8.6. Driver 𝐺02 does not
adjust his speed for a considerable range of space gaps and also consistently remains closer
to 𝐺01 than the other two drivers to their respective leaders. All plots are scaled to the same
dimensions so that the visual representations are comparable. Their similar shape indicates a
certain degree of similarity between drivers while dimensions differ significantly. In the three
subplots of Fig. 8.17, the “linear fit” of these peaks with the remainder of the KDE plot seems
to increase with a driver’s position in the platoon. This hypothesis is only partly confirmed by
the 𝑣 − 𝑔 KDE plots not shown: location and size of these areas vary and only sometimes align
with a linear abstraction. How well 𝑣(𝑔) can be represented by a linear function is discussed in
Sec. 8.8.

8.8

Linearity Analysis: a Best-Case Approach

The preceding sections often touched on the question of linearity. How well can the speed of a
driver be estimated from its space gap? What about the other stimulus-response pairs which
were predicted to be highly correlated? Most CF models are constructed under the assumption
that (at least) speed and space gap are linearly correlated. This section’s purpose is quantifying

Figure 8.17: Bivariate KDE created from all 𝑣 − 𝑔 pairs in the dataset for 𝐺02, 𝐺03 and 𝐺09.
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the degree of linearity between these two and for some selected other trajectory properties.
To this end, tools to measure the quality of linear abstractions are briefly introduced, interand intra-driver heterogeneity of linearised 𝑣 − 𝑔 relations is discussed in detail and best-case
estimations for RMSE, coefficient of determination (𝑟 2 score) and Pearson correlations are given.
The deviations from a perfectly linear relationship between two variables are errors. To
quantify the average deviation, several tools exist [655]. The two most widely used ones are the
RMSE and the 𝑟 2 score. Both indicate the goodness of a linear fit but 𝑟 2 is scaled between [0, 1]
and is therefore simpler to compare but the RMSE has the advantage of being in the same unit
as the dependent entity (here: response). Both measures take into account error variance and
penalise outliers more than the simpler Mean Absolute Error (MAE) would. The RMSE formula is
shown in eq. 8.1; variables are the number of measurements 𝑘, the observations themselves (x,y)
and the (linear) model function 𝑚 [656].
𝑘

RMSE =
√

1
∑(𝑦 − 𝑚(𝑥𝑗 ))2
𝑘 𝑗=1 𝑗

(8.1)

Also termed 𝑟 2 score, the coefficient of determination is “interpreted as the proportion of
observed 𝑦 variation that can be explained by a simple linear regression model” [657]. The
𝑟 2 score is calculated as shown in eq. 8.2 and consists of the error sum of squares (SSE) and the
total sum of squares (SST). The SSE is also referred to as residual sum of squares and describes
“how much variation in 𝑦 is left unexplained by the (linear) model while the SST measures the
total amount of variation. Variables are the running index 𝑗, the number of observations 𝑘, the
predicted model value 𝑦̂𝑗 = (𝑚(𝑥𝑗 )) and the average over all observations 𝑦.̄ The 𝑟 2 score falls into
the range [0 … 1]; higher values indicate that the simple linear regression explains the observation
better [657].
𝑘

∑𝑗=1 (𝑦𝑗 − 𝑦̂𝑗 )2
𝑆𝑆𝐸
𝑟 =1−
=1− 𝑘
𝑆𝑆𝑇
∑𝑗=1 (𝑦𝑗 − 𝑦)̄ 2
2

(8.2)

Due to its crucial role for modelling CF behaviour, the linear relationship of 𝑣 −𝑔 and potential
inter-driver differences are analysed with the highest detail. Fig. 8.18a is a scatter plot of the
raw speed-space gap observations in the Tomakomai dataset. In contrast to Fig. 8.15, no time
shift was applied to provide a visual impression of how adjustments for 𝑡Δ affect the data. Taking
the highest median correlation 𝑡Δ for each driver and performing a linear regression on the
resulting data, produces Fig. 8.18b. Despite the width of the 𝑣 − 𝑔 scatter plots in Fig. 8.18a and
Fig. 8.15, the slopes and interceptions averaged for the individual drivers are relatively similar.
The similarity of the linear 𝑣 − 𝑔 regressions (Fig. 8.18b) in contrast to the width of the scatter
plot area (Fig. 8.18a) indicates a high intra-driver variability.
The intra-driver heterogeneity hypothesis is investigated in Fig. 8.18d and Fig. 8.18e. The
two plots show linear regression calculated per driver and speed pattern and are time shifted to
achieve the best 𝑟 2 score and RMSE, respectively. Visual differences are numerous but only minor;
the general shape and structure does not change significantly. The wide range of slopes, spectra
and lengths of 𝑣 and 𝑔 of the linear functions not only resemble the speed-gap relationships
depicted in Fig. 8.15 but also show that (in this dataset) the intra-driver differences outweigh
the inter-driver heterogeneity by far. Since the square of Pearson’s correlation coefficient is
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Figure 8.18: The linearity between speed and space gap visualised as raw data (Fig. 8.18a), as linear regression aggregated
per driver (Fig. 8.18b), as median of 𝑟 2 score, RMSE and correlation (Fig. 8.18c) and visualised per driving pattern (Figs. 8.18d
and 8.18e).

the equivalent to the 𝑟 2 score in case of simple linear regression, Fig. 8.18d and Fig. 8.18e are
practically identical. They differ slightly because the order of the plotted lines was shuffled to
avoid that the regressions of the last drivers dominate the figure.
In a more condensed form Fig. 8.18c shows the median 𝑟 2 score, RMSE and correlations
for the linear 𝑣 − 𝑔 abstractions on a per-driver basis for a delay of 1 s. Due to the quadratic
relationship of the (Pearson) correlation and 𝑟 2 score, correlations per driver are more tightly
clustered and larger than the respective 𝑟 2 scores while the general distributions are equivalent.
The inter-driver range of RMSE is ≈0.4 m s−1 but this does not suggest that CF behaviour could
ideally be reproduced with an average error of ≈0.4 m s−1 . Instead, vehicle speed can be predicted
from space gap with an average error of 1.24 m s−1 with a linear approximation.
To analyse the intra- and inter-driver heterogeneity and make best-case estimations about
the linearity of the 𝑣 − 𝑔 relationship, Fig. 8.19 shows the best (=lowest) RMSE for all driving
patterns grouped by driver. Fig. 8.19 investigates the highly correlated 𝑣 − 𝑔, 𝑎 − Δ𝑣 and 𝑎 − 𝑎𝑛+1
relationships as well as the 𝑗 − Δ𝑣 stimulus-response pair for comparison and context. The figure
has a very high information density; it is grouped by the drivers on the abscissa and measures the
lowest RMSE for all four stimulus-response pairs on the y-axis. The lower plot of Fig. 8.19 depicts
the delays at which these best-case RMSE were achieved and allows an estimation about the
distribution of reaction times for the different driving patterns performed by 𝐺01. Although the
RMSE of the four stimulus-response pairs are not directly comparable, using the lowest RMSE
as a measure accomplishes four tasks at once: it removes the ambiguity of which time shift to
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Figure 8.19: Best case estimation of intra- and inter-driver RMSE for 𝑣 − 𝑔, 𝑎 − Δ𝑣, 𝑎 − 𝑎𝑛+1 and 𝑗 − Δ𝑣.

apply, provides a best-case estimation of the predictive quality, shows inter- and intra-driver
heterogeneity for the stimuli-response pairs as well as the reaction times.
Speed represented as a linear function of space gap can be predicted with an average RMSE
of 0.46 m s−1 in the absolute best case (calculated as mean of the driver minima over all drivers).
The average of the best achievable RMSE is significantly higher (1.20 m s−1 ) and has an intradriver range of (2.15 m s−1 ). As per Fig. 8.19, the driver with the lowest range of (best) RMSE
is driver 𝐺03 (1.35 m s−1 ), the widest range of (best) RMSE is driver 𝐺06 (3.15 m s−1 ). Standard
deviation of the best RMSE is more consistent between drivers and averages at (0.57 m s−1 ). These
numbers describe how well 𝑔(𝑣) may be approximated with a linear function but the lower
subplot of Fig. 8.19 shows how the time shifts 𝑡Δ which produce these RMSE are distributed. For
all drivers the majority of observations the “best 𝑡Δ ” is negative (i.e. a delay), but the first five
CF vehicles also contain points reaching up to 𝑡Δ = 3.5 s (anticipation). All drivers also exhibit
delays at the lowest value of 𝑡Δ = −3.5 s. That means, a CF simulation should model >7 s of
anticipation and delay to achieve high accuracy. This task could be approached by taking the
underlying distributions of the best 𝑡Δ as a basis for modelling the driver attention span.
The other three stimulus-response pairs (𝑎 − Δ𝑣, 𝑎 − 𝑎𝑛+1 and 𝑗 − Δ𝑣) can be analysed following
the same pattern. For sake of brevity only a few key points are touched: the best 𝑗 − Δ𝑣 is mostly
based on follower anticipation (𝑡Δ > 0) but the range of best RMSE is higher (i.e. worse) than
the 𝑎 − Δ𝑣 and 𝑎 − 𝑎𝑛+1 pairs, indicating a relatively high noise level (𝑗 = 𝑎̇ = 𝑣).̈ The average
intra-driver range of RMSE is 0.43 m s−2 , 0.41 m s−2 and 0.47 m s−3 for 𝑎 − 𝑎𝑛+1 , 𝑎 − Δ𝑣 and 𝑗 − Δ𝑣,
respectively. For the two acceleration responses, the range of 𝑡Δ is more confined than the best
time shifts for the 𝑣 − 𝑔 relationship making them better targets for modelling acceleration
behaviour.
Taking the best RMSE per driving pattern of Fig. 8.19 and averaging them per driver, lets
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Figure 8.20: The lowest RMSE and the highest 𝑟 2 score for five stimulus-response pairs and averaged per driver.

inter-driver differences emerge more clearly (Fig. 8.20a). Despite the inter-driver heterogeneity
exhibited, the order of RMSE is fixed for all stimulus-response pairs. This is mostly caused by the
different ranges of the originating features. For a direct comparison of the degree of linearity, the
𝑟 2 score is evaluated in the same fashion in Fig. 8.20b. Although the inter-driver variances are
high, the two plots have in common that the predictive quality of different stimulus-response
pairs remains essentially constant. In ascending order, 𝑗 − Δ𝑣, 𝑎 − ℎ, 𝑎 − 𝑎𝑛+1 , 𝑎 − Δ𝑣 and 𝑣 − 𝑔 are
better suited to be abstracted with a linear function. In contrast to the best-case estimation of
Fig. 8.20b, Fig. 8.20c shows the average lowest 𝑟 2 scores per driver. As foreshadowed by the 𝑡Δ
sweep of the Pearson correlation in Sec. 8.6, all but the 𝑣 − 𝑔 stimulus-response pair lose their
predictive powers.
If the 𝑟 2 score was solely affected by the stimulus-response pairs, the average linearity of
trajectory feature combinations would fall somewhere around the median between the bestand worst-case scenarios shown in Fig. 8.20. But since they are also influenced by the time
lag, Fig. 8.21a and Fig. 8.21b document the average 𝑡Δ which produces the lowest RMSE and
the highest 𝑟 2 score, respectively. They are highly similar regarding the 𝑡Δ distributions for
the stimulus-response pairs but exhibit different outcomes per-driver. To maximise linearity
between the highly correlated feature tuples 𝑎 − 𝑎𝑛+1 , 𝑎 − Δ𝑣 and 𝑣 − 𝑔, the time shift should be
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Figure 8.21: Time shifts 𝑡Δ yielding the best and worst mean RMSE and 𝑟 2 scores for seven stimulus-response pairs.

200

Quantifying Driver Heterogeneity

between −1 s and −2.5 s. Complementing Fig. 8.21a and Fig. 8.21b which visualise 𝑡Δ with the
best linear approximation, Fig. 8.21c indicates which time shifts produced the (average) lowest
𝑟 2 scores. Headway, as a stimulus for 𝑣 and 𝑎, not only shows the highest variability, the ranges of
best and worst 𝑡Δ even overlap underlining the ineptitude of this stimulus to predict acceleration
or speed.

8.9

Discussion and Summary

This chapter statistically analysed high-precision CF trajectories covering over 700 minutes of
nine drivers to quantify inter- and intra-driver heterogeneity and estimating the predictive
qualities variables representing CF stimuli. To account for the many aspects of heterogeneity,
trajectory feature distributions were presented and the effects of time shifts on correlations
between stimuli and responses were shown.
Although often stipulated, the presented analysis did not reveal much evidence for multianticipation. While the distinct speed profiles of the platoon leader equalise the further behind a
vehicle is in the platoon, neither correlation nor linearity is consistently higher for the followers
with “more information” about the traffic conditions. Several potential reasons for the lack of
multi-anticipation exist. Drivers were relatively young and probably drove more actively than
older drivers would have. Since they also did not have to cover expenses for fuel or wear and
tear, the additional cognitive effort for monitoring the behaviour of more vehicles was probably
simply not considered. This is a variation of the “tragedy of the commons” [658] and can also be
observed in drivers of company cars. Also, since external influences were minimised through the
experimental setup drivers had fewer cues about things happening further down the platoon
(e.g. from taller vehicles like trucks or extended views in curves). Furthermore, the road sections
at which the car-following behaviour was recorded may have been simply to short to establish
platooning behaviour, especially given (intentionally) irrational acceleration-deceleration patterns of the lead vehicle.
The twelve possible combinations of stimuli and responses exhibited large variations between
them and depending on the applied time shift. The high resolution of the Tomakomai dataset
(position accuracy: 10 mm, speed errors <0.56 m s−1 ) motivated us to include jerk (change of
acceleration). The fact, that correlations with the tested CF stimuli were barely noticable, might
be an indication that even more accurate measurements are needed. On the other end of the
spectrum Δ𝑣 and 𝑣 exhibited some extremely high correlations with acceleration and space gap,
respectively. In the best case (highest correlation achieved with 𝑡Δ ∈ {−3.5 s, 3.5 s} measured per
driving pattern), acceleration and relative speed were correlated >90 % while the speed-space
gap stimulus-response pair achieved near 100 % correlation when using 𝑡Δ on a per-driver and
per-pattern basis with the highest correlation. Both stimulus response pairs generally exhibit
maximum correlations with a lag of 𝑡Δ ≈ 1.0 𝑠 to 1.5 s. The intra-driver lag at which the respective
best correlation was measured varies widely for different driving situations and is significantly
higher than inter-driver variation. This disparity was also observed for the linear regression of
speed and space gap.
As shown in the preceding sections and plots, driver heterogeneity manifests itself in all trajectory features and stimulus-response relationships. A summary of ranges for major CF features
is presented in Table 8.3. For each driver, 𝜎, the mean and median of the highest/lowest 10 % of
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all observations, of all positive and negative observations before subtracting the lowest from
the highest number were calculated, respectively. For acceleration, 𝜎 differs up to 0.22 m s−2
between drivers, indicating large differences in more heterogeneous populations. This also shows
in the mean of the highest and lowest 10 % of the observed accelerations which differ up to
0.38 m s−2 and 0.50 m s−2 , respectively. Mean and Median acceleration inter-driver differences
are much smaller thereby proving that drivers tend to differ in the reactions of their extremes
and to a lesser extent in their average behaviour. This pattern is repeated for space gap and
the comparably small differences between median and mean indicates that the ranges are not
unjustifiably distorted. Inter-driver heterogeneity for speed and speed difference is not very
pronounced: because drivers were instructed to follow each other, this is expected. Also, the range
in higher speeds is ≈30 % larger than for lower velocities, highlighting a potential research gap.
This relationship is reversed for headway (more variability in the lower ranges). Also, headway
exhibits a surprisingly low range of 𝜎 = 0.1 s.
In the same fashion, inter-driver differences between correlations can be determined. For
the two highest-correlated stimulus-response combinations, the average correlations and the
associated time shifts were calculated on a per-driver basis. This quantifies how strong drivers
react to the respective stimulus and allows us to estimate the inter-driver range of reaction
times. The highest Pearson correlation coefficients vary only 0.10 and 0.03 for 𝑎 − Δ𝑣 and 𝑣 − 𝑔,
respectively, while the inter-driver range of the average correlations increases to 0.12 and 0.15
for the same stimulus-response pair. Even higher is the maximum difference in the 𝑡Δ leading to
the highest correlation (i.e. the reaction time): for acceleration and relative speed it is 0.55 s and
for speed and space gap the inter-driver heterogeneity is even 1.45 s. As visualised in Fig. 8.13,
the intra-driver variability exhibited between the driving patterns is significantly higher.
While the used dataset is too small to generalise the results to interrupted traffic, the homogeneous driver population and low-distraction environment mean that real-world observations will
be more diverse with less-attentive and more aggressive driving. Wagner et al. [94], for example,
observed a 𝑎 − Δ𝑣 lag between vehicles of ≈0.5 s on German motorways. The foundations are
nevertheless reliable: Like Kesting and Treiber [499], it was observed that “intra-driver variability
accounts for a large part of the deviations between simulations and empirical observations”
and the presetned calculations are also in line with Wang et al. [88] who witnessed high driver
heterogeneity and concluded that “all kinds of CF processes [… ] should be included for model
calibrating if a reliable parameter set is desired”.
interdriver range

𝑎

𝑔

ℎ

Δ𝑣

𝑣

standard deviation (𝜎)

0.22

6.87

0.10

0.74

0.54

mean highest 10 %

0.38

22.42

0.47

1.41

1.16

median highest 10 %

0.37

19.67

0.43

1.24

0.77

mean lowest 10 %

0.50

3.13

0.59

1.45

0.83

median lowest 10 %

0.46

3.15

0.61

1.27

0.29

mean of observations >0

0.16

8.39

0.61

0.51

0.16

median of observations >0

0.14

8.46

0.67

0.41

0.24

mean of observations <0

0.12

N/A

N/A

0.53

N/A

median of observations <0

0.08

N/A

N/A

0.32

N/A

Table 8.3: Ranges of intra-driver differences determined by subtracting the lowest from the highest observation per
driver.
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The implications of the presented results are fourfold. Firstly: since most current traffic
microsimulations generate their macroscopic dynamics from the interactions of homogeneous
driver populations, agent-based simulations with higher degrees of variability are required to
replicate reality more accurately. Secondly: if the intra-driver differences are mostly stochastic,
why do vehicle trajectories have to be replicated with differential equations? This only gives
a false sense of accuracy, increases susceptibility to overfitting and is associated with other
disadvantages. Instead, simpler (partly-)discrete models could be developed; besides the coarse
TCA, there are some approaches but few exceed the complexity of particle hopping models or differential equations [121]. Thirdly: The focus on optimising CF models for the replication of certain
trajectory features should be extended with distributions for the reaction times to introduce
stochasticity and human variability of perception and attention. Some classes of partly-discrete
modelling approaches fit these requirements well. Lastly: perhaps transportation modelling
has reached a point where more complexity does not significantly increase the model quality
any more? Wegener [659] discussed this question for urban transport and land-use modelling,
concluding “disaggregation has a price and that the principle ’the more micro the better’ may be
misleading”.
As pointed out by one of the reviewers of this thesis, the dataset lacks a driving pattern in
which the lead vehicle comes to a full stop and then accelerates again. This is correct and opens
another perspective on the topic of driver heterogeneity. Intersection optimisation, for example,
is widely researched and driver behaviour has significant on the performance of the implemented
signalisation schemes. Benefiting from their low-complexity, TCA were used quickly after their
conception, to analyse the effects of driver heterogeneity (i.e. through random deceleration [188]
or slow-to-start variability [173, 190, 194]) but comparisons with reality are scarce.
Future efforts to complement the presented work could also be directed at quantifying the
randomness of individual trajectory features, for example, by calculating the entropy. The nearperfect best-case correlations of 𝑣 and 𝑔 indicate potential for improving CF models by finding
better ways to model the time lag, e.g. with Timed Automata as exemplarily shown by Lehmann
et al. [125]. More generally, the body of research seems to be focused on singular actions (e.g.
gap acceptance modelling) instead of a more general description of drivers. Grouping drivers by
their behaviours is essentially a classification task and could be tackled with machine learning
techniques. This would be even more fruitful in environments with higher degrees of freedom (i.e.
lane-changing and route-choice behaviour). The very core of CF is how individual drivers operate
the accelerator pedal. In modern vehicles, this pedal is connected to the engine as digital throttle
control and its state can be measured directly (throttle-by-wire). Vehicles with brake-by-wire are
not common yet but the same technique is applicable. By tapping the respective signals, the most
accurate measurements of the drivers intentions are possible and the mechanical lag inevitable
in all other observation techniques is completely eliminated.

CHAPTER

Conclusion
The Road goes ever on and on

Out from the door where it began.

Now far ahead the Road has gone.
Let others follow, if they can!
Let them a journey new begin.

But I at last with weary feet

Will turn towards the lighted inn,
My evening-rest and sleep to meet.

J.R.R. Tolkien, The Lord of the Rings

The combination of large system sizes, human randomness, unstable feedback loops and
interactions between road users over short and long ranges turns road traffic into a complex
system. Its combination of difficulties and practical importance make the simulation of road
traffic an interesting field for researchers and engineers alike. How traffic models are abstracted
and mathematically formulated depends on the goals associated with the simulation. Including
more parameters and variables is not necessarily helpful nor required to reproduce the desired
properties: the abstracted system has to represent the important parameters in a way that is
useful for human interpretation and requires as few assumptions as possible (Ockham’s razor).
To meet these requirements, countless microscopic models have been developed. This thesis
systematically explored their mathematical formulations and compiled a review of spatially
discrete models on interrupted facilities. Their aptitude for testing Intelligent Transport Systems
(ITS) was discussed and a new variant for one- and two-dimensional lattices was devised. This
thesis also measured how much precision is lost when trajectory features are represented
discretely and analysed how differently drivers act when following another vehicle. Based on
the identified general conditions, an extensible CF model was devised to strike the balance
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between physical validity and computational efficiency. The proposed model also represents
driver attention patterns, incorporates human randomness, and can integrate lane-changing and
route-choice behaviour.
Because the preceding chapters already contained individual summaries and outlooks for
future research, this final chapter is aimed at putting the content and individual achievements in
a broader context. One way to achieve this is presented in Fig. 9.1 which contains the words most
frequently used throughout this thesis. The font size of each word represents the relative rate at
which the word came up. Fill words and LATEXcommands where removed, the list of remaining
words was arranged in the silhouette of a passenger car. Although providing an interesting
summary, Fig. 9.1 is not particularly useful for relating the findings of individual chapters or
taking a more comprehensive perspective on future research. Instead, these tasks are covered in
the remainder of this chapter.

9.1

Main Findings and Implications

This section is compartmentalised to discuss findings and implications of the three literaturebased chapters, the two developed models and the relationship between discreteness and driver
differences.
Major parts of the presented thesis are concerned with reviewing and organising existing
research. While these are contributions in themselves, the reviewing process also allows identification of gaps and contradictions. In the classification of microsimulations (Chapter 2) it became
particularly evident that hybrid models were mostly developed for non-traffic applications and
conventional microsimulations are either implemented fully discrete (Traffic Cellular Automata
[TCA]) or with differential equations (Continuous Microsimulation [CMS]). For two discrete/continuous combinations of spatial, temporal and state variables no dynamic system models
were found (Timed Automata [TA] and Finite State Machine [FSM]). In contrast to those two
overlooked categories, particle hopping models (binary state, discrete time, road is a lattice) have
found wide interest in statistical physics. In this domain simple variants are used to understand
fundamental macroscopic phenomena like coagulation or condensation transitions which occur
in shaken granular gases, coupled dynamical systems or growth processes. As a result of their
simplistic nature and extreme level of abstraction, numerous particle hopping models (PHM) were
developed to describe vehicular traffic on interrupted facilities. In the publications and models
reviewed in Chapter 3, only very few authors made efforts to relate their models with a) physical
quantities of the real world or b) compare predicted Macroscopic Fundamental Diagrams (MFD)
with empirical results. The proposal of new models is usually justified by adding a feature to the
archetypical BML model or one of its variants. Nevertheless, the wide range of modifications
illustrated the importance of topology for modelling traffic and underlined that even the simplest
microsimulations may properly exhibit macroscopic phenomena like self-organisation or phase
transitions. As discussed in Chapter 4, macroscopic aptitude combined with microscopic vehicle
representation makes such models (especially on the more advanced Manhattan topology) good
candidates to simulate the impact of ITS. Such models are not (yet) used in practice to standardise
simulation conditions and enable comparability of predictions.
Based on the identified gaps a new CF model with discrete acceleration levels was developed
(Chapter 6). Instead of analysing model predictions, a major part of Chapter 6 was devoted to
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Figure 9.1: Word cloud generated from the LATEXsource code of this thesis.

deducing border conditions of trajectory features: minimum space gap and headways as functions
of speed, distributions of acceleration and the best correlations between features. To measure
how long drivers maintain constant (positive, negative, zero) acceleration, all observations were
quantised with different step sizes. The share of 𝑎 = 0 was found to increase linearly up to
Δ𝑄 ≈ 0.15. At this step size, ≈50 % of all measured accelerations are zero with the positive side
effect that driver differences are negligible. The distributions of the mean and median durations
of quantised acceleration become flatter when Δ𝑄 is smaller and thus can be easily predicted.
Chapter 6 also showed that the current acceleration level is very closely related to the previous
and the next one (especially for −1 m s−2 ≤ 𝑎 ≤ 1 m s−2 ). In the Tomakomai dataset, more
than 95 % of all acceleration observations fall in the range of −1.22 m s−2 to 1.00 m s−2 and even
if this range is exceeded under real-world conditions, CF models should be designed to mainly
operate in this range. The TA approach for representing driver attention was modified to trigger
movements of PHMs: as shown in Chapter 5, the known and empirically observed macroscopic
phase transitions with up to three regimes can be reproduced by only varying the properties
of the hopping probability of an extremely simplistic process. Furthermore, the behaviour and
efficiency of discrete update schemes is approached with coarser temporal resolution. Although
being used for the first time in microscopic traffic modelling, the TA approach already exhibited
enormous flexibility. Yet, even the minimalist design of the 𝒜BML and 𝒜TASEP automata caused the
number of parameters to surge – especially in the two-dimensional case. Despite this drawback,
the proposed automata replaces sub-lattice update mechanisms and properly separates timing
and action logic, allowing state changes to be triggered by arbitrary conditions and timing
constraints.
Because vehicular trajectories are continuous in time and space, a discrete representation
inevitably entails loss of precision. Chapter 7 analysed the relationships between the magnitude
of these model-independent errors (MIE) and the quantisation step size. By using synthetic
trajectory data, this research found that relative differences are a good way to quantify the
disagreement between the discretised and the originally measured trajectory features. The MIE
as a result of quantification processes was found to be highly non-linear and widely divergent
between trajectories. In some cases, the MIEs remained close to zero even for large Δ𝑄 but
also exhibited significant outliers for others. Diverging MIEs were observed for headway and
acceleration measured in the NGSIM and Tomakomai datasets, respectively. Generally, sampling
errors (representing temporally discrete models) are less susceptible to recording noise, are found
to be minimal with linear interpolation (compared to forward fills or spline interpolation) and
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degrade the trajectories less than quantisation. All sampling deviations were found to grow
𝑎
linearly with the duration between sampling moments except 𝜖abs
which exhibits logarithmic

growth. Non-linearity and outliers mostly occur at larger quantisation steps; for Δ𝑄 < 1 the
errors remain small and grow almost linearly in most cases.
To link the MIE with human randomness, Chapter 8 measured driver heterogeneity. The
results generally agree with existing research but several new aspects and implications were
unravelled. It was shown, that drivers differ in basically every aspect of CF: ranges of acceleration,
space gap, headway, reaction time, susceptibility to stimuli (Δ𝑣, 𝑔, ℎ, 𝑎𝑛+1 ) and linearity of the
stimuli-response relationship. For this reason, a single number or criterion cannot describe
driver heterogeneity sufficiently. Although it is almost certain that drivers in real-world traffic
will exhibit more randomness than in the experiment, simulations should at least incorporate
drivers with variances and the range of preferences quantified in Chapter 8. The need for this
is often underestimated because the (global) system is already extremely complex and variable.
Another (re)discovery of Chapter 8 was the disparity of inter- and intra-driver heterogeneity:
the latter was found to be significantly smaller than the former. While inter-driver heterogeneity
may be modelled by different driver populations, intra-driver variances are likely to be random or influenced by road conditions. If randomness is the main reason, driver differences
equalise precision losses from (partly) discrete models. When stimulus and response features
are shifted against each other, the correlation between them changes. With the appropriate
time shifts 𝑡Δ , correlations between 𝑣 and 𝑔 as well as 𝑎 and Δ𝑣 are between 90 % to 100 % and
thus explain an enormous share of driver actions. While the experimental setup with minimal
external influences and a homogeneous driver population constitutes a best-case scenario, the
linearity between stimulus-response reactions was extremely diverse. Furthermore, correlations
between jerk (change of acceleration) and the main CF stimuli were analysed but only very weak
interrelationships were observed.

9.2

Outlook and Future Research

The original research goal associated with this thesis was the development of an integrated LC
model which would combine lateral and longitudinal vehicle movements to one abstraction level.
Although the previous chapters laid the groundwork by evaluating design choices (Chapter 2),
proposing a potential implementation (Chapter 6) and even demonstrating a simplified variant
(Chapter 5), other complex tasks like verification with observed datasets, testing boundary
conditions and comparing model predictions with other implementations are yet to be carried
out. Instead, more fields of research have emerged from the different topics covered here. They
are discussed in the following paragraphs.
Evaluating discretisation artefacts and MIEs (Chapter 7) unravelled several more researchworthy topics: Why did the cubic interpolation method perform poorly in the re-sampling
experiment? Does it improve when higher-order methods or less noisy datasets are used? By
directly measuring the sensors for brake and accelerator pedals in modern cars, the intended
jerk/acceleration would be directly measurable and the Nyquist frequency for acceleration could
be calculated. Furthermore, discretisation effects for specific macroscopic regimes would be
interesting for designing spatially hybrid models for high-, low- and medium-density regimes.
To support that task, sampling/quantisation step sizes should be evaluated in terms of memory
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consumption and computational demand. As a special case of error propagation, the artefacts that
arise from limiting movements to a lattice should be quantified: if acceleration or other trajectory
features are represented in a finite number of steps, all derived trajectory properties are affected.
For this reason, errors propagate. In a similar fashion, fidelity loss propagates because the lead
vehicle exhibits a smaller stimuli state space to its follower. Unlike the analysis of individual
dynamical systems presented in Chapter 7, such a work would estimate the fidelity of the global
traffic model.
There are several options to extend the discrete/continuous microsimulation typology developed in Chapter 2. More binary categories could entail randomness/determinism, longitudinal/lateral movements or interrupted/uninterrupted facilities. A modified typology could also
be worked out for mesoscopic models. For this PhD research it would have been helpful if a
genealogy (similar to reference [26]) or a survey paper (similar to reference [46]) about (partly)
discrete microsimulations existed. Further developments in the domain of microscopic traffic simulation would benefit from a systematic overview of modelling approaches because the principles
worked out in Chapter 2 are merely “building blocks” in more advanced architectures. All CMS,
for example, can be represented as a Hybrid Automaton with a single mode. But the different
driving behaviours in CF and free-flowing modes lend themselves to be represented in different
modes to logically group functions. This research already showed how FSMs can operate together
and that more hierarchical systems were developed in other disciplines. Potential candidates
include Mealy Machines [565, 660], Behavioural Trees [44, 581], Moore Machines [660, 661] or
function blocks [662–664]. Besides separately modelling driver behaviour and physical models,
these approaches could also integrate new psychological insights or technical advancements
(autonomous vehicles). Since many of these architectures have roots in computer science, tools
exist for formalising, verifying and analytically reasoning about their behaviour. Some of these
tasks are summarised under the term model checking and can be achieved using specialised
tools like UPPAL [665] or PRISM [108]. Ultimately, the different approaches can also be used to
model entities with higher degrees of freedom like pedestrians.
These structural details should not deflect from the fact that there is still potential to improve
the actual “building blocks”: until now very few CF models are based on Lattice Dynamical
Systems, FSMs, I/O Automata or Hybrid Automata. Fuzzy Logic, used in TCA contexts before [666–670], would also be suitable for microsimulations with fewer discrete components.
Although exhibiting the highest discretisation artefacts, there is still room for improved TCA
in the form of higher resolution and lattice-less variants. TCA could also be used to investigate the emergence of traffic jams with autonomous vehicles using an improved version of
the Nagel-Schreckenberg TCA with Cruise Control [188]. Due to the reduced randomness of
autonomous vehicles, jamming behaviour might be different and models should be designed to
replicate the (known) properties of autonomous vehicles. Despite the increased computational
demand, low correlations with stimuli and high noise (Fig. 9.2), jerk-based approaches should be
developed, too. They offer a direct connection to the actual driver behaviour and are empirically
verifiable by observing how drivers operate the brake and accelerator pedals. Analogue to the
ASM model described in Chapter 6, a jerk step function would turn acceleration and speed into
linear and quadratic piece-wise functions, respectively. Like the Acceleration State Model (ASM),
this approach allows a simple integration of lateral and longitudinal movements (for LC and
overtaking).
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Figure 9.2: Median value of predecessors and successors for jerk in the Tomakomai dataset. Visualised with three Δ𝑄 , the
respective predecessor and successor pairs are completely unrelated.

A minor yet recurring theme through this research was the limited number, scope and quality
of software packages for microscopic lattice models on interrupted facilities. While prototypical implementations are available and serve the purposes of their creators, they specialise on
individual features and are not designed to be extended. Under the auspices of a university, a
framework for gridded topologies should be developed to unify individual implementations and
enable comparability of phase transitions at a more profound level than discussed in Chapter 3.
A collaboration of researchers with backgrounds in civil engineering, computer engineering and
statistical physics could produce a comprehensive, scalable and feature-complete framework.
Ideally, such software would be controlled by an Application Programming Interface (API) to
access macroscopic results for the whole system or individual roads. The phase transitions could
then be evaluated with Machine Learning algorithms to link driver properties with topological
characteristics and signalisation and population features. Empirical observations from cities with
a Manhattan-style road network could be used to find the model parameters which reproduce
them. A different branch of research could integrate Manhattan topologies with altitude information for individual cells so that a three-dimensional model emerges. Efforts are also necessary
in the development of improved lattice based intersection models. These could accommodate
slip lanes, advanced signalisation, minor roads, shared lanes and many more. Equipping road
users with origin-destination matrices, rule-based LC, and multi-modal traffic (incl. buses and
pedestrians) would increase the framework’s size but its outputs were still comparable thanks
to the standardised topology. In line with this argument, reproducibility would be guaranteed
and calibration processes could be automated. Besides evaluating the effects of ITS, Braess’s
paradox [486, 487] could be examined with higher-fidelity models than the Totally Asymmetrical
Simple Exclusion Process (TASEP) [488] and the macroscopic discontinuities could be further
explored. Such a framework could also be employed to analyse effects of driver heterogeneity and
their contribution to congestion. Work on such a framework should also include modifications
of the Manhattan layout: many metropolitan have superstructures in the form of ring roads
(beltlines), further broken down into smaller blocks. This is not represented in current layouts at
all.
While implementing two-dimensional traffic models within a framework would be immediately useful for future research, its complexity is limited. To develop more CF models and
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evaluate the dynamics they produce on a road network, a domain-specific language (DSL) might
have even more advantages. The DSL would abstract different classes of road users, provide tools
for defining topologies and implement at least a few options for the evolution of the dynamical
system (i.e. the classes introduced in Chapter 2). Of particular interest are the complex LC
properties (safety criterion, incentive criterion, courtesy, discretionary vs. elective lane changes).
Such a DSL could be developed in Python, which has a broad user base, is beginner friendly, and
can directly call functions written in C, Fortran or Rust via its Foreign Function Interface (FFI).
Because the latter languages are not interpreted, they are often faster and therefore well-suited
to lower-level functionality. A common implementation could accommodate different system
updates and also allow realistic measurements of memory consumptions and computational
speeds. The to-be-developed DSL should offer different options to evolve vehicle movements, and
thus be transparent regarding the simulation goals. While Hybrid Automata provide a robust
set of tools for efficient model building, other approaches like Bayesian inference using Gibbs
sampling [671] or the aforementioned TA are feasible options, too.
Driver differences, i.e. the variations in perceiving, processing and responding to stimuli, play
a crucial role in modelling traffic. Future work could be directed at measuring auto-correlation
and entropy in larger data sets. While this thesis focused on best-case scenarios, it would be useful
to evaluate worst case accuracy of CF models. More research should be devoted to analysing
and modelling temporal distributions of driver reaction times: as demonstrated in Chapter 5,
the proper modelling of the lag (driver reaction time) can lead to nearly 100 % correlation
between speed and space gap. Usually, driver heterogeneity is only represented by including few
driver groups (“aggressive”, “timid”, etc.). Given the breadth of driver heterogeneity discussed in
Chapter 8, there are many more factors to consider. Machine Learning could be used to classify
driver groups; not only by their CF behaviour but by the way discretionary and voluntary lane
changes are performed. Because the majority of models reviewed in this thesis are focused on
reproducing singular activities instead of aiming for a more general driver description, this seems
to be important to point out. In fact, characteristics are related: timid drivers do not only maintain
larger headways, but also require bigger gaps when they join a priority road. Aggressive drivers,
on the other hand, are generally willing to overtake more frequently, follow their lead vehicle
more closely and cross intersections when the light is amber for some time.
Despite its breadth and narrow focus on microsimulations of road traffic, this thesis has barely
answered more questions than it raised. Perhaps in the end, researchers arguing that knowledge
has fractal qualities [672, 673] have a point. In this case, the exponential growth of publications
is explainable with an analogy put forward by Mandelbrot [674] who asked “How Long is the
Coast of Britain?”. He noted that “geographical curves can be considered as superpositions of
features of widely scattered characteristic size; as ever finer features are taken account of, the
measured total length increases”. With regard to his example of the coastal length, Mandelbrot
points out that “there is usually no clear cut gap between the realm of geography and details
with which geography need not be concerned’.’ Considering critical opinions about research
directions (e.g. “How much micro is too much?” in reference [659]) and profound criticism of
major assumptions (e.g. “Failure of Generally Accepted Classical Traffic Flow Theories” in [675]),
one might get the impression that transportation research is already describing gaps between
rocks on the coast of Britain but has yet to discover Europe.
The questions asked and answered in the presented thesis are often aimed at a broader and
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more philosophical perspective: how strongly can driving processes be simplified and still be
useful? (Chapter 3). How can models in the transportation domain be structured? (Chapter 2).
How much can be predicted on a microscopic level anyway? (Chapter 8). Ultimately, road traffic will remain the main form of transport for the foreseeable future. Furthermore, increasing
urbanisation, technical advancements and changes in consumer habits will keep traffic modelling
an important field of research. And if the visionary Isaac Asimov is right, the knowledge in
the transportation engineering domain may indeed be fractal. He said: “I believe that scientific
knowledge has fractal properties, that no matter how much we learn, whatever is left, however
small it may seem, is just as infinitely complex as the whole was to start with. That, I think, is
the secret of the universe.” Isaac Asimov [676].
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