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Abstract. This work proposes a system designed to estimate the ego-
motion of a synchronized calibrated stereo camera in scenes containing a

moderate number of moving objects. This is particularly useful in busy
road scenes and populated urban areas. The key novelty of the proposed
approach is that it estimates the motion of clusters of pixels between

stereo frames, which allows it to explicitly reject clusters in motion.
This is in contrast to current state-of-the-art algorithms, that tend to
treat moving elements as outliers, which are removed using strategies

such as RANSAC or M-estimators. Unfortunately treating moving pixels
as outliers can give poor performance when the motion represents a
significant portion of pixels. The proposed approach overcomes this, if

the motion is due to many independently moving objects (such as people
or cars). Our experiments show promising results in a variety of urban
environments.
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1. Introduction

Computer Vision from a sequence of images is far
more powerful than from just a single frame. However,
in order to relate an entire sequence of images, it is
important to know the location of the camera at the
point of each image’s acquisition. Visual odometry
is the name given to the problem of estimating the
motion of the camera, between frames, based only
on image data. The search for good visual odometry
solutions is a popular topic in literature, especially in
conjunction with the automation of cars [14,17,18],
simultaneous localization and mapping [9] (SLAM),
and unmanned aerial vehicles [12] (UAV).

This work focuses on estimating the trajectory of
a synchronized stereo camera in an urban environment
with moving objects. The proposed algorithm specifi-
cally seeks to estimate the motion of a free moving
(six degrees of freedom) stereo camera between frames
captured at a moderate frame rate (30 frames per
second).

The challenge, in such an environment, is over-
coming the fact that a large number of pixels, within
an image, can be associated with objects that are
moving in the scene. Many state-of-the-art algorithms
treat moving objects as outliers, that are filtered using
a strategy such as RANSAC [23] or M-estimators [6].
Unfortunately, when outliers counts exceed certain
thresholds, these algorithms tend to perform poorly.

The strategy, proposed in this work, is to find
several clusters of corresponding pixels between
images. Then, using a direct linear transform (DLT),
each of these clusters is able to yield an independent
motion estimate of the camera between images. If
the scene consists of some or many independently

moving objects with a generally static background,
it is expected that there will be a variety of motion
estimates. However, those associated with background
elements should be relatively consistent, while those
associated with several independently moving fore-
ground elements would generally not be. Thus, the
estimated motion of the camera, in such cases, may
be determined from the set of corresponding clusters
of pixels that have the most agreement in terms of
estimated camera motion.

A review of current literature is given in Section 2.
The proposed visual odometry solution is described in
Section 3. The framework used to assess the solution
is given in Section 4. Results are in Section 5. This
work then concludes with Section 6 and future work
is described in Section 7.

2. Literature Review

Visual Odometry is the problem of estimating the mo-
tion of Hthe camera between frames, based purely on
image data. Typically, these estimates are computed
based on the way specific features physical position
evolve between images.

One popular choice of feature, is a sparse set
of 2-D points that are obtained by corner detectors
such as the Harris Detector [14] and the Features
from Accelerated Segment Test [18] (FAST) detector.
These 2D image points are typically converted to 3-D
space using either the properties of calibrated stereo
cameras [6, 23, 24] or a probabilistic map [9, 12] in
the case of monocular systems. Once the 2-D points
have been converted to 3-D, camera motion can be
estimated using an algorithm such as Epnp [26], if



the problem is formulated as a 3-D to 2-D mapping,
or the approach of Arun et al. [1], when the problem
is formulated as a 3-D to 3-D mapping. If a 3-D
to 3-D mapping is chosen, in the context of depth
from stereo, it is recommended that scale biases be
accounted for with an appropriate technique, such as
the one proposed by Dubbelman et al. [8].

Another approach to estimating camera motion
between images is to register dense depth maps using
the iterative closest point [3] (ICP). This approach
is typically used in conjunction with algorithms that
acquire depth maps using active depth sensor cameras

such as Intel R© Real Sense
TM

depth cameras 1. There
are several variants of the ICP algorithm, including
the projective data association variant [33] that can
execute in “real-time” on a GPU, as is the case of
KinectFusion [20].

It is also possible to estimate camera motion
between images using gray-scale or color information
directly. A typical strategy to achieve this, is to use
the Lucas-Kanade inverse compositional [2], as can
be seen in work by Klose et al. [25] and Forster et
al. [12].

All of these approaches assume that the variation
of the chosen features between images is purely due
to the motion of the camera. Of course, this may not
be the case, especially if there are moving elements in
the scene. Unfortunately, moving objects is a rather
common phenomenon, especially in urban settings.
By far, the most common approach, in the state-
of-the-art, to deal with these moving objects is to
treat them as another source of noise [17], along
with lighting variance, occlusions and correspondence
mismatches. There are several strategies for dealing
with such noise, RANSAC [14, 17, 23, 27] being the
most popular. The Kalman filter [24] is another
commonly used approach, along with M-estimators [6].
Another popular technique, that takes advantage
of the iterative non-linear solvers that are typically
used to refine camera motion estimates introduces
weighted errors [22] to minimize the effect of outliers
on the final result. The perceived problem with this
approach, is that outliers are assumed to represent a
small percentage of the data in most filtering schemes,
however this may not be the case in typical congested
and cluttered urban scenes.

The few approaches which have explicitly tackled
the problem of scene motion with respect to visual
odometry employ strategies revolving around basic
low-level object recognition. Kitt et al [24] uses a Sup-
port Vector Machine [35] (SVM) scheme trained to
identify objects traditionally associated with motion
(cars), and mask out those objects during ego motion
estimation.

The main advantage of object recognition, is
that it is able to identify a group of pixels within
an image, and assign a set of attributes to that
group. It is often assumed that a group of pixels

1https://www.intel.com/content/www/us/en/architecture-
and-technology/realsense-overview.html

that all corroborate a single classification, is more
reliable than an approach that operates on a pixel-
by-pixel basis to filter outliers. However, object
recognition can be slow, often requires training data,
and sometimes leads to the unnecessary filtering of
pixels (a stationary car may be filtered out if cars
are assumed to be moving objects). The proposed
approach uses the idea of Engel et al. [9] and Yao et
al. [37] to track against regions of high gradient change
within images, which can be relatively common in
man-made uniform environments that are generally
devoid of much texture. However, this work exploits
the characteristics of these regions which tend to
be clusters of pixels with assigned attributes that
determine whether those clusters are reliable for
features tracking.

3. Proposed Approach

3.1. Prerequisites

The proposed system is specifically designed to be
used in conjunction with a synchronized stereo camera
system as {C1, C2}, where C1 is the left camera and
C2 is the right. The left camera C1 and right camera
C2 are expected to be rigidly mounted with respect
to each other. The camera system {C1, C2} should
acquire a sequence of m stereo pairs Ii = {I1:i, I2:i}
with {i ∈ Z | 0 ≤ i < m}, where I1:i is the ith left
image and I2:i is the ith right image.

It is also expected that the camera system
{C1, C2} is calibrated, where calibration is the process
of determining the intrinsic matrix Kj:3×3 (given that
j = 1 or j = 2) for each of the two cameras in the
stereo camera system, and extrinsic parameters M4×4
that maps the coordinate system of the left camera
to the coordinate system of the right camera.

Here Kj:3×3 is a camera matrix of the form:

Kj:3×3 =

fj:x 0 cj:x

0 fj:y cj:y

0 0 1

 (1)

where fj:x and fj:y are the focal lengths of the jth

camera in the x- and y-directions, and [cj:x, cj:y]>

are the coordinates of the optical center of the jth

camera in pixels.
A distortion model is also extracted for each

camera, which in this work, is defined as follows:

uu ≈ ud + û(κ1r
2 +κ2r

4) + ρ1(r2 + 2û) + 2ρ2ûv̂ (2)

vu ≈ vd + û(κ1r
2 + κ2r

4) + ρ2(r2 + 2v̂) + 2ρ1ûv̂ (3)

where [uu, vu]> and [ud, vd]> are the distortion-free
and distorted coordinates within the image, κ1 and



κ2 are the first and second order radial distortion
coefficients, ρ1 and ρ2 are the first and second order
tangential coefficients, û = (ud − cx), v̂ = (vd − cy)

and r =
√
û2
d + v̂2

d.
The extrinsic matrix is defined as M4×3 =[

R3×3 T
01×3 1

]
where R3×3 is a 3 × 3 rotation matrix

and T is a 3 element column vector representing a
translation.

Calibration may be performed using the popular
Zhang calibration [39], however the experimental work
featured in this article prefers Tsai’s calibration [36]
following the approach of Gee et al. [15].

After calibration, each stereo pair Ii = {I1:i, I2:i}
has its distortion removed and is rectified to Ir:i =
{Ir1:i, Ir2:i} using the calibration parameters and the
approach outlined in Fusiello et al. [13]. This also
yields a rectified camera matrix K3×3, with focal
length f and optical center [cx, cy]>, which is chosen
to be the same for both left and right cameras.

It is assumed that stereo matching [31] is per-
formed on each rectified stereo pair Ir:i yielding a
disparity map Ddisp:i for each rectified left image
Ir1:i. These disparity maps can be converted to depth
maps using the relation:

Zl =
f || −R3×3

>T||
dl

(4)

where Zl is the depth at pixel pl = [ul, vl]
>, R3×3

and T are the rotation matrix and translation vector
from extrinsic matrix M4×4, and dl is the disparity
value from disparity map Ddisp:i at pixel pl. The
operation || · || returns the magnitude of a vector. The
resultant depth map Di correspondences to the left
image Ir1:i of the rectified stereo pair Ir:i.

After a sequence of images has been acquired,
rectified and stereo matched, the proposed system
attempts to estimate the trajectory of the camera
by estimating the motion of the camera between
consecutive rectified stereo pairs Ir:i and Ir:i+1. The
remainder of this section focuses on the problem of
estimating the motion of the camera between rectified
stereo pair Ir:i and rectified stereo pair Ir:i+1.

3.2. The Cluster Feature

Given rectified stereo pairs Ir:i and Ir:i+1, the goal
is to estimate camera motion in the form of matrix
Mi:4×4, a 4 × 4 rigid transform that maps the
coordinate system of the synchronized stereo camera
{C1, C2} when it acquired stereo pair Ir:i to the
coordinate system of the same camera {C1, C2} when
it acquired stereo pair Ir:i+1.

The first step in doing this, is to identify a set
of pixels Pi in the left image Ir1:i of stereo pair Ir:i

which can then be matched to the left image Ir1:i+1

of stereo pair Ir:i+1. Based on these correspondences,
the motion of the camera may be estimated between
Ir:i and Ir:i+1. In the proposed system, the set of

pixels Pi, is not a single entity but a set of n pixel
clusters Fk where {k ∈ Z | 0 ≤ k < n}, known in
this work as cluster features. This section covers the
process of finding these cluster features in Ir1:i. The
steps of the process are shown in Fig. 1.

Figure 1. Feature Detection Pipeline: Feature detection starts
with determining the magnitude of the gradients within the

image and extracting areas with the largest gradients as
candidate feature points. Depth filtering is performed to remove
features around edges. Finally clustering is performed to

identify each cluster feature.

Ideal cluster features Fk are made up of multiple
neighboring pixels, in which each pixel is associated
with significant gradient change. The patterns of
gradient change within a cluster feature are useful
for matching across images. Cluster features, should
not be on object edges, which are identifiable as
sharp depth changes in a depth map, since these
edges are associated with occlusions that can result
in poor matching across images. Clusters should be
large enough to allow for the calculation of camera
motion of the cluster across images, thus should have
at least 7 points, as the pose estimation Eqn. 10 has
7 unknowns as is given below. Note that 7 points
is a minimal value, ideally clusters should be much
larger than this in order to “average” out the effects
of outliers.

3.2.1. Gradient Detection

Given an image of size w × h, the image value at
pixel pl is given as I(ul, vl) = cl, where pixel {pl =
[ul, vl]

> | 0 ≤ ul < w ∧ 0 ≤ vl < h} given that
pl ∈ Z2 and {cl ∈ Z | 0 ≤ ci < 256}. The value cl is
the gray-scale value associated with pixel pl. Note
that ∧ is the logical AND operator. The gradient in
the x-direction may be found as:

∆xl =
I(ul − 1, vl)− I(ul, vl)

2
(5)

and the gradient in the y-direction may be found as:

∆yl =
I(ul, vl − 1)− I(ul, vl)

2
(6)

which leads to an image gradient estimate of:

∆gl =
√

∆x2
l + ∆y2

l (7)

The resulting map G(ul, vl) = ∆gl can then be used
to determine the degree of intensity change within
various regions within the image. Connected regions
of at least seven pixels in size, each with an intensity



changes above a particular threshold is likely to be

relatively unique within an image, and therefore are

desirable as element to attempt to match across

images.

3.2.2. Gradient Thresholding

Figure 2. Candidate Features: The original image is on the left,
while candidate features map after a threshold has been applied

is on the right (candidate features are in white).

After finding the gradient map G(ul, vl) = ∆gl,

this map can be converted into a candidate feature

map as follows:

F (ul, vl) =

{
1, if G(ul, vl) ≥ τgrad
0, otherwise

(8)

where τgrad is a provided threshold parameter. Fig. 2

shows an example of such a map.

3.2.3. Depth Filtering

As stated before, candidate features on the physical

edges of objects are undesirable. These are filtered

out from the candidate feature map F (ul, vl) using

the depth map Di(ul, vl) = dl where dl is a depth

value in millimeters. The algorithm is as follows:

Algorithm 1 Filter candidate features on physical
edges.

1: procedure FilterFeatures(F , D)
2: for each pixel [ul, vl]

> in F do
3: if F (ul, vl) = 1 then
4: min = D(ul, vl), max = D(ul, vl)
5: for j= -1 to 1 do
6: for k = -1 to 1 do
7: dl = D(ul + j, vl + k)
8: min = min(dl,min)
9: max = max(dl,max)

10: ∆d = max−min
11: if ∆d > τdepth then
12: F (ul, vl) = 0

where τdepth is the maximum allowable depth range

in the local neighborhood.

3.2.4. Clustering

The final stage in the proposed feature detection is to
cluster features into groups. The proposed strategy is
to group features into connected regions based on 8-
neighbor connectivity. It is hoped that clusters formed
in this way represent areas of high gradient variation
within the image. Note that since the described
features in the system corresponds closely with edge
features, 8-neighbor connectivity was selected in order
to identify cluster groups with a diagonal orientation.

Algorithm 2 Filter candidate features on physical
edges.

1: procedure Cluster(F )
2: for each pixel [ul, vl]

> in F do
3: if F (ul, vl) = 1 then
4: cluster[l] = l
5: add [ul, vl]

> to feature

6: changed = true
7: while changed do
8: changed = false
9: for each pixel [ul, vl]

> in feature do
10: for each pixel [uj , vj ]

> in n(ul, vl) do
11: if (uj , vj) ∈ features then
12: id = min(cluster[i], cluster[j])
13: if clusterId 6= cluster[l] then
14: changed = true
15: cluster[l] = id

return cluster

With respect to the Algorithm 2, assume that
the function n(ul, vl) returns the 8-neighborhood of
the pixel pl = [ul, vl]

>. The output of Algorithm 2
is a mapping that links each feature to a cluster
identified by its id. Features that map to the same id
are considered to be part of the same cluster.

Figure 3. Cluster Features: (Left) Original Image. (Right)
Cluster features overlaid on the original image. Each different

cluster is marked in a different color.

Fig. 3 shows the original image of a scene and
the identified clusters in that scene after applying the
proposed algorithm. Each cluster is marked with a
different color.

3.3. Cluster Feature Matching

The main purpose of the proposed cluster feature, is
to find robust correspondences between consecutive
frames, assuming a small amount of rigid motion
between frames. Constructing a feature, from multiple



pixels, is intended to yield more robust matching than
matching single pixels based on feature descriptors
or optical flow. Another advantage of the proposed
cluster features, is that it consists of seven or more
pixels, which means that it is possible to estimate
the motion of the cluster feature across images
based on its internal correspondences. This has three
advantages:

• In perfectly static scenes, all cluster feature
matches should yield similar rigid transforms.
Thus, outliers should be easily identifiable.
• An inability to find a single rigid transform

that adequately describes the motion of a
feature cluster, can indicate non-rigid motion
of the pixels that make up the cluster feature,
or inaccurate depth estimates in the depth
map. Either way, it identifies the feature as
untrustworthy to track against, and therefore
the cluster feature can be rejected. This is
preferable to rejecting the cluster later on in
the tracking process as an outlier.
• When a small minority of the pixels making

up the cluster feature are mismatched, they
can be automatically corrected as the points
making up the cluster feature are assumed to
be a rigid structure (as consistent with a static
scene assumption).

Given left images Ir1:i and Ir1:i+1 of two consecutive
rectified stereo pairs and assume that the set of n
cluster features Fi:k has been found for image Ir1:i.
The goal is to find corresponding cluster features F ′i:k
in image Ir1:i+1. The first step in doing this, is finding
corresponding estimated locations for each of the
pixels that make up Fi:k in image Ir1:i+1. This is done
using the pyramidal implementation of the Lucas
Kanade feature tracker [4], found in OpenCV [5]. Poor
matches are removed and the remaining points are
then used to estimate the camera motion Mi:k:4×4
between the cluster feature Fi;k and the newly found
feature F ′i:k. This motion estimate is then used to
estimate the actual locations of pixels that make up
F ′i:k from Fi;k.

The estimation of camera motion begins by
recognizing that each cluster feature Fi:k contains
a set of nfeat 2-D feature points {Fi:k : fl =
[ul, vl]

> | 0 ≤ l < nfeat}. Using the depth map Di it
is possible to derive corresponding set of 3-D feature
points {P : Pl = [Xl, Yl, Zl]

> | 0 ≤ l < nfeat} using
the relation:

Pl =
Zl

f

ul − cxvl − cy
f

 (9)

Assume that the set {F ′k : f ′l = [u′l, v
′
l]
> | 0 ≤ l <

ncorr} of corresponding 2-D pixels has been found in
image Ir1:i+1. It can then be inferred that these 2-D
feature points also correspond to the 3-D {P : Pl =
[Xl, Yl, Zl]

> | 0 ≤ l < nfeat}. Given that there are

at least seven such points, this sets up a Perspective-
n-Point (PnP) pose estimation problem that can be
solved using a direct linear transform (DLT). Note
that it is assumed that distortion has been removed
from Ir1:i and Ir1:i+1.

Deriving the DLT can follow a similar approach
to that of Tsai calibration [36]. Thus, the goal is to
solve the system of equations given by:

UM×1 = AM×7L7×1 (10)

where UM×1 is a vector of all ncorr coordinates of
value ul − cx. Am×7 is a stack of ncorr rows, with
each row representing known quantities as follows:

Arow =



ylXl

ylYl
ylZl

yl
−xlXl

−xlYl
−xlZl



>

(11)

given that xl = ul − cx and yl = vl − cy. The matrix
L7×1 represents a vector of unknowns as follows:

L7×1 =
1

ty
[r1 r2 r3 tx r4 r5 r6]> (12)

where ri are the first two rows of the rotation matrix
R3×3 and tx and ty are the components of the
translation vector T. The combination of R3×3 and
T is the rigid transform between the two views that
is being calculated.

As with Tsai calibration, the magnitude of ty
may be determined using

√
r2
4 + r2

5 + r2
6 = 1 and

the sign of ty can be determined with substitution.
The final row of the rotation matrix can be found
using the cross product and tz can be found using
the Moore-Penrose pseudo inverse [16].

After camera motion matrix Mi:k:4×4, that maps
cluster feature Fi:k to cluster feature F ′i:k, has been
found, it is possible to find the estimated pixel
locations f ′l of F ′i:k that map to the pixels fl of Fi:k.
To do this, the corresponding 3-D locations Pl of f ′l
are first transformed to the coordinate space of F ′i:k.

This is achieved as P̃′l = Mi:k:4×4P̃l where P̃′l is the

4-D homogeneous form of 3-D P′l and P̃l is the 4-D
homogeneous form of 3-D Pl. These points can then
be projected to 2-D as f̃ ′l:est = K3×3P̃l where f̃ ′l:est
is the 3-D homogeneous form of 2-D f ′l:est.

The degree to which the camera motion estimate
of the cluster feature between images accounts for the
motion of its pixels can be estimated using an error
function that finds the average difference between the
corresponding points f ′l found through optical flow
and those found using the camera motion transform
f ′l:est as follows:



Emotion =
1

ncorr

ncorr∑
l

‖f ′l − f ′l:est‖ (13)

If the value of Emotion exceeds threshold τmatch then
the cluster features Fi:k and the corresponding F ′i:k
are rejected due to a lack of consistency in the pixel
data indicating motion within the cluster.

Figure 4. Matched Features: Image Ir1:i (left) and Ir1:i+1

(right) with cluster features in color. Note that the locations of
cluster features in Ir1:i+1 have been derived by transforming

P by the pose determined during feature matching and then

projected onto the new image plane of Ir1:i+1.

3.4. Pose Estimation

The goal of the above section was to estimate the
camera motion encoded as matrix Mi:4×4 between
the consecutive rectified stereo frames Ir:i and Ir:i+1.

So far, a feature consisting of clusters of pixels
with high gradient variance has been introduced, and
a means of finding corresponding clusters in other
images has been explained. The process of matching
these cluster features has produced a set of n clusters
feature motion estimates of the form Mi:k:4×4, one
for each cluster feature in the image, ignoring the fact
that some may have been filtered out due to poor
matching.

The goal of this section is to refine this set of
estimates into a single estimate. The challenge is, of
course, that there is expected motion between the
image Ir:i and the image Ir:i+1, which would affect
some of the clusters, and therefore these needs to
be filtered out. The strategy used to separate the
moving clusters from the stationary clusters is to
apply the heuristic that the motion estimate, with the
most consensus amongst the set of estimates, is most
likely the true one. This is based on the assumption
that the scene contains a set of moving objects with
a background that comprises of significantly more
pixels than any individual object in the scene.

The main strategy, used to find the motion with
the most consensus, is to group motion estimates
based on their similarity to each other, and find
the group with the most members. In order to do
this, a variant of the RANSAC [11] algorithm is
used. Firstly, each motion estimate is converted from
a rotation-translation matrix to its associated Lie
algebra se(3), which is a six elements vector of the
form ξi = [ωi:1, ωi:2, ωi:3, ti:x, ti:y, ti:z]>. Two motion

estimates of this form may be compared by finding

the Euclidean norm of the difference between the two

vectors. Two motion estimates may be considered

“similar”, if their Euclidean difference is less than τpose.

The RANSAC style algorithm selects a cluster feature

Fi:k from the set of n cluster features at random. It

then computes the number of motion estimates within

the entire set that are “similar” to the selected one.

This is repeated a small number times (see [11] for an

explanation on determining the appropriate number

of iterations), and the group Fmax with the largest

number of members is retained as the set representing

the most likely estimate of camera motion.

The final pose Mi:3×4 is determined from the

group Fmax, using the Levenberg-Marquardt algo-

rithm [29] to minimize the Emotion estimate across

the entire group.

Figure 5. Pose Estimate: The original image at time t (left) and
an image at time t + 1 warped to match the image at time t

(right). The black pixels are missing depth values or are out of
the image plane of image t + 1.

4. Experimental Methodology

In this work, a new feature for ego-motion tracking

was introduced, called the cluster feature. The goal of

the experimentation proposed below is to verify that

there is a significant advantage of using the proposed

cluster feature, in the context of moving urban

environments, over other state-of-the-art algorithms.

This section introduces the equipment and evaluation

metric used. The results of the experiments are then

covered in Section 5.

4.1. Equipment

The experiments performed in this section were

conducted using two GoPro Hero 3+ Black Edition

camera with in-built hardware synchronization. These

cameras were housed in a waterproof stereo box

manufactured by GoPro (see Fig. 6) with a 33 mm

baseline. The cameras were set to capture images

with size 1720×1080 pixels, on the wide-angle setting

of video mode at 30 frames per second.

Experiments were executing on an Intel R© CoreTM

i7-5500U Processor with 16 GB RAM.



Figure 6. GoPro Camera: The GoPro Hero 3+ camera in the

waterproof stereo case used within this section.

4.2. Parameters

The proposed algorithm requires three provided
threshold parameters for noise filtering. These three
parameters are τgrad defined in Section 3.2.2 for iso-
lating large gradients, τdepth defined in Section 3.2.3
indicating a reliable depth range for features, and
τmatch defines in Section 3.3 for the specification of
acceptable error tolerance of pose estimation. For the
purpose of experimentation, these parameters were
set as follows:

• τgrad: While it was found experimentally that
setting this value to a reasonably large number
(say 100 for the given 8-bit image) worked
reasonably well across a wide set of images, it
needs to be acknowledged that a proper theo-
retical basis for choosing this value is required
for robust performance. It was found that using
the thresholds from Adaptive Thresholding
Canny [21] was one such way to determine
τgrad based on actual image content. Assum-
ing a video sequence in a relatively constant
environment, it was found that τgrad could be
reasonably reliably determined from the first
few frames and then reused across the rest.
• τdepth: A key issue with depth acquired from

binocular stereo is that its resolution gets more
coarse as one moves further from the camera.
Since it was decided, in this work, that an
appropriate measure of accuracy should be in
millimeters, measurements with a resolution
greater than 1 mm should be filtered out. This
is the purpose of τdepth. The value τdepth
is therefore determined from the calibration
parameters of the binocular stereo cameras
used in the system.
• τmatch: Estimating the motion of a cluster is

reliant on the accuracy of feature location and
matching. Unfortunately this is never perfect,
therefore a mechanism is needed to identify
situations when the system has failed. One
way of doing this is to determine how well the
estimated motion matches the measurements,
since it is difficult to fit a consistent model to
a set of bad measurements. The same can be

said for a cluster that does not have a single
consistent motion (lets say the cluster spans
across two scene objects with different motions).
As accuracy is measured in pixels and a good
motion model should have a sub-pixel accuracy,
τmatch was set to 1.

4.3. Algorithms

There are two state-of-the-art algorithms representing
the general variety ego-motion estimation algorithms
available: Feature-based and dense pose estimation.

• Feature-based algorithms: A common ap-
proach to estimating camera motion is to
use feature point matching. The basic idea is
that two frames are provided to the algorithm
with a significant amount of overlap. Our
implementation finds corresponding feature
points using the Fast Feature detector [32]
and Lucas Kanade optical flow [4]. The
correspondences are then converted into 3-D
points (using provided depth maps) leading
to a pose estimation by alignment using
iterative least-squares based on Levenberg
Marquardt. Feature point outliers are filtered
using a RANSAC based derivation of the
fundamental matrix [10]. Many elements of
this implementation mirror state-of-the-art
implementations such as FOVIS [19].

• Dense pose estimation: Steinbrücker et al. [34]
provide a fast accurate implementation of a
dense pose estimation algorithm from RGB-D
cameras [34]. While this algorithm was strictly
developed for active depth sensor cameras such
as Microsoft’s Kinect, this algorithm was found
to work reasonably well on depth-maps derived
from stereo matching. It is included in this
experimentation as dense pose estimation and
is quite popular at the moment, with several
published works claiming that dense strategies
give superior performance over feature-based
approaches [30].

4.4. Databases

In order to test robustness to scene movement, a
collection of twelve video sequences were captured.
Each of these video sequences featured moving ele-
ments. Care was taken to select video sequences from
a variety of scenes including indoor scenes, outdoor
scenes, scenes with many man-made structures and
scenes that consisted of natural objects (such as trees,
plants, landscape etc.). Stills from each of the videos
are shown in Fig. 7.

It should be noted that there already exists
several available databases of video sequences, for
the purpose of validating visual odometry algorithms.
However the authors of this work were particu-
larly interested in scenes with various types of
motion, which is typically not the focus in such



Figure 7. Image Database: Selected stills from each of the
twelve video sequences used for the presented experi-

ments. Note that this database is expected to be available
at http://www.ivs.auckland.ac.nz/ivs-applications/home.php
from early 2019.

videos. Therefore it was decided to create a new

database of videos specifically for this work. This

database is expected to available is expected to

be available at http://www.ivs.auckland.ac.nz/ivs-

applications/home.php from early 2019, with future

additions as research into this area continues.

4.5. Assessement

Experiments were generally performed by processing

the captured video sequences with the algorithms.

The main measure of accuracy used was photometric

error. Photometric error measures the quality of

motion estimate Mi:4×4, based on how effective it is

at warping image Ir1:i to approximate the next frame

in the sequence at Ir1:i+1 in conjunction with depth

map Di.

Intuitively, the smaller the photometric error, the

more accurate the pose estimate. Naturally, there

are other factors as well including lighting changes,

movement in the scene and depth map accuracy.

However, the approach should still be useful when

comparing the results of different algorithms using

the same data. Indeed, an algorithm that is able to

consistently produce smaller photometric errors than

another on the same data is clearly more accurate,

despite the fact that it may not achieve “perfect”

photometric scores.

The derivation of photometric error may be

formulated starting with image Ir1:i and Ir1:i+1 in a

sequence with known depth map Di associated with

Ir1:i. If the pose between Ir1:i and Ir1:i+1 is estimated

to be Mi:4×4, the photometric error between these

two images may be calculated as:

Ep =
∑
Ω

‖Ir1:i(ul, vl, 1)− Ir1:i+1(K3×3Mi:3×4Pl)‖2

(14)

where Ω represents the set of all the pixels within

the image and Mi:3×4 is derived from Mi:4×4 by

removing the last row. The value Pl is the 3-D location

of a pixel within the image Ir1:i found using the depth

map Di, the 2-D pixel location pl = [ul, vl]
> and

Eqn. 9.

5. Results

5.1. Database Sequence Photometric Errors

The first set of experiments were performed against
scenes with moving elements to test the claim that the
proposed algorithm was more robust in scenes with
moving elements that other algorithms. The results
are shown in Table 1.

Table 1. Photometric error (avg ± std) in moving scenes.

Video # RGB-D [34] Features [4, 32] Proposed

1 9.1 ± 16.2 11.2 ± 20.6 8.4 ± 15.3

2 20.5 ± 27.5 12.6 ± 13.1 11.9 ± 11.7

3 28.1 ± 33.7 22.2 ± 28.1 20.1 ± 26.6

4 17.6 ± 27.5 15.1 ± 25.8 14.7 ± 26.0

5 23.47 ± 32.7 18.9 ± 30.6 15.4 ± 27.6

6 20.6 ± 36.2 19.1 ± 34.4 18.7 ± 35.3

7 25.7 ± 37.4 21.7 ± 34.8 10.1 ± 20.4

8 18.7 ± 23.1 26.8 ± 34.5 17.9 ± 26.1

9 27.5 ± 37.5 11.8 ± 19.5 8.7 ± 12.7

10 45.5 ± 51.1 25.4 ± 34.4 14.8 ± 22.5

11 43.2 ± 42.1 24.6 ± 31.1 12.8 ± 20.1

12 3.5 ± 7.6 5.3 ± 11.1 3.6 ± 7.8

The results show that the proposed algorithm was
the top performing algorithm in all videos except for
the last one. The last video featured a mostly static
indoor scene with two slow-moving human subjects
- footage that is well suited to the direct matching
algorithm, and thus it was the top performer in this
sequence. However the direct matching algorithm
appeared to be the most susceptible to motion
in the images, while the feature-based approach
was generally more robust, while still deteriorating
significantly with increased level of motion in the
images. The proposed algorithm was significantly
better in videos 8 (forward motion scene with a
women walking directly in front of the camera), 10
(large amount of moving foliage), 11 (a close-up of a
bushes) which were the videos with the most motion.

5.2. Timings

Timings per frame are provided per the tested
algorithms in Table 2. While the proposed algorithm
is slower than the RGB-D algorithms, its timing is
similar to the feature tracking approach. Note that
these timings only include the time taken to perform
visual odometry, and do not include the preprocessing
of the images (i.e. calibration, image acquistion,
distortion removal, rectification, stereo matching, and
disparity-to-depth conversion). It should be noted
that the same preprocessing is required for each of
the three presented algorithms.

5.3. Road Walk Experiment

A road walk experiment of about 200 m was per-
formed along a segment of Auckland, New Zealand’s



Table 2. Average time per ego-motion estimation strategy

Algorithm Time in milliseconds

RGB-D Tracking 160 ± 13

Feature Tracking 421 ± 52

Proposed 501 ± 68

Karangahape Road. Experiments were conducted on a
Friday afternoon, where Karangahape Road is a fairly
busy street in the Auckland CBD. The experiment
was conducted in order to test the proposed system
in conditions of moving traffic and pedestrians.

Figure 8. Karangahape Walk: Selected stills from the walk down
Karangahape Road showing the moving traffic and pedestrians

that were present in the scene.

Fig. 8 shows some of the moving elements that
were present in the scene. The sequence of 4628
calibrated stereo frames were given as input to the

proposed algorithm, which estimated the trajectory
of the person walking with the camera. The superim-
posed top-view of the path is shown in Fig. 9.

Figure 9. Karangahape Path: The path (red dotted line) ac-
quired using the proposed system superimposed on a map of

the walk acquired from Google Maps.

Table 3. Details of the Road Walk Experiment

Distance
216.55 m (google maps)

205.19 m (proposed system)

Frames 4628

Camera GoPro Hero 3+ Stereo Black Edition

Photometric Error 10.3 ± 19.8

Walk Time ± 2 minutes 30 seconds

Processing Time 38 minutes 29 seconds

Table 3 shows the details of the road walk
experiments. Note that the time of 38 minutes 29
seconds is significantly longer than the actual walk
time of 2 minutes 30 seconds. The main reason for this
is that the algorithm currently performs at a frame
every half-a-second while the camera was capturing at
30 frames per seconds. However, as seen in Section 5.2,
our implementation is only slightly slower than the
feature point approach. It should also be noted that
the algorithm is executed on the CPU without much
optimization and without parallelization. However
clearly, if the goal if this algorithm is to support real-
time applications such as driver-less car navigation, an
important area of future work is to establish whether
the algorithm can be sped up significantly without a
significant loss in accuracy.

5.4. Scene Reconstruction

As a final test, it is important to verify that the
proposed strategy for Visual Odometry is able to
support 3-D reconstruction. While the primary focus
of the work presented in this paper has been to track
a calibrated stereo camera in a moving scene, moving
objects still pose a problem in a 3-D reconstruction
pipeline after odometry, since it is hard to merge a
sequence of point clouds containing moving objects.
For this reason, it was decided to focus the 3-D
reconstruction test on a relatively static scene. Fig. 10
is a frame taken from a 300 stereo frames sequence
of a roadside statue. The images were acquired using
the GoPro Hero 3+ Black Edition camera.



Figure 10. Roadside Statue: A image taken from a 300 stereo
frame sequence of a statue sitting on the side of Karangahape
Road.

The proposed algorithm was used to estimate
the trajectory of the stereo camera as it captured
the 3-D reconstruction. Stereo frames were then
merged together within a Truncated Signed Distance
Function [7]. The marching cubes algorithm [28] was
used to extract the final mesh. The top view of the
resulting 3-D model is shown in Fig. 11 and the front
and back views are shown in Fig. 12.

Figure 11. Model Top View: A top view of the 3-D reconstruc-
tion of the camera. The path of the camera, estimated by the

proposed algorithm, is shown as a red dotted line.

6. Conclusions

The aim of this work was to improve ego-motion
estimation. The proposed approach was to introduce
a new, more robust feature which was named the
“cluster feature”.

The cluster feature is composed of multiple
feature points which lead to its improved robustness.
This composition also allows to correct small mis-
match errors and to estimate its match correctness
with respect to both its internal consistency (the
consistency of the matches of the features that make
up the cluster feature) and external consistency (the
degree to which this cluster feature agrees with other
cluster features within the image). Finally, the cluster
feature combines feature based “reprojection error”
metric with “photometric error” metric and yields a
compromise between the two approaches.

Experimental results demonstrated that the pro-
posed feature is capable of performing visual odome-

Figure 12. Model Front and Back Views: A front view (top) and

a back view (bottom) of the generated model is shown.

try in scenes with moderate amounts of movement.
In this realm, the proposed algorithm outperforms
the other state-of-the-art approaches tested.

7. Future Work

The approach in this work shows promise as a
solution to the problem of determining the motion
of a camera from images in scenes with a variety of
moving objects. However there is clearly a lot more
research to be done before the proposed solution is
a viable solution for modern applications, such as
augmented reality and real-time 3D reconstruction
algorithms. Speed is naturally the foremost concern,
and already the authors are working on ways to speed
up algorithms using parallelism, SIMD and GPU
technologies. There is also some work going into a
faster cluster feature matching algorithm that is non-
iterative. Another project is using machine learning
to establish whether clustering and matching using
models acquired through machine learning is a viable
fast solution.

The assessment of presented in this work is at the
level of a proof of concept, using fairly good quality
cameras without much motion blur or illumination
artifacts and a single metric with respect to accuracy.
A much more thorough investigation needs to be
undertaken with a much larger database of images
captured with a variety of different camera types
and conditions. The algorithm needs to be assessed
with several different types of evaluation metrics in
both the image plane (in pixels) and also in the
scene domain (in metric units such as millimeters)



such as Hausdorff distance [38]. Such a study could
answer research questions about the robustness of
the proposed algorithm in difficult conditions and
establish the types of situations that favor the
proposed algorithm and those that don’t. Also the
effect of calibration quality can be assessed on the
algorithm, along with the effect of various types of
distortion models and noise models.

A final area of interest is the 3D reconstruction
of moving scenes. The 3D reconstruction presented in
Section 5.4 was chosen to be static because merging
moving elements is difficult. However there are several
ideas as to how this problems can be avoided or
overcome. One such idea is to reconstruct only static
elements and leave out moving elements, this would
entail generating a 3D reconstruction of a street by
ignoring the pedestrians and vehicles for example.
Another idea is to capture scenes with known moving
objects and use motion models to predict and deform
point clouds so that motion across frames may be
reconciled.
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