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Abstract

Background
Bovine milk is an important source of human nutrition. It is understood that milk
production is under considerable genetic control, and our knowledge of the genes and
variants underlying this regulation is incomplete. In most farming systems, germplasm
is delivered by artificial insemination, enabling the rapid distribution of high-quality
genetics across a population. The purpose of this study was to add to our ability to
predict the best available cattle from their genomes, in order to increase the rate of
genetic gain for economically-important traits such as milk production and growth.
The work presented herein used high-depth RNAseq data, derived from RNA extracted
from mammary biopsies of 411 lactating cows. Molecular phenotypes were developed,
enabling the identification of candidate genes that influence lactation and body size,
contributing to the improvement in accuracy of genetically informed phenotypic
selection in dairy cattle.

Results
As a first step, I developed phenotypes for gene expression measured both from
unspliced pre-mRNA and from mature mRNA, as well as splicing efficiency. These
were used to identify quantitative trait loci (QTL) for intron-expression (ieQTL:
n=554), exon-expression (eQTL: n=2,699), and splicing efficiency (seQTL: n=170).
Further investigation linked these molecular QTL to multiple milk and body size
QTL. Further studies found additional eQTL signals for lactose phenotypes at twelve
loci across the genome, and identified MATN3 as a candidate causative gene for
a stature QTL on chromosome 11. I also identified 2,413 RNA editing sites in 649
genes. Developing these into an additional molecular phenotype yielded editing QTL
(edQTL) affecting 187 sites in 89 genes. At fifteen sites, edQTL were co-regulated with
significant cis-eQTL, implying effects of editing on levels of mature mRNA transcripts
for the genes containing these sites. In another study, I combined both eQTL and
edQTL methodologies to investigate a complex pleiotropic region on chromosome 5,
highlighting CSF2RB as the likely causative gene underlying at least some of the
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milk QTL present at this locus. In the final study, I conducted a study to test the
phenotypic predictive ability of variants that tag eQTL compared to existing variant
sets, demonstrating the possible improvement they can provide in total animal selection
prediction accuracy relative to currently-used methods.

Conclusions
Several molecular phenotypes were developed, and numerous QTL discovered. A subset
of these were co-regulated with eQTL or edQTL, highlighting potential causative
genes operating via regulatory mechanisms. Tag variants for eQTL related to milk
production pathways provided a potential route to improve prediction accuracy in
animal breeding.
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Chapter
Introduction and Literature Review

1.1

Introduction

The overarching theme of the work described in this thesis is the use of RNA sequencing (RNAseq)-derived expression phenotypes to identify candidate causal genes and
molecular quantitative trait loci (QTL) underlying milk and growth effects in cattle.
The aim is to use the resulting discoveries to improve the accuracy of predictions for
genetic merit in dairy cows and bulls and enable improved selection. RNA sequencing
provides the raw data so that gene expression can be quantified (section 1.3) on a
per-gene basis. With data from a sufficiently large number of animals, the underlying
genetic influences on gene expression can be investigated, allowing the discovery of
expression quantitative-trait loci (eQTL). These eQTL are of interest because they aid
in the identification of genes and variants that may underlie observable morphological
or physiological phenotypic variation.
This literature review presents a brief summary of the New Zealand dairy industry,
and current literature related to milk composition and associated QTL signals. This
is followed by a detailed exploration of the mechanisms underlying gene expression
and its regulation, including co- and post-transcriptional mRNA modifications such
as splicing and RNA editing. Further sections outline general QTL and genome-wide
association study (GWAS) methods, and an outline of some prevalent algorithms
and standard file formats will also be presented. This chapter concludes with a brief
discussion of the goals of this thesis.
The remainder of the thesis is structured according to the following: An overview
of the standard bioinformatic methods used to process RNAseq data is provided in
Chapter 2. Chapter 3 describes the methods used to create gene expression phenotypes
from RNAseq data, and identifying eQTL using these phenotypes. Post-transcriptional
RNA-editing is investigated and novel RNA-editing QTL (edQTL) in dairy cattle
are presented in Chapter 4. The next three chapters represent three published papers detailing the use of eQTL to aid in the identification of causative genes for
stature (Chapter 5), a pleiotropic milk trait locus (Chapter 6), and lactose phenotypes (Chapter 7). The final experimental chapter represents another published paper
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demonstrating the use of eQTL to inform the selection of variants for use in genomic
predictions (Chapter 8).

1.2

The New Zealand dairy industry

The New Zealand dairy industry relies on cattle (Bos taurus), with much of the
milk produced turned into milk powder and exported offshore. These exports were
estimated to be worth 13.6 billion dollars to the NZ economy in the year to March 2017
(Ballingall and Pambudi, 2017). In the 2015/16 season (June to May), New Zealand’s
five million dairy cows produced 20.9 million litres of milk, containing 1.1 million
kilograms (kg) of milk fat and 8.1 million kg of milk protein (DairyNZ and LIC, 2016).
These cows lived in almost 12,000 herds with an average size of 419 cows, that were
distributed throughout the country, with 73% in the North Island and 27% in the
South Island (DairyNZ and LIC, 2016). The average number of kgs of milk solids
produced per cow per season has risen from 259 kg in 1992/93 to 372 kg in 2015/16
(DairyNZ and LIC, 2016), attributable to combination of genetic selection and changes
in management strategies.
Two primary subspecies of cattle occur world-wide: the European “taurine” variety
(Bos taurus taurus), and the “indicine” variety (B. t. indicus), with a sub-Saharan
variety known as “Sanga” considered by some to represent a third subspecies (Grigson,
1991; Frisch et al., 1997). The New Zealand industry uses taurine cattle, while indicine
cattle are more prevalent in tropical parts of the world, due to their higher resilience
to the heat and diseases of those climates. All three cattle varieties were domesticated
from the wild Aurochs (Bos primigenius). Taurine cattle were originally domesticated
in Mesopotamia and Anatolia during the Early Neolithic (Hongo et al., 2009), and
had spread as far as central Europe by 6000 BC (Bollongino et al., 2012).
The earliest cattle breed imported into New Zealand was the Shorthorn (Durham),
brought to the Bay of Islands from New South Wales in 1814 by Samuel Marsden
(Stringleman and Scrimgeour, 2008). The shorthorn is a mixed-use breed, intended
for both dairy and beef uses. Subsequently, dairy-specific breeds were imported, with
the first Jersey cattle arriving in 1862, and the first Friesians in 1884. Friesians were
later interbred with American Holsteins beginning in 1902, subsequently forming the
Holstein-Friesian breed (Stringleman and Scrimgeour, 2008). As of 2016, the breed
breakdown of the New Zealand national dairy herd was 33.5% Holstein-Friesian, 10.1%
Jersey, and 47.2% Holstein-Friesian/Jersey crossbreeds (DairyNZ and LIC, 2016).
In New Zealand, the current industry breeding objective is to breed the most
profitable animals for future production. This is implemented using a selection index
known as Breeding Worth (BW). This index includes production traits, with a positive
weighting for fat and protein yield, and a negative weighting for milk volume; as well as
health traits (with the aim to increase fertility and body condition) and productivity
traits (increasing survival and lower liveweight). To maximise the rate of genetic gain
across the country, the bulls with the highest BW are selected by breeding companies,
and semen distributed to farmers for artificial insemination (AI), accounting for 70–
75% of calves born into dairy herds each year (DairyNZ and LIC, 2016). Therefore,
2
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accurately predicting the BW of young bulls is very important, so the best bull calves
can be bought and raised by the breeding companies. Traditionally, this has been done
by progeny testing, i.e., buying a large number of bull calves with high expected BWs,
then breeding them across a number of herds via a sire proving scheme (SPS), and
measuring the performance of their daughters as a proxy measurement for their own
genetics. However, this method is very slow, requiring the bulls to reach five years
of age before they can graduate from the SPS into commercial use. In order to save
both time and money, methods have been developed for evaluating bulls based on
their genetic profiles: this is known as genomic selection (GS). GS improves prediction
accuracies above the level of parent-average information (all that was traditionally
available before the bull completed sire proving), by incorporating genotypes from
dense SNP panels (Spelman et al., 2010).

1.2.1

Milk production and composition

The main commercial function of a dairy cow is, of course, to produce milk. Like
all mammals, cows produce milk in their mammary glands, so, in order to facilitate
the study of lactation-related phenotypes, the RNA sequence data used in this thesis
came from RNA sequencing of lactating bovine mammary epithelial cell biopsies. The
majority of the reads, therefore, come from RNA transcripts encoding secreted milk
proteins. For this reason, it is useful at this point to review milk protein expression,
along with other relevant aspects of milk composition and genetics.
Milk is a complex liquid, reflecting its function as the sole source of nutrition for
newborn mammals, comprising an emulsion of fat globules, a colloidal dispersion of
casein micelles, and an aqueous solution of whey proteins, carbohydrates and minerals,
as well as cellular components (both immune and epithelial cells), and commensal
bacteria. The cellular components aside, the overall proportions of these ingredients
vary widely between species (Jenness, 1988): in bovine milk, the percentages (g/100 g)
of fat, casein, whey protein and lactose are 3.9%, 2.6%, 0.6% and 4.6%; in human milk,
the proportions are 4.5%, 0.4%, 0.5% and 7.1%. Other species can show even more
extreme values: for example, fat percentages over 50% have been observed in some seal
species (Oftedal and Iverson, 1995). In New Zealand, milk volume and composition
are regularly measured on-farm through the use of herd-testing services: typically up
to four tests per year per animal for the majority of farms, although research herds
may test more often.
Quantitative trait loci (QTL) are intervals of the genome that correlate with
variation in quantitative traits. Numerous such intervals have been observed for both
milk yield and milk composition traits (examples in Table 1.1). The genes attributed
to these QTL have a variety of functions. Some, such as CSN3, LALBA, and PAEP
code for proteins expressed in the milk (κ-casein, α-lactalbumin, and β-lactoglobulin
respectively). Others, such as DGAT1, FASN, SCD, and GPAT4, are involved in the
metabolism or synthesis of fatty acids and triglycerides. A few genes, such as SLC37A1,
ABCG2, and ANKH, transport ions or small molecules, and appear to affect milk
traits by altering osmolarity, while another set of genes encode for receptors (GHR,
3

1. Introduction and Literature Review

Table 1.1: A selection of milk yield and composition QTL in dairy cattle

Chr

Pos

Gene

FY

FC

PY

PC

MY

1
3
5
5
5
6
6
6
11
14
14
15
19
19
20
20
20
21
21
23
25
27

144.4
15.6
31.2
75.7
93.9
37.5
87.4
88.7
103.3
1.8
69.8
35.2
42.8
51.4
31.7
39.0
58.4
21.1
56.8
51.3
14.1
36.2

SLC37A1
MUC1
LALBA
CSF2RB
MGST1
ABCG2
CSN3
GC
PAEP
DGAT1
SDC2
TPH1
STAT5
FASN
GHR
PRLR
ANKH
SCD
SMEK1
GMDS
MARF1
GPAT4

X

X
X

X
X

X
X

X
X
X

X
X

X
X
X
X
X
X
X
X
X
X

X
X
X
X

X

X

X
X
X
X

X
X

X
X
X
X
X

X
X
X
X

X

X

X
X
X

X

X
X

X

X

X
X
X

X
X

X
X
X
X

Selected QTL for milk yield and composition traits, summarised from Wang et al. (2017);
Kemper et al. (2015b); Xiang et al. (2017); Pausch et al. (2017a). Chromosome and position
(million base pairs) are given for the UMD 3.1 bovine reference genome. Phenotypes are fat
yield (FY), fat composition (FC), protein yield (PY), protein composition (PC), and milk
yield (MY). Only QTL with assigned candidate causative genes are shown. See references for
additional QTL.

PRLR, and CSF2RB) or signal-transducing peptides (STAT5), and are likely to be
involved in the activation or regulation of milk synthesis and secretion networks.
Proteins
The bovine mammary gland produces large quantities of protein, with the average New
Zealand cow producing 900 g of total milk protein each day at peak lactation (DairyNZ
and LIC, 2016). This level of production is supported by high levels of transcription of
several key milk protein genes, such as casein (CSN1S1, CSN1S2, CSN2 and CSN3),
β-lactoglobulin (LGB/PAEP), α-lactalbumin (LALBA) and lactotransferrin (LTF).
This high level of transcription makes lactating bovine mammary tissue an ideal model
for studying the regulation of gene expression and pre-mRNA splicing.
The dominant milk proteins in most species, including cattle, are the caseins,
comprising around 80% of the protein in bovine milk. The dominant casein forms
in cattle are αS1 - (11.9%) and β-casein (9.8%), followed by κ-casein at 3.5%, αS2 - at
3.1%, and γ-casein, a proteolytic product of β-casein, at 1.2% (Jensen et al., 1995b).
In contrast, human milk lacks the two αS forms. Casein proteins are hydrophobic,
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causing them to aggregate into micelle structures that are secreted from mammary
epithelial cells into milk. Micelles average 80–100 nm in diameter in cattle or 40–50 nm
in humans, and also contain inorganic calcium phosphate. Casein is important for
cheese manufacturing, where it is precipitated and separated from the whey proteins
by acidifying milk to pH 4.6, then clotted by the action of proteases on κ-casein.
The whey proteins in milk are defined as those which remain in solution after acid
precipitation. In cattle, the major whey protein is β-lactoglobulin (PAEP), comprising
9% of total protein and 50% of whey protein (Swaisgood, 1995). Human milk, however, completely lacks this protein, and the orthologous gene progestagen-associated
endometrial protein is highly expressed in the epithelium of the endometrium, as well
as in amniotic fluid and uterine luminal fluid (Garde et al., 1991). The full range of
functions of this protein in bovine milk (along with that of other ruminant species)
has not yet been ascertained.
In contrast, the dominant whey protein in human milk is α-lactalbumin, constituting
10–20% of the total protein (Lönnerdal and Atkinson, 1995). Expression of this gene
(LALBA) is also high in bovine milk, at 20% of whey protein and 3.4% of total protein
(Swaisgood, 1995). Unlike LGB, the biological function of LALBA is well understood:
it forms an essential component of the lactose synthase enzyme, which is necessary
for the production of the disaccharide sugar lactose, the major carbohydrate in the
milk of most species. The carbohydrates section below gives more information on the
relevance of these components).
Another protein found in whey, albeit at lower concentrations, is lactoferrin, also
known as lactotransferrin (LTF). This is a globular glycoprotein that binds with
high affinity to iron. Lactoferrin also functions as a component of the innate immune
system (Farnaud and Evans, 2003), with antibacterial, antifungal and antiviral activity
(van der Strate et al., 2001). Concentrations of LTF in milk increase during involution
of the mammary gland; this is important in cattle, as the dry period between lactations
is the period of highest susceptibility to mastitis (Akers, 2002). The LTF protein acts
on bacteria through a variety of mechanisms. Firstly, the sequestering of iron has a
bacteriostatic effect on both Gram-positive and Gram-negative bacteria. Additionally,
LTF interacts with lipopolysaccharides in the membranes of Gram-negative bacteria,
disrupting the membranes and killing the bacterial cells. This activity is increased in
lactoferricin (LFcin), the N-terminal section of the LTF protein, released by pepsin
digestion in the intestinal tract (Wakabayashi et al., 2003).
The proteins described above are synthesised in mammary epithelial cells and
targeted for secretion through the endoplasmic reticulum and Golgi apparatus. This
process can involve post-translational modifications: for example, casein proteins will
not aggregate into micelles until they have been glycosylated and phosphorylated, then
exposed to the correct ionic environment in the Golgi (Akers, 2002). However, some
proteins secreted in milk originate from other tissues: examples are immunoglobulins
and serum albumins. There are two mechanisms for large molecules to enter the milk
from blood serum (Akers, 2002). The first of these is transcytosis: serum is taken into
vesicles in the epithelial cells through their basolateral membranes via endocytosis

5

1. Introduction and Literature Review
or pinocytosis. These vesicles are then transported across the cell for exocytosis at
the apical membrane, releasing their contents into the milk. The second route is the
paracellular route, through the interstitial fluid between the epithelial cells. During
healthy lactation, this route is mostly blocked by tight junctions between the cells.
During mastitis, however, these junctions can be damaged, resulting in increases in
serum proteins in the milk, along with increases in somatic cell counts and changes in
ionic concentrations (Kitchen, 1981). Similar changes happen during the involution of
the gland at the end of lactation.
Fats
Milk fat is the milk component with the most variable concentrations across species:
ranging from under 1% in some primate species, to around 60% in some seal species
(Oftedal and Iverson, 1995). Fats in milk reside in globules emulsified in the surrounding
aqueous solution. In human milk (3.8% fat), these globules range from 1 µm to 10 µm
in diameter, with the majority at the low end (Jensen et al., 1995a). Those in bovine
milk tend to be smaller, with 75% of globules smaller than 1 µm (Akers, 2002). In both
species, approximately 98% of the fat in the globules is in the form of triglycerides, with
the remainder composed of di- and mono-glycerides, free fatty acids, phospholipids
and cholesterol.
Milk fat globules originate in the rough endoplasmic reticulum of mammary
epithelial cells (Keenan et al., 1983). The globules are then transported to the apical
membrane of the cells and released into the glandular lumen. In the lumen, the
fat globules are surrounded by a plasma membrane, known as the milk fat globule
membrane (MFGM: Keenan et al., 1983) or milk lipid globule membrane (MLGM:
Keenan and Patton, 1995). The MLGM can in some cases also enclose small pieces of
the cytoplasm taken from the cell on release; these can include fragments of organelles
such as the endoplasmic reticulum. These cytoplasmic sections, known as crescents,
deteriorate gradually while the milk is stored in the mammary gland, releasing their
components into the aqueous phase of the milk.
Triglycerides are synthesised from fatty acids. Several of the enzymes in this
metabolic pathway, such as diacylglycerol O-acyltransferase 1 (DGAT1; Grisart et al.,
2002), glycerol-3-phosphate acyltransferase 4 (GPAT4, also known as AGPAT6; Littlejohn et al., 2014b), and stearoyl-coenzyme A desaturase (SCD; Alim et al., 2012), have
known milk production or composition QTL (see section 1.6 for more detail on QTLs).
The DGAT1 and GPAT4 enzymes both perform steps in assembling triglycerides,
while SCD is responsible for converting saturated fatty acids into unsaturated forms.
The fatty acids can be sourced either from diet, or from de novo synthesis within
the mammary cells. In non-ruminant species, the major carbon source for fatty acid
synthesis is glucose, via pyruvate, citrate and acetyl-coA. However, in ruminants such
as cattle, rumen organisms digest dietary glucose. In these species, therefore, the
primary carbon sources for fat synthesis are volatile fatty acids produced by rumen
fermentation, such as acetate and β-hydroxybutyrate (Akers, 2002). Volatile fatty
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acids are not used in fatty acid synthesis in non-ruminant animals, as they present
only at low concentrations in blood plasma in these animals.
Carbohydrates and minerals
As introduced above, the dominant carbohydrate in the milk of most species is lactose.
This is a disaccharide sugar consisting of one glucose monomer β-linked to a galactose
monomer. This sugar is synthesised in the Golgi by the lactose synthase enzyme.
The lactose synthase enzyme is itself composed of two subunits: the catalytic β1,4galactosyltransferase-I (B4GALT1) and the regulatory unit α-lactalbumin (LALBA)
(Ramakrishnan et al., 2001). The B4GALT1 protein is a permanent resident of the
Golgi apparatus, where its standard function is to attach UDP-galactose residues to
the terminal N-acetylglucosamine of glycans in the formation of glycoproteins and
glycolipids (Ramakrishnan et al., 2001). During lactation, however, there is a high
level of LALBA expression in mammary epithelial cells, and this protein can bind to
B4GALT1, causing a conformational change in the enzyme (Ramakrishnan and Qasba,
2001) which changes its specificity to glucose. This change results in the synthesis of
lactose.
Lactose is secreted into milk via secretory vesicles originating from the Golgi, along
with milk proteins. The presence of lactose in these vesicles affects their osmolarity,
resulting in the uptake of water, which is then secreted into the milk. This results in a
high correlation between lactose production and milk volume. Because milk must be
isosmotic with blood, the presence of lactose in the milk also affects the concentration
of several ions in the milk (Barry and Rowland, 1953). Lactose concentration in milk is
strongly correlated with K+ , and also has strong negative correlations with Na+ and
Cl− concentrations. During mastitis or late lactation, the concentrations of lactose
and monovalent ions trend closer to those of blood, as the tight membrane junctions
between the epithelial cells break down, giving lower milk concentrations of lactose
and K+ and higher concentrations of Na+ and Cl− . This change affects the electrical
conductivity of mastitic milk, which can be used by dairy farmers in in-shed diagnostic
tools (Kitchen, 1981).
Although lactose is the dominant carbohydrate species in the most milks, others
are also present. These include the simple monosaccharides glucose and galactose, as
well as a wide variety of oligosaccharides. The milk of many marine mammal species
contains only trace amounts of lactose, with oligosaccharides providing the bulk of
the carbohydrate (Messer et al., 1988); as mentioned previously, these milks also
have high fat percentages (over 50%). Milk oligosaccharides are composed primarily
of galactose, fucose, glucose, N-acetylglucosamine (GlcNAc) and sialic acids such as
N-acetylneuraminic acid (NANA) (Newburg and Neubauer, 1995).
Despite the importance of lactose in milk, no studies to date have attempted to
identify QTL for lactose percentage genome-wide, and only a handful of studies have
investigated the genetics of lactose yield (Kemper et al., 2016). Chapter 7 of this thesis
presents a detailed QTL analysis of these traits, representing the first such study to
date.
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1.3

Gene expression and regulation

Gene expression is fundamental to all biology. Indeed, the Central Dogma of Crick
(1958, 1970) states that DNA is transcribed into RNA, which in turn is translated
into proteins. Gene expression occurs when the DNA sequence of a gene is transcribed
into precursor messenger RNA (pre-mRNA) transcripts by the RNA polymerase II
(RNAPII) enzyme. In eukaryotic cells, the pre-mRNA is subject to a number of co- and
post-transcriptional modifications. One such process is splicing, during which sequences
of non-protein-coding RNA (introns) are removed from the pre-mRNA transcript;
the remaining coding sections are known as exons. Initially discovered independently
in adenoviruses by Berget et al. (1977) and Chow et al. (1977), introns have since
been identified in all branches of the tree of life, and are ubiquitous in eukaryotic
genomes (Irimia and Roy, 2014). Section 1.5 below describes mRNA splicing in more
detail. Another form of modification is RNA-editing, which chemically alters the base
composition of the transcript, with adenosine to inosine conversions being the most
common. The process can modify any nucleotide of the transcript (intron, exon or
untranslated region (UTR)), and is described below in section 1.4. Using RNAseq
data, the work published in Chapter 4 presents a survey of the RNA-editing landscape
of the bovine mammary gland, and significantly expands on the previous state of
knowledge regarding RNA editing in cattle.
In eukaryotic cells, DNA is stored in the cell nucleus, while translation occurs in
the cytoplasm, where the ribosomes are located – this implies the existence of some
intermediate form able to move the genetic information across the nuclear membrane.
That this intermediate consists of RNA was first suggested by Astrachan and Volkin
(1958), who found that E. coli infected with T2 phage perform a rapid burst of
RNA sequencing. Later experiments (e.g. Shiokawa and Pogo, 1974) with eukaryotes
showed that RNA was produced in the nucleus, then exported to the cytoplasm before
translation.
To study gene expression and splicing effects, it is necessary to quantify expression
at the transcription level, i.e., finding a measurable proxy for the numbers of mRNA
transcripts, of a particular gene or genes, which are present in a cell or tissue sample.
The earliest widely-used method for identifying and quantifying RNA transcripts is
known as Northern blotting (Alwine et al., 1977; Kevil et al., 1997). Shortcomings in
this method (Streit et al., 2009) stimulated the development of additional techniques,
including reverse-transcription quantitative real-time PCR (RT-qPCR) (Bustin, 2000).
A third commonly used method, especially for large numbers of genes and samples,
was profiling complementary DNA (cDNA) on DNA microarrays (Ekins et al., 1989;
Ekins and Chu, 1999). The advantages of microarrays (Schena et al., 1998) are
parallelism (quantifying many genes simultaneously), miniaturisation, and automation.
There are, however, also disadvantages to this technology (Marioni et al., 2008). For
example, limitations in accuracy due to background probe hybridisation limit the
power to detect low abundance transcripts. Another limitation is that the technology
is limited to quantifying only the pre-determined set of genes with probes present on
the microarray: novel transcripts or splice isoforms cannot be identified using this
8
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method. To overcome these limitations while maintaining the high degree of parallelism
delivered by microarrays, researchers have leveraged advances in new generations
of sequencing technologies to develop a new technique: RNAseq. This technology is
discussed further in section 1.8 and Chapter 2.
Transcription is initiated by the binding of transcription factors (TFs) to the
promoter of the gene, located upstream of the coding sequence (Lee and Young, 2000).
A number of TFs, known as general transcription factors (Maston et al., 2006), are
common to all eukaryotic cells, with many forming parts of the RNAPII pre-initiation
complex (Nikolov and Burley, 1997). Other TFs act only in certain tissues or stages
of development, or in response to specific environmental conditions, allowing for finer
control of gene expression across tissues and developmental phases, or in response to
specific environmental stimuli. More distal regions, either upstream or downstream,
may also influence gene expression, and are known as enhancers (up-regulation), or
silencers (down-regulation).

1.3.1

Mechanisms for controlling gene expression

Multicellular eukaryotic organisms contain a wide variety of tissue types. The cells
within these tissues are distinguished by, among other factors, their gene expression.
Gene expression regulation is very important for the correct functioning of tissues,
and by extension the organism. The required transcriptional control is governed by
several mechanisms (described in further detail below). Firstly, physical access of the
transcriptional machinery to the DNA can be controlled by chromatin remodelling
via histone modifications: keeping the DNA tightly compacted in heterochromatin, or
accessible in euchromatin. Transcriptional initiation is controlled by the binding of
TFs to the promoter of the gene, influenced by interactions with more distal enhancer
and silencer elements. The remaining two stages of transcription, i.e., elongation
and termination, are also tightly controlled by the cell, as are co-transcriptional
processes such as 50 -capping, 30 -polyadenylation, and splicing. Regulation continues
after transcription, with targeted degradation of transcripts via micro-RNA (miRNA).
Chromatin and histone modifications
As stated above, the accessibility of DNA loci to the transcriptional machinery can be
controlled by the cell through changes to the chromatin structure at each locus. When
chromatin is in the open euchromatin conformation, transcription can proceed but
not when it is in the compact heterochromatin conformation. Switching between these
two conformations is facilitated by histone modifications. The structure of chromatin
is based on nucleosomes, consisting of octomeric histone cores, each wrapped with
1.7 superhelical turns (≈ 147 bp) of DNA (Mariño-Ramírez et al., 2005). Each of the
core histones includes an N-terminal tail sequence, which is subject to a number of
modifications to effect changes to the chromatin structure (Zheng and Hayes, 2003).
A variety of post-translational histone modifications have been observed (Chandrasekharan et al., 2010), including methylation at arginine (R) or lysine (K) residues,
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acetylation at K residues, phosphorylation at serine (S) or threonine (T) residues,
and ubiquitination at K residues. The possible combinations of histone modifications
have become known as the “histone code” (Jenuwein and Allis, 2001). Chromatin
structure can also be regulated by the binding of small RNA molecules, such as
endogenous miRNAs (Place et al., 2008; Paugh et al., 2016) that are complementary
to certain promoter sequences and increase the expression of genes controlled by these
promoters (a process known as RNA activation (RNAa)); and PIWI-interacting small
RNAs (piRNAs), which are involved in silencer transposons by maintaining them in
heterochromatin (Siomi et al., 2011).
Initiation and transcription factors
Transcription begins when transcription factors bind to the promoter of a gene. In
mammals, promoters take two main forms (Gagniuc and Ionescu-Tirgoviste, 2012;
Yang et al., 2007): the TATA element, which contain the sequence TATA approximately
thirty base pairs upstream of the transcription start site (TATA box), and have a
slight enrichment of A/T bases; and CpG island, which do not contain a TATA box,
and are enriched for C/G bases (60–70%).
Within the promoter, a number of sequence elements can be present (Fig 1.1). As
well as the TATA box mentioned above, these include the Initiator element (INR; Smale
and Baltimore, 1989); the TFIIB Recognition Element (BRE; Lagrange et al., 1998)
located immediately upstream of the TATA-box when present; the Downstream Core
Promoter Element (DPE), located at +28 to +32 relative to the INR, and typically
found in promoters lacking a TATA-box (Smale and Kadonaga, 2003); and the GC Box,
the binding site of the Sp1 transcription factor (Huber et al., 1998), and common in
CpG promoters. Other promoter elements, including YY1, NRF1, NRF2, CAAT and
CREB, are discussed in Xi et al. (2007), and a system for classifying promoters based
on their sequence composition is presented in Gagniuc and Ionescu-Tirgoviste (2012).
Overviews of the RNAPII core promoter (containing the BRE, TATA box, INR and
DPE) are available in Butler and Kadonaga (2002) and Smale and Kadonaga (2003).
Research by Hurst et al. (2014), using data from the ENCODE project (ENCODE
Project Consortium, 2012) on transcription binding sites, found that the number of
transcription factor binding sites in a promoter is a strong predictor of expression
breadth (the number of tissues in which a gene is expressed). This research also
suggested that most eukaryotic transcription factors are activating, that is, increase
gene expression by binding the promoter.
Transcription initiation with RNAPII requires the assembly on promoter DNA of
a complex including RNAPII along with a number of general transcription factors:
IIA, IIB, IID, IIE, IIF and IIH (Kim et al., 1997). Binding at the promoter is initiated
by IID, also known as TATA-binding protein (TBP; Baumann et al., 2010). In vitro,
under conditions conducive to DNA melting, a complex of RNAPII with IIB, IID
and IIF is competent at transcribing RNA (Kim et al., 1997). In vivo, IIH (recruited
to the complex by IIE) features helicase activity, forming the transcription bubble
in the DNA, which is stabilised by IIF binding to the nontemplate strand (Kim
10
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Figure 1.1: A schematic representation of the RNA Polymerase II core promotor, after
Butler and Kadonaga (2002) and Smale and Baltimore (1989). The elements shown may not
be present in all promoters.

et al., 2000; Kornberg, 2007). IIH is also involved in phosphorylating the C-terminal
domain (CTD) of RNAPII, along with positive transcription elongation factor (PTEFb). Phosphorylation of this domain is required to initiate the elongation phase of
transcription (Lee and Young, 2000), and for the binding of the spliceosome to the
nascent RNA molecule.
Working alongside promoters, i.e., proximal regulators of gene expression, are more
distal elements in the genome which also influence expression: the enhancers, which
increase gene expression; and the silencers, which decrease gene expression. Enhancers
in mammalian cells were first discovered in association with the immunoglobulin heavy
chain gene of mice (Banerji et al., 1983). Since that time, active enhancers have been
found in a variety of cell and tissue types (Andersson et al., 2014).
The question of how enhancers increase gene expression was unclear until quite
recently (Pennacchio et al., 2013). Initially, Enver et al. (1985) noted that the SV40
enhancer is capable of inducing DNase I hypersensitivity in the β-globin gene, suggesting that the chromatin structure of the gene was altered. This conclusion is supported
by later work, such as that of Heintzman et al. (2007), finding that monomethylation of H3K4 is strongly enriched in enhancer regions, combined with a depletion
of histone H3. The most recent theories suggest than chromatin remodelling within
topologically-associating domains (TADs) is responsible for bringing enhancers and
promoters together to drive gene expression (Bonev and Cavalli, 2016).
The polymerase RNAPII has been observed binding at enhancer loci (Heintzman
et al., 2007), with widespread bidirectional transcription by RNAPII at enhancers
(Kim et al., 2010), producing enhancer RNA (eRNA). The rate of transcription was
observed to correlate with the level of mRNA synthesis at nearby genes, suggesting
eRNA expression is linked with enhancer activity. It is possible, though not proven,
that eRNA is involved in chromatin regulation, in a similar fashion to other short
RNA molecules such as piRNA. A review of eRNA biogenesis and function is available
from Lai and Shiekhattar (2014).
Silencer elements operate when bound by repressors. Several different models
of repressor operation have been proposed (Maston et al., 2006). One example is
repressors binding near or at an activator binding site, preventing activation of the
gene: this occurs with the BCL-6 repressor, which binds loci overlapping with Stat6
binding sites in the interleukin response promoter Iε in mice (Harris et al., 2005).
11
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This is also the mechanism employed by the classic lac operon in E. coli. Another
mechanism for repressor operation was observed by Srinivasan and Atchison (2004),
where the repressor, in this case YY1, recruits histone modifiers which deacetylate
and methylate histones, blocking access to promotor sites.
Elongation phase
The RNAPII complex does not begin transcription immediately. Instead, the elongation phase of transcription begins with DNA “scrunching” (Kapanidis et al., 2006;
Revyakin et al., 2006), during which the RNAPII complex pulls downstream DNA
into itself. During this process, the transcribing complex enters into cycles of abortive
initiation, synthesising and releasing short RNA transcripts (8–10 nt). Eventually, the
transcription initiation complex synthesises the first 8–15 nt, allowing it to escape the
promoter and become an active elongation complex. The unwinding and compaction
stress induced in the DNA by scrunching drives the separation of the RNAPII complex
from the promoter DNA and from the initiation factors (Kapanidis et al., 2006). This
step is also regulated by transcription elongation factors, such as GreA (Goldman
et al., 2009). The abortive transcripts may themselves have biological function, and
have been shown in E. coli to have trans-acting anti-termination activity (Lee et al.,
2010).
Once transcription has reached the productive phase, the rate of elongation remains
variable, both during the transcription of a single gene, and on a gene-by-gene basis
(Jonkers and Lis, 2015). This variation affects the efficiency of co-transcriptional
processing, such as intron splicing: refer to section 1.5.2 below for more details on
factors affecting splicing regulation.
Co-transcriptional mRNA processing
Nascent pre-mRNA molecules produced by RNAPII are subject to modifications
during transcription: the addition of an 7-methylguanosine (m7 G) cap at the 50 end
and a poly(A) tail at the 30 end. Mature mRNA is then formed by splicing out
the introns from within the coding sequence. All three of these modifications are
coordinated by the CTD of RNAPII (Bentley, 2002; Proudfoot et al., 2002). When
examined in vitro, these three steps appear to be independent, but current opinion
is that all three are simultaneous in vivo (Bentley, 2014): indeed, co-transcriptional
splicing was observed under electron microscopy by Beyer and Osheim as early as
1988. This section gives a brief overview of the processes active at the 50 and 30 ends
of the transcript: see section 1.5.2 for more detail on splicing regulation.
Early on during transcription, a cap consisting of m7 G triphosphate is added
to the 50 end of the growing RNA molecule, with a 50 –50 linkage – compared to
the standard 50 –30 linkages typically used in RNA phosphodiester bonds, the cap
is inverted, protecting the transcript from attack by 50 exonucleases. In humans,
adding this cap requires two enzymes: one (RNGTT) is responsible for both RNA
triphosphatase and guanylyltransferase activity, while the second (RNMT) handles the
7-methyltransferase functionality. These enzymes are recruited by the phosphorylated
12
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CTD (Lee and Young, 2000), with the MT enzyme remaining bound to the CTD
during the elongation phase, which it may be involved in regulating (Bentley, 2002).
Polyadenylation occurs at the 30 end of transcription, during which a poly(A) tail
is added to the 30 -UTR of the transcript. The formation of this tail aids in terminating
transcription and promotes exporting the mRNA from the nucleus to the cytoplasm
(Colgan and Manley, 1997). The poly(A) tail of mRNA is composed of 150–200 repeats
of adenosine nucleotides (Edmonds et al., 1971), and is formed using a two-step
reaction: first, the nascent pre-mRNA is cleaved by the endoribonuclease CPSF-73
(Mandel et al., 2008), 10–30 bases downstream of the cleavage/polyadenylation site.
The second step, synthesising the poly(A) tail from ATP, is performed by polyadenylate
polymerase (PAP).
Post-transcriptional regulation
After transcription is complete, it is still possible for the cell to prevent translation of
the transcript into protein. One mechanism is RNA-induced silencing using miRNAs.
miRNA molecules are 19–25 nt long, endogenous single-stranded molecules which use
inexact complementarity to inhibit the translation of large numbers (up to hundreds) of
mRNA molecules. miRNAs are transcribed by RNAPII. The resulting primary miRNA
(pri-miRNA) is partially processed by the enzymes DROSHA and DGCR8 (known as
Pasha in some species) to yield pre-miRNA, an incompletely base-paired stem-loop
structure of approximately 70 bp (Lund and Dahlberg, 2006). The pre-miRNA is
exported from the nucleus and trimmed further by Dicer into the miRNA-miRNA*
duplex, where miRNA* is paired to the miRNA. The duplex is then incorporated
into the RNA-induced silencing complex (RISC) and the miRNA* discarded. It was
estimated by Friedman et al. (2009) that over 60% of protein-coding genes in the
human genome have evolutionarily conserved miRNA target sites in their 30 -UTRs.
miRNA can cause endonucleolytic cleavage of target mRNA transcripts (Filipowicz
et al., 2008): this is particularly common in plants. However, in animals, miRNA acts
mostly via other pathways, including by repressing translation or by destabilising the
target mRNA and causing degradation.

1.4

RNA editing

Another form of co-transcriptional modification, which occurs between the 50 capping
and splicing (Rieder and Reenan, 2012), is RNA editing. In mammals, the prevalent
form of editing in mRNA transcripts is the conversion of adenosine to inosine (see
Figure 1.2). This form of editing is catalysed by the adenosine deaminase acting on
RNA (ADAR) family of enzymes, ADAR1 (ADAR) and ADAR2 (ADARB1). A third
enzyme, ADAR3 (ADARB2), is not catalytically active, and is expressed only in the
brain (Savva et al., 2012). The expression of ADAR3 is negatively correlated with
editing rates (Tan et al., 2017), and it is hypothesised to inhibit the function of other
ADAR genes via competitive binding (Oakes et al., 2017). In terms of base pairing,
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Figure 1.2: Conversion of adenosine to inosine by the ADAR enzyme, requiring one molecule
of water and yielding one molecule of ammonia.

inosine acts most similarly to guanosine, and therefore yields guanosine residues in
the cDNA after reverse transcription (in this context used for RNA sequencing).
Because RNA editing occurs before splicing, the presence or absence of edited sites
can affect transcript splicing (Valente et al., 2013). This can occur by the direct creation
of novel acceptor splice sites (AA → AI, which acts like AG), by the destruction of
existing splice acceptor sites (AG → I G), or by the creation of a novel splice donor
site (AU → I U, which acts like GU). The ADAR2 gene is itself an example of this,
as it is capable of editing its own pre-mRNA transcript to create a functional AI
splice acceptor site, thereby regulating the alternative splicing of its own transcript
(Rueter et al., 1999). Other work by Raitskin et al. (2001) has shown that both
ADAR1 and ADAR2 are associated with spliceosomal components within large nuclear
ribonucleoprotein particles, and are involved in the regulation of alternative splicing
via editing of splicing regulatory elements in the pre-mRNA (Solomon et al., 2013).
In mammals, A-to-I RNA editing is common in the brain and central nervous
system (Hwang et al., 2016), and several associations have been identified between
RNA editing and various neurological disorders. For example, the removal of an
editing site in the GRIA2 gene, due to down-regulation of the ADAR2 gene, results
in the death of motor neurons in patients with amyotrophic lateral sclerosis (ALS)
(Hideyama et al., 2012). Other mutations which affect editing at the same site have
been implicated in sensitivity to migraines (Gasparini et al., 2016). Variations in
editing can also facilitate adaptation under divergent environmental conditions. In
octopus, for example, both Arctic and Antarctic species show extensive editing at one
site in the transcript for the delayed rectifier K+ channel, resulting in a coding change
which accelerates the gating kinetics and enables channel functionality at much colder
ambient temperatures (Garrett and Rosenthal, 2012). Tropical species, in contrast,
exhibit little editing at the same site, maintaining gate kinetics appropriate for warmer
climates (Garrett and Rosenthal, 2012).
At the molecular level, one function of RNA editing is the regulation of gene
silencing by miRNA. Liang and Landweber (2007) showed that RNA editing in the
30 -UTRs of human genes may create ∼ 200 miRNA binding sites, and disrupt ∼ 300
pre-existing sites. Much of this regulation involves editing the precursor miRNA
transcripts, which naturally contain hairpin folded structures amenable to editing by
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Figure 1.3: Intron 50 and 30 splice site motifs, along with consensus sequences surrounding
the branch point site (orange box). Sequences for the major and minor spliceosomes are
shown at the top and bottom of the figure respectively. In the sequences, R represents A
or G (purines), Y represents C or U (pyrimidines) and S represents G or C (strong bonds).
Sequences are for human introns, obtained from Turunen et al. (2013) and Irimia and Roy
(2014).

the ADAR enzymes. RNA editing has been observed in approximately 6% (Blow et al.,
2006) to 16% (Kawahara et al., 2008) of human miRNA transcripts. The possible
consequences of this editing include: the suppression or enhancement of Drosha cleavage
of pri-miRNA (Nishikura, 2010), the degradation of editing pri-miRNA transcripts by
the inosine-containing-dsRNA-specific Tudor-SN endonuclease (Yang et al., 2006), and
the suppression of Dicer-TRBP cleavage of pre-miRNA (Kawahara et al., 2007). The
ADAR enzymes have also been shown to interact directly with pre-miRNA transcripts
(Qi et al., 2017) to augment processing into active miRNA. RNA editing in the mRNA
sequence can also disrupt miRNA binding by altering the secondary structure of the
transcript in a way that alters the accessibility of the binding site to the miRNA-AGO2
complex (Brümmer et al., 2017).

1.5

mRNA splicing

Almost all mammalian genes contain introns, which must be spliced out of the mRNA
transcript before successful translation is possible. For example, Lander et al. (2001)
found that the average human gene had 8.8 exons, while Venter et al. (2001) observed
that at least 24% of bases in the human genome are spanned by introns (compared
to only ∼ 1% by exons). Splicing is performed by a large ribonucleoprotein complex
known as the spliceosome (Wahl et al., 2009). These structures exist in two variants
(known as the major and minor spliceosomes: Turunen et al., 2013), differing in their
component small-nuclear ribonuclear proteins (snRNPs) and recognised splice sites
(Fig 1.3).
During splicing, the 50 and 30 splice sites are marked by the binding of snRNP
components U1 and U2 (Black, 2003). Splice site selection is also influenced by other
molecular mechanisms (Black, 1995), such as splicing regulatory elements (SREs; Wang
and Burge, 2008), and exonic and intronic splice enhancers and silencers (Erkelenz
et al., 2014). These factors are modulated in a tissue-specific fashion, allowing splicing
to display tissue specificity (Blencowe, 2006). Tissue-specific control impacts organismal
development, and contributes to the massive cellular and morphological diversity seen
in differentiated life-forms, through the mechanism of alternative splicing (AS).
15
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1.5.1

Alternative splicing

In the preceding description of splicing, it was assumed that introns and exons are
clearly delineated, and that intron and exons are respectively excluded or included
constitutively in the final mRNA transcript. However, when the pre-mRNA transcript
is spliced under AS, this is no longer the case. For example, a gene may nominally
consist of three exons. This gene may then undergo AS, resulting in two mRNA
isoforms: one with all three exons included, and another with the middle exon missing.
In this way, it is possible for cells and organisms to greatly expand their transcriptomes
and proteomes without adding new genes into the genome. The result of this is that
mammalian cells, though present in a large array of specialised tissues, contain only
four times the number of genes present in single-celled yeast (Blencowe, 2006). Wang
et al. (2008) estimate that 92%–94% of genes in humans undergo AS, jumping to
approximately 100% when excluding single-exon genes. Around 86% of all human
genes have at least one alternative isoform with a relative frequency of at least 15%.
Classifications by Breitbart et al. (1987) and Blencowe (2006) provide seven classes
of AS. The classic form, as in the example above, is known as a cassette alternative
exon. A similar class has mutually exclusive alternative exons, where only one of two
exons somewhere in the middle of a transcript can be included in the mRNA. The
third class of AS has alternative first exons and associated promoters, while the fourth
class includes transcripts with alternative final exons and associated polyadenylation
sites. Intron retention, where an intron is included in the mRNA, makes up a fifth
class. The final two classes consist of introns with alternative 50 or 30 splice sites,
changing the length of the preceding or following exon respectively.

1.5.2

Control of splicing and splicing efficiency

An important step in pre-mRNA transcript splicing is intron definition: the determination and selection of the correct splice donor and acceptor sites (Fig 1.4). These sites
are marked early in the splicing process, during the E phase of spliceosome assembly
(Reed, 2000; Black, 1995). The U1 snRNP binds to the GU splice donor site at the 50
end of the intron. The U2AF snRNP binds to the 30 end of the intron: subunit U2AF35
to the AG splice acceptor site, and U2AF65 to the polypyrimidine tract upstream.
After U2AF associates with the intron, the U2 snRNP binds, forming the A complex;
this in turn attracts the U4-U5-U6 tri-snRNP, forming the B complex spliceosome
and completing the intron definition (Wahl et al., 2009).
Correct splice site selection in vertebrates is aided by exon-bridging interactions,
facilitated by cis-acting exon splice enhancers (ESEs) and exon splice silencers (ESSs),
known collectively as splicing regulatory elements (SREs). This process of exon
definition (Berget, 1995) is necessary in these organisms because their gene structure
is typically represented by short exons separated by long introns: this makes it difficult
for correct intron-spanning complexes to form. ESEs are bound and activated by
serine/arginine rich (SR) proteins, thereby promoting cross-exon interactions between
U2 and U1 snRNPs on adjacent introns: this interaction promotes the activation of
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Figure 1.4: A schematic model of the operation of the major spliceosome, beginning at the
top-left with unspliced pre-mRNA and continuing anticlockwise to the processed mRNA and
lariat intron at the top-right. Two exons are indicated by red boxes, along with features of
the intron sequence, including the 50 and 30 splice sites (GU and AG respectively), the branch
point adenosine A and the pyrimidine-rich region YYYYY. The two trans-esterification
reactions are indicated by grey arrows in complexes B* and C. Modified from Wahl et al.
(2009) and Villa et al. (2002).

the splice sites and the inclusion of the exon in the final mRNA transcript (Wang and
Burge, 2008). Antagonistically, the ESSs are bound by proteins of the heterogeneous
nuclear ribonucleoprotein (hnRNP) family, such as polypyrimidine-tract binding
protein (PTB) and members of the hnRNP A/B and hnRNP H groups (Cartegni
et al., 2002). The interplay between ESE and ESS sites is regulated by the cell to
control AS (Mayeda and Krainer, 1992).
As both ESE and ESS binding sites are located in exonic coding sequences, they
can be interrupted or created by mutations in the coding sequence. These mutations
include synonymous point mutations which have no effect on the amino acid sequence
of the translated protein, and therefore are often ignored by researchers looking
for causative mutations. As mutations in the ESE or ESS can potentially lead to
exon skipping or frameshift mutations, they are capable of causing severe deleterious
effects, despite some of them being synonymous. An example of this is responsible
for the disease spinal muscular atrophy (SMA; Lorson et al., 1999). This disease is
caused by the loss of the SMN1 gene. However, another gene, SMN2, produces an
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identical protein, but only provides partial protection from SMA. This is because
of a synonymous point mutation in exon 7 of SMN2, which disrupts an ESE and
causes the exon to be skipped in the majority of transcripts, resulting in low levels
of functional SMN protein and the disease phenotype. In addition to the ESE and
ESS elements, which are present in the exons, there are similar elements present
in the introns (Wang and Burge, 2008): these are known as intron splice enhancers
(ISEs) and intron splice silencers (ISSs). These elements are believed to be of primary
importance for the regulation of AS, due to the existence of intron motifs adjacent to
alternatively spliced exons, which are conserved between nematodes and mammals
(Wang and Burge, 2008).
Alongside regulation of AS, several factors influence the splicing efficiency of whole
genes, where splicing efficiency is defined as the rate constant of the splicing reaction,
and measured as the ratio of mRNA reads to pre-mRNA reads (Pikielny and Rosbash,
1985) or the degree of intron retention (Moehle et al., 2014). One of these factors is the
elongation rate of RNAPII, that is, how quickly the RNA polymerase enzyme complex
moves along the gene during the elongation phase of transcription (see section 1.3.1).
Moehle et al. (2014) found that yeast strains with fast elongation rates exhibit lower
splicing efficiency across many genes than strains with slower elongation rates. A
similar result was also observed in Drosophila by Khodor et al. (2011), who also
showed in the same study that splicing efficiency can vary significantly across introns
in the same gene, with lower efficiency for longer introns and for first introns. RNAPII
elongation speed also affects the inclusion or exclusion of cassette exons (Fong et al.,
2014). Those with weaker splice sites and shorter surrounding introns tend to be
included more often by slow RNAPII than by fast RNAPII.
Co-transcriptional pre-mRNA processing is coordinated by the CTD of RNAPII
(Bentley, 2002): indeed, it has even been named the “tail that wags the dog” (Steinmetz,
1997). In vertebrates, this domain consists of 52 repeats of the consensus amino-acid
heptad YSPTSPS. The serine residues at positions two and five in the repeats are
differentially phosphorylated at different stages of transcription, thereby controlling
the association between RNAPII and other proteins, such as 50 -capping enzymes and
cleavage/polyadenylation factors. In terms of splicing efficiency, the CTD has been
observed in vivo by Du and Warren (1997) to associate with SR proteins and snRNPs,
and to be involved in the formation or structure of nuclear speckle domains: these
domains contain factors necessary for splicing (Misteli and Spector, 1999). Zeng and
Berget (2000) found that the CTD is required for correctly splicing transcripts by exon
definition, and that phosphorylated CTD associates U1 snRNPs with pre-mRNA.
Because splicing happens co-transcriptionally, the RNA polymerase complex is
still associated with the chromatin framework of the DNA when splicing begins. This
enables chromatin and chromatin modifications to interact with the splicing machinery.
Gunderson et al. (2011) showed in budding yeast (Saccharomyces cerevisiae), for
example, that acetylation of histone H3 is required for U2 snRNP with the intron
branchpoint, and therefore for correct spliceosome function. Further study in yeast
species has identified distinct sets of genes where splicing is impacted by the chromatin
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modifications Ub-H2B, H3K4me and H3K36me (Tanny et al., 2007; Hérissant et al.,
2014).
The complexity of splicing and other transcriptional processes presents various
mechanisms by which to impact gene expression phenotypes. In Chapter 3, three
molecular phenotypes will be developed to measure aspects of gene expression both
pre- and post-splicing, and splicing efficiency. These phenotypes will be used to
identify proximal genetic loci that influence the phenotypes (cis-QTL) using GWAS
methodologies. Both QTL and GWAS will be discussed in the following section.

1.6

GWAS and QTL

Variation is central to biology: appreciation of this fact dates back at least as far as
Darwin in his Origin of Species (1859). It was also noted by Darwin that a portion
of this variation is heritable, that is, passed from parents to offspring. Since then, it
has been discovered that the heritable portion of variation resides in the DNA of all
organisms. The field of statistical genetics attempts to use mathematical approaches to
understand this variation, and highlight the mechanisms of gene action and inheritance.
Using statistical techniques such as analysis of variance (ANOVA; Fisher, 1919), it
is possible to partition phenotypic variance into genetic and environmental sources
2
2
of variation: σP2 = σG
+ σE
(Falconer, 1960, chapter 8), where σP2 is the total

(phenotypic) variance, assuming no covariance between genotype and environment.
2
The genotypic variance σG
can be further divided into two components: the additive
2
2
(σA
) and dominance (σD
) variances. The additive variance component is of interest

to animal breeders, as it allows the estimation of the heritability of traits, as well as
the calculation of breeding values (Mrode and Thompson, 2005) for use in breeding
decisions.
However, for many traits, it remains an open question as to what loci in the DNA
are responsible. When the variance of the traits is continuous, these loci are known
as QTL, though this term is also loosely applied to all regions of the genome that
impact traits. Traditionally, the traits studied in QTL experiments have typically been
anatomical, such as human height or the liveweight of cattle; or some other macroscopic
character, such as disease resistance, or the concentrations of milk components in
dairy cattle. QTL analysis techniques, however, are not limited to these traits, and
molecular phenotypes, such as gene expression, or any other quantitative measures at
the cellular or molecular level, are also amenable to these methods.

1.6.1

GWAS

The genome-wide association study (GWAS) approach is a method for associating
regions of a genome (genotypes) with an observable trait (phenotype). This method
is commonly used in case-control studies with human data to identify genes and
variants involved in disease and other health-related traits (Pearson and Manolio,
2008). In contrast, studies on cattle often examine quantitative traits, such as milk
(e.g. Bouwman et al., 2011; Wang et al., 2012; Pryce et al., 2010) or meat (Snelling
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et al., 2010; Bolormaa et al., 2011b) phenotypes, as well as fertility (Pryce et al., 2010;
Hawken et al., 2012), efficiency (Bolormaa et al., 2011a), or disease (Littlejohn et al.,
2014a) traits. In both human and cattle studies, the genotypes are typically obtained
via high-throughput single nucleotide polymorphism (SNP) genotyping technologies
such as SNP chips, allowing large numbers of samples to be genotyped in a relatively
cost-effective manner. This step may also involve genotype imputation, where large
numbers of animals are genotyped using a low density panel, and then imputed to
higher densities of genotypes based on the haplotypes identified in a related reference
population (Browning and Browning, 2009).
GWAS methods can be described as either single-SNP or multi-SNP models. As the
name suggests, single-SNP methods analyse each SNP individually and independently.
These methods have the advantage of being fast and easy to implement. However,
there are some issues with this approach (Hayes, 2013). First, testing a large number
of SNPs individually means performing a large number of statistical tests: this requires
setting a very stringent significance threshold to avoid false positives, compromising
power to detect small or rare effects. Another issue is that, by fitting only one variant
at a time, other variants that might be useful for incorporation as covariates in these
models are not included. This may result in effect sizes being underestimated (Stringer
et al., 2011), impacting sensitivity to detect effects. A third problem, especially in
livestock where populations have small effective population sizes, is the occurrence of
long haplotype blocks, potentially exceeding of 250 kbp (Bovine HapMap Consortium,
2009). Such large blocks can contain a large number of variants, increasing the difficulty
of directly mapping the causative alleles using GWAS. Because of these limitations,
methods were developed for fitting all SNPs simultaneously, as described in more
detail below.
Multi-SNP methods, while addressing some of the issues described above, have
an inherent difficulty of their own. In most studies, there will be far more variant
sites available than there are genotyped (and phenotyped) animals: i.e., p  n. This
makes it impossible to fit all SNP at once using traditional linear regression, which
requires more observations than variables: n > p. To avoid this issue, researchers
have borrowed techniques from genomic prediction in animal breeding, which fit the
markers as random effect variables (Fernando and Garrick, 2013), using the linear
mixed model y = Xβ + Zα + . In this model, y represents the vector of phenotypes,
X is an incidence matrix relating the fixed effects to individuals, and Z is the matrix of
genotypes. The parameters estimated from the model are β, the vector of non-genetic
fixed effects; α, the vector of marker effects; and , the residual or error vector. The
marker effects (α vector) indicate the random partial regression coefficients for each
SNP, i.e., the effect of each SNP on the phenotype after adjusting for the fixed effects
and the genotypes at all other positions.
The parameters of the multi-SNP models are estimated using techniques such as
Gibbs sampling from Bayesian models, and a number of methods have been developed,
differing mainly in the prior distributions used for α. These methods compose the
“Bayesian Alphabet” of Gianola et al. (2009): Bayes A and Bayes B from Meuwissen
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et al. (2001); Bayes Cπ and Bayes Dπ from Habier et al. (2011); and an ever-expanding
range of other methods, reviewed by Gianola (2013). However, because there are fewer
observations than parameters when fitting these models, the prior distribution will be
influential in the posterior predictions (Gianola, 2013). This implies that, although
these models are useful for predicting overall animal performance (genomic selection
in animal breeding terms), they can have “doubtful inferential value” (Gianola, 2013).
The prior distributions of marker effects used by Bayes alphabet models include:
Bayes A (Meuwissen et al., 2001) Each marker k is assumed to have an effect
ak that is normally-distributed with mean 0 and variance σa2k . These in turn
are sampled from an inverse χ2 distribution with known or assumed degrees of
freedom ν and scale factor S 2 .
ak |σa2k ∼ N (0, σa2k )
σa2k |ν, S 2 ∼ νS 2 χ−2
ν

Bayes B (Meuwissen et al., 2001) Under Bayes B, it is assumed that a large
proportion (π) of markers will have no effect on the phenotype being evaluated.
To model this assumption, the prior distribution of ak sets that proportion of
the markers to have no effect. When π = 0, the model reduces to Bayes A. The
π parameter is often set to 0.95 or 0.99, on the assumption that most variants
have no effect, or can be estimated using models such as Bayes Cπ (see below).

0
if σa2k = 0
ak |σa2k ∼
N (0, σ 2 )
if σa2k > 0
ak

0
with probability π
σa2k |ν, S 2 , π ∼
νS 2 χ−2
with probability 1 − π
ν

Bayes C and Cπ (Habier et al., 2011) The Bayes C model is similar to Bayes B,
with the exception that the marker effects ak are modelled as samples from a
single distribution with variance σa2 , rather than each marker having its own
distribution with variance σa2k as in Bayes A and B. This reduces to a multivariate
Student’s t-distribution. In Bayes C, π is assumed to be known, while in Bayes Cπ
it is sampled from a uniform prior distribution, and can therefore be fitted by
the model.
ak ∼


0

with probability π

t(0, ν, IS 2 )

with probability 1 − π

π ∼ U (0, 1)
Other Bayes letters The Bayes Dπ method (Habier et al., 2011) is similar to
Bayes B but with a Gamma(1,1) prior for Sa2 , and a uniform prior for π as in
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Bayes Cπ. The Bayesian lasso method (Park and Casella, 2008), also known
as Bayes L, uses a double-exponential distribution with parameter λ to model
marker effects, rather than the normal or t distributions used above, and a
Gamma prior on λ2 .
BayesR (Erbe et al., 2012) builds on Bayes B by replacing π with several classes
of effect size: 0, 0.0001σa2 , 0.001σa2 , and 0.01σa2 , where σa2 is the additive genetic
variance of the trait. The BayesRC model (MacLeod et al., 2016) is similar, but
assigns each marker to one of these classes a priori, based on prior biological
knowledge about the marker sites.
Within this thesis, single-SNP methods have been applied for genetic mapping
studies in Chapters 3–7, and multi-SNP Bayesian methods (specifically, Bayes B) have
been applied in Chapter 8.

1.6.2

Population stratification

One advantage of multi-SNP methods is that they are less easily biased by population
stratification (Garrick and Fernando, 2013), something which can easily occur with
single-SNP methods unless suitable precautions are taken. Simply put, in a cattle
context population stratification is the phenomenon by which genotypes within a
population may be stratified through differences in family structure or breed. This
property of the data may result in spurious association when conducting genetic
mapping studies, where systematic differences in phenotype between breeds or families
may be falsely attributed to genotypes per se. This section describes methods for
controlling biases from population stratification in single-SNP models.
One method for controlling stratification is the Genomic Control (GC) of Devlin
and Roeder (1999), which estimates the inflation of test-statistics for case-control data
studies. This involves calculating the genomic control statistic λGC , defined as
λGC =

median(χ2 association statistics)
χ2df=1 (0.5)

where χ2df=1 (0.5) ≈ 0.455, and the χ2 association statistics for each SNP are

β

2
/s.e(β) .

In the absence of inflation, λGC ≈ 1, while values >1 indicate stratification or family
structure in the data. While this method is successful in controlling for stratification
under models of genetic drift, it is not adequate in the presence of selection (Price
et al., 2010), and is therefore not suitable as the sole method of control for livestock
populations under strong, directed, artificial selection.
Another group of methods attempts to infer population structure using eigenanalysis methods such as principal components analysis (PCA) (Hotelling, 1936). From
a biological perspective, PCA was first applied to population genetics by Menozzi et al.
(1978), and the method was formalised statistically by Patterson et al. (2006). PCA
has been applied to genotypes in GWAS studies using tools such as EIGENSTRAT
(Price et al., 2006), and the top components calculated by PCA can be fitted as fixed
effects in other single-SNP GWAS software. Some software packages, such as PLINK
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(Purcell et al., 2007), use a related statistical technique called multi-dimensional scaling
(MDS) rather than, or in addition to, PCA. This method was applied for the PLINK
results in Chapter 5 and the MatrixEQTL results used to identify eQTL tag variants
in Chapter 8.
A third approach is to fit models which explicitly account for covariances between
related animals: these are called mixed models. Unlike the PCA-based methods
described previously, which account only for genetic ancestry, mixed models are also
able to account for relatedness between animals in the study, further reducing the
inflation of test statistics (Price et al., 2010). One frequently-used implementation
is the mixed linear model in the Genome-wide complex trait analysis (GCTA) tool
(Yang et al., 2011, and used in Chapter 6). This tool implements the model
y = Xβ + g + 

(1.1)

Var(y) = σp2 = Gσg2 + Iσ2
where g is a vector of the total genetic effects for all individuals, and G is the genomic
relationship matrix (GRM: see next section) between the individuals. The polygenic
effect g is assumed to be normally-distributed, with mean 0 and variance Gσg2 , where
σg2 is the total variance explained by all SNPs. This model treats the SNP effects as
random effect variates.
The approach used in Chapters 4 and 7 implements a similar model using generalised least squares (GLS), treating the SNP effects as fixed effect variates. The
GLS model differs from ordinary least squares (OLS) by allowing heteroscedasticity
and correlations between the residuals (r ∼ Normal(0, σ 2 W)), whereas OLS requires
non-correlated, homoscedastic residuals (r ∼ Normal(0, σ 2 I)) (Baltagi, 1998). Note
that GLS simplifies to weighted least squares when the off-diagonal elements of W
are zero, and further to OLS when all diagonal elements are equal. In this thesis, the
matrix W was defined as

σ 2 W = σp2 · h2 A + (1 − h2 )I
(1.2)
= Aσg2 + Iσ2

(1.3)

where A is the numerator relationship matrix (see next section) between all individuals
and h2 is the narrow-sense heritability. See the Materials and methods sections of
Chapters 4 and 7 for further descriptions of this model.
The variance-covariance matrix in equation 1.3 is similar to that assumed by GCTA
(1.1), but replaces the genomically-derived GRM matrix G with the pedigree-derived
numerator relationship matrix A.

1.6.3

Pedigree- and genomic-relationship matrices

Relatedness between individuals can be determined using either pedigree records,
forming the numerator relationship matrix (A), or calculated from the animals’
genotypes, yielding the genomic relationship matrix (GRM; G). These matrices
typically describe the structure of the additive proportion of the genetic covariances,
although matrices for dominance variance are also possible.
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The numerator relationship matrix
This matrix contains the additive component (hence the abbreviation A) of the
relationships between all animals in a given study. It is based on the numerators of the
relationship correlation coefficients given by Wright (1922) in his study of inbreeding
and animal relatedness. The A matrix defines the structure of the covariance of the
vector of random additive animal effects (a) in the animal model (Henderson, 1976),
used in animal breeding:
y = Xβ + Za + e
In this model, y represents the vector of phenotypes, X is an incidence matrix
relating the fixed effects (β) to measurements, and Z is the incidence matrix of relating
other random effects (u) to measurements. Completing the model specification requires
defining the variance of each component, and covariances between them: Var(a) = Aσa2
and Var(e) = Iσe2 . Covariances between all random variates are assumed to be zero.
This model can be fitted by solving the Henderson mixed model equation (MME; for
example Henderson, 1976):
X0 X
Z0 X

X0 Z
Z0 Z +

!

σe
−1
σa A

β̂
â

!
=

X0 y

!

Z0 y

The inverse matrix A−1 can be calculated efficiently from pedigree records without
calculating A, using the method of Henderson (1975). The A matrix can be calculated
iteratively using the method outlined by Henderson (1976), given here for animal t.
• When both parents p and q of t are known:
1
ait = ati = (aip + aiq ) for i ∈ {1, 2, . . . , t − 1}
2
1
att = 1 + apq
2
• When only one parent p is known:
1
ait = ati = aip for
2
att = 1

i ∈ {1, 2, . . . , t − 1}

• When neither parent is known:
ait = ati = 0 for

i ∈ {1, 2, . . . , t − 1}

att = 1
This calculation assumes that the pedigree of the animals in the study is available
and accurately recorded. Additionally, the accuracy of the estimated relationship
between the animals depends on the number of generations of pedigree that are
available. For example, two animals sharing a grandsire will be treated as unrelated if
grandparents are not recorded. The calculations also assume perfect Mendelian sampling, so each animal is exactly 50% related to each parent, 25% to each grandparent,
and so on. However, the random nature of recombination during meiosis means that
this is true only on average, and that methods that directly use the genotypes of the
animals may give more precise estimates.
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The genomic relationship matrix
The genomic relationship matrix (GRM) is an alternative to the pedigree-derived
relationship matrix A which can be calculated using genotypes. This has the advantage
of allowing the use of animals with no recorded ancestry. The GRM is calculated
as follows (VanRaden, 2008). First, a matrix of marker genotypes M is generated,
with one row per animal and one column per marker. Genotypes are coded with
heterozygotes as 0, and the two homozygous classes as −1 and 1.
The second step is to centre M by subtracting from each column i the value
2(pi − 0.5), where pi is the frequency of the allele of marker i that had homozygotes
coded as 1 in M. This yields the matrix Z. This step of the calculation ensures that
shared homozygotes for rare alleles are weighted more strongly in the GRM than
those for common alleles. The allele frequencies used should be estimated in the
unselected base population to reduce the impact of selection and inbreeding. However,
this method assumes that the animals are from a single breed, so allele frequencies
are homogeneous across all animals, although other methods exist to account for
multi-breed populations (Harris and Johnson, 2010). The GRM G is calculated from
Z using the equation
G=

2

P

ZZ0
pi (1 − pi )

where the denominator scales the GRM to match the A matrix; or by creating the
diagonal matrix D with dii =

1
2mpi (1−pi ) ,

where m is the number of markers, and

calculating G = ZDZ .
0

One disadvantage of using the GRM is that all animals to be included must be
genotyped. However, an approach to combine the information in the A and G matrices,
when only a subset of animals have been genotyped, has been provided by Legarra
et al. (2009). In this approach, the A matrix is partitioned such that A22 contains all
genotyped animals. The combined relationship matrix H can be calculated as
H=

1.7

−1
A11 + A12 A−1
22 (G − A22 )A22 A21

!
A12 A−1
22 G

GA−1
22 A21

G

Molecular phenotypes for QTL mapping

Using methodologies such as RNAseq, it is possible to quantify the expression of any
given gene in a sample. This permits the treatment of gene expression as a quantitative
phenotype (see Chapter 3). Because this phenotype is based on the levels of a particular
molecule (RNA transcript), it is considered as an example of a molecular phenotype.
Expression QTL (eQTL) are genetic variations which influence the expression of a
gene (Schadt et al., 2003), similar to how the QTL described in the previous section
affect macroscopic phenotypes such as milk production.
At the time of writing, the largest published eQTL project to date is the GenotypeTissue Expression (GTEx) project (Lonsdale et al., 2013), describing the sequencing
of 1,641 post-mortem human samples representing 54 body sites and 175 individuals
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(GTEx Consortium, 2015). This project has reported thousands of shared and tissuespecific eQTL (Melé et al., 2015), studied the effects of nonsense-mediated decay on
gene expression (Rivas et al., 2015), and enabled advances in personalised medicine
(Keen and Moore, 2015). Expansion of the scope of this project is currently under
way, with the inclusion of additional molecular phenotypes for DNA accessibility
and methylation, as well as quantitative estimates of histone modifications and posttranscriptional RNA modifications (Stranger et al., 2017). Another large human
eQTL project is the GEUVADIS project, which performed deep mRNA and miRNA
sequencing in lymphoblastoid cell lines from 465 individuals (Lappalainen et al.,
2013; ’t Hoen et al., 2013), aiming to investigate regulatory variation and predict
disease-causing variants.
Expression QTL are identified statistically by fitting a linear model for each variant
using data from many individuals, with gene expression as the dependent variable
and the variant genotype as the independent variable (additional covariates are often
included). Because of the large number of tests performed – tens of thousands of
genes by hundreds of thousands or millions of variants – it is necessary to use multiple
testing corrections such as Bonferroni or false discovery rate (FDR) on the results to
reduce spurious positive results (Johnson et al., 2010). The gene expressions used have
historically been based on microarrays and most recently RNAseq experiments, while
the variant genotypes come from SNP chip genotypes or are called from sequence
data. The computations for discovering eQTL can be performed using software such
as PLINK (Purcell et al., 2007) or Matrix-eQTL (Shabalin, 2012), or any other piece
of software that implements the types of association analyses discussed in section 1.6,
above.

1.7.1

Molecular QTL data for gene and variant discovery

Having identified eQTL in an expression dataset, these findings may be used to
highlight candidate causative genes and variants operating via regulatory mechanisms.
This is based on the concept that, for a given QTL for a complex trait, that this signal
is driven either by a protein function mediated effect (e.g., an amino acid substitution
that impacts enzyme activity), or a gene expression-based effect (e.g., a promoter
mutation that modifies transcriptional activity). In the latter case, genetic modulation
of gene expression should be apparent, where the causative (and linked) variants for
the eQTL will be the same as the variants highlighted from analysis of the macroscopic
trait. Because the ‘phenotype’ for eQTL studies is the expression of a particular
gene, identifying commonalities between eQTL and macroscopic QTL also highlights
the identity of the causative gene for that trait by default. Published examples of
putative causative genes identified for cattle QTL by integrating eQTL data include:
the effect of PIGR gene expression on IgA concentration in milk (Berry et al., 2013),
the effect of PLAG1 expression on bovine stature (Karim et al., 2011; Fink et al., 2017),
and the effects of the AGPAT6 and MGST1 genes on milk composition (Littlejohn
et al., 2014b, 2016). In a number of the aforementioned papers, and throughout the
work presented in this thesis, eQTL are linked to macroscopic QTL by examining
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correlations between the variant association statistics of the eQTL and QTL. As above,
this method assumes that, when eQTL and QTL share the same molecular basis, that
the variant association rankings will be similar between traits.
The same principle applies to integration of other types of molecular QTL data,
assuming the alternative molecular phenotype participates in the mechanism of
causality from DNA to complex trait. An example of data that would be useful in this
context includes DNAse I hypersensitivity information, as previously described in a
human biology context (Degner et al., 2012). In Chapter 3, I describe the development
of methods to investigate novel transcript features using RNAseq data, where reads
mapping to exons, introns, or splice junctions are differentially interpreted to generate
novel phenotypes for QTL mapping and integration with GWAS data. Similarly, RNA
editing phenotypes are derived in Chapter 4 to investigate the genetic similarities of
this molecular phenotype with genetic signals identified from analyses of lactation
traits, representing the first such study to use RNA editing information in this way.

1.8

Sequencing bioinformatics: files and algorithms

The previous section outlined how molecular QTL can be integrated with GWAS
data to identify causative genes and variants. This section will introduce some of the
algorithms and standard data file formats employed in bioinformatics for processing
and storing the underlying data that permits these types of analyses. This review
focusses primarily on RNAseq data where the handling of transcript data differs from
pipelines aiming to utilise whole-genome sequence.
DNA sequencing is the process of determining the sequence of nucleotide bases
comprising the DNA of an organism. This can be de novo sequencing, where the
species has not been sequenced previously, to create a reference genome sequence for
that species; or resequencing, where a reference is already available, and new sequence
reads are mapped against it to identify variant positions, either in an individual or at
a population level. RNAseq is the application of these technologies, combined with
reverse transcription, to sequence the information in RNA molecules.
The below information is most relevant to the file formats and algorithms employed
to process short-read, high-throughput sequence information, such as that generated
using Illumina HiSeq machines. Although computational processes are similar for some
aspects of mapping DNA and RNA sequence data, these differ around the handling of
RNA-specific features such as introns and RNA-editing. Sequencing bioinformatics is
a rapidly-developing area of research, with new models and software implementations
being released frequently, making the standardisation of file formats important, so
that new software can be compatible with existing pipelines, and to enable easier
reproduction of existing results using newer methods.

1.8.1

Sequence reads

The outputs from an RNA sequencing run typically consist of short sequence reads,
stored in the standard text-based FASTQ format (Cock et al., 2009). A simple example
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of a FASTQ file is shown in Figure 1.5. Each read is described using four lines: the
header including the read ID, the sequence, a plus sign delimiter, and the base qualities.
This file contains two reads, labelled r1/1 and r1/2. These reads form a single read
pair, as the read IDs (r1) are the same, while the numeric suffices designate the first
and second read in the pair, which can be important information when using stranded
RNA sequencing library preparations. Note that, although ID lines always begin with
the character ‘@’, this is not unique, as the quality score line can also begin with
this character, as is the case for the first read in Figure 1.5. This situation can also
occur with the ‘+’ character (which delimits the nucleotide sequence from the quality
scores), making FASTQ files more difficult to parse than simple pattern matching
would otherwise allow with unique characters.
@r1/1
CTTGGGTTCA
+
@CCFFFDDHH
@r1/2
ATCCCCTGGA
+
##DBDDCDDB

Figure 1.5: An example of the FASTQ file format containing a pair of short sequence reads.
Each read contributes four lines: an initial header line starting with ‘@’, a second line (or
more) containing the nucleotide sequences, a third containing the character ‘+’, and a fourth
(or more) containing the quality score for each nucleotide with Phred encoding. Lines two
and four must be the same length.

The base quality scores in the FASTQ file are stored using Phred encoding, in
order to store each numeric score within a single text (as opposed to binary) character.
For each base quality score, the following algorithm is applied:
1. The sequence caller defines the probability P that the base was called incorrectly.
2. This is converted into an integer quality score Q = −10 log10 P . The resulting
number is known as the Phred quality score (Ewing et al., 1998; Ewing and
Green, 1998). Low Q scores correspond to high probabilities of incorrect calling
and lower quality.
3. The number Q + 33 is used as an index into the ASCII character set
(ANSI, 1986). Recent Illumina versions output Q values in the range 0–
41, corresponding to the ASCII characters (from low quality to high)
!"#$%&’()*+,-./0123456789:;<=>?@ABCDEFGHIJ.
Previous versions of Illumina software (before 1.8, released February 2011) used
a slightly different definition known as Phred+64, adding 64 to Q rather than 33.
This conflicted with the original definition used by Sanger (Phred+33) in FASTQ files
(Cock et al., 2009). These quality scores are taken into account by read mappers when
mismatches occur in the alignments, and by variant callers when deciding whether or
not a mismatch in the sequence represents a genetic variant rather than a sequencing
artefact.
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1.8.2

Read mapping and the SAM file format

A number of software tools are available to map short read sequence to a reference
genome, with the most popular for RNAseq including TopHat2 (Kim et al., 2013),
STAR (Dobin et al., 2013) and HISAT (Kim et al., 2015). These software packages
vary considerably in terms of speed and computational requirements, with STAR
being fastest by over an order of magnitude while also requiring several times more
RAM than TopHat2.
Mappers also vary in sensitivity and specificity when calling novel splice junctions
in the mapped reads: Engström et al. (2013) performed a systematic evaluation of
spliced alignment software using simulated data and found that GSNAP, STAR and
MapSplice performed favourably compared to other software, but that GSNAP and
MapSplice both performed relatively slowly: around 180 times more slowly than
STAR. Tophat2 is popularly used as a component of the standard Tuxedo protocol of
Trapnell et al. (2012) for differential gene expression analyses. Because no single piece
of software is optimal in all data sets, and because each piece of software has multiple
tuning parameters, tools such as Cadbure (Kumar et al., 2015) have been developed,
allowing researchers to compare the quality of alignments generated using different
methods.
Regardless of which mapper is used, the result is a file containing the reads
which were successfully placed on the reference genome, along with their locations
and other quality indications: this file is typically in the standard SAM format (Li
et al., 2009) or the equivalent compressed binary (BAM) format. In cases where more
compression is required, these can be converted into CRAM format files (Fritz et al.,
2011), although support for these files is less extensive than for the more standard
SAM and BAM formats. The official specification for the SAM file format can be
viewed at https://github.com/samtools/hts-specs.
@HD VN:1.4 SO:coordinate
@SQ SN:chr1 LN:158337067 UR:file:chr1.fa
@RG ID:g PL:ILLUMINA LB:rna SM:s1
r1 99 chr1 6994 50 10M = 7021 127 CTTGGGTTCA @CCFFFDDHH RG:Z:g NH:i:1 NM:i:1
r1 147 chr1 7021 50 10M = 6994 -127 ATCCCCTGGA ##DBDDCDDB RG:Z:g NH:i:1 NM:i:2

Figure 1.6: An example of the SAM file format, with one pair of reads mapping to
chromosome one (chr1). See the text and tables for an explanation of the headers (lines
beginning with @) and data fields. Note that this is a toy example, and the reads and sequence
positions do not match the actual bovine genome.

A simple example of a SAM-format file is shown in Figure 1.6, based on the
FASTQ file in Figure 1.5. Lines beginning with an @ character are headers, and
provide metadata about the file. All SAM files begin with a mandatory @HD header
describing the version number (1.4 in this example), plus the sort order for sorted
files. One or more @SQ headers are also present in the majority of files, defining and
naming the reference sequences to which the reads contained in the file have been
mapped. In this example, the sequence ‘chr1’ is defined to be 158 Mbp long with the
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Table 1.2: Summary of SAM format flags

Bit

Description

Decimal

Hex

1
2
4
8
16
32
64
128
256
512
1024
2048

0x1
0x2
0x4
0x8
0x10
0x20
0x40
0x80
0x100
0x200
0x400
0x800

read is paired
both pairs are aligned
read is unmapped
paired read is unmapped
read is on reverse strand
pair is on reverse strand
first read in pair
second read in pair
secondary alignment
read fails quality controls
PCR or optical duplicate
supplementary alignment

A summary of the bit-wise flags defined for use in SAM files. Because these are defined as
power of two, they can be easily stored and queried in binary format using bitwise operations.
For more information on the definitions of these flags, refer to the official SAM format
documentation at https://github.com/samtools/hts-specs.

nucleotide sequence provided in the file chr1.fa. The final header line, @RG, specifies
read groups, useful for designating sets of reads as belonging to different samples, such
as different animals or runs on the sequencer. In this example, one read group with ID
‘g’ is defined as belonging to sample ‘s1’ which was sequenced on an Illumina machine
using an RNA library. The read group to which each read belongs is specified using
the RG:Z optional field.
Following the header lines, the SAM file contains data on the mapped reads. The
example file in Figure 1.6 contains two reads, belonging to one pair. Each line in the
file describes one read, with eleven mandatory columns plus a number of optional fields
(three here). The first of the mandatory columns is QNAME, specifying the name of the
read or read-pair. In this example, both reads have the same QNAME “r1”, signifying
that these reads belong to the same read pair. The second field, FLAG, provides
metadata on the reads. The numbers in this field are calculated by adding the bit-wise
flags specified in Table 1.2. In the example, the first read is mapped as the first read in
a proper pair, with the mate read on the reverse strand: 1+2+32+64 = 99. The second
read is mapped as the second read in a proper pair, and is mapped on the reverse strand:
1 + 2 + 16 + 128 = 147. An online tool for converting between numbers and descriptions
is available at http://broadinstitute.github.io/picard/explain-flags.html.
The third and fourth fields (RNAME and POS) specify the mapped position
of the read on a reference chromosome. The name of the reference chromosome
must match an @SQ line from the file header. The fifth field contains the mapping
quality score (MAPQ), calculated by the alignment/mapping software. It is defined as
−10 log10 P(read is mapped incorrectly), represented as an integer rather than using
Phred encoding. The sixth field (CIGAR) specifies how the read maps at each position.
In both reads of this example, the string 10M indicates that the alignment matches
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the reference for all 10 bases, meaning that there are no insertions (I) or deletions (D)
present in the read, although variants which do not add or subtract bases may still
be present. Other CIGAR possibilities include skipped regions (N), used to represent
introns in spliced reads; and soft clipping (S), indicating that these bases have been
clipped, so do not form part of the alignment. These options can be combined, e.g.,
the string 7M1D3M indicates a one base deletion near the middle of the alignment.
The next two fields, RNEXT and PNEXT, are the chromosome and base position of
the mate read for each pair. The ninth field, TLEN is the total length of the pair of
reads, including any unsequenced interval between them or accounting for any overlap
between them. The length is provided as a positive number for the first read in the
pair, and as a negative number for its mate. The final two fields contain the sequence
of the read (SEQ) and the alignment quality (QUAL) of each base. The QUAL field is
formatted in the same way as the base quality line in the FASTQ format, as described
above.

1.8.3

Bioinformatic methods used by sequence mappers

This section provides a brief overview of some algorithms and data structures commonly
implemented in read mapping software, such as Bowtie, Tophat2, BWA and HISAT.
These are designed to facilitate the rapid processing of large numbers of short reads,
and to store the reference sequence in a manner which enables fast mapping while
managing or reducing memory requirements.
Suffix trees and suffix arrays
When mapping a read to a reference genome, the naive approach is to search for
the sequence of each read through the whole genome sequence. This operation takes
time linearly proportional to the length of the genome (n), i.e. is O(n) in the big-O
notation of Bachmann (1894). However, this can be sped up significantly by indexing
the genome to form a suffix tree, or, equivalently, a suffix array. The suffix tree was
originally developed by Weiner (1973), with a more efficient algorithm for constructing
them later developed by Ukkonen (1995).
To show how the suffix tree may be used to accelerate mapping, consider mapping
a read TTG to the genome TTGTTATTG, as illustrated in Figure 1.7. Each leaf in the
tree represents an index in the string (starting from zero) with a particular suffix,
with nodes representing characters in that suffix. To map TTG, we follow the nodes
T → T → G from the root node. The child leaf nodes represent the two mapped indices
zero (T̄TGTTATTG) and six (TTGTTAT̄TG). Reads that do not map to the reference can
also be identified quickly, as the algorithm will attempt to access a node that does
not exist in the tree. On average, mapping reads using this method operates in time
proportional to the length of the read (m), i.e., O(m).
As sequence reads are much shorter than the genome when using real data,
this method greatly accelerates the read mapping compared to the naive algorithm.
However, the suffix tree requires 20× more memory (in the best case) to load than
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Suffix Tree for string “TTGTTATTG”

9: $

5: ATTG$

G

T

8: $

2: TTATTG$
4: ATTG$

G

T

7: $

Suffix Array for string “TTGTTATTG”

1: TTATTG$

i
0 1 2 3 4 5 6 7 8 9
SA[i] 9 5 8 2 4 7 1 3 6 0

3: ATTG$

G

6: $

0: TTATTG$
Figure 1.7: The suffix tree for the sequence TTGTTATTG, alongside the corresponding suffix
array. The ‘$’ character represents the end of the string.

the original reference sequence (Kurtz, 1999). This motivated the invention of the
suffix array (Manber and Myers, 1990), which summarises the same information into
a smaller data structure (4 · n bytes of memory). The suffix array can be derived
from the suffix tree by traversing the tree in depth-first order, visiting child nodes in
lexicographic order, and noting the order in which the leaf nodes were visited. In this
ordering, nodes representing the end-of-string are visited before other children at each
node. Faster algorithms for constructing the suffix array also exist, such as the SA-IS
method of Nong et al. (2009) that is used in BWA.
Burrows-Wheeler transform
Indexing the genome using suffix trees or arrays can greatly increase the speed of
read mapping. However, the index used can consume considerably more RAM than
the original genome, providing an incentive to reduce memory use. One way with
which this can be done is by compressing the data. In sequence alignment, the most
common compression methods include the Burrows-Wheeler transformation (BWT)
(Burrows and Wheeler, 1994). The BWT is a method of reversibly sorting a string of
text, allowing more effective compression.
An (inefficient) implementation of the BWT algorithm is illustrated in Figure
1.8. The input is a sequence of n characters. The first step in the algorithm is to
generate all cyclic permutations of the input sequence, by removing the last character
from the string and replacing it at the beginning. This is done iteratively until all
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Original sequence

Transformed sequence

ATTGTTCATTCGC$

CC$GTTCTTTTGAA

Cyclic permutations

Sorted permutations

ATTGTTCATTCGC$
$ATTGTTCATTCGC
C$ATTGTTCATTCG
GC$ATTGTTCATTC
CGC$ATTGTTCATT
TCGC$ATTGTTCAT
TTCGC$ATTGTTCA
ATTCGC$ATTGTTC
CATTCGC$ATTGTT
TCATTCGC$ATTGT
TTCATTCGC$ATTG
GTTCATTCGC$ATT
TGTTCATTCGC$AT
TTGTTCATTCGC$A

$ATTGTTCATTCGC
ATTCGC$ATTGTTC
ATTGTTCATTCGC$
C$ATTGTTCATTCG
CATTCGC$ATTGTT
CGC$ATTGTTCATT
GC$ATTGTTCATTC
GTTCATTCGC$ATT
TCATTCGC$ATTGT
TCGC$ATTGTTCAT
TGTTCATTCGC$AT
TTCATTCGC$ATTG
TTCGC$ATTGTTCA
TTGTTCATTCGC$A

Figure 1.8: An example of the Burrows-Wheeler transformation, showing how the transformed sequence can be derived from the original. This algorithm is not generally applied in
practice, as higher-efficiency methods based on suffix arrays give better performance.

n permutations have been generated. The n permutation strings are then sorted
lexicographically, with the end-of-string character ‘$’ collated first. The last character
for each string in lexicographic order yields the transformed output string. Notice that
the output string has an increased number of runs of identical characters: for longer
strings, this will facilitate compressing the string more efficiently.
Note, however, that this particular naive implementation is inefficient, with the
asymptotic run-time limited by the sorting step to O(n log n). An alternative method
(Equation 1.4) uses the suffix array (SA) to calculate the BWT from the original text
(T ) in linear time (O(n)), as the suffix array can also be constructed in linear time.
BW T [i] =


T [SA[i] − 1]

i>0

$

i=0

(1.4)

FM-index and variants
When creating a full-text search index, the move from suffix tree to suffix array saves
a considerable amount of space. However, when working with text strings the length
of typical eukaryote genomes (approximately 3 billion base pairs for humans or cattle,
larger for many plants), these indexes can still consume considerable amounts of space.
To address this issue, Ferragina and Manzini (2000) created a compressed version of
the suffix array, known as the Full-text index in Minute space or Ferragina-Manzini
index (FM-index: Ferragina and Manzini, 2005).
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This index combines the BWT with the move-to-front transform (Bentley et al.,
1986), run-length encoding, and Huffman encoding (Huffman, 1952) to produce a
compressed text with length ≤ 5nHk (T ) + O(log n), where n is the length of the
original text, k ≥ 0, and Hk (T ) is the kth-order empirical entropy. The entropy of the
text string (genome sequence) is close to zero for highly repetitive sequences, and close
to one for random sequences. As a concrete example, the human genome is compressed
by the alignment software Bowtie2 (Langmead et al., 2009) to 1.3 GB. The FM-index
is also used by the spliced RNAseq aligner TopHat (Trapnell et al., 2009).
More recent mapping software uses extensions of the FM-index. The program
HISAT (Kim et al., 2015) uses a data structure called the Hierarchical FM-index
(HFM), consisting of a large number of local indices. Although this mapper uses more
memory than Bowtie2 (4.3 GB), it aligns reads approximately 100× as quickly as
TopHat2, which internally uses Bowtie2. A further extension to the HFM-index uses
the graph-based generalised compressed suffix array (Sirén et al., 2014) to implement
the Hierarchical Graph FM-index, as in HISAT2 https://ccb.jhu.edu/software/
hisat2/index.shtml. Using a graph to represent the reference genome, rather than
a single reference string, allows the incorporation of alternative sequences, such as
SNPs and indels, which increases sensitivity. This extension also enables the inclusion
of exon-exon junctions in the reference, facilitating the mapping of spliced RNAseq
reads in a single step, rather than building and mapping against separate spliced and
unspliced reference indexes.

1.8.4

File formats and algorithms for variant calling

SAM- and BAM-formatted files have numerous functions within sequence bioinformatics (Figure 2.1). One function is to provide data on read depth across the genome,
which provides information on gene expression, which can be used to derive expression
phenotypes for known genes (refer to Chapter 3). It is also possible to discover novel
genes and exons using read depth data, via tools such as Cufflinks (Trapnell et al.,
2010) or Stringtie (Pertea et al., 2015). Yet another use for BAM files is variant calling.
The Genome Analysis Toolkit (GATK) is a suite of software developed by the Broad
Institute (McKenna et al., 2010). GATK has historically developed two variant callers:
the original caller, known as the UnifiedGenotyper, has now been deprecated in favour
of the newer HaplotypeCaller. HaplotypeCaller produces call sets with high specificity
and rediscovery rates (Liu et al., 2013). It is, however, extremely slow compared to
other variant callers (see Table 1.3). HaplotypeCaller also implements joint calling,
where variants can be called on a population-wide basis using intermediate gVCF files.
This contrasts with the traditional method of batched calling, where all alignment
files are processed in a single run. The benefits of joint calling are better scalability to
large population sizes, and avoiding the need to re-run the entire analysis when new
animals are added.
SAMtools (Li and Durbin, 2009) is a set of programs for analysing SAM sequence
alignment files. In combination with BCFtools, it can also function as a SNP caller.
This caller is used by the 1000 Bull Genomes Project (Daetwyler et al., 2014), and is
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Table 1.3: Runtimes for four variant callers

Caller
Platypus
UnifiedGenotyper
SAMtools
HaplotypeCaller

B2014

H2015

R2014

2,500 s
6,000 s
6,000 s
58,000 s

6 min
24 min
64 min
91 min

24 min
700 min
127 min
2,176 min

Indicative running times for four callers, from three studies. Times for Baes et al. (2014)
(B2014) are given to the nearest 500 seconds; those for Hasan et al. (2015) (H2015) and
Rimmer et al. (2014) (R2014) are to the nearest minute.

one of the ten callers1 used by the (Human) 1000 Genomes Project (1000 Genomes
Project Consortium, 2015). Hwang et al. (2015) found SAMtools to be the most
accurate SNP caller (equal with Freebayes) on BWA-MEM alignments of Illumina
HiSeq reads, as judged by the area under the precision-recall curve. However, the
same study also observed that the performance of SAMtools on indel calling lagged
significantly behind the other two callers, with GATK slightly leading Freebayes.
Nevado and Perez-Enciso (2015) report that SAMtools has a higher sensitivity than
UnifiedGenotyper, especially at low read depths, but also has a higher false discovery
rate.
Sources of errors in variant calling
Regardless of the caller used, variant calling from sequence is subject to errors from
a variety of causes from all stages of the bioinformatics pipeline, including errors
in sequencing the DNA fragments and errors mapping the reads to the reference
genome. The reference genome itself may include assembly errors. Because of these, it
is desirable to filter erroneous calls out of the variant set. Variant callers aid in this
process by including estimates, obtained from the calling models, of the likelihood
that each variant is an error. This estimate is known as the QUAL score, and is
represented as the Phred-scaled probability that the variant is a false positive, i.e.,
does not truly exist. Other potentially useful statistics are also incorporated into the
INFO or FORMAT fields of the VCF file. The full range of fields included vary from
caller to caller, but typically include read depth and, when calling variants in multiple
individuals, estimated allele frequencies.
Calling variants accurately from sequence data requires adequate read depth. With
WGS, this problem can largely be mitigated by sequencing to higher read depth. In
RNAseq, however, the issue is more complicated, as read depth is proportional to gene
expression, which can vary by many orders of magnitude between genes. Furthermore,
read depth within a gene also varies considerably between introns and exons, especially
when poly(A)-primed libraries are used, as these bias the transcripts in favour of
spliced mRNA and away from unspliced pre-mRNA. This variation in read depths has
the effect that variants in exons of highly-expressed genes will be called much more
1 Cortex, Freebayes, GotCloud, HaplotypeCaller, Platypus, RTG, SAMtools/BCFtools, SGA,
SNPtools, and UnifiedGenotyper.
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accurately than those in introns, and variants within lowly-expressed genes may not
be called at all, especially those mapping to introns.
Calling variants from RNAseq data is also more challenging than WGS, due to
“the intrinsic complexity in the transcriptome” (Piskol et al., 2013). Several factors
lead to lower accuracies when calling variants from RNAseq. One mechanism which
frequently leads to false-positive calls is RNA editing (see section 1.4 and Chapter 4).
This phenomenon, as described earlier in the chapter, involves enzymatic processes
within the cell that result in base modifications to the RNA transcript. The most
common example of this process in mammalian cells is A-to-I editing, where adenine
bases (adenosine nucleotides) are deaminated into hypoxanthine (inosine nucleotides).
As inosines are converted to guanosines when producing cDNA for sequencing, this
form of editing yields false-positive A/G variant calls, or T/C when the transcript is
from the reverse strand.
Apart from inosine, two other modifications to adenosine have been observed
in mRNA, the methylations N 1-Methyladenosine (m1 A) and N 6-Methyladenosine
(m6 A). Methylations have also been observed on cytosines: 5-Methylcytosine (m5 C)
and 5-hydroxymethylcytosine (hm5 C). Although these modifications do not change
the cDNA sequence, it has been suggested (Harcourt et al., 2017) that the reverse
transcriptase enzyme is less efficient when reading through modified bases, which
can bias the read depth away from transcripts containing these modifications. This
can reduce the read depth of transcripts that contain these bases, making calls less
accurate in the corresponding genes. The efficiency of reverse transcriptase can also
be affected by RNA secondary structures such as hairpins (Suo and Johnson, 1998),
which may also bias read depth away from certain transcripts that contain these
structures. Both of these biases have the potential to reduce the likelihood of calling
variants with cis-acting effects promoting editing or altering secondary structures.
This is unfortunate, because such variants may have important biological functions as
a result of this regulation.
Even when the existence of a variant is predicted correctly, other biases may result
in incorrect genotype calls. For example, allele-specific expression (ASE; Lo et al.,
2003) occurs when the transcript containing one allele of a variant is expressed at a
significantly higher level than transcripts containing the opposite allele (see 9.2.2). In
heterozygous animals, this can result in skewed allele ratios in the reads mapping to
that locus, leading to false homozygous calls.
The VCF file format
The standard file format for variant calls is the variant call format (VCF) (Danecek
et al., 2011) or its binary equivalent, BCF. Like the SAM format, the VCF format
(Figure 1.9) begins with a number of metadata header lines. The first line designates
the version of the format: 4.1 in this example. Following this is a description of each
data field used, divided among the FILTER, INFO and FORMAT sections. The
FILTER section allows for soft filtering, where variants can be marked as failing
any filters which are defined here. In this example, a LOWQUAL filter is defined for
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##fileformat=VCFv4.1
##FILTER=<ID=PASS,Description="All filters passed">
##FILTER=<ID=LOWQUAL,Description="Low quality variant">
##INFO=<ID=AF,Number=A,Type=Float,Description="Estimated Allele Frequencies">
##FORMAT=<ID=GT,Number=1,Type=String,Description="Genotype">
##FORMAT=<ID=GP,Number=G,Type=Float,Description="Estimated Genotype Probability">
##contig=<ID=chr1,length=158337067>
#CHROM POS ID
REF ALT QUAL FILTER
INFO
FORMAT s1
s2
chr1
5
rs1
A
C
45
PASS
AF=0.6 GT:GP
1/1:0,0,1 1/0:0,1,0
chr1
10
rs2
T
G
2.7
LOWQUAL AF=0.4 GT:GP
0/0:1,0,0 1/0:0,0.6,0.4

Figure 1.9: A simple example of the VCF file format, consisting of two SNP variants
genotyped for two samples. The full VCF file specification is available from https://github.
com/samtools/hts-specs.

INFO fields
AC
AN
AF

Number of ALT alleles observed in the samples
The total number of alleles observed in the samples
Allele frequency estimated across the samples
FORMAT fields

GT
GP
GL
PL
DP
DB

Genotypes, separated by “/” for unphased, “|” for phased
Genotype probabilities: Ref/Ref, Ref/Alt, Alt/Alt
Genotype likelihoods, as an alternative to probabilities
Genotype likelihoods, on the Phred scale
Read depth at this position in the BAM file for this sample
Flag indicating dbSNP membership for this variant

Table 1.4: Examples of common INFO and FORMAT fields used in VCF files. INFO fields
apply to the whole variant record over all samples, while FORMAT fields apply to each
sample individually.

marking low quality variants. The reference chromosomes and contigs are also defined,
using ##contig headings.
The INFO and FORMAT sections both define metadata about the variants. The
difference between the two is that data in INFO applies to all samples in the file, while
FORMAT provides for data specific to each sample. Two variants are stored in the
example VCF file (Figure 1.9), genotyped in two samples (s1 and s2). Each variant
has data for nine columns that apply over all samples, plus one additional column per
sample. Here, both variants are on chromosome one (Chr1). The ID column stores a
unique identifier for each variant, generally an identifier from the dbSNP database if
the variant is known. The REF and ALT columns indicate the nucleotide sequence at
the variant site according to the genome reference (REF) and the alternative variant
allele (ALT). The QUAL column provides the quality score for the variant, based
on the probability that a variant does in fact exist at the called position. This is
calculated on the Phred scale, equivalent to the Q score defined in the FASTQ section
above.
The data available in the INFO and FORMAT fields depends on the source of the
file, e.g. called from sequence data or genotyped on a chip, and on the particular caller
used. Table 1.4 includes a sample of the most commonly included fields. Genotype
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confidence is useful as an input for imputation, and can be specified using probabilities
(GP) or likelihoods (GL). Likelihoods are often expressed on the Phred scale, in which
case the field is labelled PL. These options can be inter-converted using tools such as
the tag2tag plugin of BCFtools.
Measuring call accuracy
The best method for determining the accuracy of sequence variant calls is to compare
the calls to a gold-standard call set. On a whole-genome basis, this will typically be
derived from SNP chips, although methods such as Sanger sequencing may also be
used for more localised regions. A number of statistics have been devised to facilitate
this comparison, some of which are listed below. The following equations (DePristo
et al., 2011) show the calculations for these statistics in terms of two sets of genotypes
for a variant: the gold-standard comparison set (C) and the evaluation set (E). The
notation Xnr represents the subset of variant set X containing only the genotypes with
non-reference calls. An alternative, graphical, explanation for the three calculations is
provided in Figure 1.10. Each statistic can be calculated by tabling the genotype calls
according to genotypes in both sets, and summing the number of genotypes in the red
cells, and dividing by the total sum of all coloured cells (red or blue).
Genotype concordance (Conc): proportion of calls which were identical between
the comparison call set (HD chip) and the evaluated call set (RNAseq).
Conc(E, C) =

|{i ∈ E ∪ C : Ei = Ci }|
|E ∪ C|

(1.5)

Non-reference sensitivity (NRS): proportion of non-reference sites in the comparison data set which were also called non-reference in the evaluated set (RNAseq).
NRS(E, C) =

|Enr ∩ Cnr |
|Cnr |

(1.6)

Non-reference discrepancy (NRD): number of non-reference calls that were discordant between comparison and evaluation sets, as a proportion of all nonreference calls.
NRD(E, C) =

1.8.5

|{i ∈ Enr ∪ Cnr : Ei 6= Ci }|
|Enr ∪ Cnr |

(1.7)

Pipelines and protocols

This section describes some of the commonly-published pipelines or protocols for
performing RNAseq analyses. A number of protocols have been developed, in order to
satisfy a wide range of possible goals. For example, the Tuxedo protocol is designed to
enable the discovery of differentially-expressed genes, while the GATK best practice
guidelines are designed to facilitate accurate SNP and indel calling. All the pipelines and
protocols described here are designed for use with a pre-existing reference genome: other
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AA
AB
BB

NRS

SNP Chip
AA AB BB

AA
AB
BB

NRD
RNA

SNP Chip
AA AB BB

RNA

RNA

Conc

SNP Chip
AA AB BB

AA
AB
BB

Figure 1.10: Graphical representation of the genotypic concordance, non-reference sensitivity
(NRS), and non-reference discrepancy (NRD) calculations in Equations 1.5 to 1.7. In all
cases, the calculation to perform is the sum of the number of genotypes assigned to the red
cells, divided by the total sum over the red and blue cells.

1

protocols, such as Trinity (Haas et al., 2013) are required for de novo transcriptome
assembly and annotation.
The Tuxedo protocol (Trapnell et al., 2012), published by the Broad Institute,
provides a list of programs for performing differential gene and transcript expression
analysis. The Tuxedo protocol is centred on the TopHat (Trapnell et al., 2009) and
Cufflinks (Trapnell et al., 2010) programs, with later updates replacing TopHat with
TopHat2 (Kim et al., 2013) and subsequently HISAT2 (Kim et al., 2015). Cufflinks is
a tool for transcript assembly, that is, using the short RNAseq reads to assemble gene
transcripts, often with multiple isoforms. When a reference gene annotation exists, the
assembled transcripts can be annotated using the cuffcompare software distributed
with cufflinks, and differential expression can be analysed using cuffdiff.
Although the Tuxedo protocol has been widely used, some researchers have highlighted inadequate running speeds and the low sensitivity and precision of the suite
(Kim et al., 2015; Pertea et al., 2015). Therefore, an alternative “new Tuexedo” pipeline
(Pertea et al., 2016) was developed, centred on the HISAT or HISAT2 mapper Kim
et al. (2015) and StringTie transcript assembler (Pertea et al., 2015). Like the Tuxedo
protocol, this new protocol is designed to detect differentially-expressed genes and
transcripts. A comparison of the programs used in each protocol is shown in Figure 1.11.
Much of the improvement in speed results from the replacement of TopHat2 with
HISAT (Kim et al., 2015), with HISAT mapping 110,000 reads per second, compared
to <2,000 per second for TopHat2.
The Broad Institute provides the GATK Best Practices pipelines (van der Auwera
et al., 2013; DePristo et al., 2011) for SNP and indel calling, which are available for
both whole-genome sequence and RNA sequence data, and for both germline and
somatic mutations. These pipelines include steps for mapping the reads (using BWA
or STAR), marking duplicates, recalibrating base quality scores, as well as calling and
filtering variants. Recommendations are made for the software to use at each step, with
the majority of recommendations advocating the Broad-developed GATK and Picard
software packages. One commercial variant of this pipeline, developed by Sentieon Inc,
implements the GATK best-practise pipeline with “identical mathematics”, but running
ten times faster from raw reads to SNP calls. This caller won several categories in the
FDA precision medicine SNP and indel calling challenges (see https://precision.
fda.gov/.
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FASTQ Files

TopHat

HISAT

BAM Alignments

StringTie

Cufflinks

GTF/GFF Transcripts

Cuffmerge

StringTie --merge

Merged GTF

Cuffcompare

gffcompare

Annotated GTF
Cuffdiff +
CummeRbund

StringTie -eB +
Ballgown

Figure 1.11: A side-by-side comparison of the Tuxedo (left) and StringTie/Ballgown (right)
bioinformatics protocols for analysing differential gene expression from RNAseq data. Files
and file formats are common to both protocols, and are shown in grey.

1.9

Study goals and summary of chapters and objectives

Gene expression affects every aspect of biology, and understanding the genetic regulation of gene expression will improve our understanding of fundamental transcriptional
processes, how genes impact phenotype, and how these data can be used to shape
animal selection. To these ends, the work presented in this thesis will use bovine
RNAseq data to develop and investigate molecular phenotypes, and identify relevant
molecular QTL. These QTL will then be utilised to highlight candidate causative
genes underlying QTL for economically important milk production and growth traits
in cattle, with the ultimate goal of enabling improvements in the accuracy of breeding
value prediction, and enhancing genetic selection.
This thesis presents six experimental chapters, five of which have been published
as peer-reviewed journal articles. In Chapter 3 (as yet unpublished), I detail methods
to differentially categorise RNAseq reads mapping to distinct features of transcripts,
yielding quantitative molecular phenotypes that can be used to differentiate pre-mRNA
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from mRNA, and where the mRNA:pre-mRNA ratio is used as a proxy of splicing
efficiency. These phenotypes are then used to map exon-expression QTL (eQTL),
intron expression QTL (ieQTL; representing pre-mRNA), and splicing efficiency
QTL (seQTL) throughout the genome. These novel molecular QTL are then used
in combination with population-scale production information to highlight candidate
causative genes as hypothesised and discussed earlier in this chapter. In Chapter 4, a
method for detecting RNA editing from RNAseq reads is developed, and an associated
molecular phenotype for the proportion of RNA editing (Φ) is used to identify RNA
editing QTL (edQTL). Like eQTL, ieQTL, and seQTL, edQTL can be correlated with
genetic signals for macroscopic traits to suggest new candidate causative genes. In this
study, strong correlations are also observed between a subset of eQTL and edQTL,
demonstrating examples where gene expression may be regulated post-transcriptionally
through editing-mediated mechanisms.
The next three chapters explore the use of molecular QTL to identify candidate
causative genes underlying a variety of lactation and developmental traits. Chapter 5
presents a chromosome 11 QTL for stature, identified in a large (∼ 65,000 animal)
GWAS study. The analysis presents a single compelling candidate gene (MATN3),
identified through co-segregation with a highly significant MATN3 cis-eQTL. In
Chapter 6, a more complex locus on chromosome 5 is analysed, with multiple apparent
milk trait QTL that, although co-located, appear to be genetically distinct. The gene
CSF2RB is proposed as a candidate causal gene for at least a subset of these QTL,
highlighted by co-locating eQTL and edQTL that show genetic co-regulation.
The scope of QTL analysis is expanded significantly in Chapter 7, where I detail
a major GWAS for lactose yield and milk concentration phenotypes. This work
showcases further use of eQTL data as a method to highlight plausible causative genes,
in addition to identification of candidate protein-coding variants, for a combined total
of 21 lactose-modulating loci.
Chapter 8 explores another potential application of eQTL, by using variants that
tag these signals as inputs into a BayesB breeding-value prediction model for bulls.
Current implementations of genomic selection, that is, the prediction of breeding values
based on genetic information, generally use ‘anonymous’ variants from a SNP-chip
platform. However, I show that using variants with demonstrated biological effects
(i.e., eQTL tag-SNPs) can provide better predictive power compared to a similar
number of generic SNPs.
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Chapter
General methods

2.1

Overview

This chapter provides an overview of the general bioinformatics methods employed in
this thesis for aligning RNAseq reads and calling variant genotypes. This chapter also
describes the quality control steps undertaken to remove outlier data prior to its use,
and to design and implement criteria for filtering thresholds used in the selection of
variants identified in the RNAseq data.
The majority of high-throughtput DNA and RNA sequencing is carried out using
machines such as the Illumina HiSeq, a platform that produces large numbers of short
reads that typically need to be assembled to a reference genome to be informative.
This is because short read technologies give no indication of where in the genome the
reads originate, nor, with the exception of read pairs, any connections between the
reads. In order to extract useful data from this output, a number of in silico processes
and protocols have been developed by multiple groups. Figure 2.1 provides a basic
overview of a selection of these methodologies relevant to the work described herein.
A more extensive review of these methods was presented in section 1.8 of this thesis,
and is reviewed in Stawinski et al. (2016).
A brief summary of methods relevant to the current work follows. This work
included the alignment of RNAseq reads (from lactating mammary biopsy total
RNA, depleted for ribosomal sequences) to the bovine reference genome (UMD 3.1)
using Tophat2. The gene expression quantification FPKM and TPM values were then
calculated using Stringtie. Subsequently, the sequence variants found in RNA were
called using HaplotypeCaller and the SAMtools/BCFtools caller. DNA reads derived
from whole genome sequencing were aligned to the same genome using BWA, and
genomic variants were also called using HaplotypeCaller. Methods for identifying
RNA editing sites from RNA- and DNA-called variants may be found in Chapter 4.
Additional methods specific to each published paper may be found in the Methods
sections of those papers.
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GTF Files

StringTie

Cufflinks

TopHat2

FASTQ Files

HaplotypeCaller

BAM Files

STAR

VCF Files

SAMtools

Figure 2.1: Examples of the principle file types analysed in typical sequence bioinformatics
software pipelines. Read mapping programs (TopHat2, STAR) operate on raw reads (FASTQ
files) to produce alignments (BAM files). Variant callers (HaplotypeCaller, SAMtools) operate
on these alignments to produce variant calls (VCF files). Transcript assemblers (Cufflinks,
StringTie) also operate on BAM files, but produce gene transcripts (GTF files) and gene
expression estimates. Programs are coloured by protocol (section 1.8.5): blue for the Tuxedo
protocol and green for the GATK best practice recommendations.

2.2

Library preparation and RNA sequencing

RNA Sequencing is the application of DNA sequencing technologies to cDNA. A
simple overview of this process (from Chu and Corey, 2012; Wang et al., 2009) follows.
The library preparation step typically involves depleting ribosomal sequences (rRNA),
which comprise the majority of the RNA reads in a sample, then reverse-transcribing
the RNA into cDNA and fragmenting the molecules to the appropriate length for the
chosen library design and sequencing technology. Prior to sequencing, most protocols
incorporate adapter ligation and a PCR amplification step, with sequencing then
typically performed using high-throughput technologies to generate 10’s or even 100’s
of millions of reads per sample.
Within this broad framework, there are several options available to change the
library preparation strategy based on specific research questions. These include selecting RNA species based on poly(A) fractionation, targeting specific classes of RNA
molecules such as micro RNAs (miRNAs), or instead focusing on all RNAs in a sample
(typically referred to as a ‘total RNA’ library). For methods that focus on polyA
selection, only those RNA molecules with a polyadenylated 30 tail are selected to bias
representation of mature mRNA molecules (Mortazavi et al., 2008). Another factor
to consider is the choice of sequencing technology. Technologies such as Illumina’s
sequencing-by-synthesis approach can generate high volumes of short reads, which
is useful for measuring gene expression, whereas other methods such as PacBio or
Oxford Nanopore provide a lower output (because of the cost) of long reads, where
the long read length can be useful for identifying gene structures and their various
splicing isoforms.
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The RNAseq data used in this thesis was generated from biopsies obtained from the
lactating mammary glands of 411 cows, sampled in several stages. An initial pilot study,
totalling 29 animals, was sequenced in 2012. These samples were prepared using the
Illumina TruSeq RNA Library Prep Kit v2, and sequenced by New Zealand Genomics
Ltd, yielding 100 nt paired-end reads. The remaining 382 cows were sequenced using
the TruSeq Stranded Total RNA sample preparation kit (Illumina; Sultan et al.,
2012), by the Australian Genome Research Foundation, in two batches: 191 in 2013
and 191 in 2014. Both batches also yielded 100 bp paired-end reads. All 411 animals
were genotyped at the time of sequencing using Illumina SNP-chips. The pilot 29
animals were genotyped on the Illumina BovineSNP50 panel (54,001 markers), while
the remaining animals were genotyped on the higher-density Illumina BovineHD panel
(778,125 markers). The pilot animal genotypes were subsequently imputed to the
BovineHD panel using Beagle (Browning and Browning, 2009). DNA sequence data
used in this thesis was produced by LIC using the alignment, variant calling, and
imputation pipelines described in Jivanji et al. (2019).

2.3

Read mapping and samples filtering

The reference genome used for the analyses undertaken in this thesis work was the
bovine UMD 3.1 genome, developed by the University of Maryland (Zimin et al.,
2009) (the latest release is UMD 3.1.1 (Merchant et al., 2014), with identical base
positions, but differing by the removal of 138 scaffolds that were found to be the
result of microbial contamination). The animal from which the reference genome was
constructed was a US Hereford named Dominette, who was first sequenced by the
Baylor College of Medicine (Bovine Genome Sequencing and Analysis Consortium
et al., 2009). No publicly accessible dairy cattle-specific reference was available at the
time of writing.
For most purposes it is necessary to assign RNAseq reads to the gene from which
any particular sequenced RNA is derived. This information is obtained by aligning,
also known as mapping, each sequence read to a reference genome sequence, simultaneously incorporating gene annotation information. The mapper used to generate
the alignments used in this thesis was Tophat2 (version 2.0.11), as recommended by
the Tuxedo protocol (Trapnell et al., 2012). Following adapter trimming, mapping for
this thesis used a transcriptome index generated from the NCBI RefSeq annotation
database, which was extracted in April 2014. It was decided to increase the maximum
number of tolerated sequence mismatches when aligning each read, from the default
two to four, to improve sensitivity. Optical and PCR/library duplicates were identified and marked using the MarkDuplicates command in Picard tools (version 1.89;
http://broadinstitute.github.io/picard). This marking was used at the variant
calling step to exclude the duplicate reads (see below).
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Figure 2.2: Overall read mapping rate and concordant pair alignment rate, plotted for all
411 RNAseq samples. Red lines indicate the two quality filtering thresholds, where samples
with concordant pair alignment rates less than 60% were excluded. Samples with overall
mapping rates less than 75% were also excluded. These criteria removed five samples ( )
from subsequent analyses.

2.3.1

Identification and removal of outlier data

After mapping, the results from individual biopsy samples were filtered based on
mapping quality scores (Figure 2.2). Samples where the overall mapping rate was
below 75% were excluded, as were samples where concordant pair alignment rate was
below 60%. This resulted in five of the 411 samples being excluded, with four of these
failing to meet both of the two criteria.
Further quality control was applied to test for and remove the data from 18
of the 406 remaining animals with anomalous patterns of gene expression. Gene
expression levels were calculated from the numbers of individual reads mapping to
genes (read counts). Importantly, because total RNA was sequenced in this work, this
included reads that mapped to exons and introns. These figures were then adjusted
using the variance-stabilising transformation (VST) (section 3.1.1), and for batch
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Figure 2.3: The first four principal components (PCs) from gene expression data, showing
outlier samples with unusual patterns of gene expression. Red lines indicate outlier thresholds
three standard deviations from the mean (0) on each PC. Animal identification numbers are
shown for samples which exceeded these thresholds.

effects. The expression levels of the 400 most highly expressed genes were extracted,
and a PCA applied (Figure 2.3) using the princomp function (Venerables and Ripley,
2002) in R (R Core Team, 2017). The four most highly expressed genes, as expected
from lactating mammary tissue, were all casein loci (CSN1S1, CSN2, CSN1S1, CSN3),
followed by β-lactoglobulin (LGB/PAEP).
Following the recommendations of Ellis et al. (2013), any samples which were
more than three standard deviations from zero in any of the first six principal
components (PCs) were considered to be outliers and excluded from further analysis
(n=18 identified). The majority of outlier samples exceeded the threshold in only
one PC, with one sample in two of the six components, and two samples in three
PCs. It is not clear what processes lead to the presence of these outlier samples. One
hypothesis is that the biopsy for these animals was from a section of the udder which
had involuted and become non-productive, or reflected non-secretory tissue such as fat
pad or connective tissue. A second hypothesis is that these animals, though outwardly
healthy, may have been suffering sub-clinical mastitis. Alternatively, these samples may
have been compromised by some other unknown technical issue such as mishandling
prior to RNA extraction or problems with library preparation.
To test the influence of PCA-based removal of animals on eQTL significance levels,
a simple PLINK (Purcell et al., 2007) GWAS was run for each of seven genes that
were indicated during the 29 animal pilot study to exhibit cis-eQTL (henceforth the
pilot eQTL). This analysis did not include any covariates, and used genotypes from
the Illumina BovineHD platform. Analyses were run twice for each gene: first with all
the data from 394 animals with BovineHD genotypes available (actual or imputed:
some animals failed genotype quality control due to low call rates or mismatches with
parental genotypes), then with 377 animals after excluding PCA-detected outliers.
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Table 2.1: Testing the seven pilot cis-eQTL with and without outlier samples

394 cows
Gene

P

SNP (Mbp)

P

chr4: 13.7
chr12: 5.7
chr12: 5.7

−24

2.27 × 10
1.91 × 10−18
1.91 × 10−18

chr6: 87.4
chr6: 87.4
chr6: 87.4

1.43 × 10
1.43 × 10−22
5.18 × 10−21

chr14: 1.8

chr14: 1.7
chr14: 1.8
chr14: 1.9

1.12 × 10−28
1.78 × 10−26
1.10 × 10−23

chr14: 1.7
chr14: 1.8
chr14: 1.9

3.17 × 10−32
2.79 × 10−29
9.15 × 10−27

GPAT4

chr27: 36.2

chr4: 13.7
chr12: 5.7
chr12: 5.7

2.33 × 10−11
2.52 × 10−9
2.52 × 10−9

chr27: 36.2
chr27: 36.1
chr27: 36.2

1.55 × 10−19
1.54 × 10−17
2.10 × 10−10

LGB

chr11: 103.3

chr4: 13.7
chr12: 5.7
chr12: 5.7

5.23 × 10−27
2.40 × 10−19
2.40 × 10−19

chr11: 103.3
chr11: 103.3
chr11: 103.3

2.48 × 10−29
2.48 × 10−29
1.35 × 10−28

LTF

chr22: 53.5

chr22: 53.5
chr22: 53.5
chr22: 53.5

1.90 × 10−46
1.90 × 10−46
1.90 × 10−46

chr22: 53.5
chr22: 53.5
chr22: 53.5

3.47 × 10−45
3.47 × 10−45
3.47 × 10−45

MGST1

chr5: 93.9

chr5: 93.9
chr5: 94.0
chr5: 94.0

1.40 × 10−48
4.67 × 10−48
8.42 × 10−46

chr5: 93.9
chr5: 94.0
chr5: 94.0

1.01 × 10−54
1.58 × 10−52
3.70 × 10−50

chr14: 25.0

chr14: 25.0
chr14: 25.3
chr14: 25.3

1.21 × 10−29
2.15 × 10−24
4.34 × 10−24

chr14: 25.0
chr14: 25.3
chr14: 25.3

1.62 × 10−33
2.29 × 10−27
3.52 × 10−27

CSN3

DGAT1

PLAG1

Position (Mbp)

SNP (Mbp)

chr6: 87.4

377 cows
−22

The three most significant variants for each of seven pilot genes, before and after excluding
outlier samples. SNP and gene positions are given in million base pairs (Mbp) on the UMD 3.1
bovine reference genome.

With three of the seven cis-eQTL, no cis signal was observed when all 394 cows
were included in the GWAS (Table 2.1). However, highly significant cis-eQTL were
observed for all seven genes when the expression outlier animals were removed. In
addition, the cis-eQTL corresponding to three of the remaining four genes became
more significant, indicating that the outlier animals were contributing noise to these
signals.
The expression data from the outlier animals was investigated further by directly
examining the gene expression levels of the seven pilot genes. The relative transcript
levels from four genes are displayed in Figure 2.4, where they are plotted by the
genotype of the mostly highly significant eQTL SNP identified in the non-outlier
dataset. No cis-eQTL signal was identified for two of the selected genes (GPAT4 and
LGB) on analysis of the total data set including the outliers. With the removal of the
outlier data, a highly statistically significant signal was found. The plots in Figures
2.4A and 2.4B show that several of these animals (red circles) had anomalously low
expression of these two genes, suggesting that these outliers biased the results of linear
models in PLINK sufficiently to attenuate the signal. The expression levels of the
two remaining genes (DGAT1 and MGST1) both revealed very significant cis-eQTL
signals before the removal of the outlier, that were also more significant after outlier
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Figure 2.4: The effect of expression outliers on the expression levels of four of the seven pilot
genes. Each plot shows gene expression for a particular gene, classified by the genotype of
the most significant SNP after removing outlier samples. Red circles highlight the expression
outlier samples. Plots A (GPAT4) and B (LGB) show outliers with significantly lower gene
expression, which likely biased the linear models used in the 394-cow PLINK GWAS, resulting
in the loss of cis-eQTL signal (also indicated in Table 2.1). Plots C (DGAT1) and D (MGST1),
in contrast do not show these significant outliers. The top SNPs for the four eQTL were
(A–D) rs110519353, rs110186753, rs134432442, and rs134637616.

removal. There were no obvious data outliers for DGAT1 and MGST1, although the
gene expression levels for both tended to be below the medians of their respective
genotype classes.

2.4

DNA and RNA Variant calling

Variant calling identifies variants in the sequence reads through comparing the mapped
reads to the reference genome. This process of course also identifies where variants are
situated in the genome, as well as to producing genotype calls for each variant and
each individual. The callers used in this thesis were GATK HaplotypeCaller (version
3.3), recommended by the Broad Institute best practices (van der Auwera et al., 2013;
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DePristo et al., 2011), and SAMtools/BCFtools (version 1.2), used by the 1000 Bull
Genomes project (Daetwyler et al., 2014). Reads marked as duplicates were also
excluded from variant calling. Variants were annotated with reference SNP identifiers
(rs IDs) from dbSNP (version 140; Sherry et al., 2001) to identify previously-published
variants in the data set. It should be noted that, as of September 2017, dbSNP no
longer accepts genetic variants from non-human species, having been replaced in
this capacity by the European Variation Archive (EVA), hosted by the European
Bioinformatics Institute (EBI).
It should also be noted that some features of RNAseq data also complicate variant
calling. Both eQTL and allele-specific expression (ASE) have the potential to impact
allele depth, where gene expression for one allele is higher than the other. This skews
the allele balance, making variant calling less accurate, with the more highly expressed
allele potentially being called as a homozygous site.

2.4.1

Designing variant filter thresholds to maximise actual and
imputed data reliability

The reduced accuracy inherent in calling variants from RNAseq data requires that
the results be filtered before further analyses are conducted using the variants. One
standard approach for WGS data is to use the GATK best practices workflow, with
tools such as variant quality-score recalibration (VQSR) to aid in the design of
appropriate filters. However, the Broad Institute do not support VQSR for RNAseq,
and instead recommend using manual filtering. This section, therefore, describes
methodological development to assess the use of the statistics reported in the VCF
files to select appropriate thresholds for variant filtering. As one intended use of the
filtered genotypes was to contribute to an imputation scaffold, the filters were designed
to maximise the phasing and imputability of the resulting variant set. Therefore, the
filtering is more stringent than would be desirable for applications such as causative
variant discovery. Because variant calling was performed using two callers (see below),
only statistics reported for both of the callers were considered. The statistics used are
summarised below, consisting of: quality score (QUAL), read depth (DP), alternative
allele frequency (AF), and allelic R2 (AR2).
Quality score (QUAL) As described in section 1.8.4, the quality score states the
probability, assigned by the variant caller, that the variant is called correctly.
Therefore, we should expect that high quality variants will have more accurate
genotype calls than low quality variants.
Read depth (DP) Read depth refers to the number of reads that mapped to the
position where a particular variant was called, summed across all animals studied.
Higher read depths increase the chance of observing both alleles at heterozygous
sites, improving the accuracy of the called genotypes. Higher read depth also
improves the resilience of the caller to errors in the sequence reads: observing the
same base change in multiple reads allows the caller to be much more confident
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than when observing only one or two reads with base changes, especially when
these occur only near the ends of the reads (potentially a sign of sequencing
errors). When using RNAseq data, read depth is correlated to gene expression,
so highly expressed genes will tend to have more and better quality variant calls
than genes with lower expression levels.
Alternative allele frequency (AF) The alternative allele (assuming a biallelic
site) is the allele that is not present in the reference genome. Unlike minor allele
frequency (MAF), AF can range in the interval [0,1], where zero means that
the reference allele is fixed in the population under study, while one means that
the alternative allele is fixed. In this study, for example, the reference genome
(UMD3.1) is for an American Hereford beef cow, while the animals in this study
are New Zealand dairy cows. As a result, a number of “variants” are actually
fixed for the alternative allele, as these cows have been selectively bred over
many generations, resulting in the fixation of different markers.
This statistic, as used here, also depends on the call rate of the variant, as the
denominator (total number of alleles) includes missing values: this is equivalent
to assuming that all missing values are homozygous reference. For example, a set
of 100 animals will have a total allele count of 200, assuming biallelic variants.
Variants with low call rates will have missing values in a number of animals,
depressing their maximum possible allele frequencies.
A variant with a higher AF is easier to call accurately than a variant with a
low AF, in a similar way to higher DP. However, in this case, there are more
observations across multiple animals, rather than within the reads of a single
animal. More frequent alleles also have the advantage of being easier to impute,
as imputation accuracy drops rapidly when AF is less than 2–5% based on
current SNP-chip scaffold densities and sequence references of comparable sizes
to those described (Bouwman et al., 2018; Sanchez et al., 2017; Pausch et al.,
2017b).
Allelic R2 (AR2) The allelic R2 is a statistic calculated by the Beagle phasing and
imputation software package (Browning and Browning, 2009). This statistic is
defined as the squared correlation between the unobserved actual allelic dosages,
and the imputation-predicted allelic dosages, i.e.,
R2 =

Cov(X, Z)2
Var(X)Var(Z)

(2.1)

where Xi ∈ {0, 1, 2} is the unobserved actual allelic dosage (number of alternative
alleles), and Zi ∈ {0, 1, 2} is the allelic dosage with the highest posterior probability. However, because X is unobserved, these variances need to be estimated
from the genotype probabilities. Letting Y = (yi (1), yi (2), yi (3)) be the posterior
probabilities of the three genotype classes, the following approximations are used
over n samples (Browning and Browning, 2009):
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(Browning and Browning, 2009), substituting these approximations into Equation 2.1 yields the following estimate of allelic R2 .
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Variant calling was performed on mammary RNAseq data obtained for 411 dairy
cows, using both the GATK HaplotypeCaller and the SAMtools/BCFtools caller. These
call sets were then phased and imputed using Beagle (Browning and Browning, 2007,
2009). This imputation set filled in any missing genotypes, and potentially changed
the genotypes at low-quality sites. A subset of 367 cows were also genotyped using
the Illumina BovineHD SNP chip, providing a comparison set of genotypes against
which the RNAseq calls could be assessed. To examine the effects of imputation on the
concordance statistics, calculations were done both pre- and post-imputation. Only
variants on chromosome one (chr1) were used in this study. Concordance statistics were
computed using unpublished software developed internally at LIC by Mike Keehan.

2.5

Called and imputed variant concordance findings

Raw, pre-filtering concordance statistics for the two variant callers are shown in
Table 2.2. SAMtools/BCFtools (ST) called 42.3% more biallelic SNP variants than
HaplotypeCaller (HC), resulting in a higher recall rate for the HD chip genotypes.
ST also exhibited higher genotypic concordances and lower NRD (both desirable),
but also lower NRS (not desirable), as well as many more allele coding mismatches.
Definitions of the NRS, NRD, and Conc measures of concordance are provided in
section 1.8.4.
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Phasing and imputing the RNAseq genotypes had a dramatic effect on all three
concordance statistics. In particular, NRS improved substantially for both callers,
while Conc and NRD both degraded. This may indicate that, while the presence
of an alternative allele in an animal can be predicted fairly accurately from the
surrounding genotypes, leading to high sensitivities (NRS), there were insufficient
animals (n=367) to accurately phase the genotypes, causing inaccurate genotype
imputation and consequent reductions in concordance and increased discrepancies
(NRD).
Table 2.2: Summary pre-filter concordance statistics

Imputation

Caller

SNPs

Recall

Conc

NRS

NRD

Errors

Pre

HC
ST

761,461
1,083,906

54.3%
68.6%

0.840
0.863

0.370
0.293

0.219
0.185

1
269

Post

HC
ST

761,461
1,083,906

54.3%
68.6%

0.695
0.617

0.943
0.945

0.365
0.440

0
0

Mean concordance statistics (Conc=genotype concordance; NRS=non-reference sensitivity;
NRD=non-reference discrepancy) for HaplotypeCaller (HC) and SAMtools/BCFtools (ST)
before filtering, reported pre- and post-imputation. The recall column states the percentage
of variants in the HD genotype set that were recalled in the RNAseq variant call set. The
Errors column is the number of allele coding errors, where the variant caller represented the
variant with a different alternative allele than that in the HD genotypes.

These mean values disguise considerable levels of variation between variants (Figure 2.5). For both callers, variants are observed with genotypic concordances ranging
from zero, meaning that all genotype calls are incorrect, to one, where all genotypes
are correct. This range of values is present both pre- and post-imputation. The same
observation is true of NRS and NRD, with an inversion of the interpretation of range
for NRD.
Concordance statistics are reported in Tables 2.3 to 2.6. Statistics are shown for
both callers (HC and ST), as well as the intersect of the two (I), i.e., the set of
variants that were called by both callers. HC genotype calls were used for the intersect
comparisons. Filtering results are reported both pre- and post-imputation, with the
exception of the AR2 filter, where values are not available pre-imputation.
The concordance statistics for several QUAL score filters are displayed in Table 2.3.
As expected, more stringent filters on variant quality lead to improvements in the
concordance statistics. This effect was most pronounced for the NRD in the postimputation comparison, and for the NRS in the pre-imputation comparison. Filtering
on quality score had a bigger impact on calls from ST than on calls from HC: this
is because the quality scores reported by ST have a maximum value of 999, whereas
those reported by HC extend into the millions (maximum 4,050,380), implying that
the scores (and underlying probabilities) are scaled very differently between the two
callers, with ST assigning less certainty to its calls. Imputation uniformly improved
the NRS statistic across both callers and all filters; however, genotypic concordance
dropped uniformly, and NRD increased in all cases except for HC variants with quality
scores exceeding 900.
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Figure 2.5: Distributions of concordance statistics for HaplotypeCaller (HC) and SAMtools/BCFtools (ST) before filtering, reported pre- and post-imputation. Panel A shows
genotypic concordance, panel B shows non-reference sensitivity (NRS) and panel C shows
non-reference discrepancy (NRD).

Concordance statistics also improve, as expected, for variants with higher read
depths (Table 2.4). Read depths in this table were based on fold coverages per animal
for the entire 410-cow RNAseq dataset. Therefore, 410 reads represents approximately
one read per animal, 20 reads approximately one read per twenty cows, and 2,050 reads
would equate to five reads per cow. Imputation was found to benefit the concordance
statistics for variants with higher read depths, but also made the statistics for lowdepth variants worse. Specifically, genotypic concordance was higher post-imputation
only when read depth exceeded 102 (approximately one read per four animals) for
HC or 205 (one read per two animals) for ST. The same observation is true (replacing
higher with lower) for NRD. The NRS statistic was uniformly improved by imputation.
Filtering on allelic R2 (Table 4) also yields good concordance results, with NRD
<0.02 for HaplotypeCaller and SAMtools/BCFtools when AR2>0.95. Good results
were also obtained for genotypic concordance and NRS. Unlike the other filters tested
here, AR2 is calculated by Beagle during phasing, rather than by variant caller.
Therefore, only the post-phasing/imputation results are available and shown in the
table.
The concordance results for alternative allele frequency filtering (Table 2.6) show
an interesting pattern between the pre- and post-phasing result sets. For both the
genotypic concordance and NRD, the concordances are much lower for low AF variants,
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Table 2.3: Filtering SNPs by quality score (QUAL)
10

25

50

75

100

125

150

200

250

900

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.695
0.943
0.365
24,442

0.696
0.943
0.363
24,281

0.701
0.944
0.357
23,843

0.709
0.944
0.349
23,177

0.716
0.945
0.341
22,567

0.723
0.946
0.333
22,019

0.731
0.946
0.324
21,443

0.745
0.947
0.308
20,434

0.758
0.948
0.294
19,626

0.841
0.959
0.195
15,064

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.628
0.946
0.430
29,357

0.652
0.946
0.406
26,792

0.680
0.946
0.378
24,276

0.701
0.947
0.356
22,621

0.716
0.948
0.340
21,544

0.725
0.948
0.326
20,670

0.739
0.948
0.314
19,974

0.756
0.950
0.280
18,952

0.769
0.951
0.280
18,211

0.851
0.965
0.182
14,065

I: Conc
I: NRS
I: NRD
I: #SNPs

0.697
0.943
0.362
24,084

0.702
0.944
0.356
23,581

0.713
0.944
0.344
22,686

0.726
0.945
0.330
21,720

0.736
0.946
0.318
20,954

0.746
0.947
0.307
20,293

0.755
0.947
0.297
19,730

0.770
0.948
0.280
18,816

0.781
0.950
0.266
18,111

0.859
0.962
0.173
14,004
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25

50

75

100

125

150

200

250

900

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.840
0.370
0.219
24,442

0.840
0.372
0.219
24,281

0.840
0.377
0.219
23,843

0.840
0.387
0.218
23,177

0.840
0.396
0.218
22,567

0.840
0.404
0.217
22,019

0.840
0.414
0.216
21,443

0.840
0.433
0.215
20,434

0.841
0.449
0.214
19,626

0.846
0.565
0.203
15,064

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.863
0.307
0.184
29,357

0.863
0.336
0.183
26,792

0.863
0.370
0.182
24,276

0.864
0.396
0.182
22,621

0.864
0.415
0.181
21,544

0.864
0.432
0.180
20,670

0.864
0.446
0.180
19,974

0.865
0.468
0.179
18,952

0.865
0.485
0.178
18,211

0.869
0.602
0.168
14,065

I: Conc
I: NRS
I: NRD
I: #SNPs

0.840
0.373
0.219
24,084

0.840
0.379
0.218
23,581

0.840
0.392
0.218
22,686

0.840
0.408
0.217
21,720

0.841
0.422
0.216
20,954

0.841
0.434
0.215
20,293

0.841
0.455
0.215
19,730

0.841
0.465
0.213
18,816

0.842
0.480
0.212
18,111

0.849
0.594
0.198
14,004

Post

Pre

The effects of a range of filters on genotype call qualities (QUAL) for HaplotypeCaller (HC)
and SAMtools/BCFtools (ST), as well as the intersect (I), which is reported for HC genotype
calls. The top table displays the results for filtering after phasing and imputation with Beagle,
while the bottom table displays the results pre-phasing. The rows for numbers of SNPs
(#SNPs) indicate how many SNPs were in both the variant call set and the HD SNP chip,
and therefore used when calculating the concordance statistics.

similar at 10% AF, and higher post-imputation for high AF variants. This agrees with
reports from Bouwman et al. (2018) and Sanchez et al. (2017) that low-frequency
variants impute poorly, although both studies report that the steepest drop in accuracy
occurs in variants with frequencies below 5%. The drop observed at higher frequencies
may be due to the smaller reference population employed here, or the other peculiarities
of RNAseq-derived variant calls (e.g. possible allele depth biases alluded to earlier),
compared to the DNA-based calls benchmarked in the aforementioned papers.
Plotting the genotypic concordance (Figure 2.6), NRS, and NRD against the
numbers of variants showed that, for a given level of concordance, all filters return a
similarly-sized set of variants. This result makes it difficult to establish any one of the
filters as superior to the others. Instead, there appears to be a fixed trade-off between
variant quantity and quality. As the aim here was to generate a variant set to use as
an imputation reference, the focus of the filters was to improve variant quality and
imputatabilty. To that end, the following filters were chosen:
• Read depth >8: this helps to ensure accurate genotype calls at heterozygous
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Table 2.4: Filtering SNPs by read depth (DP)
20

41

102

205

307

410

615

820

1,025

2,050

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.774
0.937
0.283
19,493

0.818
0.935
0.235
17,085

0.868
0.941
0.176
14,360

0.910
0.954
0.122
12,154

0.932
0.962
0.094
10,945

0.945
0.967
0.076
10,009

0.958
0.975
0.057
8,656

0.967
0.979
0.046
7,637

0.972
0.983
0.039
6,835

0.981
0.988
0.026
4,252

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.768
0.935
0.274
19,208

0.813
0.935
0.240
16,829

0.866
0.942
0.178
14,103

0.909
0.956
0.123
11,951

0.935
0.965
0.089
10,734

0.950
0.971
0.069
9,783

0.966
0.979
0.048
8,368

0.974
0.983
0.037
7,348

0.978
0.986
0.031
6,538

0.987
0.992
0.019
3,954

I: Conc
I: NRS
I: NRD
I: #SNPs

0.782
0.936
0.274
18,867

0.824
0.936
0.228
16,636

0.873
0.943
0.169
13,993

0.914
0.956
0.117
11,870

0.935
0.964
0.088
10,654

0.948
0.970
0.052
9,720

0.962
0.977
0.052
8,316

0.970
0.982
0.042
7,308

0.975
0.985
0.035
6,501

0.986
0.992
0.019
3,937

Post

20

41

102

205

307

410

615

820

1,025

2,050

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.842
0.471
0.217
19,493

0.845
0.535
0.213
17,085

0.851
0.624
0.205
14,360

0.861
0.706
0.191
12,154

0.870
0.754
0.180
10,945

0.878
0.789
0.169
10,009

0.893
0.838
0.149
8,656

0.906
0.871
0.130
7,637

0.917
0.895
0.115
6,835

0.952
0.951
0.067
4,252

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.865
0.485
0.182
19,208

0.867
0.549
0.179
16,829

0.872
0.640
0.173
14,103

0.880
0.721
0.163
11,951

0.887
0.769
0.154
10,734

0.893
0.804
0.146
9,783

0.905
0.854
0.130
8,368

0.916
0.886
0.116
7,348

0.926
0.909
0.103
6,538

0.958
0.963
0.058
3,954

I: Conc
I: NRS
I: NRD
I: #SNPs

0.842
0.483
0.216
18,867

0.845
0.545
0.212
16,636

0.852
0.634
0.203
13,993

0.862
0.715
0.190
11,870

0.872
0.763
0.177
10,654

0.881
0.799
0.165
9,720

0.897
0.850
0.143
8,316

0.910
0.883
0.124
7,308

0.922
0.908
0.108
6,501

0.960
0.964
0.056
3,937

Pre

The effects of a range of filters on read depth (DP) for HaplotypeCaller (HC) and SAMtools/BCFtools (ST), as well as the intersect (I), which is reported for HC genotype calls.
The top table displays the results for filtering after phasing and imputation with Beagle,
while the bottom table displays the results pre-phasing.

Table 2.5: Filtering SNPs by allelic-R2 (AR2)

0.05

0.10

0.25

0.33

0.50

0.66

0.75

0.90

0.95

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.849
0.937
0.199
14,772

0.881
0.945
0.159
13,293

0.921
0.956
0.108
11,441

0.931
0.959
0.094
10,928

0.945
0.965
0.076
10,106

0.955
0.971
0.062
9,193

0.963
0.975
0.052
8,408

0.982
0.989
0.025
5,499

0.989
0.994
0.015
3,302

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.866
0.942
0.179
13,689

0.895
0.950
0.142
12,379

0.936
0.964
0.087
10,607

0.947
0.967
0.074
10,120

0.960
0.974
0.056
9,314

0.970
0.979
0.042
8,483

0.976
0.983
0.034
7,825

0.988
0.992
0.017
5,458

0.992
0.996
0.012
3,198

I: Conc
I: NRS
I: NRD
I: #SNPs

0.873
0.942
0.170
13,590

0.901
0.950
0.134
12,289

0.936
0.962
0.087
10,524

0.944
0.965
0.077
10,044

0.954
0.970
0.064
9,238

0.962
0.975
0.053
8,407

0.968
0.979
0.045
7,712

0.985
0.991
0.022
4,983

0.990
0.995
0.014
2,753

Post

The effects of a range of filters on allelic-R2 (AR2) for HaplotypeCaller (HC) and SAMtools/BCFtools (ST), as well as the intersect (I), which is reported for HC genotype calls.
Only post-phasing/imputation results are available, as AR2 is calculated by Beagle during
this process.
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Table 2.6: Filtering SNPs by alternative allele frequency (AF)
0.5%

1.0%

5.0%

10.0%

25.0%

33.0%

50.0%

66.0%

75.0%

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.701
0.943
0.358
23,998

0.713
0.942
0.346
23,177

0.792
0.936
0.263
18,467

0.837
0.936
0.212
16,002

0.898
0.950
0.137
12,782

0.919
0.957
0.110
11,728

0.948
0.969
0.072
9,861

0.964
0.978
0.049
8,164

0.972
0.982
0.039
7,056

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.661
0.943
0.399
26,550

0.695
0.940
0.366
23,880

0.791
0.935
0.266
18,013

0.836
0.936
0.214
15,638

0.899
0.952
0.136
12,458

0.919
0.960
0.106
11,408

0.948
0.973
0.063
9,557

0.964
0.982
0.039
7,827

0.972
0.986
0.030
6,737

I: Conc
I: NRS
I: NRD
I: #SNPs

0.711
0.942
0.348
23,173

0.724
0.941
0.331
22,084

0.803
0.935
0.251
17,754

0.844
0.937
0.204
15,488

0.904
0.952
0.129
12,374

0.925
0.960
0.102
11,332

0.952
0.972
0.066
9,497

0.967
0.980
0.045
7,783

0.975
0.985
0.035
6,700

0.5%

1.0%

5.0%

10.0%

25.0%

33.0%

50.0%

66.0%

75.0%

HC: Conc
HC: NRS
HC: NRD
HC: #SNPs

0.840
0.378
0.219
23,998

0.840
0.392
0.219
23,177

0.843
0.497
0.215
18,467

0.847
0.569
0.211
16,002

0.857
0.682
0.196
12,782

0.864
0.723
0.188
11,728

0.879
0.796
0.167
9,861

0.898
0.858
0.141
8,164

0.893
0.893
0.120
7,056

ST: Conc
ST: NRS
ST: NRD
ST: #SNPs

0.863
0.347
0.185
26,550

0.863
0.388
0.184
23,880

0.866
0.516
0.181
18,013

0.869
0.587
0.177
15,638

0.878
0.702
0.166
12,458

0.883
0.743
0.159
11,408

0.895
0.814
0.143
9,557

0.911
0.873
0.123
7,827

0.923
0.906
0.106
6,737

I: Conc
I: NRS
I: NRD
I: #SNPs

0.840
0.389
0.219
23,173

0.840
0.410
0.218
22,084

0.844
0.513
0.214
17,754

0.847
0.582
0.209
15,488

0.859
0.695
0.194
12,374

0.866
0.736
0.184
11,332

0.883
0.809
0.162
9,497

0.903
0.869
0.134
7,783

0.919
0.903
0.113
6,700

Post

Pre

The effects of a range of filters on alternative allele frequency for HaplotypeCaller (HC) and
SAMtools/BCFtools (ST), as well as the intersect (I), which is reported for HC genotype
calls. The top table displays the results for filtering after phasing and imputation with Beagle,
while the bottom table displays the results pre-phasing.

sites, as low read depths mean that reads carrying one allele are likely to be
missing by chance;
• Alternative allele frequency >2.5%: sites with frequencies lower than this have
been shown to impute poorly (Bouwman et al., 2018; Sanchez et al., 2017), a
feature that is undesirable when creating an imputation reference;
• Allelic R2 >0.95: this filter selects for variants that phase well, and should
therefore provide a useful scaffold in an imputation reference. This filter also
removes any RNA-editing “variants” that may exist in the data, as these generally
phase poorly, although exceptions may exist where a site shows an editing
frequency that has a strong genetic association with a nearby variant (see
Chapter 4).
• Call rate >90% (pre-imputation): this filter reduces the chance of variants being
dropped in future analyses due to calling problems, and therefore helps to
future-proof the reference variant set.
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Figure 2.6: The numbers of variants remaining after applying filters (post-imputation) on
quality, read depth, allelic R2 , and minor allele count, plotted against median concordance.
Dashed vertical lines indicate the interquartile range. Panel A) shows the statistics for
HaplotypeCaller variants, and panel B) those for SAMtools/BCFtools variants. Allele counts
are pre-imputation.

This filter set yielded a final RNAseq variant set of 477,531 variants, that was then
merged to the BovineHD SNP-chip variant set for the same animals. Together, these
genotype sets yielded a final imputation reference panel of 1,093,589 variants. These
data were subsequently used for the work described in this thesis.
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Chapter
Deriving molecular gene expression phenotypes from
RNAseq data
One principle aim of this thesis was to investigate the use of RNA phenotypes to help
identify the causative genes underlying QTL peaks, with the ultimate goal of finding
causative variants and thereby improving the ability to predict phenotypic performance from genotypes. This chapter explores the derivation of molecular phenotypes
from RNAseq data, aiming to measure alternative aspects of gene expression, and
subsequently apply these phenotypes to the discovery of molecular QTL.

3.1

Phenotype definitions

Before identifying various RNA-based QTL, it is first necessary to establish definitions
for the phenotypes that will be used for genetic mapping. The phenotypes developed
herein are defined in terms of the numbers of reads mapping to features of the genes,
and the splice status of these reads. Figure 3.1 shows an example of a small gene,
consisting of two exons with an intervening intron. A number of RNAseq reads,
symbolised by arrows, are shown mapping to the gene. These reads can be allocated
to pre-mRNA or mature mRNA (see definitions below), and these read counts can in
turn be used to develop phenotypes for evaluation in GWAS studies to identify QTL.
Designing phenotypes for use in QTL mapping studies requires careful consideration,
as incorrect designs can lead to inflation in the result statistics, and cause both

Figure 3.1: Schematic diagram of reads mapping to a short gene containing two exons
(black boxes), with one intron (wavy line). Reads in blue are those which may be present in
mature mRNA, while reads in red are expected to be present only in unspliced pre-mRNA.
Darker colours indicate reads which map wholly within an intron or exon; lighter colours
indicate those which cross an intron/exon boundary, with dashed lines indicating that the
read is spliced across the boundary.
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false positive and false negative results. One major consideration is the statistical
distribution of the phenotype values: the linear models used in GWAS studies assume
that the values follow a normal distribution. Violating this assumption, especially
where the values are skewed, can lead to anomalous or misleading results. The sections
below describe the phenotypes used in this thesis for quantifying mature- and premRNA expression and intron-splicing efficiency, and detail the statistical considerations
underlying their designs.

3.1.1

Mature and pre-mRNA expression

The pre-mRNA transcripts produced during transcription are subject to several forms
of co- and post-transcriptional modifications (see section 1.3, Chapter 1 for a detailed
discussion of transcript processing). At the level of RNAseq reads, the most visible
difference between pre-mRNA and mature mRNA is the presence in the latter of
splicing (see Figure 3.1, top). It should be noted that distinguishing between mature
mRNA and pre-mRNA is impacted by the method used to prepare sequencing libraries,
where synthesising cDNA to represent total RNA is expected to capture far more
intron-containing RNAs than a method that targets the 30 poly(A) tails of transcripts
for synthesis. These is because poly-adenylation occurs at the end of transcription,
and is one of the defining steps in transcript maturation.
By definition, the mature transcript is not expected to contain intronic sequence
(with the possible exception of alternative splicing leading to intron retention: see
section 1.5.1), so reads which map within an intron are considered to belong to the
pre-mRNA (indicated by red reads in Figure 3.1, above). Likewise, reads that cross an
exon:intron boundary without splicing can also be assigned to the pre-mRNA, while
reads which do splice can be assigned to the mature mRNA. Reads which map entirely
within exons cannot be allocated unambiguously; however, they have been assigned
here to the mature mRNA, because much higher coverage is observed in the exons
than in the introns for most genes, suggesting that the bulk of these reads originate
from mature mRNA transcripts.
While appealing due to their simplicity, defining these two molecular phenotypes
solely in terms of read counts leads to data with highly skewed, heteroscedastic distributions, rendering them unsuitable for use in linear models which assume normality.
One approach to fitting these skewed phenotypes would be to assume a Poisson
distribution (commonly used for count data), and model them using a generalised
linear model. However, the Poisson model, while able to model the variance between
technical replicates, is also unsuitable here, as the read count data is over-dispersed
relative to the mean (Anders and Huber, 2010; Robinson et al., 2010). This makes
the negative binomial distribution better suited, as implemented in the Bioconductor
packages DESeq (Anders and Huber, 2010) and edgeR (Robinson et al., 2010) for
discovering differentially expressed genes.
The normalisation method used for the work presented in this thesis was the
variance-stabilising transformation (VST), implemented in DESeq. VST transforma-
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tions are useful when data has a variance-mean relation
var(X) = f (µ)
where X is the data and f (µ) is a function of the mean. The Poisson distribution is
an example of this type of relation, where f (µ) = µ. The VST implemented in DESeq
uses the more complex variance function (Anders and Huber, 2010)
f (µ) = µ + µ2 a0 + µa1

(3.1)

where a0 is the asymptotic (Poisson) dispersion, and a1 is the extra-Poisson factor,
allowing for over-dispersion in the data.
The VST transformation y(x) is defined (Bartlett, 1947) as
Z x
1
p
dµ
y(x) ∝
f (µ)

(3.2)

This transformation removes the variance-mean relationship, resulting in homoscedastic
data which can be modelled successfully using a normal distribution. Performing the
integration in 3.2 using the variance function in 3.1, and setting the proportionality
and integration constants such that the transformation is asymptotically identical to
the log2 (x) function, yields the following equation (Anders and Huber, 2010)


√
1+2xa0 +a1 +2 xa0 (1+xa0 +a1 )
log
4a0
VST(x) =
log(2)
Figure 3.2 shows an indicative comparison between the VST function and log2 (x)
function for randomly-generated expression data, showing the asymptotic equivalence
between the two functions. At lower read counts, however, the range is much more
highly compressed, reducing the influence of Poisson noise at low expression levels
(Anders and Huber, 2010).
This method was inspired by the exon-intron split analysis (EISA) method of
Gaidatzis et al. (2015). However, the method presented herein distinguishes between
reads that cross splice junctions with or without splicing, whereas the method of
Gaidatzis et al. (2015) considered any read starting within an exon as exonic and only
reads that mapped entirely within an intron as intronic. The two methods also differ
by the method of normalisation employed, as Gaidatzis et al. (2015) utilised the log2
transformation with pseudo-counts.

3.1.2

Splicing efficiency

Splicing efficiency is a measure of the ratio of spliced to unspliced transcripts of a
particular gene in a particular cell or tissue. This was originally studied by Pikielny
and Rosbash (1985), who assumed a simple kinetic model with a constant rate of
splicing which was estimated as M/P , where M is the level of mature mRNA and P is
the level of pre-mRNA. However, I found this phenotype to exhibit a distribution that
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Figure 3.2: A comparison of the variance-stabilising transformation (VST) from DESeq with
the log2 (x) transformation, for a range of gene expression levels, expressed as read counts.
The VST results should be considered indicative, as the exact transformation depends on
the range and variance of the read counts used, as well as the method chosen for estimating
the dispersion.

was too skewed to use for QTL analyses, so an alternative formulation was developed,
incorporating the logit function:
Splicing efficiency = logit



M
M +P



where the sum in the denominator ensures that the ratio falls within the (0, 1) domain
of the logit function, provided that at least one read is observed from mature mRNA.
The logit function (Berkson, 1944) itself is defined as logit(p) = log(p) − log(1 − p),
and is the inverse of the logistic function. This was chosen over similar functions such
as the probit function (Bliss, 1934) due to the ease of computation.

3.2

Identifying QTL for expression phenotypes

The principal objective for measuring molecular phenotypes was to identify whether,
like gene expression per se, other transcript characters might be genetically regulated.
This was investigated by looking for cis-QTL for the molecular phenotypes using
the generalised least squares (GLS) model described in section 1.6.1. QTL discovery
was executed in two stages. First, a GWAS was performed over the whole genome
using the HD+RNA variant set (see section 2.4) containing 1.1 million variants. This
was followed by targeted, 1 Mbp windows of imputed WGS variants in cases where a
cis-QTL was detected. For this step, WGS data were first filtered to remove variants
using PLINK (Purcell et al., 2007; Chang et al., 2015), applying the following critera:
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Table 3.1: Ten most highly significant cis-eQTL
Top HD+RNA
Gene

Ensembl ID

Location (Mbp)

TAT
CCDC196
FLVCR2
FAM229B
SBSPON
SCRN3
TMEM132B
PIGP
TTC3
RAB6B

ENSBTAG00000002214
ENSBTAG00000014234
ENSBTAG00000040078
ENSBTAG00000033429
ENSBTAG00000017249
ENSBTAG00000012966
ENSBTAG00000006626
ENSBTAG00000011512
ENSBTAG00000008167
ENSBTAG00000000905

chr18: 39.6
chr10: 78.9
chr10: 87.2
chr9: 38.8
chr14: 38.6
chr2: 22.4
chr17: 52.9
chr1: 151.0
chr1: 151.0
chr1: 136.6

Top WGS

rsID

Pval

rsID

Pval

rs43145516
rs134848224
rs133707241
rs137573432
rs134568123
rs41580949
rs109913852
rs137407844
rs137407844
rs43272926

4.69 × 10−72
6.46 × 10−70
7.36 × 10−69
1.84 × 10−68
4.92 × 10−68
4.01 × 10−67
5.95 × 10−67
1.64 × 10−66
3.89 × 10−66
2.20 × 10−65

rs43145516
rs134848224
rs133707241
rs137573432
rs134568123
rs41580949
rs109913852
rs137407844
rs137407844
rs43272926

9.46 × 10−69
2.15 × 10−66
9.66 × 10−65
9.97 × 10−65
8.08 × 10−65
5.64 × 10−63
4.11 × 10−63
2.85 × 10−63
3.13 × 10−62
2.71 × 10−61

The ten most highly significant cis-eQTL detected in lactating bovine mammary glands.
Gene symbols are from the Vertebrate Gene Nomenclature Committee (VGNC; Yates et al.,
2016) when available, or the Human Gene Nomenclature Committee otherwise. Gene IDs
from Ensembl are also provided. Gene locations are given for the UMD 3.1 bovine reference.
Table 3.2: Pilot cis-eQTL for milk yield or composition
Top HD+RNA
Gene

Ensembl ID

Location (Mbp)

CSN3
DGAT1
GPAT4
PAEP
LTF
MGST1
PLAG1

ENSBTAG00000039787
ENSBTAG00000026356
ENSBTAG00000005730
ENSBTAG00000014678
ENSBTAG00000001292
ENSBTAG00000008541
ENSBTAG00000004022

chr6: 87.4
chr14: 1.8
chr27: 36.2
chr11: 103.3
chr22: 53.5
chr5: 93.9
chr14: 25.0

Top WGS

rsID

Pval

rsID

Pval

rs209251505
rs207795387
rs208675276
rs110962910
rs136481962
rs134637616
rs109815800

4.46 × 10−28
3.17 × 10−42
9.47 × 10−22
6.92 × 10−28
1.03 × 10−33
1.83 × 10−41
1.31 × 10−19

rs109390931
rs207795387
rs208675276
rs109333988
rs136481962
rs209372883
rs133230814

9.92 × 10−33
8.87 × 10−42
3.67 × 10−21
1.24 × 10−29
1.33 × 10−32
3.18 × 10−43
1.20 × 10−19

Rediscovery of the seven pilot cis-eQTL shown in Table 2.1. Gene symbols are from the
Vertebrate Gene Nomenclature Committee (VGNC; Yates et al., 2016) when available, or the
Human Gene Nomenclature Committee otherwise. Gene IDs from Ensembl are also provided.
Gene locations are given for the UMD 3.1 bovine reference.

i) the minor allele frequency was less than 0.005, or ii) the p-value for Hardy-Weinberg
disequilibrium, using the mid-p adjustment of Graffelman and Moreno (2013), was less
than 1 × 10−20 . These filters were implemented to remove variants that were likely to
be false positives, to have been poorly genotyped, or were expected to have imputed
poorly (see section 2.4 for rationale).
For following sections will describe the results of QTL discovery for the three
molecular phenotypes described in section 3.1 above. The resulting QTL classes are:
Exon-expression QTL (eQTL): genetic variants associated with changes in the
levels of reads mapping to mature mRNA transcripts;
Intron-expression QTL (ieQTL): similar to eQTL, but using pre-mRNA reads
rather than reads from mature transcripts;
Splicing efficiency QTL (seQTL): variants associated with changes in the ratio
of spliced and unspliced reads.

3.2.1

cis-eQTL results

In total, 2,699 significant cis-eQTL were detected, where the significance threshold
was p < 1 × 10−8 . These were distributed throughout the autosomes (see Figure 3.3).
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Figure 3.3: The locations of cis-eQTL across the 29 bovine autosomes. Each vertical line
represents one chromosome, with positions in megabases on the vertical axis. The locations of
2,699 cis-eQTL with minimum p-values less than 1 × 10−8 are indicated with crosses. Larger,
redder crosses indicate more significant QTL.
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Figure 3.4: The locations of cis-ieQTL across the 29 bovine autosomes. Each vertical line
represents one chromosome, with positions in megabases on the vertical axis. The locations of
554 cis-ieQTL with minimum p-values less than 1 × 10−8 are indicated with crosses. Larger,
redder crosses indicate more significant QTL.
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Table 3.3: Ten most highly significant cis-ieQTL
Top HD+RNA
Gene

Ensembl ID

Location (Mbp)

SBSPON
TTC3
SYT4
GRTP1
TRAF3IP3
AOX1
CD109
YBX3
ATF4
FAM13C

ENSBTAG00000017249
ENSBTAG00000008167
ENSBTAG00000001801
ENSBTAG00000010246
ENSBTAG00000002846
ENSBTAG00000009725
ENSBTAG00000013222
ENSBTAG00000009663
ENSBTAG00000017462
ENSBTAG00000017540

chr14: 38.6
chr1: 151.0
chr24: 12.9
chr12: 90.6
chr16: 75.4
chr2: 89.5
chr9: 13.4
chr5: 99.3
chr5: 111.5
chr28: 15.0

Top WGS

rsID

Pval

rsID

Pval

rs134568123
rs137407844
rs135969278
rs209626161
rs137587960
rs207901481
rs109399015
rs208911427
rs110570680
rs110329958

1.35 × 10−61
2.82 × 10−56
1.20 × 10−55
1.42 × 10−55
2.03 × 10−53
2.48 × 10−51
3.69 × 10−51
5.45 × 10−51
6.33 × 10−51
7.58 × 10−51

rs134568123
rs137407844
rs135969278
rs378226271
rs109979665
rs382327321
rs109210103
rs209125056
rs110742626
rs110329958

3.78 × 10−58
7.59 × 10−53
1.96 × 10−53
4.50 × 10−50
2.89 × 10−50
1.21 × 10−49
7.61 × 10−50
9.04 × 10−48
4.14 × 10−53
9.44 × 10−49

The ten most highly significant cis-ieQTL detected in lactating bovine mammary glands.
Gene symbols are from the Vertebrate Gene Nomenclature Committee (VGNC; Yates et al.,
2016) when available, or the Human Gene Nomenclature Committee otherwise. Gene IDs
from Ensembl are also provided. Gene locations are given for the UMD 3.1 bovine reference.

The ten most highly significant eQTL are listed in Table 3.1. At each locus, the most
significant variant from the HD+RNA variant call set is shown. At all ten loci, a large
number of imputed variants were in perfect linkage disequilibrium in the imputed
WGS set, including in all cases the top HD+RNA variant. P-values became less
significant at all ten loci in the imputed WGS data set, likely because of inaccuracies
in imputation due to the small size of the reference population (565 cattle). The 2,699
eQTL each corresponded to a different gene, as no testing was performed for the
presence of multiple eQTL affecting the expression of a single gene.
Table 3.2 shows that all seven pilot eQTL (as detailed in section 2.3 and listed
in Table 2.1) were rediscovered using the GLS method, using both the HD+RNA
and WGS variant sets. In contrast to the top ten eQTL, the signal detected using
the imputed WGS variants was more significant, for four of the seven loci, than that
detected using the HD+RNA variant set: for these loci, increasing the marker density
improved the resolution of the QTL, possibly because the additional markers can tag
haplotypes which contained no markers in the HD+RNA variant set.

3.2.2

cis-ieQTL results

Significant cis-ieQTL were identified at 554 genes (Figure 3.4). Like the exonic eQTL,
these were scattered throughout the autosomes, with the most highly significant loci
spread across a number of chromosomes (Table 3.3). Two of the genes with the most
significant cis-ieQTL, SBSPON and TTC3, also exhibited cis-eQTL that were among
the ten most significant. An additional five of these ten genes also exhibited highly
significant cis-eQTL; however, no eQTL were observed for the GRTP1, YBX3, or
ATF4 genes. The majority of the genes with the ten most significant cis-eQTL were
not expressed highly enough to have sufficient coverage within the introns to quantify
pre-mRNA expression, preventing interrogation of ieQTL signals for these genes;
however, significant ieQTL were observed for SBSPON, TTC3, and SCRN3 among
these ten genes. As was the case for eQTL, no tests were performed for multiple ieQTL
affecting a single gene.
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Table 3.4: cis-ieQTL significance at pilot cis-eQTL genes
Top HD+RNA
Gene

Ensembl ID

Location (Mbp)

CSN3
DGAT1
GPAT4
PAEP
LTF
MGST1

ENSBTAG00000039787
ENSBTAG00000026356
ENSBTAG00000005730
ENSBTAG00000014678
ENSBTAG00000001292
ENSBTAG00000008541

chr6: 87.4
chr14: 1.8
chr27: 36.2
chr11: 103.3
chr22: 53.5
chr5: 93.9

Top WGS

rsID

Pval

rsID

Pval

rs379409009
rs476272800
rs208675276*
rs110962910*
rs136481962*
rs134637616*

6.58 × 10−5
0.171
1.87 × 10−9
7.94 × 10−19
1.92 × 10−27
3.68 × 10−27

—
—
rs208675276*
rs109891490
rs136481962*
rs209372883*

—
—
6.7 × 10−9
2.99 × 10−19
6.26 × 10−27
8.97 × 10−25

Significant cis-ieQTL were identified at four of the seven pilot eQTL genes shown in Table 3.2.
The PLAG1 locus is not included due to insufficient intronic read depth at this gene. Asterisks
indicate that the same variant (or cluster of variants in perfect LD) is most significant for
both the cis-ieQTL and cis-eQTL at a given gene.

Significant cis-ieQTL were observed for four of the seven pilot cis-eQTL (section 2.3). No ieQTL were observed for either the CSN3 or DGAT1 gene at the
p = 1 × 10−8 threshold, despite the presence at each of highly significant ciseQTL. This suggests that the expression of these two genes is being controlled
post-transcriptionally (see seQTL results below). The PAEP, LTF, and MGST1 genes,
conversely, exhibited highly significant cis-ieQTL, suggesting the genetic regulation of
these three genes operates via promotion or enhancement of transcription.

3.2.3

Comparisons between eQTL and ieQTL

In the simplest view of the transcriptional pathway, it would be expected that when
rates of pre-mRNA transcription change, the levels of mature mRNA would also
change correspondingly. Therefore, we may hypothesise that: i) whenever an ieQTL is
present, an eQTL will also be present in the majority of cases; and ii) that when both
eQTL and ieQTL are present, they likely share the same genetic causes, which would
result in the correlation between the two QTL signals being positive and generally
close to one.
Figure 3.5 shows the overlap by gene between eQTL and ieQTL, as well as seQTL
(see below). Of the 554 genes with significant cis-ieQTL, 416 (75.1%) also showed a
significant cis-eQTL, in line with expectations. The distribution of Pearson correlations
between eQTL and ieQTL, over 416 genes that exhibited both (P<1 × 10−8 after
imputation to WGS), is shown in Figure 3.6. As expected, almost all correlations are
positive (position of zero indicated by the vertical blue line), and the majority (313;
75.8%) exceed 0.8.
Figure 3.7 (pg. 68) shows a (non-representative) sample of four genes, illustrating
the correlations between the cis-eQTL and ieQTL. The top two panels, showing
the genes CSF2RB and LTF, illustrate the situation where a gene shows significant
cis-eQTL and cis-ieQTL, and these two QTL are strongly correlated. This situation is
expected to arise when the genetic regulation underlying the QTL acts at the level of
transcription, for example by altering TF binding sites in the promoter. In this case,
the eQTL occurs as a downstream consequence of the ieQTL. As shown in Figure 3.6,
this situation occurs for the majority of genes where eQTL and ieQTl co-occur.
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Figure 3.5: Overlaps between observed exon eQTL, intronic ieQTL, and splicing efficiency
seQTL. Numbers indicate the number of genes exhibiting each class of expression QTL. Total
numbers: 2,699 eQTL (red), 554 ieQTL (yellow), and 170 seQTL (blue).
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Figure 3.6: Pearson correlations between the − log10 p-values for cis-eQTL and cis-ieQTL
at the same gene, where both loci are significant (P < 1 × 10−8 : n=416 genes). The majority
of genes have correlations greater than 0.8, indicating that the two expression QTL are
usually co-regulated when both are observed.
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Figure 3.7: Four examples of plots showing correlations between the − log10 p-values for
cis-eQTL (x-axis) and cis-ieQTL (y-axis) at the same gene. Plots A (CSF2RB: ENSBTAG00000009064) and B (LTF: ENSBTAG00000001292) are examples where the two QTL
are strongly correlated, suggesting a single source of genetic regulation controlling both.
Plots C (AZGP1: ENSBTAG00000026236) and D (DCAF16: ENSBTAG00000011973), however, are examples where the top variant for one QTL shows little or no association with the
other QTL, suggesting that for these genes, more than one genetic signal may be affecting
gene expression.

The two genes in the bottom panels of Figure 3.7, AZGP1 and DCAF16, also
exhibit significant eQTL and ieQTL. However, in contrast to the two previous genes,
these two show little or no correlation between the two QTL signals. In this case,
there appear to be two independent co-located QTL, where variants that are strongly
associated with one QTL are not associated with the other. This could happen when,
for example, a form of post-transcriptional regulation is acting on the gene, such
as nonsense-mediated decay or miRNA binding. This could also occur when RNAediting (Chapter 4) affects splicing or mRNA secondary structure, or the creation or
destruction of miRNA binding sites, or where multiple effects for a single phenotype
confound the ability to discern similarities by LD alone.
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Figure 3.8: An example of the effect of an seQTL, showing RNAseq reads mapping to
one intron of the SEPHS2 gene, plus the surrounding exons, for four animals. The top two
animals are homozygous for one allele of the top associated seQTL tag-variant, while the
bottom two are homozygous for the opposite allele. A sample of RNAseq reads are shown for
each animal, with the histograms giving total read coverage. Some unspliced reads in the
second animal contain small deletions, possibly due to sequencing errors caused by the long
homopolymer sequence.

3.2.4

Splicing efficiency QTL

Splicing efficiency QTL (seQTL) were observed at 170 genes (Figure 3.5). The majority
of these (103; 60.6%) also exhibited eQTL, while an additional 34 (20%) exhibited
ieQTL. The ten genes with the most highly significant seQTL are shown in Table 3.5.
Four of these ten genes also appear in the top ten for cis-ieQTL significance, while
only one, SBSPON, appears in the top ten for cis-eQTL, as well as in the ieQTL. As
mentioned above for eQTL and ieQTL, no testing was performed for multiple seQTL
signals affecting a single gene.
One example of splicing features that could be expected to give rise to an seQTL is
shown in Figure 3.8, displaying RNAseq reads mapping to one intron of the SEPHS2
gene. This short intron, located in the 30 -UTR of the gene, has a non-canonical AT–AC
splice site (Burset et al., 2000) that is spliced completely in animals homozygous for
one allele of the most highly associated variant (3.8; bottom), but poorly spliced in
animals homozygous for the opposite allele (top), resulting in the retention of the
intron in a portion of the transcripts produced by these animals.
Of the seven eQTL pilot genes, only DGAT1 (p = 2.73 × 10−19 ) and CSN3 (p =
1.91 × 10−10 ) exhibited significant cis-seQTL. As mentioned above, these two genes
did not exhibit ieQTL, suggesting that the eQTL may arise from post-transcriptional
splicing-based mechanisms, rather than from changes in the level of transcription per
se. Recently, Fink (PhD thesis, 2017, Chapter 5) investigated gene expression and
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Table 3.5: Top 10 most highly significant cis-seQTL
Top HD+RNA
Gene

Ensembl ID

Location (Mbp)

ATF4
ID2
CIB1
YBX3
SEPHS2
SBSPON
CALB1
GNPDA1
IRX2
FAM13C

ENSBTAG00000017462
ENSBTAG00000021187
ENSBTAG00000021275
ENSBTAG00000009663
ENSBTAG00000010851
ENSBTAG00000017249
ENSBTAG00000015924
ENSBTAG00000007865
ENSBTAG00000047499
ENSBTAG00000017540

chr5: 111.5
chr11: 88.6
chr21: 22.0
chr5: 99.3
chr25: 26.9
chr14: 38.6
chr14: 76.0
chr7: 54.7
chr20: 70.2
chr28: 15.0

Top WGS

rsID

Pval

rsID

Pval

rs110874227
rs385928930
rs208918776
rs382068792
rs42069813
rs134568123
rs108947621
rs207924365
rs43022423
rs110329958

7.30 × 10−53
4.11 × 10−52
2.13 × 10−48
4.68 × 10−45
7.66 × 10−45
1.82 × 10−44
2.74 × 10−42
5.16 × 10−39
1.61 × 10−38
2.09 × 10−37

rs110742626
rs385928930
rs208918776
rs209125056
rs42068451
rs134568123
rs108947621
rs482864894
rs43022423
rs382055263

4.60 × 10−55
2.51 × 10−50
4.02 × 10−45
7.90 × 10−42
3.85 × 10−61
7.38 × 10−44
8.29 × 10−40
9.01 × 10−37
7.32 × 10−37
3.22 × 10−36

The top 10 most highly significant cis-seQTL detected in lactating bovine mammary glands.
Gene symbols are from the Vertebrate Gene Nomenclature Committee (VGNC; Yates et al.,
2016) when available, or the Human Gene Nomenclature Committee otherwise. Gene IDs
from Ensembl are also provided. Gene locations are given for the UMD 3.1 bovine reference.

splicing in the DGAT1 gene in relation to the K232A MNP reported by Grisart et al.
(2002). This work showed that, not only was the K232A mutation highly associated
with gene expression, the ‘A’ allele disrupted an exon splice enhancer (ESE; section
1.5.2). This mutation was also found to be highly associated with splicing efficiency
at a number of junctions in the DGAT1 transcript. In the current study, the K232A
MNP was also highly associated with splicing efficiency overall (p = 1.96 × 10−15 ) in
this transcript.

3.3

Application of eQTL, ieQTL, and seQTL discovery for
the identification of causative genes for lactation and
anatomical traits

In this section, a method is developed and implemented to discover causative genes
for milk production, milk composition, and body size QTL by using data from eQTL,
ieQTL, and seQTL as defined in previous sections. The aim of this work was to
automate the discovery of causative genes underlying these production QTL. In
cases where the mechanism of the production effect involves the regulation of gene
transcription (eQTL, ieQTL), or post-/co-transcriptional regulation (seQTL) as the
underlying molecular mechanism, both transcriptional and production QTL should
display similar genetic signals. It should be noted that in cases where no gene expression
change would be anticipated as part of the mechanism of the macroscopic QTL (e.g.,
a protein-coding sequence change that doesn’t otherwise impact splicing or initiate
nonsense-mediated RNA decay), then these methods would fail to identify genes for
those effects.

3.3.1

Results and discussion

The most significant QTL and correlations are displayed in Tables 3.6–3.8. Correlations
are shown in these three tables when i) at least one of the RNA phenotype QTL
(eQTL, ieQTL, or seQTL) was significant, as well as the milk or body size QTL, at
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the genome-wide significance threshold (minimum P<5 × 10−8 ); and ii) the Spearman
correlations between the χ2 -statistics for the two QTL exceeded 0.7.
Milk yield phenotypes
Significant correlations for these four phenotypes are shown in Table 3.6. For all four
phenotypes, the most highly significant QTL mapped to chr14: 1.8 Mbp, the locus
of the DGAT1 gene. The strongest correlation was observed between the DGAT1
eQTL and the fat yield phenotype (0.89), with a strong correlation also observed
for the same phenotype with the DGAT1 seQTL (0.87). This genes encodes the
protein diacylglycerol O-acyltransferase 1, an enzyme which catalyses the final step in
triglyceride synthesis (KEGG module bta_M00089). A K232A amino acid substitution
in this gene has previously been reported in association with large changes in milk
yield and composition (Grisart et al., 2002), and independently replicated in many
different populations and breeds (Schennink et al., 2007, 2008; Bovenhuis et al., 2016).
The remaining signals, covering the lactose and milk yield phenotypes, mapped
to a 10 megabase section of chromosome five, spanning chr5: 75–85 Mbp. These two
phenotypes have both high phenotypic and genotypic correlations (Chapter 7), and
the set of correlated RNA phenotypes is similar between them. Two genes within this
region, CSF2RB and NCF4, are discussed in Chapter 6. The final gene in common,
YARS2, encoding mitochondrial tyrosine–tRNA ligase, had correlations of 0.83 and
0.82 with lactose and milk yield respectively. No associations have been reported
with milk for this gene previously. However, the neighbouring gene, PKP2, has been
associated with gap junction function (Sugimoto et al., 2013). Gap junctions, and the
inter-cellular communication they facilitate, are required for proper mammary gland
development (McLachlan et al., 2007), suggesting that the signal being attributed to
YARS2 may instead originate from a non-regulatory effect in the PKP2 gene. Given
the proximity to CSF2RB (chr5: 77.5 Mbp, c.f. ∼ 75.7 Mbp), it is also possible that
the YARS2 correlation is a part of that neighbouring signal.
Milk composition phenotypes
Many more signals were observed for the milk composition phenotypes (Table 3.7)
compared to the yield phenotypes described above, an observation further explored
in Chapter 7 and also noted by Kemper et al. (2016). Four genes exhibited eQTL
with strong correlations to two phenotypes: DGAT1, RNF125, and YARS2 with fat
and protein percent, and GPAT4 with fat and lactose percent. The DGAT1 gene, as
detailed above, is involved in the synthesis of triglycerides, and has been proposed as
a causative gene for several milk-related QTL. The GPAT4 gene encodes the protein
glycerol-3-phosphate acyltransferase 4, an enzyme involved in an earlier step of the
triglyceride synthesis pathway (Littlejohn et al., 2014b). The signal at the YARS2
locus was also evident in the lactose and milk yield phenotypes, as described above.
The RNF125 gene encodes an E3 ubiquitin ligase, involved in regulating the innate
immune system via ubiquitination of the RIG-I and MDA5 proteins (Arimoto et al.,
2007). These two proteins belong to the RIG-I-like receptor family, which also includes
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Table 3.6: Genes identified for fat, lactose, milk, and protein yield phenotypes
Pheno

Chr

Pos

Min Pval

Gene

Ensembl

eQTL

ieQTL

seQTL

Fat

14

1.8

1.73 × 10−58

DGAT1

ENSBTAG00000026356

0.89

—

0.87

Lactose

5
5
5
14

75.7
77.5
82.5
1.8

−14

2.77 × 10
2.63 × 10−12
5.54 × 10−11
8.57 × 10−150

CSF2RB
YARS2
REP15
DGAT1

ENSBTAG00000009064
ENSBTAG00000011399
ENSBTAG00000022083
ENSBTAG00000026356

0.71
0.83
0.70
0.75

0.71
—
—
—

—
—
—
0.72

Milk

5
5
5
14

75.7
75.6
77.5
1.8

3.40 × 10−14
3.40 × 10−14
1.35 × 10−13
2.12 × 10−157

CSF2RB
NCF4
YARS2
DGAT1

ENSBTAG00000009064
ENSBTAG00000007531
ENSBTAG00000011399
ENSBTAG00000026356

0.72
0.70
0.82
0.75

0.72
—
—
—

—
—
—
0.73

Protein

14

1.8

1.63 × 10−56

DGAT1

ENSBTAG00000026356

0.74

—

0.72

Correlations between production yield QTL and various expression QTL, identifying candidate
causative genes. Spearman (rank) correlations are shown where both QTL being correlated
has minimum p-values < 5 × 10−8 , and where the correlation was greater than 0.7. Gene
symbols are from VGNC. Minimum p-values are shown for the milk phenotype signal peak
at the locus.

Table 3.7: Genes identified for fat, lactose, and protein concentration phenotypes
Pheno

Chr

Pos

Min Pval

Gene

Ensembl

eQTL

ieQTL

seQTL

Fat

3
4
5
5
5
6
11
14
26
27
27

106.2
93.9
49.3
77.5
82.5
25.4
103.3
1.8
22.0
24.8
36.2

3.22 × 10−8
1.72 × 10−12
5.12 × 10−9
6.11 × 10−23
5.29 × 10−17
3.49 × 10−8
2.60 × 10−16
<1 × 10−300
1.41 × 10−21
4.62 × 10−8
1.41 × 10−27

ZNF684
TSPAN33
RASSF3
YARS2
REP15
RNF125
PAEP
DGAT1
BTRC
DUSP4
GPAT4

ENSBTAG00000000533
ENSBTAG00000007253
ENSBTAG00000015646
ENSBTAG00000011399
ENSBTAG00000022083
ENSBTAG00000003113
ENSBTAG00000014678
ENSBTAG00000026356
ENSBTAG00000007476
ENSBTAG00000044208
ENSBTAG00000005730

0.76
0.79
0.74
0.86
0.73
0.70
0.77
0.82
0.83
0.77
0.72

—
—
—
—
—
—
0.73
—
—
—
—

—
—
—
—
—
—
—
0.80
—
—
—

Lactose

3
3
6
6
19
19
19
27
29

53.7
54.3
38.6
38.7
42.9
42.9
61.2
36.2
9.6

2.97 × 10−9
1.41 × 10−9
9.69 × 10−20
9.69 × 10−20
1.27 × 10−24
1.27 × 10−24
7.30 × 10−20
1.06 × 10−21
2.81 × 10−53

LRRC8C
GBP5
FAM184B
NCAPG
DHX58
GHDC
KCNJ2
GPAT4
PICALM

ENSBTAG00000000900
ENSBTAG00000015060
ENSBTAG00000005932
ENSBTAG00000021582
ENSBTAG00000046580
ENSBTAG00000000666
ENSBTAG00000008294
ENSBTAG00000005730
ENSBTAG00000001657

0.90
0.73
0.74
0.79
0.79
0.84
0.86
0.90
0.86

0.86
—
—
—
—
0.74
—
0.80
0.82

—
—
—
—
—
—
—
—
—

Protein

5
5
5
6
6
6
10
11
14
15
23

75.6
75.7
77.5
25.4
87.4
99.8
46.5
5.4
1.8
55.0
29.9

1.12 × 10−25
1.12 × 10−25
1.89 × 10−16
8.66 × 10−12
5.84 × 10−88
1.84 × 10−8
1.67 × 10−14
4.35 × 10−8
2.74 × 10−191
4.02 × 10−10
5.40 × 10−14

NCF4
CSF2RB
YARS2
RNF125
CSN3
HPSE
USP3
LONRF2
DGAT1
SPCS2
ZNF311

ENSBTAG00000007531
ENSBTAG00000009064
ENSBTAG00000011399
ENSBTAG00000003113
ENSBTAG00000039787
ENSBTAG00000005745
ENSBTAG00000008805
ENSBTAG00000004327
ENSBTAG00000026356
ENSBTAG00000006644
ENSBTAG00000008349

0.75
0.72
0.85
0.83
0.75
0.75
0.84
—
0.77
0.70
0.72

—
0.71
—
0.79
—
0.75
0.85
0.78
—
—
—

—
—
—
—
—
—
—
—
0.76
—
—

Correlations between milk composition QTL and several RNA QTL, identifying candidate
causative genes. Spearman (rank) correlations are shown where both QTL being correlated
have minimum p-values < 5 × 10−8 , and where the correlation was greater than 0.7. Gene
symbols are from VGNC. Minimum p-values are shown for the milk phenotype signal peak
at the locus.
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the LGP2 protein encoded by the DHX58 gene, with which a strong correlation
was observed for milk lactose concentration. Interestingly, the activity of proteins in
this family, especially MDA5, is modulated by RNA editing (Liddicoat et al., 2015;
Heraud-Farlow and Walkley, 2016), which marks endogenous double-stranded RNA
transcripts to avoid their destruction by MDA5 targeting. In Chapter 4 I show that
RNA editing at some sites can be genetically correlated with both eQTL and milk
production QTL. The BTRC gene, associated with protein concentration, also encodes
an E3 ubiquitin ligase enzyme (F-box/WD repeat-containing protein 1A).
Two of the genes detected, CSN3 and PAEP, encode proteins that are secreted
abundantly in milk (section 1.2.1). The CSN3 gene encodes κ-casein, one of the
major milk proteins, accounting for approximately 10% of the total protein in milk
(Swaisgood, 1995). The function of this protein is to stabilise the casein micelle
structure in the milk by acting as an interface between the hydrophobic core of the
micelle and the surrounding aqueous environment. In addition, this protein is cleaved in
the stomach of the calf to produce the glycopeptide caseinomacropeptide (Ward et al.,
1997), which modulates the calf’s immune response to ingested proteins, as well as
improving digestive efficiency by increasing gut retention time (Ward et al., 1997). The
gene PAEP encodes the whey protein β-lactoglobulin, accounting for approximately
9% of the total protein in bovine milk (Swaisgood, 1995), though it is absent from the
milk of many species belonging to the superorder Euarchontoglires, including rodents
and humans, although it is present in baboons and macaques (Sawyer, 2003).
To test for additional functional enrichment among the genes in Tables 3.6 and 3.7,
the gene list was provided to the Database for annotation, visualisation, and integrated
discovery (DAVID version 6.8; Huang et al., 2009) to test for functional enrichment
by gene ontology (GO) terms (see Materials and methods). One of the resulting
annotation clusters, comprising ontologies related to cytokine production and regulation, was significantly enriched (enrichment score 1.466). This cluster contained the
genes DHX58, GBP5, HPSE, and PAEP. Cytokine signalling with interleukins via the
Jak/Stat pathway is important for mammary development and milk production. The
IL-4/IL-13/Stat6 pathway has been shown to facilitate the regulation of alveologenesis
in the murine mammary gland (Watson et al., 2011), while the initiation and maintenance of lactation by the cytokine prolactin depends on the Jak2/Stat5 pathway
(Hennighausen and Robinson, 2005). This makes genes which function within the
cytokine pathways plausible candidates for being the causative genes underlying milk
yield and composition QTL. See Chapter 6 for a discussion of the cytokine receptor
component CSF2RB, with apparent impacts on several milk-related QTL.
Two enrichment clusters that fell slightly below significance were associated with
GO annotations for: endoplasmic reticulum (ER) (score 1.270), containing the genes
DGAT1, GPAT4, SPCS2, and LRRC8C; and phospholipid binding (score 1.254),
containing the genes NCF4, PICALM, and KCNJ2. The ER of mammary epithelial
cells plays an important role in milk secretion. Triglycerides are synthesised in the
rough endoplasmic reticulum before export into the milk via microlipid droplets
(Mather and Keenan, 1998). In addition, casein proteins aggregate within the ER
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Table 3.8: Genes identified for liveweight and stature phenotypes
Pheno

Chr

Mbp

Min Pval

Stature

5
14
14
14

77.5
24.8
25.0
45.1

7.46 × 10−13
1.71 × 10−72
1.71 × 10−72
3.82 × 10−14

Liveweight

3
5
7
7
11
14
14
14
16
18
19
22
22
22
26
26
26

97.6
77.5
19.8
53.4
22.9
24.8
25.0
32.8
1.8
14.5
38.6
48.6
48.6
48.7
15.2
22.0
22.4

1.88 × 10−8
2.34 × 10−21
4.87 × 10−8
3.36 × 10−13
1.12 × 10−8
2.71 × 10−122
2.71 × 10−122
2.16 × 10−15
8.16 × 10−13
4.57 × 10−17
1.65 × 10−12
7.26 × 10−9
7.26 × 10−9
7.26 × 10−9
2.23 × 10−14
3.77 × 10−9
1.61 × 10−9

Gene

Ensembl

eQTL

ieQTL

seQTL

YARS2
LYN
PLAG1
HEY1

ENSBTAG00000011399
ENSBTAG00000020034
ENSBTAG00000004022
ENSBTAG00000015717

0.83
0.91
0.88
0.74

—
—
—
—

—
—
—
—

PIGM
YARS2
HSD11B1L
CD14
STARD7
LYN
PLAG1
VXN
PLEKHA6
RPL13
HOXB2
ITIH4
ITIH3
ITIH1
SLC35G1
BTRC
NPM3

ENSBTAG00000002419
ENSBTAG00000011399
ENSBTAG00000001793
ENSBTAG00000015032
ENSBTAG00000018372
ENSBTAG00000020034
ENSBTAG00000004022
ENSBTAG00000002192
ENSBTAG00000004641
ENSBTAG00000012044
ENSBTAG00000009979
ENSBTAG00000007850
ENSBTAG00000007846
ENSBTAG00000007843
ENSBTAG00000010105
ENSBTAG00000007476
ENSBTAG00000016335

0.71
0.80
0.74
0.76
—
0.92
0.88
0.82
0.71
0.70
0.71
0.72
0.73
0.73
0.71
0.81
0.75

—
—
—
—
0.77
—
—
—
—
—
—
—
—
—
—
—
—

—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—
—

Correlations between body size QTL and various expression QTL, identifying candidate
causative genes. Spearman (rank) correlations are shown where both QTL being correlated
have minimum p-values < 5 × 10−8 , and where the correlation was greater than 0.7. Gene
symbols are from VGNC. Minimum p-values are shown for the body size phenotype signal
peak at the locus.

before being transported to the Golgi apparatus where they are packaged into micelles
for export into the aqueous phase of the milk (Chanat et al., 1999). The genes DGAT1
(Grisart et al., 2002) and GPAT4 (Littlejohn et al., 2014b) form part of the triglyceride
synthesis pathway, with genetic variants thereof having been previously associated
with fat concentration. The genes LRRC8C and KCNJ2 encode transmembrane ion
channels, and their impact on lactose concentration is investigated in Chapter 7. The
gene PICALM also encodes a protein that is involved in transmembrane transport, and
is also further highlighted in that chapter. The gene NCF4 is discussed in Chapter 6.
Liveweight and stature
The most significant effects for stature and liveweight both map to chromosome 14
(Table 3.8). This locus was originally shown to have a major effect on both stature and
liveweight by Karim et al. (2011), and subsequently identified as genetically impacting
these traits in other cattle populations (Kemper et al., 2012; Littlejohn et al., 2012).
Two genes at this locus, PLAG1 and LYN, exhibited strong correlations between
eQTL and body size QTL. A recent, larger study by Fink et al. (2017), using almost
40,000 cows, demonstrated that PLAG1 is the only plausible causative gene at this
locus. This gene encodes a TF with binding sites in the promoter of the insulin-like
growth factor II (IGF2) gene (Voz et al., 2000), which is a key regulator of mammalian
development and growth.
Other genes which regulate embryonic development also make interesting candidates. The gene HOXB2, located at chr19: 38.6 Mbp, encodes a Hox transcription
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factor, a series of TFs responsible for controlling the development of the embryonic
body plan along the anterior-posterior axis (Carroll, 1995). In particular, HOXB2 is
required in mice for proper development of the thoracic cavity and facial muscle control
(Barrow and Capecchi, 1996). Another group of important transcription factors during
embryonic development are the basic helix-loop-helix (bHLH) proteins, via the Notch
signalling pathway. One such protein is encoded by the HEY1 gene on chromosome 14,
which has been shown to be important in murine embryogenesis, particularly of the
nervous system, somites, and heart (Leimeister et al., 1999). It has subsequently been
shown to regulate the maintenance of neural precursor cells in the brain (Sakamoto
et al., 2003), and to be required for the development of blood vessels (angiogenesis;
Fischer et al., 2004). Another gene, VXN, also on chromosome 14, is a downstream
target of bHLH transcription factors involved in neurogenesis in the retina and neural
plate (Moore et al., 2018).
Three apparently co-regulated genes, ITIH1, ITIH3, and ITIH4, encode the heavy
chains of the inter-alpha-trypsin inhibitor protein. This protein binds to the glycosaminoglycan hyaluronic acid, a component of the extra-cellular matrix with functions in areas such as tissue morphogenesis, cell proliferation, and angiogenesis (Huang
et al., 1993). This binding forms the SHAP-HA complex, which has been associated
with osteoarthritis (Kida et al., 1999) and female fertility (Zhuo et al., 2001); however,
no obvious reports of effects on organismal growth appear to exist in the literature for
this complex.

3.3.2

Conclusions

In this chapter, I have developed a range of molecular phenotype definitions to
quantify several aspects of gene expression. I have then shown that these phenotypes
can be used to successfully identify molecular cis-QTL, demonstrating both discrete
and overlapping mechanisms by which transcript expression and processing may
impact other quantitative traits. To look at the latter more specifically, I have used
a methodology employing correlation analysis to investigate genetic commonalities
across QTL, demonstrating co-association for eQTL/ieQTL/seQTL in conjunction
with economically important milk and growth phenotypes in cattle.

3.3.3

Materials and methods

Milk and anatomical phenotypes
Milk production and composition phenotypes for 10,000 genotyped animals were
extracted from the LIC animal database. To maximise the accuracy of the phenotype
measurements, these animals were selected based on the number of phenotypic records
available for that animal, representing the 10,000 animals with the greatest number
of herd-test records available. Phenotypes were based on standard herd-test measurements, performed on milk samples by LIC Testlink using Fourier transform infrared
(FTIR) spectroscopy on Milkoscan FT6000 (FOSS, Hillerød, Denmark) and Bentley
FTS (Bentley, Chaska, USA) instruments. To reduce the impact of any age-related
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effects, only herd-test records from the first lactation were used, animals older than
two years old at the time of their first calving (i.e., at the beginning of their first
lactation) were excluded. Animals were excluded where lactation records showed less
than five litres of milk produced per day, where the animal was in milk for fewer
than thirty days, or where animals exhibited somatic cell counts indicative of mastitis
(counts>250k). Further, only records from the peak of lactation (October to January)
were used. These phenotypes were fitted in a linear model using ASReml-R to remove
the effects of several covariates, as described in Chapter 7, with the residuals then
used for fitting in the GWAS models as described below. Work to model phenotypes
was conducted by other personnel at LIC, namely Kathryn Tiplady.
Liveweight and stature phenotypes were yield deviation (YD) phenotypes produced
by LIC as part of animal evaluation. Female records were extracted, and any records
outside five standard deviations were removed. For each male, daughter yield deviations
(DYD) records were calculated as twice the weighted average of records from his female
progeny. Males with fewer than thirty recorded daughters were excluded. For stature,
each female had only one measurement available, while the number available varied for
liveweight. YD and DYD values were calculated by adjusting the measurements for all
fixed effects (such as herd and season of birth) as well as non-additive genetic effects
(such as dominance and epistasis), using mixed model equations as implemented in
animal evaluation (simple example in section 1.6.3). See Mrode and Swanson (2004)
for an example implementation. As with generation of lactation phenotypes, liveweight
and stature phenotypes were derived by other staff at LIC, where I conducted the
data extract for the 10,000 animals of interest.
RNA phenotypes
Exonic gene expression phenotypes were derived for genes from the Ensembl bovine
gene annotations (release 81). RNAseq reads were mapped to the UMD 3.1 bovine
genome using TopHat (version 2.0.11; Trapnell et al., 2009) as described in section 2.3.
The numbers of reads mapping to exons was counted for all genes with ‘gene_name’
annotations, using the htseq-count program from the HTSeq software package (version
0.6.0; Anders et al., 2015), using the ‘union’ counting mode and the feature ID attribute
set to gene_name. Genes with eight or fewer mapped reads were considered to be nonexpressed, and excluded from downstream analyses. To transform the distribution of
the read counts into a form suitable for GWAS, the variance-stabilising transformation
(VST; section 3.1.1), implemented in the R package DESeq (Anders and Huber, 2010),
was applied, and the resulting phenotypes adjusted to remove batch effects based on
the staged nature of how the samples were sequenced.
Intronic gene expression and splicing ratio phenotypes were derived from a more
recent set of gene annotations (Ensembl release 85). This annotation set was merged
with computationally-predicted gene models derived from the RNAseq reads using
Stringtie (Pertea et al., 2015). Novel transcripts lacking Ensembl gene identifications
after merging were excluded, as were genes that lacked introns or which mapped outside
the autosomes. Gene expression levels were measured using Stringtie, and genes with
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FPKM<1.0 were considered to be non-expressed and were excluded from downstream
analyses. For each remaining gene, reads were filtered to remove secondary alignments
(SAM flag 0x100; see Table 1.2), duplicates (0x400), or failed quality controls (0x200),
then classified as exonic, intronic, spliced, or unspliced, as defined in Figure 3.1, using
the CIGAR strings (section 1.8.2) stored in the BAM files.
Intronic gene expression phenotypes were obtained as counts of intronic and
unspliced reads, transformed using VST and batch normalised as described above for
exonic reads. To reduce the impact of ‘shot noise’ (arising from the discrete nature of
count data from lowly-expressed transcripts), genes with fewer than nine reads per
animal were excluded. Splicing ratio phenotypes were also calculated from the read
counts as described above, using the logit of the ratio of spliced reads to the sum of
spliced and unspliced reads. To avoid similar sampling issues to those described above,
a threshold of six or more reads was required for both spliced and unspliced reads,
and a threshold on the sum of these of at least 31 reads. Animals sequenced in the
first batch of RNAseq were excluded from the splicing phenotype, as visual inspection
of the RNAseq data suggested that splicing behaviour differed in these 29 samples,
having been sequenced using poly(A)-primed cDNA and thus could be expected to
represent introns to a limited extent only.
Genotypes, GWAS, and correlations
All genotypes for all production phenotype animals were imputed to the HD+RNA
variant set (section 2.4). GWAS was performed using a generalised least squares model
(GLS) as defined in section 1.6.2 using the additive numerator relationship (A) matrix
(section 1.6.3) to account for population and family structure. These models were
implemented using the numerical computing language Julia (version 0.5; Bezanson
et al., 2017).
After performing all association analyses for both the RNA-based phenotypes
and the animal-record-based phenotypes, the results were systematically analysed to
discover cis relationships. Windows of 500 kbp were centred on the mid-point of each
gene, and the χ2 -association statistics for variants within the window were extracted
for all RNA phenotypes derived from that gene, along with the corresponding window
of variants from the milk and body size phenotype associations. Windows containing
fewer than ten variants were excluded. Otherwise, Spearman rank correlations were
calculated between the χ2 -statistics for each RNA phenotype and each of the milk
and body size phenotypes.
Functional annotation clustering
A functional annotation clustering analysis was performed using the Database for
annotation, visualisation, and integrated discovery (DAVID version 6.8; Huang et al.,
2009) to test for functional enrichment by gene ontology (GO) terms. The gene
list provided contained all genes listed in Tables 3.6 and 3.7. The analysis was
performed using the annotation sets GOTERM_BP_ALL (biological processes),
GTERM_CC_ALL (cellular components), and GOTERM_MF_ALL (molecular
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functions), and functional annotation clustering was performed with classification
stringency set to ‘Highest’. The significance threshold for enrichment is − log10 (0.05) ∼
1.3.
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Chapter
Widespread cis-regulation of RNA-editing in a large
mammal

The work in this chapter was originally published as: T. J. Lopdell,
V. Hawkins, C. Couldrey, K. Tiplady, S. R. Davis, B. L. Harris, R. G.
Snell, M. D. Littlejohn. Widespread cis-regulation of RNA-editing in a
large mammal. RNA, 25:319–335, 2019. doi:10.1261/rna.066902.118.

4.1

Introduction

The process of gene expression involves transcribing the information stored in DNA
into messenger RNA (mRNA). In Eukaryotes, most mRNA sequences differ to those
of DNA, primarily due to RNA splicing. However, the process of RNA editing can
add additional diversity, whereby bases in the transcript are altered in-situ by direct
enzymatic modification. In metazoan cells, the most common form of RNA editing is
deamination of adenosine (A) nucleotides, forming inosine (I), catalysed by enzymes
from the adenosine deaminase acting on RNA (ADAR) family (Savva et al., 2012).
A key function of mRNA editing by ADAR1 is to prevent immune sensing of
endogenous dsRNA by MDA5 (Liddicoat et al., 2015; Heraud-Farlow and Walkley,
2016). Depending on the location of edits within the pre-mRNA transcript, other
potential consequences of RNA editing can include changes to the coding sequence, the
creation or destruction of splice sites (Nishikura, 2010), triggering of nuclear retention
mechanisms of edited transcripts (Zhang and Carmichael, 2001; Prasanth et al., 2005),
or the creation or destruction of miRNA binding sites within the 30 -UTR (Liang and
Landweber, 2007; Wang et al., 2013). These changes in turn can affect gene expression,
either as part of normal regulation (Goldstein et al., 2017), in a pathogenic context
such as cancer (Zhang et al., 2016; Baysal et al., 2017), or as a mechanism to regulate
alternative splicing (Solomon et al., 2013).
Genetic regulation of gene expression, whether operating through polymorphic
variation in cis- or trans-regulatory elements, or through other mechanisms such
as DNA methylation, is thought to account for the majority of genetic variance in
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phenotypic traits (Nicolae et al., 2010). Identification of expression quantitative trait
loci (eQTL), therefore, provides insight into causative mechanisms for co-locating
QTL for more broadly defined macroscopic traits, where these methods have been
applied to identify causative genes for various characters and diseases in humans (Zhu
et al., 2016; Li et al., 2015; Li and Huang, 2017), model species (Parks et al., 2013,
2015), and agricultural and domestic species (Li et al., 2013; Littlejohn et al., 2016;
Lopdell et al., 2017).
Since numerous regulatory effects have been attributed to RNA editing, genetic
regulation of editing poses another potential mechanism to explain impacts on macroscopic traits. In three recent studies conducted in Drosophila (Ramaswami et al.,
2015), mice (Gu et al., 2016), and humans (Park et al., 2017), researchers demonstrated the application of QTL mapping approaches to reveal widespread genetic
modulation of RNA-editing. In the current study, we aimed to build on these studies
by characterising the genetic landscape of RNA-editing in cattle, and more specifically,
use these data to investigate potential regulatory effects of identified loci on gene
expression and complex quantitative traits. Utilising whole genome sequencing, high
depth mammary RNA sequencing, and genome-wide association approaches in outbred
cattle populations, we report the de novo discovery of RNA edits, RNA editing QTL
(edQTL), and a number of co-locating, co-segregating gene expression and lactation
impacts as potential consequences of these modifications.

4.2
4.2.1

Results
Discovery and molecular context of edited sites

To identify candidate RNA editing sites, we performed whole genome sequencing of
nine animals for which high depth RNAseq data was also available. Animals were
sequenced at an average 22-fold read depth for genomic sequence and 104 million read
pairs for RNAseq, with variants called for both DNA and RNA sequence alignments
(Materials and Methods). Variants that were identified from RNA data but found to be
absent from DNA data for the same animal were considered candidate sites (n=9,520).
After applying further quality filtering to the variants (including visual inspection of
alignments, see Materials and Methods) a total of 2,413 edited sites were identified.
Editing sites in lactating mammary tissue have not been previously reported in bovine
studies (or any other species to our knowledge), though of the recent bovine studies
examining editing in other tissues, our dataset includes 121 of the 1,600 sites reported
by Bakhtiarizadeh et al. (2018), and 92 of the 671 sites reported by Chen et al. (2016).
Between all three studies, a total of 35 sites are shared.
The 2,413 edit sites mapped to a total of 649 genes (median 2.0 sites per gene, mean
3.7) with the majority of sites (84.4%) contained in intronic sequences (Table 4.1). Edits
locating to the 30 -UTR were the next most common class (7.3%), with comparatively
few edited sites in the 50 -UTR or coding exons. Relatively few sites were predicted
to impact protein sequences (21 missense, 21 synonymous). These distributions are
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Table 4.1: Locations of unambiguous edit sites

50 -UTR

Intron

Synonymous

Missense

30 -UTR

11

2036

21

21

176

Variant Effect Predictor results for 2,265 edited sites with unambiguous results, i.e., excluding those with alternative transcripts where multiple effects were predicted, and those
where no gene on the correct strand was assigned. Variants for which the predictions were
upstream_gene_variant or downstream_gene_variant were included in the 50 - or 30 -UTR
respectively, due to imprecise annotation of these features for most bovine genes.
Table 4.2: Observed numbers and frequencies of RNA edits by base

All Sites
Edit Class

Exonic Only

Number

Percent

Number

Percent

A-to-I
U-to-C
G-to-A
C-to-U
Other

2,380
13
7
4
9

98.6
0.5
0.3
0.2
0.4

23
6
5
3
4

56.1
14.6
12.2
7.3
9.8

Total

2,413

41

The numbers and percentages of edited sites by observed edit classes. The second and
third columns present the numbers for all edited sites presented, while the fourth and
fifth columns are restricted to those where VEP predicted a missense or synonymous
change.

in broad agreement with previous reports of the distribution of edits in the human
transcriptome (Chen, 2013).
Of the different classes of base substitutions, A-to-I edits were by far the most
common, (98.6% of sites; Table 4.2). Interestingly, however, the A-to-I edit class was
much less dominant when only exonic sites are considered (56.1%, similar to the 40.7%
reported elsewhere for a much larger sample (Chen, 2013)). In fact, 18 of the 33 nonA-to-I edited sites identified were exonic, raising the possibility that reads containing
these edits arise from the expression of near-duplicate genes or pseudogenes, and
have been incorrectly mapped. The most prevalent non A-to-I edits were U-to-C and
G-to-A, concordant with previous literature for both humans (Chen, 2013) and cattle
(Chen et al., 2016). As A-to-I edits are catalysed by the ADAR1 and ADAR2 enzymes,
we confirmed the expression of the corresponding genes in mammary tissue, where
the ADAR1 gene was approximately 1.5-fold more highly expressed than ADAR2
(ADAR1=4.1 TPM; ADAR2=2.8 TPM; Table 4.3). Minimal levels of expression were
observed for homologues to human APOBEC genes, which have been implicated in
non-A-to-I edits.
Non-uniform base usage was seen for bases directly adjacent to RNA editing
sites (Table 4.4). In particular, guanosine was significantly under-represented at the
position immediately upstream from edit sites (3.8% of bases; p = 8.8 × 10−134 ),
but significantly enriched at positions immediately downstream (56.1% of bases;
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Table 4.3: Expression of deaminase genes in bovine mammary RNAseq

Gene
ADAR1 (ADAR)
ADAR2 (ADARB1)
ADAR3 (ADARB2)
APOBEC3A
APOBEC1

FPKM

TPM

3.311 ± 0.054
2.300 ± 0.041
0.013 ± 0.001
0.007 ± 0.001
0.001 ± 0.000

4.081 ± 0.082
2.824 ± 0.057
0.016 ± 0.001
0.009 ± 0.001
0.001 ± 0.001

FPKM and TPM measures of gene expression in the lactating bovine mammary gland, for
the 355 quantification animals. Values are shown as mean ± SEM. Gene names are given
using both the traditional and HGNC (in brackets) nomenclatures. Expression levels are also
displayed for the homologues of two human APOBEC genes that have been implicated in
non-A-to-I editing: APOBEC3A (homologue ENSBTAG00000037800) in G-to-A editing, and
APOBEC1 (homologue ENSBTAG00000014683) in C-to-U editing.
Table 4.4: Upstream and downstream nucleotide frequencies

A

C

G

U

Total

902 (37.4%)
899 (37.8%)

2,413
2,380

393 (16.3%)
381 (16.0%)

2,413
2,380

Upstream
All sites
A-to-I sites

714 (29.6%)
708 (29.7%)

705 (29.2%)
685 (28.8%)

92 (3.8%)
88 (3.7%)
Downstream

All sites
A-to-I sites

301 (12.5%)
297 (12.5%)

366 (15.2%)
362 (15.2%)

1,353 (56.1%)
1,340 (56.3%)

The distributions of nucleotides immediately upstream (top) and downstream (bottom) of
edited sites, considering both the set of all sites, and restricted to only A-to-I sites.

p = 1.1 × 10−270 ). Similar patterns of upstream under-representation and downstream
enrichment for guanosine have been reported in the literature (Lehmann and Bass,
2000; Bazak et al., 2014; Porath et al., 2014; Ramaswami et al., 2013). No motifs were
observed at positions more distant than one nucleotide (Figure 4.1), an observation
reported previously (Peng et al., 2012).
In humans, the majority of RNA editing sites occur within Alu short interspersed
nuclear elements (SINEs; Athanasiadis et al., 2004). To test whether edit sites were
prevalent in SINEs in cattle, the list of RNA edit sites was compared to annotations
produced by Repeatmasker. This analysis showed that RNA edit sites were predominantly located within the SINEs Bov-tA2 (43.9%), Bov-tA1 (20.8%), BOV-A2 (9.2%),
and Bov-tA3 (6.5%), with 3.1% mapping to BovB LINEs. In total, 2,248 of the 2,413
edit sites (93.2%) were contained within a repeat element.

4.2.2

Predicted edit sites occur predominantly in
double-stranded regions

Since the ADAR1 and ADAR2 enzymes target double-stranded sections of RNA
(Lehmann and Bass, 1999, 2000) it is expected that most edited sites will map to
sequences able to form double-stranded structures. To test this hypothesis, double
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Figure 4.1: A sequence logo (Schneider and Stephens, 1990) showing the edit-containing
consensus sequence based on all 2,380 A-to-I RNA edit sites identified in the current study.
The proportion of each column occupied by each letter represents the frequency of that base
at that position, while the total height of each column is equal to the information theoretical
entropy (bits) at each position, with calculations as previously described (Schneider et al.,
1986). For clarity of presentation, the edit site (boxed) is not shown at its actual height of
1.999 bits.

stranded regions of pre-mRNA transcripts were computationally predicted using R (R
Core Team, 2017) to produce dot-plots. Figure 4.2 shows an example structure for
ALDH5A1, a gene that encodes an aldehyde dehydrogenase enzyme. Visual examination
of the predicted structures confirmed that the majority of candidate edited sites
(85.1%; 2,053 of 2,413) are located within regions of RNA with the potential to form
double-stranded helices. When only A-to-I edits were considered, a slightly higher
percentage (86.0%; 2,047 of 2,380) were predicted to occur in such regions. Although
some proportion of the 14.9% of sites not observed to reside in double stranded regions
could be assumed to be false positive edit sites, these inconsistencies could arise from
failure to accurately identify base-paired structures, or where the paired strand was
more than 1,500 base pairs from any edit sites within the gene and therefore not
included within the plotted region (see Materials and Methods for a description of
double stranded prediction methodology).
Within double-stranded regions, 58.4% of A-to-I sites (n=1,195) were predicted
to base-pair with a uridine residue, in accordance with standard Watson-Crick basepairing rules (assuming an adenosine reference allele). The majority of the remaining
sites were situated opposite to a cytidine residue (n=760; 37.1%), in agreement with
previous literature (Wong et al., 2001; Källman et al., 2003). This arrangement would
allow wobble base-pairing between the cytidine and inosine nucleotides after editing.
The non A-to-I edit sites were much more sparsely represented within double-stranded
regions, with only 18% (6 of 33) of the sites situated within these regions. This
suggests that either the non A-to-I sites are edited by mechanisms which do not
require double-stranded RNA, and/or that these sites have a considerably higher false
positive rate than the A-to-I edits.
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Figure 4.2: An example dot-plot showing visualisation of double-stranded regions of RNA
sequences. A) A dot-plot for a 2 kbp section of the ALDH5A1 gene, plotted against its
complementary sequence. Black dots represent positions where at least eight of the surrounding eleven base pairs are complementary. Longer diagonal black lines indicate that long
complementary sequences are present, representing helical regions in the secondary structure.
Red dots highlight the positions of RNA edit sites. B) The secondary structure corresponding
to the blue boxes highlighted in (A). Four RNA editing sites are indicated using red bases,
corresponding to the red dots in (A). Structure (B) drawn using the ‘draw’ program from
the RNAstructure (Reuter and Mathews, 2010) software package.

4.2.3

Proportions of Reads Edited

To provide a quantitative assessment of editing in a larger population of animals,
the base composition of candidate sites identified in the nine ‘discovery’ animals
was assessed in 355 additional animals for which RNAseq data was available. The
proportion of reads edited in these ‘quantification’ animals was defined as phi (Φ; Park
et al., 2017). Phi values varied widely across sites: from 1.6% to 92.0% for A-to-I reads
(median 16.5, mean 21.0). A significant association was observed between the upstream
nucleotide at an editing site and the proportion of reads edited (p = 4.2 × 10−9 , see
Figure 4.3A). This was due primarily to an increase in editing where the upstream
nucleotide is uridine (mean=23.1%), with a decrease observed for upstream guanosine
(mean=16.3%). In contrast, a much less significant association was observed for the
downstream adjacent nucleotide (p = 0.004, Figure 4.3B), with an increase in editing
observed for downstream guanosine (mean=21.8%). Considering both the upstream
and downstream bases simultaneously (Figure 4.3C), the highest rates of editing were
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Figure 4.3: Distributions of the proportion of edited reads (Φ) for A-to-I RNA editing sites,
by A) upstream nucleotide; B) downstream nucleotide; C) both upstream and downstream
nucleotides. Proportions at each site are averaged across 355 animals in the quantification
data set.

observed at U.G and U.U sites, and the lowest at G.A and A.A sites, where the dot
represents the editing site.
Within double-stranded regions, lower values of Φ were observed (median 6.5% of
reads edited) where the predicted base pair of the edit site was a guanosine, compared
to other bases. These edit sites were also the least frequently observed, with only 24
observations among the 2,047 within double-stranded regions. Conversely, the most
stable modification is expected when the paired base is a cytidine, and a higher median
Φ value was observed for these sites (15.9% of reads). Values for paired adenosine and
uridine bases were intermediate, at 15.2% and 11.9% of reads edited, respectively.

4.2.4

Relationship between RNA-editing and transcript
abundance

Given the observation of widespread editing across diverse mammary transcripts, we
wondered what physiological effects might be attributable to these modifications. Since
editing has previously been proposed as a mechanism to modulate gene expression
through microRNA-based mechanisms (Liang and Landweber, 2007; Wang et al., 2013;
Brümmer et al., 2017), or through nuclear-retention (Zhang and Carmichael, 2001;
Prasanth et al., 2005), we looked at the relationship between Φ-values and transcript
abundance by calculating Pearson correlation coefficients for each implicated gene.
For this analysis, we were particularly interested in the impacts on mRNA, so to
best represent spliced transcripts, transcript abundance was quantified using reads
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Figure 4.4: The distribution of Pearson correlation statistics calculated between editing
rates (logit-transformed Φ values) and the expression of the genes to which they map
(VST-transformed; see Materials and Methods). Dark blue indicates correlations which are
significant after Bonferroni correction (p < 2.62 × 10−5 ).

that either mapped wholly within exons, or mapped across exon-exon boundaries
(see Methods and Materials). Strikingly, we noted significant correlations for a large
proportion of edited transcripts (n=117 after Bonferroni adjustment; Figure 4.4), with
the distribution of effects showing a strong bias towards genes whose expression was
negatively correlated with Φ (Figure 4.4). Although it is unknown whether editing
is driving these effects, these observations highlight a potential mechanism by which
RNA editing may be impacting lactation phenotypes through modulation of mRNA
abundance.

4.2.5

Genome-wide association analysis of RNA edits

Having defined Φ values for all animals and all curated sites, we next used these data as
phenotypes for genome-wide association studies (GWAS), with the aim of discovering
RNA editing QTL. These models comprised generalised least squares (GLS) models,
modelling the covariance between animals using a numerator relationship matrix based
on pedigree records to account for underlying population structure and relatedness
between animals (Materials and Methods). Using 630,774 genotypes from the Illumina
BovineHD marker panel and logit-transformed Φ-values as phenotypes, 187 of the 2,413
RNA editing sites exhibited edQTL that were significant after Bonferroni adjustment
for multiple testing (threshold 0.05/630,774 = 7.93 × 10−8 ). Of these 187 edQTL,
134 sites harboured the top associated variant within 500 kbp of the editing site, and
could therefore be assumed to be regulated in cis. These sites mapped to a total of 89
genes, with the CD46, CSN3, ELF5, HOOK3, and HPSE genes each containing five
or more sites that exhibit an edQTL. Low levels of inflation in the test statistics were
observed across the 187 edQTL GWAS (mean = 1.09, median = 1.06; ideal value 1.0),
indicating that the generalised least squares models were adequately controlling for
relatedness between the animals.
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Figure 4.5: Genetic analysis of RNA editing at the HOOK3 locus. A) A Manhattan plot
1
showing an edQTL using markers from the BovineHD
panel, with the edited site located
at chr27: 37,355,505 within HOOK3. The horizontal black line indicates the genome-wide
significance after Bonferroni correction. B) A 1 Mbp window centred on the most significant
variant in the WGS-resolution data (rs109157662; chr27: 37,355,466). Colours represent the
strength of LD (R2 ) with that variant. The vertical dashed line indicates the position of the
edited site. No variants are present around 37.6 Mbp due to the presence of numerous small
contigs at this locus in the reference sequence, which have been filtered out of the WGS data
set due to errors in phasing. C) Putative structure of the pre-mRNA surrounding the edited
sites (red) and candidate causative SNP (orange). Site chr27: 37,355,505 is the left-most
edited site. The candidate causative SNP is also shown in (B) with an orange border. The
double-stranded structure sites entirely within intron 21 of the HOOK3 gene (transcript
ENSBTAT00000010044.4).

We next aimed to fine-map signals using imputed whole-genome sequence (WGS)
data. Imputation was conducted using methods analogous to those previously described
(Lopdell et al., 2017, Materials and methods). The 134 sites with cis-edQTL were
remapped at WGS resolution for 1 Mbp windows in the 355 quantification set animals,
with intervals centred on the most significant marker identified on the BovineHD panel
for each site. Associations were conducted as per the analysis using the BovineHD panel.
Sixty-two of 134 sites had at least one strongly associated WGS marker (exceeding
the Bonferroni threshold) that mapped within the double-stranded region containing
that site. Figure 4.5 shows example plots for the HOOK3 gene.
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4.2.6

Examination of RNA phase and complementarity
relationships between edit sites and candidate modulatory
variants

Since base substitutions within double stranded RNA transcripts could be assumed
to modify the structure and stability of such molecules, we reasoned that co-located,
RNA-editing-associated WGS variants would make strong candidate causal variants
for the observed edQTL. To investigate these relationships, edit sites that exhibited
significant cis-edQTL were further analysed in the following two ways. First, read pair
information was used to derive individual transcript haplotypes between edited bases
and candidate causative alleles, with consistency of these phase relationships then
assessed for heterozygous animals. Although we assumed such relationships would be
due to impacts on base complementarity in double stranded RNA molecules, phase
analysis was not restricted to regions predicted to form these structures, since the
distance between edited bases and WGS variants was relatively short, and necessarily
limited to the read fragment length (median unspliced length = 150 bp). Variant pairs
were also filtered to exclude those that had fewer than five reads encompassing both
sites. This yielded 70 pairs of edited bases and WGS variants, representing 49 distinct
edit sites in 37 genes (where the reduced number of edits compared to pairs reflected
sites that were paired with multiple variants). Association analysis revealed strong
phase enrichment for the majority of pairs, with 58 of 70 significant at the Bonferroni
threshold of p < 7.14 × 10−4 (see Materials and Methods).
The second analysis focused only on pairs of edited bases and edit-associated WGS
variants co-locating to double stranded structures (n=144 pairs; where double-stranded
regions were predicted as previously described). We hypothesised that WGS alleles
that were complementary to the base on the opposite, paired strand would increase
the substrate affinity for ADAR enzymes, thus leading to increased editing for these
sites (Figure 4.6). To test this, we removed all editing-associated variants for which
neither allele paired with the opposite base on the complementary strand (n=125 pairs
remaining). Using a one-sided t-test to assess whether the anticipated sign of effect
between edits and complementary and non-complementary alleles was different than
zero, a modest, but significant effect was observed (p = 0.012). This observation, and
the allele-specific editing results described above, supports the hypothesis that the
mechanism of genetic modulation of editing at least partly derives from the impact of
these variants on RNA secondary structures.

4.2.7

Correlations with expression and lactation QTL

RNA editing has previously been reported (Goldstein et al., 2017) to regulate levels
of gene expression in C. elegans, so we hypothesised that edQTL may also influence
expression, where these relationships should manifest as co-segregating edQTL and
eQTL. To test this, we first analysed the 89 genes with cis-edQTL for the presence
of cis-eQTL at WGS resolution. The methods used were analogous to those applied
for detection of cis-edQTL, with gene expression phenotypes calculated from exonic
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Figure 4.6: Graphical illustration of the mechanistic hypothesis that reducing sequence
complementarity will decrease rates of editing. A) A short double-stranded section of an
mRNA secondary structure, containing a SNP (C) with complementary (G), and an adjacent
editing site (A), with high levels of editing. B) The alternative SNP allele (A) reduces
complementarity, destabilising the secondary structure with a consequent reduction in editing
rates.

read counts and normalised using the variance stabilising transformation in the
DESeq R package (Anders and Huber, 2010, see Materials and Methods for further
detail). This analysis revealed that 41 of the 89 genes had significant cis-eQTL with
significance defined as having at least one variant with p < 1 × 10−8 . This list included
genes with protein products known to be secreted in milk (CSN3: kappa-casein;
LPO: lactoperoxidase, along with several genes for which genetic impacts on milk
composition or production have previously been published, including MARC1 (Lopdell
et al., 2017) and PICALM (Lopdell et al., 2017).
To test for shared regulatory architecture between the eQTL and co-located edQTL,
Spearman correlations were calculated using the association χ2 statistics of each pair
of QTL, in an approach similar to that previously described (Littlejohn et al., 2014b,
2016; Lopdell et al., 2017). This method highlights co-segregation patterns for QTL,
where, assuming a common causal variant and haplotype structure between signals,
the rank-order of associated markers should be similar for effects that are genetically
co-regulated. At fifteen A-to-I edited sites (Table 4.5 and examples in Figure 4.7),
correlations of greater than 0.707 were observed between edQTL and eQTL, potentially
suggesting a gene expression consequence of the observed edQTL effects. These fifteen
sites mapped to nine discrete genes.
Given the bias towards negatively correlated gene expression and editing per se
(see ‘Relationship between RNA-editing and transcript abundance’ section above),
we also wondered whether cis-edQTL/eQTL pairs would reflect this relationship,
where we could anticipate allelic effects to show antagonistic signs of effect between
edQTL and eQTL. To test this, pairs of eQTL and edQTL that were significantly
correlated were identified following Bonferroni adjustment (n=59; p < 3.13 × 10−4 ),
and subsequently classified as to whether the effect of the top edQTL variant had
the same or opposite sign of effect to the eQTL. Given our prior hypothesis that the
sign of effects would be reversed, we conducted a one-sided t-test that the mean sign
of these effects was negative. This yielded a marginally significant p-value of 0.0250.
This observation suggests that, at least for the loci for which eQTL/edQTL pairs are
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Table 4.5: Correlations between edQTL and eQTL
Site

Ensembl ID

Corr

eQTL Pval

edQTL Pval

Chr6.87193840.AG.HSTN
Chr6.87193850.AG.HSTN
Chr6.87193893.AG.HSTN
Chr6.87384563.AG.CSN3
Chr6.99862038.AG.HPSE
Chr6.99862424.AG.HPSE
Chr6.99862852.AG.HPSE
Chr6.99862857.AG.HPSE
Chr8.45684117.AG.TJP2
Chr8.45685770.AG.TJP2
Chr16.4747421.AG.PFKFB2
Chr18.59712500.AG
Chr19.33427849.AG.TEKT3
Chr27.37355512.AG.HOOK3
Chr29.43277126.AG.RPS6KA4

ENSBTAG00000048250
ENSBTAG00000048250
ENSBTAG00000048250
ENSBTAG00000039787
ENSBTAG00000005745
ENSBTAG00000005745
ENSBTAG00000005745
ENSBTAG00000005745
ENSBTAG00000011770
ENSBTAG00000011770
ENSBTAG00000002126
ENSBTAG00000040411
ENSBTAG00000003802
ENSBTAG00000007634
ENSBTAG00000039153

0.777
0.711
0.769
0.849
0.726
0.921
0.812
0.753
0.817
0.810
0.773
0.855
0.848
0.779
0.726

8.39 × 10
8.39 × 10−20
8.39 × 10−20
1.33 × 10−20
6.98 × 10−32
6.98 × 10−32
6.98 × 10−32
6.98 × 10−32
4.48 × 10−13
4.48 × 10−13
2.44 × 10−9
1.88 × 10−13
2.10 × 10−57
2.02 × 10−19
9.32 × 10−10

2.17 × 10−14
5.03 × 10−22
1.10 × 10−16
2.60 × 10−47
3.68 × 10−14
1.29 × 10−40
8.15 × 10−16
3.27 × 10−9
7.72 × 10−47
1.83 × 10−9
9.55 × 10−23
3.57 × 10−22
1.69 × 10−18
1.33 × 10−34
1.62 × 10−12

−20

Spearman correlations between edQTL and eQTL for the gene in which the edited site
was located. Results are shown only where sites i) were A-to-I edits; ii) were genomewide significant for both the eQTL and edQTL; and iii) had correlations larger than 0.707
(r2 > 0.5).

Figure 4.7: Two examples of co-located, co-segregating eQTL and edQTL. Each point
represents the − log10 p-values for one variant for an edQTL (x-axis) and eQTL (y-axis). A)
The edQTL for the Chr6.99862424.AG.HSPE site, against the HSPE eQTL, with correlation
r = 0.921. B) The edQTL for the Chr6.87384563.AG.CSN3 site, against the CSN3 gene,
with correlation r = 0.849.
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Table 4.6: Correlations between edQTL and milk QTL
Site
Chr4.40591602.AG.CD36
Chr4.40592839.AG.CD36
Chr6.59687528.AG.TLR6
Chr6.99862038.AG.HPSE
Chr6.99862424.AG.HPSE
Chr6.99862852.AG.HPSE
Chr17.60341050.AG.FBXW8
Chr17.60341051.AG.FBXW8
Chr27.37355512.AG.HOOK3
Chr27.37356289.AG.HOOK3

MY

FY

PY

LY

FC

PC

LC

0.751
0.394
0.758
0.351
0.117
0.098
0.111
0.202
0.022
-0.076
0.083
0.120
-0.291
-0.300
-0.244
-0.223
-0.174
-0.149
-0.165
-0.037

-0.180
0.008
-0.209
-0.029
-0.054
0.016
0.036
0.192
0.266
0.343
0.146
0.284
0.236
0.085
0.233
0.023
0.661
0.373
0.732
0.442

0.451
0.227
0.464
0.286
-0.033
0.115
0.197
0.221
-0.103
-0.092
0.043
0.078
-0.334
-0.439
-0.293
-0.421
-0.167
-0.155
-0.147
-0.150

0.671
0.361
0.684
0.313
-0.072
-0.103
0.259
0.223
0.249
0.022
0.299
0.223
-0.320
-0.352
-0.272
-0.282
-0.148
-0.116
-0.152
-0.019

0.736
0.376
0.736
0.337
0.545
0.241
-0.263
-0.187
-0.229
-0.228
-0.235
-0.131
0.755
0.259
0.800
0.324
0.420
0.229
0.438
0.276

0.665
0.434
0.646
0.231
0.836
0.406
0.713
0.356
0.717
0.324
0.785
0.388
0.596
0.488
0.608
0.406
-0.169
0.017
-0.179
-0.114

0.230
0.321
0.221
0.357
0.546
0.274
0.418
0.335
0.344
0.102
0.354
0.214
-0.216
-0.083
-0.188
-0.174
0.734
0.463
0.740
0.419

Pearson (top row) and Spearman (bottom row) correlations (r) between edQTL and milk
production QTL. Only edited sites which i) had a significant edQTL; ii) were A-to-I edits;
and iii) had at least one result where r2 > 0.5 are shown. Results with r2 > 0.5 are indicated
in bold. Phenotypes are milk yield (MY), along with milkfat (FY), protein (PY), and lactose
yield (LY) and the corresponding concentration phenotypes (FC, PC, LC).

most strongly correlated (and thus most likely to represent a common genetic signal),
increased levels of editing leads to decreases in mRNA expression.
Since edQTL might have further effects on lactation traits such as milk yield and
milk component concentration phenotypes, we conducted association analysis on these
phenotypes using imputed WGS genotypes and the GLS models described above. To
perform association analysis of lactation traits, herd test data for 9,989 cows was
used to test for the presence of fat, protein, lactose, and milk yield QTL that were
co-located to each of the 134 cis-edQTL intervals. Examining co-segregation signals
using the same methods applied to analysis of eQTL data, ten edited sites exhibited
edQTL that were strongly correlated (r > 0.7) with at least one production QTL
(Table 4.6 and examples in Figure 4.8). These effects were distributed across five genes,
with one site, at chr6: 99,862,424 in the HPSE gene also showing correlations with
eQTL (compare Figure 4.8C and Figure 4.8D).

4.3

Discussion

We report the discovery of 2,413 RNA editing sites in the bovine mammary transcriptome, and subsequently explore the genomic context and properties of these sites. We
note strong correlations between the extent of RNA editing and the overall abundance
of these transcripts, and we further report genome-wide association analyses of editing
to identify genetic modulators of these effects. Association analysis of gene expression
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Figure 4.8: Panels A and B: 1 Mbp windows for two production QTL (blue), eQTL
(orange) and edQTL (green). Panel A shows the protein concentration (PC) QTL at
chr6: 99.9 Mbp, with the co-segregating HPSE eQTL and Chr6.99862424.AG.HPSE site
edQTL. Panel B shows the fat concentration (FC) QTL at chr17: 60.3 Mbp, and co-segregating
Chr17.60341051.AG.FBXW8 edQTL, along with an independently segregating FBXW8 eQTL
(Panel D). Panels C and D: plots of QTL p-values (− log10 scale) against one another. Panel C
illustrates the positive correlations between all three QTL in panel A. Panel D shows a
case where, while the FC QTL and Chr17.60341051.AG.FBXW8 edQTL are correlated, and
therefore may share a similar genetic underpinning, the FBXW8 eQTL is not correlated with
either.

and lactation phenotypes for variants mapping to edQTL intervals reveals a number
of overlapping signals at these locations, providing a potential mechanistic linkage
between the editing of transcripts and mammary and lactation physiology. We discuss
some of these findings in more detail, below.

4.3.1

Editing site frequencies

The majority of editing sites discovered were A-to-I edits (2,380 of 2,413). This
percentage (98.6%) is higher than the 80–88% reported previously for the cattle
transcriptome (Chen et al., 2016; Bakhtiarizadeh et al., 2018), but is similar to results
reported in human transcriptomes (97.25% (Porath et al., 2014); 93.8–99.2% (Chen,
2013)). In the cattle study referenced above (Chen et al., 2016), several tissues were
examined, identifying between 180 and 404 edits per tissue. Another recent study in
cattle by Porath et al. (2017) identified over 200,000 unique editing sites in bovine
brain tissue. The disparity in the number of sites discovered between the Porath
et al. (2017) paper, and that reported here, likely derives from the former using a
pipeline specifically designed to identify transcripts with hyper editing (A-to-I edit
clusters), and the fact that brain tissue appears to be more highly edited across species
(Rosenthal and Seeburg, 2012). Studies conducted on human samples have generally
reported far higher numbers of edit sites, where the numbers have increased over
time due to the growing availability of large data sets: 14,500 in 2004 (Athanasiadis
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et al., 2004), 22,700 in 2012 (Peng et al., 2012), to over 100 million in 2014 (Bazak
et al., 2014). The bulk of these edits occur in Alu repeat elements, where almost
all adenosines are edited (Bazak et al., 2014). However, because these elements are
primate-specific (Bazak et al., 2014), the observation of fewer edits can be anticipated
for cattle.
Previous work in mice (Gu et al., 2016) has reported the majority of edited sites
falling in 30 -UTR regions. Here, in contrast, we found that the majority of sites (2,036 of
2,413) were intronic. This contrast may be partially attributable to differences between
tissues and bovine and murine transcriptomes, though one important distinction
between our study and that of Gu et al. (2016) is that we targeted much higher read
depths (>200M reads per sample, versus 10M). The extreme read depth targeted
in this study reflects a strategy to overcome expression biases that are a feature of
secretory organs such as the lactating mammary gland (that present a limited diversity
of highly expressed transcripts). It is fair to assume, however, that despite these
biases, the increased read depth better represents intronic sequences in the current
study. The transcriptional status of secretory mammary tissue may also help explain
the seemingly low expression values of the ADAR genes. A recent publication in
cattle reported TPM values from <5 to >45 across a range of tissues (Bakhtiarizadeh
et al., 2018), though given that TPM values are ratios and thus also impacted by
the expression levels of other RNA molecules present in the samples (Robinson et al.,
2010), highly expressed secretory transcripts could be expected to bias the estimates
of other genes downward.
The fact that edited sites, while resembling heterozygous SNPs, will in general
not approximate a 50% allelic balance, will also have impacted our ability to discover
sites, given that most variant callers assume a diploid state. We chose a variant caller
(FreeBayes) that should be less sensitive to allelic imbalances than other commonly
applied callers such as HaplotypeCaller (GATK RNAseq Best Practices), though it
can be assumed that the results reported here likely under-represent sites with low
levels of editing.

4.3.2

Non A-to-I edits

In total, 33 (1.4%) of the 2,413 edited sites reported in this study were not canonical
A-to-I edits. The three most common non-canonical edit types previously reported
for cattle are C-to-U, G-to-A, and U-to-C (Chen et al., 2016), while G-to-A is also
reported as the most common in humans (Peng et al., 2012). In the data reported
here, the most common non-canonical edit type is U-to-C, with thirteen sites of
this type. Although edits of this type have been reported in plant chloroplasts and
mitochondria (Knie et al., 2016), as well as in transcripts from at least one human
gene (Sharma et al., 1994), the most likely case is that these sites represent A-to-I
edits from transcripts which have been annotated on the incorrect strand.
Functional edit sites of the second most common type, G-to-A, have been reported
for humans in the hnRNPK, (Klimek-Tomczak et al., 2006), TPH2 (Grohmann et al.,
2010) and WT1 (Niavarani et al., 2015) genes. These sites are hypothesised to be
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edited by the APOBEC3A enzyme in humans (Niavarani et al., 2015); however, the
homologous cattle gene showed little or no expression in the mammary gland in the
current study. Four non-canonical edit sites exhibited C-to-U edits. This type of edit
has been attributed in humans to the actions of the APOBEC1 enzyme (Siriwardena
et al., 2016). The homologous bovine gene also shows minimal levels of transcription
in the current study. Previous work has reported an over-representation of A and U
nucleotides in the immediate vicinity of C-to-U edit sites in mice (Rosenberg et al.,
2011), however, this was not observed for the sites detected in this study. Considering
the minimal expression levels of APOBEC1, these observations suggest this class of
edits may be enriched for false positive sites, and interpretation of these results should
be considered accordingly in our analysis.

4.3.3

Relationships between editing, double-strandedness, and
transcript abundance

The majority of edited sites were located within regions for which double-stranded
secondary structures were predicted. Of these sites, 58.4% were adenosine nucleotides
base-paired to uridine nucleotides, in accordance with Watson-Crick pairing rules.
When these sites are edited, the stability of the resulting structure is likely to be
reduced, though it is noteworthy that I-U base pairs are valid under wobble basepairing rules (Murphy and Ramakrishnan, 2004). Conversely, 37.1% of sites were
predicted A-C pairs, which we expect to be unstable until edited into the I-C wobble
base-pair. This observation is consistent with the work of Wong et al. (2001) and
Martin et al. (1985), who showed that I:C edits are more stable than I:A or I:G,
and with the work of Levanon et al. (2004), who reported that A:C mismatches are
preferred over A:A or A:G mismatches at RNA editing sites in humans. Therefore,
we hypothesise that RNA editing is contributing to modulation of the stability of
folded pre-mRNA secondary structures. Lower editing frequencies (Φ) were observed in
double-stranded regions where the predicted base pair of the edit site was a guanosine.
This observation can be explained by wobble base pairing (Murphy and Ramakrishnan,
2004), as guanosine is the only standard RNA base which does not pair with inosine,
resulting in lower stability in the double-stranded region after editing at these sites
compared to sites paired with other nucleotides. Another explanation, proposed by
Wong et al. (2001), is that steric interference by the larger purine bases in A:A and
A:G mismatches interfere with the function of the ADAR enzymes, reducing editing
efficiency.
We also noted that for many genes, the proportion of editing was significantly
correlated with transcript abundance. These correlations were largely negative, where
increased editing was associated with decreased mRNA expression. A biological cause
and effect relationship is difficult to establish here, given that RNA editing may be a
consequence (as opposed to cause) of reduced mRNA production, and other biases
relating to library preparation or sequencing (Harcourt et al., 2017) could conceivably
lead to spurious, negative correlation. However, these findings are similar to those
reported in other analyses of global RNA editing profiles (Hwang et al., 2016), where a
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broadly negative relationship between editing and transcript abundance also fits with
a mechanism by which mRNA expression is controlled through preferential retention
of edited transcripts in the nucleus (Zhang and Carmichael, 2001; Prasanth et al.,
2005).

4.3.4

RNA edited genes and QTL

A number of the editing sites we detected mapped to genes that are involved in
lactation. These genes include the major milk protein components (caseins) encoded
by the CSN1S1, CSN2, and CSN3 genes, as well as the antimicrobial LPO and LTF
proteins. A number of other edited genes are important mediators of milk fat synthesis
(LPL, ACACA, GPAM : Bionaz and Loor, 2008) and secretion (XDH, PLIN3: Bionaz
and Loor, 2008), or are involved in the transport of small molecules in milk: SLC37A1
(Pan et al., 2011) and ABCG2 (Otero et al., 2016). Together, these genes represent
some of the most prominent and well-published genes in lactation biology, and include
many of the largest effect loci implicated in genetic regulation of these traits (He et al.,
2011; Khatib et al., 2008; Bionaz and Loor, 2008; Kemper et al., 2016; Olsen et al.,
2007). This suggests, at a minimum, that RNA editing may functionally moderate
aspects of mammary and lactation physiology, and further presents RNA editing as
one of the mechanisms that may underpin milk and lactation QTL.
To investigate the latter hypothesis, GWAS was conducted for all 2,413 edited
sites, treating the RNA editing proportion (Φ) as a phenotype. This analysis yielded
significant cis-edQTL at 134 sites. Further analysis of these edQTL suggested that
highly associated variants tend to be in phase with the corresponding edit sites,
implying a consistency of phase within individual pre-mRNA molecules. We also
found evidence that, when edit sites are predicted to be located within the same
double-stranded secondary structure as a significant variant, alleles which increase the
stability of the structure tend to increase editing, and alleles which destabilise the
structure tend to decrease editing. These results are concordant with a mechanism
whereby cis-edQTL causal variants act within each pre-mRNA transcript to stabilise
or destabilise secondary structures, potentially modifying the substrate affinity of
these molecules to RNA editing enzymes. These findings broadly support an analysis
of the genetic impacts of RNA editing in humans, where the authors similarly looked
at aspects of allele-specific editing (Park et al., 2017). This human study (Park et al.,
2017), and two other studies in mouse (Gu et al., 2016) and Drosophila (Ramaswami
et al., 2015), similarly propose allelic effects on folded RNA structures as the likely
mechanism driving edQTL.
To look for potential impacts of edQTL on gene expression and lactation phenotypes, we conducted association mapping using intervals of WGS-resolution variants
highlighted from RNA-editing analyses. Of the 89 genes highlighted with cis-edQTL,
we identified 41 with significant cis-eQTL, fifteen of which also showed strong correlation of association statistics (r > 0.707). We also assessed correlations between edQTL
and co-located lactation QTL, determined in a separate population of 9,989 outbred
cows. Correlations greater than 0.707 were observed for A-to-I sites in the CD36,
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FBXW8, HOOK3, HPSE, and TLR6 genes. Two sites in the CD36 gene were correlated with co-located fat concentration and milk yield QTL, with lower correlations
also observed for the lactose yield and protein concentration phenotypes. This gene
encodes a component of the milk fat globule membrane, comprising a glycoprotein
that is implicated in fatty acid transport (Ibrahimi and Abumrad, 2002), and in
mammary gland cell proliferation and involution (Spitsberg et al., 1995). The HOOK3
gene contained three sites with edQTL that were strongly correlated with QTL for
lactose concentration or fat yield. HOOK3 encodes a microtubule tethering protein
involved in intracellular vesicle trafficking (Xu et al., 2008), and is broadly analogous
in function to the gene PICALM that has previously been associated with lactose
concentration in milk (Lopdell et al., 2017). It should be noted, however, that HOOK3
maps near the GPAT4 gene, which is itself an excellent candidate gene, and for which
associations with these phenotypes have been reported previously (Littlejohn et al.,
2014b). Additional work would therefore be required to differentiate between potential
linkage disequilibrium effects from GPAT4, and a genuinely discrete signal driven
through a possible HOOK3 edQTL.
Of the five genes with strong correlations with lactation QTL, CD36 and FBXW8
had relatively modest edQTL/eQTL correlations, whereas HPSE and HOOK3 showed
correspondingly strong correlations with eQTL. For these latter genes, our findings
present a potential chain of causality from variants modulating the editing of premRNA transcripts, to consequent mRNA expression and lactation effects. Although
the mechanism linking mRNA expression to physiological impacts is straightforward,
the understanding of the impacts of RNA editing on gene expression is comparatively
poor, though can be expected to advance in accordance with the rapidly growing
body of literature regarding RNA editing biology. Together, these results improve
our understanding of RNA editing in mammals, and our understanding of the link
between genotypes and phenotypes in lactation.

4.4
4.4.1

Materials and methods
DNA and RNA sequencing

Potential RNA editing sites were detected by comparing variant calls from mammary
RNAseq to whole-genome DNA sequence calls. A total of 364 cows of mixed HolsteinFriesian, Jersey and cross-bred ancestry were divided into two non-overlapping sets. A
discovery set composed of nine F2 Holstein-Friesian/Jersey cross-bred animals was
sequenced using both RNAseq and whole-genome approaches, to enable discovery
of edited sites within the RNA. The second set of 355 animals (the quantification
set) was sequenced using RNAseq only, and used to quantify the level of editing at
the sites first identified in the discovery set. The quantification animals were used to
generate editing proportion phenotypes (Φ) for use in edQTL mapping.
RNA sequencing was performed on mammary biopsies from all 364 animals, as
reported previously (Littlejohn et al., 2016). Briefly, high-depth mammary RNAseq was
conducted on tissue obtained via mammary biopsy, sampled at several points in time.
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Following library preparation, samples were sequenced using the Illumina HiSeq 2000
instrument to produce 100 bp paired-end reads. RNASeq reads were mapped to the
UMD 3.1 reference genome using Tophat2 (version 2.0.12) (Kim et al., 2013), mapping
an average of 207.9 million reads per sample. Duplicate reads were marked using
the MarkDuplicates command in the Picard software package (version 1.89; Broad
Institute).
Whole genome sequencing was performed for the animals in the discovery set using
methods we have described previously (Littlejohn et al., 2014b, 2016). All animals
were sequenced using 100 bp paired-end reads on the Illumina HiSeq 2000 instrument,
followed by mapping to the UMD 3.1 bovine reference, using BWA MEM 0.7.8 (Li
and Durbin, 2009). This yielded mean and median mapped read depths of 22.1× and
22.2× respectively.

4.4.2

Identifying edited sites in the RNA

Variant calling was performed on the nine discovery set animals, for both DNA
and RNA alignments, using Freebayes version 1.2.0 (Garrison and Marth, 2012).
Reads that had been marked as duplicates, or with mapping quality scores below
twenty, were excluded. Variant calling on RNA alignments was performed using the
Freebayes options -C 3 -F 0.1 -m 20 -q 25 –min-coverage 5 -U 8, and on DNA
alignments with less stringent options -C 2 -F 0.2 -m 10 -q 20 –min-coverage
2 -U 8. Additional filters were subsequently applied to the RNAseq variant calls,
excluding variants with quality scores less than 30, variants with missing genotypes in
more than a single animal, and any variants with five or fewer observed alternative
alleles. Following the recommendations of Ramaswami et al. (2012), variants were
removed from the RNAseq call list where these were located adjacent to RNA splice
sites or homopolymer sequences (≥ 5 bp), or which were observed only within the first
or last 6 bases of the reads, as well as any variants mapping to regions identified as
simple repeats or low-complexity regions using RepeatMasker (version 4.0.5) on the
UCSC BosTau8 bovine genome (UMD 3.1.1) with RepBase library release 20140131.
Due to the difficulty in accurately calling indel variants, these were excluded from
both the RNA and DNA variant sets.
Variants present in the RNA-called set but absent from the DNA-called set formed
the initial set of potential RNA edits, yielding a set of 9,520 candidate RNA editing
sites. These sites were further subjected to manual evaluation to remove sites where,
for example, no read coverage was available in the DNA sequence, or where alignments
in the RNA sequence appeared anomalous. This resulted in a conservative subset of
4,522 sites. Bases were counted at each site in the discovery set animals, and sites
were excluded where fewer than two thirds of the animals had an edited read, or
fewer than two thirds of animals had fewer than five reads mapping to the site. Using
these criteria yielded a final set of 2,413 manually appraised sites. This set is expected
to be very conservative, and although it likely has a low false positive rate, many
infrequently edited sites, or sites with low editing levels, are likely to be missing.

97

4. cis-regulation of RNA-editing
Editing proportions for each of the 2,413 verified sites were calculated for each
cow in the quantification set by reporting the base composition of reads in the RNA
alignments. Edit sites were allocated to genes using the Ensembl Variant Effect
Predictor (McLaren et al., 2016), requiring genes to map on the correct strand.
Because UTR regions in the released annotations often appeared to be considerably
shorter than those evident in the RNA sequence data, variants labelled as upstream
or downstream were considered to sit in 50 - and 30 -UTRs respectively, given that they
were discovered in RNA (i.e. expressed) data.

4.4.3

Predicting two-dimensional mRNA structure

Local mRNA secondary folding structure was predicted for each editing site. Within
each gene, sequence was extracted for an interval that included 1.5 kbp of sequence
upstream and downstream of the most 50 and 30 edited sites. In cases where the total
sequence extracted for a gene exceeded 15 kbp, multiple, shorter sub-sequences were
used.
Each sequence was then plotted against its complement to generate dot-plots
(Figure 4.2). Dots were placed where at least 11 of the 15 nucleotides, centred on
each pair of positions, were complementary. Diagonal lines appearing in the plots
are indicative of long strands of complementary sequence, highlighting potential
double-stranded regions for examination, by manual observation, for the presence of
edited sites. These regions were also processed using the bifold-smp program from the
RNAstructure software package (Reuter and Mathews, 2010) to generate candidate
secondary folded structures.

4.4.4

Genotyping and RNA QTL discovery

To enable the discovery of edQTL via GWAS, all 355 animals in the quantification
data set were genotyped using the BovineHD SNP-chip (Illumina). Variants with
minor allele frequencies < 1% were removed. As a filter for erroneous SNP assays,
tests were conducted for Hardy-Weinberg equilibrium (Graffelman and Moreno, 2013)
using PLINK software (Chang et al., 2015; Purcell et al., 2007) (version 1.9b3i),
with variants yielding p-values less than 1.0 × 10−30 excluded. The final variant set,
containing 630,774 variants, was used for edQTL and eQTL.
As described above, the base composition of RNA editing sites was determined
in the quantification set of animals to determine the proportions of edited reads for
each animal and site (Φ: Park et al., 2017). To satisfy the normality requirement for
phenotypes used in the generalised least-squares model, the proportions of edited
reads were transformed using the logit function. For each edited site, logit-transformed
Φ values (y) were fitted to a generalised least-squares model to identify edQTL. The
numerator relationship (A) matrix was used to account for any covariances between
animals that were due to shared ancestry.
Each genotyped variant was fitted individually using the generalised least-squares
(GLS) model described in (Lopdell et al., 2017). Briefly, the model used was y = Xβ+,
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where the error term () has the conditional mean E(|X) = 0 and covariance
Var(|X) = W, where W = σP2 × (0.3 · A + 0.7 · I), I is the identity matrix and σP2 is
the phenotypic variance.
To confirm that shared ancestry was not inflating the GLS results, the statistic

2
χ2 = se(β̂β̂) was calculated for each variant using the estimate of the slope (β̂). For
each edited site, the median of the χ2 statistic was calculated, with the ratio of the

observed median and the expected median (0.4549) yielding the inflation statistic for
that edited site. Inflation is indicated when the value of this statistic exceeds unity.
As part of a previous study (Littlejohn et al., 2016), gene expression phenotypes
were derived for a larger set of 375 animals, of which the 355 animals in the quantification set formed a subset. Gene expression, measured in fragments per kilobase of
transcript per million mapped reads (FPKM), and in transcripts per million (TPM)
(Wagner et al., 2012), was quantified for genes containing RNA editing sites using
Stringtie software (version 1.2.4) (Pertea et al., 2015), with annotations from Ensembl genebuild release 81. Additional gene expression phenotypes were also derived
by applying the “variance stabilising transformation” (VST) function from DESeq
(Anders and Huber, 2010) to read counts for each gene, resulting in phenotypes with a
distribution closer to the normal distribution, and therefore more suitable for analysis
with linear models. The read counts used here consisted of only those reads that either
a), mapped entirely within a single exon; or b), spliced across one or more annotated
exon junctions, according to the exon boundaries defined by the Ensembl annotations
(release 81). Reads that spliced at a site not recorded in the Ensembl annotations were
excluded.

4.4.5

WGS imputation and fine mapping

To map variants at a higher resolution around identified edQTL, WGS variants were
imputed into the quantification animal set using a previously described reference population of 565 animals (Littlejohn et al., 2014a, 2016), comprising Holstein-Friesians,
Jerseys, and cross-bred cattle. Briefly, these cattle were sequenced using the Illumina
HiSeq 2000 instrument, yielding 100 bp paired-end reads. Mapping was conducted
using BWA MEM 0.7.8 (Li and Durbin, 2009), resulting in mean and median mapped
read depths of 15× and 8× respectively. Variant calling was conducted using GATK
HaplotypeCaller (version 3.2) (DePristo et al., 2011) with base quality score recalibration, followed by phasing using Beagle 4 (Browning and Browning, 2009). Variants
with phasing allelic R2 <0.95 were excluded for quality filtering purposes.
1 Mbp intervals, centred on the top cis-edQTL markers, were imputed to wholegenome sequence resolution using Beagle 4 (Browning and Browning, 2009) with the
reference population described above, excluding variants with minor allele frequencies
below 0.05. Across all 131 intervals, this process resulted in a total of 659,199 variants
(mean 5,032; min 2,102; max 10,870 per interval). Although we have no truth set with
which to directly determine the imputation accuracy for these animals, previous work
we have performed (Littlejohn et al., 2016) indicates accuracies of around 98–99%
when imputing BovineHD-resolution genotypes to WGS. Association analysis was
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conducted using the same GLS model described for SNP-chip based GWAS. Within the
same intervals, gene expression phenotypes (described above) were used analogously
to discover eQTL.

4.4.6

Phase and complementarity relationships

To investigate phase relationships between edited sites and variants on the same
transcript, WGS variants for each site with a significant edQTL were extracted. These
analyses were restricted to animals heterozygous for the implicated site, and only
variants that were correlated R2 > 0.95 with the most significant variant, and were
within 150 bp of the edit site, were included in these analyses. These criteria yielded
70 pairs of edit sites and WGS variants. Read pairs were then extracted from RNAseq
BAM files where the read pairs contained both the edit and variant positions. Reads
meeting these criteria were subsequently counted to yield 2 × 2-contingency tables for
the number edited / not edited for the edit site, and the number reference / alternative
for the variant allele. Contingency tables of expected counts under independence were
generated, and any pairs where at least one cell in either the observed or expected
contingency table was less than six were excluded. This yielded 70 pairs that were
then tested for independence using a χ2 test. Results where p < 7.14 × 10−4 were
considered significant, applying a multiple testing threshold of p = 0.05/70.
Complementarity relationships were investigated by extracting pairs of edit sites
that exhibited significant edQTL, and WGS variants that co-located to the same
double-stranded secondary structure. Structures were determined using dot-plots and
the RNAstructure software package (Reuter and Mathews, 2010) as described above.
Only WGS variants within 8 kbp of the edited site were considered. Additive allelic
substitution effects (β) for the non-complementary allele were extracted from the
WGS-resolution edQTL analysis for each edit site / variant pair. As we hypothesised
that decreased complementarity would decrease editing, a one-sample t-test was
performed for the one-sided alternative hypothesis that mean β < 0.

4.4.7

Milk phenotypes and QTL

To examine the effect of RNA editing on milk production traits, milk fat, protein
and lactose phenotypes were derived for 9,989 cows from measurements taken as part
of standard herd-testing procedures. Milk samples were processed by LIC Testlink
(Newstead, Hamilton, New Zealand) using Fourier transform infrared spectroscopy on
Milkoscan FT6000 (FOSS, Hillerød, Denmark) and Bentley FTS (Bentley, Chaska,
USA) instruments. Individual phenotypic measurements for each animal were estimated
using repeated measures models in ASReml-R as described in Lopdell et al. (2017).
These 9,989 cows had previously been genotyped on several different SNP platforms:
Illumina Bovine SNP50 (n=6,481), BovineHD (n=62), and GeneSeek Genomic Profiler
BeadChip (n=3,950; GeneSeek/Illumina). Five hundred and one cows had been
genotyped on multiple panels. All cows were imputed to WGS resolution for the 134
edQTL intervals using Beagle 4 as described above. These genotypes were subsequently
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used with the milk-sample-derived phenotypes to explore QTL at each of these intervals,
using the GLS model described above.
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Chapter
MATN3 underlies a QTL for stature on chr11 in cattle

The work in this chapter was originally published as: T. J. Lopdell,
M. D. Littlejohn. MATN3 underlies a QTL for stature in cattle. New
Zealand Journal of Animal Science and Production, 78, 51–55, 2018,
and presented at the New Zealand Society of Animal Production annual
conference in July 2018 (Lincoln, Canterbury, New Zealand).

5.1

Introduction

The body size traits live weight and stature are classic quantitative genetic traits, and
widely recorded due to their ease of measurement and moderately high heritabilities
(approximately 0.4 for both traits in cattle; Banos and Coffey, 2012). These two
measures exhibit a high genetic correlation, with estimates in cattle ranging from 0.6
(Riley et al., 2007) to 0.65 (Banos and Coffey, 2012), suggesting that the same genetic
signals generally act on both measures. These traits are economically important to
New Zealand farmers because of the association of larger animals with elevated levels
of production, but also with diminished efficiency at the same level of production due
to increased feed requirements (Holmes et al., 1993).
Several QTL have been published previously for body size traits in cattle, including
the PLAG1 QTL (Karim et al., 2011; Fink et al., 2017) at chr14: 25.0 Mbp (positions
in million base-pairs on the UMD3.1 bovine reference genome) and the HMGA2
QTL (Bolormaa et al., 2014) at chr5: 48.1 Mbp. These QTL are frequently pleiotropic,
affecting phenotypes other than body size. Here, we report a QTL for stature identified
on chr11, with which live weight is not significantly associated after multiple-testing
correction, and identify a candidate causative gene underlying the QTL.

5.2
5.2.1

Results
Stature QTL identified

A significant QTL was identified for the stature phenotype (Figure 5.1) at chr11: 78–
79 Mbp (β = 3.98 mm ± 0.56; p = 1.6 × 10−12 ), using the conventionally-applied
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Figure 5.1: A Manhattan plot illustrating the stature QTL detected on chr11 at 78–79 Mbp
in 65,500 mixed-age, mixed-breed NZ dairy cattle. Each point represents a whole-genome
sequence variant. The dashed box indicates the most strongly associated variant, along with
other variants with correlations > 0.7 with that variant.

genome-wide significance threshold of 5 × 10−8 (Pe’er et al., 2008). The top marker
identified was rs475277351, located at chr11: 78,916,750 bp. This marker was an indel
(genotypes T/TAAAACA) with a minor allele frequency (MAF) of 0.026. Restricting
the analysis to pure-bred Holstein-Friesians and Jerseys indicated that this variant is
segregating in the Holstein-Friesian breed (n=12,458; MAF=0.040; β = 4.14 mm±1.05;
p = 8.1 × 10−5 ), but not in Jerseys (n=7,012; MAF=0.001; β = 8.82 mm ± 8.16;
p = 0.28). In both breeds, the minor allele was T. Surprisingly, no co-located QTL
was detected for live weight, with the association at this marker (β = 1.25 kg ± 0.39;
p = 1.4 × 10−3 ) not significant at the genome-wide level. For comparison, the PLAG1
QTL on chr14 (Karim et al., 2011) with all breeds yielded highly significant results
for both the live weight (β = 1.47 kg ± 0.116; p = 5.6 × 10−37 ) and stature (β =
1.82 mm ± 0.01; p = 7.17 × 10−28 ) phenotypes.
To test for the presence of protein-coding variants that could provide candidate
causative genes, variant effect predictor (VEP; Aken et al., 2016) was run on variants
in LD with the most significant marker (see Materials and methods). Results from
VEP suggest that rs475277351 maps to an intergenic region, along with two of the five
sites in LD (r > 0.7) with it. Another variant maps downstream of the RHOB gene,
while the remaining two variants map into introns of the SDC1 and LAPTM4A genes.
As no missense or nonsense mutations were identified that would be predicted to
impact protein function, it is likely that the QTL operates via an underlying regulatory
mechanism.

5.2.2

Regulatory mechanisms

To investigate possible mechanisms operating via the regulation of gene expression,
association analyses were undertaken for the sixteen genes positionally located within
the QTL region in order to detect potential eQTL. The most highly-significant eQTL
detected was for the MATN3 gene (p = 2.5 × 10−38 ), which maps to chr11: 78,893,508–
78,904,614. Intriguingly, the same variant rs475277351 was found to be the most
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Figure 5.2: Zoomed Manhattan plots highlighting the region surrounding the stature QTL
(a) and MATN3 eQTL (b), both on chr11, and identified in NZ dairy cattle. The dashed
box indicates the most strongly associated variant for the stature QTL, along with other
variants with correlations > 0.7 with that variant, showing that the same cluster of variants
is strongly associated with both phenotypes.

strongly associated with this eQTL as for the stature QTL, with other variants in
LD also highly associated in both QTL (Figure 5.2). This suggests that both QTL
share a common underlying genetic regulation, implying that, if the two QTL truly
are co-regulated, the significance levels of variants should be correlated between the
two QTL. Here, the Pearson correlation between significance statistics for the vector
of variants common to the regions characterising the stature QTL and MATN3 eQTL
was moderately high, at 0.584 (Figure 5.3a). Table 5.1 summarises the effects of the
top six variants on the MATN3 eQTL and the co-located stature QTL. The effect
direction for each variant is the same between the two QTL: all variants are associated
with increases in both stature and MATN3 expression.
Another significant eQTL was observed for the LAPTM4A gene (p = 5.4 × 10−12 ),
which maps to chr11: 78,862,495–78,880,461. The top associated variants for this
eQTL were rs110552157 and rs109993903, neither of which was associated with stature
(p = 0.858; Figure 5.3b). The correlation between the significance statistics of the
stature QTL and the LAPTM4A eQTL was −0.160, as variants associated with one
phenotype tended not to be associated with the other. A third eQTL was observed
for the RHOB gene (p = 4.6 × 10−8 ) which was marginally significant at the genome-
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Figure 5.3: the − log10 (p − values) for two eQTL plotted against those for the stature.
Each point represents a whole-genome sequence variant. The dashed box indicates the most
strongly associated variant for the stature QTL, along with other variants with correlations
> 0.7 with that variant. The correlations for the (a) LAPTM4A eQTL, and (b) MATN3
eQTL, respectively, with the stature QTL are -0.160 and 0.584.
Table 5.1: Variant effects on stature QTL and MATN3 eQTL.

Variant
rs41567639
rs211087307
rs211425709
rs207833093
rs207940329
rs475277351

Position
78,448,798
78,459,337
78,488,909
78,699,113
78,870,305
78,916,750

Stature Effect (Pval)
3.961
3.944
3.944
3.973
3.924
3.982

(2.02 × 10−12 )
(2.49 × 10−12 )
(2.49 × 10−12 )
(1.98 × 10−12 )
(3.64 × 10−12 )
(1.56 × 10−12 )

eQTL Effect (Pval)
1.046
1.046
1.046
1.046
1.067
1.078

(1.14 × 10−37 )
(1.14 × 10−37 )
(1.14 × 10−37 )
(1.14 × 10−37 )
(2.12 × 10−36 )
(2.53 × 10−38 )

Distance
−444,710
−434,171
−404,599
−194,395
−23,203
23,242

Only variants in strong LD (r2 > 0.7) are shown. Positions are for chromosome 11 on the
UMD3.1 bovine reference. Stature effects (β) are shown in millimetres. Effects for eQTL
are shown in VST-transformed units. The distance column indicates the number of bases
between the variant and the 50 -end of the MATN3 gene (TSS: chr11: 78,893,508).

wide threshold of 5 × 10−8 . This eQTL was also uncorrelated with the stature QTL
(r = 0.004).

5.3

Discussion

A QTL for stature (height at sacrum) has previously been reported near the locus
reported here (Boichard et al., 2003), peaking at chr11: 82 cM. However, this study
included only eight markers on chr11, and no attempt was made to assign an underlying
causative gene at that time. Although the chr11 stature QTL has been reported
subsequently (Cole et al., 2011; Bouwman et al., 2018), we are unaware of any
literature assigning a causative gene to the QTL, so we consider the work presented
here as the first to do so.
The largest stature QTL reported in cattle to date is at the PLAG1 locus on
chr14, with β = 2 cm (Karim et al., 2011). Here, we found that the chr11 QTL had
a larger effect (β = 3.98 mm) than the PLAG1 QTL (β = 1.82 mm), although the
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effect size attributed to PLAG1 in our study is much smaller than that reported by
others previously, suggesting we may have been overly conservative in our application
of PCA to adjust for population stratification.
As no protein-coding mutations in significant LD with the chr11 tag variants for the
stature QTL were identified by the VEP analysis, the underlying effect for this QTL is
likely to be regulatory. The eQTL analysis identified three genes with significant eQTL
mapping near this locus: LAPTM4A, RHOB, and MATN3. The LAPTM4A eQTL
has a correlation of −0.160 with the stature QTL, suggesting that genetic regulation
of this gene is independent of the stature QTL. The RHOB eQTL also appears to
be regulated independently (r = 0.004). The MATN3 eQTL, in contrast, exhibited a
correlation of 0.584, suggesting that this eQTL is co-regulated with the stature QTL.
This assertion is further supported by the fact that the same variant is most strongly
associated with both QTL. Therefore, we consider MATN3 the most likely candidate
causative gene.
The MATN3 gene encodes the protein matrilin 3, a component of the extracellular matrix (Klatt et al., 2009) that interconnects collagen and aggrecan fibres.
Matrilins have been associated with the development and maintenance of cartilage,
with mutations in humans playing a role in skeletal diseases, such as multiple epiphyseal
dysplasia (Kannu et al., 2009) and osteoarthritis (Pullig et al., 2002; Klatt et al., 2009).
Additionally, mutations in MATN3 have been associated with growth plate collagen
abnormalities in mice, leading to short-limbed dwarfism (Myllyharju, 2014), and with
shortened long bones in humans, leading to early-onset dwarfism (Borochowitz et al.,
2004). A mechanism whereby stature is affected by altering the leg length without
affecting body size would also explain the lack of significance observed at this locus
for the live weight phenotype, as the bulk of a cow’s mass is concentrated in the body
rather than the limbs.
The associations of MATN3 with bone growth and dwarfism lead us to consider
MATN3 as a candidate causal gene for this QTL. The case for this is strengthened
by underlying genetic co-regulation of the stature QTL with the MATN3 eQTL, as
evidenced by the correlation between the two QTL, and by the fact that the two QTL
are most highly associated with the same variant. However, as the eQTL reported
here were discovered in mammary tissue, these results assume a shared regulatory
architecture for this gene between mammary tissue and stature-relevant tissues such
as bone or cartilage. This leaves open an alternative hypothesis that a different gene,
driven by a regulatory circuit that mammary tissue does not adequately represent
(though is influenced by the same underlying haplotype) is responsible for the stature
QTL. Although the data used in this study cannot rule out this alternative hypothesis,
we contend that the developmental function of MATN3, together with associated
disease phenotypes in humans, makes it a strong a priori candidate, and that the
most plausible hypothesis is that MATN3 is the causative gene at this locus.
In conclusion, therefore, we propose that genetically-regulated differences in expression of the MATN3 gene underlie the bovine stature QTL identified by Boichard
et al. (2003) on chr11. If validated, this discovery will contribute to our understanding
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of the genetics of cattle growth, with potential future applications in both the dairy
and beef industries.

5.4
5.4.1

Materials and methods
Genome-wide association study

The stature and live weight results reported here were part of a GWAS performed
on 65,500 mixed-breed, mixed-age New Zealand dairy cows. Cows were genotyped
using the Illumina BovineSNP50, BovineHD, or Geneseek Genomic Profiler BeadChip
platforms, then imputed to whole-genome sequence resolution using Beagle4 (Browning
and Browning, 2009) with a reference population of 565 cattle, as described by
Littlejohn et al. (2016). This yielded 16,243,015 genotypic markers. Phenotypic records
for live weight and stature were extracted from the national herd recording database
at LIC, with data adjusted for contemporary group, method of measurement, age at
calving, and stage of lactation using the procedures outlined by Fink et al. (2017).
The GWAS was performed using an additive linear model implemented in the Plink
software package (v1.90b3i; Chang et al., 2015). Principal components analysis (PCA
Price et al., 2006) was performed on the genomic relationship matrix (GRM) calculated
from the genotypes, to account for family structure and population stratification,
then the first 1,000 components were fitted as covariates to the phenotype using a
least-squares model in JMP software (v13.2.1; SAS Institute Inc, Cary, NC, 2007).
The phenotypic residual was subsequently used for association analysis.

5.4.2

Variant effect predictions

The GWAS analysis described above yielded a QTL peak for stature on chr11 at
approximately 78–79 Mbp. All markers that were in LD (R2 > 0.5) with the most
significant marker (rs475277351), and within one million base pairs, were extracted
and analysed using the Variant Effect Predictor (VEP) tool at Ensembl (http://
ensembl.org/Bos_taurus/Tools/VEP/; Aken et al., 2016) on the Bos taurus UMD3.1
reference with Ensembl transcripts (build 90).

5.4.3

eQTL analysis

Expression QTL (eQTL) association analyses were conducted on the sixteen genes
within 1 Mbp (encompassing the QTL peak) of the top stature marker, using genotypes
from the 3,640 WGS markers in the same genomic interval, as a next step in highlighting
candidate causative genes underlying the QTL. This analysis followed the method
outlined by Lopdell et al. (2017, Chapter 7 in this thesis). Briefly, RNA sequencing
(RNAseq) was performed on biopsies from the lactating mammary glands of 373 cows,
comprising animals from the AgResearch Tokanui research farm and a smaller number
of cows from the LIC Friesian-Jersey crossbred trial (Spelman et al., 2001). Biopsy
samples were obtained in accordance with protocols approved by the Ruakura Animal
Ethics Committee, Hamilton, New Zealand (approval AEC 12845). Samples were
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processed using a stranded RNAseq library preparation and sequenced on an Illumina
HiSeq 2000 instrument, yielding 100 bp paired-end reads. These were mapped to the
reference genome using Tophat2 (version 2.0.12; Kim et al., 2013) and normalised
prior to association analysis using the variance-stabilising transformation implemented
in the DESeq R package (Anders and Huber, 2010).
The association analysis followed the approach described in Chapter 7. A generalised
least-squares model was fitted using the numerator relationship (A) matrix to account
for pedigree and population stratification. The A-matrix for the 373 animals was
calculated using pedigree records extracted from the LIC herd-recording database.
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rs475277351, and performed VEP analysis of all variants with
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as the most plausible candidate gene underlying the stature QTL.
Wrote the draft text and produced figures using R.
Mathew Littlejohn: Performed initial GWAS using 65,500 animals
using PLINK for the stature and liveweight phenotypes. Corrected
phenotypes for stratification by calculating principle components
of the GRM and pre-adjusting phenotypes using the first 1,000
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Chapter
Multiple QTL underlie milk phenotypes at the
CSF2RB locus

The work in this chapter was originally published as: T. J. Lopdell,
K. Tiplady, C. Couldrey, T. J. Johnson, M. Keehan, S. R. Davis, B. L.
Harris, R. J. Spelman, R. G. Snell, and M. D. Littlejohn. Multiple
QTL underlie milk phenotypes at the CSF2RB locus. Genetics Selection
Evolution, 51:3, 2019. doi:10.1186/s12711-019-0446-x.

6.1

Background

Liquid milk provides a source of nutrition to neonate mammals, and is also used as
a convenient source of nutrition for both infant and adult humans. In much of the
Western world, milk is primarily produced for human consumption by taurine cattle
(Bos taurus) dairy breeds. Within these breeds, many generations of selection has
improved milk production capacity and efficiency. However, despite numerous recent
genome-wide association studies (GWAS) e.g. (Raven et al., 2016; Pausch et al., 2017a;
Wang et al., 2017; Calus et al., 2018), major QTL remain for which no causative gene
has been definitively assigned.
Several genes with substantial impacts on milk yield are known, including DGAT1
(Grisart et al., 2002), ABCG2 (Cohen-Zinder et al., 2005), GHR (Blott et al., 2003),
SLC37A1 (Kemper et al., 2016), and MGST1 (Littlejohn et al., 2016). Recently, as
part of the work presented in Lopdell et al. (2018) (see Chapter 8), we performed a
milk volume genome-wide association analysis in 4,982 mixed breed cattle using a
BayesB model (Meuwissen et al., 2001; Habier et al., 2011), using a panel of 3,695
variants selected as tag-SNPs representing expression QTL (eQTL) from lactating
mammary tissue (Lopdell et al., 2018). Of the top three loci explaining the greatest
proportion of genetic variance in this model, genes representing the top and second to
top effects have been well described for their role in milk production effects (Grisart
et al., 2002; Littlejohn et al., 2016, DGAT1 and MGST1 respectively), whereas no
causative gene appears to have been definitively assigned for the third signal at
chromosome 5:75–76 Mbp.
111

6

6. Multiple QTL underlie milk phenotypes at the CSF2RB locus
This locus broadly overlaps QTL reported previously for milk yield (Kemper
et al., 2015b; Wang et al., 2017), milk protein yield (Kemper et al., 2015b; Wang
et al., 2017), milk protein concentration (Kemper et al., 2015a; Raven et al., 2016;
Pausch et al., 2017a), and milk fat concentration (Littlejohn et al., 2016; Pausch
et al., 2017a). Although no gene has been definitively implicated, Pausch et al. (2017a)
noted significant markers mapping adjacent to the CSF2RB, NCF4, and TST genes,
proposing the latter as the most likely candidate based on its proximity to the top
associated variant. Other studies have proposed CSF2RB due to its high level of
expression in the mammary gland (Kemper et al., 2015a; Raven et al., 2016), or
involvement in the JAK-STAT signalling pathway (Kemper et al., 2015b; Wang et al.,
2017). Other nearby genes speculated to cause these effects also include MYH9 (Wang
et al., 2017) and NCF4 (Kemper et al., 2015b).
Given these observations, and the magnitude and diversity of effects at this locus,
the aim of this study was to investigate the chromosome 5 region in detail. By combining
information from milk yield and milk composition traits with gene expression data
from a large bovine mammary RNA sequence dataset, we highlight multiple lactation,
gene expression, and RNA-editing QTL segregating at the locus, presenting CSF2RB
as the most likely causative gene responsible for these effects.

6.2
6.2.1

Results
Sequence-based association analysis at the chr5 interval

Fine mapping of milk yield and protein concentration QTL at the chr5: 75–76 Mbp
locus was performed using imputed sequence genotypes representing >30,000 cows.
These animals had been physically genotyped using the GeneSeek Genomic Profiler
(GGP) chip, where this panel had also been augmented with 224 custom sequence
variants representing the chromosome 5 window, enriching the interval for QTL-tag
variants identified from previous, preliminary analyses of the locus (spanning 74.8–
76.2 Mbp; see Materials and Methods). Sequence data for this locus were imputed
using Beagle4 (Browning and Browning, 2009) (74.8–76.2 Mbp; 11,733 markers), and
phenotypes were produced from herd-test records (n=29,350 cows) from the animals’
first lactations to derive values for milk yield (MY), protein yield (PY), fat yield (FY),
protein concentration (PC), and fat concentration (FC; see Materials and Methods).
Mixed linear model association (MLMA) analyses were conducted using GCTA
(Yang et al., 2011). The top associated variant for each of the five phenotypes is shown in
Table 6.1. All QTL were found to be significant at the genome-wide threshold 5 × 10−8 .
The most significant QTL in this region was identified for protein concentration,
followed, in order of decreasing significance, by fat concentration and milk yield. The
fat yield phenotype exhibited the least significant QTL. The protein concentration
and milk yield phenotype QTL are illustrated in Figure 6.1.
Alongside the MLMA-LOCO analysis, AI-REML was performed, using a GRM
calculated over all chromosomes, to estimate narrow-sense heritabilities (h2 ; Table 6.2).
To investigate these QTL further, the linkage disequilibrium (LD) statistics (R2 )
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Figure 6.1: The genetic context of milk trait QTLs. Panels A) and B): QTLs for the
herd-test-derived phenotypes protein concentration (A) and milk yield (B). Colours represent
strength of LD (R2 ) with the most significant marker. Panel C) shows the locations of genes
mapping into this window (bottom) and the numbers of RNAseq reads mapping at positions
across the window (top).

Table 6.1: Top variants for milk yield and composition trait QTL

Phenotype

Top Variant

Location

MAF

Beta

SE

P

FY (kg/day)
PY (kg/day)
MY (L/day)
FC (%)
PC (%)

rs466308089
rs108985709
rs208473130
rs379739117
rs208375076

75,957,201
76,157,976
75,685,770
75,786,436
75,651,326

0.031
0.409
0.444
0.471
0.446

-0.015
0.004
0.216
-0.055
-0.035

0.003
0.001
0.021
0.004
0.002

2.40 × 10
1.05 × 10−8
6.64 × 10−25
3.27 × 10−41
7.28 × 10−83
−8

Phenotypes are daily yields for fat (FY), protein (PY), and milk (MY); and composition
(percentage) phenotypes for fat (FC) and protein (PC). Variant locations are given for
chromosome 5 on the UMD3.1 reference genome.
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0.194

0.018

0.030

75786436 (FC)
rs379739117

0.887

75685770 (MY)
rs208473130

75651326 (PC)
rs208375076

0.991

0.158

0.010

75957201 (FY)
rs466308089

0.882

0.194

76157976 (PY)
rs108985709

0.018

Figure 6.2: Linkage disequilibrium (LD) observed between the top associated markers
for each phenotype (R2 ). Markers are identified using dbSNP reference SNP ID numbers.
Phenotypes are as per Table 6.2.
Table 6.2: Heritability estimates for milk yield and composition phenotypes

FY (kg)

FC (%)

PY (kg)

PC (%)

MY (L)

0.184 ± 0.008

0.622 ± 0.007

0.183 ± 0.008

0.614 ± 0.007

0.263 ± 0.008

Phenotypes are milk fat daily yield (kg) and concentration (%), protein daily yield and
concentration, and milk daily volume (L).

between each pair of top variants were calculated (Figure 6.2). Strong LD was observed
between the top variants for the MY, FC, and PC phenotypes (MY vs FC tag variants
R2 = 0.887; MY vs PC tag variants R2 = 0.991).

6.2.2

Functional prediction of variant effects suggests regulatory
QTL mechanisms

To assess potential functional effects of the statistically implicated QTL variants, all
polymorphisms in strong LD (R2 > 0.9) with the top-ranked QTL variants for each
trait were extracted (n=365 variants), and analysed using the Ensembl Variant Effect
Predictor (VEP) (McLaren et al., 2016). The majority of these variants (n=247) were
predicted to map outside of genes, while 113 were predicted to be intronic, with 58
in transcript ENSBTAT00000009911.4 (NCF4) and 55 in ENSBTAT00000011947.5
(CSF2RB). The remaining five variants were predicted to be synonymous mutations,
with two in ENSBTAP00000009911.4 (NCF4) at positions p.Gln145= and p.Tyr243=,
and three in ENSBTAP00000011947.5 (CSF2RB) at positions p.Asn58=, p.Tyr405=,
and p.Glu424=. Importantly, none of the highly associated variants were predicted to
change the protein sequences of genes, suggesting a regulatory mode of effect as the
likely mechanism(s) of the QTL.
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Table 6.3: Gene expression levels and top variants in eQTL analyses
Gene

Ensembl

FPKM

TPM

Top Variant

MAF

Beta

SE

P

APOL3
CSF2RB
EIF3D
FOXRED2
IFT27
IL2RB
MPST
MYH9
NCF4
TST
TXN2

ENSBTAG00000040244
ENSBTAG00000009064
ENSBTAG00000001988
ENSBTAG00000000015
ENSBTAG00000026657
ENSBTAG00000016345
ENSBTAG00000030648
ENSBTAG00000010402
ENSBTAG00000007531
ENSBTAG00000030650
ENSBTAG00000000014

0.934
61.888
9.139
0.142
0.904
0.285
1.564
14.448
0.406
2.131
4.345

1.166
80.081
11.461
0.179
1.107
0.359
1.957
17.497
0.513
2.662
5.653

rs433710540
rs384734208
rs110614216
rs385243246
rs110654851
rs43436480
rs109488885
rs377857213
rs209273109
rs109922126
rs109450151

0.101
0.439
0.353
0.176
0.440
0.364
0.314
0.034
0.443
0.073
0.454

0.128
0.428
-0.072
0.036
0.046
0.058
-0.053
0.280
0.137
-0.152
-0.080

0.0315
0.0401
0.0138
0.0133
0.0103
0.0184
0.0144
0.0715
0.0168
0.0313
0.0116

4.84 × 10−5
1.33 × 10−26
1.66 × 10−7
6.52 × 10−3
8.01 × 10−6
1.61 × 10−3
2.40 × 10−4
9.07 × 10−5
4.30 × 10−16
1.19 × 10−6
5.85 × 10−12

Expression FPKM and TPM values are medians across all RNAseq animals. Genes with
FPKM values less than 0.1 are not shown. Gene symbols are from VGNC and Ensembl.
Beta is the effect size of the minor allele on gene expression, measured in VST-transformed
units. Three genes have eQTL which exceed the genome-wide significance threshold 5 × 10−8
(Panagiotou et al., 2011).

6.2.3

Expression QTL analysis highlights three genes
differentially expressed by genotype

To look for cis-eQTL effects that might explain the lactation QTL, gene expression
levels were calculated for genes in the chr5: 75–76 Mbp window, using RNAseq data
representing lactating mammary tissue biopsies from 357 cows (Figure 6.1, panel C).
Expression levels in fragments per kilobase of transcript per million mapped reads
(FPKM) and transcripts per million mapped reads (TPM) were calculated using
Stringtie (Pertea et al., 2015) and are shown in Table 6.3 for transcripts where
FPKM>0.1. The gene with the highest expression level was CSF2RB, consistent with
previous observations in murine mammary RNAseq data (Yue et al., 2014). Moderate
expression was also observed for the candidate gene MYH9. However, the expression
level of NCF4 was very low, at FPKM=0.406. The highest correlation between pairs
of gene expression levels was observed for TST and MPST (r = 0.545), concordant
with the published observation of a shared bidirectional promoter for these two genes
(Trinklein et al., 2004).
Association mapping was then conducted for the eleven expressed genes in Table
6.3. To this end, gene expression data were first scaled using the variance-stabilising
transformation (VST) implemented in DESeq (Anders and Huber, 2010). A GRM was
then calculated for the 357 cows representing the RNAseq dataset, and the MLMALOCO method performed as described for analysis of lactation traits, above. This
yielded genome-wide significant eQTL for three genes: CSF2RB (1.33 × 10−26 ), NCF4
(4.30 × 10−16 ), and TXN2 (5.85 × 10−12 ) (see Table 6.3 and Figure 6.3). All three
genes locate within the peaks of their respective eQTL, demonstrating regulation in
cis.
In cases where genetic regulation of gene expression (i.e. an eQTL) underlies a
complex trait QTL, we expect that both QTL should share similar association signals,
with the most (and least) associated variants similar between phenotypes. To test
whether any of the eleven expressed genes shared similarities with the milk QTL, the
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Figure 6.3: QTL plots showing eQTL for the three genes that exhibit genome-wide significant
cis-eQTL (Table 6.3). From top to bottom, the three genes are A) CSF2RB, B) NCF4, and
C) TXN2. Colours represent correlations for each marker with the top variant for that eQTL
(see Figure 6.1 for legend). Grey bands indicate the location of the gene for which the eQTL
is displayed.

Pearson correlation between the log10 p-values for each of the milk QTL and eQTL
were calculated. Table 6.4 shows the QTL:eQTL correlations for all five phenotypes
with three significant eQTL, plus the TST gene, which did not yield a genome-wide
significant eQTL, though has been proposed as a candidate underlying this locus. The
eQTL for CSF2RB has R2 > 0.5 (r > 0.707) with three of the five milk phenotypes,
while correlations for the neighbouring gene NCF4 sit just below this level. Variance
in gene expression from the TXN2 or TST genes did not exhibit strong correlations
with any milk QTL. The eQTL for CSF2RB was also highly correlated with the NCF4
eQTL (r = 0.863). A similar picture is obtained when examining the LD between the
top tag markers for each QTL, with high LD observed (Figure 6.4) among the tags for
the MY, FC, and PC phenotypes with the tags for the CSF2RB and NCF4 eQTL.
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Table 6.4: Correlations between milk trait QTL and co-located eQTL

Phenotype

CSF2RB

NCF4

TST

TXN2

0.376
0.562
0.849
0.756
0.754

0.164
0.404
0.682
0.648
0.689

0.293
0.425
0.306
0.293
0.059

0.024
0.032
-0.039
-0.128
-0.118

FY (kg/day)
PY (kg/day)
MY (L/day)
FC (%)
PC (%)

Pearson correlations were calculated between the − log10 p-values of each milk QTL:eQTL
pair. Three genes with significant (P<5 × 10−8 ) eQTL are shown, along with the TST gene
(Pausch et al., 2017a) that has previously been proposed as a candidate causative at this
locus.

0.027

0.194

0.887

0.853

0.134

0.057

0.018

0.757

0.158

0.082

0.030

0.010

0.003

0.060

76157976 (PY)
rs108985709

0.074

0.018

75971630 (TST)
rs109922126

0.937

0.945

75653815 (CSF2RB)
rs210641868

75651326 (PC)
rs208375076

75311361 (TXN2)
rs109450151

0.991

0.988

0.018

0.840

75685770 (MY)
rs208473130

0.068

0.075

0.882

0.925

0.170

0.063

75722983 (NCF4)
rs209273109

0.059

0.039

0.018

75786436 (FC)
rs379739117

0.024

0.194

0.065

75957201 (FY)
rs466308089

0.095

0.012

Figure 6.4: Linkage disequilibrium between the top tag variants for milk trait QTL and colocated gene expression QTL. Three genes with significant (P<5 × 10−8 ) eQTL are included,
along with the TST gene (Pausch et al., 2017a) that has previously been proposed as a
candidate causative gene at this locus.

6.2.4

Evidence of multiple, differentially segregating QTL for
milk yield and protein concentration

Examining panel A in Figure 6.1 (repeated in 6.5A) suggested that protein concentration might be influenced by two co-located but mechanistically independent QTL,
as a number of markers that are not in strong LD with the top marker nevertheless exhibit very small p-values (<1 × 10−60 ). To investigate this possibility, the top
associated marker (rs208375076) was fitted as a fixed effect and the MLMA-LOCO
analysis repeated using the residual, protein concentration phenotype (Figure 6.5B).
The new top marker (rs210293314) remained highly significant (p = 1.30 × 10−24
after adjustment, 9.31 × 10−41 before adjustment), suggesting that it is tagging a
different QTL. Adjusting the original protein concentration phenotype for rs210293314
and repeating the MLMA-LOCO analysis yielded the result shown in Figure 6.5C.
Here, the most significant marker was rs208086849, a variant largely equivalent to the
top rs208375076 marker from the original, unadjusted analysis (R2 = 0.999). These
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Figure 6.5: The effect of fitting the top variant on protein concentration (A–C) and milk
yield (D–F) QTLs. The top panels (A & D) show the QTL with no marker adjustments fitted;
the centre panels (B & E) show the QTL after fitting the top variant from the panel above;
and the bottom panels (C & F) show the QTL after fitting the top variant from the centre
row above. The phenotypes were adjusted by fitting the following markers: B) rs208375076,
C) rs210293314, D) rs208473130, E) rs378861677.

observations indeed suggest the presence of two QTL for milk protein percentage.
This analysis was repeated with the MY phenotype (Figure 6.5D). This phenotype
showed little evidence of a second co-locating QTL, where fitting the top associated
marker (rs208473130) dropped the signal below the genome-wide significance threshold
(p = 1.36 × 10−6 for marker rs378861677; 6.5E). However, adjusting the MY phenotype
by fitting rs378861677 and repeating the MLMA-LOCO analysis resulted in an increase
in significance for the top marker rs208473130, from 6.64 × 10−25 to 8.63 × 10−29
(6.5F), suggesting there may indeed be an additional weak QTL, or the variant
otherwise addresses some other confounding signal. The variants rs208086849 (from
the PC analysis in the previous paragraph) and rs208473130 show very strong LD
(R2 = 0.991), suggesting that both markers are in fact tagging the same QTL across
the PC and MY traits. In contrast, variants rs210293314 (PC analysis above) and
rs378861677 show moderate to weak LD (R2 = 0.332), suggesting the two signals
tagged by these variants are genetically distinct.
Since at least two differentially segregating QTL were apparent at the locus,
it was possible that they were underpinned by different genes and/or molecular
mechanisms. To assess whether the significant, co-locating CSF2RB and NCF4 eQTL
were themselves comprised of multiple, overlapping signals (i.e. multiple cis-eQTL
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driven by different regulatory elements), the top associated variants were fitted as
fixed effects to the gene expression phenotypes, with analyses rerun as above. This
yielded new top markers with p-values of 8.87 × 10−5 and 1.75 × 10−4 respectively,
suggesting that the expression of these two genes, if influenced by multiple regulatory
factors, were weak effects or impacts that were too heavily confounded by LD to
differentiate clearly.
To look at how the eQTL might contribute to the multiple, co-locating PC QTL
in comparative terms, the SNP-adjusted PC association results were used to calculate
eQTL correlations, using the methodology described in the previous section. Notably,
these analyses resulted in improved correlations with eQTL. The correlation between
the CSF2RB cis-eQTL and the unadjusted PC phenotype was 0.754 (Figures 6.4 and
6.6A). However, using the phenotype adjusted for the marker rs210293314 yielded
a correlation of 0.807 (6.6B). The same pattern was observed for the NCF4 gene,
where correlations improved from 0.691 to 0.843 (6.6C and D). Applying the same
approach to milk yield phenotypes (unadjusted, and adjusted by marker rs37886167)
gave similar results, albeit with marginal increases: correlations with the CSF2RB
eQTL increased from 0.855 to 0.872, and correlations with the NCF4 eQTL increased
from 0.692 to 0.719.
To investigate the possibility that secondary, co-locating PC and/or MY QTL
might be caused by protein-coding variants, all variants in strong LD (R2 > 0.9)
with rs210293314 (secondary PC tag-SNP) or rs378861677 (secondary MY tag-SNP)
were analysed using VEP as described previously. Of the 260 variants captured by
this analysis, two missense SNPs were identified in conjunction with rs378861677,
both mapping to exon two of the MPST gene: rs211170554 (p.Asp129Asn) with
a SIFT score of 0.88 (predicted tolerated), and rs209917448 (p.Arg47Cys) with a
SIFT score of 0.01 (predicted deleterious). In the absence of additional eQTL that
might account for the secondary PC and MY signals, these results suggest a potential
protein-coding-based mechanism for the MY effect at least.

6.2.5

CSF2RB encodes a promiscuously RNA-edited transcript

Chapter 4 presented 2,413 RNA editing sites, including four mapping to introns of the
CSF2RB gene. Here, while manually examining RNAseq and WGS sequence reads
mapping to the gene, a surprising number of additional RNA edits were apparent
(see Materials and Methods). This included a total of 38 novel A-to-G variant sites
present in the RNAseq data, yet absent from the whole genome sequence representing
the nine cows for which both data sources were available. These sites were present
in four clusters within the 30 -UTR as evident when using empirically derived gene
structures from mammary RNAseq data (Figure 6.7), but were missed from our
previously published genome-wide analysis (Lopdell et al., 2019a) due to that analysis
being based only on reference annotations that failed to capture the full length 30 UTR sequence. Because the ADAR genes responsible for adenosine-to-inosine editing
(A-to-G in sequence reads) target double-stranded RNA (Lehmann and Bass, 1999,
2000), we predicted the potential for the sequence surrounding the edited sites to form
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Figure 6.6: Correlations between eQTL and the co-located protein concentration QTL
for the genes CSF2RB (left) and NCF4 (right). Panels on the top row are plotted against
the original protein concentration QTL (Figure 6.5A), while panels on the bottom row are
plotted against the phenotype after fitting rs210293314 (Figure 6.5C).

double-stranded RNA. The dot-plot shown in Figure 6.7 shows that, of the 38 edited
sites (red dashed lines), 37 (97.4%) sit within regions of extended complementarity
(diagonal black lines), thus having the potential to form double stranded secondary
structures.
As recently reported, we have observed a proportion of RNA-edited bases to be
genetically modulated for some sites (Chapter 4). To investigate potential genetic
regulation of editing of CSF2RB transcripts, editing proportion phenotypes were
generated (see Methods) for use in detecting RNA editing QTL (edQTL; Lopdell
et al., 2019a; Ramaswami et al., 2015). Using the MLMA-LOCO method as applied for
eQTL analysis described above, genome-wide significant edQTL (P<5 × 10−8 ) were
identified for 18 of the 38 sites. Because RNA editing may impact gene expression
by several different mechanisms (Wang et al., 2013; Brümmer et al., 2017; Prasanth
et al., 2005), we investigated whether any edQTL were correlated with the eQTL for
CSF2RB. One site, mapping to chr5: 75,750,220, had a correlation of 0.849 between
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0.877
0.741

0.933

0.909

0.849
-0.371

0.894
0.776

Figure 6.7: Left: dotplot of sequence from the CSF2RB 30 -UTR against its complement.
Positions are given relative to chr5: 75,747,904. Black dots indicate that seven of the eleven
surrounding nucleotides are complementary. Vertical dashed red lines indicate the locations
of predicted RNA-editing sites. Sections of the region 2275–2452 are complementary to the
regions 837–915, 1178–1350, 1591–1719, and 1757–1832, suggesting that the UTR is able to
fold into multiple configurations. Right: the section of predicted double stranded sequence
between 1184 and 1217 on the left strand (running upward), and 2411–2444 on the right
strand (running downward). Edited sites are coloured based on the strength of the edQTL
at that site, from blue (not significant) to red (max p = 5.22 × 10−26 ). Sites are labelled
with the correlation between the edQTL and the milk volume (MY) QTL after adjusting for
marker rs208473130.

the − log10 p-values of the edQTL and the eQTL. This edQTL was also strongly
correlated with the NCF4 eQTL (0.929).
As an extension to the hypothesis that edQTL might underlie changes in gene
expression (i.e. eQTL), we reasoned that one or more of the milk phenotype QTL might
also be impacted, as evidenced through correlation. Investigating this hypothesis, we
observed correlations > 0.707 between edQTL and the fat concentration, protein concentration, and protein yield phenotypes (Table 6.5). In addition, we found very strong
correlations (> 0.9) between two edQTL (sites chr5: 75,749,101 and chr5: 75,750,335)
and the milk yield phenotype after adjusting for the genotype of marker rs208473130
(yield QTL illustrated in Figure 6.5E, correlations in Figure 6.7). A strong correlation
(0.822) was also detected between the edQTL for site chr5: 75,748,760 and the protein
concentration QTL after adjusting for marker rs208375076 (PC QTL illustrated in
Figure 6.5B). Like analyses of candidate protein-coding variants, these results suggest other alternative (and likely overlapping) mechanisms that may account for the
multiple QTL segregating at the chromosome 5 locus.
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Table 6.5: Pearson correlations between the − log10 p-values for milk trait QTL and edQTL
for sites mapping to the 30 -UTR of CSF2RB.

Phenotype

Edit Site

FC (%)
PC (%)
PC (%)
PY (kg/day)
PY (kg/day)
PY (kg/day)

chr5: 75,750,310
chr5: 75,750,220
chr5: 75,750,310
chr5: 75,748,794
chr5: 75,749,140
chr5: 75,750,204

Correlation
0.751
0.753
0.771
0.799
0.787
0.718

Only sites and phenotypes where the correlation exceeded 0.707 (R2 > 0.5) are shown.

Figure 6.8: A) Histogram of copy number genotype calls of 560 animals from CNVnator.
Copy numbers follow a trimodal distribution, suggesting that the variant is bialleleic. Genotype
classes are coloured gold (homozygous deletion), grey (heterozygous) and blue (homozygous
wild-type). B) deletion variant genotypes plotted against the genotypes of the rs208086849
variant. The two variants are in strong LD (R2 =0.887). Points are jittered to increase
visibility.

6.2.6

Hypervariability at the CSF2RB locus presents an
abundance of candidate causative variants

Manual examination of the WGS alignments at the locus also revealed read depth
anomalies at approximately chr5: 75,781,300–75,782,800. This analysis revealed a
suspected 1.5 kbp deletion variant, located between the CSF2RB and TEX33 genes
(downstream of the 30 -UTRs of both genes given a ‘tail to tail’ orientation). To attempt
to derive genotypes for this variant, the copy number at this site was estimated for 560
whole genome sequenced cattle using CNVnator 0.3 (Abyzov et al., 2011). The resulting
estimates of copy number formed a trimodal distribution (Figure 6.8A), suggestive of a
biallelic variant that could be assumed to be inherited in a Mendelian fashion (Couldrey
et al., 2017b). Although one pseudogene maps to the region (LOC788541 60S ribosomal
protein L7), the deleted segment appeared otherwise devoid of noteworthy genomic
features.
To investigate the candidacy of the deletion as a potential causative variant for
one or more of the QTL in the region, genotypes were called from CNVnator copy
number predictions (Materials and Methods), and the LD (R2 ) between the deletion
and top QTL variants investigated. Strong LD (0.887) was observed with the top
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markers for the MY (rs208473130) and PC (rs208375076) phenotypes, as well as with
rs208086849, the top variant for the PC phenotype after adjusting for the secondary
QTL (Figure 6.8B). A slightly lower LD score was observed for the FC phenotype
(R2 =0.807). The deletion allele was more frequent than the reference allele in the NZ
dairy population (deletion=0.547).
The strong LD of the ∼ 1.5 kbp deletion with key QTL tag variants qualified the
variant as a potential candidate for these QTL, so we then imputed the variant into
the association analysis population to test for association directly. Using the same
MLMA-LOCO analysis method applied for other variants, significant associations
(p < 5 × 10−8 ) were observed for the PC (p = 7.30 × 10−71 ), FC (p = 1.08 × 10−30 ),
and MY (1.18 × 10−18 ) phenotypes. Although highly significant, when ranking all
variants by p-value, the deletion variant never placed higher than the 400th most
significant; however, given the very large number of associated variants at the region
generally (>800 in the top twenty orders of magnitude for PC), and the fact that
some of the read-depth-based genotype calls may be erroneous, the deletion remains a
plausible candidate variant for future consideration of these QTL.

6.3

Discussion

6.3.1

Milk phenotype QTL

We report QTL mapping of a chromosome 5 locus for several milk yield and composition
phenotypes, with a diversity of gene expression eQTL and RNA editing edQTL that
could underpin these effects. We note in particular that some phenotypes exhibit
multiple QTL, likely with distinct genetic causes. The fat and protein concentration
QTL are both in high LD with the milk yield QTL, suggesting that these effects may
be mediated by changes in the total volume of milk produced without concomitant
changes in fat or protein production. The fat and protein yield QTL are not in LD
with either each other or with milk yield. However, these two QTL are less significant
than the others by many orders of magnitude (see Table 6.1), suggesting that the lack
of LD may be due to insufficient power in the data set to identify reproducible tag
variants.

6.3.2

Candidate causative genes

Several candidate causative genes have been previously proposed to underlie lactation
effects at this locus, and based on the work presented here, we propose that one or both
of the CSF2RB and NCF4 genes are the likely candidates, with a predicted deleterious
variant in the MPST gene also providing a potential candidate for a secondary effect
milk yield QTL.
The CSF2RB gene (ENSBTAG00000009064) encodes the common beta chain
of the receptors for GM-CSF, interleukin-3, and interleukin-5, cytokines that are
involved in regulating the proliferation and differentiation of hematopoietic cells
(Miyajima et al., 1993). Granulocyte-macrophage colony-stimulating factor (GM-CSF)
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is produced in the mammary gland by alveolar macrophages (Ito and Kodama, 1996)
where it enhances the bactericidal activity of milk neutrophils (Alluwaimi, 2004).
These receptors form a link in the JAK-STAT signalling pathway, operating via JAK2
and STAT5 (Mak and Saunders, 2006). The STAT5 proteins, especially STAT5A,
are important for enabling mammopoiesis and lactogenesis (Liu et al., 1997; Gallego
et al., 2001) and directly bind the gamma-interferon-activating sequence (GAS) found
in the promoters of milk proteins such as beta-casein, (Schmitt-Ney et al., 1991),
beta-lactoglobulin (Liu et al., 1995), and whey acidic protein in mice (Liu et al.,
1995). The importance of this pathway is further evidenced by associations for milk
production traits observed at the STAT5 locus (Selvaggi et al., 2017; Ratcliffe et al.,
2017; Lopdell et al., 2017). Although the relevant ligands and subunits with which
CSF2RB forms complexes are unknown in the current context, mutations that impact
downstream interactions with STAT5 proteins could be assumed to impact milk
production/composition phenotypes.
The NCF4 gene (ENSBTAG00000007531) encodes neutrophil cytosolic factor 4,
which forms the p40-phox subunit of the NADPH oxidase enzyme complex (Leusen
et al., 1996). This enzyme produces superoxide (O−
2 ), a reactive oxygen species
produced in phagocytic cells during the respiratory burst (Decoursey and Ligeti, 2005),
intended to kill invading fungi and bacteria (Heyworth et al., 2003). NCF4 has been
shown to be upregulated in mastitic mammary glands (Ju et al., 2015), and two SNPs
mapping to the NCF4 gene have been associated with elevated somatic cell scores
(SCS) (Ju et al., 2015, 2018), a trait that is used as a surrogate phenotype for mastitis
in dairy animals. As cows suffering from mastitis produce smaller volumes of milk
than healthy cows (Lescourret and Coulon, 1994), this provides a possible mechanism
by which NCF4 could influence milk production. A more appealing mechanism is one
that involves the CSF2RB or NCF4 genes outside of a pathogen response context
however, given that the locus is better known for its impacts on milk production and
composition in the absence of overt mammary infection.
Both the CSF2RB and NCF4 eQTL were correlated with the MY QTL, with the
former giving stronger correlations (r = 0.849 compared to 0.682). Lower correlations
were observed between the two eQTL and the PC QTL (r = 0.754 and 0.691), however,
removing one of the two apparent signals at this locus by fitting the rs210293314
marker to the PC phenotype increased correlations for both candidate genes. As no
other genes showed similar patterns of co-association, we consider one or more of
these genes to be the best candidates at this locus. The CSF2RB gene was expressed
very strongly in mammary samples (TPM=80.1), and by comparison, at a much
higher level than NCF4 (TPM=0.51). This observation suggests a critical role for
CSF2RB-mediated signalling in lactation, and given the plausible biological linkages
of CSF2RB to these processes (via JAK-STAT signalling), we favour CSF2RB as the
more likely of these two candidates.
The TST gene (ENSBTAG00000030650) was recently proposed by Pausch et al.
(2017a) as a candidate for milk fat and protein percentage QTL at ∼ 75–76 Mbp on
chromosome 5. TST encodes thiosulfate sulfurtransferase, also known as rhodanese, a
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mitochondrial enzyme that catalyses the conversion of cyanide plus thiosulfate into
thiocyanate plus sulfite (Cipollone et al., 2008). It has also been shown that the
rhodanese enzyme (in misfolded form) can bind with 5S-rRNA, enabling its import
into the mitochondria (Smirnov et al., 2010). There appears to be limited literature
implicating TST in mammary development and milk production, and given that the
gene maps downstream of peak association in our dataset, and has no prominent
eQTL by which to mediate these effects, a role for this gene seems unlikely for QTL
in the NZ population. This does not preclude the involvement of the gene in other
populations, however, we submit that the most parsimonious hypothesis is that these
QTL are shared across populations, at least partially underpinned by regulatory
variants modulating the expression of the CSF2RB gene.

6.3.3

RNA editing and edQTL

We previously reported four RNA editing sites mapping to the CSF2RB gene (see
Chapter 4), one of which (chr5: 75,739,106) showed a significant edQTL (smallest
p = 6.68 × 10−13 ). This site exhibited only modest correlations with the CSF2RB
eQTL, or with the milk yield or composition QTL (Lopdell et al., 2019a).
In this chapter, we report the discovery of an additional 38 RNA-editing sites
mapping to the 30 -UTR of CSF2RB. These sites were not identified in the previous
work as they map approximately 3 kbp downstream of the gene structure based
on the Ensembl reference annotation. Two of the novel sites, chr5: 75,749,101 and
chr5: 75,750,335, exhibited edQTL with correlations exceeding 0.9 with the milk yield
QTL after adjusting for marker rs208473130. The correlation between the CSF2RB
eQTL and the same milk QTL was −0.173, suggesting that, if the lactation effects
indeed derive from an RNA-editing-based mechanism, that this mechanism is not
wholly reflected by the gene expression data used to quantify the eQTL effects.

6.4

Conclusions

We have examined a previously implicated chromosome 5 locus for milk yield and
composition traits, and identified highly significant QTL for milk yield, protein concentration, and fat concentration. Using a large mammary RNA sequence resource, we
have conducted eQTL mapping of the locus and show that expression of CSF2RB, a
highly expressed gene that signals through pathways important to mammary development and lactation, appears to be responsible for these effects. RNA editing sites were
also discovered in the 30 -UTR of CSF2RB, and edQTL for two of these are correlated
with one of two co-located yet differentially segregating milk yield QTL, which was
also in strong LD with a predicted deleterious missense variant in the MPST gene.
These results highlight the pleiotropic nature of the CSF2RB gene, and showcase the
mechanistic complexity of a locus that will require further statistical and functional
dissection to catalogue the full multiplicity of effects.
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6.5

Methods

6.5.1

Genotyping and phenotyping

All cows that had been genotyped using the GGP LDv3 or LDv4 chips for which herd
test phenotypes were also available were targeted for the current study (n=29,350). Animals representing these platforms were targeted since, based on preliminary sequencebased association analyses not reported here, these panels had been enriched with
365 polymorphisms identified as tag-variants of the chromosome 5 lactation QTL
(spanning a region from 74.8–76.2 Mbp). These variants included 30 SNPs from the
Illumina BovineSNP50 chip (50k), added to assist with imputation of the region and
create equivalence with that platform for other analysis applications. Tag-variants
were targeted as custom content using a scheme that attempted to genotype sites in
both orientations (two primers per site), resulting in 341 custom markers on the LDv3
chip, and 342 on the LDv4 chip for this locus.
Phenotypes were calculated from their herd-test records for the three yield traits
plus fat and protein concentration in milk. These phenotypes were generated using
herd-test data from the first lactation, adjusted using an ASReml-R (Butler et al.,
2009) model with birth year, age at calving, breed, and heterosis as linear covariates,
stage of lactation as a fixed effect, season/herd as an absorbed fixed effect, and animal
as a random effect. Herd test records were sampled using Fourier-transform infrared
spectroscopy on a combination of Milkoscan FT6000 (FOSS, Hillerød, Denmark) and
Bentley FTS (Bentley, Chaska, USA) instruments.

6.5.2

Imputation and association analyses

Genotypes for 29,350 animals were imputed to WGS resolution in the window of interest
using Beagle 4 (Browning and Browning, 2009) as described previously (Littlejohn
et al., 2014a, 2016). Briefly, a reference population of 565 animals, comprising HolsteinFriesians, Jerseys, and cross-bred cattle, was sequenced using the Illumina HiSeq 2000
instrument to yield 100 bp reads. Read mapping to the UMD 3.1 bovine reference
genome was conducted using BWA MEM 0.7.8 (Li and Durbin, 2009), followed by
variant calling using GATK HaplotypeCaller 3.2 (DePristo et al., 2011). Variants were
phased using Beagle 4 (Browning and Browning, 2009), and those with poor phasing
metrics (allelic R2 < 0.95) were excluded, yielding 12,867 variants. Quality control
filtering to further remove variants with MAF<0.01% (n=673) or Hardy-Weinberg
Equilibrium p-values <1 × 10−30 (n=461) resulted in a final set of 11,733 variants. As
described above, the imputation window was enriched for custom, physically genotyped
variants on the GGP-LDv3/4 chips, markedly increasing the scaffold density at this
location.
Imputed genotypes for 639,822 autosomal markers on the Illumina BovineHD
SNP-chip were used to calculate a genomic relationship matrix (GRM) for the 29,350
animals of interest, using GCTA (Yang et al., 2010, 2011). The imputation step also
used Beagle 4 software, leveraging a BovineHD-genotyped reference population of
3,389 animals. Heritabilities for all phenotypes were calculated using this GRM with
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the REML option in GCTA. A leave-one-chromosome-out (LOCO) GRM was also
created excluding chromosome 5, and used in combination with the imputed variant set
and phenotypes to perform a mixed linear model analysis (MLMA-LOCO) (Yang et al.,
2014) using GCTA. MLMA-LOCO was used due to its increased power compared to
standard MLMA, as the relative computational inefficiencies of this method were not
substantiated when analysing only a single chromosome.

6.5.3

RNAseq, gene expressions and eQTL

RNAseq data from lactating mammary gland biopsies representing 357 cows was
generated as described previously (Lopdell et al., 2017). Briefly, samples were sequenced
using Illumina HiSeq 2000 instruments, yielding 100 bp paired-end reads. These were
mapped to the UMD 3.1 reference genome using TopHat2 (Kim et al., 2013). Stringtie
software (Pertea et al., 2015) was used to quantify gene expression values for genes
mapping to the window chr5: 75–76 Mbp, yielding fragments per kilobase of transcript
per million mapped reads (FPKM) and transcripts per million (TPM) (Wagner et al.,
2012) metrics. These calculations used gene models defined by the Ensembl gene build
(release 81). Gene expression levels were also processed using the variance-stabilising
transformation (VST) function implemented in the Bioconductor package DESeq
(Anders and Huber, 2010) to produce expression data suitable for analysis using linear
models.
WGS-resolution genotypes were imputed using the same WGS sequence reference
described above in conjunction with a mixture of genotype panels (see Methods in
Lopdell et al., 2017) for the 357 cows, yielding 12,825 variants in the window chr5: 74.6–
76.2 Mbp. Filtering to remove variants with >5% missing genotypes (n=36) or MAF
<0.5% (n=1.643) resulted in a final set containing 11,146 variants. VST-transformed
gene expressions were analysed for genes with FPKM > 0.1, using the GCTA MLMALOCO method described above. The GRM was calculated using physically genotyped
variants from the BovineHD SNP chip for 337 cows, and imputed BovineHD genotypes
for the remaining twenty cows based on an Illumina SNP50 platform scaffold.

6.5.4

RNA-editing site discovery and edQTL

RNA editing in the 30 -UTR of the CSF2RB gene was investigated in the nine discovery
set animals from Chapter 4, where these animals had been previously sequenced using
both RNAseq and WGS methodologies. Editing sites were identified using custom
scripts (Chapter 4) and by manual inspection of WGS and RNAseq BAM files for
each animal. Sites were considered to represent RNA edits where: i) an A-to-G variant
was present in the RNAseq reads, but was absent from the WGS reads, and ii) had
at least five reads containing ‘G’ at the position in every animal. These filters are
deliberately strict, in order to reduce false positive discoveries, albeit at the expense of
potentially increasing false negatives. This yielded 38 candidate edited sites. Following
the recommendations of Ramaswami et al. (2012) for non-Alu sites, the 38 candidate
sites were examined for the presence of 50 mismatches, simple repeats, homopolymer
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runs ≥ 5 bp, or splice junctions within 4 bp; however, none of the candidates were
impacted by these filters, and all 38 were retained for further analyses.
Having determined the positions of variant sites, the rate of editing at each site
was quantified in the larger ‘quantification set’ of 353 cows (Lopdell et al., 2019a) with
RNA editing phenotypes for each site generated by transforming editing proportions
using the logit function. RNA editing QTL discovery was performed using these
phenotypes by performing MLMA-LOCO, incorporating the same GRM and imputed
WGS genotypes used for eQTL discovery (n=353 animals).
RNA secondary structure around the edited sites was predicted using dot-plots
as described in Chapter 4. Sequence containing all 38 edited sites was extracted,
along with 800 bp upstream and downstream. The sequence was then plotted against
its complement, with dots placed where at least 11 of 15 nucleotides surrounding a
point were complementary. Diagonal lines in the resulting plot indicate regions of
extended complementarity, which therefore have the potential to form double-stranded
secondary structures.

6.5.5

Copy number variant genotyping and imputation

Manual examination of the WGS BAM files suggested the presence of a copynumber variant (CNV) located downstream of CSF2RB, mapping to chr5: 75,781,300–
75,782,800. Copy numbers were estimated from WGS reads for each of 560 cattle
using the software package CNVnator version 0.3 (Abyzov et al., 2011), based on
sequence read depth. Thresholds for genotype calling of the CNV were decided based
on the histogram of the trimodal distribution of the copy number (CN) estimates,
where homozygous deletion was called where CN<0.95, heterozygous 0.95<=CN<1.95,
and homozygous wild type when CN>=1.95. CNV genotypes were imputed into a
larger population (n=29,350), for use in association analyses, using Beagle version 4.1
(Browning and Browning, 2016), using the reference population of 560 cattle described
above. Combining the reference genotype calls with the imputed population yielded a
set of 31,950 animals for use in MLMA-LOCO analyses, as described above.
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DNA and RNA sequence based GWAS highlights
membrane transport genes as key modulators of milk
lactose content

The work in this chapter was originally published as: T. J. Lopdell,
K. Tiplady, M. Struchalin, T. J. J. Johnson, M. Keehan, R. Sherlock,
C. Couldrey, S. R. Davis, R. G. Snell, R. J. Spelman, and M. D. Littlejohn.
DNA and RNA-sequence based GWAS highlights membrane-transport
genes as key modulators of milk lactose content. BMC Genomics, 18,
2017. doi:10.1186/s12864-017-4320-3.

7.1

Background

Lactose is the most abundant carbohydrate in milk, providing an energy source for
neonates that is more easily digestible than other major milk components such as fats
and proteins. Concentrations of carbohydrates in milk vary widely between species.
In some seals, almost no carbohydrate is present, where functional inactivation of
the α-lactalbumin gene (LALBA), a key lactose synthesis component, helps prevent
involution of the gland during long foraging trips at sea (Sharp et al., 2008). By
contrast, milk in prosimian primates, for example lemurs, is high in lactose (up to
8.9%; Tilden and Oftedal, 1997). Human and cow milks are intermediate between
these two extremes, at 6.7% (Newburg and Neubauer, 1995) and 5.1% (Sneddon et al.,
2015) respectively. In cows, lactose yield (LY) is highly correlated (both phenotypically
and genetically) with milk volume, fat yield, and protein yield (Sneddon et al., 2012;
Johnson et al., 2000), while lactose concentration (LC) is negatively correlated with
yield traits.
Lactose is synthesised from UDP-galactose and glucose in the epithelial cells
of the lactating mammary gland. This process is catalysed by a complex, known
collectively as lactose synthase, comprised of two protein subunits: the catalytic β1,4galactosyltransferase-I (B4GALT1) and the regulatory unit LALBA (Ramakrishnan
et al., 2001). B4GALT1 resides permanently on the Golgi apparatus, where its standard
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function is to attach UDP-galactose residues to the terminal N-acetylglucosamine
of glycans in the formation of glycoproteins and glycolipids (Ramakrishnan et al.,
2001). LALBA is a major protein component of whey, requiring a high level of LALBA
expression in mammary epithelial cells during lactation. The presence of LALBA in
these cells induces a conformational change in the B4GALT1 enzyme which alters its
specificity from N-acetylglucosamine to glucose. This structural change triggers the
synthesis of lactose (Ramakrishnan and Qasba, 2001). Lactose is then secreted into
milk via secretory vesicles, along with milk proteins and ions. The presence of lactose
in these vesicles affects their osmolarity, causing the uptake of water, which is also
secreted into the milk (Sasaki et al., 1978). Since milk is isosmotic with blood, this
mechanism generates a strong correlation (0.99; Sneddon et al., 2015) between lactose
production and milk volume, with lactose content helping to define the unique milk
composition characteristics of individual species.
The economic importance of dairy cattle has driven the collection of very large
genotypic and phenotypic datasets that serve genomic prediction-based breeding
programmes. These same data can be used opportunistically to conduct QTL studies,
and thus cattle have become one of the most powerful and commonly investigated
species for studying genetic aspects of mammary biology and lactation (Raven et al.,
2014; Littlejohn et al., 2014a). Numerous major effect genes and mutations have now
been described, impacting diverse milk yield and composition phenotypes (for example
DGAT1 (Grisart et al., 2002), ABCG2 (Cohen-Zinder et al., 2005), GPAT4 (Littlejohn
et al., 2014b), and MGST1 (Littlejohn et al., 2016)). Historically, lactose has been
little studied, due in part to the strong correlation between lactose yield and milk
volume, and that in New Zealand at least, dairy cattle breeding objectives do not place
a direct, commercial value on lactose. More recently, the New Zealand dairy industry
has shifted focus towards producing dried milk powder for export with an agreed
specified composition, causing deficits in lactose availability (Sneddon et al., 2014) and
providing impetus for research into this trait. Although quantitative genetic parameters
for lactose have been published (Johnson et al., 2000; Sneddon et al., 2012), to our
knowledge no studies have reported genome-wide analyses focussed on investigation of
lactose traits. The aim of the current work was to conduct GWAS analysis for lactose
concentration (LC) and yield (LY) traits in New Zealand dairy cattle. Subsequently,
we aimed to identify candidate causative genes underlying discovered QTL, leveraging
sequence-based datasets to impute, fine-map and investigate the regulatory architecture
of lactose-associated loci.

7.2
7.2.1

Results
Lactose Phenotypes and Heritabilities

The lactose concentration (LC) phenotype was defined as the percentage of the milk
volume that consisted of lactose, as quantified using calibrations of Fourier transform
infrared spectroscopy against a lactose monohydrate standard. The lactose yield (LY)
phenotype comprised the LC percentage multiplied by the total daily milk volume
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expressed in units of kg/day. Genetic analysis was undertaken in several different
populations. These included 12,000 outbred New Zealand dairy cows composed of
Holstein-Friesians (HFs), Jerseys, and their crosses (the ‘QTL discovery’ set), a distinct
group of 18,000 animals of similar breed composition (the ‘QTL validation’ set), and
two purebred cohorts of 14,857 HF and 8,995 Jersey cows (see Methods for further
details and breed definitions). After all phenotype adjustments (see Methods), the
mean LC and LY phenotype values for the combined discovery and validation animals
(n=30,000) were 5.146 and 0.833 respectively (Table 7.1). For the purebreds within
this dataset, HF animals had higher mean LY phenotypes (0.851) than Jersey animals
(0.809), and Jersey animals showed slightly higher LC values (Table 7.1). Narrow
sense heritabilities are also indicated in Table 7.1. The LY heritability was 0.253 for
the combined population (n=30,000 animals), with estimates also similar between the
two breeds (Table 7.1). The LC heritability was 0.557 in the combined population,
though lower for Jersey animals (h2 = 0.450; Table 7.1), presumably reflecting the
lower genetic diversity in this breed. Genotypic principle component analysis was used
to visualise the genetic structure of the combined discovery and validation population.
The first two principal components of the population plotted by breed are shown in
Fig 7.1.

7.2.2

SNP-chip-based Genome-Wide Association Analysis

Genome-wide association mapping was conducted using 1,091,000 variants in conjunction with LC and LY phenotypes in the discovery population (n=12,000), applying
generalised least-squares models that accounted for population structure and pedigree
(see Methods). Analysis of the LC phenotype revealed genome-wide significant effects
on 22 of the 29 autosomes (Fig 7.2). Applying a more conservative, additional inflation
adjusted threshold of 1.61 × 10−16 yielded eight discrete loci on seven chromosomes
(Fig 7.2). Twenty chromosomes had significant effects for LY, though compared to
the LC trait, the genetic architecture was comprised of fewer highly associated regions, with only two loci passing the more stringent, inflation adjusted threshold of
2.50 × 10−16 (Fig 7.3).

7.2.3

Fine-mapping of lactose loci using imputed whole-genome
sequence data

To fine-map lactose QTL, we imputed whole-genome sequence-resolution data into the
highest priority regions to attempt to map putative causative variants directly. For these
analyses, we focussed on the largest QTL, applying an arbitrary threshold to include
loci where the top tag-SNP had − log10 (p-value) > 1.5× the nominal, Bonferroniadjusted threshold. These criteria resulted in 22 loci for LC and five additional loci for
LY (Table 7.2). Importantly, this list included regions of biological interest that would
otherwise have been lost using the stricter, inflation-adjusted threshold, comprising
genes and loci with previously demonstrated roles in milk composition regulation
and/or obvious mechanistic roles in lactose synthesis, e.g. chr19: 43 Mbp, STAT5A

133

7. Genetics of Lactose

30,000
LY
LC

LY (kg/day)
LC (%)

Phenotype

0.851 ± 0.132
5.135 ± 0.134

0.809 ± 0.106
5.152 ± 0.124

0.830 ± 0.119
5.146 ± 0.130

Mean ± SD

0.0176 ± 0.0003
0.0189 ± 0.0004

0.0112 ± 0.0003
0.0156 ± 0.0004

0.0147 ± 0.0001
0.0189 ± 0.0002

σP2

0.0041 ± 0.0003
0.0105 ± 0.0005

0.0030 ± 0.0003
0.0070 ± 0.0005

0.0037 ± 0.0001
0.0105 ± 0.0003

2
σA

0.236 ± 0.017
0.557 ± 0.016

0.269 ± 0.025
0.450 ± 0.025

0.253 ± 0.008
0.557 ± 0.008

h2

Table 7.1: Summary statistics for lactose concentration and yield phenotypes.

All
3,998
LY
LC

N

Jersey
8,292

Breed

Holstein-Friesian

Summary statistics for the lactose concentration (LC) and lactose yield (LY) phenotypes, calculated for 30,000 cows. Phenotype means are shown with standard
2
deviations. The phenotypic variance (σP2 ), additive genetic variance (σA
), and narrow-sense heritability (h2 ) are shown with standard errors. The Jersey and
Holstein-Friesian subsets included those animals where at least 15/16 of the animal’s ancestry is from the appropriate breed.
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Figure 7.1: Stratification in the combined set of 30,000 discovery and validation animals,
illustrated using PCA on the GRM matrix. Animals are coloured by the percentages of
ancestry recorded in the LIC animal recording database. Breeds are Jersey and HolsteinFriesian. PCA was performed using GCTA (Yang et al., 2011).

and STAT5B (Dario and Selvaggi, 2011); chr5: 32 Mbp, LALBA (Ramakrishnan et al.,
2001); chr20: 32 Mbp, GHR (Sakamoto et al., 2005).
For each of the 27 target regions, 1 Mbp intervals of sequence were imputed using
Beagle software (see Methods), centred on the top tag-SNP identified from the genomewide analysis. Association analysis of imputed sequence was conducted as described
for analysis using SNP-chip content. For 22 of the 27 QTL, genome-sequence based
analysis yielded an increase in the strength of association compared to SNP-chip
and RNA sequence based content, and in the case of the chr6: 37.76 Mbp locus, this
increase was substantial (Table 7.2). Using the top-associated variant as a proxy for
each of these loci, the 22 high-priority LC QTL explained 21.1% of the phenotypic
variance for this trait. For LY, the top five tag-variants together explained 5.0% of
the phenotypic variance.
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1
2
3
3
5
5
5
6
6
7
10
15
16
16
17
19
19
19
20
27
28
29

Chr

93.94
63.45
1.77
31.69
22.96

154.14
127.64
15.52
53.84
21.14
31.56
44.16
37.76
89.04
8.77
2.14
28.36
24.99
67.77
56.47
33.51
42.99
61.13
58.45
36.21
6.56
9.61

Mbp

8.54 × 10−19
7.94 × 10−12
2.00 × 10−138
7.18 × 10−12
4.06 × 10−15

4.98 × 10−12
3.93 × 10−13
2.25 × 10−14
7.86 × 10−16
7.55 × 10−12
4.18 × 10−13
4.25 × 10−11
1.95 × 10−221
6.96 × 10−20
4.55 × 10−11
2.94 × 10−13
1.06 × 10−21
3.96 × 10−20
1.11 × 10−12
7.97 × 10−14
5.19 × 10−15
9.38 × 10−14
1.23 × 10−24
2.01 × 10−18
2.84 × 10−22
5.47 × 10−13
4.03 × 10−35

QTL Pval

rs134637616
rs210726760
rs134364612
rs110728486
rs110996268

rs43280825
rs209230743
rs210326427
rs136784524
rs133198838
rs109681546
rs378337086
rs381223633
rs110432804
rs137176653
rs137007518
rs209807357
rs109379517
rs137354702
rs109194382
rs109898712
rs133057731
rs41923843
rs135594014
rs208675276
rs110674951
rs471922429

HD+RNA
Tag Var

0.0175 ± 0.0020
0.0133 ± 0.0019
−0.0421 ± 0.0017
−0.0114 ± 0.0017
0.0150 ± 0.0019

−0.0143 ± 0.0021
−0.0160 ± 0.0022
−0.0136 ± 0.0018
−0.0152 ± 0.0019
0.0128 ± 0.0019
0.0138 ± 0.0019
0.0134 ± 0.0020
0.2656 ± 0.0084
−0.0208 ± 0.0023
0.0115 ± 0.0017
−0.0143 ± 0.0020
−0.0281 ± 0.0029
−0.0183 ± 0.0020
0.0124 ± 0.0017
−0.0142 ± 0.0019
−0.0149 ± 0.0019
0.0233 ± 0.0031
−0.0187 ± 0.0018
−0.0175 ± 0.0020
0.0173 ± 0.0018
0.0133 ± 0.0019
0.0252 ± 0.0020

Var Effect

4.35 × 10−22
2.65 × 10−11
1.09 × 10−137
6.54 × 10−12
1.30 × 10−15

2.25 × 10−13
1.37 × 10−13
1.26 × 10−14
6.02 × 10−16
3.46 × 10−12
1.40 × 10−14
3.51 × 10−11
<1.05 × 10−308
1.25 × 10−20
5.92 × 10−11
2.63 × 10−13
2.70 × 10−21
1.25 × 10−21
1.11 × 10−12
7.40 × 10−14
1.01 × 10−15
6.85 × 10−14
1.23 × 10−24
9.37 × 10−19
2.34 × 10−22
5.47 × 10−13
5.96 × 10−36

QTL Pval

rs211210569
rs210726760
rs109234250
rs208881195
rs208730573

rs43282035
rs208702482
rs211336034
rs109613143
rs377953581
rs137534989
rs383349320
rs43702337
rs478177439
rs210686953
rs137774567
rs211369213
rs109379517
rs380467601
rs134672113
rs109514832
rs517084099
rs41923843
rs135934727
rs209987511
rs110674951
rs378183369

Sequence
Tag Var

0.0183 ± 0.0019
0.0130 ± 0.0019
−0.0420 ± 0.0017
−0.0114 ± 0.0017
0.0152 ± 0.0019

−0.0155 ± 0.0021
−0.0164 ± 0.0022
−0.0137 ± 0.0018
−0.0153 ± 0.0019
0.0130 ± 0.0019
−0.0140 ± 0.0018
0.0134 ± 0.0020
−0.3379 ± 0.0090
−0.0213 ± 0.0023
0.0120 ± 0.0017
−0.0145 ± 0.0020
−0.0278 ± 0.0029
−0.0192 ± 0.0020
0.0128 ± 0.0018
−0.0142 ± 0.0019
−0.0149 ± 0.0019
0.0248 ± 0.0033
−0.0187 ± 0.0018
−0.0178 ± 0.0020
0.0175 ± 0.0018
−0.0138 ± 0.0019
0.0245 ± 0.0020

SNP Effect

1.09 × 10−26
3.60 × 10−9
9.43 × 10−179
7.52 × 10−9
1.50 × 10−6

3.09 × 10−24
2.84 × 10−19
3.82 × 10−22
3.52 × 10−23
0.210
6.90 × 10−23
2.91 × 10−10
<1.05 × 10−308
1.73 × 10−29
4.02 × 10−11
6.63 × 10−10
2.02 × 10−45
1.60 × 10−29
1.43 × 10−23
8.35 × 10−7
2.14 × 10−38
8.68 × 10−31
1.63 × 10−34
1.34 × 10−27
2.71 × 10−41
3.90 × 10−35
2.32 × 10−90

Validation

Table 7.2: QTL locations for lactose QTL in bovine milk

LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
5
11
14
20
26

Pheno

LY
LY
LY
LY
LY

Loci identified using GWAS on the lactose concentration (LC) and lactose yield (LY) phenotypes. Chromosomes and base positions are from the UMD 3.1 bovine
reference genome, with positions in millions of bases. The p-values are for the variant at each locus that was most strongly associated with the phenotype: values
in bold pass genome-wide significance after both Bonferroni correction and adjustment for inflation. Allele effects are relative to the allele present in the reference
bovine genome.
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Figure 7.2: Manhattan plot of QTL locations for lactose concentration. The X-axis shows
the positions of 1.1 million variants across the 29 autosomes in the UMD 3.1 Bos taurus
reference genome; the Y-axis shows the negative log of the p-values calculated for each
variant. Variants illustrated using a triangle sit beyond the limit of the Y-axis. The black line
shows the nominal significance threshold incorporating a Bonferroni correction for multiple
hypothesis testing. The red line shows the combined inflation and multiple testing-adjusted
threshold.

Figure 7.3: Manhattan plot showing QTL locations for lactose yield. The X-axis shows the
positions of 1.1 million variants across the 29 autosomes in the UMD 3.1 Bos taurus reference
genome; the Y-axis shows the negative log of the p-values calculated for each variant for a
lactose yield QTL. Variants illustrated using a triangle sit beyond the limit of the Y-axis.
The black and red lines as per Fig 7.2 legend.

7.2.4

Validation of the largest lactose QTL

To validate the QTL observed in our initial genome-wide screen, and obtain more
robust estimates of likely effect sizes, we conducted a validation study of the 27
implicated regions. The validation sample of 18,000 lactating cows was imputed for
the 27 tag-variants of interest, comprising the most highly associated polymorphisms
from sequence-based fine mapping of the prioritised regions. These animals were of
similar breed composition to the 12,000 animals in the discovery set, selected to avoid
potential problems with varying allele frequencies across breeds. Association analysis
validated 26 of the 27 QTL, with only the chr5: 21.14 Mbp locus failing to replicate
(Tables 7.2 and 7.3). For the remaining regions, the 21 LC tag-variants together
explained 17.5% of the phenotypic variance, with the five LY loci together explaining
4.4% of the variance.
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Table 7.3: Tag-variant results for LC and LY QTL peaks in the validation data set.

Pheno

SNP

Chr

BP

Var Effect

Pvalue

LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC

rs43282035
rs208702482
rs211336034
rs109613143
rs377953581
rs137534989
rs383349320
rs43702337
rs478177439
rs210686953
rs137774567
rs211369213
rs109379517
rs380467601
rs134672113
rs109514832
rs517084099
rs41923843
rs135934727
rs209987511
rs110674951
rs378183369

1
2
3
3
5
5
5
6
6
7
10
15
16
16
17
19
19
19
20
27
28
29

154129694
127636143
15545759
53836932
21126506
31651666
43992314
38027010
89079305
8755954
2135592
28471063
24990281
67700602
56464057
33511858
42931528
61134515
58449013
36183060
6556095
9563396

0.0158 ± 0.0016
0.0144 ± 0.0016
0.0126 ± 0.0013
0.0132 ± 0.0013
0.0016 ± 0.0013
0.0126 ± 0.0013
0.0095 ± 0.0015
0.3228 ± 0.0086
0.0177 ± 0.0016
0.0087 ± 0.0013
0.0086 ± 0.0014
0.0327 ± 0.0023
0.0162 ± 0.0014
0.0132 ± 0.0013
0.0065 ± 0.0013
0.0174 ± 0.0013
0.0266 ± 0.0023
0.0170 ± 0.0014
0.0166 ± 0.0015
0.0179 ± 0.0013
0.0159 ± 0.0013
0.0297 ± 0.0015

3.09 × 10−24
2.84 × 10−19
3.82 × 10−22
3.52 × 10−23
0.210
6.90 × 10−23
2.91 × 10−10
<1.05 × 10−308
1.73 × 10−29
4.02 × 10−11
6.63 × 10−10
2.02 × 10−45
1.60 × 10−29
1.43 × 10−23
8.35 × 10−7
2.14 × 10−38
8.68 × 10−31
1.63 × 10−34
1.34 × 10−27
2.71 × 10−41
3.90 × 10−35
2.32 × 10−90

LY
LY
LY
LY
LY

rs211210569
rs210726760
rs109234250
rs208881195
rs208730573

5
11
14
20
26

93945738
63450946
1802265
31690645
22954045

0.0136 ± 0.0013
0.0086 ± 0.0015
0.0358 ± 0.0013
0.0070 ± 0.0012
0.0065 ± 0.0013

1.09 × 10−26
3.60 × 10−9
9.43 × 10−179
7.52 × 10−9
1.50 × 10−6

Validation results (n=18,000 cows) for all variants tagging peaks discovered using the discovery
animal set (n=12,000 cows). Tag variants are as listed in Table 7.2.

Within-breed analyses
Since genome-wide analysis was conducted using mixed breed animals, and QTL
might represent false positive associations resulting from population stratification,
we also examined the impacts of QTL-tag SNPs within breed. Tag-variant minor
allele frequencies (MAFs) for the discovery and validation animal sets are indicated
in Table 7.4. Several variants had markedly different frequencies between breeds.
Referencing the Jersey breed in the discovery population, these included: rs208702482
(0.094 vs 0.277), rs43702337 (0.002 vs 0.008), rs478177439 (0.005 vs 0.362), rs110674951
(0.092 vs 0.658), rs211210569 (0.023 vs 0.535), rs210726760 (0.056 vs 0.330), and
rs208730573 (0.012 vs 0.495). For association analysis, we took the purebred animals
referenced above (8,292 HF and 3,998 Jerseys present in the combined discovery and
validation sets), and augmented these with an additional 6,656 HF and 4,997 Jersey
animals for which we also had genotype and phenotype records (total n=14,857 and
8,995 HF and Jerseys respectively). Imputing tag-variants and conducting association
analysis using the same approaches described above, these analyses showed that, of
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the 26 previously validated QTL, all surpassed a pointwise significance threshold of
P < 0.05 in at least one breed, and 24 of 26 passed a genome-wide Bonferroni threshold
of P = 4.58 × 10−8 (Table 7.5). Importantly, aside from a single locus that showed
highly significant, yet opposite allelic effects between breeds (chr19: 42.99 Mbp), the
sign of effect for all other loci was the same between breeds, and agreed with the effects
estimated in the mixed breed populations. These results suggested that, although
some inflation was present in the genome-wide results, breed stratification effects were
unlikely to be a major source of confounding for the largest QTL detected in our
study.

7.2.5

Analysis of other lactation traits

We have previously observed sharing of genetic signals across different lactation
traits (Littlejohn et al., 2016), so to test whether lactose-associated loci showed
pleiotropic effects, we conducted analysis of milk volume, fat, and protein phenotypes
in conjunction with the 26 validated tag-variants. Phenotypes for the 12,000 discovery
set of cows were derived from herd test data using the same approach outlined for
lactose traits. Twenty-two of the 26 validated QTL passed a pointwise significance
threshold of p < 0.05 in at least one other trait, and 13 loci were significant for at
least one trait at the Bonferroni threshold of p = 4.58 × 10−8 (Table S4 in the original
paper). Nineteen of the 26 loci were significant (p < 0.05) for more than one additional
trait, and two loci were significant across all additional traits (chr14: 1.77 Mbp and
chr20: 31.69 Mbp).

7.2.6

Positional Candidate Genes and Variants

We employed two approaches to attempt to identify causative genes and variants
underlying the list of 26 validated lactose QTL, using methods that inform on potential
protein function-based effects and regulatory mechanisms. For the first, bioinformatic
annotation tools were used to predict functional consequences of WGS-resolution
association data. For the second, we leveraged a large RNA sequence resource to look
for evidence of genotypically-driven gene expression changes co-locating with lactose
QTL.
Protein function-based prediction of candidate causative variants
To assess the candidacy of strongly associated variants in the context of their predicted
impact on protein sequence and structures, we annotated all variants in each 1 Mbp
of interest using SNPEff (Cingolani et al., 2012) and the Variant Effect Predictor
(McLaren et al., 2016). Examples of QTL annotated with functional predictions are
shown in Fig 7.4. Since errors in genotyping, phenotyping and imputation are expected
to impact the association rankings of candidate variants, we also used a linkage
disequilibrium (LD)-based approach to prioritise variants, acknowledging that true
functional polymorphisms will not necessarily be the most significantly associated
variants (Faye et al., 2013). Using an LD threshold of R2 > 0.9, Table 7.6 shows
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Chr
154.14
127.64
15.52
53.84
21.14
31.56
44.16
37.76
89.04
8.77
2.14
28.36
24.99
67.77
56.47
33.51
42.99
61.13
58.45
36.21
6.56
9.61

Mbp

rs211210569
rs210726760
rs109234250
rs208881195
rs208730573

rs43282035
rs208702482
rs211336034
rs109613143
rs377953581
rs137534989
rs383349320
rs43702337
rs478177439
rs210686953
rs137774567
rs211369213
rs109379517
rs380467601
rs134672113
rs109514832
rs517084099
rs41923843
rs135934727
rs209987511
rs110674951
rs378183369
0.320
0.229
*0.408
*0.458
0.292

*0.226
0.203
0.449
0.365
0.444
*0.493
0.253
0.008
0.215
0.450
0.302
0.096
0.303
0.406
0.375
*0.351
0.088
*0.338
0.242
0.367
*0.447
0.250

All (n=12,000)

*0.465
0.330
0.466
0.401
0.495

*0.226
0.277
0.440
*0.489
0.264
*0.368
0.176
0.008
0.362
0.458
0.452
0.151
0.405
0.411
*0.462
*0.258
0.072
*0.326
0.193
0.291
0.342
0.310

Discovery
HF (n=3,704)

0.023
0.056
*0.225
*0.248
0.012

*0.209
0.094
0.465
0.190
*0.291
0.324
0.364
0.002
0.005
0.452
0.100
0.008
0.178
0.364
0.161
0.486
0.120
*0.351
0.313
*0.496
*0.092
0.198

Je (n=1,648)

0.324
0.229
*0.407
*0.499
0.275

*0.231
0.204
0.454
0.377
0.464
*0.483
0.247
0.006
0.207
0.448
0.304
0.084
0.285
0.403
0.366
*0.385
0.106
*0.327
0.238
0.387
*0.438
0.268

All (n=18,000)

*0.468
0.367
0.462
0.329
0.472

*0.211
0.281
0.448
*0.483
0.291
*0.341
0.169
0.007
0.360
0.460
0.447
0.129
0.388
0.420
0.484
*0.328
0.114
*0.321
0.180
0.271
0.387
0.326

Validation
HF (n=4,588)

0.029
0.054
*0.207
*0.259
0.013

*0.236
0.092
0.456
0.189
*0.304
0.326
0.352
0.003
0.010
0.446
0.089
0.006
0.157
0.352
0.173
0.488
0.122
*0.349
0.317
*0.450
*0.116
0.222

Je (n=2,350)

Table 7.4: Minor allele frequencies for lactose QTL tag variants

1
2
3
3
5
5
5
6
6
7
10
15
16
16
17
19
19
19
20
27
28
29
93.94
63.45
1.77
31.69
22.96

Tag Var

LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
5
11
14
20
26

Pheno

LY
LY
LY
LY
LY

Minor allele frequencies for tag variants from WGS, for discovery and validation set cows. Frequencies for each animal set are shown in total and for pure-bred
subsets. Cows are defined as belonging to the Holstein-Friesian (HF) or Jersey (Je) breed if ≥ 15/16 of their ancestry is recorded to that breed. Cases where the
minor allele is the reference allele are marked with an asterisk (*), in the remaining cases, the minor allele is the alternative allele.
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5
11
14
20
26

LY
LY
LY
LY
LY

93.94
63.45
1.77
31.69
22.96

154.14
127.64
15.52
53.84
21.14
31.56
44.16
37.76
89.04
8.77
2.14
28.36
24.99
67.77
56.47
33.51
42.99
61.13
58.45
36.21
6.56
9.61

Mbp

rs211210569
rs210726760
rs109234250
rs208881195
rs208730573

rs43282035
rs208702482
rs211336034
rs109613143
rs377953581
rs137534989
rs383349320
rs43702337
rs478177439
rs210686953
rs137774567
rs211369213
rs109379517
rs380467601
rs134672113
rs109514832
rs517084099
rs41923843
rs135934727
rs209987511
rs110674951
rs378183369

Tag Variant

0.021 ± 0.002
0.010 ± 0.002
−0.046 ± 0.002
−0.010 ± 0.002
0.008 ± 0.002

−0.014 ± 0.002
−0.019 ± 0.002
−0.015 ± 0.002
−0.020 ± 0.002
0.006 ± 0.002
−0.014 ± 0.002
0.009 ± 0.002
−0.329 ± 0.009
−0.022 ± 0.002
0.005 ± 0.002
−0.012 ± 0.002
−0.034 ± 0.002
−0.018 ± 0.002
0.015 ± 0.002
−0.012 ± 0.002
−0.023 ± 0.002
−0.018 ± 0.003
−0.025 ± 0.002
−0.011 ± 0.002
0.018 ± 0.002
−0.013 ± 0.002
0.029 ± 0.002
9.16 × 10−37
9.81 × 10−9
9.03 × 10−170
5.15 × 10−8
1.12 × 10−6

1.77 × 10
2.26 × 10−24
1.91 × 10−18
2.06 × 10−33
6.30 × 10−4
6.85 × 10−15
2.37 × 10−5
<1.05 × 10−308
6.07 × 10−36
7.02 × 10−3
2.54 × 10−12
1.20 × 10−43
6.47 × 10−24
3.92 × 10−20
3.70 × 10−13
6.05 × 10−37
1.22 × 10−10
4.47 × 10−46
5.46 × 10−7
2.58 × 10−22
4.64 × 10−15
1.48 × 10−58

−12

Holstein-Friesian (n=14,857)
Beta ± SE
Pval

0.016 ± 0.004
0.005 ± 0.004
−0.035 ± 0.002
−0.005 ± 0.002
0.042 ± 0.006

−0.016 ± 0.002
−0.013 ± 0.003
−0.018 ± 0.002
−0.001 ± 0.002
0.002 ± 0.002
−0.010 ± 0.002
0.005 ± 0.002
−0.294 ± 0.019
−0.018 ± 0.009
0.015 ± 0.002
−0.020 ± 0.003
−0.026 ± 0.009
−0.015 ± 0.003
0.009 ± 0.002
−0.011 ± 0.003
−0.009 ± 0.002
0.022 ± 0.003
−0.007 ± 0.002
−0.019 ± 0.002
0.021 ± 0.002
−0.017 ± 0.003
0.023 ± 0.002

Pval

1.91 × 10−4
0.205
1.08 × 10−61
5.97 × 10−3
1.61 × 10−13

3.59 × 10−11
1.04 × 10−4
1.74 × 10−19
0.595
0.300
2.25 × 10−7
0.0205
1.51 × 10−54
0.0417
6.81 × 10−14
2.55 × 10−9
5.07 × 10−3
4.85 × 10−9
1.27 × 10−5
2.07 × 10−5
4.46 × 10−6
2.49 × 10−12
3.47 × 10−4
2.72 × 10−20
1.32 × 10−26
7.37 × 10−9
8.86 × 10−22

Jersey (n=8,995)
Beta ± SE

Allele effects for each WGS tag variant for Holstein-Friesian and Jersey cows, assuming an additive model. P-values in bold font indicate tag variants which pass
the genome-wide Bonferroni-corrected threshold (4.58 × 10−8 ) for that breed. All but three variants pass Bonferroni in at least one breed; one of these three tags
the QTL which failed validation. The direction of the allele effect is the same in both breeds for all but one (rs517084099) of the variants. Allele effects are relative
to the allele present in the reference bovine genome. Phenotypes are lactose concentration (top) and lactose yield (bottom).

1
2
3
3
5
5
5
6
6
7
10
15
16
16
17
19
19
19
20
27
28
29

Chr

LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC

Pheno

Table 7.5: Allele effects for lactose QTL tag variants in Holstein-Friesian and Jersey Cows
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those loci where at least one protein-coding mutation was predicted in strong linkage
disequilibrium with the most strongly associated variant from sequence-based analysis.

Figure 7.4: WGS QTL coloured by SNP effect predictions. Six example 1 Mbp windows
of imputed WGS resolution associations centred on five QTL for LC and one QTL for LY
(chr14: 1.77 Mbp). Variants are coloured by predicted variant effect.

Seven loci had predicted protein effects that were highly associated with LC or
LY, with five of the locations having only one plausible mutation for the effect. At the
chr6: 37.76 Mbp and chr14: 1.77 Mbp loci, the top variants were missense mutations in
the ABCG2 (Real et al., 2011) and DGAT1 (Grisart et al., 2002) genes. Both variants
(ABCG2 Y581S and DGAT1 K232A) have been previously demonstrated to have
major impacts on diverse milk composition phenotypes (Olsen et al., 2007; Schennink
et al., 2007, 2008) and, therefore, can be assumed to be the causative variants for
these QTL.

142

LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LY
LY
LY

chr3: 15.52
chr6: 37.76
chr6: 89.04
chr15: 28.36
chr16: 24.99
chr16: 24.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 42.99

chr14: 1.77
chr14: 1.77
chr14: 1.77

rs109234250
rs134364612
rs135258919

rs109816684
rs43702337
rs110326785
rs208325660
rs110899826
rs109896036
rs377779402
rs209410283
rs211002889
rs208379505
rs207799702
rs211108888
rs133665517
rs381010891
rs132867911
rs209920132
rs209373086

ID

Missense
Missense
Missense

Splice Region
Missense
Missense
Missense
Missense
Splice Region
Splice Donor
Missense
Missense
Missense
Splice Region
Splice Region
Missense
Missense
Missense
Splice Region
Splice Region

Class

1.000
1.000
0.902

0.997
1.000
0.987
0.967
0.986
0.986
1.000
1.000
1.000
1.000
0.999
0.996
0.956
0.919
0.919
0.916
0.915

LD

DGAT1
SLC52A2
HSF1

SLC50A1
ABCG2
NPFFR2
RNF214
MARC1
MARC1
KCNH4
KCNH4
GHDC
GHDC
KAT2A
KAT2A
STAT5B
ZNF385C
FKBP10
ACLY
JUP

Gene

A232K
K242E
V344A

c.282+7G>A
Y581S
E392K
G105E
P194R
c.628-5C>T
c.2663+2T>C
S136R
P335R
P233A
c.700-7C>G
c.1723-8T>C
G40S
P210A
T261I
c.1846-3T>C
c.1055-4C>G

Description

M
M
M

L
M
M
M
M
L
H
M
M
M
L
L
M
M
M
L
L

VEP

1.00 (T)
1.00 (T)
1.00 (T)

—
0.00 (D)
0.56 (T)
0.07 (TLC)
0.27 (T)
—
—
0.13 (T)
0.55 (T)
0.03 (D)
—
—
1.00 (T)
0.29 (T)
0.75 (T)
—
—

SIFT

Numbers of missense or splice region mutations in QTL for LC and LY which have LD >= 0.90 with the top whole-genome sequence mutation. Only those QTL
with at least one such variant are included. Mutation classifications are per SNPEff predictions. Abbreviations (L,M,H) for Variant Effect Predictor (VEP) are
low, moderate and high impact respectively. For SIFT, T is tolerated, TLC is tolerated with low confidence, and D is deleterious.

Phenotype

Locus (Mbp)

Table 7.6: Peak variants with protein sequence mutations.
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The remaining five QTL include loci that either appear to be novel to the current study, or represent regions that have been reported in other analyses of milk
composition traits, but have had no causative gene and variant definitively assigned.
Of these QTL regions, the chr19: 42.99 Mbp locus presented a number of candidates,
with 11 sequence variants spread across eight genes. Notably, one of these was a
predicted splice donor non-sense mutation in the KCNH4 gene. The list of candidates
for this region also included a predicted tolerated STAT5B G40S missense mutation,
representing a gene that has been previously speculated to underlie milk composition
and production traits in other populations (Raven et al., 2014; Bouwman et al., 2011).
Expression analysis and identification of putative regulatory eQTL
Since most QTL are expected to be underpinned by regulatory mechanisms (Maurano
et al., 2012), and lack of functional annotation resources in cattle makes prediction
of non-coding variants intractable, we next used a large mammary RNA sequence
dataset to identify causative genes through co-segregating expression QTL (eQTL).
In this context, eQTL analyses can provide functional evidence of the molecular basis
of the QTL in question: cases where genetic signals not only co-locate, but also share
top associated variants, provide strong evidence of causality for the implicated gene
(Teslovich et al., 2010; Kemper et al., 2016; Fink et al., 2017). Using imputed whole
genome sequence data in a population of 357 lactating cows, cis-eQTL mapping
was conducted using transformed mammary gene expression values representing all
genes in each 1 Mbp target interval (n=313 genes for all intervals; see Materials and
Methods). In an approach similar to that described previously (Littlejohn et al.,
2016, 2014b), analyses were also performed to calculate χ2 correlation values for
each 1 Mbp interval of variants, with the expectation that an eQTL and lactose QTL
underpinned by a common genetic element would share similar variant association
statistics. Table 7.7 shows lactose QTL and eQTL pairs that: shared top associated
variants in strong LD (R2 > 0.9) that exceeded the eQTL genome-wide significance
threshold of 2.53 × 10−7 , and/or had an eQTL where at least one of the Pearson and
Spearman (rank) correlations was greater than 0.7. Of the 26 loci, 14 have at least one
gene meeting these criteria, with 11 having only one such gene. Notably, seven of these
genes also shared top variants that were the same or were in strong LD (Table 7.7).
Four eQTL × QTL association plots are illustrated in Fig 7.5, showing examples of
both highly correlated, and non-correlated QTL pairs. Of the highly correlated QTL,
LRRC8C, RAB3IP, NREP, IVNS1ABP, P2RX4, KCNJ2, ANKH, GPAT4, PICALM,
and MGST1 are strong candidate causative genes for these effects, representing loci for
which there is only one co-segregating eQTL, and where no plausible protein-coding
variants have been identified.

7.2.7

Pathway Analysis

We conducted functional clustering analysis using 44 genes using the DAVID database
(Huang et al., 2009). These genes represented candidates corresponding to predicted
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chr1: 154.14
chr3: 15.52
chr3: 53.84
chr5: 44.16
chr10: 2.14
chr16: 67.77
chr17: 56.47
chr19: 42.99
chr19: 42.99
chr19: 42.99
chr19: 61.13
chr20: 58.45
chr27: 36.21
chr29: 9.61
chr29: 9.61
chr5: 93.94
chr14: 1.77
chr14: 1.77

LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC
LC

LY
LY
LY
MGST1
DGAT1
CCDC166

SH3BP5
SLC50A1
LRRC8C
RAB3IP
NREP
IVNS1ABP
P2RX4
GHDC
DHX58
STAT5B
KCNJ2
ANKH
GPAT4
PICALM
EED

Gene

3.18 × 10−43
8.87 × 10−42
2.93 × 10−8

2.58 × 10−32
8.70 × 10−16
3.46 × 10−39
9.10 × 10−23
6.12 × 10−10
4.54 × 10−27
2.46 × 10−39
1.80 × 10−22
1.77 × 10−8
5.72 × 10−9
1.72 × 10−26
2.40 × 10−16
3.67 × 10−21
2.40 × 10−54
2.31 × 10−9

eQTL Pval

9.37 × 10−43
3.68 × 10−39
8.53 × 10−3

6.18 × 10−32
8.70 × 10−16
1.53 × 10−36
2.22 × 10−22
1.55 × 10−9
6.54 × 10−24
3.26 × 10−13
5.77 × 10−16
1.31 × 10−5
1.51 × 10−6
1.72 × 10−26
2.40 × 10−16
3.49 × 10−19
2.40 × 10−54
2.43 × 10−9

Tag Pval

0.769
0.946
0.216

0.173
0.705
0.900
0.835
0.822
0.812
0.743
0.951
0.918
0.915
0.870
0.783
0.812
0.752
0.319

Pearson

0.486
0.829
0.703

0.071
0.272
0.868
0.489
0.774
0.339
0.692
0.849
0.802
0.773
0.645
0.404
0.607
0.600
0.356

Spearman

0.934
0.923
0.066

0.993
1.000
0.816
0.979
0.676
0.887
0.280
0.981
1.000
0.524
1.000
1.000
0.909
1.000
0.994

LD (R2 )

Co-localised genes for each lactose locus, where: the Pearson or Spearman correlation between the lactose QTL and eQTL is greater than 0.7, or, the LD between
the top variants in the lactose QTL and eQTL is greater than 0.9. The p-value shown for the eQTL is that of the most significant SNP. The tag p-value is the
significance of the lactose phenotype tag variant for the eQTL. Within each locus, genes are shown in descending order by Pearson correlation. Only eQTL which
pass Bonferroni correction (threshold p = 2.59 × 10−8 ) are shown.

Locus (Mbp)

Phenotype

Table 7.7: Correlations between lactose QTL and co-localised eQTL.
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Figure 7.5: Correlations between lactose concentration QTL and eQTL. Panels A, B, and C
show eQTL correlated with LC QTL where both QTL share the same top variant (R2 = 1).
Panel D shows a lactose QTL × eQTL pair for which no correlation is demonstrated. In each
plot, the χ2 statistic for each variant is plotted for the LC QTL on the X-axis and the eQTL
on the Y-axis. Colours represent LD between each variant and the most strongly-associated
variant for lactose concentration.

protein and regulatory effects, or proximity to the QTL peak (see Methods). This
analysis identified four significantly enriched annotation clusters, using an alpha value
of 0.05, translating to an enrichment threshold calculated as − log10 (0.05) ≈ 1.3
(Huang et al., 2009). The most highly enriched cluster (enrichment score 1.99) was for
ion channels/transport, followed by the endoplasmic reticulum cellular compartment
(1.95), potassium/voltage-gated ion channels (1.33), and lipid metabolic process (1.31)
annotations.

7.3
7.3.1

Discussion
Lactose heritability and genetic architecture

Association analyses of milk composition and yield traits have now been published in
multiple independent cattle populations (Raven et al., 2014; Bouwman et al., 2011;
Cole et al., 2009), however, we are unaware of any such genome-wide studies focussed
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on the identification of QTL for lactose traits. Here we present such analyses, detailing
26 validated QTL spanning 18 bovine autosomes. Although lactose GWAS have been
lacking, heritability estimates from the literature broadly fit with the estimates yielded
for LC (Sneddon et al., 2015; Stoop et al., 2007) and LY (Sneddon et al., 2015;
Miglior et al., 2007) in the current study. The comparatively lower heritability of LY
compared to LC is similarly consistent with these estimates, and with the genetic
architecture of the observed QTL. Like other milk composition phenotypes such as
fat and protein (Kemper et al., 2016), fewer significant QTL were observed for yield
compared to concentration. Together, tag-variants of the validated LC QTL explained
4× the phenotypic variance of the five LY loci that also met our nominated p-value
threshold, confirming that, like the highly correlated trait of milk yield, LY has a
more distributed, infinitesimal genetic architecture. It should be noted, however, that
while concentration is measure directly by MIR spectroscopy, the values for yield are
predicted based on the concentration data and estimated total milk volumes, raising
the possibility of missing signals. Importantly, 26 of 27 prioritised QTL validated
between populations, with only the chr5: 21.15 Mbp locus failing to replicate. For the
validated loci, inflation of effects was relatively modest, with the cumulative variance
for each trait >80% of that estimated at the discovery stage (Tables 7.2 and 7.3).

7.3.2

Genomic inflation

Large genomic inflation factors were observed in the discovery set for both the LC
(2.28) and LY (2.25) phenotypes, potentially indicating the presence of false positive
results. Since the most likely source of inflation was population stratification due to the
mix of breeds in the data set, we also performed within-breed analyses. Heritabilities
calculated for pure-bred subsets of animals were similar to those calculated for the
total population, indicating that model adjustments to the phenotypes are likely
adequately accounting for breeds and crosses in the population. Likewise, 24 of the 26
validated QTL identified in the mixed-breed population were replicated in at least one
pure-bred subpopulation, with concordant signs of effect between breeds for all but one
locus. These results suggest using the mixed-breed population has not substantially
distorted the results, and although effect sizes might still be over-estimated, the QTL
presented are unlikely to represent false positive signals.

7.3.3

Pathway analysis highlights lactose regulation through
osmotic balancing mechanisms and pleiotropic fat synthesis
QTL

Functional clustering revealed four significantly enriched annotation clusters for the 26
validated LC and LY loci. These clusters encompass cellular and molecular functions
that support the key role of lactose as the major osmolyte in milk. Notable classes of
genes include transmembrane transport molecules that could be expected to impact
osmotic balance through modulation of ion concentrations (KCNH4, LRRC8C, KCNJ2,
ANKH ). This is emphasised by the presence of a second significantly enriched cluster
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representing voltage-gated potassium ion channels. The enrichment of genes annotated
to the endoplasmic reticulum cluster include candidates overlapping with transport
functions (LRRC8C), and other endoplasmic reticulum membrane-bound enzymes
including MGST1, DGAT1, and GPAT4. All three of these latter genes represent QTL
with major impacts on other milk composition traits (Grisart et al., 2002; Littlejohn
et al., 2014b, 2016), with the enriched cluster encompassing lipid metabolic processes
also assigned due to the DGAT1 and GPAT4 genes.

7.3.4

Discovery of candidate causative genes and variants

To attempt to identify causative genes and variants underlying the biggest QTL,
we applied two complementary approaches to fine map prioritised loci and look
for co-locating, co-segregating eQTL as molecular signatures of these effects. These
methods relied on two large-scale sequence-based datasets, comprising a whole-genome
sequence reference population of 565 HF, Jerseys, and crossbreeds, and a mammary
RNAseq dataset representing 357 lactating cows of similar composition. Sequencebased association analysis revealed several QTL where the top associated variants
included polymorphisms anticipated to impact the coding sequence of protein-coding
genes, and cis-regulated eQTL genes that likely underpin a proportion of the other
lactose signals.
Protein-coding sequence variants
The two largest QTL with protein-coding effects were the chr6: 37.76 Mbp and
chr14: 1.77 Mbp loci, each likely underpinned by the ABCG2 Y581S and DGAT1
K232A amino acid substitutions, respectively. These QTL were also the largest effects
overall, with major impacts on LC and LY. These previously described variants represent two of the most highly cited and validated milk composition variants in the
bovine literature (Grisart et al., 2002; Cohen-Zinder et al., 2005; Olsen et al., 2007;
Schennink et al., 2007, 2008), and serve as positive controls in our analyses.
Encouragingly, both missense variants appear in our list of SNPEff-filtered proteincoding candidate mutations, and both variants were the most highly associated markers
in the sequence-resolution analysis of the respective traits. The ability to directly
resolve the causative variants as the top-associated variants is also encouraging, though
likely reflects the strength of association for these two major effect mutations. The
ABCG2 Y581S mutation effect on LC is roughly equivalent to effects of the other 20
validated LC QTL combined, and it is also notable that, despite the magnitude of
effect, no genome-wide significant effect was observed for LY (p = 0.22). Given that
LY and milk yield are highly correlated (0.99 ± 0.01 Sneddon et al., 2015), and that
the Y581S mutation was initially described for its impact on milk yield (Cohen-Zinder
et al., 2005) and significantly impacts that trait in the current study, the lack of
a corresponding effect on LY is surprising. This discrepancy could be explained by
limited statistical power as a consequence of the very low MAF (0.009) of the Y581S
variant in the discovery population, though an alternative explanation hints at a
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possible underlying mechanism for the variant. Although the Y581S mutation was
first described >10yrs ago (Cohen-Zinder et al., 2005), no obvious mechanistic role
for the impact on milk yield has yet emerged. A scenario where Y581S impacts milk
yield and LC, but not LY, would suggest that ABCG2 may be pumping some as yet
unknown, osmotically active component into milk, with milk volume increasing as a
consequence. This hypothesis fits with the status of ABCG2 as an efflux transporter,
and reconciles the profound impact of Y581S on LC (7.00% of phenotypic variance in
the validation population, despite a low MAF).
Another curious observation is the substantial impact of the DGAT1 K232A
mutation on LY, in the absence of an effect on LC. This is despite a major effect on LC
attributed to GPAT4 (chr27: 36.21 Mbp). The GPAT4 gene is a known causative gene
for milk composition traits (Littlejohn et al., 2014b), and is functionally paralogous to
DGAT1, with the two genes occupying adjacent nodes of the mammary triglyceride
synthesis chain (Coleman and Lee, 2004). This observation is particularly puzzling
given that the impact of DGAT1 K232A on milk yield is much larger than that of the
GPAT4 locus (Littlejohn et al., 2014b), demonstrating the capacity for idiosyncratic
effects of individual genes on milk composition, despite pleiotropy of effects more
broadly (Littlejohn et al., 2016; Kemper et al., 2016; Fink et al., 2017). Comparing
between the milk composition and yield effects of other loci in the current study,
similarly shows instances where an individual locus may associate with many traits
(e.g. chr20: 58.45 Mbp for LC, fat, milk, and protein yield, and protein percentage),
or may have pronounced effects on one characteristic, yet be completely lacking in
association with others (e.g. chr16: 24.99 Mbp for LC). The relativity of sign of effects
between traits also appears to follow some rules (i.e. increasing milk volume and
lactose yield, with decreasing component percentages), though exceptions to these
observations abound.
Two other previously reported milk production and composition loci annotated
with candidate protein-coding mutations are the chr6: 89.04 Mbp and chr19: 42.99 Mbp
LC QTL. The chr6: 89.04 Mbp locus is adjacent two genes of note: GC and NPFFR2,
the former favoured as a candidate gene for milk production and mastitis QTL in other
populations (Olsen et al., 2016; MacLeod et al., 2016), with the latter highlighted by
a highly significant missense mutation as a possible causative variant in the current
study. These observations make both genes valid candidates for the LC QTL, though
the proximity of the locus to the casein gene cluster at chr6: 87 Mbp should also be
noted, presenting the possibility of long-distance LD effects. Since neither GC nor
NPFFR2 were expressed in our lactating mammary dataset, further differentiation on
the basis of expression information is not possible.
The chr19: 42.99 Mbp QTL has similarly been observed in other populations, and
although no causative variants have been functionally demonstrated for the region,
the signal has been generally assigned to the STAT5A and STAT5B genes (Raven
et al., 2014; Bouwman et al., 2011). These genes make excellent candidates, given
the key roles of the STAT5 transcription factors in alveologenesis and milk protein
gene expression (Oliver and Watson, 2013). A STAT5B G40S missense mutation
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is included on the list of candidates for the locus in the present study. However,
two other protein coding variants in the GHDC and KCNH4 genes also make this
list, encoding a predicted deleterious amino acid substitution (GHDC P233A) and a
splice donor non-sense mutation (KCNH4 c.2663+2T>C). The KCNH4 mutation in
particular represents a plausible alternative to the STAT5B G40S variant as potentially
underpinning this QTL, predicted to disrupt the function of a gene whose role as an
ion transporter is part of an enriched class of genes in our dataset. It is also noteworthy
however that co-segregating eQTL for the GHDC, STAT5B, and DHX58 genes also
coincide with this QTL. On that basis, disentangling the relative contribution of
individual variants and mechanisms to this QTL is likely to be particularly challenging,
potentially involving multiple molecular effects in strong LD. A further indication of
the potential biological complexity at this locus can be gleaned from the within-breed
analyses. Curiously, the chr19: 42.99 Mbp locus is the only QTL with opposite signs
of effect between HF and Jerseys. Although this might otherwise make the locus
a candidate false positive region, the effects are highly significant in both breeds,
and given the variety of strong candidate genes, and observations of the QTL in
independent populations (Raven et al., 2014; Bouwman et al., 2011), it seems plausible
the locus comprises multiple, functionally independent variants.
Three other loci annotated with protein function-based candidate causative variants appear to represent QTL novel to the current study. Two of these are LC QTL
that we can find little reference to in GWAS of other milk traits. These two QTL at
chr15: 28.36 Mbp and chr16: 24.99 Mbp are represented by highly significant missense
mutations in genes for which either little is known (RNF214), or that have no straightforward biological role in the context of lactation (MARC1). With no alternative
coding variants or co-segregating eQTL, these variants are therefore the most plausible
candidates for these effects.
The chr3: 15.52 Mbp LC locus contains a strong candidate gene, the sugar transporter SLC50A1 (aka SWEET1). This gene is annotated with a single candidate
mutation with a possible impact on coding sequence, comprising a splice region variant
c.282+7G>A. Manual visualisation of RNAseq alignments of animals of opposing QTL
genotype suggest c.282+7G>A is unlikely to be the causative variant for this QTL,
with no apparent impact on alternative splicing at the relevant SLC50A1 intron 3
junction. However, observation of a lone, co-segregating SLC50A1 eQTL at the locus
strongly supports the causative status of this gene, particularly given its previously
demonstrated roles in the murine mammary gland. Mammary expression of SLC50A1
is strongly induced during lactation in the mouse, where critically, it is proposed
to impact lactose production by altering glucose availability to the lactose synthase
enzyme complex (Chen et al., 2010).
Expression-based effects
We previously generated a large, mammary RNAseq dataset to act as a resource for
identification of causative genes for lactation traits. Our approach aims to identify
co-locating eQTL and milk composition/production QTL with shared association
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signatures, providing functional and genetic evidence of causality for the implicated
gene (Littlejohn et al., 2014b, 2016; Kemper et al., 2016; Fink et al., 2017). Conversely,
the presence of an uncorrelated eQTL may suggest that a gene is unlikely to be
involved, at least through an expression-based mechanism. These methods rely on
the assumption that the LD structures between the RNAseq population and GWAS
population are similar at the loci of interest, and that the strength of association
is sufficient to resolve both top and middle-order variants. These assumptions may
not always hold, so we also consider genes candidates for co-locating QTL if the lead
associated eQTL variant is the same (or captures the same LD block) as the milk
composition QTL. Of the 26 lactose QTL prioritised in the current study, 14 had
strongly correlated, co-locating eQTL in lactating mammary tissue.
Observation of strong correlations for MGST1 and GPAT4 eQTL for LY and LC
provide further positive controls for our analyses, where the likely causality of these
genes in underlying QTL for other milk traits has been confirmed previously (Littlejohn
et al., 2014b, 2016). As with assessment of the potential role of protein-coding variants
for lactose QTL, the remaining 12 candidate causative eQTL represent both ‘simple
case’ loci for which causality can be assumed (co-locating with a single, highly
correlated eQTL), to confounded regions presenting multiple overlapping expression
and protein sequence-based candidate effects. Some of the more straightforward, and
novel, examples are discussed below.
The P2RX4, KCNJ2, LRRC8C, and ANKH genes encode transmembrane proteins
involved in ion transport, all four of which show very significant, highly correlated
eQTL. The LRRC8C, ANKH and KCNJ2 genes in particular make likely candidates for
these effects, since the top associated eQTL variants are also in strong LD with the lead
LC variant for each region. The KCNJ2 gene encodes an inwardly-rectifying potassium
transporter that has previously been identified in the membranes of secretory cells in the
murine mammary gland (Kamikawa and Ishikawa, 2014). Early work examining ionic
concentrations in milk demonstrated the strong correlation between concentrations
of lactose and various ions in milk (including K+ ) (Barry and Rowland, 1953), so
an eQTL that drives changes in abundance of KCNJ2 protein (and consequently K+
ion transport) could be expected to result in some form of osmotic compensation
impacting LC. The same is true of LRRC8C, an anion channel that is part of a family
of genes with a key role in osmotic regulation (Voss et al., 2014). Members of the
LRRC8 gene family are sensitive to changes in cell volume, specifically activated
through cell swelling in response to osmotic challenge (Voss et al., 2014). The ANKH
gene is another small molecule transporter with potential impact on the osmotic status
of mammary cells and vesicles, responsible for transport of the oxyanion inorganic
pyrophosphate (Abhishek et al., 2014). As a related or additional mechanism, the
interaction of ANKH with LC might somehow derive from the regulation of calcium
availability in the mammary gland, given the importance of pyrophosphate to calcium
sequestration (Abhishek et al., 2014), and the fact that calcium is the most abundant
mineral in milk. The PICALM gene is another excellent candidate causative gene that,
although not involved in ion transport, is involved in vesicle transport and assembly
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as a clathrin recruitment protein (Miller et al., 2015). Although it is unclear whether
the class of vesicles targeted by PICALM are directly relevant to vesicular secretion
of lactose (Sasaki et al., 1978), the gene displays a highly significant, highly correlated
mammary eQTL, and could equally be expected to impact LC through secondary
effects of vesicular transport of other milk components, or vesicle membrane recycling
(Miller et al., 2011).

7.4

Conclusions

We have conducted the first GWAS experiments focussed on milk lactose phenotypes,
detailing discovery and validation of 26 QTL with large to moderate effects. Compared
to previous GWAS of other lactation phenotypes, these 26 loci represent a mixture of
novel and previously-described chromosomal regions. Using a combination of eQTL
mapping and sequence-resolution association analysis, we propose candidate genes
and mutations at the majority of these loci. Pathway analysis indicates that a number
of the novel QTL are associated with ion transport and pathways impacting the
osmolality of milk, emphasising the importance of lactose in this context. Together,
these new QTL enhance our understanding of lactation physiology, and may have
further implications for breeding dairy animals with customised milk characteristics.

7.5
7.5.1

Methods
Animal populations, lactose phenotypes and heritability
estimation

Heritability estimation and GWAS was conducted in several different populations,
consisting of varying proportions of HF, J, and their crosses. Purebreds were defined
as animals with at least 15/16 HF or J ancestry. The study populations comprised
12,000 mixed breed cows (3,704 HF, 1,648 J, and 6,648 crosses; referred to as the
‘discovery’ set), a distinct group of 18,000 animals of broadly matched breed composition (4,588 HF, 2,350 J, and 11,062 crosses; the ‘validation’ set), and two purebred
cohorts of 14,857 Holstein-Friesians and 8,995 Jersey cows. All purebred cows from
the discovery and validation sets were included in the enlarged, purebred-only cohorts.
LC and LY phenotypes were derived from measurements taken as part of standard
herd-testing procedures. Milk samples were processed by LIC Testlink (Newstead,
Hamilton, New Zealand) using Fourier transform infrared spectroscopy with the
Milkoscan FT6000 instrument (FOSS, Hillerød, Denmark) against a lactose monohydrate standard. Individual phenotypic measurements for each animal were estimated
from repeated measures models in ASReml-R, where concentrations and yield values
were fitted against birth year, stage of lactation, and age of calving as fixed effects,
animal as a random effect, and contemporary group as an absorbed/sparse effect. Measurements were restricted to herd tests during the cow’s first lactation, with somatic
cell count <250 k and at peak lactation (October to January inclusive). Subject to
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these restrictions, 59.5% of the discovery animals had data from at least two herd
tests available, and 57.6% of the validation animals.
Narrow-sense heritabilities (h2 ) were calculated for LC and LY using the GCTA
(version 1.25.3) software package (Yang et al., 2011) for 30,000 animals, including
those in both the test and validation sets. Heritabilities were determined using the
genomic relationship matrix (GRM) calculated for these animals by GCTA from a
combination of physically genotyped and imputed Illumina BovineHD genotypes (see
imputation section below), with MAF>0.05. These heritability estimates were used
as parameters in the linear models to map associations between the phenotypes and
the SNP genotypes. Genotypic principal component analysis was also conducted in
the combined discovery and validation animal population, using the same BovineHD
genotype set used for heritability calculations.

7.5.2

Genotypes and imputation for GWAS

Lactose GWAS were conducted using SNPs imputed from a reference population
of animals for which both SNP chip and RNAseq-derived genotypes were available.
Animals were imputed using Beagle 4 software (Browning and Browning, 2009), using
a stepwise procedure. In the first step, Illumina BovineHD SNP-chip content was
imputed into the subset of 27 cows that had been genotyped on a lower density panel
(Illumina Bovine SNP50 BeadChip platform) than the other RNA-sequenced animals.
This process yielded 400 animals with 675,321 BovineHD SNPs.
To increase the density of variants available for genetic mapping, RNAseq alignments (see RNA sequencing section below) were used as inputs for variant calling.
These variants were chosen since they represented mammary-expressed genes, and
hence had higher a priori likelihoods of affecting lactation phenotypes. Variants were
called using Samtools (version 1.0; Li, 2011) and GATK HaplotypeCaller (version 3.3;
DePristo et al., 2011). Variants not called by both callers were excluded, with the
remainder phased using Beagle 4 (Browning and Browning, 2009). Variants that
generated poor phasing metrics, as defined by an allelic R2 <0.95, were also excluded,
along with markers with read depth <8, call rate <0.9 or minor allele frequency
<2.5%. These criteria resulted in an RNAseq variant set of 410 animals and 477,531
variants. The imputation reference population was generated by merging genotypes
for animals in both the HD and RNAseq variant sets. Phasing the merged variant
set and excluding variants with allelic R2 <0.95 yielded the final imputation reference
population of 394 animals and 1,093,581 variants.
This variant set was then used to impute all variants into the GWAS population
of dairy cows (n=12,000: the discovery set) that had been physically genotyped on
a mixture of Illumina BovineSNP50 (n=10,217), BovineHD (n=189), and GeneSeek
Genomic Profiler BeadChip (n=1,945; GeneSeek/Illumina) SNP platforms. Three
hundred and forty six animals had been genotyped on at least two platforms. After
imputation, additional variants that did not impute well in this population, primarily
multi-allelic indel mutations, were also removed, yielding 1,090,999 variants for GWAS.
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Because of difficulties in imputing sex chromosomes, only autosomal variants were
targeted.

7.5.3

Generalised Least Squares Models

Generalised least squares models were run for both LC and LY phenotypes, as well as for
the gene expression phenotypes described below. Variant effects were estimated using
the single-SNP linear model in Eq 7.1, where X is a matrix of SNP genotypes (coded
0,1,2 and centred to a mean of zero) and y is the vector of phenotypes. This model
accounted for covariances between animals, caused by family relatedness or population
stratification (different breeds), by using the covariance matrix in Eq 7.2, which
partitioned the phenotypic variance (σP2 ) into an additive genetic component, with
covariance modelled by the numerator relationship (A) matrix, and an environmental
component, with covariance modelled by an identity matrix (I). The proportions of
variance allocated to each component were determined by the heritability. In this
study, the A matrix was calculated from pedigree records.
β̂ = X0 W−1 X

−1

· X0 W−1 y


W = σp2 · h2 A + (1 − h2 )I

(7.1)
(7.2)

The association strength for each SNP was calculated as per Eq 7.3. The resulting
statistic was χ2 -distributed with one degree of freedom, under the null hypothesis
of no association between the SNP and phenotype. The calculation for the standard
error of the estimated SNP effect is given in Eq 7.4.
χ̂ =
2

s.e(β̂) =

p

β̂2

!2

s.e(β̂2 )
diag(X0 W−1 X)−1

(7.3)
(7.4)

Because the expected distribution of the association statistic is known, the inflation
factor of the statistics, denoted by λ, could be estimated by comparing the observed
and theoretical medians of the χ2 statistics. In particular, the theoretical median of
the χ2df=1 distribution is 0.45494, and dividing the observed median by this value
yielded the inflation factor.
Significance levels were calculated using Bonferroni corrections to adjust for multiple
testing. Thresholds were calculated for each discrete experiment, where the nominal
p-value for each of the lactose phenotypes was p = 4.58 × 10−8 (n=1,090,999 variants).
Bonferroni thresholds were set for the whole-genome sequence window analysis by
considering all variants cumulatively, yielding a value of p = 2.53 × 10−7 (n=197,338
total variants). To calculate inflation-adjusted values, the value in the χ2df=1 distribution
with an upper tail equal to this p-value was obtained and multiplied by λ. The λ
inflation factors for the LC and LY phenotypes were 2.28 and 2.25 respectively, yielding
nominal inflation adjusted thresholds of 1.61 × 10−16 and 2.52 × 10−16 . Due to the
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exclusion of obvious true positive signals, inflation values are reported and visualised
in Fig 7.2 & 7.3 for comparison purposes, though not used subsequently.

7.5.4

Whole genome sequencing, imputation, and association
analysis

Whole genome sequencing was performed as described previously (Littlejohn et al.,
2014a, 2016). Briefly, 565 animals comprising Holstein-Friesians, Jerseys, and crossbreeds thereof were sequenced using 100 bp paired-end reads on the Illumina HiSeq 2000
instrument. Mapping was conducted using BWA MEM 0.7.8 (Li and Durbin, 2009),
yielding mean and median mapped read depths of 15× and 8× respectively for the
565 samples. Variant calling was conducted using GATK HaplotypeCaller (version
3.2) (DePristo et al., 2011) with base quality score recalibration. This variant set
was phased using Beagle 4 (Browning and Browning, 2009), and variants with allelic
R2 <0.95 were excluded.
To conduct sequence-based association analysis, 1 Mbp windows centred on the top
LC and LY QTL markers were imputed to whole-genome sequence resolution using
Beagle 4 (Browning and Browning, 2009) with the reference population of 565 animals
described above. Across all 27 chromosomal regions, this process resulted in a total
of 197,338 variants (average 7,309; min 3,862; max 11,307 per interval). Although we
have no truth set with which to directly determine the imputation accuracy for these
animals, previous work we have performed (Littlejohn et al., 2016) indicates accuracies
of around 98–99% when imputing BovineHD genotypes to WGS. Association analysis
was conducted as for analysis of other populations, using the same generalised least
square models described.
Following discovery of the 27 LY and LC large to moderate effect QTL, a validation
study using tag-variants of these regions was conducted in a separate population
of 18,000 animals. These 27 sequence variants were imputed as described above.
Association analysis was conducted as for analysis of other populations, using the
same generalised least square models described above.
To determine whether or not the 27 observed QTL were segregating in both the HF
and Jersey breeds, we calculated the within-breed MAF for each tag variant for both the
discovery and validation animal sets (Table 7.4). MAFs were calculated using PLINK
software (Chang et al., 2015) version 1.90b3i. To verify that effect directions were
concordant across breeds and look for potential indicators of population stratification,
genotypes of tag variants were extracted for larger pure-bred populations (n=14,875
for HF; 8,995 for Jersey), where these populations included all pure-bred animals
from the discovery and validation populations. Allele effects were calculated using the
generalised least-squares model as described above.

7.5.5

RNA sequencing and gene expression phenotypes

Mammary biopsy, RNA sequencing, and RNAseq bioinformatics were performed as
reported previously (Littlejohn et al., 2016). Briefly, high-depth mammary RNAseq
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was conducted on tissue from 411 cows, sampled as three groups at different points
in time. Following library preparation, samples were sequenced using the Illumina
HiSeq 2000 instrument to produce 100 bp paired-end reads, multiplexed at two samples
per lane (Littlejohn et al., 2016).
RNASeq reads for all 411 cows were mapped to the UMD 3.1 bovine reference
genome using Tophat2 (version 2.0.12; Kim et al., 2013), mapping an average of 88.9
million read-pairs per sample. Duplicate reads were marked using the MarkDuplicates
command in the Picard software package (version 1.89; Broad Institute) and were
excluded from SNP calling. Gene expression, in fragments per kilobase of transcript
per million mapped reads (FPKM) and transcripts per million (TPM) (Wagner et al.,
2012), was quantified using Stringtie software (version 1.2.4; Pertea et al., 2015), and
Ensembl genebuild release 81. Animals were filtered to remove those with outlier gene
expression values using principal component analysis (PCA). Those with values more
than three standard deviations from the mean in any of the first six components
were excluded, based on the guidelines of Ellis et al. (2013). The resultant data set
contained 375 animals. Expression data were also processed using the bioconductor
package DESeq (Anders and Huber, 2010) to transform read counts using the “variance
stabilising transformation” (VST) function, resulting in gene expression data suitable
for linear model analysis. Only reads that mapped to exons (Ensembl release 81) were
counted.

7.5.6

Functional prediction of protein-coding variants and
identification of co-segregating eQTL

For each 1 Mbp window of whole genome sequence-resolution genotypes, SNPEff
(version 4.3; Cingolani et al., 2012) was used to predict functional consequences of
candidate variants in conjunction with the Ensembl UMD3.1.82 gene annotations.
Variants predicted to impact protein-coding sequences were also annotated using the
Variant Effect Predictor (McLaren et al., 2016) on Ensembl release 87. For eQTL
analyses, transformed gene expression phenotypes for all expressed genes overlapping
each of the 1 Mbp windows were used to identify eQTL, where a nominal expression
threshold of >8 exonic reads per animal was used. Animals whose genotypes were not
concordant with genotypes from their sire (n=5) or dam (n=11), or had excessively
low call rates (n=2) were not imputed to sequence resolution, yielding a final eQTL
dataset of 357 animals. For these 357 animals, mapping was performed using imputed
sequence variants and VST-transformed read counts, using the same generalised least
squares models described above.
Following eQTL detection, correlation analysis of eQTL and lactose QTL association statistics was performed to highlight shared regulatory architecture between
QTL. This method assumes that pairs of QTL regulated by a common genetic element
will have similar association statistics, sharing the same highly associated (and unassociated) variants for a given interval. Correlations between the eQTL and the LC or
LY QTL were calculated in the discovery animal set using Pearson (r) and Spearman
(ρ) statistics between the χ2 for each SNP in the window. Linkage disequilibrium
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statistics (r2 ) between the genotypes of the top SNP for each lactose QTL and eQTL
pair were also calculated.

7.5.7

Pathway Analysis

Candidate genes were nominated based on a triage of one or more of the following
features: a protein-coding mutation with r2 > 0.9 with the top LC or LY QTL variant;
an eQTL with r > 0.7 or ρ > 0.7 with the LC or LY QTL; the top variants in the eQTL
and the LC or LY QTL with r2 > 0.9. This generated a list of 30 candidate genes
covering 18 of the 26 validated QTL. For the eight remaining loci, for which genes could
be less definitively implicated, candidates were added based on their proximity to the
lead tag-QTL SNP, and/or the presence of an eQTL (whether this was co-segregating
with the lactose QTL or otherwise) and/or strong a priori candidacy. The latter
classification was invoked for LALBA (chr5: 31.56 Mbp) and GHR (chr20: 31.69 Mbp)
only.
Ensembl IDs for candidate genes were input into the Database for Annotation,
Visualization and Integrated Discovery (DAVID: Huang et al., 2009) online pathway
analysis software (version 6.8; https://david.ncifcrf.gov/home.jsp). The Functional Annotation Clustering tool on this site was run using Bos taurus as the background species and using all DAVID default annotations as input, with the exception
of the gene ontology annotations, where GOTERM_MF_ALL, GOTERM_CC_ALL
and GOTERM_BP_ALL were used. Classification stringency for clustering was set
to Highest.
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Chapter
Using RNAseq data to improve genomic selection in
dairy cattle

The text in this chapter is an extended version of the work published in:
T. Lopdell, K. Tiplady, M. Littlejohn. Using RNAseq data to improve
genomic selection in dairy cattle. Proceedings of the World Congress on
Genetics Applied to Livestock Production, 11, 49. This work was also
presented at the WCGALP four-yearly conference in February 2018
(Auckland, New Zealand), selected as a ‘theatre presentation’ (highprofile presentation stream).

8.1

Introduction

High-throughput sequencing of RNA (RNAseq) is the current gold-standard approach
for evaluating gene expression levels, and can be used to discover expression quantitative trait loci (eQTL). Unlike other technologies such as RT-PCR or microarrays,
RNAseq also provides additional data which is potentially useful for genomic evaluation: variant detection and genotyping. One approach to improving the accuracy
of genomic selection is to find a set of variants with improved predictive power. The
aim of this work was to use RNAseq from lactating mammary glands to facilitate the
selection of a set of predictive SNPs for dairy cattle, in two ways: first, by enabling
the discovery and genotyping of dense clusters of variants within expressed regions of
the genome; and second, by detecting eQTL to identify tag variants of modulatory
loci that may also impact complex phenotypes.

8.2
8.2.1

Results
Variant calling and concordance with HD genotypes

RNAseq was performed on lactating mammary biopsies extracted from 373 mixedbreed New Zealand cows. All cows were genotyped on the Illumina BovineHD genotype
panel, yielding 675,321 variants after filtering (see Materials and methods). Variant
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Figure 8.1: Ranges of correlations for predicted BVs for milk, fat, and protein yield using
3,695 random SNPs from the Illumina 50k bovine SNP chip, compared to daughter-proven
BVs. Blue circles mark the prediction accuracy for the eQTL tag variants for each phenotype,
red circles mark the prediction accuracies for the full 34k variant set, and green circles
indicate the prediction accuracies for the combined 38k variant set.

calling was performed on mapped RNAseq reads in order to enrich the variant set
for potentially causative variants located within genes that are expressed in lactating
mammary tissue, yielding a further 477,531 variants and a final HD+RNA variant set
consisting of 1,093,581 variants. For variants in common between the HD and RNA
sets, overall genotype concordance was 0.988, with a non-reference sensitivity of 0.993
and a non-reference discrepancy of 0.015 (see section 1.8.4).

8.2.2

Numerous significant cis-eQTL detected

To investigate modulatory loci, eQTL analysis was performed using Matrix-eQTL
(Shabalin, 2012). A large number of genes (3,738) exhibited cis-eQTL where the top
associated variant had an association stronger than 1 × 10−5 . These include several
genes that are known to be associated with milk production and composition phenotypes, including GPAT4 (Littlejohn et al., 2014b, p = 7.19 × 10−21 ), DGAT1 (Grisart
et al., 2002, p = 3.77 × 10−53 ), MGST1 (Littlejohn et al., 2016, p = 1.90 × 10−54 )
and PLAG1 (Fink et al., 2017, p = 1.47 × 10−14 ).

8.2.3

Variant selection for GS

A BayesB genomic prediction model was trained on a population of 4,982 bulls that
were born prior to 2009, and tested using a population of 331 bulls born from 2009
to 2011. Correlations between predicted BVs from the test population and daughterproven BVs from standard animal evaluation were 0.389 for fat yield, 0.510 for protein
yield, and 0.690 for milk yield for the 3,695 tag variants. To test whether these variants
improved prediction accuracy, random samples (100 per phenotype) of 3,695 variants
were chosen from a 34k filtered subset of Illumina Bovine50k SNP chip genotypes and
prediction accuracies calculated. These are plotted in Fig 8.1. Predictions from tag
variants for protein and milk yield exceeded those from any of the random samples,
while predictions for fat yield were at the 98th percentile. For comparison purposes,
the prediction accuracies for the full 34k variant set are also plotted, and exceed all
predictions based on smaller variant sets.
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Table 8.1: Top five predictive genomic regions
Chrom

Start

End

1,683,767
24,562,480
87,096,797
93,800,494
25,061,179

1,807,139
24,893,442
87,932,672
93,945,738
25,559,947

% Var

#SNPs

Gene

Protein
14
14
6
5
14

22.49
2.18
2.16
2.06
1.52

3
2
7
2
2

DGAT1
PLAG1
CSN1S1,CSN2,CSN3
MGST1
PLAG1

3
2
5
2
3

DGAT1
MGST1
CSF2RB
DGKI
SLC37A1

3
5
2
6
3

DGAT1
GPAT4
MGST1
PAEP

Milk
14
5
5
4
1

1,683,767
93,800,494
75,254,321
102,445,634
144,058,183

1,807,139
93,945,738
75,667,413
102,698,505
144,372,020

23.54
2.34
1.53
1.23
1.01
Fat

14
27
5
11
13

1,683,767
36,018,031
93,800,494
103,188,946
68,206,700

1,807,139
36,913,579
93,945,738
103,936,109
68,450,576

45.86
2.82
2.68
2.35
1.85

The top five windows identified for each phenotype using GenSel. The % Var column indicates
the proportion of the variance explained by the SNPs in each window, as a percentage of
the total variance in the phenotype which can be explained by the SNPs. The gene column
indicates genes located at or near each locus with known or plausible (DGKI ) affects on milk
production or composition phenotypes.

In addition to performing genomic prediction, the Gensel software also produced
estimates of the percentage of genetic variance explained by 1 Mbp regions tiled along
the genome. For all three milk phenotypes, the most highly predictive region was the
1 Mbp region surrounding the DGAT1 locus, where three variants explained 22–46%
of the SNP variance in the tag-variant set (Table 8.1). The MGST1 gene (Littlejohn
et al., 2016) also reached the top five predictive regions for all three phenotypes.

8.3

Discussion

The variant set used for GS has a bearing on both the predictive ability and computational efficiency of the process. Here, we have used RNAseq data from lactating
bovine mammary glands to generate a set of cis-eQTL tag variants. These variants are
necessarily located in or near genes that are expressed in the mammary gland, and, by
virtue of tagging an eQTL, have proven biological function. Here, we have shown that
these variants also have above-average predictive ability for lactation phenotypes.
The majority of predictive regions have been reported previously. The triglyceride
synthesis pathway is associated with all three phenotypes, encompassing the DGAT1
Grisart et al. (2002) and GPAT4 Littlejohn et al. (2014b). Additionally, a region on
chromosome four (102,445,634–102,698,505), contains the gene diacylglycerol kinase
iota (DGKI ) which operates in the same pathway (glycerolipid metabolism) and has
been associated with conjugated linoleic acid in Brown Swiss dairy cattle (Strillacci
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et al., 2014). The gene MGST1, which is also associated with all three phenotypes, has
also been published previously in relation to numerous milk phenotypes (Littlejohn
et al., 2016). Other known regions encompass the PLAG1 (Fink et al., 2017), SLC37A1
(Kemper et al., 2016), and CSF2RB (Chapter 6) genes.
Despite accuracies surpassing those of random SNPs, the predictions based on
eQTL tag variants did not exceed R2 > 0.5 for any phenotype. One reason is that not
all QTL are caused by underlying expression effects. For example, the Y581S mutation
in the ABCG2 gene (Cohen-Zinder et al., 2005) is known to be associated with milk
yield, but was not included in this study, as the ABCG2 gene lacks an eQTL. Other
loci may have eQTL in different tissues or at different stages of development. It is
therefore likely that prediction would be improved by integrating additional variants
from multiple sources, an idea supported by the higher prediction accuracies produced
by the 34k variant set which, despite containing no causative variants, has sufficient
density for biologically active loci to be picked up by linkage disequilibrium.
In conclusion, we have shown that predictions for genomic selection can potentially
be improved by incorporating RNAseq data, by enabling variant calling in biologically
relevant parts of the genome, and by prioritising variants based their ability to tag
eQTL as a proxy for biological impact.

8.4
8.4.1

Materials and methods
RNA sequencing and bioinformatics

RNA sequencing was performed on lactating mammary gland biopsies from 373 mixedbreed (Holstein-Friesian, Jersey, and crosses) mixed-age New Zealand dairy cows
(Littlejohn et al., 2016). Samples were sequenced using Illumina HiSeq 2000 instruments,
producing 100 bp paired-end reads. Reads were mapped to the bovine UMD 3.1
reference genome using Tophat2 (version 2.0.12; Kim et al., 2013). Gene expression
levels were counted for reads mapping to exons in the Ensembl gene annotation (release
81). Read counts were normalised using the variance stabilising transformation (VST)
in DESeq (version 1.28.0; Anders and Huber, 2010) to produce phenotypes for eQTL
mapping. SNP calling was performed using GATK HaplotypeCaller (version 3.3.0;
McKenna et al., 2010) and Samtools/BCFTools (version 1.1; Li, 2011). Variant calls
from each method were phased using Beagle (version 4.0; Browning and Browning,
2007) with ten burn-in iterations and ten phasing iterations, then filtered to exclude
those with: total read depth <8, allelic R2 < 0.95, call rate <0.9, and alternative allele
frequency <0.025. The intersection of the two filtered SNP sets was phased again,
using Beagle as described above, to generate the final RNAseq variant set. All animals
were also genotyped on the Illumina BovineHD SNP-chip.

8.4.2

eQTL mapping and tag SNPs

Gene expressions were analysed using Matrix-eQTL (version 2.1.1; Shabalin, 2012)
to identify genes with significant cis-eQTL in the mammary gland. To account for
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population stratification, covariates were calculated from the HD genotypes using
the “mds-plot” method in Plink (version 1.90b3i; Chang et al., 2015). The first ten
components were fitted as covariates in Matrix-eQTL. Genes were considered to have a
significant cis-eQTL when at least one SNP within 500 kbp had an association p-value
smaller than 1 × 10−5 . From each of these genes (n=3,738), the most highly associated
SNP was chosen as the tag variant. In the case of equally significant variants, the
variant closest to the start of the gene was chosen, based on the Ensembl annotation
(release 81). Results were then aggregated across genes, yielding 3,695 distinct tag
variants (the discrepancy in number due to a subset of neighbouring genes sharing
variants).

8.4.3

Predictive ability for genomic selection

The 3,695 tag variants were imputed into a training population of 4,982 bulls that were
born prior to 2009, and a test population of 331 bulls born from 2009 to 2011. Yield
deviation phenotypes were created for milk yield, fat yield, and protein yield, using
daughter herd test results, with adjustments for contemporary group, age at calving,
and month of calving relative to the herd start of calving. Training and testing were
performed using a weighted BayesB model (section 1.6.1) in GenSel (version 4.53R;
Habier et al., 2011) with pi=0.95, 10,000 burn-in iterations, and 40,000 sampling
iterations. The test set was evaluated by calculating the correlations between the
predicted BVs in the test set with the daughter-proven BVs for the same bulls.

Author contributions to results
Thomas Lopdell: Contributed code towards the BayesB testing framework developed by Kathryn Tiplady. Performed RNAseq bioinformatics (Chapter 2) to generate RNAseq variant calls. Produced
population structure covariates using the mds-plot method in Plink.
Carried out eQTL analysis using Matrix-eQTL to yield 3,738 significant eQTL and 3,695 unique tag variants. Tested the predictive
ability of tag variants using the BayesB testing framework, compared to randomly-selected subsets of equivalent size from the
current GS variant set. Proposed candidate genes underlying the
regions that explain the largest percentages of genetic variance.
Kathryn Tiplady: Developed the code for the BayesB testing framework. Developed the training and test bull populations with milk
production phenotypes and genotypes from the current GS variant
set. Proofread the manuscript.
Mathew Littlejohn: Proofread the draft text and provided primary
supervision of the project.
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9.1

Discussion overview

Identifying the specific genes and genetic variants that impact phenotype is a major
challenge in animal breeding, human medicine, and academic molecular genetics
generally. In medicine, the objectives of identifying genes via GWAS include predicting
disease risks for patients and increasing our understanding of the underlying biology,
with the ultimate goal of treating or preventing disease (Visscher et al., 2017). Similarly,
the objective of GWAS in animal breeding is to increase our understanding of the
biology and identify high value variants sets that can be applied to improve phenotype
predictions and optimise selection decisions. The following sections discuss some of the
many considerations involved in identifying causative genes and variants, how work
undertaken in this thesis contributes to the goals described above, and how emerging
methods and approaches should improve our ability to determine biological causality
in the future.

9.2
9.2.1

Discovery of causal genes and variants
Gene discovery in the genomic era

Historically, causative variant discovery has relied heavily on knowledge of the proteincoding genome to identify candidate causative variants. The first such study has been
attributed to the discovery of the E6V amino-acid change in the haemoglobin gene,
responsible for sickle cell anaemia in humans (Ingram, 1957). Other early discoveries
in human diseases include the V717I and V717F mutations in the APOE gene,
associated with Alzheimer’s Disease (Saunders et al., 1993) and the identification of
the trinucleotide repeat expansion in HTT as the causal mutation in Huntington’s
disease (MacDonald et al., 1993). Most of these discoveries were made using linkage
analysis in conjunction with candidate gene studies, as whole genome data sets were not
available, and identifying candidate variants was a laborious process, making screening
of variants within genes of interest the only practical approach. These discoveries were
made mostly in investigation of disease with Mendelian inheritance patterns, as opposed
to quantitative traits with additive inheritance. Variant discoveries from the earliest
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cattle studies also detail exclusively protein-coding variants, including the K232A
variant in DGAT1 (Grisart et al., 2002) and the Y581S variant in ABCG2 (CohenZinder et al., 2005), both associated with milk phenotypes and discovered through
linkage-based mapping approaches. Despite the technical limitations of discovering
and genotyping large numbers of candidate variants for consideration, non-coding
DNA was also generally considered to be non-functional or of secondary importance.
It is plausible therefore that the relative abundance of protein-coding-based effects
discovered historically represents a consequence of ascertainment bias, whereby the
lack of major non-coding effects simply reflects the scope of variants interrogated.
However, it also likely that the types of traits and diseases for which major gene effects
were first identified (i.e., high-penetrance Mendelian diseases), are also phenotypes
where the causal variants could be considered a priori to be high impact, coding
mutations.
The potential role of non-coding variants in trait variation has evolved as the
genomic era has progressed, and GWAS of complex traits has become commonplace. It
has been observed that the majority of association peaks in human disease studies map
into non-coding regions (∼ 93%; Maurano et al., 2012), and within regulatory elements
more frequently than expected by chance (Lee et al., 2015). This has changed the status
of the regulome as becoming equally as important to the exome when attempting to
identify candidate causative variants and their associated genes. GWAS studies of cattle
phenotypes suggest the same phenomenon, with putative regulatory underpinnings
for the majority of GWAS signals. For example, as presented in Chapter 7, candidate
protein-coding variants were identified for seven lactose QTL, while fourteen loci
showed strong correlations with co-located eQTL, and are therefore likely to arise
from genetically influenced changes in the transcription of specific genes. Also, a
study examining the genetics of udder conformation traits in cattle, (Pausch et al.,
2016), identified that the majority of significant QTL were located in non-coding
regions adjacent to functionally plausible candidate genes, and were therefore also
likely to have regulatory underpinnings. However, despite the recognised importance of
non-coding DNA, identifying causative regulatory variants remains far more difficult
than identifying those with protein-coding effects. For example, an early investigation
into adult hypolactasia identified an 8 kbp haplotype containing the promoter of the
LCT gene, but investigators could not identify which variant within that haplotype
was causative (Enattah et al., 2002). This motivates the generation of novel data
sources, including new molecular phenotypes and lab-based methods, to enhance
gene and variant discovery efforts for traits impacted by regulatory mechanisms. The
following sections highlight some of these approaches.

9.2.2

Investigating the regulome

Molecular phenotypes – definitions and integration with complex trait
GWAS
Traditional technologies for measuring gene expression, such as qPCR and microarrays,
allow the investigation only of specific, pre-specified features of the transcriptome.
166

9.2. Discovery of causal genes and variants
New technologies such as RNAseq, on the other hand, allow an unprecedented view
of the transcriptome, encompassing not only gene expression, but also additional,
novel features and characteristics of transcripts. Described in Chapter 3 are methods
I developed to characterise some of these features, including a novel method for
discriminating between reads originating from spliced or unspliced transcripts. This
enabled the development of a novel molecular phenotype providing a proxy for nascent
transcription from RNAseq reads, as well as the development of a second phenotype measuring mRNA splicing efficiency. Additional work (presented in Chapter 4)
described how RNAseq reads can be used to discover RNA editing sites (the first
reported in bovine mammary tissue), and described another molecular phenotype to
quantify rates of RNA editing from RNAseq data.
Like the use of quantitative gene expression defined in conventional terms (i.e.,
counts of RNAseq reads mapping to annotated exons), the aforementioned alternative
molecular phenotypes can be used for QTL mapping. Molecular QTL mapping has
been applied throughout the work encompassed in this thesis, with the intent to
identify causative genes for macroscopic phenotypes by linking molecular QTL to
macroscopic QTL. This approach assumes a causality chain hypothesis, under which
causative variants affecting a transcriptional phenotype of a gene, with subsequent
flow-on effects that ultimately produce differences in the phenotype. A consequence of
this chain of causality is that, when conducting association analysis, the same variants
that exhibit an effect on the molecular phenotype will also exhibit an effect on the
phenotype. Therefore, we can link co-located molecular and macroscopic QTL by
examining the correlation between the variant effects of each: a strong correlation
suggests a shared underlying genetic architecture, and therefore a common genetic
signal, while a weak correlation suggests that the two QTL, though co-located, do
not co-segregate and therefore represent separate, distinct genetic signals. Methods to
integrate molecular QTL data with complex trait GWAS is an active area of research
in both cattle and humans. Other methods recently proposed to this end include
approaches that focus on statistical models to simultaneously analyse macroscopic
QTL and co-located molecular QTL using a Bayesian framework to produce a posterior
probability of shared genetic signals (Giambartolomei et al., 2014, 2018), integrate
co-location of genetic signals with gene and variant annotations to prioritise candidate
genes (Stacey et al., 2018), or that attempt to incorporate pathway information (Wu
and Pan, 2018).
Summary of molecular QTL and gene discoveries reported in this thesis
As introduced above, Chapter 3 detailed the development of phenotypes for mature
mRNA, pre-mRNA, and splicing efficiency. This enabled the identification of 2,699
eQTL, as well as the discovery of the first intron-expression QTL (ieQTL: n=554),
allowing the identification of genetic influences on levels of nascent transcription, as
opposed to the influences on steady-state mRNA levels reported in standard eQTL
analyses. I also report the first splicing efficiency QTL (seQTL: n=170) derived from
RNAseq reads. When correlated with macroscopic trait QTL as described above, the
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eQTL, ieQTL, and seQTL together provided candidate genes underlying milk yield
(n=5 genes), milk composition (n=27), and growth (n=18) phenotypes.
A number of enhancements could be made to further refine the pre-mRNA phenotype. Firstly, increasing the number of animals phenotyped would result in the
discovery of additional cis-QTL, and improved resolution of those reported herein
(GTEx Consortium, 2017). Additionally, improving the accuracy of read counting,
and pre/post splicing read assignment would be beneficial: it should be noted that the
relative abundance of pre-mRNA reads may be affected by small genes embedded with
the intronic sequence of larger genes, or by mirtons, a subset of pre-miRNA transcripts
that are processed directly from debranched hairpin-forming introns (Berezikov et al.,
2007). Because genes and mirtons are functional, transcripts derived from these are
expected to have longer half-lives in the cell than typical intron lariats, and the
presence of these elements in the introns of a gene may therefore skew estimates of
pre-mRNA abundance for that gene, which would preferably be accounted for when
quantifying the pre-mRNA phenotype. Alternative splicing is another complicating
factor that could cause errors when differentiating between pre- and post-splicing
mRNA. The transcript definitions established in section 3.1 rely on the correct delineation of exons and introns. However, in alternative splicing (AS), sections of the
transcript may alternatively remain in the final product or be spliced out. To improve
the determination of pre-mRNA abundance, future work could make better use of
improved gene annotations such that reads are correctly assigned to the spliced or
non-spliced phenotype.
The work presented herein has demonstrated the first seQTL reported in cattle.
Recent work by Xiang et al. (2018) has shown the presence of widespread alternative
splicing QTL (sQTL) in a number of bovine tissues, including mammary gland. The
phenotype mapped by the sQTL is similar to that mapped by seQTL, but measures
the ratio of reads sequenced from two alternatively-spliced transcripts, rather than
attempting to differentiate isoforms pre- and post-splicing. The signals detected by
the two methods, while likely to overlap, could be anticipated to generate different
results corresponding to different loci.
RNA-editing was developed as an additional molecular phenotype (Chapter 4),
and this phenotype was subsequently utilised in the identification of a candidate
causative gene for a number of milk phenotypes via the discovery of RNA editing
QTL (Chapter 6). This work represented the first published discovery of edQTL in
the bovine mammary gland. However, this work was limited by the availability of
only nine cows that had been both genome sequenced and subjected to mammary
RNAseq. This likely limited the discovery of RNA editing sites, where only 2,413 sites
were identified, far fewer than the hundreds of thousands identified by other studies
in humans and other species (Porath et al., 2014, 2017). However, the number of sites
discovered may also reflect that fact that mammary tissue may exhibit low rates of
RNA editing compared to neuronal tissue, for example, that is believed to exhibit
much higher rates.
The same approach of linking molecular QTL to macroscopic QTL was used in
the work described in Chapters 5–7 to highlight candidate causative genes. Together,
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this work highlighted the range of mechanistic complexities through which complex
traits may operate, with some loci manifesting as a single gene likely underpinning a
single biallelic macroscopic QTL, and others presenting multiple, complex effects. One
example of the former was the identification of the stature QTL presented in Chapter 5,
where one gene (MATN3) exhibited a significant eQTL, which in turn was correlated
with the co-located stature QTL. A number of other such loci are exemplified in
Chapter 7, e.g., the SLC50A1 and KCNJ2 genes with lactose concentration, and the
MGST1 gene with lactose yield. A much more complicated example is the CSF2RB
locus explored in Chapter 6. This locus presented multiple, semi-independent lactation
effects, where two genes (CSF2RB and NCF4) both exhibited highly significant eQTL,
both of which might be considered as causative genes for these effects. Further, edQTL
in the 30 -UTR of CSF2RB present an additional mechanism by which to account for
the lactation QTL, with a similar diversity of SNPs and structural variants presented
as the potential causative mutations for these effects. Another complex case was the
STAT5 locus presented in Chapter 7, that highlighted significant eQTL at three genes
– all of which were strongly correlated with the co-located lactose concentration QTL.
Eleven protein-coding variants in eight genes were also in strong LD with this QTL,
yielding a total of nine candidate causal genes at this locus. These extreme cases are
difficult, if not impossible, to resolve with current data resources, and resolution of
these loci would likely require additional molecular data and QTL mapping strategies,
or even abandonment of purely associative methods in favour of direct laboratory
analyses. Both of these possibilities are discussed in the following sections.
New layers of molecular phenotypes
In addition to the novel molecular phenotypes developed during the course of this
thesis work, a number of other complementary phenotypes, and their associated QTL,
could be utilised via the methods presented above to further assist in the identification
of candidate causal genes. Some of those described below, such as trans-QTL and ASE,
could be used to extract extra information from the current RNAseq dataset. Defining
and using other phenotypes, however, will require additional data to be generated,
and examples of these phenotypes are also discussed below.
The work presented in this thesis considered only cis-QTL effects, on the basis
that these are more readily identified (they occur by definition only at the same
locus as the gene), and that cis effects are typically more significant that trans effects
(Dixon et al., 2007). However, trans-eQTL will also exist and impact phenotypes in
the cattle population: Dixon et al. (2007) found over 10,000 genes where the strongest
eQTL signal was on a different chromosome. Detecting trans-QTL requires many more
statistical tests than is the case for cis-QTL, as variants across the entire genome must
be tested, imposing a considerable multiple testing burden on trans-eQTL discovery.
For example, a power analysis performed by Lonsdale et al. (2013) as part of the GTEx
project showed that, with a sample size of 500 individuals, 50% power is reached at
a MAF of ∼ 3% for cis-eQTL, and at a MAF of ∼ 6% for trans-eQTL. Identifying
trans-eQTL signals would promote the discovery of more distal regulatory sites such as
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enhancers and trans-acting transcription factors. There is also the potential to identify
trans-regulation impacting multiple loci, where one QTL has pleiotropic effects on the
expression of many genes. Finding these potential master regulator genes could identify
further candidate variants with impacts on complex traits, and enhance biological
understanding of cattle trait regulation more generally.
Similar to eQTL, allele-specific expression (ASE) is a technique for studying cisacting effects on gene expression. Unlike an eQTL analysis, which compares the level
of expression across animals by genotype, an ASE analysis compares, solely within
heterozygous animals, the numbers of RNAseq reads from each of the two alleles of
variants. This allows a distinction to be made between cis-acting effects (those acting
on the DNA molecule on which the gene is being transcribed) and locally-situated
but trans-acting effects (Hasin-Brumshtein et al., 2014). An extreme example of ASE
is mono-allelic expression, where the gene is expressed only from the DNA strand
containing one of the alleles, and never from the strand containing the opposite allele.
If the total amount of gene expression is similar across all genotypes, this will not be
detected in an eQTL analysis; nevertheless, there is a clear and biologically interesting
association present between expression and genotype. Because ASE can identify signals
that are not detectable using eQTL, the use of this method would provide additional
insight into the genetic regulation of macroscopic traits.
Using eQTL (or ASE) as a data source to identify the genes responsible for traits
is made more difficult by tissue specificity: an eQTL may be found only in RNA
from certain tissues, or during only a specific phase of development. Further advances
could therefore be made by incorporating expression information from other tissues.
As the work in this thesis largely aimed to investigate milk traits, the lactating
mammary gland was chosen as the target organ for biopsy and RNAseq analysis.
This tissue highlighted many eQTLs that can be assumed to underpin a variety of
lactation characteristics (see previous section). The utility of this dataset in other
phenotypic applications, however, is likely to be more hit and miss. Chapters 3 and 5
used mammary eQTL data to look for candidates for growth and development traits,
namely stature and liveweight. Given that these traits are manifestations of various
physiological processes occurring during both early and late developmental stages,
observations of compelling co-associated gene expressions likely represent eQTL that
are shared across multiple tissues, or are false positive assignments that are simply
a function of LD at these loci. In this way, absence of co-segregation (and plausible
coding effects) can be assumed to represent instances where mammary tissue simply
hasn’t captured the regulatory architecture relevant to the trait of interest. It is
noteworthy that tissue non-specific eQTL are more likely to be proximal to their
gene’s TSS, and typically have stronger effects (Montgomery and Dermitzakis, 2011),
so are more easily detected than tissue-specific eQTL. This suggests that the bulk of
eQTL identified are likely to be shared, given that the small number of animals used
(n<400) may not provide sufficient power to detect very small effects.
Of course, even within a single tissue there are multiple cell types, and not all cells
will be expressing the same genes. Also, within a cell type, gene expression will vary
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Figure 9.1: A selection of molecular phenotypes and QTL which may be useful for discovering
causative gene and variants. Genotypes are shown in green, with phenotypic measures stepping,
in order of expression, from DNA and chromatin, through transcription, translation, and
protein function to observable macroscopic phenotypes measured on physical (e.g. stature),
chemical (e.g. milk composition), or behavioural (e.g. temperament) traits. Phenotypes
and genotypes shown above the line were used in this thesis: RNA editing and edQTL
(Chapter 4), gene expression (eQTL and ieQTL; Chapter 3), and mRNA splicing efficiency
(seQTL; Chapter 3).

by the stage of the cell cycle. An exciting technology that gives insights into tissue
heterogeneity is single-cell RNAseq (sc-RNAseq: Wills et al., 2013). This method has
been used to demonstrate that seemingly identical cells within a tissue form hidden
sub-populations exhibiting different expression profiles (Buettner et al., 2015). Using
sc-RNAseq to identify single-cell QTL (scQTL) could unveil additional signals that are
not apparent when using standard ‘bulk tissue’ RNA as a source for eQTL discovery
(Wills et al., 2013). An extra set of additional signals would likely be detected by
combining sc-RNAseq with allele-specific expression (ASE) methodologies (Jiang et al.,
2017), further enhancing our understanding of gene expression and complex trait
regulation.
Aside from phenotypes and QTL derived from RNAseq data, there are multiple
other potential sources of data for understanding facets of gene and protein expression
(Pastinen and Hudson, 2004). As shown in Figure 9.1, these can occur temporally
before or after mRNA transcription. Those sources that act before transcription, such
as DNA methylation and chromatin accessibility, can help unravel causative regulatory
variants by highlighting actively-transcribed regions of the genome. Those that act
after transcription provide intermediate phenotypes between genes and macroscopic
phenotypes, so can aid in understanding the underlying biological systems that control
these traits (Kemper et al., 2016).
Chromatin accessibility is a phenotype that can help identify transcriptionally
active genes and regulatory elements. Chromatin occurs in two major forms in vitro:
euchromatin and heterochromatin. Euchromatin has a much more open structure,
permitting RNA polymerase and transcription factors to access the DNA. As a result,
transcriptionally active genes, as well as active regulatory elements (such as enhancers),
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are found in (accessible) euchromatin. Chromatin accessibility can be assayed through
a number of techniques. These can be targeted to detect DNA methylation (bisulfite
sequencing: Feng et al., 2010) or histone modifications (ChIP-seq: O’Neill and Turner,
2003), or to detect DNA accessibility directly (DNase-seq, MNase-seq, ATAC-seq,
etc.: Boyle et al., 2008; Schones et al., 2008; Buenrostro et al., 2015). Several of these
techniques are planned for an extension of the Genotype-Tissue Expression (GTEx)
project (Stranger et al., 2017), with the goal that these additional phenotypes will
aid in interpreting the gene expression data generated in earlier phases of the project,
and assist in identifying causative variants for the eQTL that have been discovered
using that data (GTEx Consortium, 2015).
Changes in levels of transcription do not automatically result in changes in the
levels of functional enzymes, due to factors such as the rate or timing of translation, or
subsequent regulation of (or modifications to) the resulting protein. The metabolome,
an analysis of the complete set of small molecules present in a tissue sample, provides
complementary information about enzyme activity that sits conceptually between
gene expression and macroscopic phenotypes, providing a near-terminal link in the
chain of causality. In relation to dairy cattle, the most useful sample sources of
metabolomic data would be milk or blood plasma, with other potentially interesting
but more difficult-to-access possibilities including the rumen liquor, fat cells, or liver
cells. Metabolites are typically measured in a sample using techniques such as nuclear
magnetic resonance (NMR), Fourier-transform infrared spectroscopy (FTIR), or mass
spectroscopy (MS). Recent technical developments by Link et al. (2015) have enabled
real-time metabolome profiling, with current research into high-throughput methods
(Nemkov et al., 2017) aiming to improve temporal and spatial resolution as well as
maximum sampling cohort sizes (Zampieri et al., 2017). These improvements will
decrease the cost, per individual or per metabolite, of metabolomics as well as increasing
the power to detect ever-smaller effects. Combined with genotypes and statistical
approaches like those described in this thesis, metabolomics QTL could provide a
valuable data source in understanding the cellular and metabolic underpinnings of
complex trait QTL.
New lab-based methods of causative variant discovery
The work in this thesis has focussed on uncovering the causative genes that underlie
QTL for milk and body-size phenotypes in cattle. However, merely identifying the
gene responsible for a QTL may be insufficient. There is clear academic value in
differentiating between causal and linked variants for a given QTL, where this may
assist in the identification of the regulatory elements mediating a gene expression
effect, for example. Causal variants are also expected to comprise more resilient
variants for selection, where linked variants, although providing a short-term proxy of
a QTL of interest, may misrepresent relationships over time as LD decays. In the case
of genome editing applications, it is entirely necessary to know the identity of the
causative variant of interest (or short-range haplotype thereof), as this is the target of
modification.
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Aside from the genetic mapping-based methods described in earlier sections, other
methods attempt to test the functionality of variants directly. A promising method to
this end is the massively-parallel reporter assay (MPRA). This technique has been
used to dissect the function of enhancer elements (Melnikov et al., 2012; Patwardhan
et al., 2012; Kheradpour et al., 2013), as well as to directly identify causative variants
for eQTL (Tewhey et al., 2016). This technique is based on the reporter gene assay: a
plasmid containing a putative regulatory element, along with a minimal promoter and
a reporter gene, is transfected into a cell, and the level of expression of the reporter
gene is measured. Repeating this with several candidate regulators can identify the
variant or variants responsible for changes in gene expression. To extend the reporter
assay into MPRA, unique barcode sequences, linked to each candidate regulatory oligo,
are added to the 30 -UTR of the reporter gene, allowing many thousands of potential
regulators to be tested in parallel (Tewhey et al., 2016). Another possible technique
is to use the CRISPR/Cas9 system or similar genome editing approach to test the
causality of variants in cells or model animals. These techniques are discussed further
below in section 9.3.3, with specific focus on use of the methods in animal breeding.

9.3

Animal selection and breeding

The discovery of causative genes and variants has obvious implications for animal selection, both in implementations of genomic prediction and in new breeding technologies
such as genome editing. In this section, I will review the scope of current and emerging
breeding methodologies and discuss how the discoveries made in this thesis, and logical
extensions to these findings, may enable new animal selection opportunities.

9.3.1

Genomic selection

Traditionally, selection in animal breeding has been performed using pedigree-based
methods to combine data about related animals, and to provide estimated breeding
values for those animals without their own data records, e.g., milk production breeding
values for bulls. However, bulls cannot be widely used under this regime until at least
five years of age, prior to which their first crop of daughters will not have completed
their first lactations. This generation interval limits the maximum attainable rate of
genetic gain. In addition, running a progeny testing scheme incurs significant costs,
as bulls must be raised and kept for many years before selection and nationwide
utilisation is possible.
An alternative and increasingly widely adopted approach is to use ‘genomic
selection’ (GS) to identify the best bulls. In GS, marker effects for the trait of
interest are estimated in a training population of animals using Best linear Unbiased
Predictor (BLUP) or Bayesian models (see section 1.6.1), then used to predict breeding
values for the same trait in young animals for which genotypes (but generally not
phenotypes) are available. The method of predicting genetic merit based on haplotypes
from genome-wide dense marker panels was first developed by Meuwissen et al. (2001).
Genomic selection is currently used in New Zealand as a pre-selection tool, to select
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young bulls for the progeny test scheme, resulting in a reduction in the number of
bulls that need to be raised for progeny testing. Genomically-selected bulls also form
part of the ‘Forward Pack’ bull teams made available by LIC. In contrast, France has
now completely abandoned their progeny test scheme, relying solely on GS for bull
evaluations (Spelman et al., 2013).
Genomic selection has been shown to double the rate of genetic improvement,
decrease the generation interval, and increase selection accuracy relative to the traditional evaluation scheme (Wiggans et al., 2017), and is thus a highly promising
technology. In the future, farmers may also genotype their own cows and calves, to
enable genomic selection of heifer calves and maximise the rate of genetic gain in their
own herds.

9.3.2

New genotypes for GS

Reliance on access to large numbers of cheap genome-wide genotypes is required for
implementation of genomic selection methods, and in the pre-genomic era, genotyped
cattle were scarce in comparison to phenotyped animals, and obtaining accurate
genotypes was difficult and expensive. At this time, the only genotypes generally
available were for causative or tag-variants for Mendelian coat colours (Campbell,
1924), genetic diseases (Čítek and Bláhová, 2004), such as CVM, BLAD, DUMPS, or
citrullinaemia, or a very small number of milk production loci, such as DGAT1 (Grisart
et al., 2002), ABCG2 (Cohen-Zinder et al., 2005), and a number of variants at the
casein and β-lactoglobulin loci (Ng-Kwai-Hang et al., 1984). In contrast, phenotypes
for milk and milk-fat production have been available via herd-testing in New Zealand
since 1909 (Bayly, 2009). With the advent of genomics, however, genotyping large
numbers of animals became comparatively cheap: down from the previous $2.50 per
genotype for microsatellites, to less than 1¢ for SNP chips (Spelman et al., 2010). This
is especially so when using low-density panels followed by genotype imputation to
higher densities.
Due to computational constraints, it is not currently feasible to include every
possible genetic variant when evaluating the GS models (VanRaden et al., 2017).
In multi-breed cattle populations, however, large numbers of variants are required
for accurate predictions if these markers are located randomly over the genome:
approximately 300,000 are required to tag QTL across diverged breeds such as HolsteinFriesian and Jersey (De Roos et al., 2008). As this number of variants is impractical
for GS, it is necessary to select a defined set of variants to use. Historically, variant
selection has often been based on a scaffold of SNPs selected from genotype panels,
filtered on metrics such as minor allele frequency and genotype call rate. This approach
relies on the existence of high levels of linkage disequilibrium between the scaffold
and causative variants, a logical expectation given the small effective size of dairy
cattle populations (Ne = 100: Meuwissen et al., 2001). It is reasonable to expect
that optimised sets of variants with proven biological activity would offer better
predictive ability, especially across breeds (MacLeod et al., 2016). While simulations
have shown that GS accuracy is higher when variants tagging causative QTL are
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included (Kizilkaya et al., 2010; Meuwissen and Goddard, 2010), work using nonsimulated data has failed to demonstrate any predictive improvements when using
variants selected from the transcriptome compared to those from the Bovine50k SNP
chip (Erbe et al., 2012), although many of these variants would not necessarily have
tagged the QTL. More recently, Pérez-Enciso et al. (2015) showed (using simulations)
that gains in selection from incorporating causative variants are highly dependent on
using a complete and accurate list of QTL, and that accuracy fell when superfluous
variants were included. Another study by VanRaden et al. (2017) demonstrated small
gains in reliability for both simulated and real data when adding causative SNPs,
compared to adding BovineHD SNPs.
Most published methods aiming to improve genomic prediction have used QTL tag
variants identified from GWAS of production traits. In the case of milk phenotypes,
these yield phenotypes generally have complex architectures, with modest heritabilites
compared to milk component traits. Greater sensitivity to detect associations may
therefore be obtained through analysis of intermediate phenotypes, a concept articulated in a recent paper by Kemper et al. (2016). This application is also similar
in concept to the use of molecular QTL to identify causative genes as described
earlier in this chapter and throughout this thesis, though in a GS application, the
endpoint is instead lists of variants of demonstrated biological effect. Using such an
approach, we assume that variants tagging QTL for intermediate traits will be, in at
least some cases, useful proxies for the causative variants that might not otherwise
be discernible through direct mapping of complex traits, but nevertheless making
improved predictors in GS.
Chapter 8 details experiments that take the first steps in exploring these hypotheses,
where tag variants for mammary eQTL were evaluated for their predictive ability
using a Bayes B model. These analyses showed that the eQTL variants produced
better predictive outcomes of milk-yield traits than SNP sets of the same size selected
at random from the Illumina Bovine50k genotyping chip. These analyses also showed,
however, that the predictive utility of the tag variants was less than using all variants
from the Bovine50k chip. The total numbers of variants in the eQTL tag list and
Bovine50k chip were 3,695 and 34,362, however, suggesting that the eQTL tags
captured fewer QTL overall, and likely did a poorer job of representing pedigree
relationships among animals. Theoretically, whole-genome sequence information would
be expected to capture all variants present within a sequenced population, and methods
that aim to capture a greater diversity of QTLs using these types of data hold promise.
Recently, LIC has experimented with using Bayesian multi-SNP GWAS methods (see
section 1.6.1) to select subsets of informative markers from 19.5 million WGS SNPs
(Harris et al., 2018). In this analysis, the same eQTL tag variants reported here were
used as a prior variance class in Bayes RC (MacLeod et al., 2016), and although
analysis of these data are ongoing, conceptually this method holds promise.
In line with the above, tag variants of other classes of molecular QTL described
earlier in the discussion could also be incorporated as GS predictors. These include
QTL discovered in this thesis (ieQTL and seQTL), as well as those from ATAC-seq,
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metabolomics, and milk FTIR (discussed below). Intron-expression QTL (ieQTL) and
splicing efficiency QTL (seQTL) were frequently detected for genes which did not
show eQTL, so identifying tag variants for these QTL would potentially provide novel
tag variants that are useful for genomic predictions. Furthermore, a small subset of
the ieQTL co-occurred with eQTL without significant genetic correlations between
the two QTL (Figure 3.6, page 67), implying that these ieQTL will also yield novel
tag variants that could be incorporated.
Future phenotypes and non-genotypic GS predictors
The majority of commercial dairy herds in New Zealand perform herd-testing less
than five times per year. As a result, the estimation of milk yield phenotypes requires
fitting statistical models of the lactation curve and considerable interpolation and
extrapolation, resulting in imprecise phenotype measurements. Automated methods
for phenotyping could enable more regular measurements of milk phenotypes. More
frequent measurements of milk production and composition can currently be provided
by in-line milk meters: devices which are built into bails of the milking platform to
provide these measurements at every milking event on a per-cow basis. The data
produced by these devices is currently of lower quality than that produced by standard
in-lab herd-testing equipment (Dowson et al., 2014; Anderson et al., 2016) and
cannot yet be included in the NZ national evaluation. However, future technological
improvements are expected to improve the quality of these data, and its subsequent
incorporation into GS will likely increase the precision of the predictions made.
In line with the hypothesis of Kemper et al. referenced above, dissecting the herdtest phenotypes to component data may also prove advantageous. Current phenotypes
for milk composition are measured using Fourier-transformed infra-red spectroscopy
(FTIR) at hundreds of wavelengths in the mid-infrared part of the spectrum. The
absorption level reported for each of these wavelengths has also been used as an
intermediate phenotype for QTL discovery (Wang and Bovenhuis, 2018), and the
resulting tag variants could be expected to improve prediction accuracy of milk
phenotypes.
Gene expression levels themselves may also make useful predictors in GS. Currently,
gene expression profiles are used as predictors of clinical outcomes for cancer (van ’t
Veer et al., 2002; Carter et al., 2006) and other diseases (Ding et al., 2018). No reports
have yet been published of these phenotypes being used as predictors for GS; however,
they provide potentially useful markers for this purpose. The effects of particular
gene expression patterns may not be uniform across animals subjected to varying
environmental conditions, including temperature, feed intake, or milking frequency,
though the same is true of genotypic effects. Incorporating these phenotypes into GS
may require the development of new models using machine-learning technologies, such
as deep neural networks, to extract the maximum predictive value, due to complexities
of interactions among genes.
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9.3.3

Genome editing and new molecular breeding methods

Genome editing allows the direct modification of nucleotides within a DNA sequence,
potentially permitting the substitution of any desired variant into any genetic background. Recently, the ease with which genome editing can be performed has improved
substantially due to the introduction of the highly efficient CRISPR/Cas9 approach
(Jinek et al., 2012). In future, assuming public and legal acceptance of the technology when applied to the food chain, genome editing will provide the ability to
introgress any desired causative variants into animals of any breed or population,
potentially revolutionising the scope of genetic improvement within breeding schemes
and selection.
As genome editing conceptually requires causative variants (or at least short,
variant-containing haplotypes) be known to enable successful targeting, current applications have been limited to large-effect Mendelian variants. These include the polled
(hornless) variant in cattle (Carlson et al., 2016), double-muscling in cattle and sheep
(Proudfoot et al., 2015) and goats (Yu et al., 2016), as well as knocking out the CD163
gene in pigs for PRRS virus resistance (Burkard et al., 2017). Despite the relative
ease of genome editing-based methods compared to previous genetic engineering approaches, the efficiency of the methods is still too low to warrant targeting of variants
of incomplete penetrance or modest, quantitative effects. However, as the efficiency
of breeding animals via genome editing increases, causal variants for smaller effects
will be adopted as targets, and given that most such effects can be anticipated to
be regulatory variants, methods that enable detection of these variants will become
increasingly important.
It can thus be anticipated that editing efficiency advances will eventually enable
targeting of large numbers of sites within a single animal. This would enable rapid
gains in quantitative traits that feature many small-effect loci, where work by Jenko
et al. (2015), for example, has shown by simulation that the potential theoretical rate
of genetic gain can be doubled by employing genome editing compared to GS alone.
Although these simulations also predict an accelerated rate of inbreeding, these issues
should also be manageable.
With the above in mind, it is interesting to consider how traits could be influenced
by gene discoveries made in this thesis. Taking lactose yield as an example, the five
major QTL presented in Chapter 7 together explained 4.4% of the phenotypic variance
in the validation population. This phenotype had a variance of 0.0147 kg2 /d, so 4.4%
√
of the variance corresponds to 0.0147 × 4.4% × 1000 = 25.4 g/d, or 7.6 kg of extra
lactose produced over a 300 day lactation, compared to a cow homozygous for all
five unfavourable alleles. This is, of course, acknowledging the fact that the variants
presented are only candidates and we do not necessarily know the true causatives for
these loci, but it can be assumed that our ability to differentiate between causal and
linked loci will continue to improve, so these types of gains should be achievable.
CRISPR/Cas9 or other high efficiency editing methods may also help with the
challenge of causal variant identification, where the methods can be applied alongside
technologies such as MPRA to enable haplotype dissection. For example, Tewhey
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et al. (2016) proved the causality of an eQTL variant for the human PTGER4 gene by
using CRISPR/Cas9 to directly edit the candidate variant into a homozygous cell line,
subsequently demonstrating the consequent effect on expression level. A similar study
by Castaldi et al. (2018) tested candidate eQTL variants for the human FAM13A gene,
using MPRA and CRISPR/Cas9, to show allele-specific expression effects for one
variant. Unlike MPRA, the CRISPR/Cas9 editing technique can be applied to genes
in their endogenous genomic context (Castaldi et al., 2018), potentially providing
more reliable results, although it is also much more expensive and time-consuming
to test a large number of candidates using this method. Regardless of the methods
applied, advances in genome editing as a breeding technology put renewed impetus on
the identification of causal variants within animal genetics, extending the utility of
these as mere markers to enable selection, and highlighting the QTL and causative
variant discovery methods discussed and applied in this thesis as key to realising these
future gains.

9.4

Conclusions

The aim of the work presented in this thesis was to develop new and novel ways to
leverage RNAseq data to identify and mechanistically dissect QTL for economically
important traits in dairy cattle. These experiments were performed with the ultimate
goals of enhancing understanding of regulatory biology and complex traits, and
providing markers that could be applied to improve the accuracy of genomic selection.
In Chapter 3, molecular phenotypes were developed to quantify aspects of gene
expression and splicing, then used to identify candidate causative genes underpinning
four QTL for milk, fat, lactose, and protein QTL, including the previously-reported
gene DGAT1. Another eleven candidate causative genes were proposed for fat concentration, as well as nine genes for lactose concentration, and eleven genes for protein
concentration: together, these included genes that encode the milk proteins κ-casein
and β-lactoglobulin, the fat synthesis enzymes DGAT1 and GPAT4, and the ion
channels LRRC8C and KCNJ2. An additional four candidate genes were proposed
for stature and seventeen genes for liveweight, including the previously-reported
transcription factor PLAG1.
In Chapter 4, another molecular feature of RNAseq data was exploited to develop
a phenotype representing rates of RNA editing. This phenotype was used to conduct
genetic mapping studies that yielded 134 cis-edQTL locating to a total of 87 genes,
with other bioinformatics experiments suggesting that the mechanism of genetic
modulation derived from alterations of the RNA secondary structure by co-located
variants. Significant correlations between edQTL and eQTL test statistics at fifteen
sites suggested possible gene expression consequences arising from these edQTL.
Ten edQTL also exhibited correlations with milk trait QTL, suggesting potential
consequences for macroscopic phenotypes.
Chapters 5 focussed on the investigation of a stature QTL on chromosome 11 using
eQTL, highlighting MATN3, a gene previously associated with dwarfism in humans
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and mice, as a candidate causative gene. Chapter 6 then investigated a locus on
chromosome 5 that was found to contain a number of co-located but mechanistically
distinct milk trait QTL, highlighting CSF2RB as the causative gene underlying at
least some of the effects. Chapter 7 then presented a focussed investigation of lactose
yield and concentration traits in a large population of animals, validating 26 QTL and
proposing a number of candidate genes operating through both protein-coding and
non-coding mechanisms.
The final results chapter (Chapter 8) then moved from identifying causative genes
using eQTL to investigating the predictive ability of eQTL tag variants in a genomic
selection context. This work demonstrated that sets of tag variants had superior
predictive ability to similarly-sized sets of randomly-selected SNP chip variants,
illustrating the potential utility of variants with proven biological function for GS.
Overall, the work presented herein has contributed to our understanding of biological processes underlying QTL for cattle phenotypes, and contributed to the
improvement of the genomic selection models used for selection in New Zealand. Future work will continue to address these challenges, with potential new applications for
variant and QTL discovery as new reproductive technologies such as genome editing
emerge.
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