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Abstract

It is of ever-increasing importance that programs are able to take full
advantage of the parallel systems on which they are run. Task scheduling
is the problem of producing a schedule for a program, such that the tasks
whichmake up the program are each allocated to a specific processor and
in a specific order whichminimises the overall run-time. This problem is
NP-hard, so that the amount of work required grows exponentially as the
number of tasks is increased. Although the NP-hardness of the problem
usually discourages optimal solving, an optimal schedule can give a
significant advantage in time critical systems or applications where a
single schedule is reused many times.

Previous research with branch-and-bound for optimal task schedul-
ing has shown promise with small task graphs, being competitive with
other methods. The state-space model used in that work has an obvi-
ous drawback of allowing many duplicate states to occur in the state-
space, which theoretically causes a large amount of additional time
and memory to be required. This thesis proposes a new state-space
model called Allocation-Ordering (AO), which improves on older mod-
els through its carefully designed lack of duplicate states. AO divides
the task scheduling problem into two distinct sub-problems (allocation
and ordering) which are handled in sequence within the state-space.
Experimental evaluation confirms the benefits of the model.

The benefits of AO’s lack of duplicate states for other branch-and-
bound algorithms are then explored, specifically variants with interest-
ing properties such as parallelisation and low memory requirements.
We then investigate its applicability to more complex task scheduling
models: the model is first adapted to allow optimal task scheduling
with related heterogeneous processors, and then to allow optimal task
scheduling with task duplication. The success of the adaptation of AO
shows its flexibility, and suggests it may have wide applicability to
variants of the task scheduling problem, and potentially other problems.
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Chapter 1

Introduction

1.1 Problem Statement and Motivation

Parallel systems have become ubiquitous, with personal computers, laptops,
and even phones being much more likely to possess multiple processing cores
than not. With parallel computing being so widely available, it has become
more important than ever that these resources are used in an optimal way.
Task scheduling, the process of arranging the computational components of
a program across available processors and across time in a way that gives
maximum performance, is what is known as a combinatorial optimisation
problem. Such problems involve looking through a usually very large but
finite number of potential solutions in order to find one which best fits a given
criterion for optimality. These problems are often considered to be intractable,
with the number of possible solutions growing exponentially as the size of the
problem increases.

The specific problem to be addressed is the classic problem of task
scheduling on parallel systems with communication delays, known formally
as (P |prec, ci j |Cmax) [100]. It is of ever-increasing importance that programs
are able to take full advantage of the parallel systems on which they are run.
It is desirable to produce an optimal schedule for a program, such that the
tasks which make up the program are each allocated to a specific processor
and in a specific order which minimises the overall run-time. This problem is
well known to be NP-hard [84], so that the amount of work required grows
exponentially as the number of tasks is increased. Although the NP-hardness
of the problem usually discourages optimal solving, an optimal schedule can
give a significant advantage in time critical systems or applications where a
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single schedule is reused many times. Optimal solutions are also necessary in
order to fully evaluate the effectiveness of a heuristic scheduling method. A
large number of such heuristic algorithms have been proposed for this prob-
lem. It is theoretically possible to apply the task scheduling model used in
this work to any arbitrary fixed program for which parallelisation is desirable.
One practical application of task scheduling theory in recent years has been
in the implementation of linear algebra solvers such as SuperMatrix [19] and
PLASMA [56]. These use DAGs (directed acyclic graphs), as in this work, to
represent the linear algebra algorithms that they employ. A number of heur-
istic methods are used to schedule these graphs - optimal schedules are not
attempted, although they may sometimes be beneficial.

The classification of the task scheduling problem as NP-hard implies that it
is considered to be computationally intractable [31]. However, this complexity
class refers to theworst-case performance of an optimisation algorithm.Unless
P =NP, there will always be instances of the problemwhich are very difficult to
solve, but it may be that the average-case need not be so bad. Perhaps the most
well known combinatorial optimisation problem is the Travelling Salesman
Problem (TSP) [86]. The TSP is NP-hard, and yet after many decades of study
it is now possible to solve instances of the problem involving tens of thousands
of cities [4]. This means that many instances of the TSP which are practically
interesting are also practically solvable. This is not yet the case for the task
scheduling problem, for which problem instances involving only a few tens of
tasks remain very challenging [103].

The goal of this work is to push back the boundaries on this problem
and eventually allow the solving of larger instances to become feasible. It
is hoped that the efficiency of optimal task scheduling can be improved by
applying problem-specific knowledge to the use of combinatorial optimisation
techniques. Although it is unknown which optimisation method could most
reliably solve the task scheduling problem efficiently, use of the branch-and-
bound state-space searchmethod offers themost direct control over the solution
process. ILP and SAT solvers, while highly optimised for the general case and
with proven effectiveness in solvingmany problems, are inmanyways a “black
box”. A branch-and-bound implementation allows the optimisation process
to be fully customisable, providing the most potential for problem-specific
insights to be incorporated. Previous research with branch-and-bound for task
scheduling has shown promise with small task graphs, being competitive
with other methods [92]. The state-space model used in that work, ELS,
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has an obvious drawback of allowing many duplicate states to occur in the
state-space, which theoretically causes a large amount of additional time and
memory to be required.

This thesis compiles several self-contained papers on the subject of optimal
task scheduling with state-space search, focusing on a new state-space model
which we call Allocation-Ordering (AO). It begins by proposing this new
AOmodel, which improves on older models most clearly through its carefully
designed lack of duplicate states. This is achieved by dividing the task schedul-
ing problem into two distinct sub-problems (allocation and ordering) which
are handled in sequence within the state-space. An experimental trial with
an extensive data set demonstrates that AO allows substantially more prob-
lem instances to be solved quickly than ELS when used with the popular A*
branch-and-bound algorithm. Having established the potential of the model,
the benefits of AO’s lack of duplicate states for other branch-and-bound al-
gorithms are explored, specifically variants with interesting properties such as
parallelisation and low memory requirements. It is hypothesised that without
the additional data structures needed to mitigate duplicate states, parallel and
memory-limited search algorithms can operate more naturally and efficiently.
Experimental evaluation, again in comparison with ELS, shows that the AO
model has a clear advantage in performance with the memory limited depth-
first branch-and-bound algorithm (DFBnB), and allows superior scaling with
parallel versions of DFBnB and A*.

Having clearly demonstrated the benefits of the AO state-space model,
we investigate its applicability to more complex task scheduling models. The
model is first adapted to allow optimal task scheduling with related het-
erogeneous processors, which proves to be a quite natural extension. AO is
hypothesised to be especially suited to scheduling for target systems exhibiting
partial heterogeneity, and an experimental evaluation confirms the advantage
of this special consideration. We then extend the basic AO model in a dif-
ferent direction, to allow optimal task scheduling with task duplication. Task
duplication should not be confused with the concept of duplicate states - it
refers to tasks being executed more than once within a single schedule, which
can sometimes improve schedule lengths through the elimination of commu-
nication delays. Experiments show how this model allows the general benefit
of task duplication to be analysed. The success of the adaptation of AO to
include these additional complexities suggests that the model may be widely
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applicable to variants of the task scheduling problem, and potentially other
problems.

1.2 Task Scheduling Problem

1.2.1 Task Scheduling Model

The problem of task scheduling with communication delays is formally re-
ferred to as (P |prec, ci j |Cmax) using the α |β |γ notation for scheduling (where
α describes the machine environment, β describes properties and constraints
of the tasks, and γ describes the problem’s objective function) [100]. The
problem concerns the scheduling of a task graph G = {V, E,w, c} on a set
of processors P. A task graph G is a directed acyclic graph representing a
program to be executed on the parallel computing system represented by P.
Figure 1.1 shows an example of such a graph. The nodes of the graph n ∈ V ,
referred to as tasks, each represent some distinct portion of computational
work that the program must perform. The edges of the graph e ∈ E represent
dependencies between the tasks, where data produced as the output of one
task is required as the input of another task. If an edge ei j exists in E , this
signifies that task n j is dependent on task ni. The set of parents (or prede-
cessors) of n is denoted by pred(n), while the set of children (or successors)
of n is denoted by succ(n). Each task has an associated integer weight w(n),
known as its computation cost. This is the number of time units required for a
processor to execute this task. Each edge has an associated integer weight c(e),
known as its communication cost. This is the number of time units required
for inter-processor communication of the data produced by the parent task
which is needed by the child task. The processors p ∈ P are homogeneous,
each taking the same amount of time to execute any task, and the execution
of tasks cannot be preempted. Communication is assumed to be facilitated by
a dedicated subsystem, such that data is transmitted uniformly and without
contention between any pair of processors pi, p j ∈ P. Additionally, commu-
nication does not interfere with the computational work of the processors -
communication and computation occur concurrently. There is no cost for local
communication, i.e. from pi to pi. The goal of the problem is to construct a
schedule S = {proc, ts}. The schedule is a plan for the execution of the pro-
gram represented by G on the parallel system represented by P, an example
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Figure 1.1: A simple task graph.

of which can be seen in Figure 1.2. This requires that each task n ∈ V have
two properties defined:

• Processor Assignment - Each task n must be assigned a processor
proc(n), which is some p ∈ P. This is the processor that will execute
task n.

• Start Time - Each task n must be assigned a start time ts(n), which is
some integer number of time units measured from the beginning of the
schedule. This is the time at which proc(n) will begin execution of n.

A valid schedule is one in which proc(n) and ts(n) are defined for all n ∈ V ,
and which adheres to the following two constraints:

• Processor Constraint - Each processor can execute a maximum of one
task at any one time. The processor constraint is satisfied if:

∀ni, n j ∈ V : proc(ni) = proc(n j) ∧ ni , n j,(
ts(ni) < ts(n j) ∨ ts(ni) ≥ ts(n j) + w(n j)

)
• Precedence Constraint - A task may only begin execution if all of
its predecessors have completed execution and the required input data
they produce has finished communication. The precedence constraint is
satisfied if:

∀ni ∈ V∀np ∈ pred(ni),

(
(ts(n) ≥ ts(np)

+w(np) +


c(epi), proc(ni) , proc(np)

0, proc(ni) = proc(np)

)
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Figure 1.2: A valid schedule for the simple task graph of Fig..

The quality of a schedule is measured by its length, sl(S), also known as
the makespan, which it is preferable to minimise. This is the total number of
time units from when execution of the schedule S begins to when all tasks
have completed execution: sl(S) = maxni∈V {ts(ni) + w(ni)}, the latest finish
time of any task. The aim of optimal task scheduling is to obtain an optimal
schedule. An optimal schedule S∗ is one which has the lowest schedule length
among all possible valid schedules. This means that no valid schedule could
exist with length less than sl(S∗).

1.2.2 Scheduling Model Limitations

The model of task scheduling used with this problem is of course only an
abstract representation of the real scenario of executing a program on a parallel
system. There are many complexities of the real world which this model does
not capture, which reduces its practical use. Although the assumptions of the
model may sometimes hold true, often they will not. A list of the model’s
primary limitations is as follows:

• It is assumed that the computation and communication costs can be
determined a priori.

• It is assumed that the behaviour of the system is exactly predictable
and repeatable - there is no variation in computation or communication
costs between repeated executions of a program.

• It is assumed that all processors are identical, and that communication
between them is entirely uniform.

• It is assumed that communication does not cause contention, either with
other communications or with the computational work of the processors.
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Many of the model’s limitations have been addressed by the proposal of more
complex models: for example, models allowing heterogeneous processors
[100], and models which include communication contention [93]. However,
despite its relatively low complexitywhen comparedwith real parallel systems,
the basic scheduling problem presented here is still very difficult, and therefore
extensively researched for many decades. This thesis first develops a novel
approach to optimal solving with this classic model, and later demonstrates
the versatility of the new approach by adapting it to some more complex task
scheduling models.

1.2.3 Scheduling Model Attributes

The following table provides a glossary of commonly used terms related to the
task scheduling problem.Additional propertieswithmore specific applications
are defined as needed in the relevant chapters.

Name Symbol Description

Task Graph G A directed acyclic graph represent-
ing a program to be scheduled. Con-
sists of tasks, edges, and associated
weights.

Tasks ni ∈ V A task is a distinct portion of a
program representing some kind of
computational work. Tasks are the
nodes of the task graph.

Edges ei j ∈ E Edges in the task graph represent
dependencies (or communications)
between tasks. An edge ei j directed
from task ni to task n j indicates that
ni must finish execution before n j

can begin.

Computation Cost w(ni) The computation cost (or weight) of
a task n is an integer number of
time units required for a processor
to complete execution of n.
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Name Symbol Description

Communication Cost c(ei j) The communication cost (or weight)
of an edge ei j is an integer num-
ber of time units required for data
produced by task ni to be commu-
nicated to the processor which will
execute task n j , before which exe-
cution cannot begin. If ni and n j are
executed by the same processor, no
communication is required, and the
cost is zero.

Processors/Target System pi ∈ P The target parallel system onto
which a task graph is to be sched-
uled is represented by a set of pro-
cessors. In the basic problem, these
processors are all identical.

Schedule S A plan for the execution of all tasks
in a task graph. Valid schedules re-
quire a processor allocation and a
start time for all tasks, subject to
the processor and precedence con-
straints.

Schedule Length/Makespan sl(S) The total number of time units
between the beginning of a sched-
ule and the time when all tasks have
completed execution. The goal of
the task scheduling problem is to
minimise this value.

Optimal Schedule S∗ A schedule with shortest possible
length for a task graph G and tar-
get system P. No valid schedule of
G onto P can exist with length less
than that of S∗.
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Name Symbol Description

Processor Assignment proc(n) The processor in P which will ex-
ecute task n in a schedule.

Start Time ts(n) An integer number of time units
since the beginning of a schedule,
when task n will begin execution.

Finish Time t f (n) An integer number of time units
since the beginning of a schedule,
when task n will finish execution.
Equal to the start time ts(n) plus the
computation cost w(n).

Parents/Predecessors pred(n) The set of tasks in V which have an
outgoing edge ending at task n - the
tasks which n is directly dependent
on.

Children/Successors succ(n) The set of tasks in V which have an
incoming edge beginning at task n

- the set of tasks which are directly
dependent on n.

In-Degree deg−(n) The number of incoming edges end-
ing at task n - the number of parents
of task n.

Out-Degree deg+(n) The number of outgoing edges be-
ginning at task n - the number of
children of task n.

Data-Ready Time drt(ni) The time in a schedule at which all
data required to begin execution of
task ni has been completely commu-
nicated to the relevant processor.
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Name Symbol Description

Earliest Start Time est(ni) The earliest time in a schedule at
which task ni can begin execution
given a particular processor alloca-
tion and ordering of tasks. This is the
maximum of drt(ni) and the finish
time of the processor’s previously
executed task.

Top Level tl(ni) The length of the longest path
through the task graph ending at
task ni, determined by summing the
computation costs of tasks. Does not
include communication costs or the
weight w(ni). Used in construction
of lower bounds.

Bottom Level bl(ni) The length of the longest path
through the task graph beginning
at task ni, determined by summing
the computation costs of tasks. In-
cludes the weight w(ni),but does not
include communication costs. Used
in construction of lower bounds.

Allocation A A particular assignment of tasks to
processors, represented by a parti-
tion of the set of tasks V .

Allocated Top Level tlA(ni) Same as top level, but uses informa-
tion from an allocation A to determ-
ine a tighter bound. If two tasks are
assigned to different processors in
A, the weight of an edge between
them will be included in the path
length.
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Name Symbol Description

Allocated Bottom Level blA(ni) Same as bottom level, but uses in-
formation from an allocation A to
determine a tighter bound. If two
tasks are assigned to different pro-
cessors in A, the weight of an edge
between themwill be included in the
path length.

1.2.4 Task Graph Structures

Task graphs can be categorised into a number of different structures, which
often have distinct properties and associated difficulties when solving. The
following are some of the graph structures most commonly considered, and
the ones used in this thesis for experimental evaluations.

• Independent - All tasks are independent. There are no edges in the
graph.

• Fork - A number of mutually independent tasks share a single parent
task.

• Join - The inverse of the fork structure: a number of mutually independ-
ent tasks share a single child task.

• Fork-Join - A combination of fork and join: a number of mutually
independent tasks share a single parent and a single child.

• In-Tree - Each task has exactly one child, aside from a single sink task.

• Out-Tree - Each task has exactly one parent, aside from a single source
task.

• Pipeline - Tasks are organised in a 2Dmeshwith a regular edge structure,
one to the right and one down from each task

• Stencil - Tasks are organised into levels, with an equal number of tasks
per level; a task at depth n is parent to a fixed number of tasks at depth
n + 1.
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• Series-Parallel - Task structures alternate between chains, forks, and
joins and recursive combinations of those [9].

• Random - Task dependencies have no particular pattern, where all
possible edges are equally likely to exist.

Figure 1.3 shows small examples of each of these structures.

1.2.5 Approximate Methods

Because task scheduling with communication delays is an NP-hard problem,
most prior research has focused on the development of heuristic algorithms
with polynomial time complexity. These aim to quickly produce schedules
without a guarantee of optimality. There are two major categories of heuristic
task scheduling algorithms: list scheduling, and clustering [91].

• List Scheduling - A list scheduling algorithm begins by placing all of
the tasks V into an ordered list. The list is ordered according to some
priority function, with the intention that tasks of higher priority should
be scheduled earlier. It is important that the priority scheme take the pre-
cedence relations of tasks into account. A simple and effective example
of a priority function gives all tasks a priority equal to their bottom
level. Once priorities have been determined, the tasks are removed from
the head of the list one by one and scheduled - this means that they
are assigned to a processor and given a start time. Usually, this is their
earliest start time on the assigned processor, although some algorithms
allow insertion into previous sections of idle time. The priorities of
tasks in the list may sometimes be changed dynamically as scheduling
progresses. Some notable list scheduling variants include MCP [107],
HLFET [57], and HEFT [97].

• Clustering - A clustering algorithm aims to group tasks together into
clusters, in such a way that it is beneficial to schedule lengths if the
tasks in a cluster are allocated to the same processor. Decision criteria
for clustering tend to focus on the reduction of communication costs - if
there is a large communication between two tasks, it is likely to be bene-
ficial to cluster them and eliminate that cost. Clustering algorithms are
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(a) Independent (b) Fork

(c) Join (d) Fork-Join

(e) In-Tree (f) Out-Tree

(g) Pipeline (h) Stencil

(i) Series-Parallel (j) Random

Figure 1.3: An example of each task graph structure.
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often concerned only with this clustering process, requiring a second-
ary step similar to list scheduling in order to produce a final schedule.
Notable clustering variants include DCP [58] and DSC [33].

These categories of algorithms have previously been compared in an extensive
evaluation, concluding that list scheduling algorithms have superior general
purpose performance, while clustering works best with unlimited processors
and high communication volume [106].

For many NP-hard optimisation problems there are known polynomial
algorithmswhich can provide a guarantee on the quality of solutions relative to
an optimal solution. For example, consider a special case of our task scheduling
problem, the scheduling of a task graph without communication costs. This is
also anNP-hard problem, but it is known that a simple algorithmwill produce a
schedulewhich is nevermore than twice the length of an optimal schedule [35].
For the general problem of task scheduling with communication delays, such
guaranteed approximation algorithms are limited [25]. The ETF algorithm
provides some guarantee, but the bound is not constant: it is dependent on the
length of the longest communication path in the graph, and so its usefulness
varies between problem instances [44]. This means that information on a
given schedule’s proximity to the optimal solution can only be determined if
an optimal schedule is known. This is a hindrance to performance analysis
of heuristic algorithms - statements can be made about their performance
relative to each other, or relative to some lower bound, but not relative to the
true potential represented by an optimal solution. Since both the performance
of an algorithm and the accuracy of a lower bound are likely to vary across the
range of variables in an experimental trial, it is difficult to isolate the causes
of a varying gap between the two. This provides motivation for a goal of
making optimal task scheduling feasible for task graphs of a size that would
be interesting for such a trial.

1.3 Combinatorial Optimisation

A combinatorial optimisation problem is one in which the goal is to find a
particular combination or configuration of a set of discrete variables which
either maximises or minimises a given objective function [75]. In general,
most interesting combinatorial optimisation problems are found to be NP-
hard, meaning that in the worst case they cannot be solved in polynomial time



Combinatorial Optimisation 15

unless P = NP. The reason for this, intuitively, is that the number of possible
combinations of variables grows exponentially with the number of variables,
and in order to prove that a particular combination is optimal it must usually be
compared (explicitly or implicitly) with every other combination. This implies
that in the worst case, every possible combination must be examined, giving
an exponential run-time.

1.3.1 NP-Hard Problems

NP-hard is an algorithmic complexity class into which most interesting prob-
lems in combinatorial optimisation fall. In simple terms, the label indicates
that the time needed for an algorithm to obtain a solution to the problem, in
the worst case, grows exponentially with some variable in the input. More
formally, it indicates a problem which is at least as hard as any problem in
the complexity class NP [11]. The class NP, standing for Non-deterministic
Polynomial, contains all problems for which a given potential solution can be
proved to be valid in polynomial time. A subset of NP is P, the complexity class
containing problems for which a solution can be found in polynomial time.
Problems said to be NP-complete are those in NP which have been proven to
be at least as difficult as any other in NP - these are therefore the most difficult
problems in NP, and unless P = NP there cannot exist an algorithm which will
solve them in polynomial time.

By contrast, an NP-hard problem is also one which is at least as hard as
any problem in NP, but it is not required to belong to NP itself. This is the case
for optimisation problems, as the complexity classes P and NP by definition
apply to a different type of problems, known as decision problems. A decision
problem is one which involves answering a yes-or-no question - for example,
“Does a valid schedule for this task graph and target system exist with a length
of x or less?” The decision problem equivalent for task scheduling has long
been proven NP-complete [84]. Solving the optimisation problem provides an
answer to the decision problem, and therefore the optimisation problem must
be at least as difficult. Therefore, optimal task scheduling (which by definition
is not in NP) is at least as hard as an NP-complete problem, making it NP-hard.



16 Introduction

1.3.2 Solution Methods

• Dynamic Programming: A complicated problem can often be solved
by breaking it down into a number of smaller sub-problems, and com-
bining their solutions to find an overall solution [43, 5, 17]. This general
concept is often referred to as a divide-and-conquer approach. The
specific case of dynamic programming requires that the problem have
optimal substructure and overlapping sub-problems. A problem is said
to have optimal substructure if combining optimal solutions to all its
sub-problems is guaranteed to give an optimal solution to the over-
all problem. Dynamic programming therefore breaks down and solves
problems recursively, keeping track of sub-problemswhich have already
been solved, so that their solutions can be reused wherever they might
reappear. The task scheduling problem does not have the property of
optimal substructure, and therefore dynamic programming cannot be
used to solve it.

• Integer Linear Programming: The problem of linear programming
is that of finding values for the vector x such that cᵀx is maximised,
where Ax ≤ b and x ≥ 0. In this formulation, A and b define constraints
on the values in x, while c defines the objective function. This general
problem can be solved in polynomial time. Integer linear programming
(ILP) further constrains the variables in x to take only integer values,
at which point the problem becomes NP-hard [32]. By definition, any
NP-complete problem can be reduced to any other NP-complete prob-
lem, and subsequently solved by solving the new problem. The problem
of ILP is one that lends itself rather intuitively to be used to reformu-
late other problems, and which has had much effort dedicated to the
creation of efficient solvers. By transforming an arbitrary combinatorial
optimisation problem into a set of variables, objective function, and
constraints, the efficiency of these ILP solvers can be taken advantage
of [1, 34, 3].

• SAT/SMT Solvers: The SAT or Boolean Satisfiability Problem is a
classic NP-complete decision problem which asks whether it is possible
to satisfy a given Boolean formula [20]. Max-SAT is a related NP-hard
optimisation problem to which the solution is an assignment to the
Boolean variables which satisfies the maximum number of clauses in
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a given Boolean formula. Similarly to ILP, another NP-hard problem
can be reformulated into a Max-SAT problem by producing specially
constructed Boolean formulas, and the problem then solved using a very
efficient SAT solver [68]. Satisfiability Modulo Theories (SMT) are a
more recent expansion of the SAT problem which allow predicates of
the formula to consist of more complex, non-Boolean variables [23].
This can greatly simplify the construction of the formulas.

• Branch-and-Bound:Branch-and-bound is a group of search algorithms
popularly used for solving combinatorial optimisation problems [13,
42, 94]. These algorithms effectively consider all possible solutions
to a problem, without exhaustive search, by allowing partial solutions
to stand in for large groups of related complete solutions [15]. The
following subsection will discuss this method at length.

1.3.3 Branch-and-Bound Algorithms

The term branch-and-bound refers to a technique for solving combinatorial
optimisation problems which is the basis for several well known and popu-
lar state-space search algorithms. Branch-and-bound algorithms find optimal
solutions and prove their optimality by examining all possible solutions to
the problem. Unlike a brute-force exhaustive search, however, they are able
to achieve this without explicitly examining every complete solution. Instead,
through the definition of a branching procedure, partial solutions are used as
a proxy for entire subsets of complete solutions [15]. A partial solution is one
in which some variables have been fixed, while others may remain undecided.
Comparisons between partial solutions, using a defined bounding procedure,
can allow many complete solutions to be removed from consideration. The
states in a branch-and-bound state-space each represent one of these partial
solutions. Note that complete solutions can be considered as a special subset
of the partial solutions. There are four main elements of a branch-and-bound
search, as follows [109]:

• Branching - A branching procedure is a set of operations which take
a partial solution s and transform it into a number of more complete
partial solutions, children(s). This is known as branching because it
defines a tree of states, our state-space. The new states have one (or
more) additional variable(s) fixed as compared to s, and the number of
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new states is equal to the number of possible values for that variable
(or the number of possible combinations of values). Repeated branching
will eventually produce complete solutions, once all variables have been
fixed. Any complete solution which is a descendant of s will share the
values for variables which were fixed in s.

• Bounding - A bounding procedure uses a heuristic function f (s) to
establish a bound on the quality of complete solutions which may be
descendants of a partial solution s. These bounds, often referred to as
f -values, can be used to prove that solutions in the sub-tree rooted at s

are not worth examination by the search, thereby saving computational
work. For a minimisation problem such as task scheduling, f (s) must
provide a lower bound on the cost of any complete solution descended
from s. A heuristic function is said to be admissable, and therefore useful
for branch-and-bound search, if it will never provide an overestimate.
This means it must always be true that f (s) ≤ f ∗(s), where f ∗(s) is the
true lowest cost of a complete solution in the sub-tree rooted at s.

• Pruning - Pruning techniques allow states (and consequently the sub-
trees they represent) to be excluded from the search for reasons other than
their bounds. Usually this means applying problem-specific knowledge
to prove that one partial solution, si, can never produce a better complete
solution than another partial solution, s j . This means that the state si can
be discarded, or “pruned”. Pruning techniques often involve identifying
symmetries or isomorphism between different partial solutions, andmay
sometimes be made unnecessary by changes to the branching procedure
that eliminate these.

• Selection - A selection procedure determines which of the currently
known states will be chosen to be expanded at each stage of the search.
Expanding a state refers to the process of producing the children of
the state (branching) and making them eligible for later selection. This
is generally followed immediately by pruning and bounding, before
returning again to a new selection. While branching, bounding, and
pruning procedures are generally specific to and defining of a state-
space model, differences in selection procedure tend to define the largest
differences between search algorithms. Prominent examples of selection
strategies are depth-first and best-first.
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Perhaps the most famous and widely used branch-and-bound algorithm is A*.
This algorithm uses a best-first selection strategy, such that the unexpanded
state with the lowest (and therefore most promising) f -value is chosen for
expansion at each stage. The selection procedure of A* uses an “open list”,
being a priority queue of states sorted by their f -values. This gives A* the
desirable property of being optimally efficient [73], meaning that no other
algorithm using the same heuristic function f (s) can be guaranteed to expand
less states before successfully terminating.A state-space for a problem instance
can be divided into three regions, based on the f -values of the states. The first
region consists of those states, sometimes called the critical states, which have
f (s) < sl(S∗). All such states must be examined by any branch-and-bound
algorithm in order to prove the optimality of a solution. Then there are states
with f (s) = sl(S∗): if such a state is a complete solution, then it is a goal of the
search, but there may be many more incomplete states with the same f -value.
A branch-and-bound algorithm must examine these states in some order, and
the number of incomplete states in this region examined before a complete
solution is found is unpredictable, being highly dependent on the problem
instance and specific algorithm implementation. Finally, there are the states
with f (s) > sl(S∗). The best-first A* algorithm will never examine any such
state, which is the reason for its label of “optimal efficiency”. However, with
any given problem instance and any specific algorithm implementations, there
is some chance that A* will examine more states than a different algorithm
(such as depth-first branch-and-bound) due to unpredictable behaviour in the
f (s) = sl(S∗) region.

Branch-and-bound is most effective when there is only one possible way
for a state to be reached in the state-space [109]. If there is more than one
path from the root of the search tree that ends with the same partial solution,
then a large amount of work can potentially be wasted by a search algorithm,
as the same state and its entire sub-tree may be explored multiple times.
After a partial solution has been discovered once by the search, subsequent
discoveries of the same state are referred to as duplicates. Avoiding wasted
work requires additional strategies to mitigate these duplicate states, which
can use a significant amount of time and memory. In A* this is accomplished
by means of a “closed list”, a data structure to which all expanded states are
added. Every newly discovered state is compared to both the open list and
the closed list to determine if it has been discovered previously. If a state is
found to already exist in one of the lists then it is a duplicate, and will be
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discarded. The open and closed lists both have memory requirements which
grow exponentially with the problem size. For this reason, A* has exponential
complexity both in time and in memory. The memory requirement is often
more immediately limiting to optimal solving than the time requirement,
especially on a standard personal computer. A number of branch-and-bound
algorithms do not have this limitation, most notably depth-first branch-and-
bound, which is discussed in Chapter 3.

1.4 Optimal Task Scheduling

1.4.1 ILP Formulations

Integer Linear Programming (ILP) is a combinatorial optimisation method
which has seen significant use in prior research regarding optimal task schedul-
ing, and the P |prec, ci j |Cmax problem in particular [27, 65, 102]. It is a popular
method for combinatorial optimisation in general, as reducing other NP-hard
problems to ILP results in them sharing a well-defined common format for
which a number of generalised solvers are available. Popular ILP solvers such
as Gurobi [39] and CPLEX [47] are highly optimised software packages that
have been developed and matured over many years, and the advantage in per-
formance which this gives makes them quite attractive. However, it also means
that their solving process can be very complex, and in many cases the software
is proprietary, such that the ILP solver itself is in many ways a “black box”. It
is possible that using a custom implementation of branch-and-bound, in which
all of the elements are visible and understood, can provide some important
insights into the solving process. As well as this, representing knowledge
about a problem directly in a state-space model can often be easier and more
intuitively understood than formulating it as a linear program. This is among
the reasons why previous research in task scheduling using pure branch-and-
bound was attempted, and why this work will continue with that approach.
In fact, despite the obvious advantage that a mature ILP solver should have,
previous research has shown custom branch-and-bound implementations to
have similarly promising results to ILP [87]. Of course, the two approaches
are not so far apart from one another, and any new discoveries made using
pure branch-and-bound are likely to be adaptable to an ILP formulation, and
vice-versa.
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1.4.2 ELS State-Space Model

In previous research applying branch-and-bound to optimal task scheduling a
state-space model was used which we call Exhaustive List Scheduling (ELS),
as it was inspired by and in many ways resembles the list scheduling process
[87]. States are partial schedules, with some subset of tasks having been as-
signed a start time and a processor allocation, and at each step when branching
an additional task is selected and scheduled. The difference, of course, is that
all possible decisions a list scheduler could make are considered: at each step,
every current ready task is considered for scheduling on every processor. This
model will be discussed in detail in Chapter 2.

For maximum efficiency in branch-and-bound scheduling, it is necessary
that each partial solution encountered by the search be unique. If a state may be
reached bymore than one path, only the first time it is considered by a search is
useful, and each subsequent time that it is re-generated by the search we refer
to it as a duplicate state. The major drawback of the ELS state-space model
is that it is very likely to produce a large number of duplicate states during a
search [92]. This necessitates the use of a closed list when solving with the
A* algorithm, or similar mechanisms for any other branch-and-bound variant
to be effective. Even with these mechanisms, the unnecessary work caused
by duplicate states is not entirely mitigated: not only are time and memory
needed to detect and discard a duplicate, but the algorithmmust spend time on
constructing each duplicate state before it can be examined.Duplicate states are
the most obvious shortcoming of the ELS model, and it seemed a reasonable
hypothesis that preventing them from occurring within the state-space would
allow a practical increase in the efficiency of optimal solving. However, no
method for removing duplicates from the state-space was apparent within
the framework of the ELS model. For this reason, following analysis of the
causes of duplicates under ELS, we have developed a substantially different
state-space model within which duplicates can never be encountered.
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1.5 Contributions

This thesis makes the following major contributions to the field.

• Proposal of a new state-space model for optimal task scheduling
– This model is referred to as the Allocation-Ordering (AO) model.
Unlike older models, there is no potential for duplicate states to appear
in this state-space [C1, C2, J1].

– AO uses a two-phase approach - first allocation of tasks to pro-
cessors, and then ordering of the tasks on each processor. Such a
division is very unconventional in state space search, but it allows
the possibility of duplicate states to be eliminated. Procedures for
branching in each phase are proposed, and proofs of their correct-
ness are presented. The procedure for ensuring validity of all states
in the ordering phase is discussed in particular detail.

– Admissable lower bound heuristics are proposed for states in both
phases. For the allocation phase, several heuristics of varying com-
plexity are proposed and compared experimentally.

– Pruning techniques and other optimisations previously developed
for older state-space models are discussed. For most, adaptations
which allow them to be used with AO are proposed, and others are
made obsolete by AO. A novel optimisation is proposed for use
with AO and experimentally evaluated.

– An extensive experimental evaluation with a large data set com-
pares the performance of AOwith the older ELSmodel for optimal
scheduling with the A* algorithm, finding that AO produces sig-
nificant benefits.

• Analysis of AO’s benefit for parallel and memory-limited branch-
and-bound - The duplicate-free nature of AO is hypothesised to benefit
state-space search beyond the reduction in state-space complexity [C2,
R1].

– Use of AO with depth-first branch-and-bound (DFBnB), which
has only linear memory requirements, is proposed. Experimental
comparison demonstrates that AO has a distinct advantage over
ELS.
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– Wepropose parallel variants of both theDFBnB andA* algorithms
for use with the task scheduling state-space models, with a dis-
cussion of the decisions made in developing them. Experimental
evaluation shows that AO allows the expected benefit over ELS
with parallel algorithms.

• Proposal of modified AO model with related heterogeneous pro-
cessors - This is a task scheduling model which allows more accurate
representation of real parallel systems [J2].

– Necessary changes are presented to branching and bounding pro-
cedures for both phases, to allow optimal scheduling with pro-
cessors that have varying computation speeds. AO is especially
adapted for target systems with partial heterogeneity - meaning
that subsets of processors are identical.

– The effects of the introduction of heterogeneity on the computa-
tional complexity of the AO state-space are analysed.

– Experimental evaluation confirms the negative impact of hetero-
geneity on the difficulty of optimal solving, and the advantage of
considering partial heterogeneity.We also investigate the effects of
the relative strength of heterogeneity of target systems on optimal
solving difficulty.

• Proposal of modified AO model with task duplication - This allows
tasks to be executed multiple times within a single schedule, which can
allow shorter schedules by eliminating some communication costs. Task
duplication should not be confused with duplicate states [J3].

– Changes to branching procedures for both phases are proposed to
allow an optimal schedule to be found among all valid schedules
with or without duplicated tasks.

– We propose significantly different definitions for allocated top and
bottom levels in the context of task duplication, and use these to
propose admissable lower bound heuristics for the modified AO
model.

– Experimental evaluation shows the impact of task duplication on
the difficulty of optimal solving. It is shown how the exact benefit
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of task duplication for schedule lengths can be quantified through
optimal solving with this model.

Additionally, all algorithms described and proposed in this thesis have been
implemented as part of a reusable and extensible software package for optimal
task scheduling, which we call Kauri1. A large set of task graphs used for
experiments in this thesis is available from the University of Auckland Parallel
andReconfigurableComputingLabwebsite2. The optimal schedules produced
during experiments over the course of this work are freely available for the
use of researchers as part of the Optimal Schedule Database3.

[C1] M. Orr and O. Sinnen. A duplicate-free state-space model for optimal
task scheduling. In Proc. of 21st Int. European Conference on Parallel
and Distributed Computing (Euro-Par 2015), volume 9233 of Lecture
Notes in Computer Science, Vienna, Austria, 2015. Springer.

[C2] Michael Orr and Oliver Sinnen. Further explorations in state-space
search for optimal task scheduling. In 2017 IEEE 24th International
Conference on High Performance Computing (HiPC), pages 134141.
IEEE, 2017.

[J1] Michael Orr and Oliver Sinnen. Optimal Task Scheduling Benefits From
a Duplicate-Free State-Space. arXiv e-prints, submitted to Journal of
Parallel and Distributed Computing, under revision, 2nd round, page
arXiv:1901.06899, 2019.

[R1] Michael Orr and Oliver Sinnen. Parallel and Memory-limited Al-
gorithms for Optimal Task Scheduling Using a Duplicate-Free State-
Space. arXiv e-prints, page arXiv:1905.05568, 2019.

[J2] Michael Orr and Oliver Sinnen. Introducing Heterogeneity to a State-
Space Model for Optimal Task Scheduling. Submitted to ACM Trans-
actions on Parallel Computing, 2019.

[J3] Michael Orr and Oliver Sinnen. Integrating Task Duplication in Op-
timal Task Scheduling with Communication Delays. Submitted to IEEE
Transactions on Parallel and Distributed Systems, 2019.

1http://parallel.auckland.ac.nz/OptimalTaskScheduling/Kauri_About.html
2http://parallel.auckland.ac.nz/OptimalTaskScheduling/BenchmarkSet.zip
3http://parallel.auckland.ac.nz/OptimalTaskScheduling/OptimalSchedules.html
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1.6 Thesis Structure

This thesis is a compilation of self-contained papers. The following four
chapters each consist of one of these papers, all of which contain a full
discussion of motivation, background information, and related work necessary
to understand their respective contributions.

Chapter 2 proposes a new state-space model for optimal task scheduling,
called the Allocation-Ordering (AO) model. A state-space defined by this
model will never contain any duplicate states, a property achieved by dividing
the task scheduling problem into two distinct phases: allocation and ordering.

In Chapter 3 potential advantages of AO’s lack of duplicate states for
other variants of branch-and-bound are investigated, specifically parallel and
memory-limited search algorithms. This chapter proposes the use of the low-
memory search algorithm depth-first branch-and-bound (DFBnB) with the
AO model, and parallel variants of both DFBnB and A*.

The next two chapters propose adaptations of the AO model that allow its
use in solving problems with more complex task scheduling models. Chapter
4 describes how the AO model can be modified to address the problem of
task scheduling with heterogeneous processors. Rather than assuming all pro-
cessors are identical, this task scheduling model allows computation speed to
vary between processors, thereby more accurately modeling many real-world
parallel systems.

Chapter 5 proposes adaptations to AO so that it can be used with a task
scheduling model allowing task duplication. Note that task duplication is very
different to the concept of duplicate states addressed earlier. Task duplication
allows a task to be executed more than once within the same schedule, the
different executions taking place on different processors, and can improve
schedules through the elimination of communication costs.

Finally, Chapter 6 summarises the conclusions of the thesis and describes
opportunities for future research suggested by the presented contributions.
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Chapter 2

Optimal Task Scheduling Benefits
from a Duplicate-Free State-Space

The existing ELS state-space model has the clear shortcoming of being very
prone to duplicate states. This chapter presents a new state-space model for
optimal task scheduling in which duplicate states cannot be produced, called
Allocation-Ordering (AO). Analysis of the causes of duplicates in ELS leads
to the development of a state-space in which the two distinct sub-problems
of allocation and ordering are approached in separate phases. Through ex-
perimental evaluation we show that this state-space model allows superior
performance to ELS when used for optimal scheduling with the A* algorithm.
This advantage is most likely due to the elimination of duplicate states, which
allows time which would be spent on discovering and discarding duplicate
states to be used purely for useful work.

This chapter consists of the paper “Optimal Task Scheduling Benefits from
a Duplicate-Free State-Space”, submitted to the Journal of Parallel and Dis-
tributed Computing and currently under revision. The paper contains material
from preliminary publishedwork: the paper “ADuplicate-Free State-Space for
Optimal Task Scheduling” presented at the European Conference on Parallel
Processing, 2015, and the paper “Further Explorations in State-Space Search
for Optimal Task Scheduling” presented at the International Conference on
High Performance Computing, 2017.
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2.1 Introduction

In order to use the full potential of a multiprocessor system in speeding up
task execution, efficient schedules are required. In this work, we address the
classic problem of task scheduling with communication delays, known as
P |prec, ci j |Cmax using the α |β|γ notation [100]. The problem involves a set
of tasks, with associated precedence constraints and communication delays,
which must be scheduled such that the overall finish time (schedule length) is
minimised. This problem is well known to be NP-hard [84], so that the amount
of work required grows exponentially as the number of tasks is increased. For
this reason, many heuristic approaches have been developed, trading solution
quality for reduced computation time [40, 108, 45, 91]. Unfortunately, the
relative quality of these approximate solutions cannot be guaranteed, as no
α-approximation scheme for the problem is known [26].

Although the NP-hardness of the problem usually discourages optimal
solving, an optimal schedule can give a significant advantage in time critical
systems or applications where a single schedule is reused many times. Op-
timal solutions are also necessary in order to evaluate the effectiveness of a
heuristic scheduling method. Branch-and-bound algorithms have previously
shown promise in efficiently finding optimal solutions to this problem [87],
but the state-space model used, exhaustive list scheduling (ELS), was prone
to the production of duplicate states.

This paper presents a new state-space model in which the task scheduling
problem is tackled in two distinct phases: first allocation, and then ordering.
The two-phase state-space model (abbreviated AO) does not allow for the pos-
sibility of duplicate states. We give a detailed explanation of the algorithms
and heuristics used to explore the AO state space and discuss its theoretical
benefits over ELS, as well as its limitations. We describe the algorithms ne-
cessary to guarantee that all valid states can be produced, and that invalid
states cannot. Previous research demonstrated that the ELS model benefited
immensely from the application of pruning techniques such as processor nor-
malisation and identical task pruning. The benefit is such that effective pruning
would seem to be a necessity in order for another model to be competitive.
We therefore describe these techniques and explain the changes needed to
adapt them from the ELS model to the AO model. An experimental evalu-
ation is used to compare the performance of the two state-space models. We
then propose further advances to lower bound heuristics for AO, and evaluate



Background 29

these. This paper expands on preliminary work, which featured a promising
evaluation using only small task graphs [69, 70].

In Section 2.2, background information is given, including an explanation
of the task scheduling model, an overview of branch-and-bound algorithms,
and a description of the ELS model. Section 2.4 describes the new AOmodel,
and how a branch-and-bound search is conducted through it. Section 2.5 pro-
poses a technique to avoid searching invalid states in the ordering phase.
Section 2.6 explains the pruning techniques used with ELS, and their adapta-
tion to the AO model. Section 2.7 explains how the new model was evaluated
by comparison with the old one, and presents the results. Section 2.8 describes
novel andmore complex lower bound heuristics for the AOmodel, and an eval-
uation of their effect. Finally, Section 2.9 gives the conclusions of the paper
and outlines possible further avenues of study.

2.2 Background

2.2.1 Task Scheduling Model

The specific problem that we address here is the scheduling of a task graph
G = {V, E,w, c} on a set of processors P.G is a directed acyclic graphwherein
each node n ∈ V represents a task, and each edge ei j ∈ E represents a required
communication from task ni to task n j . Figure 2.1 shows an example of a task
graph. The computation cost of a task n ∈ V is given by its positive weight
w(n), and the communication cost of an edge ei j ∈ E is given by the non-
negative weight c(ei j). The target parallel system for our schedule consists of
a finite number of homogeneous processors, represented by P. Each processor
is dedicated, meaning that no executing task may be preempted. We assume a
fully connected communication subsystem, such that each pair of processors
pi, p j ∈ P is connected by an identical communication link. Communications
are performed concurrently and without contention. Local communication
(from pi to pi) is assumed to take place in the memory shared by the tasks on
the same processor and is therefore assumed to have zero cost.

Our aim is to produce a schedule S = {proc, ts}, where proc(n) allocates
the task to a processor in P, and ts(n) assigns it a start time on this processor.
For a schedule to be valid, it must fulfill two conditions for all tasks in G. The
Processor Constraint requires that only one task is executed by a processor at
any one time. The Precedence Constraint requires that a task n may only be
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Figure 2.1: A simple task graph.
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Figure 2.2: A valid schedule for the simple task graph of Fig. 2.1.

executed once all of its predecessors have finished execution, and all required
data has been communicated to proc(n). Figure 2.2 illustrates a valid schedule
for the task graph in Figure 2.1. The goal of optimal task scheduling is to find
such a schedule S for which the total execution time or schedule length sl(S)

is the lowest possible.
It is useful to define the concept of node levels for a task graph [91]. For a

task n, the top level tl(n) is the length of the longest path in the task graph that
endswith n. This does not include theweight of n, or any communication costs.
Similarly, the bottom level bl(n) is the length of the longest path beginningwith
n, excluding communication costs. The weight of n is included in bl(n). The
allocated top and bottom levels tlA(n) and blA(n) incorporate communication
costs, once the allocation of a parent and child task to different processors
confirms that the edge between them will be incurred.

Task graphs can be categorised into a number of different structures, which
often have distinct properties and associated difficulties when solving. Figure
2.3 shows examples of some of the simplest structures.



Background 31

E F

  6

A

G H IB C D2

2

6 2 3 3 3 4 2

4 3 3 2 111

(a) Fork

E F

  6

GA B C D2 5 2 3 1 3 32

2 1 3 2 315

6 H

(b) Join

1

A

B C D

2

4

2 F

2
E

27

2 3 1

2

4

2 3

(c) Fork-join

Figure 2.3: Example of simple task graph structures

2.2.2 Branch-and-Bound

The term branch-and-bound refers to a family of search algorithms which
are widely used for the solving of combinatorial optimisation problems. They
do this by implicitly enumerating all solutions to a problem, simultaneously
finding an optimal solution and proving its optimality [15]. A search tree is
constructed in which each node (usually referred to as a state) represents a
partial solution to the problem. From the partial solution represented by a state
s, some set of operations is applied to produce new partial solutions which
are closer to a complete solution. In this way we define the children of s, and
thereby branch. Each state must also be bounded: we evaluate each state s

using a cost function f , such that f (s) is a lower bound on the cost of any
solution that can be reached from s. Using these bounds, we can guide our
search away from unpromising partial solutions and therefore remove large
subsets of the potential solutions from the need to be fully examined.

A* is a particularly popular variant of branch-and-boundwhich uses a best-
first search approach [73]. A* has the interesting property that it is optimally
efficient; using the same cost function f , no search algorithm could find an
optimal solution while examining fewer states, if states with f -value equal
to the optimal are ignored. To achieve this property, it is necessary that the
cost function f provides an underestimate. That is, it must be the case that
f (s) ≤ f ∗(s), where f ∗(s) is the true lowest cost of a complete solution in the
sub-tree rooted at s. A cost function with this property is said to be admissable.

2.2.3 Exhaustive List Scheduling

Previous branch-and-bound approaches to optimal task scheduling have used
a state-space model that is inspired by list scheduling algorithms [87]. States
are partial schedules in which some subset of the tasks in the problem instance
have been assigned to a processor and given a start time. At each branching
step, successors are created by putting every possible ready task (tasks for
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Figure 2.4: Branching in the ELS state space.

which all parents are already scheduled) on every possible processor at the
earliest possible start time. In this way, the search space demonstrates every
possible sequence of decisions that a list scheduling algorithm could make.
This branch-and-bound strategy can therefore be described as exhaustive list
scheduling. Figure 2.4 demonstrates how four possible child states can be
reached from a partial schedule with two ready tasks and two processors.

Branch-and-bound works most efficiently when the sub-trees produced
when branching are entirely disjoint. Another way of stating this is that there
is only one possible path from the root of the tree to any given state, and
therefore there is only one way in which a search can create this state. When
this is not the case, a large amount of work can be wasted: the same state
could be expanded, and its sub-tree subsequently explored, multiple times.
Avoiding this requires doing work to detect duplicate states, such as keeping
a set of already created states with which all new states must be compared.
This process increases the algorithm’s need for both time and memory.

Unfortunately, the ELS strategy creates a lot of potential for duplicated
states [92]. This stems from two main sources:

Processor Permutation Duplicates

Firstly, since the processors are homogeneous, any permutation of the pro-
cessors in a schedule represents an entirely equivalent schedule. For example,
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Figure 2.5 shows two partial schedules which are identical aside from the
labelling of the processors. This means that for each truly unique complete
schedule, there will be |P |! equivalent complete schedules in the state space.
This makes it very important to use some strategy of processor normalisation
when branching, such that these equivalent states cannot be produced.

Independent Decision Duplicates

The other source of duplicate states is more difficult to deal with. When
tasks are independent of each other, the order in which they are selected
for scheduling can be changed without affecting the resulting schedule. This
means there is more than one path to the corresponding state, and therefore
a potential duplicate. Figure 2.6 demonstrates how multiple paths can lead to
the same state. The only way to avoid these duplicates is to enforce a particular
sequence onto these scheduling decisions. Under the ELS strategy, however,
no method is apparent in which this could be achieved while also allowing all
possible legitimate schedules to be produced.
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2.3 Related Work

Although the task schedulingmodel presented here can be applied to the paral-
lelisation of any arbitrary program, one specific area to which task scheduling
has been practically applied in recent years is in the implementation of linear
algebra solvers. Software packages such as SuperMatrix [19] and PLASMA
[56] represent linear algebra algorithms as DAGs, decomposing the steps re-
quired into tasks, and use a variety of methods to schedule these graphs. They
do not, however, attempt to find optimal schedules, although this could be
helpful in some specific circumstances.

Due to the NP-hard nature of the task scheduling problem, the majority
of efforts have gone towards developing polynomial-time heuristic solutions,
producing schedules which are “good enough” for most applications. The
two major categories of approximation algorithms are list scheduling and
clustering [91]. List scheduling algorithms generally proceed in two phases:
first, all of the tasks are placed into an ordered list, according to some priority
scheme. Second, the tasks are removed from the list one by one, in order, and
scheduled. That is, they are assigned to a processor, and usually given a start
time as early as possible after the tasks previously assigned to that processor
have completed. Notable list scheduling variants include MCP [107] and
HLFET [57]. In a clustering algorithm, tasks are grouped together in clusters,
with the intention that if two tasks belong to the same cluster then it is likely
to be beneficial for them to be assigned to the same processor. Technically, a
clustering algorithm is only concerned with suggesting a processor allocation
for the tasks, with a subsequent process similar to list scheduling usually
required in order to produce an actual schedule. Notable clustering variants
includeDCP [58] andDSC [33].While the ELSmodel resembles a generalised
version of the list scheduling approach (hence its name), the new AO model
more closely resembles a clustering approach.

The task scheduling problem is theoretically susceptible to many com-
binatorial optimisation techniques. A*, the popular branch-and-bound search
algorithm, has been successfully applied to the optimal solving of small prob-
lem instances through the ELS model [87] and earlier attempts [59]. Another
combinatorial optimisation technique which has been applied to this task
scheduling problem is integer linear programming (ILP). This involves for-
mulating the problem instance as a linear program, a series of simultaneous
linear equations, where the variables are constrained to integer values. A num-
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ber of possible ILP formulations of the P |prec, ci j |Cmax problem have been
proposed [27, 65, 102], with similarly promising results as branch-and-bound.
Neither technique has been shown to have a significant advantage over the other
in terms of the size of task scheduling problem that they can solve practically.
Most widely used ILP solvers are mature, highly optimised, proprietary soft-
ware packages. This optimisation means they are very likely to have a built-in
advantage in terms of speed when compared to a custom implementation of
state-space search. On the other hand, their complexity and proprietary nature
make them somewhat of a “black box”. A custom implementation makes it
easier to gain potentially critical insight into the behaviour of the solver. Ad-
ditionally, it is often easier to map domain-specific knowledge directly into a
state-space model than into an ILP formulation.

Many combinatorial optimisation problems can be naturally expressed as
permutation problems, meaning that the set of solutions consists of all possible
arrangements or orderings of some set of objects. In the most famous of these,
the travelling salesperson problem (TSP), the goal is to plan a trip which visits
a number of cities such that the total distance travelled between the cities is
minimised [60]. Evidently, each possible ordering of the cities represents a
valid solution, and the optimal solution can be found by iterating over these
permutations. Other classic permutation problems include the assignment
problem [67] and theMAX-SAT problem [10]. Another class of combinatorial
optimisation problem can be thought of as a distribution or allocation problem,
in which a set of objects must be divided among a number of possible groups.
Examples include the graph colouring problem [76], and the problem of task
scheduling with independent tasks [91].

The problem of task scheduling with communication delays is interesting
in that it can be considered as the composition of a distribution problem with a
permutation problem, as the tasks must both be optimally divided among the
processors and ordered optimally on each processor. An example of a similar
problem is that of minimising part programs for numerical control (NC) punch
presses, which could be decomposed into two distinct permutation problems
(TSP and the assignment problem), A proposed algorithm for this problem
iterated between these two sub-problems, using heuristic approaches to solve
each [105]. To the best of our knowledge, our proposed model is the first to
attempt optimal solving by branch-and-bound through separating two sub-
problems into distinct phases, which are combined into one overall solution
space.
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Pruning techniques are considered to be a fundamental aspect of branch-
and-bound search, as they have the potential to greatly limit the number of
states that need to be evaluated [14]. Work on pruning techniques for the ELS
model demonstrated that they had a dramatic impact on its performance [92].
It seems unlikely that any state-space model could be competitive without the
development of effective pruning techniques.

2.4 Duplicate-Free State-Space Model

Both sources of duplicate states can be eliminated by adopting a new state-
space model (AO), in which the two dimensions of task scheduling are dealt
with separately. Rather than making all decisions about a task’s placement
simultaneously, the search proceeds in two stages. In the first stage, we decide
for each task the processor to which it will be assigned. We refer to this as
the allocation phase. The second stage of the search, beginning after all tasks
are allocated, decides the start time of each task. Given that each processor
has a known set of tasks allocated to it, this is equivalent to deciding on
an ordering for each set. Therefore, we refer to this as the ordering phase.
Once the allocation phase has determined the tasks’ positions in space, and
the ordering phase has determined the tasks’ positions in time, a complete
schedule is produced. Essentially, we divide the problem of task scheduling
into two distinct sub-problems, each of which can be solved separately using
distinct methods. However, while we distinguish the two phases, we combine
them into a single state-space, making this a powerful approach.

2.4.1 Allocation

In the allocation phase, we wish to allocate each task to a processor. Since
the processors in our task scheduling problem are homogeneous, the exact
processor on which a task is placed is unimportant. What matters is the
way the tasks are grouped on the processors. The problem of task allocation
is therefore equivalent to the problem of producing a partition of a set. A
partition of a set X is a set of non-overlapping subsets of X , such that the
union of the subsets is equal to X . In other words, the set of all partitions of X

represents all possible ways of grouping the elements of X . Applying this to
our task scheduling problem, we find all possible ways in which tasks could
be grouped on processors. In the allocation phase, we are therefore searching
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Figure 2.7: Partitions of tasks, equivalent to processor allocations.

for a partition of the set V that can lead to an optimal schedule, consisting of
all tasks in our task graph. Figure 2.7 shows different possible partitions of a
set of tasks.

The search is conducted by constructing a series of partial partitions of V .
A partial partition A of V is defined as a partition of a set V ′, V ′ ⊆ V [83]. At
each level of the search we expand the subset V ′ by adding one additional task
n ∈ V , untilV ′ = V and all tasks are allocated. At each stage, the task n selected
can be placed into any existing part a ∈ A, or alternatively, a new part can
be added to A containing only n. In our implementation we build a partition
by adding tasks in a topological order, but any predefined order suffices. As
we are allocating tasks to a finite number of processors |P |, we simply limit
the number of parts allowed in a partial partition to the same number. This
has no effect other than to reduce the search space by disregarding partitions
consisting of a larger number of sets. A partial partition A will have |A|
children again of size |A| and one child of size |A| + 1. Therefore, as the
number of parts in a partial partition is non-decreasing as we move deeper
in the search tree, disregarding partial partitions such that |A| > |P | cannot
prevent valid allocations where |A| ≤ |P | from being discovered. Figure 2.8
illustrates how child states are derived from a partial partition: the new task D

can be added to either of the existing parts. If scheduling with three or more
processors, it could be placed in a new part by itself, but for this example we
limit the allocation to two processors. Pseudocode for this process is given in
Algorithm 2.1.
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Lemma 2.1. The allocation phase of the AO model can produce all possible
partitions of tasks and there is only one unique sequence that produces each
possible partition.

Proof. We show how any given allocation AΩ, which is a complete partition
of V , is constructed with the proposed allocation procedure and that there is
only one possible choice at each step. We begin with an empty partial partition
A = {}, and are presented with the tasks in V in a fixed order n1, n2, ... n|V |.
We must always begin by placing n1 into a new part, so that A = {{n1}}. Now
we must place n2. If n1 and n2 belong to the same part in AΩ, they must also be
placed in the same part in A, and so we must have A = {{n1, n2}}. Conversely,
if n1 and n2 belong to different parts in AΩ, the same must be true in A, and
we make A = {{n1}, {n2}}. For each subsequent task ni, if ni in AΩ belongs to
the same part as any of tasks n1 to ni−1, we must place it in the same part in A.
If ni does not share a part in AΩ with any task n1 to ni−1, it must be placed in a
new part by itself. At each step, there is exactly one possible move that can be
taken in order to keep A consistent with AΩ. Since there is always at least one
move, it is possible to produce any partition of V in this fashion, and because
there is always at most one move, there is only one path that will produce a
given partition. Since each distinct allocation can only be produced with one
unique sequence of moves, duplicate allocations are not possible.

By Lemma 2.1, we have removed the first source of duplicates: there is
no possibility of producing allocations that differ from each other only by the
permutation of processors.

In a naive approach to allocation, in which we simply assign each task in
V to an arbitrary processor in P without considering their homogeneity, there
are |P | |V | possible outcomes. The number of possible complete allocations in

this state space is given by the formula
∑|P |

k=1

{
|V |

k

}
, where

{
n

k

}
represents

the number of distinct ways to divide a set of size n into k subsets (this being
known as a Stirling number of the second kind) [95]. In the worst case, where
the number of available processors is equal to the number of tasks, the formula
gives uswhat is known as aBell number: the total number of possible partitions
of a set with size n. Bell numbers are known to be asymptotically bounded
such that Bn < ( 0.792n

ln(n+1) )
n [7]. This bound demonstrates that, although the

number of allocations still grows exponentially, it is an exponential function
of significantly lower order than the naive |P | |V | approach.
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Figure 2.8: Branching in the allocation state-space with a maximum of two
processors.

Algorithm 2.1 Defining child states in the Allocation phase of AO.

Input: A, a partial partition of V
Input: unallocated, topologically ordered list of tasks in V not

contained in A
Output: child states of A

1 nextTask ← first task in unallocated;
2 childStatesA ← ∅;
3 for all a ∈ A do // each part in partial partition
4 childStatesA ← childStatesA ∪ {A \ a ∪ {a ∪ nextTask}};
5 if |A| < |P | then // more processors can be used
6 childStatesA ← childStatesA ∪ {A ∪ {nextTask}};
7 return childStatesA

Allocation Cost Function

For branch-and-bound search using our AO state-space model to be effective,
we need an admissable heuristic to determine our cost function f , such that
f (s) gives a lower bound for the minimum length of any schedule resulting
from the partial partition A at state s. The efficiency of a branch-and-bound
search can be defined by the number of states in the state-space that need to be
examined before a provably optimal solution can be found [46]. To prove that
a solution is optimal, all states in the state-space with a lower f -value must
be examined and shown to not be solutions themselves. Such states are said to
be “critical” [21]. A tighter bound can make the search more efficient, while
a looser bound may make the search less efficient. This is because a tighter
bound is likely to increase the f -value of some states, possibly making them
no longer critical, while a looser bound can do the opposite.

In the case of allocation, there are two crucial types of information we can
obtain from a partial partition A, which allow us to determine a lower bound
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for the length of a resulting schedule. The first, and simplest, is how well the
computational load is balanced between the different groupings of tasks. In an
ideal case, with no gaps in execution, a processor assigned a grouping a ∈ A

will still require time equal to the sum of the computational weights w(n) of
the tasks n ∈ a, i.e.

∑
n∈a w(n), in order to finish. The overall schedule length is

therefore bounded by the total weight of the most heavily loaded grouping in
A. We improve this bound further by considering the time at which execution
can start on each processor. The earliest possible start time for a task n is
given by its allocated top level tlA(n). The earliest that a processor can begin
executing tasks can therefore be determined by finding the minimum allocated
top level among its assigned tasks n ∈ a. Similarly, the minimum bottom level
(disregarding the weight of the relevant task) among the grouping tells us the
minimum amount of time required to reach the end of the schedule once all
tasks on this processor have finished execution.We therefore add theminimum
allocated top level and minimum bottom level (disregarding the weight of the
relevant task) to each grouping’s computational load to obtain our first bound.

fload(s) = maxa∈A

{
minn∈atlA(n) +

∑
n∈a

w(n)

+ minn∈a(blA(n) − w(n))
}

(2.1)

The second bound derives from our knowledge of which communication
costs must be incurred, and is obtained from the length of the allocated critical
path of the task graph; that is, the longest path through the task graph given the
particular set of allocations. It is usual when finding a critical path for a task
graph to ignore the edge weights, as in an ideal case no communication costs
would need to be incurred. However, if two tasks i, j ∈ V have been assigned
to different groupings in A, and an edge ei j exists between them, we now know
that the communication represented by that edge must take place. Such edges
can therefore be included when determining the critical path, andmay increase
its length. As all computations and communications in the allocated critical
path must be completed in sequence, the overall schedule must be at least as
long, and this gives us our second bound. Figure 2.9 shows an example of an
allocated critical path. In practice, it is helpful to consider the allocated top and
bottom levels of the tasks when determining the allocated critical path, since
we use those values for several other calculations. The length of the longest
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Figure 2.9: The allocated critical path heuristic.

path in a task graph which includes a task n can be found by adding the top
and bottom levels of n. It follows that the length of the allocated critical path
is the greatest value for tlA(n) + blA(n) among all n ∈ V ′.

facp(s) = maxn∈V ′ {tlA(n) + blA(n)} (2.2)

Since we want the tightest bound possible, the maximum of these two bounds
is taken as the final f -value.

falloc(s) = max{ fload(s), facp(s)} (2.3)

By their nature, these two bounds oppose each other; lowering one is
likely to increase the other. The shortest possible allocated critical path can
be trivially obtained simply by allocating all tasks to the same processor,
but this will cause the total computational weight of that processor to be the
maximum possible. Likewise, the lowest possible computational weight on a
single processor can be achieved simply by allocating each task to a different
processor, but this means that all communication costs will be incurred and
therefore the allocated critical path will be the longest possible. Combining
these two bounds guides the search to find the best possible compromise
between computational load-balancing and the elimination of communication
costs.

2.4.2 Ordering

In the ordering phase, we begin with a complete allocation, and our aim is to
produce a complete schedule S. After giving an arbitrary ordering to both the
sets in A and the processors in P, we can define the processor allocation in
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S such that n ∈ ai =⇒ proc(n) = pi. The remaining step is to determine
the optimal start time for each task. Given a particular ordering of the tasks
n ∈ pi, the best start time for each task is trivial to obtain, as it is simply the
earliest it is possible for that task to start, considering the availability of the
processor and the precedence constraints induced by the incoming edges. To
complete our schedule we therefore only need to determine an ordering for
each set of tasks ai ∈ A. Our search could proceed by enumerating all possible
permutations of the tasks within their processors. However, it is likely that
many of the possible permutations do not describe a valid schedule. This will
occur if any task is placed in order after one of its descendants (or before one
of its ancestors).

In order to produce only valid orderings, an approach inspired by list
scheduling is taken. In this variant, however, each processor pi is considered
separately, with a local ready list R(pi). Initially, a task n ∈ pi is said to be
locally ready if it has no predecessors also on pi. At each step we can select
a task n ∈ R(pi) and place it next in order on pi. Those tasks which have
been selected and placed in order are called ordered, while those which have
not are called unordered. A simple definition of the local ready list states that
a task n ∈ pi belongs to R(pi) if it has no unordered predecessors also on
pi. Unfortunately, this formulation allows invalid states to be reached by the
search, as seemingly valid local orders may combine to produce a schedule
with an invalid global ordering. The simple definition still guarantees that
all valid schedules can be produced, and invalid branches of the state-space
can easily be removed from consideration: the f -value of certain invalid
states is undefined, and in calculation will increase indefinitely. However, an
indeterminate amount of work may be wasted in exploring these invalid states.
A correct formulation of the local ready list requires that any task ni which
is ordered on pi must be subsequently considered to be a predecessor of any
task n j on pi which is still unordered. This more complex ready condition is
explained in detail in Section 2.5.

After a task n has been ordered, each of its descendants on pi must be
checked to see if the ready condition has now been met, in which case they
will be added to R(pi). Following this process to the end, we can produce
any possible valid ordering of the tasks on pi. Figure 2.10 illustrates a single
state in an ordering state-space, and shows the options for branching which
are available. In this example, several tasks have already been ordered on
processor P1, and it has again been selected for consideration. Since they have
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Figure 2.10: A single state in the ordering state space.

no unordered predecessors also on P1, tasks e and f are both ready to be
ordered. There are therefore two possible children of this state, one in which
each of these ready tasks is placed next in order on P1. Note that f is ready
to be ordered despite the fact that its parent, d, has not been ordered. Since
d is allocated to a different processor, it is not considered when determining
the readiness of f . Neither is its own parent, a, which would necessarily have
been the very first task scheduled under the ELS model.

Producing a full schedule requires that this process be completed for all
processors in P. At each level of the search, we can select a processor pi ∈ P

and order one of its tasks. The order in which processors are selected can be
decided arbitrarily; however, in order to avoid duplication, it must be fixed by
some scheme such that the processor selected can be determined solely by the
depth of the current state. The simplest method to achieve this is to proceed
through the processors in order: first order all the tasks on p1, then all the tasks
on p2, and so on to pn. Another method is to alternate between the processors
in a round-robin fashion. Unlike in exhaustive list scheduling, tasks are not
guaranteed to be placed into the schedule in topological order. When a task
is ordered, its predecessors on other processors may still be unordered, and
therefore their start times may not be known. During the ordering process,
therefore, a task n may only be given an estimated earliest start time eest(n).
For all unordered tasks, eest(n) = tlA(n), its allocated top level. For ordered
tasks, we first define prev(n) as the task ordered immediately before n on the
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same processor proc(n). We also define the estimated data ready time edrt(n).
If n j is a source task, with no parent tasks, then we have:

edrt(n j) = 0

Otherwise, if n j has one or more parents, the edrt is defined as:

edrt(n j) = max
ni∈pred(nj )

eest(ni) + w(ni) +


c(ei j), proc(ni) , proc(n j)

0, otherwise


(2.4)

We then have the following for eest:

eest(n) =


edrt(n), prev(n) = ∅

max(eest(prev(n)) + w(prev(n)), edrt(n)), prev(n) , ∅
(2.5)

These are the same as the conditions for determining the earliest start time
of a task in ELS whose ancestors have already been scheduled, but replacing
the fixed, known start times of these ancestors with estimated earliest start
times in each instance.

In our implementation, the changes in estimated earliest start times caused
by the ordering of each new task n∆ are propagated recursively. First, eest(n∆)

is calculated based on the EEST of the parents of n∆, and the EEST of the
task immediately preceding it on its processor proc(n∆). The algorithm then
proceeds to update the EEST of all ordered tasks whose start times depend
on n∆ - any of its children which, being allocated to a different processor,
may have already been ordered. Once the EEST of all these tasks has been
recalculated, we continue propagating to any previously ordered tasks which
depend on them, and so on. In this case, dependent tasks include not only
children, but also tasks which may be scheduled immediately after them on
their respective processor. The red arrows in figure 2.11 show how the EEST
updates are propagated after the ordering of task a, both through the original
communication dependencies in the task graph and the new dependencies
determined by the previously decided ordering.

In this way, we have solved the problem of duplicates arising from making
the same decisions in a different order. By allocating each task to a processor
ahead of time, and enforcing a strict order on the processors, it is no longer
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Figure 2.11: Updating estimated earliest start times after ordering a new task.

possible for these situations to arise. Where before we might have placed task
n2 on p2 and then task n1 on p1, we now must always place task n1 on p1 and
then task n2 on p2.

Lemma 2.2. The ordering phase of the AO model can produce all possible
valid orderings of tasks and there is only one unique sequence that produces
each possible ordering.

Proof. This proof is similar to that of Lemma 2.1. We show how any given
complete valid schedule SΩ, which implies the complete allocation Ax , is
constructed with the proposed ordering procedure and that there is only one
possible choice at each step. Consider the sequence of moves required to
replicate SΩ. We begin with an empty schedule S, and then select processors
for consideration in a fixed and deterministic order (e.g. round robin). Say that
we select pi. In schedule SΩ, there is a task nx which is next in order on pi.
Since SΩ is a valid schedule consistent with Ax , nx must belong to the current
ready queue for pi. Since nx is next in order in SΩ, it must be selected to be
ordered next in S. At each step, there is exactly one possible move that can be
taken in order to keep S consistent with SΩ. Since there is always at least one
move, it is possible to produce any schedule consistent with Ax in this fashion,
and because there is always at most one move, there is only one path that will
produce a given schedule. Since each distinct schedule can only be produced
with one unique sequence of moves, duplicate schedules are not possible.
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Please note that this lemma is not ruling out the creation of invalid order-
ings. How they are avoided is discussed in 2.5.

Ordering Cost Function

The heuristic for determining f -values in the ordering stage follows a similar
pattern to that for allocation. The difference lies in the fact that independent
tasks allocated to the same processor can now delay one another. During the
allocation phase, our critical path heuristic assumes that every task begins as
early as it theoretically could on the processor it is assigned to, only based on
the allocated top-level. Another way of looking at this is that we assume that
every task will be first in order (and that this is also true for all ancestors).
Clearly this is not the case, and as we decide the actual order of the tasks on a
processor p, the tasks which are placed earlier in the order are likely to push
back the start times of the tasks placed later in the order, as they must wait to
be executed. Communications from other processors can also introduce idle
times, during which the processor does nothing as the data required for the
task next in order is not yet ready. The eest of a task takes both of these factors
into account. For each state s, the current estimated finish time of a processor
pi is the latest estimated finish time of any task n ∈ V : proc(n) = pi which
has so far been ordered. This estimated finish time must include both the full
computation time of each task already ordered on pi, as well as any idle time
incurred between tasks.

With this in mind, we define our two bounds like so: first, the latest
estimated start time of any task already ordered, plus the allocated bottom
level of that task. We refer to this as the partially scheduled critical path, as
it corresponds to the allocated critical path through our task graph, but with
the addition of the now known idle times and intra-processor communication
delays.

fscp(s) = max
n∈V
{eest(n) + blA(n)} (2.6)

Second, the latest finish time of any processor in the partial schedule, plus
the total computational weight of all tasks allocated to that processor which
are not yet scheduled.

fordered−load(s) = max
p∈P

tf (p) +
∑

n∈unordered(s):proc(n)=p

w(n)
 (2.7)
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Again, this corresponds to the total computational load on a processor with
the addition of now known idle times and intra-processor delays. To obtain
the tightest possible bound, the maximum of these bounds is taken as the final
f -value.

forder(s) = max{ fscp(s), fordered−load(s)} (2.8)

2.4.3 Combined State-Space

Solving a task scheduling problem instance requires both the allocation and
ordering sub-problems to be solved in conjunction. To produce a combined
state-space, we begin with the allocation search tree, SA. The leaves of this
tree represent every possible distinct allocation of tasks in G to processors in
P. Say that leaf li represents allocation Ai. We produce the ordering search
tree SOi

using Ai. The leaves of SOi
represent every distinct complete schedule

of G which is consistent with Ai. If we take each leaf li in SA and set the root
of tree SOi

as its child, the result is the combined tree SAO, the leaves of which
represent every distinct complete schedule of G on the processors in P. Figure
2.12 demonstrates how all of the ordering sub-trees in SAO sprout from the
leaves of the allocation tree above them.

a

a
a

a

o

o

o

o o
o o

o o

Figure 2.12: A possible search path through the combined state space.

A branch-and-bound search conducted on this state-space will begin by
searching the allocation state-space. Each allocation state representing a com-
plete allocation has one child state, which is an initial ordering state with
this allocation. When considering the allocation sub-problem in isolation, we
define the optimal allocation as that which has the smallest possible lower
bound on the length of a schedule resulting from it. Unfortunately, these lower
bounds cannot be tight and therefore it is not guaranteed that the allocation
with the smallest lower bound will actually produce the shortest possible
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schedule. This means generally that in the combined state-space, a number
of complete allocations are investigated by the search and have their possible
orderings evaluated, as represented by the red arrow in figure 2.12. The tighter
the bound which can be calculated, the more quickly the search is likely to be
guided toward a truly optimal allocation.

2.5 Avoiding Invalid States

The simple definition of a ready list as described in Section 2.4.2 enforces
valid local orders for all processors, but in some cases their combination can
be an invalid global ordering. To explain why this happens, we model a partial
schedule as a graph showing all of the dependencies between tasks. For a task
graph G, a partial schedule S′ can be represented by augmenting G to produce
a partial schedule graph GS′ .We begin with the graph G. Say that in S′, a task
n1 is ordered on processor p1, and a task n2 is also ordered on p1, but later
in the sequence. We check for the edge e12 in the task graph. If e12 < E , we
add e12 to E . This new edge represents that, according to the ordering defined
by our partial schedule, n2 must begin after n1. This edge has no weight,
as it does not represent a communication. This can be considered as a new
type of dependency, which we call an ordering dependency, as opposed to
the original communication dependencies in G. Once edges have been added
corresponding to all ordered tasks in S′, we have our graph GS′. The presence
of a cycle in this graph indicates that the ordering is invalid, as a cycle of
dependencies is unsatisfiable. Since the graph G is acyclic, and if ni is an
ancestor of n j in G then the ordering edge e ji cannot be created, it is necessary
that any cycle in GS′ will contain at least two ordering edges. Figure 2.13
shows a minimal example of such a cycle, with ordering edges marked by
dashed lines.

In our preliminary work in [69], such states were removed from consid-
eration during the search as their cyclic nature made their f -values increase
infinitely during calculation, until they passed an upper bound for the schedule
length and it was clear they could be ignored. However, it is possible for a
state to exist in which no cycle yet exists, but for which it is inevitable that
a cycle will be created as the ordering process continues. Say, for example,
that the introduction of edge ei j would create a cycle in GS′, but in S′ the
task ni has already been ordered while n j has not. In order for the schedule to
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Figure 2.13: A minimal example of a cycle created by ordering edges.

be completed, n j must eventually be ordered, at which point a cycle will be
formed. Here, S′ represents an entire sub-tree of states from which no valid
schedule can be reached. None of these states can be selected as the optimal
solution, so this does not present a threat to the accuracy of the search process.
However, it does represent a potentially substantial amount of wasted work
performed by the search algorithm. Ideally the formulation of the AO model
would be such that it allows the creation of any valid solution, and only valid
solutions.

The key to avoiding this unnecessary work is the observation that, given
that ni has been ordered and n j has not, it is inevitable that n j must eventually
be ordered later than ni. Therefore, for all descendants of this partial schedule
in which n j is ordered, the ordering edge ei j must be in GS′. We can therefore
define a more useful augmented task graph, G∗S′, which “looks ahead” to
determine cycles that must inevitably occur. In this graph, the ordering edge
ei j exists if proc(ni) = proc(n j) and either n j is ordered later than ni, or ni

has been ordered and n j has not.
To avoid these cycles, we propose a modification to the condition we use

to determine if a task is free to be ordered. The new condition is this: a
task ni on processor pi is free to be ordered if it has no ancestors in graph
G∗S′ which are also on pi and have not already been ordered in S′. In the
original formulation of AO, this condition used only the graph G. However,
the ordering edges specific to the partial solution S′must be considered equally
with the communication edges that are common to all partial solutions. The
creation of a cycle in G∗S′ requires that an ordering edge is introduced from a
task ni to task n j , where ni was already reachable from n j using at least one
ordering edge. By definition, this means that n j is the ancestor of ni in G∗S′.
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Therefore, according to the new condition, ni cannot be considered free until
n j has been ordered, meaning that the edge ei j can never be introduced and
the cycle can never be formed. By treating the ordering dependencies created
during the ordering process in the same way as the original communication
dependencies, we ensure that states with an invalid global ordering cannot be
reached.

We implement this more precise definition of a free task by maintaining
a record of G∗S′ with each state in the form of a transitive closure matrix.
Whenever a new task is ordered, the transitive closure is updated to reflect the
new ordering dependencies. We can then use this matrix to determine which
tasks are free when creating the children of a state.

2.5.1 Evaluation

Use of the simpler definition of the ready list as in Section 2.4.2 does not pro-
duce incorrect results; invalid states eventually have their f -values escalate
indefinitely, and hence are quickly removed from consideration. An inde-
terminate amount of work was wasted before reaching and removing these
obviously wrong states, however. We therefore find it necessary to evaluate
whether the work saved by avoiding invalid states outweighs the additional
algorithmic overhead necessary to do so. To determine experimentally the im-
pact of this, we performed A* searches on a set of task graphs using versions
of the model both with invalid state avoidance and without. Task graphs were
chosen corresponding to a wide variety of program structures. Approximately
270 graphs with 21 tasks were selected. These graphs were a mix of the fol-
lowing DAG structure types: Independent, Fork, Join, Fork-Join, Out-Tree,
In-Tree, Pipeline, Random, Series-Parallel, and Stencil. We attempted to find
an optimal schedule using both 2 and 4 processors, once each for both ver-
sions of AO, giving a total of over 1000 trials. All tests were run on a Linux
machine with 4 Intel Xeon E7-4830 v3 @2.1GHz processors. The tests were
single-threaded, so they would only have gained marginal benefit from the
multi-core system - for example, due to parallel garbage collection. The tests
were allowed a time limit of 2 minutes to complete. For all tests, the JVM was
given a maximum heap size of 96 GB. A new JVM instance was started for
every search, to minimise the possibility of previous searches influencing the
performance of later searches due to garbage collection and JIT compilation.
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Figure 2.14: Comparing the performance of AO with and without invalid
states.

Figure 2.14 shows the results of these tests. We use a form of plot known
as a performance profile: the x-axis shows time elapsed, while the y-axis
shows the cumulative percentage of problem instanceswhichwere successfully
solved by this time. Both versions of AO were able to solve approximately
70% of the problem instances within 2 minutes, with a slight advantage for
invalid state avoidance. This suggests that the presence of invalid states does
not have too much of a negative impact on average. It also suggests, however,
that the addition of the transitive closure and associated operations does not
significantly slow down the implementation of the AO formulation.

2.6 Pruning Techniques and Optimisations

Now that the novel AO model and the search through its solution space have
been proposed, it is important to investigate pruning techniques and other
optimisations which can be used with it. A search of the AO state-space
model is theoretically able to benefit from several pruning techniques and
optimisations already developed for ELS. Namely, these are identical task
pruning, fixed order pruning and a heuristic upper bound [92, 87]. We discuss
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them in the following, see which have become obsolete and then propose a
new additional optimisation.

2.6.1 Adapted from ELS

Identical Task

Two tasks A and B are considered identical if they are indistinguishable from
each other in any way except by their name [92]. This means they have the
same weight, same children, same parents, and same communication costs to
and from those respectively. If tasks are identical, then their positions in any
schedule can be freely swapped without any effect on the rest of the schedule.
Therefore, the relative ordering of a set of such tasks, I, does not matter. We
only need to consider one such order for our search.

To do this in ELS, we augment the task graph by creating a chain of “virtual
edges” linking tasks in I. A virtual edge from task A to task B prevents B

from being considered for scheduling before A, but does not imply any other
dependency. It has no weight, and A does not have to finish before B can be
started. Virtual edges, therefore, only have an impact on deciding which tasks
belong to the current ready list. B cannot be added to the ready list until A is
scheduled. In this way it is ensured that only one order for the identical tasks
in I is allowed.

In AO, this pruning can also be applied, but we need to distinguish the
allocation (A) and the ordering (O) phase. In the allocation phase we take
advantage of identical tasks to provide additional pruning . Not only does the
ordering of identical tasks not matter, a task A on processor p1 can be swapped
with its identical task B on p2 without consequence. The processor that an
individual task in a set of identical tasks is allocated to does not matter. What
matters, therefore, is what number of the tasks in I belong to each part of the
allocation. While building our allocation, we give the parts of the allocation
an arbitrary index order. Say that part ax ∈ A is the part with highest index to
which any task in I is allocated. When a task ni ∈ I is next to be allocated,
we restrict the parts to which it may be assigned to only those ai ∈ A|i ≥ x.
Essentially, as we allocate the tasks in I, we first decide how many of the
identical tasks are assigned to a0, then how many are assigned to a1, and so
on. In this way, we avoid producing any allocations which differ only in the
permutation of identical tasks across processors.
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During the ordering phase the pruning technique is applied in much the
same way as in ELS. However, since we consider only local ready lists, the
virtual edges are not always relevant. If identical tasks A and B are allocated
to the same processor, then the virtual edge from A to B will be respected, and
only orderings in which A goes before B will be produced. If A and B are on
different processors, however, then the order in which they are considered for
scheduling is instead decided by the order in which processors are considered.
These virtual edges will therefore be ignored.

Heuristic Upper Bound

A solution to a task scheduling problem can be found quickly (that is, in
polynomial time) using a heuristic algorithm. The length of an approximate
solution can then be used as an upper bound for f -values in an optimal search.
Since we have an example of a solution with this length, it is guaranteed that
no solution with a higher f -value can be optimal. The A* algorithm will
not examine states with higher f -values than the optimal solution, so this
optimisation will not prevent additional states from being created. However,
it can save memory as states that will never need to be examined do not need
to be stored. Additionally, if the heuristic happens to find an optimal solution,
it saves us from searching through an indeterminate number of equal f -value
states. As soon as our best state has that f -value, we know we can stop and
take the heuristic solution - now proven to be optimal [92, 87].

The AO model is able to use this technique in just the same way as ELS,
with no special consideration required.

Fixed Task Order

For a fork graph, it is guaranteed that an optimal schedule exists in which
the tasks are scheduled in order of non-decreasing in-edge weight [92]. Given
such an order for the tasks, all that is required to find the optimal schedule is a
search for an optimal allocation of tasks. Conversely, for join graphs, the same
is true if the tasks are scheduled in order of non-increasing out-edge weight.
In a fork-join graph, if an order can be found which satisfies both the fork
and the join condition simultaneously, then this order is also optimal. We can
therefore fix the order of this set of tasks, eliminating the need to search all
permutations.
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In fact in ELS, whenever the current set of ready tasks fulfills these condi-
tions, their order can be fixed [92]. This fixed order can then be followed until
changes to the ready list invalidate the fixed order conditions. This property
allows the technique to be extended to graphs which are not purely independ-
ent, a fork, join, or fork-join, but merely contain these as a sub-structure. If
in any state the current ready tasks all belong to such a sub-structure, it may
be possible to fix their order. It also means that if a fork-join graph does not
immediately meet the fixed order conditions, the conditions may still be met
in subsequent states and allow the order to be fixed for certain sub-trees.

For AO, if we are able to fix the order of all the tasks in a graph then
only the allocation phase of our search is relevant, and the ordering phase
becomes trivial. Generally, in the ordering phase, we can apply our fixed order
conditions to the tasks in a local ready list. If the conditions hold for the
currently ready tasks on a given processor, then the local order of these tasks
can be fixed. Since these local ready lists are smaller than the global ready
list of ELS, they are less likely to contain a task which contradicts the fixed
order conditions. Additionally, the number of chances for an order to be fixed
increases by a factor of |P |. It is therefore probable that the order of tasks can
be fixed more often when using AO, albeit for smaller sets of tasks. We can
even fix the order of multiple fork-join substructures in a graph at the same
time, as long as they are assigned to different processors.

2.6.2 Obsolete

Since there are no duplicates in the AO model, the pruning techniques used to
mitigate the impact of duplicates in ELS [69] are no longer relevant.

Duplicate Detection

In ELS, there is no way to mitigate the effect of independent scheduling order
duplicates (Section 2.2.3) except to keep a record of all states found so far.
Binary search trees are used to store both an open set (containing states created
but not yet explored) and a closed set (containing states which have already
been expanded) [87]. Each time a state is created, it must be ensured that
neither the open nor the closed set already contain this state. If they do, then
this state is a duplicate and is discarded. The need for the closed set means
that all states created must be kept in memory for the duration of the search.
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The time taken to search the open and closed sets is O(log(k)), where k is the
number of states so far created by the search.

Since there are no duplicates in AO, it is not necessary to maintain a closed
list. It is also unnecessary to compare new states against the open list, which
permits the use of more efficient data structures for the open list. AO therefore
has a very large advantage in terms of memory usage, and a small but perhaps
practically significant advantage in time complexity.

Processor Normalisation

In order to avoid processor permutation duplicates (Section 2.2.3) in ELS,
each state created has its partial schedule S′ transformed into a normalised
form S′N [87]. In the ELS implementation compared here, we rename and
therefore “re-order” the processors to which tasks are assigned in S′, in a way
that ensures that all processor permutation duplicates of S′ are transformed
to the same normalised form. First, we give a total ordering to the tasks in
V . This can be any order, so long as it is used consistently, but is likely to
be the same topological order used elsewhere. We can then define min(pi)

as the task n with lowest value among those assigned to pi. The ordering
of processors is then defined such that min(pi) < min(p j) =⇒ pi < p j .
Once the processors are re-ordered according to this scheme, we have our
normalised partial schedule S′N . By normalising all states in this way, we can
use the previously discussed duplicate detectionmechanism in order to remove
processor permutation duplicates from consideration.

The method used by the AO model for its allocation phase makes this pro-
cess unnecessary, as it simply does not allow these duplicates to be produced
in the first place. In essence, the method of iteratively building a partition from
an ordered list of tasks ensures that each state produced is automatically in its
normalised form. In other words, if the processor normalisation process were
to be applied to one of AO’s partial allocations no re-ordering would ever take
place, as the processors are in their normalised order at all times.

2.6.3 Novel

Graph Reversal

Among the standard task graph structures, there are several pairs which differ
only by the direction of their edges. Most obviously, reversing the edges of a
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fork graph produces a join graph, and vice versa. It can also be observed that,
for both the ELS and AO models, join graphs are significantly more difficult
to solve than fork graphs, as evident in Figure 2.16. This arises from the fact
that in both models tasks are allocated to processors in a topological order.
In a fork graph, all communications originate from the source task. Being
a source, and therefore first in topological order, this task is always the first
to be allocated, and from that point on it will always be known whether a
communication cost is incurred or not as soon as the other corresponding task
is allocated. Conversely, in a join graph, all communications go to the sink
task. Since it is last in topological order, all other tasks are allocated before it
without any knowledge of which communications are incurred. The decision
of which communication costs to set to zero is made all at once, in the last
step. Since knowledge about communication costs is critical to determining a
lower bound on the eventual length of a partial schedule, it is clear to see why
fork graphs, where this information is always available, can be solved much
more efficiently than join graphs, where this information is not available until
too late.

We define R(G), the reverse of a task graph G, simply by reversing the
direction of each edge e ∈ G. If we do this for a join graph, the result is
a corresponding fork graph. We can then find an optimal schedule S∗R(G) for
this reversed graph. If this reversed graph is now a fork, it can be solved
much more efficiently than the original join. Our optimal schedule for R(G)

can then be reversed to obtain a valid schedule for G. Reversing a schedule
simply means reversing the ordering of the tasks allocated to each processor,
so that the task scheduled first is now scheduled last, and so on. Using this
ordering, each task is started as early as possible, subject to the processor
availability and precedence constraints. This reversed schedule R(S∗R(G)) is
now an optimal schedule S∗G for the original graph. This known result is easy
to show. Taking a schedule and reversing its time line, while at the same time
reversing the direction of all edges results in a valid schedule for the reversed
graph. The reversed schedule and the original must have the same length - the
same computation and communication delays occur, only in backwards order.
In the reversed schedule, not all tasks might start at their earliest possible time,
but rescheduling them earlier has no negative impact on the schedule length
(this is done automatically in the above described procedure as we only take
the order of the tasks). If a shorter schedule for G existed, it could in turn be
reversed to produce a shorter valid schedule for R(G), and so S∗R(G) could not
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have been an optimal schedule in the first place. Instead of solving difficult
join graphs, we can instead transform them into fork graphs, solve these much
more easily, and then transform the resulting schedules to produce optimal
schedules for the original joins. This technique is also applied to out-tree and
in-tree graphs, of which fork and join are special cases, respectively.

2.7 Evaluation

In this section we evaluate the benefit of the new AO state-space model in
the search for optimal solutions. For this purpose it is compared against the
use of the ELS model. The empirical evaluation was performed by running
branch-and-bound searches on a diverse set of task graphs using each state-
spacemodel. Task graphs were chosen that differed by the following attributes:
graph structure, the number of tasks, and the communication-to-computation
ratio (CCR). Table 2.1 describes the range of attributes in the data set. A set of
1360 task graphs with unique combinations of these attributes were selected.
These graphs were divided into four groups according to the number of tasks
they contained: either 10 tasks, 16 tasks, 21 tasks, or 30 tasks. An optimal
schedule was attempted for each task graph using 2, 4, and 8 processors, once
each for each state-space model. This made a total of 4080 problem instances
attempted per model. Searches were performed using the A* search algorithm.
All pruning techniques discussed in the previous section were applied to each
state-space model that could take advantage of them.

The implementations were built with the Java programming language.
An existing implementation of ELS [92] was used as the basis for an AO
implementation, with code for common procedures shared wherever possible.
Notably, the basic implementation of the A* search algorithm is shared, with
the implementations differing only by how the children of a search node are
created. The implementations of commonly applicable pruning techniques are
also shared. Using this approach, the differences observed in the experimental
results are most likely due to the different models and not implementation
artifacts.

All tests were run on a Linux machine with 4 Intel Xeon E7-4830 v3
@2.1GHz processors. The tests were single-threaded, so they would only
have gained marginal benefit from the multi-core system - for example, due to
parallel garbage collection. The tests were allowed a time limit of 2 minutes to
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Graph Structure No. of Tasks CCR values

• Independent

• Fork

• Join

• Fork-Join

• Out-Tree

• In-Tree

• Pipeline

• Random

• Series-Parallel

• 10

• 16

• 21

• 30

• 0.1

• 1

• 10

Table 2.1: Range of task graphs in the experimental data set.

complete. For all tests, the JVM was given a maximum heap size of 96 GB. A
new JVM instance was started for every search, to minimise the possibility of
previous searches influencing the performance of later searches due to garbage
collection and JIT compilation.

2.7.1 Results and discussion

For the 10-task group, every problem instance was solved within at most 3
seconds, regardless of the state-spacemodel used. It is apparent that both mod-
els are powerful enough that task graphs this small will not present a challenge,
and so we will not discuss these results further. The other three groups will be
discussed in detail in the following. Figure 2.15 shows performance profiles
(as used in Section 2.5.1) that compare the performance of the two models,
broken down by graph size. These charts indicate the accumulated percent of
problem instances in the data set that were successfully solved after a given
time had elapsed, up to the timeout of 120 seconds. In the 16 task group, a
large majority of the problem instances were able to be solved by both models,
but AO gives a clear advantage. By the timeout, 90% of instances were solved
by AO, while only 77% were solved by ELS. In the 21 task group, we see
an even more dramatic difference: while ELS solves only 46% of instances
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Figure 2.15: Overall performance of the two models.

within two minutes, AO manages to solve 70%. Graphs of size 30 are difficult
to solve within two minutes for both models. Although ELS is seen to have a
slight advantage in the first few seconds of run-time, by the end of two minutes
the lines have converged and both models solve 19% of instances. Overall,
AO has significantly better performance in these experiments, particularly in
the “medium difficulty” 21 task group. Not only does it solve more instances
within a few seconds, the gap between the models widens as time goes on,
with AO consistently solving more instances than ELS.

Breaking the results down by graph structure, we see that AO has a clear
advantage for most structures. Figure 2.16 shows the percentage of instances
solved within the time limit by model, in stacked bar charts across the dif-
ferent structures. In the 16 and 21 task graphs, AO dominates ELS in almost
all structures. For 30 tasks, it is clear that graphs of this size present a sig-
nificant challenge for both models, as a large majority of problem instances
were not solved by either. Overall, both models solved 19% of graphs in this
group. ELS shows better performance with Independent, Random, and Sten-
cil graphs, while AO is better for the other structures. The large number of
non-solved instances in this size category makes it difficult to draw further
conclusions. Comparing by the communication-to-computation ratio of the
task graphs (Figure 2.17), we see that AO has an advantage at all values, but is
dramatically better at solving graphs with very high CCR of 10. By deciding
the allocation of tasks first, a search using the AO model very quickly determ-
ines the entire set of communication costs which will be incurred. Allocations
which incur very large communication costs are likely to be quickly ruled out,
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Figure 2.16: Performance of the models broken down by graph structure.
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Figure 2.17: Performance of the models broken down by CCR.

and knowledge of all the communication costs can be used in the calculation of
f -values throughout the ordering stage. For graphs in which communication
is dominant, it is intuitive that early knowledge of the communication would
allow more efficient decision-making, and these results support that intuition.

The newly implemented reversed-join pruning technique allowed for a
dramatic increase in the number of join and in-tree task graphs able to be
solved, as seen in Figure 2.18, where the “-R” structure name extension
indicates that the graphwas reversed before scheduling. As would be expected,
the performance trend for reversed join graphs is very similar to that for fork
graphs, and the same is true for reversed in-tree and out-tree graphs. Both AO
and ELS are able to solve many more graphs this way, but the impact is more
significant for AO.

2.8 Advanced Lower Bound Heuristics

Section 2.4 described intuitive and essential bounds and corresponding f -
value functions to use for the initial implementation of the AO state space.
However, it is likely that tighter bounds could improve the performance of
searches using AO. Below we describe various improvements which allow
these bounds to be tightened in some circumstances. These new bounds all
apply to the allocation phase of the state-space. Since this is the part of the
model which is most distinct from ELS, it appears to offer the most new
opportunities for heuristic development.
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Figure 2.18: The effect of reversing Join and In-Tree task graphs.

Minimum Finish Time

The allocation-load heuristic (Section 7, fload(2.1)) was intended to provide
an estimate for the finish time of each processor, using the trivial fact that a
processor will require at least as much time as is necessary to execute all of its
allocated tasks. The addition of the minimum allocated top and bottom levels
was a simple step which acknowledged that processors must sometimes wait
for data to be communicated to thembefore they can begin execution.However,
it is also often the case that a processor cannot execute all of its tasks in one
unbroken stretch, and additional idle time must occur. Idle time is time during
the run of a schedule when a processor is not performing any computation.
This is often necessitated when a processor has finished execution of one task
but has not yet received all data necessary to begin the next task in order. It is
required to wait while computation and communication associated with that
task’s ancestors is performed by other components of the system. The time at
which a processor receives all the necessary data for a task n and may begin
execution is known as the data-ready time, drt(n). In any schedule, for a given
task n, it must always be the case that ts(n) ≥ drt(n) ≥ tlA(n). It follows from
this that we may obtain a tighter bound by considering the allocated top levels
of all tasks on a processor, thereby including some additional idle time.

Consider a single grouping a in a partial partition A.When scheduled, each
task n ∈ a will have some finish time t f (n) = ts(n) + w(n). We wish to find
a lower bound for the value TF(a) = maxn∈a{t f (n)}. A simple observation
is that TF(a) ≥ maxn∈a{tlA(n) + w(n)}: the minimum finish time must be



Advanced Lower Bound Heuristics 63

at least as large as the maximum of the earliest possible finish times of the
tasks. However, in many cases a task n will not be able to start at tlA(n)

without overlapping execution of tasks and violating the processor constraint.
Execution of the final task must be delayed until all other tasks are completed.

Given a total ordering Oa for the tasks n ∈ a, let task ni be the ith in
order according to Oa. The earliest possible starting time for task ni adher-
ing to order Oa is then test(ni,Oa) = max{tlA(ni), test(ni−1,Oa) + w(ni−1)},
with test(n0,Oa) = tlA(n0). It follows for the order Oa that TF(a,Oa) ≥

maxn∈a{test(n,Oa) + w(n)}.
To use this in a lower bound, we now need to find an ordering which

minimises TF(a).

Lemma 2.3. Let OtlA
a be the ordering of the tasks n ∈ a in non-descending

allocated top level order tlA. Then TF(a,O
tlA
a ) ≤ TF(a,Oa) for all possible

orders Oa of tasks in a.

Proof. The proof is by contradiction. Assume there is an ordering O∗a , OtlA
a

with TF(a,O
tlA
a ) > TF(a,O∗a). Now consider two adjacent tasks n j−1 and n j ,

1 ≤ j ≤ |a|−1, in the orderingO∗a. If tlA(n j) ≥ tlA(n j−1), they are already in the
same relative order as in OtlA

a . Otherwise, their order can be swapped without
increasing the earliest start time of the following tasks, test(ni), ∀i > j. This is
true because tlA(n j) < tlA(n j−1), and so there is no gap (idle time) between the
two tasks. This means they can be swapped and placed again without any gap,
such that the now first task n j starts at the original test(n j−1O∗a). Following this,
the now later task n j−1 will finish at the original t f (n j,O∗a), and therefore the
swap does not impact on the following tasks in the order. Repeatedly swapping
all task pairs that are not in order until there is no such pair left, will then
bring all tasks of a into OtlA

a order with the same TF(a,O∗a) as before, which is
a contradiction to the original assumption.

We have shown that by ordering the tasks n ∈ a by non-descending
allocated top level, we can obtain a lower bound for TF(a), which we call
T∗F(a). Adding the minimum bottom level to this, as explained in the previous
section, achieves an even tighter lower bound for the overall schedule.

Additionally, an analogous bound T∗S (a) can be found by arranging the
tasks in an order Obl

a , such that bl(ni) − w(ni) ≥ bl(ni+1) − w(ni+1), and
assigning them as-late-as-possible start times. Note that this is equivalent to
the process of finding T∗F(a) on a reversed task graph. Where T∗F(a) is a lower
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bound on the time between the start of the overall schedule and the end of
execution of the last task on the processor, T∗S (a) is a lower bound on the time
between the start of execution of the first task on the processor and the end
of the overall schedule. This can of course be combined with the minimum
allocated top level in just the same way as T∗F(a) is with the minimum bottom
level. Finally, we can combine all of this to obtain our new overall bound:

fload−mft(s) = maxa∈A

{
max{T∗F(a) + minn∈a(blA(n) − w(n)),

minn∈atlA(n) + T∗S (a)
}

(2.9)

Critical Path Load

The allocated critical path heuristic (Section 7, facp2.2) can be improved by
closer examination of the reasons for using top and bottom levels. The top
level tl(n) gives us a lower bound on the time before a task n can start. The
bottom level bl(n) gives us a lower bound on the time between the start of
task n and the overall finish time of the schedule. These are determined by
finding the “critical paths” in the task graph that begin and end with that
task, respectively. However, as shown by use of the allocation-load heuristic,
combining a critical path with a load balancing heuristic gives us a tighter
bound. To apply this to top and bottom levels, we can examine the ideal load
balancing of the tasks preceding and following our task n. We call these the
top load, tload(n), and bottom load, bload(n).

We use a well-known simple load-balancing bound found by summing the
weights of all relevant tasks and dividing by the total number of processors.
For the top load, this means the sum of the weights of all ancestors of our
task: since they all must finish execution before our task starts, a perfect load
balancing of these tasks gives a lower bound for the start of our task. Therefore,
tload(n) =

∑
i∈ancestors(n) w(i)/|P |. Similarly, the bottom load uses the sum of

the weights of all descendants of our task: since they all must start execution
after our task finishes, a perfect load balancing gives a lower bound for the time
required to finish the schedule, and so bload(n) =

∑
i∈descendants(n) w(i)/|P |.

The top and bottom load values are not affected by allocation, and therefore
need only be calculated once at the beginning of the search process. When
determining the allocated critical path, we can use whichever is the maximum
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Heuristic Profile Description
Baseline Previously used heuristics, Eqs. (2.1) and (2.2).

CritPathLoad facp(2.2) is replaced by facp−load(2.10).
MinFinishTime fload(2.1) is replaced by fload−idle(2.9).

Table 2.2: Heuristic profiles used for experimental trials.

of the top level or top load of each task (and similarly, bottom level or bottom
load) to find a tighter overall bound:

facp−load(s) = maxn∈V ′

{
max(tlA(n), tload(n))

+ max(blA(n), bload(n))
}

(2.10)

2.8.1 Evaluation

To determine experimentally the impact of these new lower bound heuristics,
we performed A* searches on a set of task graphs using various heuristic
profiles, detailed in Table 2.2. To clearly see the effect of these novel lower
bounds, we keep the A* search algorithm fixed, except for the changes in the f -
value calculation using the proposed bounds. In each trial, the number of states
created by the A* search before reaching an optimal solution was recorded.
The same set of task graphs was used as in Section 2.7. We attempted to find
an optimal schedule using 4 processors, once each for each heuristic profile,
giving a total of over 1000 trials. As before, the algorithms were implemented
in the Java programming language. All tests were run on a Linuxmachine with
4 Intel XeonE7-4830 v3@2.1GHz processors. The tests were single-threaded,
so they would only have gained marginal benefit from the multi-core system -
for example, due to parallel garbage collection. The tests were allowed a time
limit of 2 minutes to complete. For all tests, the JVM was given a maximum
heap size of 96 GB. A new JVM instance was started for every search, to
minimise the possibility of previous searches influencing the performance of
later searches due to garbage collection and JIT compilation.

Figure 2.19 shows the results of these tests as performance profiles for the
three heuristics. It is obvious that the CPL heuristic produces no difference
from the baseline, with both solving 71% of instances overall. This suggests
that the top and bottom load metrics rarely produce a critical difference when
compared to top and bottom level. However, MFT does show an advantage
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Figure 2.19: Comparing percent of instances solved with different heuristic
profiles.

over the baseline, with a total of 74% of instances solved. The inclusion of
necessary idle time in the processor load heuristic is significant enough to
produce a difference of 3% of total graphs solved. Further, that advantage
is achieved very early in the A* search, which makes this even more useful.
This noticeable improvement of the AO-based A* search demonstrates the
further potential that this new AO model may show as better f functions are
discovered.

2.9 Conclusions

Previous attempts at optimal task scheduling through branch-and-boundmeth-
ods have used a state-space model which we refer to as exhaustive list schedul-
ing. This state-space model is limited by its high potential for producing du-
plicate states. In this paper, we have proposed a new state-space model which
approaches the problem of task scheduling with communication delays in two
distinct phases: allocation and ordering. In the allocation phase, we assign
each task to a processor by searching through all possible groupings of tasks.
In the ordering phase, with an allocation already decided, we assign a start
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time to each task by investigating each possible ordering of the tasks on their
processors. Using a priority ordering on processors, and thereby fixing the
sequence in which independent tasks must be scheduled, we are able to avoid
the production of any duplicate states.

Our evaluation suggests that theAOmodel allows for superior performance
in the majority of problem instances, as searches using the new model were
significantly more likely to reach a successful conclusion within a two minute
time limit. Along with pruning techniques and optimisations previously used
with ELS, a new graph reversal optimisation leads tomuch higher success rates
with Join and In-Tree graph structures. Finally, the more complex Minimum
Finish Time heuristic for the allocation phase of AO was found to produce a
significant advantage over a simpler heuristic. In this work, the majority of
pruning techniques for ELS have either been adapted to AO, or made obsolete
by its lack of duplicates. However, entirely new pruning techniques which are
only possible under the AOmodel are likely to be able to be found. Application
of these new techniques may allow AO to further improve.

The AO state-space model’s lack of duplicates means that branch-and-
bound algorithms searching it do not require the use of additional data struc-
tures for duplicate detection. This suggests that AO may have an advantage
over ELSwhen using a low-memory algorithm such as depth-first branch-and-
bound. Parallel branch-and-bound is also likely to benefit from the AOmodel,
as the lack of duplicate detection means a decreased need for synchronisation.
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Chapter 3

Parallel and Memory-limited
Algorithms for Optimal Task
Scheduling Using a Duplicate-Free
State-Space

Having demonstrated the advantage of the AO model for optimal scheduling
with the A* algorithm, we turn our attention to investigating other potential
benefits of its duplicate-free property. Having no more need for data struc-
tures related to duplicate detection suggests that AO will have an advantage
when used with parallel and memory-limited variants of branch-and-bound.
Experimental evaluation confirms that AO’s lack of duplicates makes it more
suitable for use with the memory-limited depth-first branch-and-bound al-
gorithm, and with parallel branch-and-bound. We thereby show that the AO
model expands the range of practical methods for optimal task scheduling.
Notably, the proposed parallel depth-first branch-and-bound algorithm along
with AO is established as the most effective of the methods investigated for
optimal task scheduling with state-space search. This chapter consists of the
paper “Parallel and Memory-limited Algorithms for Optimal Task Schedul-
ing Using a Duplicate-Free State-Space”, published at arxiv.org. The paper
contains material from the conference paper “Further Explorations in State-
Space Search for Optimal Task Scheduling” presented at the International
Conference on High Performance Computing, 2017.
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3.1 Introduction

Efficient schedules are crucial to allowing parallel systems to reach their max-
imum potential. This work addresses the classic problem of task scheduling
with communication delays, known as P |prec, ci j |Cmax using the α |β|γ nota-
tion [100]. This problem models a program as a directed acyclic graph of
tasks, giving precedence constraints and communication delays, which must
be arranged onto a set of processors in order to produce a schedule ofminimum
length. Solving this problem optimally is NP-hard [84], hence this problem is
usually handled with heuristic algorithms, of which a large number have been
developed [40, 108, 45, 91, 106]. The quality of these solutions relative to the
optimal cannot be guaranteed, however [26].

The complexity of the problem usually discourages attempts at optimal
solving, but possession of an optimal schedule can make an important differ-
ence for time-critical applications. Without optimal solutions, it is also very
difficult to evaluate the quality of approximation methods. Branch-and-bound
algorithms such as A* have shown some promise in finding optimal sched-
ules, with two notable state-space models having been proposed: exhaustive
list scheduling (ELS) [87], and allocation-ordering (AO) [69]. AO, the more
recent model, has the advantageous property of being duplicate-free. Under
the ELS model, an A* search stores a set of all states encountered so far, and
needs to compare every newly reached state with this set in order to mitigate
the effect of duplicate states. The duplicate-free property suggests that AO
should be more appropriate for the use of parallel state-search algorithms,
as it removes the need for storing previous states and the related need for
synchronisation between processors/threads which this entails. It also sug-
gests that AO may give improved performance for search algorithms that do
not traditionally have the capacity for duplicate avoidance, such as depth-
first branch-and-bound (DFBnB). In this paper, we propose DFBnB of the
scheduling problem under AO, and for comparison under ELS. For both A*
and DFBnB, we investigate parallelised shared-memory versions and discuss
the design decisions. All proposed algorithms are experimentally evaluated
with a large set of task graphs of varying properties (e.g. size, structure,
computation-to-communication ration, etc.) and different numbers of target
processors. We vary the number of threads and employ up to 24 cores in the
parallel versions. This paper expands on preliminary work [70], with a more
extensive evaluation and additional theoretical discussion throughout.
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Figure 3.1: A simple task graph.

Section 3.2 provides background information on the task scheduling prob-
lem and the state-space models used, and includes a discussion on related
work. Section 3.3 proposes the DFBnB algorithm for the AO model, while
Section 3.4 investigates the new parallel search algorithms for our scheduling
problem. Both Section 3.3 and Section 3.4 present the results of the extensive
experimental evaluation. Finally, Section 3.5 presents the conclusions of the
paper.

3.2 Background and Related Work

3.2.1 Task Scheduling Model

The problem addressed in this work, P |prec, ci j |Cmax, is the scheduling of a
task graph G = {V, E,w, c} on a set of processors P. G is a directed acyclic
graph (or DAG). Each node n ∈ V is a task belonging to the task graph.
Tasks represent an indivisible block of work that must be performed by a
program represented by G. Each task ni has a weight w(ni) which represents
the computation time needed to complete that task. An edge ei j ∈ E represents
that task n j relies on task ni; data output from ni is required as an input for n j ,
and therefore n j cannot begin execution until ni has finished and communicated
the necessary data to n j . Each edge ei j has a weight c(ei j) which represents
the communication time needed to transmit the necessary data from ni to n j .
Figure 3.1 shows a simple example of a task graph. The target system for our
schedule consists of a finite number of homogeneous dedicated processors, P.
Each pair of processors pi,p j ∈ P possess an identical communication link.
All communication can be performed concurrently and without contention.
Local communication, from pi to pi, has no cost.

We aim to produce a schedule S = {proc, ts}, where proc(n) gives the
processor to which n is assigned, and ts(n) gives the start time of n. A valid
schedule is one for which all tasks in G are assigned a processor and a start
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Figure 3.2: A valid schedule for the simple task graph of Fig. 3.1.

time, and which satisfies two conditions for each task. The first condition,
known as the processor constraint, requires that each processor is executing
at most one task at any given time. The second condition, known as the
precedence constraint, requires that a task n may only begin execution once
all of its parents have finished execution, and the necessary data has been
communicated to proc(n). Figure 3.2 shows an example of a valid schedule
for the task graph in Figure 3.1. An optimal schedule is one for which the total
execution time is the lowest possible.

3.2.2 Related Work

Branch-and-bound search has been proposed for optimal task scheduling in
the past [54, 29]. Previous work using the A* search algorithm has introduced
the ELS [87] and AO [69] state-space models, as well as earlier methods [59].
A number of pruning techniques and other optimisations have been developed
for ELS [92], producing substantial improvements in performance. Many of
these techniques have been adapted for AO as well, and themodel has potential
for the development of entirely new pruning techniques. Necessary details of
these two models will be explained in Section 3.2. All of these branch-and-
bound methods have exhibited some success with small task graphs.

Integer linear programming (ILP) is an alternative combinatorial optim-
isation technique which has been applied to this task scheduling problem.
Under ILP, problem instances are formulated as a linear program where the
variables are constrained to integer values. An optimal solution to the system
of equations can then be found, usually with a combination of standard linear
programming algorithms and some variety of branch-and-bound search. A
variety of ILP formulations for the P |prec, ci j |Cmax problem have been pro-
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posed [27, 65, 102]. Experiments have shown similarly promising results to
those of branch-and-bound, with neither technique showing a significant ad-
vantage over the other in terms of the size of task graph that can be practically
solved. Popular ILP solvers are mature and highly optimised software pack-
ages, but are generally proprietary. This gives them the benefit of a probable
speed advantage when compared to a custom implementation of state-space
search, but the disadvantage of being somewhat of a “black box”. Using a
custom implementation makes it easier to understand the behaviour of the
solver, and to gain potentially important insights. It is also often easier to
incorporate domain-specific knowledge into a state-space model than into an
ILP formulation.

Depth-first branch-and-bound has been applied to various NP-hard prob-
lems [109, 78]. As it requires only a small and almost fixed amount of memory,
it can allow problem instances to be solved that would be impossible for A*
using the memory of a given hardware platform. DFBnB has been previously
applied to the ELS model [104]. In this work it was found that, even when
using a pruning technique to avoid a portion of duplicate states, significantly
fewer problem instances could be solved with DFBnB (or another memory-
limited search algorithm, IDA*) than with A* while using the ELS model.
The lack of duplicates in the AO model suggests that its use with the DFBnB
algorithm will be more successful.

Parallelisation of branch-and-bound has been frequently attempted [30, 80,
18, 36, 16, 49], although no single approach has been found to be dominant
over others. Parallel branch-and-bound has not previously been applied to the
problem of task scheduling with communication delays.

3.2.3 Task Scheduling State-Space Models

Branch-and-bound is a family of search algorithms commonly used to solve
combinatorial optimisation problems. Through search, they implicitly enu-
merate all solutions to a problem, and thereby both find an optimal solution
and prove that it is optimal [15]. Each node in the search tree, usually referred
to as a state, represents a partial solution to the problem. Given a partial solu-
tion represented by a state s, some operation is applied to produce new partial
solutions which are closer to a complete solution. Performing this operation to
find the children of s is known as branching. Additionally, every state must be
bounded: a cost function f is used to evaluate each state, where f is defined
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such that f (s) is a lower bound on the cost of any solution that can be reached
from s. These bounds allow the search to be guided away from unpromising
solutions, as a single state can be used to judge the entire sub-tree that proceeds
from it.

One well known variant of branch-and-bound is a best-first search method
known as A* [73]. A* has the major advantage that it is optimally efficient;
using the same cost function f , no search algorithm could find a provably
optimal solution while examining fewer states (disregarding states which have
the same f -value as the optimal). A* relies on the cost function f to always
provide an underestimate. Thismeans it is guaranteed that f (s) ≤ f ∗(s), where
f ∗(s) is the true lowest cost of any state in the sub-tree proceeding from s. A
function f with this property is said to be admissable. Algorithm 3.1 gives
simple pseudocode for the A*-based scheduling algorithm.

Algorithm 3.1 Pseudocode for the A* algorithm.

Input: sinitial is the initial state, an empty allocation
Input: f (s), a lower bound on length of schedules reachable from s
Output: An optimal schedule

1 priorityQueue← ∅;
2 Insert sinitial into priorityQueue with priority f (s);
3 while priorityQueue , ∅ do
4 bestState← pop from priorityQueue;
5 if bestState represents a complete schedule then

// First complete schedule found must be optimal
6 return bestState;

// Solutions that are more complete created by
allocating or ordering an additional task

7 for c ∈ children(bestState) do
8 Insert c into priorityQueue with priority f (c);

Exhaustive List Scheduling State-Space

Exhaustive list scheduling (ELS) is a state-space model for optimal task
scheduling which bears a strong resemblance to list scheduling heuristic meth-
ods for approximate task scheduling. In this model, each state is a partial
schedule. Each task is either scheduled or unscheduled in each state. If a task
is scheduled, then it has been assigned to a processor and given a start time.
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Figure 3.3: Branching in the ELS state space.

If a task is unscheduled, it may be “free” or not free. A task is free if all of
its dependencies have been met; that is, if all of its parents have already been
scheduled. At each step, the model branches by placing any free task onto any
processor. The full set of children of a state s therefore represent all possible
free tasks that could have been chosen, and all possible processors they could
have been placed on [87]. In this way, the model simulates all possible de-
cisions that a list scheduling algorithm could make. An example can be seen
in Figure 3.3, demonstrating the four possible child states of a partial schedule
with two processors and two free tasks.

Branch-and-bound methods are most effective when the state-space they
are searching has the property that all sub-trees are disjoint. This means that
there is only one path from the root of the tree to any state in the state-space.
When this is not the case, we refer to any paths that lead to a state already
visited “duplicates”. Equivalently, any state reached which has already been
encountered is termed a “duplicate state”. If duplicate states are not detected,
then the search algorithm can perform a substantial amount of unnecessary
work: not only might they examine one duplicate state when an alternate path
is found, they may also proceed to re-explore the entire sub-tree rooted at
that state. Detecting duplicate states requires keeping a record of those states
which have already been visited, which represents a significant investment of
memory.
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Figure 3.4: Independent decision duplicates.

Unfortunately, the ELS strategy creates a lot of potential for duplicated
states. One type, which we call processor permutation duplicates, arise when
multiple partial schedules can be transformed into each other merely by re-
labeling their processors. These duplicates can be efficiently avoided in ELS
using a processor normalisation pruning technique [92]. Another type which
are fundamental to themodel are independent decision duplicates. Taskswhich
are independent of each other can be selected for scheduling in different or-
ders, but be assigned to the same processors in each case. Performing the same
scheduling decisions in a different order constitutes taking a different path to
reach the same partial schedule, and therefore a duplicate state. Figure 3.4
shows two possible paths leading to the same state. These duplicates can only
be avoided by enforcing a specific sequence onto these scheduling decisions.
There is no known method by which this can be achieved under the ELS
model, while still allowing all possible schedules to be reached.

Allocation-Ordering State-Space

Allocation-Ordering (AO) is a new state-space model [69] constructed such
that a specific order is enforced on all scheduling decisions, and therefore
the duplicates found in ELS do not exist. The model is named for the two
distinct phases in which it creates a schedule: first allocation, where each task
is assigned to a processor, and then ordering, where a sequence is decided
for the set of tasks allocated to each processor. As it first decides how tasks
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Figure 3.5: A view of the AO state-space, including both phases.

are grouped together on processors, this model bears a resemblance to the
scheduling approximation methods known as clustering [33, 52, 62], whereas
ELS resembles list scheduling.

In the allocation phase, a partition of the set of tasks is built iteratively,
with the maximum number of subsets in the partition being the number of
processors available for scheduling. At each step, the current task can either
be added to one of the existing subsets, or used to begin a new subset. This
process allows all possible groupings of the tasks to be reached, with only one
possible path to each grouping.

The ordering phase begins with a complete allocation. From there, it
proceeds in a manner similar to ELS, but on a per-processor basis. For a
processor pi, a task ni allocated to pi is considered to be “free” for ordering if
there is no task n j also on pi which is an ancestor of ni in the task graph G.
At each step, one task is selected from among all those which are currently
free on pi, and placed next in order. This is repeated until all tasks on pi have
been given a place in the sequence. The decision of which processor to order
a task on next can be made arbitrarily, but it must be deterministic such that
the processor which is selected can be determined entirely by the depth of
the current state. A simple round-robin method will suffice. Once this process
has been completed for all processors, a complete schedule can be derived,
simply by giving each task its earliest possible start time given the processor
and place in sequence it has been assigned. Figure 3.5 provides a view of
the overall AO state-space, showing how the allocation phase leads into the
ordering phase and how a search algorithm might move seamlessly back and
forth between them.

By assigning each task to a processor first, and enforcing a strict order in
which the processors are considered, this model eliminates the possibility of
independent decision duplicates. In ELS it was possible to place task n1 on p1
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and then n2 on p2, but equally valid to place n2 on p2 before placing n1 on p1.
AO can force p1 to be considered before p2, making only the first sequence of
decisions a possibility.

3.3 Depth-First Branch and Bound

Depth-first branch-and-bound (DFBnB) is a variant of branch-and-bound
which uses a depth-first search strategy, moving as far into the state-space
as possible before back-tracking to try other paths. Just as with A*, a cost
function f is used to evaluate each state s, producing a lower bound f (s) on
the quality of any solution which could be reached from s. When DFBnB
first encounters a state sc representing a complete solution, the cost f (sc) is
recorded as fbest . Subsequently, if a state is encountered such that f (s) ≥ fbest ,
the search will not proceed to that state’s children; we have already found a
solution at least as good as any that can be reached from this state. If another
complete solution sc′ is encountered, and f (sc′) < fbest , then fbest is over-
written with f (sc′). The search ends when no further states can be reached
with f (s) < fbest . At this point, the complete solution with cost fbest has been
proven to be optimal. Algorithm 3.2 gives simple pseudocode for the DFBnB
algorithm.

The most obvious advantage of DFBnB when compared with A* is its
much lower memory requirements. The best-first nature of A* necessitates
the maintenance of a priority queue requiring O(bd) space (where d refers to
the depth of the state-space and b is its average branching factor). A depth-
first search requires only states on the current path and their children to
be in memory at any given time, using O(bd) space. In the case of task
scheduling, this means the memory requirement of A* scales exponentially
with the number of tasks, while for DFBnB it scales only linearly. Thememory
requirement for DFBnB is small and predictable enough that in practical
application it can usually be treated as constant. A related advantage is that
the data structures used in depth-first search (usually a stack) tend to be much
smaller and simpler, and therefore operations performed on them are expected
to take less time. This is likely to mean that a depth-first search can process
states at a faster rate than a best-first search.

Naturally, DFBnB also has several disadvantages when compared to A*.
The first is that, since it is a depth-first search, it cannot be applied to state-
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spaces of infinite depth without careful modification. As both AO and ELS
have a finite (and relatively shallow) depth, this is not important to our applic-
ation.

Another disadvantage is that, unlike A*, DFBnB is not optimally efficient.
Like A*, DFBnB will always examine every state which has f (s) less than the
optimal solution, but it is likely that DFBnB will also examine states with f (s)

greater than the optimal solution, which A* will never examine. Indeed, the
only case in which DFBnB will not examine extraneous states is if the very
first complete solution it encounters is also optimal. This does not mean that
DFBnB is guaranteed to examinemore states in total than A*; if A* happens to
examine a greater proportion of those states where f (s) is equal to the optimal
solution, it can still end up doing more work. Such situations, however, are
strongly implementation-dependent and unpredictable. It is prudent to assume
that, for an arbitrary problem instance, DFBnB is likely to perform more work
overall.

When applying DFBnB to a state-space containing duplicate states, there
are two possible approaches: ignore the duplicates, or implement a duplicate-
detection mechanism. If we ignore duplicate states, we are likely to greatly
increase the amount of work necessary to find the optimal solution. A depth-
first search will examine every possible path in the state-space: this could
mean that entire sub-trees are explored many times over. On the other hand,
the addition of a duplicate-detection mechanism will largely negate the main
advantage of DFBnB over A*, that being its much lower O(bd) memory
requirement. In order to avoid repeating work, the search algorithm must keep
a record of states it has already examined. Althoughmany strategies could exist
for deciding exactly which states should be remembered, any strategy that is
maximally effective at detecting duplicates will require O(bd)memory, just as
A* does. With such an implementation of DFBnB requiring an exponentially
growing amount of memory, and not being optimally efficient, it is hard to
imagine a situation in which it would be preferable to A*.

For those reasons, it seems likely that DFBnB would perform significantly
better on AO, a duplicate-free state-space, than it would on ELS, a state-space
with duplicates. If this is true, then the use of AO could make DFBnB a more
practical option for optimal task scheduling, making its benefits available for
situations where memory is the more constraining factor.
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Algorithm 3.2 Pseudocode for the DFBnB algorithm.

Input: sinitial is the initial state, an empty allocation
Input: f (s), a lower bound on length of schedules reachable from s
Output: An optimal schedule

1 stack ← ∅;
2 Push sinitial onto stack;
3 bestSolution←∞;
4 while stack , ∅ do
5 currentState← pop from stack;
6 if f (currentState) < f (bestSolution) then

// Solutions that are more complete created by
allocating or ordering an additional task

7 for c ∈ children(currentState) do
8 Push c onto stack;
9 if currentState represents a complete schedule then

// Schedule is best known but not confirmed
optimal

10 bestSolution← currentState;

11 return bestSolution;

3.3.1 Evaluation

To experimentally evaluate the hypothesis that AOwould allow better perform-
ance from depth-first branch-and-bound, we performed DFBnB searches on a
set of task graphs using each state-space model. The evaluation was performed
by running branch-and-bound searches on a diverse set of task graphs using
each state-spacemodel. Task graphs were chosen that differed by the following
attributes: graph structure, the number of tasks, and the communication-to-
computation ratio (CCR). Table 3.1 describes the range of attributes in the data
set. A set of 1020 task graphs with unique combinations of these attributes
were selected. These graphs were divided into three groups according to the
number of tasks they contained: 16 tasks, 21 tasks, or 30 tasks. An optimal
schedule was attempted for each task graph using 2, 4, and 8 processors, once
each for each state-space model. This made a total of 3060 problem instances
attempted per model. Gathering this data took approximately one week of
continuous server time.

The algorithms were implemented in the Java programming language.
Existing implementations of both ELS and AO were utilised. All tests were
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Graph Structure No. of Tasks CCR values

• Independent

• Fork

• Join

• Fork-Join

• Out-Tree

• In-Tree

• Pipeline

• Random

• Series-Parallel

• 16

• 21

• 30

• 0.1

• 1

• 10

Table 3.1: Range of task graphs in the experimental data set.

run on a Linux machine with 4 Intel Xeon E7-4830 v3 @2.1GHz processors.
The tests were single-threaded, so they would only have gained marginal
benefit from the multi-core system. The tests were allowed a time limit of 2
minutes to complete. For all tests, the JVM was given a maximum heap size
of 96 GB. Each search was started in a new JVM instance, to remove the
possibility of previous searches impacting them through garbage collection
and JIT compilation.

Figure 3.6 shows the results of these tests as performance profiles: the
x-axis shows time elapsed, while the y-axis shows the cumulative percentage
of problem instances which were successfully solved by this time. In all three
groups of task graphs, it is clear that substantially more problem instances
were solved with AO than with ELS. In the 16 task group, ELS solved 64%
of problem instances while AO solved 96%. This is both a large difference
in absolute terms and a relative advantage of 50% for AO. Similarly, in the
30 task group, ELS solved 18% while AO solved 28%. This is a relative
advantage of 55% for AO. In the 21 task group ELS solved 43% and AO
solved 81%, giving a relative advantage of 88% for AO. These results make
it clear that AO is a significantly better choice than ELS when using DFBnB.
This performance is comparable to what was previously observed when using
AO with the A* algorithm [71], suggesting that in practice DFBnB does not
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Figure 3.6: Comparing the performance of DFBnB using AO and ELS.

perform significantly worse than A*. Along with the low memory cost, the
performance demonstrated heremakes a strong case for DFBnB as the primary
branch-and-bound method for optimal task scheduling, which is different to
previous resultswhen theELSmodelwas employed [104].Aswell as removing
the possibility of failure due to memory exhaustion, DFBnB could be used to
solve many problem instances simultaneously on a multi-core system as there
is no competition for memory from which simultaneous A* runs would suffer.

3.4 Parallel Search

State-space search is very time consuming, even when using a good state-
space model with effective cost functions and pruning techniques. Acceler-
ating a search through parallelisation may be critical to obtaining a solution
within an acceptable time-frame. As the AO model is duplicate-free, it does
not require the use of a duplicate-detection mechanism, or any of the data
structures associated with one. In a parallelised implementation of branch-
and-bound, these data structures require synchronisation between workers,
adding greatly to the potential for contention and likely limiting overall spee-
dup. Therefore, without the need for duplicate detection, it seems probable
that parallel branch-and-bound could be more effective when used with the
AOmodel than with the ELSmodel. In this section we investigate and propose
shared-memory parallel versions of both A* and DFBnB. Branch-and-bound
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search has several features which make parallelisation a non-trivial task [21].
We describe the different factors that were considered, and discuss the de-
cisions made at each step. Usually, the final decision was based on the results
of preliminary experimentation with the identified options. We will describe
two parallel algorithms, sharing many characteristics. One, based on DFBnB,
we will refer to as PDFS. The other, based on A*, we will refer to as PA*.
For comparison purposes there is a variant of PA* which includes a duplicate
detection mechanism, which we will refer to as PA*-DD. Algorithm 3.3 gives
pseudocode for PA* and PA*-DD, and Algorithm 3.4 gives pseudocode for
PDFS.

3.4.1 Work Decomposition

Unit of Work

We start by identifying the parallelisable work in the algorithm. Branch-
and-bound search inherently comes with a division of work into discrete
and independent jobs (or tasks; in order to avoid confusion, we will use the
term job here). The natural unit of work is the expansion of each individual
state. Given two states, the children of each can be constructed and evaluated
simultaneously without any interaction between processes.

Central

Given this, a natural method of parallelisation is a simple thread pool, with
a job queue from which a number of workers take states and expand them,
subsequently inserting the produced children back into the queue. This method
is visualised in Figure 3.7. It is usual to implement A* with a priority queue,
so this does not require an especially large change to the implementation of
the algorithm. However, use of this simple thread pool model is complicated
by the way in which A* requires the job queue to be used. The expansion of
a state will usually result in the creation of multiple child states, which must
then be added to the queue. This means that there must be many more jobs
inserted than retrieved, and the queue will inevitably grow quickly. Since the
best-first nature of A* necessitates a priority queue, each of these insertions
requires a non-trivial amount of work - for a heap-based priority queue with
current size n, this is O(log(n)) time. Unlike a standard queue, insertions may
cause changes to any part of the data structure, meaning that parallel insertions
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Figure 3.7: Workers sharing a central priority queue.

and retrievals may conflict with each other. The combination of these factors
makes operations on the priority queue a major source of contention between
workers. Investigation using Java’s PriorityBlockingQueue data structure, a
standard binary heap with a global lock, showed no speedup at all. Although
a more complex data structure may have allowed better performance, such
as the more granularly locked pipelined priority queue [48] or the lock-free
skiplist [61], it is clear that an effective parallelisation using this strategy is
not so simple to implement as it may seem. Previous research has also found
that such an approach lead to performance worse than sequential A* [16].

Distributed

Instead of considering individual states as the basic unit of work, we can
instead have workers process entire sub-trees of the state-space, as shown in
Figure 3.8. Each worker has its own queue of states, which it can retrieve
from as needed and to which it will return all child states produced. This is a
more coarse-grained parallelisation strategy, requiring much less interaction
between workers. It does require, however, that states are initially distributed
between the workers. This can be achieved by beginning with a stage in which
a serial A* search is run until its queue contains enough states to provide work
for all workers. The states can then be assigned to workers in round-robin
fashion. Each worker is then free to work on its own sub-tree, performing its
own search mostly in isolation. In the case of PA*, a heap-based priority queue
is used, while PDFS uses a linked-list-based deque.
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Figure 3.8: Distributed priority queues.

3.4.2 Worker Synchronisation

It is still necessary for some regular communication between workers to occur
in order for the overall search to be most efficient. The problem with having
sub-trees searched in isolation is that, since the workers only have partial
information about the state-space, the pure best-first property of A* is no
longer maintained. Although each worker may select the best among the
options available to it, there is no guarantee that the selected state is anywhere
close to the true best currently available in the overall search. This means that
A*’s property of optimal efficiency no longer holds, and many of the states
expanded by a given worker may never have been touched by a serial A*
search. Similarly in a parallel DFBnB search if one worker has already found
a good solution but the other workers, without knowledge of this, continue to
expand states which could not lead to a better solution, the time spent doing
so is wasted. To mitigate this, we must share information between workers,
allowing them to more often determine when expanding a particular state
would be wasted work. The more frequently information is shared, the closer
to optimally efficient we can be, but the greater the synchronisation overhead
will become. A simple way to do this, which works for both A* and DFBnB, is
tomaintain a public record of the best solution found so far in the overall search.
Whenever a worker finds a complete solution, it can compare it against this
value, and update it if its new solution is better. Workers will only examine
states in their assigned sub-trees with a lower f -value than their currently
best known solution. After examining a number of states (this is a tuneable
parameter, and we currently use one hundred thousand) they will check to see
if any other worker has discovered a better solution. With depth-first search,
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solutions are expected to be discovered very often early on, and less so as the
optimal is approached.With A*’s best-first approach, the opposite is expected,
with no solutions at all found until near the end of the search.

Duplicate Detection

The PA*-DD variant is defined by an additional data structure shared between
all the workers for the purposes of duplicate detection. The data structure used
is a hashmap: in our implementation, Java’s ConcurrentHashMap, a thread-
safe hash map designed for high concurrency. When any worker creates a new
state, it will check if an identical state already exists in the hashmap. If it does,
the new state is a duplicate and is discarded. If it does not, the new state is
added to the hashmap and the algorithm proceeds as normal.

3.4.3 Load Balancing

Using entire sub-trees as units of work leads to another issue: it is impossible
to determine a priori the amount of useful work represented by a given
sub-tree. Some root states may represent very bad decisions, such that little
or none of their descendants would be considered by a serial A* search.
Others may represent especially good decisions, such that almost all states
worth examining belong to their sub-tree. This huge potential imbalance in
work between sub-trees means that some workers will finish much earlier
than others, causing speedup potential to be lost. To aid with load-balancing,
we therefore employ work-stealing [8]. When a worker has exhausted all
potentially useful work in its own sub-tree, it visits another worker and takes
a state from it, as shown in Figure 3.9. For DFBnB, a state is stolen from the
back end of the deque. This both minimises the chance of contention between
the thief and the victim, and maximises the total amount of work stolen - since
states at the tail of the deque are highest up in the state-space, they lead to
the largest sub-trees. This will hopefully ensure that the thief does not have
to steal again soon after. For A*, it is the current best state in the victim’s
priority queue that is taken - meaning that it is the most likely state present
to lead to the optimal solution, and therefore most likely to represent useful
work. By contrast, stealing from the back of the queue could yield a very low
quality state which, if it is useful to examine it at all, is relatively unlikely
to lead to a significantly sized worthwhile sub-tree. Stealing only a single
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Figure 3.9: A worker with an empty queue steals from another.

state will minimise the impact of synchronisation on the victimised worker.
For both approaches, the victims of stealing are selected randomly, which is
the standard method [28]. This tends to spread the burden of victimisation
uniformly and requires little communication between threads for a decision to
be made.

3.4.4 Termination

Another complication of this parallel branch-and-bound algorithm is the diffi-
culty of determining when a provably optimal solution has been found, and the
search can be terminated. In serial A*, the best-first property ensures that the
very first complete solution found must necessarily be optimal. In this parallel
version, the best-first property is no longer maintained globally. Not only does
this mean that complete but non-optimal solutions may be discovered first, but
true optimal solutions may not immediately be able to be proven optimal. In
order to prove that a solution is optimal, both in A* and in DFBnB, all states
of lower f -value in the state-space must have been examined and shown not
to be complete solutions. Figures 3.7 and 3.8 both depict a situation in which
a complete solution has been found (and stored as the best known solution)
while one or more states remain in the queue(s) which have a lower f -value.
For PDFS, this is part of standard operation. If the algorithm being used is
PA*, however, this must mean that the loss of the strict best-first property
led to one worker discovering this complete solution while another worker
was creating a child state with a lower f -value. In both algorithms, a worker
without any of these lower- f -value states no longer has any useful work in
its queue, and it will attempt to steal a promising state from another worker.
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An individual worker will know that it should terminate when it has no more
useful work in its queue, and there are no other workers with work available
to steal. The search will be finished only once all workers have exhausted their
queues of states with f -values lower than the current best known solution.

3.4.5 Evaluation

To experimentally evaluate the hypothesis that AO would allow better per-
formance for parallel search algorithms, we performed parallel searches on a
set of task graphs using the proposed parallel algorithms of A* and DFBnB.
Task graphs were chosen that differed by graph structure and communication-
to-computation ratio (CCR). From the larger data-set described in Table 3.1,
the group of graphs with 21 tasks were selected. This is a set of 340 task
graphs. We attempted to find an optimal schedule with 4 processors, for both
state-space models, using 1, 2, 4, 8, 16 and 24 worker threads, once each
for PDFS and PA*. For each trial using ELS with PA*, an additional trial
using PA*-DD was added. This gave a total of 10,200 trials. The algorithms
were implemented in the Java programming language, based on sequential
implementations of both ELS and AO [71]. All tests were run on a Linux
machine (Ubuntu 16.04) with 4 Intel Xeon E7-4830 v3 @2.1GHz processors.
This system has a total of 48 cores. Each trial was allowed a time limit of 2
minutes to complete. For all tests, the JVM (Java HotSpot 25.91) was given a
maximum heap size of 96 GB. Each search was started in a new JVM instance,
to remove the possibility of previous searches impacting them through garbage
collection and JIT compilation.

Figure 3.10 shows performance profiles (as described in Section 3.3)
demonstrating how performance with PA* varied across the range of threads
used. It is clear from these profiles that the AOmodel consistently has the best
absolute performance, solving the most instances after any given time, while
ELS solves significantly less instances without duplicate detection. This con-
firms our expectations regarding the state-space models and the importance
of duplication detection.

All three variants show some amount of performance increase, scaling
with the number of threads. By the time limit of 2 minutes, the multi-threaded
variants solved 3-4% more instances than in the sequential case. However,
with AO, we can see clearly that at earlier times there are greater differences
between the curves, suggesting that parallelisation is in fact solving instances
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Algorithm 3.3 Pseudocode for a single PA* worker.

Input: Si, a set of states produced by sequential A*
Input: global W , a set of workers
Input: global atomic bestSolution←∞
Input: global atomic idleWorkerCount ← 0
Output: An optimal schedule

1 priorityQueue← all s ∈ Si, accessible as Wi[PQ];
2 hasWork ← True, accessible as Wi[hasWork];
3 localBestKnown← bestSolution;
4 syncCounter ← 0;
5 if duplicateDetection = True then
6 Insert all s ∈ Si into hashmap;
7 while idleWorkerCount < |W| do // at least one worker has
work

8 while priorityQueue , ∅ do
9 bestState← pop from priorityQueue;
10 syncCounter ← syncCounter + 1;
11 if syncCounter = syncT hreshold then // Periodic sync
12 localBestKnown← bestSolution;
13 syncCounter ← 0;
14 if f (bestState) < f (localBestKnown) then
15 if complete(bestState) then
16 Test-and-set bestSolution← bestState;
17 for c ∈ children(bestState) do
18 if f (c) < f (localBestKnown) then
19 if duplicateDetection = True then // DD

variant
20 if c < hashmap then
21 Insert c into hashmap;
22 Insert c into priorityQueue with priority

f (c);
23 else
24 Insert c into priorityQueue with priority f (c);

25 else // No more useful work
26 priorityQueue← ∅;

27 hasWork ← False;
28 Test-and-set idleWorkerCount ← idleWorkerCount + 1;
29 victim← a random number from 0 to |W |;
30 if Wvictim[hasWork] = True then // Work Stealing
31 stolenState← pop head from Wvictim[PQ];
32 Insert stolenState into priorityQueue;
33 hasWork ← True;
34 Test-and-set idleWorkerCount ← idleWorkerCount − 1;

35 return bestSolution
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Algorithm 3.4 Pseudocode for a single PDFS worker.

Input: Si, a set of states produced by sequential A*
Input: global W , a set of workers
Input: global atomic bestSolution←∞
Input: global atomic idleWorkerCount ← 0
Output: An optimal schedule

1 stack ← ∅, accessible as Wi[stack];
2 hasWork ← True, accessible as Wi[hasWork];
3 localBestKnown← bestSolution;
4 syncCounter ← 0;
5 Push all s ∈ Si onto stack;
6 while idleWorkerCount < |W| do // at least one worker has
work

7 while stack , ∅ do
8 currentState← pop from stack;
9 syncCounter ← syncCounter + 1;
10 if syncCounter = syncT hreshold then // Periodic sync
11 localBestKnown← bestSolution;
12 syncCounter ← 0;
13 if f (currentState) < f (localBestKnown) then
14 if complete(currentState) then
15 Test-and-set bestSolution← currentState;
16 for c ∈ children(bestState) do
17 if f (c) < f (localBestKnown) then
18 Push c onto stack;

19 hasWork ← False;
20 Test-and-set idleWorkerCount ← idleWorkerCount + 1;
21 victim← a random number from 0 to |W |;
22 if Wvictim[hasWork] = True then // Work Stealing
23 stolenState← pop tail from Wvictim[stack];
24 Push stolenState onto stack;
25 hasWork ← True;
26 Test-and-set idleWorkerCount ← idleWorkerCount − 1;

27 return bestSolution
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Figure 3.10: Performance profiles for PA* and PA*-DD.
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Figure 3.11: Speedup of PA* at 60 seconds over different number of threads.

much quicker. The flattening of all the curves tells us that fewer and fewer
problem instances are solved as time goes on, which is the expected effect in
an exponential state-space search. This effect allows the sequential algorithm
(and parallelisation with lower number of threads) to “catch up”.

In order to better analyse the scaling of the parallel algorithm, and con-
sidering the flattening effect just discussed, we calculate the speedup after
x seconds of the parallel algorithm with n threads as follows: first, we find
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Figure 3.12: States examined per second by PA*.

the number of problem instances solved by the sequential algorithm within x

seconds, seqnum(x). Then, we find the time taken for the parallel algorithm
with n threads to solve seqnum(x) problem instances, partimen(seqnum(x)).
Finally, the speedup is defined as speedup(n, x) = x/(partimen(seqnum(x))).
Figure 3.11 shows the result of this calculation across our data-set with x at
60 seconds. By this metric we see that both AO and ELS with PA* show
consistent scaling as the number of threads is increased. The exception is a
decrease in performance between 16 and 24 threads, likely a sign that syn-
chronisation between threads produced too much overhead at that level of
parallelisation. While it is relatively weak, it is very encouraging that scaling
is seen across a large number of threads, demonstrating the potential of the
method. A reason for the lack of better scaling might be the use of the Java
language and standard concurrent data structures. ELS with PA*-DD does not
show consistent scaling. This corresponds with our hypothesis that the use of
a duplicate detection mechanism would negatively impact the benefit gained
from a parallel algorithm.

Another way to measure the benefit gained from the parallel algorithm
is to examine the rate at which states are expanded with varying numbers of
threads. This can be considered as a more direct measurement of how much
work is being done by the search algorithm. Note that this metric cannot be
directly correlated with the actual amount of problem instances which are
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Figure 3.13: Performance profiles for PDFS.

solved. One reason for this is that not all of the additional work performed by
the parallel algorithm will be “useful” work. It is likely that many states will
be examined that would not have been touched by the sequential algorithm,
meaning that an increase in total work performed will not translate directly
to an increase in performance. Figure 3.12 contains box plots showing how
the distribution of states per second changes with the number of threads, for
each model. Here we see that for AO the number of states per second tends to
increase consistently as the degree of parallelisation increases. ELS does not
display similar trends with either PA* or PA*-DD.

Figure 3.13 shows performance profiles demonstrating how performance
with PDFS varied across the range of threads used. Similar to the profiles for
PA*, bothmodels see an increase of 2-3% of problem instances solvedwith the
use of parallelisation, after 120 seconds have elapsed. However, the absolute
performance of AO ismuch better than that of ELS: AO solvesmore than twice
as many problem instances within the time limit. Interestingly, DFBnB shows
itself to be competitive with A* when used with the AO model, with almost
the same proportion of problem instances solved. This is remarkable, as under
the ELS model DFBnB is not performance competitive with A* [104]. This
can also be observed when comparing Figure 3.10 with Figure 3.13, where
we see that the single threaded PA*-DD under the ELS model (ELS(DD))
performs significantly better than any PDFS under ELS. In general, it is clear
that performance with the AO model has scaled with the number of threads
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Figure 3.14: Speedup of PDFS at 60 seconds.

used in a similar manner as with PA*, but it is difficult to distinguish a trend
in the ELS results.

Figure 3.14 shows speedup calculated at 60 seconds for PDFS. Both ELS
andAO show similar trends with speedup scaling consistently with the number
of threads used. This view shows us that performance scales weakly, but
consistently with the number of threads used for both state-space models,
with ELS reaching a maximum speedup of 3.18 and AO reaching a maximum
speedup of 3.58. Note that, unlike with PA*, the performance is not degraded
when moving from 16 to 24 threads. This suggests that PDFS may continue
to scale with higher numbers of threads before synchronisation overhead
becomes too much.

3.5 Conclusions

A new state-space model for optimal task scheduling was recently proposed,
in which duplicate states are not produced. This state-space model is known
as AO, or Allocation-Ordering. We expected that this would be advantage-
ous to a wide variety of branch-and-bound methods, in particular depth-first
branch-and-bound and parallel algorithms.We have therefore investigated and
proposed DFBnB and parallel search algorithms for optimal task scheduling.
This includes a parallel algorithm based onA* (PA*) and one based onDFBnB
(PDFS).



Conclusions 95

It was hypothesised that memory-limited search, such as with DFBnB,
would produce better results with AO than with ELS, an older state-space
model with many duplicate states. Our extensive experimental evaluation
showed that AO was greatly superior to ELS when used with DFBnB, solving
between 50% and 90% more problem instances within the time limit.

It was also considered likely that the lack of duplicates would allow parallel
branch-and-bound to scale better with AO than with ELS, as the lack of
data structures associated with duplicate detection would mean lower levels
of synchronisation. The experimental evaluation of our proposed algorithms
demonstrated that AO allowed the performance of parallel A* and DFBnB
algorithms to scale better with the number of threads used, with problems
that took the sequential algorithm 60 seconds being solved up to 3.58 times
faster. While the scaling was not very strong, it was encouraging that it was
consistent over a good number of threads.

A combination of comparable absolute performance, more consistent scal-
ing in parallel, and thememory-limited nature of theDFBnB algorithm suggest
that PDFS with the AO model is the best candidate method for optimal task
scheduling with state-space search. This is a new result, as so far A* (using
the ELS model) was superior to DFBnB.
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Chapter 4

Introducing Heterogeneity to a
State-Space Model for Optimal
Task Scheduling

With the utility of the AO model for the classic problem of task scheduling
with communication delays established, we begin to address the question of
its versatility and adaptability to more complex task scheduling models. This
chapter presents the first application of state-space search to the problemof task
scheduling with communication delays and related heterogeneous processors.
This task scheduling model allows the execution speeds of processors to vary,
thereby allowing many real world systems to be more closely simulated. As
seen in this chapter, it is possible to extend the AO model to address this
problem in quite a natural manner, and the division of AO into multiple sub-
problems helps to systematise the necessary changes. This chapter consists
of the paper “Introducing Heterogeneity to a State-Space Model for Optimal
Task Scheduling”, submitted to the journal ACM Transactions on Parallel
Computing.

4.1 Introduction

Task scheduling with communication delays, otherwise known as
P |prec, ci j |Cmax [100], is a well known problem in which a set of com-
putational tasks must be scheduled on a set of processors with the goal of
minimising the overall execution time, constrained by precedence relations
between tasks and associated communication costs. A related problem, with
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additional complexity, is the problem of task scheduling with communication
delays and related heterogeneous processors, denoted as Q |prec, ci j |Cmax.
In the former problem, all processors are identical, and give identical exe-
cution times. Related heterogeneous processors may have different speeds,
such that the execution time of tasks on one processor is some fixed mul-
tiple of their execution time on a different processor. Both of these problems
are strongly NP-hard, and therefore there is no algorithm known which will
find optimal solutions in polynomial time [84]. Many polynomial-time heur-
istic algorithms have been proposed which provide non-optimal solutions
[40, 108, 45, 91, 79, 63, 74].

To acquire the maximum benefit of a parallel system for timely pro-
gram execution, it is necessary to have high quality schedules. Because no
α-approximation scheme is known for the problem, it is not generally possible
to guarantee the quality of an approximate solution [26]. Properly analysing
the performance of approximation algorithms therefore requires optimal solu-
tions for comparison. Previous work on optimal solving for the homogeneous-
processor variant of the scheduling problem has found branch-and-bound
state-space search to be a promising method [87], particularly when using a
state-space model called Allocation-Ordering (AO) [69]. However, there are
many real world systems on which scheduling might be performed which do
not have homogeneous processors.

In this paper, we describe how the AO state-space model has been adapted
to allow it to provide optimal solutions to the problem of task scheduling with
related heterogeneous processors. In particular, the AO model appears suited
for systems exhibiting partial heterogeneity: that is, where multiple categories
of mutually identical processors can be identified. An obvious example is that
of a standard desktop computer, which will usually have a number of identical
CPU cores alongside one or more GPUs. We show that this modified AO
model can successfully solve many task scheduling problems of similar size
to what is achievable with homogeneous processors, and identify some trends
in the relative performance on heterogeneous and homogeneous systems. In
general, heterogeneous systemsmake task schedulingmore difficult. However,
in cases where the target system is strongly heterogeneous, it can instead make
finding solutions easier.

In Section 4.2 we discuss relevant background information, including the
task schedulingmodel used and the original formulation of theAOmodel. Sec-
tion 4.3 discusses how the AOmodel was reformulated to allow heterogeneity,
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and the additional complexity this introduces to the state-space. Subsequently,
Section 4.4 presents an empirical evaluation of the performance of the refor-
mulated AO model on a variety of heterogeneous and homogeneous systems.
Finally, Section 4.5 presents the conclusions of the paper.

4.2 Background

4.2.1 Task Scheduling Model

The problem this work is concerned with is defined as the scheduling of a
task graph G = {V, E,w, c} on a target parallel system, this being a set of
processors P. G is a directed acyclic graph (DAG) which represents a program
we wish to execute, and is referred to as a task graph. Nodes n ∈ V repres-
ent distinct computational tasks which make up the program. Each task has
an integer weight w(n), known as the computation cost, indicating a relative
number of time units necessary to complete the associated computation. De-
pendencies between tasks are represented by the task graph’s edges. An edge
ei j ∈ E indicates that task n j is dependent on task ni. This means that data
produced by the computation in ni is a necessary input of n j , and therefore ni

must complete execution before n j can begin. The weight of an edge c(ei j),
known as the communication cost, gives a number of time units necessary
for the associated data to be communicated from one processor to another.
An example of a task graph can be seen in Figure 4.1. The set of parents (or
predecessors) of task n is denoted by pred(n), while the set of children (or
successors) is denoted by succ(n). The processors p ∈ P of the target system
are assumed to have a homogeneous communication subsystem such that data
may be communicated uniformly between any pair of processors pi, p j ∈ P.
Communication is achieved without contention and without disrupting the
computational work of the processors. There is no cost associated with local
communication, i.e. from pi to pi.

The goal of the problem is to define a schedule S = {proc, ts}. The function
proc(n)maps a task n ∈ V to a processor p ∈ P, indicating on which processor
the task should be executed. The function ts(n)maps a task n ∈ V to an integer
start time, indicating the number of time units after the beginning of program
execution when this task should start to be executed. A valid schedule is one
in which proc(n) and ts(n) are defined for all n ∈ V , subject to two additional
constraining criteria. Firstly, each processor may execute at most one task at
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Figure 4.2: A valid schedule for the graph in Fig. 4.1.

any given time. Second, a task n may only start executing after all of the
tasks it is dependent on have finished execution, and the data they produce has
been communicated to proc(n). An optimal schedule S∗ is a valid schedule
which has the minimum possible total execution time. Figure 4.2 shows a valid
schedule for the simple task graph in Figure 4.1.

The distinguishing factor between the model used in this work and that
used by earlier applications of state-space search to task scheduling is in
the definition of the set of processors P. In both cases, P contains a finite
number of processors P. The processors in P are dedicated, meaning that
tasks cannot be preempted once they begin execution. In earlier work, the
processors are homogeneous: for all p ∈ P, the execution time of a task n will
be the same. More specifically, given a start time ts(n) for the task, the finish
time t f (n) = ts(n) + w(n), regardless of the value of proc(n).

The model used in this paper, however, allows for processors to be hetero-
geneous: the required execution time for a task may differ from processor to
processor.

Definition 4.1. Time Scaling Factor
A function s f maps each processor p ∈ P to an integer time scaling

factor s f (p). To find the execution time of a task n on processor p, the
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computational weight w(n) is multiplied by the time scaling factor s f (p) to
give the total number of time units required to complete the task. Therefore,
when given a start time ts(n) for a task in this model, the finish time t f (n) =

ts(n)+w(n)×s f (proc(n)). The lowest time scaling factor among all processors
is denoted by s f ∗ = minpi∈P{s f (pi)}.

This additional variable allows processors of varying speeds to bemodeled,
better approximating many real world systems on which programs might be
scheduled. If s f (pi) = 1 and s f (p j) = 2, then it will take p j twice as long to
execute any given task as it would take pi. The absolute values of these time
scaling factors are not important. It is the ratios between them that define the
characteristics of P. Integers are used in order to maintain simple and precise
computation andmodeling. In general, whenmodeling a desired target system,
it is useful to give the fastest processor a baseline scaling factor such as 1,
10, or 100. The scaling factors of the remaining processors can then be easily
calculated according to the desired ratio. Arbitrarily precise ratios can be
modeled by setting the baseline to increasing powers of ten.

Top and bottom levels of tasks are concepts useful for formulating bounds.
The top level tl(n) of task n is the length of the longest path through the task
graph ending at n, calculated by summing the weights of the tasks in the path.
Communication costs are not included, and neither is the weight w(n) itself.
The top level is a lower bound on the value that could be assigned to ts(n) in a
valid schedule. Analogously, the bottom level bl(n) is the length of the longest
path in the task graph beginning with n, also excluding communication costs
but including the weight w(n). This is a lower bound on the time between ts(n)

and the end of the schedule. Communication costs are excluded because of the
possibility that they do not need to be incurred, due to local communication - in
contrast, all computation costs must always be incurred in any valid schedule.

4.2.2 Related Work

Many combinatorial optimisation techniques could be used in solving the task
scheduling problem. Branch-and-bound search algorithms have been applied
to optimal solving of small problem instances, with some success [54, 29].
Previous work using the A* search algorithm has introduced the AO [69]
state-space model, whereas earlier methods [59, 87] used a state-space model
that can be called exhaustive list scheduling. The AOmodel avoids a limitation
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of older models by not being able to produce duplicate states: that is, there is
only one possible path through the state-space that will reach any given distinct
partial solution. The AO model has been shown to significantly increase the
number of problem instances that can be solved within a given time limit, and
its duplicate-free nature makes it much more amenable to memory-limited
and parallel branch-and-bound algorithms [72].

Integer linear programming (ILP) [85] is another NP-hard combinatorial
optimisation method which has been applied to optimal task scheduling. In
this method a problem is formulated as a linear program, with the constraint
that variables in a solution may only take integer values. ILP solvers use a
number of algorithms to find the optimal solution, generally including highly
optimised branch-and-bound search at some stage [66]. ILP formulations of the
P |prec, ci j |Cmax task scheduling problem [27, 101, 65] are able to efficiently
solve problem instances of comparable size to those which can be handled
by pure branch-and-bound approaches, and therefore neither method has yet
been shown to be most effective.

For optimal task scheduling,most work has focused on solving the problem
with homogeneous processors [65, 27]. A* search has been used to address the
optimal allocation of tasks on heterogeneous distributed systems [51]. Some
ILP formulations allow for optimal scheduling on heterogeneous processors
[22, 64, 90, 98, 6]. The AO model’s suitability for modeling partial hetero-
geneity may allow it to have an advantage when scheduling for some of the
most common types of heterogeneous systems.

A number of heuristic algorithms for task scheduling have been proposed
to work with heterogeneous processors [40, 108, 45, 91]. In most cases, ad-
aptation for heterogeneity can be as simple as using an “earliest finish time”
metric instead of “earliest start time” when constructing a schedule. Intro-
ducing heterogeneity therefore does not tend to increase the computational
complexity of heuristics by more than a small constant factor.

4.2.3 Branch-and-Bound

Branch-and-bound is a method of state-space search used to solve combinat-
orial optimisation problems. Under this method all of the possible solutions to
a problem can be investigated implicitly without resorting to actual exhaustive
enumeration [15]. States in the search tree represent partial solutions to the
problem under consideration, with some decisions fixed and others not. A
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branching operation is defined which takes a partial solution s and transforms
it into a set of new, more complete partial solutions. These new states are re-
ferred to as the child states of s. Each state s is also bounded using a function
f (s)which gives a lower bound on the cost of complete solutions which could
exist as descendants of s. This bound is commonly known as the f -value of s.
These bounds allow states (and simultaneously their descendants) to be dis-
regarded by the search, as they can be used to prove that they cannot lead to a
better solution than other states elsewhere in the state-space. It is required that
the cost function f provides an underestimate, in which case it is said to be an
admissable heuristic. Specifically, an admissable cost function guarantees that
f (s) ≤ f ∗(s), where f ∗(s) is the actual lowest cost of any complete solution
in the sub-tree rooted at s.

One of the most well known and widely used variants of branch-and-
bound is the A* algorithm. This algorithm uses a best-first approach, and
has the particularly desirable property of being optimally efficient [73]. This
means that, using the same cost function f , there can exist no algorithm which
is guaranteed to examine less states while solving a problem.

Another commonly used variant is depth-first branch-and-bound (DF-
BnB). This algorithm uses a depth-first search, keeping track of the best
complete solution that has been found so far [110]. A sub-tree will only be
examined if the state at its root has an f -value better than the best known
solution. Once the search terminates, the best known solution has been proven
to be optimal. Unlike A*, DFBnB is not optimally efficient, and may in theory
requiremanymore states to be examined. However, its depth-first naturemeans
that it has much lower memory requirements. Additionally, previous research
has indicated that, in practice, a parallelised version of DFBnB developed for
use with task scheduling (PDFS) [72] allowed the most problem instances to
be solved quickly.

4.2.4 Allocation-Ordering Model for Homogeneous
Processors

Allocation-Ordering (AO) is a state-space model for task scheduling in which
complete schedules are constructed through two distinct phases, combined
into a single search tree [69]. In the first phase, allocation, the assignment of
tasks to processors is decided. In the second phase, ordering, the sequence
in which tasks on each processor will be executed is decided, based on a
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Algorithm 4.1 Defining child states in the allocation phase of AO.

Input: A, a partial partition of V
Input: unallocated, topologically ordered list of tasks in V not

contained in A
Output: child states of A

1 nextTask ← first task in unallocated;
2 childStatesA ← ∅;
3 for all a ∈ A do // each part in partial partition
4 childStatesA ← childStatesA ∪ {A \ a ∪ {a ∪ nextTask}};
5 if |A| < |P | then // more processors can be used
6 childStatesA ← childStatesA ∪ {A ∪ {nextTask}};
7 return childStatesA

complete allocation from the previous phase. In combination, these phases
completely define both the proc and ts functions and produce a valid schedule.
Figure 4.3 depicts how a search algorithm may move between these phases as
required. The AOmodel was developed in order to overcome a shortcoming of
earlier state-space models: a potential for duplicate states. Previous research
has shown that this allows the AO model to provide superior performance in
optimal solving. The initial formulation of the AO model assumes the use of
homogeneous processors.

The goal in the allocation phase is a complete allocation of tasks to pro-
cessors, and each state represents a partial allocation. We model an allocation
as a partition of the set of tasks V - a set of mutually exclusive subsets, the
union of which is equal to the original set. A partition of some subset V ′ of V

may be called a partial partition of V . Each state in this phase is therefore a
partial allocation A which is a partition of some V ′. The branching operation
produces child states which are more complete partial allocations by adding a
single additional task from V . Starting with a list of the tasks n ∈ V arranged
in a topological order, at each branching step we take a new task ni from the
head of the list and insert it into a single part in the partition. It can either be
added to an existing part, or used to start a new part, with the full range of
decisions here giving the set of child states. Partial partitions cannot contain
more parts than there are processors in P. All possible complete partitions
of V can be created using this method. Algorithm 4.1 gives pseudocode for
producing the children of an allocation state.

States in the allocation phase are bounded using two different metrics. The
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Figure 4.3: Branching in the AO state-space.

first lower bound is the maximum total computational load among any of the
parts a ∈ A. The second lower bound is the “allocated critical path” through
the task graph, given the allocations decided in A. The allocated critical path
is determined using the allocated top level, tlA(n), and the allocated bottom
level, blA(n), of the tasks n ∈ V . These are very similar to the top and bottom
levels already define, but incorporate communication costs which it is now
known must be incurred. If there is an edge ei j , and the tasks ni and n j have
been assigned to different parts in our allocation A, then we know that the
communication cost c(ei j) must be incurred in any valid schedule derived
from this allocation. We can therefore include the weight of this edge when
calculating allocated top and bottom levels. Themaximumof these two bounds
gives an overall lower bound for the state:

fload(s) = max
a∈A

{∑
n∈a

w(n)

}
(4.1)

facp(s) = max
n∈V
{tlA(n) + blA(n)} (4.2)

A state representing a complete allocation has just a single child state: the
beginning of a new ordering phase. We use our complete allocation A to fully
define proc(n) by arbitrarily mapping each part a ∈ A to a processor p ∈ P.
In the ordering phase, each state represents a “partial ordering”. For each
processor, a ready list is maintained of tasks whose dependencies have been
satisfied. At each branching step, a single task n is selected from the ready list
of a processor and “ordered”: placed next in sequence on that processor. The
full range of ready tasks that could be chosen defines the set of child states.
The basic criterion for “readiness” is as follows: a task ni allocated to pi is
considered ready if there is no unordered task n j also allocated to pi which is
an ancestor of ni in the graph G. More complex criteria are required for the
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state-space model to work most efficiently [71]. In order to ensure duplicates
are avoided, the next processor to have a task ordered must be decided by
some deterministic scheme, such that the processor chosen can be determined
solely by the depth of the state. A simple round robin scheme suffices. Once all
tasks have been ordered, a valid schedule can be uniquely derived by defining
ts(n) for all n ∈ V as the earliest start time possible given the allocation and
ordering decided.

To find lower bounds in the ordering phase, we use the concept of an
estimated earliest start time eest(n) for each task. This is the lowest value that
ts(n) could take, constrained by the complete allocation and partial ordering
decided so far. For an unordered task, eest(n) = tlA(n). For ordered tasks,
we first define prev(n) as the task which is ordered directly before n on the
processor proc(n). We also define the estimated data ready time edrt. If n j is
a source task, with no parent tasks, then we have:

edrt(n j) = 0

Otherwise, if n j has one or more parents, the edrt is defined as:

edrt(n j) = max
ni∈pred(nj )

eest(ni) + w(ni) +


c(ei j), proc(ni) , proc(n j)

0, otherwise


(4.3)

We then have the following for eest:

eest(n) =


edrt(n), prev(n) = ∅

max(eest(prev(n)) + w(prev(n)), edrt(n)), prev(n) , ∅
(4.4)

With these definitions, we are again able to derive two metrics for bound-
ing, which parallel those used in the allocation phase. The first lower bound is
the partially scheduled critical path, derived by finding the maximum among
all n ∈ V of the estimated earliest start time plus the bottom level. The second
lower bound is the largest among all processors of the estimated finish time
plus the sum of the weights of the tasks not yet ordered on that processor. The
maximum of these two bounds gives an overall lower bound for the state:

fscp(s) = max
n∈V
{eest(n) + blA(n)} (4.5)
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fordered−load(s) = max
p∈P

tf (p) +
∑

n∈unordered(s):proc(n)=p

w(n)
 (4.6)

4.3 Heterogeneous Processors in the AO Model

In this section, we describe how we have adapted the AO state-space in
order to allow the solution of task scheduling problems using heterogeneous
processors. This has been achieved mostly through changes to the allocation
phase, leaving the ordering phase almost entirely the same.

The allocation phase of AO models allocations as partitions, which takes
advantage of the homogeneity of processors on target systems for which it
was originally designed. Through the recognition that these homogeneous
processors are entirely interchangeable, the complexity of the state-space at-
tributable to allocation is significantly reduced. With heterogeneous systems
(or even homogeneous systems, as with the ELS model without processor nor-
malisation pruning), other models often treat all processors in the system as if
they are distinct, leading to an allocation complexity ofO(|P | |V |). For a system
in which all processors are truly different from all others, this complexity is
unavoidable. However, in real life heterogeneous systems, it is often the case
that subsets of the processors are identical to each other - a common example
would be a system which has a number of CPUs working in tandem with one
or more GPUs. We can generalise the AO model’s strategy of modelling al-
location with partitions to heterogeneous processors such that the complexity
of the state space is minimised for any given target system. This means that
every possible truly distinct allocation onto the target system can be reached
by following exactly one path through the state-space.

4.3.1 Processor Category

To begin, we define the concept of a processor category. When scheduling, we
are attempting to efficiently arrange the components of a program, represented
by the task graph G, onto a target parallel system, abstracted as the set of
processors P. Each processor p ∈ P has a time scaling factor s f (p), allowing
the processors to have arbitrarily differing speeds fromeach other.However,we
observe that real world systems often do not exhibit complete heterogeneity,
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where no two processors are the same, but instead contain several distinct
classes of processor. Processors may differ greatly between these groups, but
within such a group they are identical.

Definition 4.2. Processor Category
A function cat maps processors p ∈ P to a set of processor categories

K(P). The function cat defines an equivalence class such that for processors
pi and p j , cat(pi) = cat(p j) if and only if s f (pi) = s f (p j). Therefore, if
two processors have the same time scaling factor, they belong to the same
processor category κi ∈ K ,

In a homogeneous system, there is only one processor category. In a fully
heterogeneous system, the number of categories is equal to the number of
processors. A system with a number of categories greater than one but less
than the number of processors can be termed a partially heterogeneous system.

4.3.2 Heterogeneous Allocation

Before beginning the allocation phase, we first determine howmany processor
categories the target system possesses, and the number of processors contained
in each category.We then proceedwith constructing a partition ofV as normal,
but with the parts of the partition AK each labeled by a category κi. This is
done as follows. We start with a list of the tasks n ∈ V , arranged in some
topological order. At each step, we take the next task ni from the head of
the list. We then choose a category κi ∈ K . Once we have made this choice,
we choose to insert the task ni into one of the existing parts in AK which
is labeled by κi, or to begin a new part labeled by κi with that task. The
maximum number of parts which can be created with a given label κi is
equal to the number of processors in that category, |κi |. Algorithm 4.2 gives
pseudocode for this process. Figure 4.4 shows the possible children of a single
allocation state, both with a homogeneous and a heterogeneous target system,
demonstrating the various ways in which a new task D can be inserted into the
partial partition.We see thatmore children are possible with the heterogeneous
system, as when adding a new part to the partition there is a choice as to which
processor category this new part will be labelled with.
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Figure 4.4: Branching in the allocation phase for a homogeneous and a het-
erogeneous system.

4.3.3 Levels and Bounds with Heterogeneity

Bounding in this new allocation phase is very similar, except that the differing
time scaling factors of the processors must be taken into account when cal-
culating the top and bottom levels and the total computational load. The total
computational load of a part must simply be multiplied by the time scaling
factor s f (κi) of the category with which that part is labeled. Looking at the
top and bottom levels, we see that the minimum start time will be obtained if
all tasks on the path are placed on the fastest processor. The top level tl(n) in
this context is then equal to the sum of the weights of the nodes in the path,
multiplied by s f ∗. The bottom level bl(n) is changed in the same way.

tl(n) = max
np∈pred(n)

{
tl(np) + w(np) × s f ∗

}
(4.7)

bl(n) = w(n) × s f ∗ + max
ns∈succ(n)

{bl(ns)} (4.8)

When calculating allocated top and bottom levels, the scaling factor of
the part a task is allocated to must be considered when determining the task’s
execution time. Given a path φ in the task graph G, and allocation A, we now
find the length of that path by summing the weights of nodes and edges as
follows: if a task n has not been allocated, we add w(n) × s f ∗. If n has been
allocated, we add w(n) × s f (κi). If ni and n j have each been allocated, and
to different parts, we add c(ei j). If either has not been allocated, or both are
allocated to the same part, we add zero. This definition allows both the top and
bottom levels to be carried over to the heterogeneous context. The relevant
weights of tasks and edges for an allocation A can be expressed as follows:
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Algorithm 4.2Defining child states in the allocation phase with heterogeneity.

Input: A, a partial partition of V
Input: unallocated, topologically ordered list of tasks in V not

contained in A
Input: C, a partition of P defining processor categories
Output: child states of A

1 nextTask ← the head of unallocated;
2 childStatesA ← ∅;
3 for κi ∈ C do // each category
4 Ki ← a ∈ A | a is labeled with κi;
5 for a ∈ Ki do // each part belonging to category κi
6 childStatesA ← childStatesA ∪ {A \ a ∪ {a ∪ nextTask}};
7 if |Ki | < |κi | then // More processors in this category

can be used
8 childStatesA ← childStatesA∪ {A∪ {nextTask}labeled with κi };

9 return childStatesA

wA(n) =

w(n) × s f (proc(n)), n ∈ A

w(n) × s f ∗, n < A
(4.9)

cA(np, ni) =


c(epi), ni, np ∈ A ∧ proc(ni) , proc(np)

0, otherwise
(4.10)

Incorporating these definitions gives us these formulas for allocated top
and bottom levels under the heterogeneous model:

tlA(n) = max
np∈pred(n)

{
tlA(np) + wA(np) + cA(np, n)

}
(4.11)

blA(n) = wA(n) + max
ns∈succ(n)

{blA(ns) + cA(n, ns)} (4.12)

4.3.4 Ordering

In the ordering phase, branching is not affected at all by the introduction
of heterogeneity. However, the scaling factors of each processor need to be
factored into the calculation of the bounds. This is done very simply by
substituting w(n) with w(n) × s f (proc(n)) wherever it is used. This, along
with the definition of the allocated top and bottom levels already given in
Section 4.3.3, is all that needs to be modified for this phase.
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4.3.5 State-space Growth

The redefinition of the allocation phase changes the structure of the state-space,
as it introduces new distinct possibilities for complete allocations.

Homogeneous processors

In general, for homogeneous processors, the size of the allocation state-space
can be approximated using theBell numbers,where Bx is the number of distinct
possible partitions of a set of size x [7]. The precise number of complete
allocations in the state-space can be found using the Stirling numbers of the
second kind, denoted by Stirling(x, k), these giving the number of ways to
divide a set of x objects into k non-empty subsets [82]. It is necessary to
consider the Stirling numbers in order to account for the limited number of
processors in a target system. The exact number of partitionsA(V, P) of a set
of tasks V which can be mapped to allocations for a target system P is found
as follows:

A(V, P) =
|P |∑
k=1

Stirling(|V |, k) =
|P |∑
k=1

k∑
r=1

(−1)k−r
(
k
r

)
r |V | (4.13)

The valueA(V, P) will in the worst case be equal to the Bell number B|V |
when |P | ≥ |V |. The Bell numbers, and therefore A(V, P), have been shown
to have the following upper bound [7]:

A(V, P) = O
((

0.792|V |
ln(|V | + 1)

)
|V |

)
(4.14)

The number of partitions A(V, P) grows exponentially in the number of
tasks. However, the growth is slower than for a naive state-space that does
not consider the homogeneity of processors, where the number of permitted
allocations is |P | |V |. Table 4.1 shows a comparison of specific values for the
number of permitted allocations between AO and such a state-space. Note that
each excess allocation permitted by a naive state-space is isomorphic with one
which is permitted by AO.

Heterogeneous processors

For a heterogeneous system, the total number of distinct partitions of the tasks
remains the same; we have not introduced any new ways in which tasks can
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Parameters Permitted Allocations
|V| |P| AO Naive
10 2 512 1024
10 4 43,947 1,048,576
10 8 115,929 1,073,741,824
21 4 ≈ 1.833 × 1011 ≈ 4.398 × 1012

21 8 ≈ 2.454 × 1014 ≈ 9.223 × 1018

Table 4.1: Number of permitted allocations with homogeneous processors.

be grouped together. However, each distinct partition can now be mapped
to several different distinct allocations, as the way in which the parts of the
partitions are labelled (i.e. assigned to a processor category) has a meaningful
impact on the schedule.

Given a set of categories K , and a complete partition A, we can construct a
labelled partition AK as follows. First, we will transform the set K to a multiset
K′, such that each element κi ∈ K is also an element of K′, with a multiplicity
σ(κi,K′) equal to the number of processors in P belonging to category κi.
Note that the multiplicity σ(κi,K′) is the number of times κi appears in K′.
We then perform the following two operations:

1. Select a multiset K′′ of |A| labels from K′, one for each subset in the
partition A.

2. Choose some permutation of the selected labels K′′ and apply them to
the partition A to produce AK .

As an example, consider a system with two processor categories with two
processors each, i.e. a total of four processors:|P | = 4, |K | = 2, |K′| = 4. For
a given partition of tasks A j with say three parts, i.e. |A j | = 3, we select a
multiset of labels of size 3 from K′ (i.e. two processors from one category and
one processor from the other category). These three labels K′′ are permuted
in some order and the parts of A j are assigned these labels (i.e. processors) in
that order.

Both the number of possible selections of labels, and the number of pos-
sible permutations of the selected labels, factor into the total number of ad-
ditional distinct possibilities that heterogeneity introduces. The number of
distinct permutations of K′′ (derived from the standard formula for permuta-
tions of a multiset [12]) is given by:
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π(K′′) =
|A|!∏

κi∈K (σ(κi,K′′))!
(4.15)

Unfortunately, the number of possible distinct selections fromK′ is difficult
to express - explicit formulas for the number of k-combinations of a multiset
exist, but they are very complex [50]. Treating each element as distinguishable,
the number of combinations

( |K ′ |
|A|

)
gives an upper bound, but this is by nomeans

tight.
To formulate an upper bound for the total number of ways to label our

partition, L(A), we can instead disregard step 1, as in the case in which
|A| = |P |. In this case, we select the entire multiset in step 1, so that K′′ = K′.
By taking a permutation of K′, and applying the first |A| labels in the sequence
to our partition A, we can produce all possible values for AK - but any given
value may be reached in more than one way. The upper bound is therefore:

L(A) = O
(

|P |!∏
κi∈K (σ(κi,K′))!

)
(4.16)

Note that in a fully heterogeneous system, where |K | = |P | and therefore
σ(κi,K′) = 1 for all κi, this bound is equal to L(A) = O(|P |!). In other
words, the denominator of (4.16) is the factor by which the state space is
smaller when considering partial heterogeneity (i.e. categories) as we propose,
in comparison to (naive) full heterogeneity. In a homogeneous system, the
denominator will be equal to |P |!, and therefore L(A) = O(1). In general, the
fewer processor categories, the lower the value of L(A).

Strong Heterogeneity

All of this means that we would expect heterogeneous scheduling to be more
difficult than homogeneous scheduling, and for the difficulty to increase signi-
ficantly as the number of processor categories increases. However, there may
be a counter-balancing factor: if one processor category is faster than another
it is likely that, on average, optimal schedules will allocate more tasks to that
category than to slower categories. As the disparity in speed between the cat-
egories grows, it becomes less and less likely that moving a task from a fast
processor to a slow processor will be worth the trade-off between the concur-
rency that the slower processors allow, and the cost incurred by introducing
remote communication. With a sufficiently high ratio between fast and slow,
optimal schedules can be forced to always use only the faster categories of
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processor. We will term systems with large differences between processor cat-
egories strongly heterogeneous, and systems with small differences weakly
homogeneous.

The dividing line between these two is not strictly defined. We can, how-
ever, define a simple measure that will provide an intuition for the relative
strength of heterogeneity between many systems.

Definition 4.3. Grade of Heterogeneity
The grade of heterogeneityH(P) of a target system P is defined as:

H(P) =
maxp∈P {s f (p)}
minp∈P {s f (p)}

(4.17)

Hence H(P) is the ratio of the scaling factor of the slowest to that of
the fastest processor. The grade of heterogeneity can be used to compare
the strength of heterogeneity between different target systems. If Pi and Pj

are systems, and H(Pi) > H(Pj) then we can say that Pi is more strongly
heterogeneous and Pj is more weakly heterogeneous.

When scheduling on a more strongly heterogeneous target system, we may
expect that in many cases the “correct” allocation decision will be obvious
enough that this will be reflected by a significant difference in f -values. From
this it would follow that, although the overall state-space will be much larger,
in some cases it may be necessary for the search to examine less of that
state-space than if the target system was homogeneous.

4.4 Evaluation

This section presents an experimental evaluation of the proposed state-space
model for optimal scheduling on heterogeneous processors. We performed
state-space searches for optimal schedules on a large set of task graphs using
a variety of different target systems, pursuing two objectives: firstly, to study
whether awareness of partial heterogeneity through the use of categories can
effectively reduce the search space. Further, we want to determine the effect of
the grade of heterogeneity on the difficulty of solving task scheduling problems
with the AO model.
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4.4.1 Setup

The searches were performed using a parallelised depth-first branch-and-
bound algorithm called PDFS, using twenty-four threads. This algorithm was
shown to allow the best performance in a previous experiment without het-
erogeneity [72]. The nine target systems used are described in Table 4.2. Due
to the length of time required to complete experiments, only a limited num-
ber of target systems could be selected for the data-set. Target systems were
chosen with either 2, 4 or 6 processors in total. Scheduling on two processors
often appears to be a special case, and is therefore interesting for comparison.
Due to the size of the graphs to be used, it was considered that using more
than six processors would have diminishing returns - it is likely that many
optimal schedules would leave most processors empty, and trivial solutions
may become possible.With four processors being a reasonable midpoint, most
of the selected target systems fall into this category. Homogeneous systems
with 2, 4 and 6 processors were used as a baseline for comparison. The sys-
tems selected provide variation in both number of processor categories and
strength of heterogeneity. All possible numbers of categories with four pro-
cessors were represented. Most of the target systems were considered weakly
hetereogeneous, with a gradeH(P) = 2. Two strongly heterogeneous systems
withH(P) = 6 were also included.

An initial set of 340 task graphs were selected, each with 21 tasks. Prior
experiments for homogeneous processors have shown this to be an input size
ofmedium difficulty [71]. The graphs are amix of the followingDAG structure
types: Independent, Fork, Join, Fork-Join, Out-Tree, In-Tree, Pipeline, Ran-
dom, Series-Parallel, and Stencil. They also have a roughly equal mix of the
following CCR values: 0.1, 1, and 10. These graphs have randomly distributed
task and edge weights. Additionally, a smaller set of 90 graphs was generated
with unit weights for tasks and edges - meaning that all tasks have the same
weight, and all edges have the same weight. This was achieved by taking the
graphs with Fork-Join, Pipeline and Stencil structures and producing copies in
which all task and edge weights were replaced with the average of the existing
values. The result is a set of unit-weighted graphs which preserve the structure
and CCR of the random-weighted originals. The motivation for this additional
set of homogeneous graphs is to observe their scheduling behaviour on hetero-
geneous systems, akin to scheduling heterogeneous graphs on homogeneous
systems.
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ID Procs Categories Procs / Cat Time Scaling Factors H

P2C1 2 1 (2) (100) 1
P2C2 2 2 (1, 1) (100, 200) 2
P4C1 4 1 (4) (100) 1
P4C2 4 2 (1, 3) (100, 200) 2
P4C2S 4 2 (1, 3) (100, 600) 6
P4C3 4 3 (1, 1, 2) (100, 150, 200) 2
P4C4 4 4 (1, 1, 1, 1) (100, 120, 150, 200) 2
P6C1 6 1 (6) (100) 1
P6C2 6 2 (3, 3) (100, 600) 6

Table 4.2: The target systems used for evaluation.

PDFS and the heterogeneous processor AO model as described in Section
4.3 are implemented in Java. For each task graph, we attempted to find an
optimal schedule for each target system, with a time limit of two minutes
allowed for each search to complete. There were a total of 3870 trials. Each
trial was run on a Linux machine with 4 Intel Xeon E7-4830 v3 @2.1GHz
processors with in total 48 cores. To remove the possibility of previous trials
affecting subsequent ones due to garbage collection or JIT compilation, a new
JVM instance was started each time.

4.4.2 Results – Processors

The results of the trials are shown in Figure 4.5 as performance profiles
[24]: the x-axis shows time elapsed, while the y-axis shows the cumulative
percentage of problem instances which were successfully solved by this time.

For the target systems with two processors, there is no clear difference
seen here in the performance of the search algorithm. This would suggest that
heterogeneity had no impact on the difficulty of the problem. However, we
note that two processors is a special case, as any heterogeneous system with
two processors will have a relatively strong contrast in processor speed, as
discussed in Section 4.3.5. It is possible, therefore, that the competing factors
of increased state-space size and more distinct f -values cancelled each other
out. Another possibility is that the set of problem instances selected here were
simply too easy to allow a difference between the target systems to show itself.

Moving on to the four processor systems, we see more variety in results.
As shown in Figure 4.5, our baseline homogeneous system (P4C1) allows
85% of problem instances to be solved. The heterogeneous systems display
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Figure 4.5: Performance profiles for each target system.

a clear split: the systems with two categories (P4C2 and P4C2S) have better
performance than the homogeneous system, with the strongly heterogeneous
system P4C2S actually having 98% of problem instances solved. Like P2C2,
the system P4C2 shows performance quite similar to the homogeneous sys-
tem, but finishes with 88% of problem instances solved. On the other hand,
the systems with three (P4C3) and four (P4C4) processor categories show sig-
nificantly worse performance than the homogeneous system. It appears that
the two category systems are, in fact, both strongly heterogeneous enough to
counteract the effect of the larger state-space. The other systems, however, are
not, and we see a slight downward trend as the number of categories increases.

As expected, these results suggest that scheduling with heterogeneous pro-
cessors is more difficult in general thanwith homogeneous processors, but also
that stronger heterogeneity makes it easier. Also as expected, we see that the
AO model’s adaptation to partial heterogeneity is beneficial when scheduling
on target systems with a lower number of processor categories. There is a
downward trend in performance as the number of categories increases, and
therefore as the complexity of the state-space rises. If all heterogeneous sys-
tems were treated as if each of their processors were entirely distinct, then the
state-spaces of problem instances using P4C2 would be as complex of those
using P4C4. In these results, performance with P4C2 is in fact difficult to
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Figure 4.6: Performance profiles by CCR for selected target systems.

distinguish from the homogeneous baseline - although some of this could be
attributed to the effect of strong heterogeneity.

The six processor target systems exhibit much the same pattern shown by
P4C2S, as seen in Figure 4.5. The homogeneous system (P6C1) allows 85%
to be solved, while the strongly heterogeneous system P6C2 has 87% solved.
This is not a large difference, but the curve of the performance profile shows
us that a significant proportion of problem instances were solved much earlier
when using P6C2.

4.4.3 Results - CCR

Since we hypothesise that strongly heterogeneous systems make optimal
scheduling easier by making the trade-off between additional concurrency
and communication costs more easy to evaluate, it seems natural to exam-
ine the impact of the computation-to-communication ratio (CCR) of the task
graphs. The task graphs in the test set have either low (0.1), medium (1), or
high (10) CCRs. Figure 4.6 shows performance profiles for three of the target
systems (P4C1, P4C2S, P4C4), with results grouped by CCR. These three
systems were chosen for further analysis as they showed the most extreme
differences in performance from one another.
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Figure 4.7: Performance profiles with unit weight graphs for selected systems.

For the homogeneous system (P4C1), CCR does not appear to have much
impact. For the strongly heterogeneous system P4C2S, however, CCRmakes a
very significant impact, as 100% of the low and medium CCR graphs are able
to be solved within 60 seconds, while only 90% of high CCR graphs are solved
within the two minute time limit. It seems that for both the homogeneous and
strongly heterogeneous systems, the difficulty of scheduling increases with
higher CCR. Even in its worst case, however, we see that scheduling on
P4C2S is still easier than scheduling on P4C1 in the best case. For the weakly
heterogeneous system P4C4, medium CCR graphs are most difficult, with
graphs at either extreme being easier to solve - but low CCR still the easiest.

4.4.4 Results - Unit weights

For target systems with homogeneous processors, it is easier to schedule task
graphs with unit-weighted tasks (having a single value for all task weights, and
a single value for all edge weights) than to schedule task graphs with randomly
varying weights. We included unit-weighted graphs in this evaluation in order
to investigate whether they would also be easier to schedule on heterogeneous
systems, and whether any differences in trends might be observed.

Figure 4.7 shows performance profiles for all target systems on the set
of task graphs with unit weights. It is clear that all of these graphs are very
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easy to solve in combination with the two processor systems, as 100% of
problem instances are solved within 10 seconds. Among the four processor
systems, we see that the strongly heterogeneous P4C2S system also has 100%
of instances solved very quickly. It is difficult to discern trends among the
other systems, but the homogeneous system is seen to be the easiest. With
the six processor systems, we again see that the strongly heterogeneous P6C2
has 100% of instances solved quickly, while only 67% are solved within two
minutes with the homogeneous system.With the unit-weighted graphs, as with
the random-weighted graphs, we see that strong heterogeneity has a substan-
tial effect in decreasing the difficulty of optimal scheduling. And seen from
a different perspective, unit-weighted graphs are easier to schedule optimally
than random-weighted graphs, both on homogeneous and heterogeneous pro-
cessors. Interestingly, it seems that the grade of heterogeneity of the target
systems may have a stronger effect when scheduling graphs with unit weights.

4.5 Conclusions

Previous applications of branch-and-bound state-space search to optimal task
scheduling have used a scheduling model which allowed only for homogen-
eous processors. We have presented an adaption to the AO state-space model
for optimal task scheduling which allows it to find optimal solutions for target
systems with related heterogeneous processors. Partial heterogeneity is recog-
nised and used to reduce the size of the search space in comparison to a plain
fully heterogeneous model. The additional complexity of this task scheduling
model allows awider variety of real world target systems to bemore closely ap-
proximated. We have demonstrated that this adapted AO model can be used to
solve a large number of problem instances with heterogeneous target systems,
although often significantly less than can be solved for a homogeneous system.
We also showed that strongly heterogeneous systems make optimal schedules
easier to find, sometimes so much so that they are easier than homogeneous
systems.

There are two obvious avenues to expand on thiswork, these being allowing
unrelated heterogeneous processors to be modeled, and the introduction of
heterogeneity to the communication subsystem. Each of these additions would
allow more accurate modeling of real world target systems.
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Chapter 5

Integrating Task Duplication in
Optimal Task Scheduling with
Communication Delays

Another extension of the classic task scheduling model is the introduction of
task duplication. Task duplication should not be confused with the concept of
duplicate states, which the AO model is designed to avoid. Task duplication
allows tasks to be executed multiple times within a single schedule, which
can sometimes allow shorter schedule lengths. This chapter presents the first
application of state-space search to the problem of task scheduling with com-
munication delays and task duplication. Again we see the versatility of the AO
model as it is able to be extended in quite a different way than in the previ-
ous chapter. This chapter consists of the paper “Integrating Task Duplication
in Optimal Task Scheduling with Communication Delays”, submitted to the
journal IEEE Transactions on Parallel and Distributed Systems.

5.1 Introduction

Efficient schedules are required in order to maximise the potential of parallel
systems to improve the execution time of programs. The classic problemof task
scheduling with communication delays, known as P |prec, ci j |Cmax using the
α |β |γ notation [100], involves a set of tasks, along with precedence constraints
and communication costs, which must be scheduled on a set of processors
with the goal of minimising the overall execution time. This problem is NP-
hard, which means that no polynomial time algorithm is known which can
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solve it optimally [84]. For that reason, task scheduling problems are usually
solved with approximation algorithms, giving non-optimal but hopefully good
solutions [40, 108, 45]. Unfortunately, there is no way to guarantee the quality
of these approximate solutions relative to the optimal, as no α-approximation
scheme is known for the problem [26]. This means that it is necessary to be
able to find optimal solutions in order to fully evaluate the performance of
approximation algorithms. Branch-and-bound state-space search has shown
some promise in optimally solving the problem [87]. In particular, a state-
space model known as Allocation-Ordering (AO) has demonstrated to be
most effective with this method [71]. The AO model avoids the duplication of
states, i.e. partial schedules, not to be mistaken with the duplication of tasks,
addressed in this paper.

Duplication of tasks is an extension to the basic task scheduling problem
which allows tasks to be executed multiple times within a schedule, with dif-
ferent copies of a task assigned to different processors. The resulting problem
can be referred to as P |prec, ci j, dup|Cmax. While it might not seem intuitive
that a schedule can be improved by performing the same work multiple times,
duplication can provide a benefit through the reduction of communication
costs. Often, the additional computation time needed to re-execute a task on a
different processor is less than the time that would be needed to communicate
the task’s output data to its children on that processor. Allowing duplication
to occur can therefore significantly improve schedule lengths. Duplication is
often incorporated into approximation methods, or introduced in a pre- or
post-processing step with heuristic methods. In this work we aim to incor-
porate duplication fully with an optimal solving method, allowing provably
optimal schedules with duplication to be found.

In Sections 5.2 and 5.3 we discuss relevant background information and
related work, including the task scheduling model used and the original for-
mulation of the AO model. Section 5.4 discusses how the AO model was
reformulated to allow duplication, and the additional complexity this intro-
duces to the state-space. Section 5.5 discusses necessary changes to the way
lower bounds are calculated when duplication is introduced. Subsequently,
Section 5.6 presents an empirical evaluation of the performance of the refor-
mulated AOmodel when duplication is allowed, and which task graphs benefit
from duplication when optimally scheduled. Finally, Section 5.7 presents the
conclusions of the paper.
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Figure 5.1: A simple task graph and valid schedule.

5.2 Background

5.2.1 Task Scheduling Model

We define the problem addressed by this work as the scheduling of a task
graph G = {V, E,w, c} on a set of processors P. The task graph G is a
directed acyclic graph (DAG) representing a program to be executed. Each
node n ∈ V represents a specific task that needs to be completed by the
program, with a weight w(n) indicating a number of time units needed to
complete the task. This is sometimes called the computation cost of the task.
The edges of the graph, e ∈ E , represent dependencies between the tasks. If
edge ei j ∈ E , this indicates that task n j depends on task ni; in other words,
task ni must be completed before task n j can begin execution. Not only that,
but data produced as an output of task ni is necessary as an input of n j . The
edge weight c(e) represents a number of time units needed to communicate
the required data between processors, if necessary. This can be called the
communication cost of the edge. An example of a task graph can be seen
in Figure 5.1. The set of parents (or predecessors) of task n is denoted by
pred(n), while the set of children (or successors) is denoted by succ(n). With
deg−(n) and deg+(n) we denote the in-degree and out-degree, respectively, of
a task n, which is the number of incoming and outgoing edges. In this model,
we assume that the processors p ∈ P are fully connected by a homogeneous
communication subsystem. Data is transmitted between any pair of processors
pi, p j ∈ P uniformly and without contention, and the computational work of
the processors is not affected. Local communication, from pito pi, has zero
cost.

Our goal is to produce a schedule S = {proc, ts}. Here, proc(n) maps a
task n ∈ V to a processor p ∈ P, signifying that the task n is to be executed by
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the processor p. The function ts(n) gives a start time for task n, this being the
number of time units after the start of the program’s execution atwhich this task
should begin to be executed by its assigned processor. A valid schedule must
define proc(n) and ts(n) for all n ∈ V , such that two constraining conditions
are met. The processor constraint mandates that only one task may be executed
by a processor at any given time. The precedence constraint requires that a
task n may only begin execution once all of its predecessors have completed
execution, and all of the required data produced by those predecessors has
been communicated to proc(n). In optimal task scheduling, our goal is to find
a schedule which has the lowest possible total execution time, denoted as S∗.
Figure 5.1 also shows a valid schedule for the simple task graph.

It is also useful to introduce the concept of node levels. Given a task n, the
top level tl(n) is usually defined as the length of the longest path in the task
graph ending with n. Here, length means the sum of the weights of the tasks
included in the path. It excludes the weight of n itself, and does not include
the weights of any edges. The top level for a task n is intended to define
the absolute minimum value that could be given to ts(n) in a valid schedule.
This is why communication costs are not included: a schedule can always be
constructed inwhich all tasks on the path are placed on the same processor, and
therefore all relevant communications have zero cost. Similarly, the bottom
level bl(n) is the length of the longest path in the task graph beginning with n.
This value includes the weight of n, but still excludes communication costs.
Another useful value is the data-ready time drt(n, p). This is the time at which
all data from the parents of task n would finish communication to processor p.
In other words, it is the earliest possible time that task n could begin execution
on processor p. This value is only defined when all parents of n have been
allocated and given start times.

5.2.2 Duplication

Duplication is an extension to the basic task scheduling problem which allows
tasks to be executed multiple times within a schedule, with different copies of
a task assigned to different processors [2]. The function proc is now defined
such that proc(n) maps to some subset of P, rather than a single member
p ∈ P. Each task can be allocated to any number of processors, but only once
per processor. The instance of task ni allocated to processor p j can be denoted
as task n j

i . A child nk of ni, where ni is duplicated, can have its necessary input
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Figure 5.2: A basic example of beneficial duplication.

data provided by any one of the duplicates n j
i . We say that nk is enabled by

n j
i . The child nk may also be duplicated, in which case each of its instances nl

k

must of course be enabled by some n j
i . We denote the set of all instances of

task ni with dups(ni).
While it is valid to duplicate any task, there are limited circumstances

in which doing so will allow a schedule to be improved. To demonstrate the
general case in which it is beneficial, say that we have a task ni allocated on
processor pi, and one of its children n j allocated on p j . The start time of n j will
be at least drt(ni, pi) + w(ni) + c(ei j) - it may be later due to communication
from another parent of n j , or if n j is delayed by other tasks on p j . If ni was
duplicated, with n1i on pi and n2i on p j , it would be possible for n2i to enable n j

starting from time drt(ni, p j)+w(ni). The elimination of the cost c(ei j)means
that n j may be able to begin execution earlier, which in turn may allow the
total schedule length to be decreased. Figure 5.2 demonstrates how a simple
fork-type task graph can be scheduled with duplication in a beneficial way.
The source task A can start at time zero on every processor, and therefore
duplication allows all communication costs for its children to be avoided. This
is a case that applies to any task graph with just one source task.

Duplication Anomaly

Notably, it is not required that a task ni enables any child tasks which are
allocated to the same processor as itself. In fact, it is possible that an optimal
schedule may involve an instance n j

i enabling some of its children on the
same processor, while an instance nk

i on a different processor enables the
rest. This will mean that on that processor a child of ni is executed before
ni itself, a situation referred to as the “duplication anomaly” [91]. Figure
5.3 demonstrates how this arrangement might occur, with a task graph and
corresponding optimal schedule which relies on the duplication anomaly. Here
the “anomaly” manifests as task C being executed before its parent task B.



126 AO with Task Duplication

A B

C D E

F

2 2

2 7 4

2

9 1 1 7

4 9

0

5

5

A B2

C

B1
D

E
F

P1 P2

10

Figure 5.3: An example of the duplication anomaly.

The anomaly can occur when the difference in communication costs between
two child tasks is sufficiently large, as is the case with tasks C and E . Here
we see task C being enabled by B2, allowing it to begin execution earlier than
if it was enabled by B1 - this will in turn allow its child F to begin earlier.
Subsequently, task E is enabled by B1, allowing its very high communication
cost to be avoided.

5.2.3 Branch-and-Bound

Branch-and-bound is the name of a family of state-space search algorithms
which are widely used to solve combinatorial optimisation problems. These
algorithms use search to implicitly enumerate all possible solutions to the
problem, thereby both finding an optimal solution and proving that it is optimal
[15]. They differ from a brute force, exhaustive search approach in that bounds
are used to remove large subsets of similar solutions from consideration. A
search tree is constructed in which the nodes, usually referred to as states,
represent partial solutions to the problem. A set of operations is defined which
transforms a given partial solution s into a number of new partial solutions
which are closer to a complete solution. This process of defining the child
states of s is known as branching. The rules for branching, along with an
initial state, define the state-space to be searched. Upon discovery, each state
s will be bounded. This means it will be evaluated using a cost-function f ,
which gives a lower bound on the cost of any complete solution which could
be reached from s. The bound given by f (s) is usually known as the state’s
f -value. These bounds allow many states to be ignored by the search, by
proving that they cannot lead to better solutions than those found elsewhere.
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5.2.4 Allocation-Ordering Model

Allocation-Ordering is a state-space model for task scheduling which contains
two distinct phases within its search tree: first allocation, and then ordering.
In the allocation phase, each task is assigned to a processor [71]. Once a
complete allocation has been found, the ordering phase begins, and the tasks
allocated to each processor are arranged into a specific sequence. With each
task allocated to a processor, and the order of the tasks on each processor
decided, a complete schedule can be uniquely derived. This simply involves
placing each task onto its assigned processor at the earliest start time allowed
by its ordering. It is important to understand that the allocation and ordering
phases do not represent separate search processes; they belong seamlessly to
a single state-space, and search algorithms may move back and forth between
them as needed. The AOmodel has been shown to allow superior performance
when compared with an earlier state-space model, due to its lack of duplicate
states.

In the allocation phase, states represent a partial allocation of tasks to
processors. A complete allocation is represented by a partition of the set of
tasks, V . A partition of a set X is a set of mutually exclusive subsets (or
“parts”), the union of which is equal to the original set X . Each allocation
state, therefore, is a “partial partition” of V . We start with a list of the tasks
n ∈ V , arranged in some topological order. At each step, we take the next task
ni from the head of the list and add it to our partial partition, inserting it into
a part. This means that we will either insert it into one of the existing parts,
or use it to begin a new part. The full range of options here gives the set of
children of each state. The number of parts allowed in a partition is limited to
the number of processors in P. This process allows all possible groupings of
tasks to be considered.

For a state in the allocation phase representing a partial partition A, bound-
ing is performed using two different metrics. The first is the maximum total
computational load among any of the parts a ∈ A. The second is the critical
path through the task graph given the known allocations. This latter metric
uses the concept of allocated levels for tasks: the allocated top level, tlA(n),
and the allocated bottom level, blA(n). These closely resemble the normal
top and bottom level concepts, but incorporate known information about the
allocation of tasks to processors, adding communication costs that we now
knowmust be incurred to the lengths of the paths. If proc(ni) , proc(n j), then
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the communication required by edge ei j must now occur, and so the weight
of the edge is included in any relevant allocated node levels. The two cost
functions for the allocation phase are as follows, with the final f -value being
the maximum of the two for a given state.

fload(s) = max
a∈A

{∑
n∈a

w(n)

}
(5.1)

facp(s) = max
n∈V
{tlA(n) + blA(n)} (5.2)

For states which represent a complete allocation, their sole child is the
beginning of a new ordering phase. With a complete partition A, it is trivial to
map each part a ∈ A to a processor p ∈ P, such that for all n ∈ V we can now
define proc(n). Given that allocation, things proceed in a manner similar to
a list scheduling algorithm, but on a per-processor basis. For each processor,
a “ready list” is maintained of tasks which have had all their dependencies
satisfied. At each step, a single task n is chosen from among those in the ready
list of a processor and placed next in sequence on that processor. The task n is
then considered to be “ordered”. A task ni allocated to pi is considered to not be
ready if there is an unordered task n j also allocated to pi which is an ancestor
of ni in the graph G. Otherwise, ni is ready. The decision of which processor
to order a task on next is essentially arbitrary, but must be made according to
some deterministic scheme such that the processor selected can be determined
while knowing nothing about the new state but its depth. A simple round-robin
method is used in our implementation. This process continues until all tasks
have been ordered, at which point a complete schedule has been constructed.

Finding lower bounds in the ordering phase is somewhatmore complicated.
It relies heavily on the concept of an estimated earliest start time for each task,
eest(n), this being the minimum value which ts(n) could eventually take given
the allocation and ordering decisions made so far. For any task which is
unordered, eest(n) = tlA(n), its allocated top level. For ordered tasks, we
first define prev(n) as the task which is ordered directly before n on the
processor proc(n). We also define the estimated data ready time edrt(n j) =

maxni∈pred(nj )

{
eest(ni) + w(ni) + c(ei j)

}
. If prev(n) does not exist, eest(n) =

edrt(n). If it does exist, eest(n) = max(eest(prev(n))+w(prev(n)), edrt(n)).
Again, we use two metrics for bounding in this phase. The first is known as the
partially scheduled critical path, being the maximum among all tasks of their



Related Work 129

estimated earliest start time plus their allocated bottom level. The second is
the latest estimated finish time of any processor plus the total computational
weight of the tasks not yet ordered on that processor.

fscp(s) = max
n∈V
{eest(n) + blA(n)} (5.3)

fordered−load(s) = max
p∈P

tf (p) +
∑

n∈p∩unordered(s)

w(n)
 (5.4)

5.3 Related Work

Duplication is often incorporated in heuristic algorithms for task scheduling
[38, 53, 2]. This includes algorithms based on list-scheduling [96, 55, 41]
and clustering [37, 81] based approaches, as well as methods such as genetic
algorithms [99].

The general approach to duplication in list scheduling is to attempt duplic-
ation of ancestor tasks when a new task is scheduled. Some set of possible
ancestor tasks will be enumerated and duplicated on the processor of the newly
scheduled task, and the duplicates will then be removed if they do not improve
the new task’s start time [2]. Some algorithms give no regard to redundancies
in duplication, while others attempt to minimise duplicated tasks [88].

In clustering algorithms, duplication can be introduced by allowing clusters
to overlap; that is, if adding a particular task is determined to be beneficial to
a cluster, that task may be included even if it already belongs to a different
cluster [37].

In general, the use of duplication allows these algorithms to produce
schedules of a lower makespan, at the cost of some increase in computational
complexity. Someof these algorithms produce optimal scheduleswhen applied
to a subset of task graphs meeting certain conditions [77, 37, 81].

An approach to optimal task scheduling which is substantially different
from branch-and-bound is the use of integer linear programming (ILP). This
involves formulating the problem as a linear program, and attempting the best
possible solution among those where the variable are constrained to integer
values. This is also an NP-hard combinatorial optimisation method, and in
fact ILP solvers usually use highly optimised branch-and-bound search as part
of the solution process. Several ILP formulations of the P |prec, ci j |Cmax task
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scheduling problem have been proposed [27, 101, 65, 22]. While they have
shown similarly promising results as the pure branch-and-bound approach,
neither method has been shown to have significantly better performance than
the other.

Some ILP formulations with duplication have been proposed [89, 98, 90].
In [98], duplication of tasks was used in order to increase the reliability of
schedules, but its use in reducing schedule lengths was not considered. In
[6], duplication for the purpose of schedule length reduction is performed.
All tasks were considered for duplication on all processors, making the com-
plexity very high. This was built on by [90] with a restricted duplication
formulation (RESDMILP). This approach restricts the number of copies of
each task according to a given parameter, reducing the complexity of the ILP
but sacrificing the optimality of the solution. Only small task graphs were able
to be solved optimally with duplication [89].

5.4 AO with Duplication

In this section, we propose changes to the AO state-space model which allow
the representation of schedules with duplicated tasks. This allows branch-and-
bound search to find the optimal solution to a task scheduling problem inwhich
duplication is allowed. This is achieved primarily through modification of the
allocation phase, as this is when we decide which tasks are executed by which
processors. Some smaller changes are required in the ordering phase, and the
definitions of some properties used for bounding are changed throughout the
algorithm.

5.4.1 Allocation

The purpose of the allocation phase of AO is to determine which tasks will
be executed by which processor. More precisely, it is to produce a number
of subsets of the set of tasks V , such that the members of each will all be
executed by a specific processor in the final schedule. The possible outputs of
the original allocation phase are the set of all partitions of V , ensuring that
each task ends up on only one processor. When duplication is allowed, a naive
formulation of the allocation phase might have an output space in which each
processor could be assigned any subset ofV , so long as the union of all subsets
was equal to V . This would be an enormous increase in the size of the state
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Figure 5.4: An example of a chain of duplicated tasks.

space, and most of the possible duplications of tasks under this scheme would
have no chance of improving the schedule length.

Potentially Beneficial Duplication

It is not useful to consider every task for duplication, as the duplication of
some tasks can never be beneficial to the schedule length. Duplication is only
potentially useful when an additional instance of a task allows a child (or
in turn a descendant) of that task to begin execution at an earlier time. Since
childrenmay also be duplicated, this includes allowing any duplicated instance
of a child task to be executed earlier. We start with the following definition.

Definition 5.1. Duplicable
For a task n ∈ V , we define duplicable(n) such that if duplicable(n) is false,
there exists no valid schedule in which n is allowed to be duplicated with a
smaller makespan than an optimal schedule in which n is not allowed to be
duplicated.

Based on this definition, we can formulate the following lemma, which
states which tasks of a given task graph cannot be worth duplicating - and
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inversely, which tasks may be beneficial to duplicate . As such it provides a
necessary, but not a sufficient condition for a task to beworthwhile duplicating.

Lemma 5.2. Duplication-Worthy Tasks
Given is a task graph G = {V, E,w, c}. For any task n ∈ V , duplicable(n) =

f alse if n has out-degree deg+(n) ≤ 1, and there is no task d ∈

descendants(n) which has out-degree deg+(d) > 1.

Proof. Wedemonstrate the correctness by induction. As the base case, we take
a “sink” task nΩ, with an out-degree of zero. Since nΩ has no children, there
is no way in which duplicating it could be beneficial. Therefore, deg+(nΩ) =

0 =⇒ duplicable(nΩ) = f alse. Now consider a parent ni of nΩ for which
deg+(ni) = 1. The single instance of nΩ is all that ni will be required to
enable. Assume that ni were duplicated, so that we have instances n1i and
n2i . One of these must allow nΩ to begin execution at the earliest time, and
so the other is not required to enable any other task. This means it can be
removed from the schedule without harming the schedule length. Therefore,
duplication cannot be beneficial in this case, and duplicable(ni) = f alse. To
complete the proof, this step is repeated until we reach a source task or a task
which has deg+(ni) > 1 (each of such a task’s ancestors by definition have a a
descendant d with deg+(d) > 1).

This lemma gives a static analysis as to which tasks are useful to consider
for duplication. For example in Figure 5.5 we can observe that only three tasks,
1, 2 and 4, may be worth duplicating in principle. The lemma, however, does
not make a statement about when it is useful to consider duplication for the
other tasks, given a particular partial schedule. To help with this, we introduce
the concept of allocated out-degree.

Definition 5.3. Allocated Out-Degree
Given a task n and a partial partition A, the allocated out-degree deg+α (n, A) is
the total number of child task instances which instances of n will be required
to enable in a valid schedule. For any task ni ∈ V we define |ni |

A as the number
of instances of task ni that exist in partial allocation A, with |ni |

A = 1 if ni

has not yet been allocated in A. The allocated out-degree is then defined as
deg+α (n, A) =

∑
nc∈succ(n)(|nc |

A). This value is greater or equal to the static
out-degree deg+(n), which is simply the number of children of n.

We will use this allocated out-degree now to propose the allocation al-
gorithm with duplication.
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Allocation Algorithm with Duplication

It can only be useful to duplicate a task n if there are multiple child tasks (or
instances) dependent on it. This obviously includes all tasks with a static out-
degree deg+(n) > 1. However, since children of ni may also be duplicated, the
allocated out-degree deg+α (n, A)may become higher than the static out-degree.
Duplication should be considered if deg+α (n, A) > 1. As shown in Figure 5.5,
this means that a task n will only ever be considered for duplication if it has
deg+(n) > 1, or is the ancestor of such a task.

If we are considering duplicating a task, we can divide the set of processors
into two mutually exclusive subsets: PC(n) is the set of all processors to which
at least one child of n is allocated, and PC(n) is the set of processors to which
no children are allocated. It is only useful for n to be allocated to at most one
processor in PC(n). Communicated output data from such an instance will
become available to all children at the same time, and so if there are two such
instances one must be redundant. On the other hand, it is potentially useful
for n to be duplicated on any combination of the processors in PC(n). It is
important to note that even if instances of n are placed on every processor
in PC(n), it is still necessary to consider an additional duplication on the
processors in PC(n) due to the “duplication anomaly” (Section 5.2.2). Using
these facts we can define a branching scheme which closely resembles the one
used in the original allocation phase, but with some additional possibilities at
each step.

Without duplication, branching in the allocation phase proceeds by se-
lecting tasks for allocation one at a time in some arbitrary fixed order. With
duplication, an arbitrary order will no longer suffice: the tasks must be con-
sidered in a reverse topological order, such that no task will be selected until
all its children have already been allocated. When task n is selected to be
allocated, we check its allocated out-degree. If deg+α (n, A) ≤ 1, we do not
consider duplication, and allocation is performed as normal. Otherwise, we
proceed through two steps:

1. Task n may be allocated to zero or more parts to which children of n

have already been assigned. This means that task n could be placed in
any combination of groupings which already contain one of its children.
This set of possibilities is the power set P(PC(n)), that is the set of all
subsets of PC(n).
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Figure 5.5: Example graph showing tasks eligible for duplication.

2. Task n may be allocated to at most one part to which none of its children
were assigned. If n was not allocated to any parts in step 1, it must be
allocated to one part now. The task is placed in a grouping just as it
would be in the original allocation phase, either in an existing grouping
or as the first task of a new grouping, but with the restriction that it
cannot be placed in the same grouping as any of its children, as case 1
already covers this possibility.

These rules define all possible child states in the new allocation phase with
duplication.Algorithm5.1 gives the corresponding pseudocode demonstrating
the process required to create the child states of a given allocation state. The
outer loop in line 7 ensures that all possibilities from the power set of PC(n) in
step one are allowed. Lines 13 and 17 deal with the possibilities from PC(n)

in step two, paired with the possibilities in step one. Line 11 ensures that it
is possible for child states to be created with task n allocated to either no
processors in PC(n), or no processors in PC(n), but never to no processors at
all.
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Algorithm5.1Defining child states of an allocation statewith task duplication.

Input: A, a partial partition of V
Output: childStatesA, set of partial partitions more complete than A

1 unallocated ← list of all tasks v ∈ V not in A;
2 Sort unallocated into reverse topological order;
3 nextTask ← first task in unallocated;
4 childStatesA ← ∅;
5 AC(n) ← all parts a ∈ A containing a child task of nextTask;
6 AC(n) ← A \ AC(n);
7 for all x ∈ P(AC(n)) do
8 childStateα ← A;
9 for all a ∈ x do
10 Insert nextTask into part in childStateα equal to a;
11 if x , ∅ then
12 childStatesA ← childStatesA ∪ childStateα;

13 for all y ∈ AC(n) do
14 childStateβ ← childStateα;
15 Insert nextTask into part in childStateβ equal to y;
16 childStatesA ← childStatesA ∪ childStateβ;
17 if |A| < |P | then
18 childStateβ ← childStateα ∪ {nextTask};
19 childStatesA ← childStatesA ∪ childStateβ;

20 return childStatesA;

5.4.2 Ordering

The introduction of duplication requires a change to the definition of the local
ready lists in the ordering phase. If a task has a parent which is duplicated,
we cannot know a priori which copy of the parent will be able to provide the
necessary input data first, even if one of the copies is on the same processor.
Therefore, if a task is allocated to more than one processor, it cannot prevent
any descendants also allocated to one of those processors from being con-
sidered ready. With our new definition, a task ni allocated to pi is considered
to not be ready if there is an unordered and unduplicated task n j also allocated
to pi which is an ancestor of ni in the graph G. Otherwise, ni is ready.
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5.5 Lower Bounds with Duplication

The correctness of branch-and-bound search depends on the calculation of
accurate lower bounds on the quality of complete solutions that can be reached
fromagiven partial solution.Given a state s, we require an admissable heuristic
function f such that f (s) ≤ f ∗(s), where f ∗(s) is the actual lowest cost
of any complete solution in the sub-tree rooted at s. The introduction of
duplication means that the lower bounds previously used with AO are no
longer admissable, as they do not take into account the possible reductions in
schedule length which duplication allows. However, the necessary changes to
these bounds can be isolated to the definition of some values that are common
between them: the allocated top and bottom levels of tasks, tlA(n) and blA(n).
When statically analysing a task graph, the top level of a task tl(n) gives a lower
bound on the time between the beginning of the schedule and the beginning of
n’s execution. The bottom level bl(n) gives a lower bound on the time between
the beginning of n’s execution and the end of the schedule. When combined,
these values can give us a lower bound for the total length of the schedule.
The allocated levels are dynamic properties dependent on a specific partial
or complete allocation, A. As tasks are allocated, we gain information about
which communication costs will be incurred, and our bounds can be made
tighter. Since duplication complicates the rules as to which communications
are necessary, these values must be redefined. Importantly, when a task n is
duplicated, each instance of n in the allocation can now be considered to have
a distinct allocated top and bottom level. The jth instance of task ni will be
denoted by n j

i . We will define and use both specific levels for each duplicated
instance, tlA(n

j
i ), and collective levels for the set of duplicates of a task, tlA(ni).

5.5.1 Collective and Specific Levels

Allocated top levels are usually found with a recursive procedure. To find
tlA(ni), we simply iterate over the parents of ni and find the maximum value
for the sum of their allocated top level, their computational weight, and the
necessary communication cost. This is expressed by the following formulas:

tlA(ni) = max
np∈pred(ni)

{
tlA(np) + w(np) + cA(np, ni)

}
(5.5)
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cA(np, ni) =


c(epi), ni, np ∈ A ∧ proc(ni) , proc(np)

0, otherwise
(5.6)

With duplication, however, the parents of ni may be duplicated. Since only
one of those duplicate parents needs to supply input data to ni, duplication
introduces options. Previously, we could define the top level of ni as the longest
path in the task graph ending at ni. Duplication introduces new paths through
the task graph, but not all of them are required to be taken. We need only
consider the best possible option of parent instance to enable our task.

Definition 5.4. Specific Allocated Top Level
The specific allocated top level of n j

i is the longest path through the task
graph ending with n j

i which we are forced to take. This is expressed by the
formula:

tlA(n
j
i ) = max

np∈pred(ni)

{
min

nkp∈dups(np)

{
tlA(nk

p)

+w(np) + cA(nk
p, n

j
i )

}} (5.7)

Say that n j
i has a parent np, which may be duplicated. Among the set of

instances of np, there is one which can provide data for n j
i at the earliest time.

For the allocated top level tlA(n
j
i ), we need only consider the path through the

task graph which includes this instance of np.

We also wish to define a collective allocated top level for ni.

Definition 5.5. Collective Allocated Top Level
The collective allocated top level for ni is the earliest time that any instance

of ni ∈ dups(ni) could start. This gives us the following formula:

tlA(ni) = minn j
i ∈dups(ni)

{
tlA(n

j
i )

}
(5.8)

Duplication has similar but not symmetric implications for the allocated
bottom level. Previously, blA(ni) could be determined recursively in the same
way as tlA(ni), but considering the bottom levels of ni’s children rather than
the top levels of its parents. The duplication of children does not have an effect
on how allocated bottom level is calculated, as all instances of ni’s children
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must always be supplied with input data. However, if ni itself is duplicated,
we need to find an allocated bottom level for n j

i . It is not clear that any given
instance of ni’s children will need to be enabled by n j

i , as only a single instance
of ni needs to perform that role. It is possible that a duplicate instance n j

i may
not be required to enable any of the instances of its children. In this case, n j

i

could be executed arbitrarily late in the schedule. In practice, if this scenario
occurred, it would mean that this duplication is providing no benefit to the
schedule. However, this cannot be decided before ordering is performed: we
can only say that it is a possibility.

Definition 5.6. Specific Allocated Bottom Level
The specific allocated bottom level for an instance of a duplicated task n j

i

gives a lower bound on the time between the start of execution of n j
i and the end

of the schedule. This is equal to its computational weight, blA(n
j
i ) = w(ni), as

any instance of a duplicated task could be placed at the end of a valid schedule.

It is this fact which motivates the definition of both specific and collective
levels, as the specific allocated bottom level in this instance is not a very useful
bound.

Definition 5.7. Collective Allocated Bottom Level
The collective allocated bottom level blA(ni) gives a lower bound on the

time betweenwhen the earliest instance of ni starts execution and the end of the
schedule.We know that some instance of ni must enable each of the children of
ni. To find blA(ni), we iterate over all children nc ∈ succ(ni). For each child nc,
we iterate over the instances nk

c ∈ dups(nc). For each instance nk
c , we iterate

over the instances of ni and find the minimum necessary communication cost,
then add the collective allocated bottom level of the child. This represents
the outgoing path from the best possible enabling instance for that child. The
allocated bottom level blA(ni) is then the maximum such outgoing path found,
plus the computation cost w(ni). This is described by the following formula:

blA(ni) = w(ni) + max
nc∈succ(ni)

{
blA(nc)+

min
nkc∈dups(nc)

{
min

n j
i ∈dups(ni)

{
cA(n

j
i , n

k
c )

}}} (5.9)
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Algorithm 5.2 Defining the collective allocated bottom level of a task.

Input: A, a partial partition of V
Input: ni, a task in A for which all succ(ni) are in A
Output: blA(ni), collective allocated bottom level of ni

1 if succ(ni) = ∅ then
2 return w(ni);
3 maxOutPath← 0;
4 for all nc ∈ succ(ni) do
5 minEnablingCost ←∞;
6 for all nk

c ∈ dups(nc) do
7 for all n j

i ∈ dups(ni) do
8 enablingCost ← cA(nc, n

j
i ) ;

9 minEnablingCost ←
min(enablingCost,minEnablingCost);

10 outPath← minEnablingCost + blA(nc);
11 maxOutPath← max(outPath,maxOutPath);
12 return maxOutPath + w(ni);

Algorithm 5.2 outlines the calculation of the collective allocated bottom
level.

When producing a bound for the size of the entire schedule, it is important
to pair the specific and collective levels carefully. For a given task ni, the sum
of the collective levels tlA(ni)+blA(ni) gives an admissable lower bound. For a
given task instance n j

i , the sum of the specific levels tlA(n
j
i )+ blA(n

j
i ) gives an

admissable lower bound. In general, it is preferable to use specific allocated top
levels and collective allocated bottom levels, as these tend to provide tighter
bounds than their alternatives. However, combining a specific allocated top
level with a collective allocated bottom level may produce an overestimate
for the length of the optimal schedule. When applying these bounds to the
AO model, both types of level are used in each phase. In the allocation
phase, the allocated critical path heuristic uses the collective allocated top
and bottom levels. Meanwhile the allocated load heuristic, which references
specific instances of tasks on individual processors, must use specific levels.
In the ordering phase, the specific allocated top levels are used to determine
estimated earliest start times for task instances. The specific allocated bottom
levels are then added to these to obtain a bound. However, if a task instance
n j

i , has the lowest estimated earliest start time among all instances of ni, the
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collective allocated bottom level is added instead. This is permissible because
the estimated earliest start time for n j

i in this case is a lower bound for the start
time of any instance of ni, just like tlA(ni).

5.6 Evaluation

To determine empirically the effect of duplication on the difficulty of solving
task scheduling problems with the AO model, we performed searches on a
large set of task graphs using a variety of different target systems.

5.6.1 Setup and workload

Task graphs of sizes 16 and 21 taskswere used,with 270 of each being selected,
hence 540 different graphs in total. The graphs were a mix of the following
DAG structure types: Fork, Fork-Join, Out-Tree, Pipeline, Random, Series-
Parallel, and Stencil. DAG structures can be divided into three categories:
structures which never benefit from duplication, structures where duplicating
certain tasks can never be harmful, and the rest for which the impact of
duplication is uncertain. The first category includes Join and In-Tree graphs,
and for this reason they were excluded from our data set. The second category
includes Fork and Fork-Join graphs, where duplicating the entry task can never
be harmful (this is also the only task for which duplication is meaningful). The
experiments with these fork-based graph structures will therefore be analysed
separately from the general graph structures in the remainder of the data set.
The graphs in the data set also vary by communication-to-computation ratio
(CCR), evenly divided into three categories: low (close to 0.1), medium (close
to 1) and high (close to 10).

A mature implementation of parallel depth-first branch-and-bound and
the AO model in Java [70] was extended and enhanced to allow duplication.
This implementation was used for the evaluation. For each task graph, we
attempted to find an optimal schedule for each target system with and without
duplication, with 2, 4, and 6 processors, and a time limit of one minute allowed
for each search to complete. There were a total of 3240 trials. Each trial was
run on a Linux machine with 4 Intel Xeon E7-4830 v3 @2.1GHz processors.
To remove the possibility of previous trials affecting subsequent ones due to
garbage collection or JIT compilation, a new JVM instance was started each
time.
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Figure 5.6: Performance with and without duplication for general graph struc-
tures.

5.6.2 Results

5.6.2.1 Solving difficulty

A summary of results from these trials for general graph structures (i.e. exclud-
ing fork-like structures) is shown in Figure 5.6 as performance profiles: the
x-axis shows time elapsed, while the y-axis shows the cumulative percentage
of problem instances which were successfully solved by this time. Almost all
problem instances were able to be solved optimally within the one minute time
limit when duplication was not used, with 99% solved in the 16 task group
and 86% solved in the 21 task group. However, allowing duplication led to
a significant decrease in the proportion of task graphs able to be solved. Not
only were less problem instances solved with duplication, but the decrease
in performance between the 16 and 21 task groups is much more signific-
ant, dropping from 50% to only 27%. This is expected, given the additional
complexity and therefore much larger state-space associated with duplication.

5.6.2.2 Duplication benefit

This naturally leads to the question of whether it is generally worthwhile to
attempt to find a solutionwhich includes duplication, given the added difficulty.
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One factor in making this decision would be the likelihood that allowing
duplication will cause a reduction in the length of the optimal schedule for a
given task graph.

Communication to Computation Ratio In Figure 5.7 we see cumulative
distribution plots for the improvement in schedules gained by duplication for
general graph structures. We calculate an improvement ratio by dividing the
makespan of each schedule found without duplication by the makespan of
the corresponding schedule with duplication. Problem instances are therefore
only included in this analysis if they were successfully solved in both cases.
The results are broken down by CCR. It is clear that CCR has a very large
effect on the usefulness of duplication. With low CCR, only 20% of schedules
see any improvement, and at most they are improved by a few percent. With
medium CCR we see half of the schedules improved, with the improvement
ratio reaching 1.3. For high CCR, almost all schedules are improved by du-
plication, and the maximum improvement ratio is 2.5, almost twice that of the
medium CCR group. Since the advantage of duplication is achieved by trading
communication costs for additional computation, it is natural that graphs with
a higher CCR would have a larger potential benefit, and these results confirm
this. Remember that the best possible improvement is limited by the best pos-
sible speedup, and the schedules created were on 2, 4 and 6 processors. A
task graph having high CCR indicates some combination of two factors in a
real-world scheduling situation it may serve as an abstraction of: either large
amounts of data need to be transmitted while relatively simple computations
are performed with it, or the communication links of the parallel system are
relatively slow compared to the speed of the processing units (as may be true
in a distributed system), or both.

Number of Processors Figure 5.8 shows plots for the improvement in sched-
ules, grouped by the number of processors allowed for scheduling. Compared
to CCR, there are much smaller differences between these groups. We do see,
however, that as the number of processors increases there is a small decrease
in the proportion of schedules which are improved. At the same time, the range
of improvement expands significantly, although the majority of instances in
all groups have an improvement ratio of less than 1.5. This range expansion
is expected as the maximal possible improvement grows with the number of
processors, i.e. with the possible speedup.
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Figure 5.7: Improvement from duplication by CCR.
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Figure 5.8: Improvement from duplication by number of processors.
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Figure 5.9: Improvement from duplication by graph structure.
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Figure 5.10: Improvement from duplication for fork-based graph structures.

Graph Structures We plot the improvement in schedules grouped by graph
structure in Figure 5.9. We can see that duplication has the largest effect with
Out-Tree and Series-Parallel graphs, with a large majority of these schedules
being significantly improved. These structures are most likely to resemble
fork-like structures, where scheduling cannot be harmed by duplication. In
particular, we can say that Out-Tree schedules cannot be harmed by duplicating
the source task, in just the same manner as Fork graphs. The duplication of
later tasks will have uncertain results, though.

Let us now look at graphs where duplicating certain tasks can never be
harmful, namely fork and fork-join graphs. How much do they benefit from
duplication? Figure 5.10 shows cumulative distribution plots for the improve-
ment in schedules gained by duplication for fork-based graph structures. In
contrast to the general graph structures, many more problem instances benefit
from duplication and their maximal benefit is also higher, which is of course
an expected result.

5.7 Conclusion

In this work, we have proposed a state-spacemodel for optimal task scheduling
with duplication, based on the AOmodel. Allowing tasks to be duplicated and
executed multiple times within a schedule can lead to reductions in overall
schedule length, and the modified AO model can determine the best such
scheme for duplication in a given instance. We have also redefined the con-
cepts of allocated top and bottom levels for the context of scheduling with
duplication.
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The complexity added when allowing duplication makes finding optimal
solutions significantly more difficult, with an empirical evaluation showing
a large drop in the number of task graphs solved within one minute. This
suggests that allowing duplication represents a significant additional resource
investment when deciding how to optimally schedule a task graph. Our evalu-
ation also showed that a large proportion of task graphs can have their optimal
schedules improved by the use of duplication, and many significantly. This
is particularly true for graphs with a fork-like structure, and for those with a
medium to high CCR.
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Chapter 6

Conclusions and Future Work

This thesis has presented the AOmodel, a novel state-space model for the clas-
sic problem of task scheduling with communication delays. The AO model
improves on older models through the elimination of duplicate states, which
is achieved by dividing the problem into the two distinct sub-problems of al-
location and ordering. The branching procedures for AO have been described,
and proofs of their correctness presented. A number of admissable heuristics
have been proposed for use with AO. An extensive experimental evaluation
with a large data set showed that AO had a clear advantage when compared
with the older ELS model for optimal task scheduling with the A* algorithm.
Subsequently, the potential benefit of AO’s duplicate-free property for other
variants of branch-and-bound was explored. An evaluation showed that AO al-
lowed significantly improved performance for the memory-limited depth-first
branch-and-bound algorithm when compared to ELS. The design of paral-
lel versions of DFBnB and A* was discussed, and AO was demonstrated to
allow superior scaling for the proposed parallel algorithms. These results in-
dicate that the AO model expands the range of practical options for optimal
scheduling with state-space search.

With the benefit of AO’s lack of duplicates confirmed, the question of
AO’s versatility and extensibility to more complex scheduling models was
examined. The AO model was first extended to allow optimal solving of the
task scheduling problem with related heterogeneous processors. The neces-
sary changes to branching and bounding procedures were detailed, and the
increase in computational complexity caused by these changes was analysed.
Experimental evaluation explored the effects of several variables on the dif-
ficulty of solving, and showed that a particular adaptation of AO to target
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systems with partial heterogeneity was beneficial. The base AO model was
then adapted to work with another task scheduling model, allowing optimal
solving of the task scheduling problem with task duplication. In describing
the changes needed for the branching and bounding procedures, substantially
different definitions for the allocated top and bottom levels of tasks in the con-
text of task duplication were developed. The experimental evaluation was able
to provide insight as to the proportion of task graphs for which allowing task
duplication can be beneficial, and exact quantification of the benefits. Success
in adapting AO for these two quite different models suggests that the concepts
of AO are widely applicable to task scheduling models, and adaptation to
increasingly more complex models is likely possible.

Future Work

The introduction of the AO state-space model and the investigations of its
potential carried out so far suggest a number of interesting avenues for further
research.

• Pruning Techniques and Lower Bounds - Beginning with the basic
model itself, the unique properties of AO may allow the development
of additional pruning techniques and other similar optimisations that
would not have been possible with earlier state-space models. Similarly,
there is likely to be a large amount of refinement possible for the lower
bound heuristics, allowing tighter bounds and more efficient search. In
particular, refined heuristics for the ordering phase should be investig-
ated.

• Decision Priorities - There are several steps in the branching procedures
of the AO model which incorporate a fixed but essentially arbitrary
order in which decisions are made. It has already been demonstrated
by means of the graph reversal optimisation technique that differences
in the sequence in which scheduling decisions are made can have a
dramatic effect on branch-and-bound performance. Some decisions will
have much larger effects on the eventual solution than others, and having
those decisions made earlier rather than later allows later decisions to be
as well informed as possible. The order in which tasks are selected for
allocation, and the order in which processors are selected in the ordering
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phase are good candidates for this type of optimisation. For example,
the graph reversal technique shows that allocating tasks with a high in-
or out-degree provides a lot of important information, and this could
be used as the basis for a task allocation priority scheme. Differences
in performance between various priority schemes for these decisions
should be systematically evaluated.

• Task SchedulingModels - Two examples of the AOmodel’s extensibil-
ity to various related task scheduling problems have been explored, and
it is obvious that AO could be adapted to allow optimal solving of other
task scheduling problems. A clear next step would be to use AO for the
problem of task scheduling with unrelated heterogeneous processors,
and additionally for a task scheduling model which includes heterogen-
eity in the communication subsystem. These additional features appear
highly compatible with the already developed heterogeneous model.
However, it would be necessary to design an input format and, more
importantly, a suitable set of test data for evaluation. Another obvious
step would be to combine the model extensions already developed such
that AO could find optimal solutions to the scheduling problem with
both heterogeneous processors and task duplication simultaneously.

• Wider Applicability - The compound nature of the task scheduling
problem seems to be addressed well by the AO model’s division into
multiple sub-problems. Insights from this framing of the task schedul-
ing state-space, and the associated lower bound heuristics, could be
applied to an ILP formulation for optimal task scheduling. If this could
be achieved, the built-in advantage of an ILP solver’s extensively op-
timised implementation would be likely to allow further improvements
in optimal scheduling performance. Additionally, it is possible that the
general concepts of the AO model could be successfully applied to
other NP-hard combinatorial optimisation problems with similar prop-
erties, beyond variants of the task scheduling model. The most obvious
candidates would be other scheduling problems, which naturally share
the combination of distribution and permutation sub-problems exhib-
ited by task scheduling. Also of interest would be any other compound
combinatorial optimisation problem.
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