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Abstract

Volume rendering is a research area within scienti�c visualisation, where images

are computed from volumetric data sets for visual exploration. Such data sets

are typically generated by Computer aided Tomography, Magnetic Resonance

Imaging, Positron Emission Tomography or gained from simulations. The data

sets are usually interpreted using optical models that assign optical properties

to the volume and de�ne the illumination and shading behaviour. Volume ren-

dering techniques may be divided into three classes: object-order, image-order

or hybrid methods. Image-order or ray casting methods shoot rays from the

view plane into the volume and simulate the variation of light intensities along

those rays. Object-order techniques traverse the volume data set and project

each volume element onto the view plane. Hybrid volume rendering techniques

combine these two approaches. A very popular object-order rendering method

is called splatting. This technique traverses the volume data set and projects

the optical properties of each volume element onto the view plane.

This thesis consists of two parts. The �rst part introduces two new splat-

ting methods, collectively called high-resolution splatting, which are based on

standard splatting. Both high-resolution splatting methods correct errors of

splatting by applying major modi�cations. We propose the �rst method, called

fast high-resolution splatting, as an alternative to standard splatting. It may

be used for quick previewing, since it is faster than standard splatting and the

resulting images are signi�cantly sharper. Our second method, called complete

high-resolution splatting, improves the volume reconstruction, which results

in images that are very close to those produced by ray casting methods.

The second part of the thesis incorporates wavelet analysis into high-resolution

splatting. Wavelet analysis is a mathematical theory that decomposes vol-

umes into multi-resolution hierarchies, which may be used to �nd coherence

within volumes. The combination of wavelets with the high-resolution splat-

ting method has the two advantages. Firstly the extended splatting method,

called high-resolution wavelet splatting, can be directly applied to wavelet

transformed volume data sets without performing an inverse transform. Sec-

ondly when visualising wavelet compressed volumes, only a small fraction of

the wavelet coe�cients need to be projected.

For all three versions of the new high-resolution splatting method, complexity

analyses, comprehensive error and performance analyses as well as implemen-

tation details are discussed.
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Chapter 1

Introduction

The goal of scienti�c visualisation is to provide researchers and scientists

with tools for visual exploration of their data. These tools range from stan-

dard spreadsheets that produce plots or bar graphs of test values to very spe-

cialised software to render higher dimensional geological data sets that contain

many di�erent data types, e.g. temperature, pressure, wind direction and so

on. One class of scienti�c visualisation techniques is concerned only with vi-

sualising sampled three or higher dimensional functions. These techniques are

collectively called volume visualisation techniques. The sampled functions

are stored in volume data sets. The samples themselves may be scalar values,

vectors, tensors or any combination of these types. However, this thesis focuses

on techniques for visualising 3D volume data sets that only consist of scalar

values, i.e. the underlying functions are 3D scalar functions. A comprehensive

introduction to volume visualisation and scienti�c visualisation in general may

be found in [57] and [50].

Volume data sets that hold sampled 3D scalar functions may be obtained in dif-

ferent ways. Common sources for such data sets are computer simulations or 3D

scanners. Examples of computer simulations are implementations of physical

processes that have implicit or explicit descriptions or rules de�ned by under-

lying models. Such systems may be simulated using �nite element methods,

�uid dynamics programmes or particle systems. Starting with an initial con�g-

uration the sample values are iterated according to functional descriptions or

speci�c evaluation rules for the underlying model. Examples of other sources

for volume data sets are 3D scanners in medical applications, such as mag-

netic resonance imaging (MRI), computer tomography (CAT or CT), positron

emission tomography (PET) or ultrasound scanner.

Early volume visualisation methods displayed only parts of volumes due to the

limited processing power available. In early medical applications, for example,

only single slices of a volume data set were displayed. The slices were axis

1



2 CHAPTER 1. INTRODUCTION

aligned or on an arbitrary plane. Each sample value of the slice was directly

mapped to a grey scale colour, which allowed interactive navigation through

the various slices of a volume data set.

Another early volume visualisation method that achieved fast rendering times

is called maximum value projection [56]. Here viewing rays are shot into

the volume and the highest volume value encountered on each ray is recorded.

The resulting light intensity of a viewing ray is proportional to the recorded

volume value. Visualising only one volume value per ray has a major drawback.

Nearly all information about the volume is discarded, except about high values.

Thus, it is not possible, for example, to visualise parts of the volume which are

surrounded by high volume values.

More sophisticated volume visualisation approaches classify the volume �rst in

order to extract the materials or tissues of interest. A very �exible classi�cation

scheme was developed by Drebin et al. [12] and is based on probabilistic distri-

butions. The occurrence of a particular material or tissue at a volume location

is given by a probability. This probability depends on the scalar value of the

underlying 3D scalar function. The idea behind this approach is that all volume

positions with the same scalar values are occupied with the same materials or

tissue types. It is also possible that more than one material or tissue is present

at a volume position. The classi�cation of a volume is then given by a set of

probability distributions fPi(�)gi2N , where Pi is the probability depending on

the volume value � that a material or tissue type i is present. The probability

distributions depend on the application and are rarely known in advance.

From the probability distribution fPigDrebin et al. [12] compute the proportion

pi of each material or tissue i at a volume position. The proportions fpig are
then used as weights for the optical properties of the material or tissue type i.

Every material has optical properties, such as colours or opacities, that de�ne

its appearance. Fig. 1.1 shows examples of a classi�ed CT scan of a human

Figure 1.1: Extracting various tissues of a CT scan of a human pelvis; left:

skin only, middle: semi-transparent skin and muscles, right:

semi-transparent skin and bones.
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pelvis1.

The techniques for visualising 3D sampled scalar �elds may be subdivided into

two classes [14]: surface �tting and volume rendering techniques. Surface

�tting methods extract geometric primitives, such as polygons or points that

approximate an iso-surface within the volume in a preprocessing step. The

iso-surface then represents a boundary of a particular material or tissue. In

order to extract such iso-surfaces it is necessary to classify the volume into thin

surfaces. The extracted geometric primitives may be displayed using standard

polygon rendering methods. Surface �tting algorithms di�er mainly in the kind

of geometric primitives that are used to extract a surface and the spatial domain

from which these primitives are extracted.

The most popular algorithm in this �eld is the Marching cubes algorithm,

which was independently developed by Wyvill et al. [80] and Lorensen and Cline

[35]. This method traverses the volume by inspecting cubes created by eight

adjacent samples. For each cube the sample values at the corners are compared

to a preselected iso-level. This comparison determines if and in which way the

iso-surface intersects the cube. Depending on the type of intersection, triangles

are �tted to the iso-surface through the cube. This step is usually performed by

table look-ups. The positions of the triangle vertices are determined by linear

interpolation between two adjacent corners of the cube.

The triangles generated by the Marching cubes algorithm are often smaller than

the distance between two adjacent pixels. Based on this observation, Cline et

al. [6] developed the Dividing cubes algorithm that recursively subdivides each

cube that contains iso-surface into smaller cubes. This recursion step stops

when the size of the cubes is smaller than the distance between two adjacent

pixels. Now instead of rendering triangles, the Dividing cubes algorithm simply

displays each cube as a point, which is more e�cient than rendering polygons.

Contour connecting methods by Keppel [27], Fuchs [17] and Ekoule [13] are

another type of surface �tting method. These methods trace one closed iso-

contour in each 2D volume slice �rst and then connect the contours of two

adjacent slices using triangle tesselations.

The main advantage of surface �tting methods is that e�cient polygon ren-

dering algorithms are well known and supported by 3D graphics hardware in

today's standard PCs. However, to extract surfaces from a volume an iso-level

has to be selected for the volume, which means that a lot of information is

discarded during the surface extraction process. Surface �tting methods are

also very poor at rendering volumes that do not have surfaces, e.g. volumes

that contain clouds, dust or fog.

1We would like to thank the Department of Radiation Oncology from the University of

North Carolina for permission to use their CT scan data set of a human pelvis as a test data

set.
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Volume rendering techniques overcome these drawbacks and visualise volume

data sets directly without any intermediate representations such as contour

surface polygons. The methods in this �eld use optical models that de�ne how

light is generated, re�ected, scattered or occluded within the volume. These

optical models vary in the degree of physical realism.

Volume rendering typically involves two major steps: volume reconstruction

and computation of the image de�ned by an optical model. Volume recon-

struction is the process of de�ning, from the volume samples, a continuous

function over the entire volume. It is usually performed by convolving the vol-

ume samples with a reconstruction kernel function. Common kernel functions

are trilinear, tricubic and truncated Gaussian functions.

As mentioned above volume data sets are interpreted using optical models

that assign optical properties to the volume and de�ne the illumination and

shading behaviour. The emission-absorption model is commonly used for

direct volume rendering. In this model the volume consists of particles that emit

light as well as absorb light from particles behind them. The number of particles

per unit volume may be used to model semi-transparent materials or tissues.

Areas with a high number of particles represent less transparent materials than

areas with only a few particles. This model is very general, because on one

the hand it is possible to de�ne only completely opaque materials, which is

equivalent to traditional surface rendering. On the other hand, if no light is

emitted from the volume particles, so that they only absorb background light,

it is possible to produce �X-ray-like� images.

In general the emission-absorption model cannot be computed analytically and

has to be approximated numerically. Volume rendering techniques that com-

pute approximations to the emission-absorption model may be classi�ed in

di�erent ways. Elvins [14] distinguishes between projection methods and im-

age order methods. Later Lacroute and Levoy [31] re�ned this scheme to image

order, object order and hybrid techniques. Here image order or ray casting

methods iterate the main loop over the samples of the view plane, i.e. the pix-

els. For each pixel a viewing ray is shot from the eye point through the view

plane into the volume and the light �ow is simulated along that ray. Fig. 1.2

shows a typical ray casting scenario.

Object order volume rendering techniques compute the resulting image by

iterating the main loop over the volume data set and by projecting each volume

element onto the view plane. The most popular technique in this class is called

splatting [72, 73]. The splatting method determines the colour and opacity of

a sample value �rst and then projects (splats) these values onto the view plane.

The method received its name from the analogy of throwing a snowball against

a wall, since the spreading energy of the sample behaves like the splatted snow.

Fig. 1.3 shows the splatting process. Splatting forms the basis for the volume
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viewing
ray

volume data set

view plane

Figure 1.2: Ray casting methods: viewing rays are shot into the volume and

the light intensity �ow is simulated along each viewing ray.

rendering methods developed in this thesis.

voxel
volume slice

view plane

Figure 1.3: The splatting method: the colour and opacity of each sample are

projected onto the view plane.

Hybrid volume rendering techniques combine both image order and object

order approaches. An example for a hybrid volume rendering technique is the

V-bu�er method by Upson and Keeler [69], where the volume is traversed in

object order. Every cell, a cuboidal that lies with eight adjacent voxels, is then

rendered in image space.

Alternative classi�cation schemes of volume rendering methods may either be

found in Max [42], who distinguishes between ray casting, polyhedron com-

positing and plane-by-plane compositing volume rendering techniques, or in

Mueller and Craw�s [46], who classify volume rendering methods according to

�how much graphics hardware they utilise�.

Due to the large sizes of volume data sets, e�ciency of memory requirements

and processing time is crucial for all volume rendering techniques. In order to

reduce both storage space and rendering times hierarchical representations of

volume data sets are quite common. The key idea behind hierarchical represen-

tations is to exploit spatial coherence within the volume, so that fewer samples
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are provided for areas with a lower level of detail. This reduces the amount

of volume data and may be used to decrease the rendering times. Pyramidal

data structures are one popular type of hierarchy for both image order [34, 9]

and object order [32] rendering techniques. These methods are usually faster

than non-hierarchical techniques. Pyramidal data structures, however, have

two major drawbacks. More memory is required to hold the various resolutions

of the volume [71] and it is quite di�cult to estimate errors that occur during

the rendering process [70].

The wavelet theory provides another way to build hierarchies within volumes.

A wavelet based representation of a volume consists of a low resolution version

of the entire volume and the details. The details are represented by wavelet

functions, which are scales and translates of one single function, called the

mother wavelet function. Since volumes typically contain areas with only a

few details, a lot of wavelet coe�cients are zero or negligibly small. This means

that wavelet transformed volumes may be stored very compactly. Muraki [48,

49] and Westermann [70] developed image order techniques to render wavelet

transformed volumes.

This thesis consists of two parts. The �rst part provides a complete math-

ematical description of splatting, which reveals three errors of this method.

Correcting these errors leads to two new splatting methods, collectively called

high-resolution splatting, which are modi�ed versions of the popular splatting

method. Both high-resolution splatting methods produce signi�cantly sharper

images in comparable rendering time to standard splatting. The second part of

the thesis presents an extension to high-resolution splatting that makes it possi-

ble to visualise wavelet transformed volume data sets directly without perform-

ing an inverse transform �rst. The resulting method, called high-resolution

wavelet splatting, may take advantage of the coherence within volume data

sets: wavelet based compression schemes achieve high compression rates by

dropping coe�cients, whose amplitude is either zero or very small. Therefore,

by visualising wavelet compressed volumes it can be expected that only a small

fraction of the wavelet coe�cients needs to be projected.

The reminder of this thesis has the following structure. Chapter 2 introduces

common volume rendering models and techniques in greater detail. Beside a

broader overview of the various rendering methods, special emphasis is put on

volume reconstruction, the emission-absorption model and splatting. The basic

mathematical framework of the wavelet theory is presented in chapter 3. This

chapter also includes the concepts of multi-resolution analysis, wavelet trans-

forms and their inverses, a matrix formulation of wavelets and standard wavelet

basis functions. While chapter 2 and 3 summarise already known approaches,

new results are presented in the remaining chapters. Chapter 4 introduces

two versions of our new high-resolution splatting method. This chapter also

contains a motivation, a theoretical complexity analysis, an extension to the
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presented methods and a comprehensive practical analysis. In chapter 5 we

extend high-resolution splatting, so that it is possible to render wavelet trans-

formed volumes directly without performing an inverse transform �rst. This

chapter also examines the complexity behaviour of the new method in theory

and practice. Finally chapter 6 draws conclusions and discusses possible future

work in this line of research.
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Chapter 2

Volume rendering

The �eld of volume rendering studies concepts and algorithms to visualise 3D

scalar functions. In contrast to polygonal approaches volume rendering tech-

niques visualise volumes in their true continuous 3D representation. Volumes

do not need to consist of iso-surfaces. Instead volume rendering techniques di-

rectly evaluate the underlying optical model, so that fuzzy objects retain their

natural character. The optical models for volume rendering are able to de�ne

semitransparent objects, which are then displayed as fog or clouds. Of course, if

objects within the volume are completely opaque, volume rendering techniques

produce similar results to traditional surface rendering approaches.

The volume rendering process consists of two major parts, volume reconstruc-

tion and computation of an optical model. Volume reconstruction de�nes a

continuous 3D scalar function from the samples of the volume data set. Section

2.1 introduces volumes and the important process of volume reconstruction in

greater detail. The reconstructed continuous scalar functions are interpreted

using optical models that de�ne the absorption, scattering and emission of light

within the volume. In this thesis we focus on the most �exible model in this

�eld, the emission-absorption model, which is presented in section 2.2. Section

2.3 provides a detailed overview of the most common volume rendering meth-

ods. Special emphasis is put on splatting methods, since this type of volume

rendering technique builds the basis for the high-resolution splatting methods

developed in this thesis. Finally section 2.4 summarises the various volume

rendering approaches that were presented in this chapter.

2.1 Volumes

Volumes are usually de�ned in terms of three or higher dimensional functions.

These functions describe volumes by mapping every point of the volume to a

9
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value. The function values may be of di�erent types, such as scalar values,

vectors, tensors or any combination of these types. Volume data sets consist

of sampled versions of these functions. Depending on the type of application,

volume data sets are usually gained from computer simulations or sampled from

a 3D scanner. This thesis focuses on the visualisation of 3D scalar functions,

i.e. the volume data sets consist of scalar values only. We will refer to the

scalar values as �densities� throughout the rest of this thesis, even though they

could measure any physical property. The samples itself are often referred to

voxels (volume elements) the higher dimensional analogue to pixels (picture

elements).

The sample values may lie on various grid structures [61]. Volume data sets

that hold sample values on arbitrary grids may be resampled in a preliminary

step in order to obtain a Cartesian grid. There also exist various volume visu-

alisation algorithms that render non Cartesian lattices directly [18, 19, 36, 39,

44, 59, 74, 77, 79, 82]. Throughout this thesis it is assumed that the samples

lie on a Cartesian grid of points (xi; yj; zk), where xi = i ��x, yj = j ��y and

zk = k � �z. The indices lie in the range of i = 1; : : : ; Nx, j = 1; : : : ; Ny and

k = 1; : : : ; Nz. �x, �y and �z are the distances between adjacent samples

and Nx, Ny and Nz are the numbers of samples in the x, y and z directions.

The data set holds the sample values Fijk 2 R, where Fijk = F (xi; yj; zk). The
next subsection describes the sampling process, i.e. obtaining the samples Fijk
from a volume function f(x; y; z), and the reconstruction step, i.e. computing

a continuous function G(x; y; z) from the samples Fijk, in greater detail. Sub-

section 2.1.2 discusses di�erent ways to approximate gradients within volume

data sets. Gradients are needed for shading calculations.

2.1.1 Sampling and volume reconstruction

To introduce sampling and volume reconstruction, we use f(x; y; z) to denote

the underlying volume function, which maps points in 3D space (x; y; z) 2
R3 to scalar values, i.e. the volume densities f(x; y; z) = d 2 R. Here R

represents the set of real numbers. The convolution of two functions f(x; y; z)
and g(x; y; z) is de�ned as

f(x; y; z) � g(x; y; z) =
+1Z
�1

+1Z
�1

+1Z
�1

f(u; v; w) g(x�u; y� v; z�w) du dv dw: (2.1)

To describe the process of sampling a function f(x; y; z) mathematically, Dirac

delta functions are commonly used [20]. The three dimensional Dirac delta
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function Æ(x; y; z) is de�ned by the relation1

+1Z
�1

+1Z
�1

+1Z
�1

f(u; v; w) Æ(u� x0; v � y0; w � z0) du dv dw = f(x0; y0; z0): (2.2)

In other words, the Dirac delta function Æ(u�x0; v�y0; w�z0)may be seen as a

function with an impulse at the point (x0; y0; z0). The amplitude of the impulse

is determined by the value of f(x; y; z) at the location (x0; y0; z0). Therefore

the product of Æ(u � x0; v � y0; w � z0) and f(x; y; z) may be used as taking

a single sample of f(x; y; z) at the point (x0; y0; z0). To sample the function

f(x; y; z) on a regular grid the products of f(x; y; z) with translated Dirac delta
functions are added. Hence

F (x; y; z) =
NzX
k=1

NyX
j=1

NxX
i=1

f(x; y; z) Æ(x� xi; y � yj; z � zk)

is a function that holds the values of f(x; y; z) at the grid points (xi; yj; zk) and
is zero everywhere else. Since the sample points lie on a regular grid, only the

sample values Fijk = F (xi; yj; zk) need to be stored in the volume data sets.

Most direct volume rendering techniques need volume densities that lie between

voxels. The process to compute these density values from surrounding voxels

is called volume reconstruction. In general, given a set of samples Fijk, we

are looking for a 3D scalar function G(x; y; z) that is de�ned over the entire

volume.

The reconstruction of the volume is performed by a convolution of the sampled

function with a reconstruction kernel function h(x; y; z), which yields a new

function

G(x; y; z) = F (x; y; z) � h(x; y; z)

=

 
NzX
k=1

NyX
j=1

NxX
i=1

f(x; y; z) Æ(x� xi; y � yj; z � zk)
!
� h(x; y; z)

Convolution is a linear operator, so that the summations may be moved outside

the convolution, i.e.

G(x; y; z) =
NzX
k=1

NyX
j=1

NxX
i=1

((f(x; y; z) Æ(x� xi; y � yj; z � zk)) � h(x; y; z)) :

1It should be mentioned that Æ is a distribution rather than a function. Distributions are

generalisations of functions and are beyond the scope of this thesis. The interested reader may

�nd an exact de�nition of Æ in standard functional analysis or signal processing books.
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Applying the de�nitions of the convolution (2.1) and of the Dirac delta function

(2.2) to the equation above yields

G(x; y; z) =
NzX
k=1

NyX
j=1

NxX
i=1

Fijk h(x� xi; y � yj; z � zk): (2.3)

This equation can be seen as placing the function h(x; y; z) at every sample loca-

tion weighting it with the sample density and then summing over all samples.

Since volume reconstruction is the most time-consuming step in a rendering

method, the reconstruction kernel function should have very small support. Tri-

linear functions are commonly used for ray casting methods. Splatting can use

more sophisticated reconstruction kernel functions such as a truncated Gaus-

sian [73], an �optimal reconstruction �lter� [8, 43] or a B-spline [40]. The choice

of the reconstruction kernel function h(x; y; z) has a big in�uence on the shape

of G(x; y; z). Tvedt [51] and Marschner & Lobb [40] discuss the properties of

di�erent reconstruction kernel functions for volume data sets.

2.1.2 Gradient calculation

When rendering volumes, gradients are often used for the shading calculations

in order to simulate di�use and specular re�ections on surfaces. Gradients in

volumes are de�ned as the vector of partial derivatives at a single point, i.e.

(rG) (x; y; z) =
�
@G(x; y; z)

@x
;
@G(x; y; z)

@y
;
@G(x; y; z)

@z

�
:

For discrete volume data sets the gradient (rG) (x; y; z) is usually approxi-

mated using forward di�erencing [12],

(rG) (x; y; z) =
�

G(x+�x;y;z)�G(x;y;z)

�x
;

G(x;y+�y;z)�G(x;y;z)

�y
;

G(x;y;z+�z)�G(x;y;z)

�z

�
or central di�erencing [33],

(rG) (x; y; z) = 1
2

�
G(x+�x;y;z)�G(x��x;y;z)

�x
;

G(x;y+�y;z)�G(x;y��y;z)

�y
;

G(x;y;z+�z)�G(x;y;z��z)

�z

�
:

A comprehensive overview of normal estimation in 3D discrete spaces may be

found in Yagel et al. [81].
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2.2 Optical models

Optical models de�ne the illumination and shading behaviour of the volume.

There exist several di�erent models and physical interpretations for light in-

teractions with volume densities. Max [42] review various optical models. A

common optical model for direct volume rendering is the emission-absorption

model. Subsection 2.2.1 introduces this particular model in greater detail, since

the methods presented in this thesis compute approximations to that model.

The emission-absorption model assumes that the particles glow di�usely with a

certain light intensity, while also attenuating light passing through the medium.

Section 2.2.2 discusses more sophisticated shading and scattering models that

may be incorporated into the emission-absorption model to increase realism.

2.2.1 Emission-absorption

The emission-absorption model considers the volume as a medium that con-

sists of numerous small opaque light emitting particles. Since the particles are

opaque, they attenuate a fraction of the light emitted by particles behind them.

For such a system the light intensity variation along a ray through the volume

is given by Max [42]

I(s) = I(0) e
�
sR
0

�(u) du

+

sZ
0

C(u) � (u) e
�
sR
u

�(v) dv

du: (2.4)

Here I(0) is the light intensity at the point where the ray enters the volume

(the background light intensity) and I(s) is the light intensity at a distance

s along the ray. The extinction coe�cient � (u) measures the rate at which

light is occluded by particles at a distance u along the ray, i.e.

dI

du
= �� (u)I(u):

This quantity depends on the size of the projected area of the particles and the

number of particles per unit volume. The attenuation of light by particles is

usually taken to be wavelength independent, so that there is only one single

extinction coe�cient for all colour components. The particles themselves are

assumed to emit light with the intensity C(u) per unit projected particle area.

The �rst term of equation (2.4) describes the in�uence of the background light

intensity on the view plane. The integral in this term measures the trans-

parency of the entire volume, i.e. the fraction of light that passes completely

through the volume. The second term integrates the emitted light of the par-

ticles within the volume along the ray. At each point u the term C(u) � (u) is
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multiplied by the transparency of the ray interval between s and u, which is

measured by the inner integral. The term C(u) � (u) is called the source term,

and can be seen as the e�ective light intensity per unit volume.

The notation � (u) for the extinction coe�cient is a short form for � (u) =
� (x(u);y(u);z(u)), where x(u), y(u) and z(u) are a�ne functions, so that the

tuple (x(u); y(u); z(u)) describes a line in R3. Similarly C(u) and later G(u)
and �(u) are used as short forms for C(x(u); y(u); z(u)), G(x(u); y(u); z(u))
and �(x(u); y(u); z(u)) respectively.

The functions � (u) and C(u) are optical properties of the medium within the

volume. If � 0(d) and C 0(d) are the extinction coe�cient and the light intensity

function depending on the volume density d = G(u), then � (u) = � 0(G(u)) and
C(u) = C 0(G(u)).

The transparency t(a; b) of the medium over a ray interval [a; b] can be de�ned

as the ratio of the light intensity that leaves the medium to the light intensity

that enters the medium, thus

t(a; b) =
I(b)

I(a)
= e�

R
b

a
�(u) du:

A more commonly used term is the opacity of a medium over a ray interval,

which is the fraction of the attenuated light intensity per incoming light inten-

sity. Therefore the opacity �(a; b) of a medium over the ray interval [a; b] may

be de�ned as

�(a; b) =
I(a)� I(b)

I(a)
= 1� t(a; b):

Equation (2.4) calculates the resulting light intensity for only one wavelength.

To deal with di�erent wavelengths, e.g. red, green, blue, equation (2.4) must

be computed for each colour component individually.

Algorithms that compute the emission-absorption model reconstruct volume

densities �rst, using equation (2.3) and then compute C(u) and � (u), which
are needed to calculate I(s), using equation (2.4).

A numerical approximation

In general equation (2.4) cannot be solved analytically, so it is necessary to

approximate it numerically. For orthographic views along the z axis the ray

segment from the background (s = 0) to the view plane (s = D) can be

divided into N intervals of equal length L = D
N
. The points Pk = (x; y; kL),

k = 0; : : : ; N , lie on the ray from (x; y; 0) to (x; y;D). For small L the volume

densities can be assumed to be constant for any points P = (x; y; z) on an
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interval from Pk�1 to Pk, so that the integrals in equation (2.4) can be written

as Riemann sums [55, 62]

I(PN) � I(0)
NY
k=1

tL(Pk) +
NX
k=1

cL(Pk)
NY

l=k+1

tL(Pl); (2.5)

where tL(P ) = t0L(G(P )) = e��(P )L denotes the transparency and cL(P ) =
C(P ) � (P )L is the e�ective light intensity of a ray interval with the length L

and constant density G(P ).

As in equation (2.4) the �rst term in equation (2.5) describes the contribution

to the image of incident light, attenuated by the entire volume. The second

term sums up the emitted light of all intervals, which is attenuated by the

intervals that lie between the view plane and the light emitting interval.

Note that cL(P ) and tL(P ) are the e�ective light intensity and transparency

of a volume element of length L with a unit cross section, such as a cuboid or

cylinder.

Since � (P ) is assumed constant over a ray interval of length L opacities can be

written as

�L(P ) = 1� tL(P ) = 1� e��(P )L � � (P )L;

for small L.

Absorption-only

Sometimes it is desirable to produce �X-ray-like� images, where the particles of

the volume do not emit any light. The volume particles only attenuate light

from the back of the volume. This is a special case of the emission-absorption

model, where the emitted light C(u) is zero for all particles, so that equation

(2.4) becomes

I(D) = I(0) e
�
DR
0

�(u) du

: (2.6)

Solving this equation amounts to computing the integral, since the exponential

function only has to be applied once per output pixel. This is much easier to

compute than the complete emission-absorption model, which is sensitive to

the ordering of material along the ray path.

2.2.2 Shading and scattering

Equation (2.4) and (2.5) in the previous subsections describe the illumina-

tion behaviour, i.e. the overall light intensity variation within the volume for
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the emission-absorption model. This model assumes that the light is emitted

di�usely. The realism of volume rendering can be increased by introducing

scattering and shading e�ects. Common models that describe the scattering

behaviour of light within the volume are the single-scattering and the multiple-

scattering models, which will be presented in the following subsections. A

more comprehensive discussion about shading and scattering models for direct

volume rendering can be found in Max [42].

Single-scattering

The emission function C(u) in equation (2.4) for the emission-absorption model

only consist of one termE(u), i.e. C(u) = E(u), that describes a non-directional
internal glow. This glow is similar to ambient light in traditional surface render-

ing. To incorporate scattering and shading e�ects into the emission-absorption

model, the emission function C(u) has to be rede�ned. Scattering and shading

models for volume rendering mainly di�er in the number of re�ections that

may occur between the light source and the viewpoint. This number depends

on the albedo of the particles in the volume. The particle albedo is de�ned as

the fraction of scattered light and incident light of a single particle.

Single-scattering models allow only one scattering event per ray between the

light source and the eye. In the simplest single-scattering model, external light

reaches every particle of the volume, unimpeded by any particles that lie be-

tween the light source and the particle. Since every particle is illuminated in

the same way, no shadows may occur. The scattered light of particles is only at-

tenuated by the volume transparency between the particles and the viewpoint.

More complex single-scattering models also account for the transparency of

the volume density between the light source and the scattering point, so that

it is possible to model shadows within volumes. We will discuss the simple

single-scattering models �rst and deal with shadows later.

Following Max [42], scattering can be incorporated into the emission-absorption

model by adding a shading term S(u; !) to the emission function C(u) of

equation (2.4). The resulting emission function is a function of the volume

location u and the direction of the re�ected light !, so that

C(u; !) = E(u) + S(u; !):

The shading term S(u; !) is a product of the incoming light i(u; !0) and a bidi-
rectional re�ection distribution function r(u; !; !0), where !0 is the direction
of the incoming light. Therefore the shading term S(u; !) may be written as

S(u; !) = r(u; !; !0) i(u; !0):
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The bidirectional re�ection distribution function r(u; !; !0) speci�es how light

is re�ected o� the particles, and depends on the direction to the viewpoint !,

the direction to the light source �!0 and on other properties of the underlying

volume function, such as the volume density or the gradient. The bidirectional

re�ection distribution function may be de�ned in various ways. In case of

light scattering by a density of particles, for example, r(u; !; !0) may have the

following form

r(u; !; !0) = a(u) � (u) p(!; !0);
where a(u) is the albedo of the particles, i.e. the fraction of the extinction coef-

�cient � (u) that represents scattering and not absorption. The phase function

p(!; !0) de�nes the distribution of scattering depending on the direction of the

incoming light !0 and the direction ! towards the view point. Since p(!; !0)
de�nes a distribution, it does not depend on the light intensity of the incom-

ing light. For spherical volume particles or randomly oriented particles of any

shape the function p may alternatively de�ned in terms of the angle between

! and �!0. However, to describe directional scattering for arbitrarily shaped

particles, both directions ! and !0 are needed. Max [42] discusses common

phase functions p(!; !0) for volume rendering.

The single-scattering model may also be used to render shaded contour surfaces

without extracting surface polygons. Such shading requires the surface normal

N(u), which can be obtained from the direction of the volume gradient, i.e.

N(u) =
rG(u)
jrG(u)j :

In order to produce shading e�ects similar to those from iso-surfaces, an adap-

tion of the Lambert di�use shading formula max(N(u) � !0; 0) can be incorpo-

rated into the bidirectional re�ection distribution function, so that

r(u; !; !0) = max(rG(u) � !0; 0):
Note that this approach does not use the surface normal N(u) as in traditional

surface rendering. The factor jrG(u)j measures the surface �strength� [42, 12,

33], so that weaker �surfaces� are shaded less brightly than strong surfaces.

It is also possible to include a specular re�ection term into the bidirectional

re�ection distribution function r(u; !; !0). Following Foley [24] specular re�ec-

tion may be computed by (max(rG(u) � H; 0))n; where n is the highlighting

exponent and H is the halfway vector between the viewpoint and the light

source, i.e.

H =
! + !0
j! + !0j :

Here it is assumed that both the direction to the viewpoint ! and the direction

to the light source !0 are normalised.
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Shadows So far all particles within the volume received the same light inten-

sity from the external light source, i.e. the incoming light i(u; !0) was assumed

to be constant. To model shadows the e�ect that the light intensity i(u; !0)
is attenuated by volume densities between the light source and the volume lo-

cation u has to be taken into account. For an in�nite light source with an

intensity L towards the direction !0, the incoming light i(u; !0) at a volume

location u is given by

i(u; !0) = L � e�
�1R
0

�(u�v!0)dv

:

In practical applications the integration may be stopped at the volume bound-

aries.

Computing the transparency between a volume location u and the light source

increases the complexity to O(n2) operations per viewing ray, where n is the

number of volume samples along each axis. It is possible to decrease the number

of operations per viewing ray by using a pre-pass to calculate the attenuation

of the light source at each point in the volume [26]. If this step is performed

voxel layer by voxel layer the pre-pass has the same complexity as the �nal

rendering, i.e. O(n).

Even though shadows add greater realism to volume rendering, �shadows do

not improve comprehension of the scene, and frequently degraded comprehen-

sion�, according to Novins [52]. In addition Novins gives two reasons for the

degraded comprehension caused by shadows. Firstly shading is minimised in

shadowed regions of the data set, which makes the perception of surface orien-

tation di�cult. Secondly shadows may appear in unexpected areas, if the scene

is unknown or unfamiliar.

Multiple-scattering

The previous paragraph discussed single scattering shading models, where the

albedo is low, so that only one scattering event between the light source and

the observer occurs. When modeling atmospheric clouds or high albedo par-

ticipating media multiple scattering events occur. Max [42] reviews several

algorithms to compute multiple scattering models that have complexities of

O(n6) and O(n7). Multiple scattering models are important to model atmo-

spheric clouds. Because of their expensive computation costs, however, they

�are overkill for most scienti�c visualisation applications� [42].
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2.3 Algorithms

This sections presents direct volume rendering algorithms that approximate

the emission-absorption model. The algorithms in this �eld can be divided

into three categories: image order, object order and hybrid methods. Image

order methods have a main loop that iterates over the pixels of the �nal image,

whereas object order methods iterate over volume elements. Hybrid methods

combine both image order and object order approaches. As mentioned above,

the absorption-only model is a special case of the emission-absorption model.

Section 2.3.4 presents some methods to compute this model e�ciently.

2.3.1 Image order methods

Image order or backward mapping techniques process the volume data set by

traversing the pixels of the view plane. For each pixel there is either a ray shot

from the view plane into the volume or the light intensity �ow is simulated

along a ray from the back of the volume towards the view plane. In contrast

to ray tracing the direction of the viewing rays is not changed by re�ection or

refraction. Therefore image order methods are sometimes also referred to as

ray casting. Examples of ray casting methods may be found in Kajiya [26],

Levoy [33], Sabella [56] and Upson and Keeler [69]. Novins et al. [53] developed

an e�cient ray casting method to compute perspective projections of volumes.

Another interesting approach by Sobierajski and Kaufman [60] is a ray tracer

that is able to render scenes containing both surface and volumetric data.

The viewing rays are processed by taking samples along a ray, determining the

colour and opacity at the sample locations and compositing these values to the

�nal colour of a pixel. Algorithm 1 shows the pseudo-code for this process. In a

back-to-front order the volume is traversed from (x; y; 0) to (x; y;D) with a step
size of L (line 14�19 in Algorithm 1). As with the numerical approximation of

the emission-absorption model it is possible to de�ne N = D
L
points Pk that lie

on the ray. Two adjacent segments k� 1 and k are composited at the point Pk
by applying the over operator [54] (line 18 in Algorithm 1). When all samples

of a ray are processed, the colour of that ray is copied to the corresponding

pixel of the resulting image (line 20 in Algorithm 1).

The following shows that ray casting as introduced by Levoy [33] computes

numerical approximations to the emission-absorption model. To obtain the

light intensity I(Pk) Levoy composites the light intensity I(Pk�1) and the colour
C(Pk) using the over operator, which yields

I(Pk) = I(Pk�1) (1� �L(Pk)) + C(Pk)�L(Pk):
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Since �L(Pk) can be approximated by � (Pk)L, the term C(Pk)�L(Pk) rep-

resents the e�ective light intensity cL(Pk). Using transparencies instead of

opacities the formula above can be rewritten as

I(Pk) � I(Pk�1) tL(Pk) + cL(Pk):

Given I(P0) = I(0), a recursive application of the formula above for a back-

to-front volume traversal yields equation (2.5). Similar calculations can be

performed for front-to-back traversal, which gives the same results.

1: proc RayCasting(volume, view, image)

2:

3: Sample s;

4: image.clear();

5:

6: for y = 0 to image.size.y �1 do {iterate over all pixel rows}

7: for x = 0 to image.size.x �1 do {iterate over all pixels}

8: Ray ray;

9: ray.start = view.get_world_coordinates(x; y; 0);
10: ray.end = view.get_world_coordinates(x; y;D);

11: N = D
L
;

12: ray.transparency = 1:0;
13: ray.colour = Black;

14: for s.position = ray.start to ray.end step size L do {sample along the

viewing ray}

15: s.density = volume.get_density(s.position);

16: s.gradient = volume.get_gradient(s.position);

17: shader.shade_sample(s);

18: ray.colour = over(ray.colour, s.colour);

19: end for

20: image.set_colour(x; y;ray.colour);

21: end for

22: end for

23:

24: end proc

Algorithm 1: Pseudo-code for image order volume rendering.

Much research on ray casting methods was concerned with e�ciency. In order

to decrease the rendering times the number of samples on each ray must be

reduced. One approach is to use coherence within the volume. Octrees were

used by Levoy [34] to skip over empty regions. Danskin and Hanrahan [9] apply

octree data structures to decrease the number of samples over regions with little

variation in the colour and opacity.
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Another approach to reduce the number of samples on a viewing ray is early

ray-termination in front-to-back volume traversals. Levoy [34] terminates the

calculation of a viewing ray when the accumulated opacity exceeds a preselected

threshold. In this case the reminder of the viewing ray may be ignored, since

any objects encountered would largely be occluded. However, this method

introduces systematic bias into the �nal image, because some rays are not as

bright as they are supposed to be. Danskin and Hanrahan [9] extended this

idea in order to reduce the bias.

Ray casting methods are easy to implement and may produce high quality

images. It is also possible to trade image quality against rendering time by

reducing the number of samples on each viewing ray.

2.3.2 Object order methods

This section discusses common object order or forward mapping methods that

approximate the emission-absorption model. One very popular class of object

order methods is called splatting and is the basis for the algorithms intro-

duced later in this thesis. The �rst part of this subsection discusses splat-

ting including several existing enhancements in greater detail. Cell projection

methods traverse the volume in object order and decompose volume cells into

semi-transparent polygons, which may be displayed using standard polygon

rendering hardware. The second part of this subsection discusses this type of

method.

Splatting

Splatting algorithms traverse the volume data set in object order, either back-

to-front or front-to-back, and accumulate the contributions of all individual

samples to the �nal image. The description here follows Westover [72, 73],

where the colours C(u) and opacities �(u) of all sample values Fijk are pro-

jected onto the view plane using a projection function called a footprint. The

footprint is the kernel reconstruction function h(x; y; z) integrated along the

line of projection. Algorithm 2 shows the pseudo-code for this process. The

generation of an example footprint function is shown in Fig. 2.1. If parallel pro-

jection is used and the line of projection is parallel to the z axis, the footprint

function can be de�ned as

Footprint(x; y) =

+1Z
�1

h(x; y; z) dz:
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1: proc Splatting(volume, view, image)

2:

3: Sample s;

4: image.clear();

5:

6: for i = 0 to volume.get_no_of_slices() �1 do {iterate over all volume

slices}

7: sheet_bu�er.clear();

8: for j = 0 to volume.get_slice_size() �1 do {iterate over all samples of

one slice}

9: s = volume.get_sample();

10: shader.shade_sample(s);

11: sheet_bu�er.splat_sample(s);

12: volume.next_sample();

13: end for

14: image.composite(sheet_bu�er);

15: end for

16:

17: end proc

Algorithm 2: Pseudo-code for splatting.

To project a single sample the colour and opacity of the sample are computed.

The footprint function is translated so that it is centred at the sample's projec-

tion onto the view plane. This translated footprint function is then weighted by

the sample's colour and opacity in order to determine the sample's contribution

to the �nal image.

Splatting traverses the volume in object order slice by slice (line 6 in Algorithm

2), starting with the slice closest to the view plane. A slice is de�ned as the

set of all samples lying in a single coordinate plane, in this case the plane most

perpendicular to the view direction. All samples of a single slice are projected

into a sheet bu�er (line 8-13 in Algorithm 2). This bu�er is parallel to the

view plane and has the same size as the frame bu�er. It holds the colours and

opacities of all projected samples of one slice. When all samples of a slice are

projected, the colours and opacities of the sheet bu�er are composited to the

colours and opacities of the frame bu�er using the over operator [54] (line 14

in Algorithm 2). The frame bu�er holds the �nal image, when all volume slice

are processed.

In an implementation the footprint function is computed in advance and stored

in a 2D table, which is called the footprint table. The resolution of the 2D

footprint table should be several times higher than the screen or sheet bu�er

resolution to avoid alias e�ects. A value of the footprint function at an arbitrary
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2D footprint

3D spherical
kernel function

projected

Figure 2.1: Generation of an example footprint function: left: a 3D recon-

struction kernel function de�ned over a spherical domain is pro-

jected onto a 2D footprint; right: shape of the resulting 2D foot-

print function. (This �gure is copied from Kevin Novins [52].)

position may be obtained by interpolating footprint table entries. Common

interpolation functions are nearest neighbour or bilinear functions.

In order to build the footprint table the reconstruction kernel must be inte-

grated. In some cases this integration may be performed analytically. In gen-

eral this is not possible for arbitrary view transformed reconstruction kernel

functions. In this case the integration is performed numerically.

The projection of voxels can be e�ciently performed for parallel projections,

because if the reconstruction kernel function is radially symmetric, the footprint

table can be used for all voxels and all views. Even if the reconstruction kernel

function is not radially symmetric the footprint table needs to be computed

only once for a particular view and can then be used for all voxels. Therefore

for parallel projections the volume reconstruction, which is usually the most

expensive step in direct volume rendering methods, can be e�ciently performed

using lookup tables. However, for perspective projections the footprint table

has to be computed for each voxel separately.

Enhancements to splatting Splatting can be improved by taking advan-

tage of coherence within the volume. Laur and Hanrahan [32] introduced a

hierarchical version of splatting. A preprocessing step builds an octree struc-

ture within the volume. To render this octree structured volume, the size of

a splat is adapted to the size of the subtree that is splatted. The splat itself

is approximated by a Gouraud shaded polygon mesh, which is projected using

polygon rendering hardware.

Craw�s and Max [8, 43] present an �optimal reconstruction kernel� function

for splatting, which consists of quadratic functions. Furthermore they suggest

using texture mapping hardware to perform the splatting; the footprint table
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is mapped as an image onto a polygon, which is centred around the sample's

location.

Standard splatting is quite susceptible to alias e�ects for perspective projections

[65], because the viewing rays are diverging, so that the volume is being sampled

non uniformly. Swan II et al. [65] present an enhancement to splatting, which

adjusts the size of the splats and the splatted energy depending on the distance

between the eye point and sample location. With this modi�cation it is possible

to use splatting for perspective projection without severe alias e�ects.

Cell projection

Other object order approaches project each cell of the volume onto the view

plane. A cell is de�ned as a cuboidal volume that lies within eight adjacent

voxels. Shirley and Tuchman [58] decompose each cell into �ve tetrahedra.

Each tetrahedra is then decomposed into triangles. The cell projection method

by Wilhelms and van Gelder [75] decomposes the cells directly into polygons as

shown in Fig. 2.2. The colour and opacity values at the vertices of the polygons

Figure 2.2: Decomposition of a cell into a set of polygons.

are either voxel values or may be obtained via numerical integration between

the edge intersections along the line of projection. Shirley and Tuchman use

a standard polygon rendering library to project each semi-transparent polygon

onto the view plane. This means that the scan-line conversion interpolates

colours and opacities of the polygon vertices rather than the volume densities.

Wilhelms and van Gelder propose several interpolation methods for the scan-

line conversion of the polygons. These vary from linear interpolation of colours

and opacities to higher order interpolation of the volume densities.

2.3.3 Hybrid methods

This section discusses two hybrid volume rendering methods that approximate

the emission-absorption model, i.e. equation (2.4). The two methods presented

here are the V-bu�er and the shear-warp factorisation methods.
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V-bu�er

The V-bu�er method by Upson and Keeler [69] is a hybrid rendering technique,

where every volume element is projected onto the view plane using an image

order approach. Similar to the cell projection methods described above the

volume is traversed cell by cell front-to-back. But instead of decomposing each

cell into polygons, the V-bu�er method determines a bounding box for each cell

in screen space, which is then clipped to a scan line. For each pixel of the scan

line the cell is integrated numerically to solve equation (2.4) for the scan plane

of the cell. To avoid alias e�ects the V-bu�er method computes the integrals

for all four corners of a pixel and averages the result, as shown in Fig. 2.3. Since

the cells are processed front-to-back the resulting colours and opacities of two

di�erent cells for one pixel can be composited using the over operator by Porter

and Du� [54], which e�ectively solves the problem of ordering semi-transparent

objects within the volume.

view plane

data cell

pixel

Figure 2.3: Integration volume of one single cell.

The V-bu�er method assumes a trilinear reconstruction kernel function, for

which is yields a correct result since equation (2.4) is solved numerically for

each cell separately and the results are composited according to equation (2.4)

as well. The V-bu�er method is quite slow since the numerical integration

through the cells, which is the most time consuming part of the algorithm, is

very ine�cient. However, the integrals of the cells may easily calculated in

parallel, since each processor needs only the volume values at the cell vertices

for integration.

Shear-warp factorisation

Another hybrid rendering approach is called shear-warp factorisation and was

developed by Lacroute and Levoy [31]. The key idea behind this type of method

is to write the viewing matrix as a factorisation of a 3D shear parallel to the

volume slices, a projection to calculate a distorted intermediate image and a 2D

warp to obtain the �nal image. Fig. 2.4 shows this process. If Mview denotes
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project

warp

view plane

volume slices

viewing rays
shear

Figure 2.4: Factorisation the viewing matrix: the volume is transformed into

a sheared object space �rst. Then the volume slices are compos-

ited to a distorted intermediate image, which is warped in order

to obtain the �nal image. (This �gure is copied from Lacroute

and Levoy [31].)

the viewing matrix that de�nes the mapping from object space into the image

space, then the factorisation may be written as

Mview =Mwarp � S �P:

Here P is a permutation matrix that makes the z-axis the principal viewing

axis. S is a 3D shear matrix that transforms the volume into a sheared object

space. The sheared object space is de�ned as a space where the viewing rays

are parallel to the third coordinate axis. The compositing of the volume slices

is performed in the sheared object space and the resulting image is called a

distorted intermediate image. In the sheared object space the scan-lines of

the distorted intermediate image are parallel to the scan-lines of the voxels in

the volume. Furthermore since each volume slice perpendicular to the viewing

axis is just translated, the same weights for a 2D bilinear interpolation may

be used in the projection step, as shown in Fig. 2.5. The �nal image may be

original voxel

interpolated voxel

Figure 2.5: Each volume slice is just translated, so that the same interpola-

tion weights may be used for all voxels of one volume slice. (This

�gure is copied from Lacroute and Levoy [31].)

obtained from the distorted intermediate image by the transform

Mwarp =Mview �P�1 � S�1;
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which is just a 2D transform.

In the case where the classi�cation does not change between renderings, Lac-

route and Levoy present a scan-line-based data structure that e�ciently sup-

ports streaming through both the intermediate image and the volume slices in

scan-line order. The proposed data structure, however, requires three persistent

copies of the entire volume to support arbitrary viewing directions.

The shear-warp factorisation is a very fast rendering technique for both parallel

and perspective projections. However, the performance of the algorithm is very

sensitive to changes in the opacity or transparency functions. Furthermore

Lacroute and Levoy mention two potential problems with the reconstruction:

�rstly, there are two separate reconstruction steps, one to interpolate values

within a volume slice during the composition step and another one during the

warp transform to obtain the �nal image. This could increase the level of blur in

the resulting image. Secondly, a 2D reconstruction �lter is used to interpolate

the values within a volume slice, but only a nearest neighbour �lter is used for

interpolation between adjacent volume slices, which could lead to alias e�ects

along the line of projection.

2.3.4 Absorption-only

This section introduces some e�cient methods that compute the absorption-

only model described by equation (2.6). In particular, this subsection discusses

a method that uses the Fourier projection slice theorem, an iso-contour volume

rendering method and a wavelet based approach to solve the absorption-only

equation.

Frequency domain rendering

Malzbender [38] developed a very e�cient method that uses the Fourier projec-

tion slice theorem to compute the integral in equation (2.6) that describes the

absorption-only model. For a 3D volume, the theorem states that a 2D image

and a 2D spectrum are a Fourier transform pair, if

1. the 2D image contains the line integrals of the volume along rays that are

perpendicular to the image plane, and

2. the 2D spectrum was gained by reconstructing a slice of the Fourier trans-

formed volume that is parallel to the image plane and contains the origin.

Before computing an image Malzbender's method Fourier transforms the whole

volume data set once in a preprocessing step. To render the volume from a
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particular (orthographic) view, the algorithm reconstructs a 2D slice of the

transformed volume that is parallel to the view plane and includes the origin.

According to the Fourier projection slice theorem, this slice already contains

the 2D Fourier transform of the desired X-ray image. Totsuka and Levoy [67]

developed some enhancements to this method by adding depth cueing and

shading e�ects to make the resulting images look more realistic.

Iso-contour volume rendering

The iso-contour rendering method by Arvo and Novins [1] introduces a di�erent

approach to visualise volumes. Instead of solving and displaying the integral

of the absorption-only equation (2.6), Arvo and Novins extract iso-contours

of that equation for a each view. The iso-contours are generated in the view

plane by tracing image intensity gradients of the absorption-only equation.

The gradients can be computed analytically for quadratic radially symmetric

reconstruction kernel functions.

The resulting set of iso-contours may be visualised in various ways. Beside

drawing contour lines only, a better visualisation may be achieved by drawing

each contour �lled with a grey level colour according to its iso-level. The

contours are overlayed back-to-front starting with the lowest iso-level. The

result of this contour plot provides a topographic map of the volume for a

particular view. Smoother renderings may be produced by meshing the contour

lines into a grid of triangles. The grid of triangles may then be rendered by

interpolating the values at the triangle vertices.

Wavelet domain rendering

Gross et al. [22] developed a splatting method that is able to render a wavelet

transformed volume data set directly using footprint tables, which contain the

wavelet and scaling functions integrated along the line of projection. Those ta-

bles are generated using the Fourier projection slice theorem. Since the wavelet

functions of di�erent levels overlap, this method is not able to order semi-

transparent objects within the volume, which is necessary to compute equation

(2.4). Therefore, like the other methods described in this subsection, the wave-

let domain splatting method can be used only to compute the absorption-only

model.
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2.4 Conclusion

This chapter introduced the concepts and the most common methods of volume

rendering. The volume rendering process consists of two main parts, volume

reconstruction and computation of an optical model. Volume reconstruction

deals with the construction of a continuous function from sample values. This

is performed by a discrete convolution of the samples with a reconstruction

kernel function. Optical models de�ne the illumination and shading behaviour

within volumes. A very popular illumination model is the emission-absorption

model, where volumes consist of small light emitting particles. The particles

are opaque, so that they also attenuate light from other particles behind them.

Shading models de�ne how external light is re�ected o� the particles. Common

shading models are the single-scattering and the multiple-scattering models.

these models di�er mainly in how many scattering events may occur between

the light source and the observer.

The volume rendering techniques may be subdivided into three classes: im-

age order, object order and hybrid methods. This chapter reviewed the most

popular methods of each class. Special emphasis was put on an object order

method called splatting, since this is well known to be a fast rendering method.

However, splatting produces images with a relatively low quality compared to

ray casting. Our �rst goal in this thesis is to analyse the cause of this er-

rors. Based on that analysis, the second goal is to determine whether splatting

can be modi�ed, so that it produces higher quality images, while retaining the

performance bene�ts. These two issues will discussed in chapter 4.



30 CHAPTER 2. VOLUME RENDERING



Chapter 3

Wavelet analysis

Functions provide a general way to map elements from one domain into another,

so that for each element of the input domain the corresponding element of the

output domain is directly accessible. Some applications, however, require an

analysis of functions over a broader domain rather than information about single

function values. A typical example is a function that describes the pressure on

the eardrum over a time interval. If the function represents a piece of music, it

could be interesting to obtain the notes that are played at a certain time. In

this case it is necessary to examine multiple time locations at once in order to

�nd frequencies within the function that represent the desired notes. A classic

tool for those applications is Fourier analysis, which represents functions as a

decomposition into scaled sine and cosine functions, so that information about

frequencies is directly accessible.

One problem with Fourier analysis is that each Fourier coe�cient contains

information about one particular frequency throughout the entire function do-

main. For the example above it is more desirable to know the frequencies of

the function in the vicinity of one single time. The windowed Fourier analy-

sis is a standard technique that addresses this issue. To obtain frequencies at

a particular location, the windowed Fourier transform multiplies the function

with a window function in order to select the domain of interest, and Fourier

transforms the result. Fig. 3.1 shows this procedure schematically. A di�culty

with this technique is that the size of the window function is not automatically

adjusted according to the frequency. As a result, the size of the window is

too small if one is interested in very low frequencies, and too big for very high

frequencies, such as transients in signals or functions with singularities.

Wavelet analysis provides an elegant solution to this problem. The key idea of

wavelet analysis is to decompose functions hierarchically, so that they may be

described in terms of a coarse overall shape, plus their details, which range from

broad to narrow. The details are represented by functions that are scales and

31
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Figure 3.1: The windowed Fourier transform: a function f(x) is multi-

plied with the window function g(x) and the resulting function

f(x)g(x) is then Fourier transformed; this procedure can be re-

peated for a sequence of window functions (g(x+ ix0))i2Z .

translates of one single function. This function is called the mother wavelet

and the scaled and translated functions are called wavelets. Therefore the

wavelet analysis gives a decomposition of functions, where frequencies at certain

locations, represented by wavelets, are directly accessible. This property makes

the wavelet analysis a powerful mathematical tool to analyse functions.

Wavelets are widely used within computer graphics. Graphic applications in-

clude image editing and compression, smoothing and editing curves, surface

compression, surface reconstruction from contours and fast solutions for global

illumination problems. Wavelets are also used within direct volume rendering.

Muraki [48] introduced the idea to approximate volume using wavelets. He

developed a ray casting method to visualise wavelet transformed volumes with

varying accuracies. Westermann [70] presents a ray casting method for wavelet

transformed volumes that adapts the step size along each viewing ray to the

level of detail present at a ray sample. Both Muraki [49] and Westermann [70]

also developed wavelet based image-order volume rendering methods for edge

detection and feature extraction within volumes.

This chapter is structured as follows. Section 3.1 provides the mathematical no-

tation, which is used throughout the remainder of this thesis. Section 3.2 intro-

duces multi-resolution analyses and the related scaling and wavelet functions.

Section 3.3 presents the discrete wavelet transform, which is used to obtain

wavelet representations of volumes. It will turn out that the wavelet transform

and its inverse may be fully described by matrix multiplications. There are

three di�erent classes of wavelets: orthogonal, semi-orthogonal and biorthog-

onal wavelets. The wavelets of these classes mainly di�er in properties such
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as orthogonality, support, degrees of smoothness, and symmetry. Section 3.4

discusses the di�erent wavelet types. To apply the wavelet analysis to volumes,

the wavelet basis functions are generalised to three dimensions. Section 3.5

addresses this topic. Finally section 3.6 summarises the concepts of the wavelet

analysis. This introduction is by no means exhaustive and mathematical proofs

are omitted, unless they are simple or necessary for the understanding. For a

comprehensive introduction to wavelets the reader may consult the books by

Daubechies [11] or Chui [2] for further reading.

3.1 Notation

To introduce the wavelet analysis, Z and R are used to denote the set of

integers and real numbers respectively. Furthermore we look at functions

f(x) 2 L2(R), where L2(R) denotes the vector space of measurable square

integrable one dimensional functions. The �standard� inner product for two

functions f(x); g(x) 2 L2(R),

<f(x); g(x)>=

+1Z
�1

f(x)g(x)dx

is used, but any weighted inner product could be used as well. Throughout

this chapter the L2-norm is used to measure the elements of L2(R). It may be

de�ned as

kf(x)k2 = (<f(x); f(x)>)
1

2 :

A function f(x) is normalised, if kf(x)k2 = 1. Two functions f(x) and g(x)
are called orthogonal to each other, if < f(x); g(x)> = 0. f(x) and g(x) are
called orthonormal if they are both orthogonal and normalised.

Furthermore two vector spaces V1 � L2(R) and V2 � L2(R) are called orthogo-
nal if every function f(x) 2 V1 is orthogonal to every function g(x) 2 V2. The
vector space V1 is called the orthogonal complement of the vector space V2 in

W � L2(R), if

1. V1 is orthogonal to V2, and

2. V1 � V2 = W ,

where V1 � V2 = W denotes the direct sum of two vector spaces V1 and V2,

which satis�es

1. W = span(V1 [ V2), and
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2. V1 \ V2 = f0g.

The symbol Æij represents the Kronecker symbol and is de�ned as

Æij =

�
1; if i = j

0; otherwise:

Given two bases (ui(x))i2Z and ( eui(x))i2Z of a vector space V � L2(R) with

f(x) =
+1X

i=�1

<f(x); eui(x)> ui(x);

for any function f(x) 2 V , then ( eui(x))i2Z is called the dual basis of (ui(x))i2Z .
In this context (ui(x))i2Z is called the primal basis. From this de�nition it

follows that < ui(x); euj(x)>= Æij . Furthermore, if (ui)i2Z is an orthonormal

basis, then it is self-dual, i.e. ui(x) = eui(x).
The projection of a function f(x) 2 L2(R) into a subspace V � L2(R) is given
by a projection operator

}V : L2(R)! V

f(x) 7! (}V [f ]) (x) = fV (x);

with fV (x) 2 V . Here fV (x) is called the approximation of f(x) in V .

In order to introduce a matrix formulation for wavelets, the block matrix no-

tation is used. Given two matrices A and B of size l �m and l � n we can

construct a new matrix that consists of all columns of matrix A followed by

the columns of matrix B. The resulting new matrix is denoted by (AjB)
and is of size l � (m + n). Furthermore matrices may also contain func-

tions. For two row matrices of functions f(x) = (f0(x); f1(x); : : : ; fn�1(x)) and
g(x) = (g0(x); g1(x); : : : ; gn�1(x)), the expression (< f(x); g(x)>) denotes an

n � n matrix, whose (i; j) entry is the inner product < fi(x); gj(x) >. The

following relations for the matrices f(x) and g(x) hold:

(< f(x); g(x)>) = (<g(x); f(x)>)T

(< f(x); g(x)M>) = (< f(x); g(x)>)M

(< f(x)M; g(x)>) = M
T (< f(x); g(x)>) ;

where M is an n� n matrix of real values. The identity and zero matrices are

represented by I and 0 respectively.
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3.2 Multi-resolution analysis

A wavelet analysis decomposes any function f(x) 2 L2(R) into a set of basis

functions �
 

�
x� b
a

�
j a; b 2 R

�
that are scales and translates of one single function  (x), which is called the

mother wavelet function [11]. This introduction is restricted to basis functions

that are scaled versions of the mother wavelet function with a scaling factor

of a = 2�i, i 2 Z and translated by integers, i.e. b = 2�ij, with j 2 Z. More

general wavelet analyses that allow arbitrary scaling factors for wavelets may

be found in [2]. We call basis functions that are scaled by a factor of 2i, wavelet
functions of scaling level 2i. The translates of one �xed scaling level 2i span a

subspace within L2(R), called W i. The direct sum of these vector spaces over

the scaling levels up to a maximum scaling factor 2i�1 de�nes the vector space

V i =
i�1M

j=�1

W j:

The vector spaces V i are subspaces of L2(R), so that it is possible to de�ne

a projection (}V i[f ]) (x) = fV i(x) of any function f(x) 2 L2(R) into V i. The

function fV i(x) 2 V i may be seen as an approximation of f in V i.

Given a mother wavelet function then its scales and translates build a wavelet

analysis of L2(R). In principle any function f(x) 2 L2(R) may be used as

a mother wavelet function, but in order to obtain a useful analysis of L2(R)
certain properties, such as orthogonality, smoothness or small support, are

needed. In general it is quite di�cult to construct functions that are useful

mother wavelets without explicit knowledge about the subspaces V i. Therefore

the theory of wavelet analysis follows a di�erent approach. It usually starts with

the set of vector spaces (V i)i2Z . If these V
i satisfy certain properties, it is said

that the set of vector spaces (V i)i2Z constitutes a multi-resolution analysis of

L2(R). The vector space W i is de�ned as the orthogonal complement of V i in

V i+1. With the di�erence spaces W i it is �nally possible to de�ne the wavelet

functions and provide the projections from L2(R) into the subspaces V i and

W i.

A multi-resolution analysis (MRA) is a mathematical construction that char-

acterises wavelets in a very general way. The key idea behind an MRA is to

decompose the function space L2(R) hierarchically into a nested ladder of vec-

tor spaces of various level of detail. An MRA of L2(R) may be de�ned by a set

of vector spaces (V i)i2Z , which satis�es the following properties [2, 25, 37, 64]:
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1. The vector spaces (V i)i2Z are nested:

8i 2 Z : V i � V i+1

2. The vector space V 0 is shift invariant:

8k 2 Z : f(x) 2 V 0 () f(x� k) 2 V 0

3. By increasing i the level of detail within V i becomes �ner:

8i 2 Z : f(x) 2 V i () f(2x) 2 V i+1

4. If fV i(x) is a projection of f(x) 2 L2(R) into V i, i.e. fV i(x) 2 V i, the level

of detail of fV i(x) can be increased so that it becomes arbitrarily close to

f(x) by increasing i:

lim
i!+1

V i =
+1[

i=�1

V i is dense inL2(R);

and by decreasing i to minus in�nity the functions fV i(x) 2 V i lose all

information about f(x):

lim
i!�1

V i =
+1\

i=�1

V i = f0g:

The motivation for the de�nition of a multi-resolution analysis is to decompose

the vector space L2(R) into an in�nite number of subspaces (V i)i2Z . Each of

these subspaces Vi is embedded in the next higher level subspace Vi+1, which

contains �ner details (property 1). Any function f(x) 2 L2(R) can be projected
into any of these subspaces. The coarser the subspace that f(x) is projected
into the more details get lost, and vice versa, the �ner the subspace f(x) is
projected into the more information about this function is kept. In the limit all

information of a projected function fV i(x) is either completely kept (i! +1)

or lost (i ! �1) (property 4). The level of detail within the next higher

level subspace V i+1 is twice as high as of the subspace V i (property 3). Finally

property 2 ensures that all integer translations of one single function may be

used as a basis for the subspace V 0.

3.2.1 Scaling functions

Given a multi-resolution analysis
�
V i
�
i2Z

we are now interested in �nding a

basis for each vector space V i. The following arguments show that if a function
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�(x) 2 L2(R) exists, such that the set of functions (�(x� k))k2Z forms a basis

for V 0, a basis for the entire MRA
�
V i
�
i2Z

can easily be constructed from �(x).

Since the next higher level subspace V i+1 of V i contains every function of V i

scaled by a factor of 2 (property 3 in the de�nition of an MRA), a basis of

V i scaled by 2 may also be used as a basis for V i+1. Applying this argument

recursively to any subspace V i of an MRA shows that the functions
�
�ij(x)

�
j2Z

,

with

�ij(x) = �(2ix� j); (3.1)

form a basis for V i. In this context the function �(x) 2 L2(R) is called a scaling
function of an MRA (V i)i2Z . Thus, for any MRA and its scaling function �(x)
it is possible to �nd a basis for any subspace V i that consists of scales and

translations of �(x). The scaling factor 2i for a subspace V i may be interpreted

as the resolution of V i, since V i contains a maximum of 2i basis functions per
unit distance to express the smallest details within V i.

In general it is not possible to derive a unique scaling function �(x) from a

given MRA. Further assumptions, such as degree of smoothness, symmetry,

small support or orthogonality, have to be made in order to specify the scaling

function �(x).

3.2.2 Orthogonal splitting

Once a sequence of subspaces (V i)i2Z is de�ned, any function f(x) 2 L2(R) can
be approximated within these spaces. Since a subspace V i+1 has a �ner reso-

lution than the next lower level subspace V i, every projection (}V i+1 [f ]) (x) =
fV i+1(x) of a function f(x) into V i+1 may contain �ner details than any pro-

jection (}V i [f ]) (x) = fV i(x) of f(x) into V i. However, the �ne details of

fV i+1(x) that are not present in fV i(x) may be de�ned as the di�erence func-

tion gW i(x) = fV i+1(x) � fV i(x). The function gW i(x) is an element of the

orthogonal complement W i of V i in V i+1, i.e.

V i+1 = V i �W i: (3.2)

Here W i is called the di�erence space of V i and V i+1.

With this de�nition it is now possible to express every subspace V i+1 in terms

of the next lower resolution subspace V i and the di�erence space W i. This

decomposition may be repeated recursively and stops at the lowest resolution

subspace V 0. The vector space L2(R) can be written as

L2(R) = V 0 �
 

+1M
i=0

W i

!
:
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This means that any function f(x) 2 L2(R) can be decomposed into a low

resolution version fV 0(x) 2 V 0 of f(x) plus all levels of detail that are kept in
the various functions gW i(x) 2 W i, so that

f(x) =

 
fV 0 +

 
+1X
i=0

gW i

!!
(x):

The multi-resolution analysis received its name from this separation of details

into di�erent levels for any function f(x) 2 L2(R).

3.2.3 Mother wavelets

As mentioned above, it is possible for a given MRA (V i)i2Z and a scaling

function �(x) to construct a set of functions (�ij(x))j2Z that form a basis for

any vector space V i. Since V i+1 = V i �W i, each di�erence space W i has a

basis as well. A function  (x) is called a mother wavelet, if the translates

 (x� j), with j 2 Z, form a basis of W 0. Then the set of scales and translates

of  (x), de�ned as

 i
j(x) =  (2ix� j); (3.3)

forms a basis for any di�erence space W i. The functions  i
j(x) are called

wavelets. Later it will be shown, how to construct wavelet functions from

the scaling function �(x).

Note that this de�nition for wavelets does not require any orthogonality be-

tween the wavelet functions  i
j(x) themselves. However, some authors refer

to function with these properties as prewavelets, reserving the term wavelets

for functions  i
j(x) that are orthogonal to each other as well. To distinguish

between these two types of wavelet function, we use the term semi-orthogonal

wavelet for prewavelets and the term orthogonal wavelet for wavelet functions

that are orthogonal to each other.

Since W i is the orthogonal complement of V i in V i+1, the following orthogo-

nality relation for wavelets holds [63, 16]:

8i; j; k :< �ij(x);  
i
k(x) >= 0:

Section 3.4 discusses orthogonal and semi-orthogonal wavelets in greater de-

tail. It is also possible to drop the orthogonality requirement between scaling

and wavelet functions, which will then lead to more general wavelets, namely

biorthogonal wavelets.

The scaling function �(x) and the mother wavelet  (x) are the key functions

within the wavelet analysis. However, in general it is not possible to express

either of them by explicit formulas. It will turn out that it is not necessary

to have explicit representations for the scaling or wavelet functions in order to

work with them.
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3.2.4 Projections into V i and W i

As mentioned earlier, any function f(x) 2 L2(R) can be approximated within

a subspace V i. The approximation is performed by a projection operator

(}V i[f ]) (x) = fV i(x) of a function f(x) 2 L2(R) into V i, where fV i(x) is the
approximation function in V i: This projected function fV i(x) has a resolution

of 2i. However, the details of f(x) with the resolution of 2i+1 can be obtained

by a projection (}W i[f ]) (x) = gW i(x) of f(x) into the di�erence space W i,

such that gW i(x) 2 W i. Given a multi-resolution analysis for L2(R), then the

projection operators

}V i : L
2(R)! V i; f(x) 7! (}V i [f ]) (x) = fV i(x)

and

}W i : L2(R)!W i; f(x) 7! (}W i [f ]) (x) = gW i(x)

may be de�ned as

(}V i [f ]) (x) =
+1X

j=�1

cij�
i
j(x) (3.4)

and

(}W i[f ]) (x) =
+1X

j=�1

dij 
i
j(x) (3.5)

respectively, where the coe�cients cij and d
i
j are given by

cij =< f(x); e�ij(x) > (3.6)

and

dij =< f(x); e i
j(x) > : (3.7)

The functions e�ij(x) and e i
j(x) are the dual scaling and wavelet functions. As

with the primal scaling and wavelet functions the dual functions may be de�ned

by [2]: e�ij(x) = e�(2ix� j) (3.8)

and e i
j(x) = e (2ix� j); (3.9)

where e�(x) and e (x) are the dual functions of �(x) and  (x) respectively.
Note that for orthonormal scaling and wavelet functions the basis and dual

basis functions are identical, i.e. �ij(x) = e�ij(x) and  i
j(x) = e i

j(x).
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The projection (}V i[f ]) (x) = fV i(x) gives an approximation of f(x) with a

resolution of 2i, and (}W i [f ]) (x) = gW i(x) provides the detail information

needed to get an approximation of f(x) with the next �ner resolution 2i+1.

Both projections (}V i [f ]) (x) and (}W i[f ]) (x) are fully characterised by the

set of inner products
�
cij
�
j2Z

and
�
dij
�
j2Z

respectively. Therefore the sequence�
cij
�
j2Z

is called a discrete approximation of the function f at the resolution

2i and
�
dij
�
j2Z

is referred to as the discrete detail signal at the resolution 2i.

Many functions used in computer graphics have a discrete representation, for

example points on a curve, pixels in an image or voxels in a volume. These

representations are usually used as the discrete approximation
�
cioj
�
, where the

cioj represent points, colours or volume densities at the �nest scaling level i0.

3.3 Discrete wavelet transform

The previous section introduced the multi-resolution analysis for L2(R). Given
a scaling function �(x) and a mother wavelet  (x), it is possible to obtain

two sets of functions
�
�ij(x)

�
i;j2Z

and
�
 i
j(x)

�
i;j2Z

as de�ned in (3.1) and (3.3)

that form bases for the vector spaces (V i)i2Z and (W i)i2Z . The spaces (V
i)i2Z

then build a multi-resolution analysis for L2(R) and the spaces (W i)i2Z are the

corresponding di�erence spaces. Since a multi-resolution analysis approximates

L2(R) arbitrarily closely, it gives a hierarchical decomposition of any function

f(x) 2 L2(R) by projecting it into the various subspaces V i and W i. These

projections are performed by solving the inner products of f(x) with the dual

wavelet and scaling functions e�ij(x) and e i
j(x). There are two di�culties that

remain:

1. Not every function f(x) 2 L2(R) can be used as a scaling function or

mother wavelet in order to form a useful MRA. Therefore it is important

to �nd out which functions are useful scaling or wavelet functions.

2. In order to compute the projections of f(x) into V i and W i it is neces-

sary to solve the integrals of the equations (3.6) and (3.7). For practical

applications with large signals it is essential to have a more e�cient way

to obtain those projections.

Section 3.4 addresses the �rst issue and discusses various wavelet bases. This

section introduces a technique to solve equations (3.6) and (3.7) very e�-

ciently, by applying two discrete �lter sequences recursively to the projection

(}V i+1[f ]) (x), in order to obtain (}V i [f ]) (x) and (}W i[f ]) (x). These two �lters
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can be seen as a pair of low-pass and high-pass �lters that decompose the spec-

trum of a function f(x) into two frequency bands [37]. In order to develop these
�lters, it is necessary to introduce re�nement relations for scaling functions and

wavelets and their duals �rst.

3.3.1 Re�nement

By de�nition the scaling function �(x) is an element of V 0, which itself is a

subset of the next �ner resolution vector space V 1. Hence it is possible to

express �(x) as a linear combination of the basis functions of V 1 by

�(x) =
+1X

i=�1

pi�(2x� i): (3.10)

Similarly it is also possible to express the mother wavelet in terms of the basis

function at the next �ner level, as

 (x) =
+1X

i=�1

qi�(2x� i): (3.11)

These equations are usually referred to as the re�nement equations or two-

scale relations for scaling functions and wavelets respectively. The elements

of the sequences (pi)i2Z and (qi)i2Z are called �lter coe�cients.

It is also possible to de�ne re�nement equations for the dual scaling and wavelet

functions e�(x) = +1X
i=�1

aie�(2x� i) (3.12)

and e (x) = +1X
i=�1

bie�(2x� i); (3.13)

where the coe�cients of the sequences (ai)i2Z and (bi)i2Z are called the dual

�lter coe�cients.

3.3.2 Fast wavelet transform

With the re�nement relations for dual scaling and wavelets functions, it is now

possible to express the discrete approximation
�
cij
�
j2Z

and the details
�
dij
�
j2Z

at the resolution 2i in terms of the �ner discrete approximation
�
ci+1
j

�
j2Z

. The

discrete approximation
�
cij
�
j2Z

can be obtained by applying the de�nitions for
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cij, equation (3.6), and
e�ij(x), equation (3.8), �rst and then using the re�nement

equation (3.12) for the dual scaling function e�(x), as follows:
cij = <f(x); e�ij(x)>

= <f(x); e�(2ix� j)>
= <f(x);

 
+1X

k=�1

ake�(2i+1x� 2j � k)
!
>

=
+1X

k=�1

ak <f(x); e�i+1
2j+k(x)>

=
+1X

k=�1

akc
i+1
2j+k:

For better readability, the index k can be substituted by l� 2j, so that

cij =
+1X
l=�1

al�2jc
i+1
l : (3.14)

Similarly the discrete details
�
dij
�
j2Z

at the resolution 2i can be expressed in

terms of the �ner approximation
�
ci+1
j

�
j2Z

and the �lter coe�cients of the dual

wavelet functions (bi)i2Z by

dij =
+1X
l=�1

bl�2jc
i+1
l : (3.15)

The equations (3.14) and (3.15) are called analysis equations. The process

of splitting the coe�cients
�
ci+1
j

�
j2Z

into a low resolution version
�
cij
�
j2Z

and

detail
�
dij
�
j2Z

is called analysis or decomposition. From a signal processing

point of view, the sequences (ai)i2Z and (bi)i2Z can be seen as discrete �lters,

which are applied to the signal
�
ci+1
j

�
j2Z

, in order to obtain the discrete signal�
cij
�
j2Z

and the discrete details
�
dij
�
j2Z

of the next lower resolution. Thus

equation (3.14) implements a low-pass �lter and (3.15) implements a high-pass

�lter that divide the spectrum of the discrete signal
�
ci+1
j

�
j2Z

into two frequency

bands.

The equations (3.14) and (3.15) can be applied recursively to the lower reso-

lution approximation
�
cij
�
j2Z

in order to obtain the complete wavelet analysis.

The resulting method is called the pyramid algorithm or fast wavelet trans-

form. Fig. 3.2 shows the algorithm to generate the wavelet transform for a

discrete signal
�
cij
�
j2Z

. The arrows labeled ai denote the application of equa-
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c i
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Figure 3.2: Pyramid algorithm for the wavelet transform (analysis).

tion (3.14) to the sequences
�
ckj
�
j2Z

and those labeled bi denote the application

of equation (3.15). The sequences
�
c0j
�
j2Z

,
�
d0j
�
j2Z

,
�
d1j
�
j2Z

, . . . ,
�
di�1j

�
j2Z

are

called the wavelet transform of the discrete signal
�
cij
�
j2Z

.

3.3.3 Fast inverse wavelet transform

The �lter coe�cients (pi)i2Z and (qi)i2Z of the re�nement equation (3.10) and

(3.11) can be used to generate the �ner approximation
�
ci+1
j

�
j2Z

from the

coarser approximation
�
cij
�
j2Z

and its details
�
dij
�
j2Z

. This can be done by

inserting the re�nement equation for the scaling function (3.10) into the de�-

nition of �ij(x), equation (3.1), which results in

�ij(x) =
+1X

k=�1

pk�(2
i+1x� 2j � k)

=
+1X

k=�1

pk�
i+1
2j+k(x): (3.16)

A function and its dual are always orthogonal, so that

8i 2 Z : <�ij(x); e�ik(x)>= Æjk: (3.17)

Building the inner product of equation (3.16) with the function e�i+1
j (x) and

applying the orthonormal relation (3.17) to �i+1
2k+l(x) and e�i+1

j (x), yields

<�ik(x); e�i+1
j (x)> =

+1X
l=�1

pl <�
i+1
2k+l(x); e�i+1

j (x)>

= pj�2k: (3.18)

Similarly it is possible to derive a relation for the inner product of wavelet

functions and the dual scaling functions, using the re�nement equation (3.11),

the de�nition of  i
j(x) and the orthonormality condition for scaling functions

and their duals, which yields

< i
k(x); e�i+1

j (x)>= qj�2k: (3.19)
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Now equations (3.18) and (3.19) can be inserted into the de�nition of the pro-

jection operator }V i and }W i , equations (3.4) and (3.5), so that

ci+1
j = <fV i+1(x); e�i+1

j (x)>

= <(fV i + gV i) (x); e�i+1
j (x)>

= <(}V i[fV i+1] + }W i[fV i+1 ]) (x); e�i+1
j (x)>

= <(}V i[fV i+1]) (x); e�i+1
j (x)> + <(}W i[fV i+1]) (x); e�i+1

j (x)>

= <

+1X
k=�1

cik�
i
k(x); e�i+1

j (x)> + <

+1X
k=�1

dik 
i
k(x); e�i+1

j (x)>

=
+1X

k=�1

pj�2kc
i
k +

+1X
k=�1

qj�2kd
i
k: (3.20)

Hence given the discrete approximation
�
cij
�
j2Z

and the details
�
dij
�
j2Z

of a

function f(x) 2 L2(R) at the resolution 2i, the discrete approximation of f(x)
at the next �ner level i+ 1 can be obtained by equation (3.20).

Equation (3.20) is called the synthesis equation and the process of recovering

the discrete approximation
�
ci+1
j

�
j2Z

from the next lower resolution discrete

approximation
�
cij
�
j2Z

and its details
�
dij
�
j2Z

is called synthesis or reconstruc-

tion.

As with the pyramid algorithm for wavelet transforms, equation (3.20) can be

applied recursively to a wavelet transformed function, starting at the coarsest

level, which then leads to the original function. This method, shown in Fig. 3.3,

is called the fast inverse wavelet transform.

d0
j

c 0
j c i

jc 1
j

d1
j di-1

j

i-1c jc 2
j

pi ip

qiqi

pi

qi

...

...

Figure 3.3: Pyramid algorithm for the inverse wavelet transform (synthesis).

3.3.4 A matrix formulation for wavelets

The previous sections introduced an e�cient way to perform wavelet transforms

and inverse wavelet transforms. These so called fast wavelet transforms and fast

inverse wavelet transforms are described by equations (3.14), (3.15) and (3.20).

The sequences of coe�cients
�
cij
�
j2Z

,
�
dij
�
j2Z

,(pi)i2Z , (qi)i2Z , (ai)i2Z and (bi)i2Z
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in these equations have been assumed to be in�nite. However, for practical ap-

plications in computer graphics or volume visualisation the discrete approxima-

tion and the details of the scaling level i are �nite signals, i.e.
�
cij
�
j2f0;:::;v(i)�1g

and
�
dij
�
j2f0;:::;w(i)�1g

. Here v(i) and w(i) are the number of coe�cients depend-

ing on the scaling level i. Furthermore, since the time for the wavelet transform

and its inverse grows linearly with the number of non-zero coe�cients in (pi)i2Z ,
(qi)i2Z , (ai)i2Z and (bi)i2Z , these sequences should be �nite as well or have at

least a very fast decay. In�nite sequences of �lter coe�cients with a fast decay

can be cut o� without introducing large numerical errors.

For �nite sequences of �lter coe�cients and discrete signals the fast wavelet

transform and its inverse can be entirely described in terms of matrix mul-

tiplications. This approach simpli�es and clari�es the notation signi�cantly.

Furthermore, the construction of semi-orthogonal B-spline wavelets in the next

sections can easily be performed using matrix inversion. B-spline wavelets will

be used in the reminder of this thesis.

The matrix formulation presented here follows Stollnitz et al. [63]. As described

above, for practical applications it is assumed that the discrete approximation�
cij
�
j2f0;:::;v(i)�1g

has v(i) coe�cients. This means that the vector space V i has

the dimension v(i). The basis for V i can then be written as a �nite row matrix

�i(x) =
�
�i0(x); : : : ; �

i
v(i)�1(x)

�
:

Since V i+1 = V i � W i, the di�erence space W i has the dimension w(i) =
v(i + 1) � v(i). Thus, the basis for W i can also be expressed by a �nite row

matrix

	i(x) =
�
 i
0(x); : : : ;  

i
w(i)�1(x)

�
:

Re�nement

The re�nement equations (3.10) and (3.11) basically mean that the basis func-

tions of the vector spaces V i�1 and W i�1 can be expressed by linear combina-

tions of the basis functions of the next �ner vector space V i. Therefore there

exist two matrices P i and Qi such that

�i�1(x) = �i(x)Pi (3.21)

and

	i�1(x) = �i(x)Qi: (3.22)

Since the sizes of the row matrices �i�1(x), 	i�1(x) and �i(x) are v(i � 1),
w(i � 1) and v(i) respectively, Pi is a v(i) � v(i � 1) matrix and Q

i is a

v(i)� w(i� 1) matrix.
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The columns of the matrices Pi and Q
i are rotated versions of each other.

Therefore both matrices are fully characterised by one column each, i.e. the

sequences
�
p0; : : : ; pv(i)�1

�
and

�
q0; : : : ; qw(i)�1

�
. The coe�cients of these se-

quences are the same as the coe�cients pi and qi in the re�nement equations

(3.10) and (3.11), which describe the re�nement relations of scaling and wavelet

functions constructed on the unbounded real line.

Equations (3.21) and (3.22) can be combined into one single equation using

block matrix notation�
�i�1(x)j	i�1(x)

�
= �i(x)

�
P
ijQi

�
: (3.23)

Wavelet transforms

Matrix notation can also be used to describe the wavelet transform and its

inverse. As mentioned above, for practical applications the discrete approxi-

mation
�
cij
�
j2Z

and the details
�
dij
�
j2Z

at a scaling level i can be assumed to

have �nite lengths v(i) and w(i). This means that the sequences
�
cij
�
j2Z

and�
dij
�
j2Z

can be written as column matrices

c
i =

�
ci0; : : : ; c

i
v(i)�1

�T
and

d
i =

�
di0; : : : ; d

i
w(i)�1

�T
:

With these de�nitions the projections }V i and }W i, equations (3.4) and (3.5),

may by written as

(}V i[f ]) (x) = �i(x)ci

and

(}W i[f ]) (x) = 	i(x)di:

Each step of the wavelet transform is performed by applying the analysis equa-

tions (3.14) and (3.15) to a discrete approximation in order to obtain the next

lower resolution approximation and the details. Both equations implement a

linear combination of the sequence
�
ci+1
j

�
j2Z

with either (ai)i2Z or (bi)i2Z . This

means that for �nite sequences the analysis equations can be rewritten in matrix

notation as

c
i = A

i+1
c
i+1 (3.24)

and

d
i = B

i+1
c
i+1: (3.25)

Here Ai+1 is a v(i)� v(i+1) matrix and Bi+1 is a w(i)� v(i+1) matrix. The

rows of the matrices Ai and Bi are versions of the sequences (ai)i2Z and (bi)i2Z
respectively rotated by 2 positions to the right.
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One recursion step in the pyramid algorithm for the inverse wavelet transform

is characterised by the synthesis equation (3.20). Using the matrices Pi and Qi

of the re�nement equations, the matrix formulation of the synthesis equation

may be written as

c
i+1 = P

i+1
c
i +Q

i+1
d
i: (3.26)

Since the sizes of the coarser approximations and the details for all recursion

steps in the fast wavelet transform are given by v(i+1) = v(i)+w(i), the wavelet
transform c

0, d0, d1, . . . , di�1 has the same number of coe�cients as the original

discrete signal ci. This means that no extra storage space is needed to hold the

wavelet transform, although the scaling function and wavelet coe�cients may

require a higher precision and thus more bits than the original signal.

Using the block matrix notation, the analysis equations (3.24) and (3.25) can

be written as one single equation�
c
i

di

�
=

�
A

i+1

Bi+1

�
c
i+1:

The synthesis equation (3.26) may also be expressed in block matrix notation

as

c
i+1 =

�
P
i+1jQi+1

�� ci
di

�
:

Combining these two equations gives�
P
i+1jQi+1

��1
=

�
A

i+1

Bi+1

�
; (3.27)

where both block matrices are square matrices of size v(i+1)� v(i+1). Thus
after de�ning the scaling and wavelet functions by specifying the matrices Pi+1

and Qi+1, the coe�cients for the wavelet transform, i.e. the matrices Ai+1 and

B
i+1, can be obtained from the re�nement coe�cients by matrix inversion.

3.3.5 Boundary conditions

For the matrix formulation of wavelets it was assumed that the discrete ap-

proximations ci have a �nite length. One di�culty that arises with �nite ap-

proximations are the signal boundaries, since an MRA
�
V i
�
i2Z

is de�ned over

the real line. A common solution to this problem is to expand the �nite signal

to the entire real line and apply the wavelet transforms to the expanded signal.

Standard approaches to expand �nite signals include spatial windowing, signal

re�ections and signal repetition, which are outlined in the following subsections.

These techniques can be applied to all types of wavelet basis function. In the

particular case of semi-orthogonal B-spline wavelets, it is possible to construct

endpoint interpolating B-spline wavelets. This approach will be described later

in section 3.4.2.
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Spatial windowing

The simplest approach to generate an in�nite sequence of coe�cients
�
cij
�
j2Z

from a �nite approximation ci is spatial windowing, where the coe�cients out-

side the signal are padded with zeros, i.e.

cij =

�
cij; if 0 � x < v(i)
0; otherwise:

The wavelet analysis as introduced above can be applied directly to the sequence�
cij
�
j2Z

. No further changes are necessary. However, spatial windowing su�ers

from two major drawbacks. Firstly, each recursion step of the wavelet transform

may produce new coe�cients that lie outside the signal ci, so that the relation

v(i+ 1) = v(i) +w(i) no longer holds. Secondly, spatial windowing introduces
discontinuities at the signal boundaries if the values of ci0 and civ(i)�1 are not

su�ciently small. This could lead to large coe�cients corresponding to wavelet

functions of very �ne scale near the signal boundaries. These discontinuities

may be avoided if the coe�cients outside the signal are set equal to the values

at the boundaries, i.e.

cij =

8<:
ci0; if j < 0
cij; if 0 � j < v(i)

civ(i); otherwise:

Signal re�ection

Another technique to avoid discontinuities at the signal boundaries is to re�ect

the sequence ci at the points (n v(i))n2Z . Such a sequence
�
cij
�
j2Z

, can be

recursively de�ned by

cij =

8<:
ci�(j+1); if j < 0

cij; if 0 � j < v(i)
ci2v(i)�(j+1); otherwise:

This is a common technique in signal processing and works well for wavelet

analyses [37].

Signal repetition

One simple way to handle the signal boundaries is to repeat the signal ci peri-

odically. A sequence
�
cij
�
j2Z

that holds repeated versions of the signal ci over
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the entire real line may be recursively de�ned by

cij =

8<:
cij+v(i); if j < 0

cij; if 0 � j < v(i)
cij�v(i); otherwise:

This approach may introduce discontinuities at the signal boundaries, if the

coe�cients ci0 and civ(i)�1 in ci di�er too much. However, for a lot of volume

rendering applications it can be assumed that the signal coe�cients at the

volume boundaries have very similar values.

In an implementation the signal and the scaling and wavelet functions can be

easily repeated by applying the modulo operation to the index of the sequences

c
i, di, (ai)i2Z , (bi)i2Z , (pi)i2Z and (qi)i2Z . Therefore signal repetition is used in

our implementation of the high-resolution wavelet splatting method presented

later in this thesis.

3.4 Wavelet bases

The matrix formulation for wavelets provides an elegant way to describe the

re�nement equations, the wavelet transform and its inverse. The remaining

problem is to �nd suitable scaling and wavelet functions. The de�nitions of an

MRA
�
V i
�
i2Z

and the di�erence spaces
�
W i
�
i2Z

are not su�cient to derive a

scaling or wavelet function. Further constraints are needed. There are several

desirable properties that could be important when constructing scaling and

wavelet functions, these include:

Orthogonality: Orthogonality of wavelet basis functions is important to ob-

tain good approximations of the overall shape of functions within the vari-

ous vector spaces V i. There are three grades of orthogonality for wavelets.

The most restrictive one requires that all wavelets of all scaling levels are

orthogonal. This grade of orthogonality may be relaxed by requiring or-

thogonality only across scaling level, so that the di�erence spaces
�
W i
�
i2Z

are still orthogonal to each other. Finally, this orthogonality may also be

dropped.

Small support: The support of a function f(x) is de�ned as the interval, over

which the function is non-zero, i.e.

supp(f(x)) = [min(fx 2 Rjf(x) 6= 0g);max(fx 2 Rjf(x) 6= 0g)] :
The smaller the support of the wavelets and scaling functions the fewer

coe�cients carry information that is needed for the reconstruction of func-

tion values. Thus, the support of the wavelet and scaling function has a
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direct in�uence on the execution time of the reconstruction or inverse

wavelet transform. Similarly the support of the dual wavelet and scal-

ing functions has an in�uence on the complexity of the decomposition or

wavelet transform.

Smoothness: The smoothness of a function may be de�ned in di�erent ways,

e.g. by the number of continuous derivatives or the decay of its Fourier

transform. The smoothness of wavelet or scaling functions is particularly

important for the reconstruction of continuous functions from discrete ap-

proximations or detail signals. As mentioned in subsection (3.2.4) discrete

representations of functions are used as discrete approximations
�
ci0j
�
j2Z

.

Following equation (2.3) continuous functions may be obtained from the

coe�cients of a discrete approximation by a convolution with a recon-

struction kernel function. In this case the scaling function can be used

as a reconstruction kernel function. It is also possible to reconstruct a

continuous function directly from the discrete detail signal
�
dij
�
j2Z

with-

out performing an inverse wavelet transform �rst. Here the coe�cients of

the detail signal are convolved with the corresponding wavelet function

that is used as a reconstruction kernel function. In our high-resolution

wavelet splatting method we will reconstruct the volume function from

the wavelet coe�cients in that way. In both cases, the smoothness of the

wavelet and scaling functions is essential to reconstruct a smooth contin-

uous volume function.

Analytic expression: An accurate evaluation of the decomposed or wavelet

transformed functions requires accurate representations of the basis func-

tions. Therefore, it is desirable, but not essential, to have analytic ex-

pressions of the wavelet and scaling functions.

Unfortunately it is not possible to construct scaling and wavelet functions that

meet all of the criteria above. There do not even exist wavelet bases besides

Haar wavelets that are orthogonal, compactly supported and symmetric [11].

However, Haar wavelets are not continuous and therefore of limited use when

dealing with smooth functions. Thus, the properties above have to be traded o�

in order to �nd the most suitable scaling and wavelet functions for a particular

application.

This subsection discusses di�erent types of wavelet function. The subsections

3.4.1 and 3.4.2 present orthogonal and semi-orthogonal wavelets. Biorthogonal

wavelets are discussed in subsection 3.4.3.
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3.4.1 Orthogonal wavelets

The de�nition of wavelets given in subsection (3.2.3) required orthogonality

only between the wavelet and scaling functions of the same scaling level, i.e.�
<�i(x);	i(x)>

�
= 0:

Orthogonal wavelets also require that the scaling functions and the wavelet

functions within a scaling level are orthogonal as well. These conditions can be

written as �
<�i(x);�i(x)>

�
= I�

<	i(x);	i(x)>
�

= I:

Note that these equations de�ne an orthonormal wavelet basis, which is stricter

than the de�nition of an orthogonal basis. The inner products of orthogonal

wavelets are not necessarily one. However, an orthonormal wavelet basis can

easily be obtained from an orthogonal wavelet basis by normalisation. Therefore

the treatment here does not lack generality.

The three orthogonality conditions above can be written as one single relation

using block matrix notation, so that�
<
�
�i(x)j	i(x)

�
;
�
�i(x)j	i(x)

�
>
�
= I:

Changing the superscript from i to i� 1, substituting the re�nement equation

(3.23) into the result and then applying the rules for the inner product of

matrices yields

I =
�
<
�
�i�1(x)j	i�1(x)

�
;
�
�i�1(x)j	i�1(x)

�
>
�

=
�
<�i(x)

�
P
ijQi

�
;�i(x)

�
P
ijQi

�
>
�

=
�
P
ijQi

�T �
<�i(x):�i(x)>

� �
P
ijQi

�
=

�
P
ijQi

�T �
P
ijQi

�
:

This means that the transpose of the block matrix
�
P
ijQi

�
is the same as its

inverse. A matrix that satis�es this relation is called orthogonal matrix. Now,

together with equation (3.27) the following relation for orthonormal wavelets

can be established: �
A

i

Bi

�
=
�
P
ijQi

�T
: (3.28)

Haar wavelets

The simplest basis that builds an orthogonal MRA
�
V i
�
i2Z

is the Haar basis

[23], which is commonly used as an example to introduce wavelet analysis. The
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Haar scaling function �(x) is de�ned as

�(x) =

�
1; if 0:0 � x < 1:0
0; otherwise

and the corresponding Haar mother wavelet is given by

 (x) =

8<:
1; if 0:0 � x < 0:5

�1; if 0:5 � x < 1:0
0; otherwise:

Fig. 3.4 shows the Haar scaling and mother wavelet functions.
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Figure 3.4: Haar basis functions: left: scaling function, right: mother wave-

let.

The sequences of the re�nement �lter coe�cients are

pi = (1; 1) and qi = (1;�1):

The matrices P2 and Q2 needed to perform one recursion step in the inverse

wavelet transform, are given by

P
2 =

0BB@
1 0
1 0
0 1
0 1

1CCA
and

Q
2 =

0BB@
1 0

�1 0
0 1
0 �1

1CCA :

The matrices P2 and Q
2 are the re�nement matrices for unnormalised Haar

wavelets. Equation (3.27) may be used to obtain the matrices A2 and B
2,

which yields

A
2 =

1

2

�
1 1 0 0
0 0 1 1

�
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and

B
2 =

1

2

�
1 �1 0 0
0 0 1 �1

�
:

Note that the matrices A2, B2, P2 and Q2 do not satisfy the relation (3.28)

for orthonormal wavelets. Therefore it is common to use Haar wavelets that

are normalised with respect to the L2-norm instead. Normalised wavelets may

be obtained by including the normalisation coe�cient
p
2 into the re�nement

equations (3.10) to (3.13) for wavelet and scaling functions and their duals.

The matrices for normalised Haar wavelets are

�
A

2

B2

�
=
�
P

2jQ2
�T

=
1p
2

0BB@
1 1 0 0
0 0 1 1
1 �1 0 0
0 0 1 �1

1CCA :
Obviously both the normalised and unnormalised Haar wavelet and scaling

functions are orthogonal. Furthermore the vector spaces V i spanned by the

Haar wavelets contain all functions that are piecewise constant over the intervals

[n2�i; (n + 1)2�i)n2Z. This is why Haar wavelets are not suitable to study

continuous function spaces.

Daubechies wavelets

Haar wavelets are not the only orthogonal wavelets with compact support. Dau-

bechies [10] developed a general construction scheme for orthogonal wavelets

with compact support. This scheme is quite complex and beyond the scope of

this thesis. Here we just illustrate the simplest Daubechies wavelet, the Daub4
wavelet, as an example for this type of wavelet.

The support of the Daubechies wavelets is strongly related to their smoothness.

The most compactly supported Daubechies wavelet beside Haar wavelets is

Daub4, which has only four �lter coe�cients. Its �lter sequences are given by

pi = ai =
1

4
p
2

�
1 +

p
3; 3 +

p
3; 3�

p
3; 1�

p
3
�

and

qi = bi =
1

4
p
2

�
1�

p
3;�3 +

p
3; 3 +

p
3;�1�

p
3
�
:

The decomposition matrices A3 and B3 may be written as [25]

A
3 =

0BB@
a0 a1 a2 a3 0 0 0 0
0 0 a0 a1 a2 a3 0 0
0 0 0 0 a0 a1 a2 a3
a2 a3 0 0 0 0 a0 a1

1CCA
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and

B
3 =

0BB@
b0 b1 b2 b3 0 0 0 0
0 0 b0 b1 b2 b3 0 0
0 0 0 0 b0 b1 b2 b3
b2 b3 0 0 0 0 b0 b1

1CCA :
Note that the coe�cients ai and bi are wrapped around at the matrix boundaries

to handle signals of �nite length. Fig. 3.5 shows the Daub4 scaling and wave-

let functions. These functions are continuous, but asymmetric and nowhere
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Figure 3.5: Daubechies basis functions: left: scaling function, right: mother

wavelet.

di�erentiable. Higher order Daubechies wavelets are smoother.

3.4.2 Semi-orthogonal wavelets

The requirement that every scaling or wavelet basis function is orthogonal to

every other scaling or wavelet basis function of the same scaling level is quite

strong. The de�nition of an MRA
�
V i
�
i2Z

given in section 3.2 just requires that

each wavelet of one scaling level is orthogonal to every coarser scaling function.

This orthogonality relation can be written as�
<�i(x);	i(x)>

�
= 0: (3.29)

Wavelet that meet this criterion are called semi-orthogonal wavelets. This sec-

tion outlines the procedure to construct semi-orthogonal wavelets and discusses

semi-orthogonal B-spline wavelets in greater detail.

Since the orthogonality condition for scaling functions is dropped, any function

that satis�es the re�nement equation (3.10) may be used as a scaling function.

The criteria for selecting a particular function as a scaling function could be

smoothness, small support or symmetry. The choice of a scaling function deter-

mines the approximation spaces
�
V i
�
i2Z

and the re�nement matrix Pi. Once a

scaling function is chosen and the matrices �i(x) and Pi are determined the ma-

trix Qi and thus the wavelets are somewhat constrained as follows. Changing
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the scaling level in equation (3.29) from i to i� 1 and applying the re�nement

equations (3.21) and (3.22) for scaling and wavelet functions yields�
P
i
�T �

<�i(x);�i(x)>
�
Q

i = 0: (3.30)

For a given �i(x) and P
i, the matrix Mi =

�
P
i
�T �

<�i(x);�i(x)>
�
can be

calculated, so that the equation above becomes a homogeneous equation system.

The solutions for Qi in the homogeneous equation system de�ne a vector space,

called the null vector space for Mi. Determining a semi-orthogonal wavelet

for a set of scaling functions �i(x) is now equivalent to �nding a suitable basis

for the null vector space of Mi. Since there generally exist an in�nite number

of possible basis sets for the null vector space, further constraints on the matrix

Q
i have to be imposed. These constraints depend on the particular application.

After the matrix is determined, the analysis matricesAi andBi can be obtained

by matrix inversion as in equation (3.27).

B-spline wavelets

Semi-orthogonal B-spline wavelets were �rst studied by Chui and Wang [4, 5].

The key idea behind B-spline wavelets is to use cardinal B-spline functions as

a basis for the approximation vector spaces
�
V i
�
i2Z

. The corresponding B-

spline wavelets can be found by constraining the matrix Qi in equation (3.30)

to have the fewest possible consecutive nonzero entries in each column, which

is equivalent to minimal support of the resulting wavelet functions.

Cardinal B-splines are widely used within computer graphics because of their

excellent interpolation behaviour. B-spline functions �m(x) of degree m may

be de�ned recursively by

�m(x) =
x

m� 1
�m�1(x) +

m� x
m� 1

�m�1(x� 1);

where

�1(x) =

�
1; 0 � x < 1
0; otherwise:

The B-spline functions are symmetric with respect to the centre of their sup-

port. The support of a cardinal B-spline function of degree m is given by

supp(�m(x)) = [0;m]:

B-spline scaling functions of degree m can now be de�ned as �m(x) = �m(x).
The top row in Fig. 3.6 shows the B-spline scaling functions �m(x) for m =
2; 3; 4. The scaling functions (�m(x� i))i2Z are not orthogonal to each other.
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Since the orthogonality condition for scaling functions is dropped, the set of

scaling functions (�m(x� i))i2Z builds a semi-orthogonal MRA.

The re�nement relation for B-spline scaling functions of degreem can be written

as

�m(x) =
mX
i=0

pi�m(2x� i);

where

pi =
1

2m�1

�
m

i

�
(3.31)

are the re�nement coe�cients. Following Chui and Wang [5] semi-orthogonal

B-spline wavelets with minimal support are given by

 m(x) =
3m�2X
i=0

qi�m(2x� i);

where

qi =
(�1)i
2m�1

mX
j=0

�
m

j

�
�2m(i� j + 1): (3.32)

The cardinal B-spline wavelets are symmetric for even m and antisymmetric

for odd m. The support of the B-spline wavelets is

supp( m(x)) = [0; 2m� 1]:

Fig. 3.6 shows B-spline scaling and wavelet functions of degree 2, 3 and 4.
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Figure 3.6: Various B-spline scaling and wavelet functions: top row: scaling

functions, bottom row: mother wavelets, columns from the left

to right: increasing degree m = 2, 3 and 4.

The columns of the matrices Pi and Qi are shifted versions of the sequences

(pi)i2[0;m] and (qi)i2[0;3m�2]. Finally the matrices Ai and B
i can be obtained
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from the matrices Pi and Q
i by matrix inversion as described in equation

(3.27). Unser and Aldroubi [68] discuss a general framework for the genera-

tion of polynomial spline bases functions and wavelets from standard B-spline

functions.

An example

Since B-spline wavelets are used in chapter 5 for our high-resolution wavelet

splatting method, we discuss here how to compute the coe�cients of the B-

spline wavelet and scaling functions of degree m = 3 as an example. The �lter

coe�cients (pi)i2[0;3] and (qi)i2[0;7] may be obtained by equations (3.31) and

(3.32) respectively, thus

pi = (
1

4
;
3

4
;
3

4
;
1

4
)

and
qi = (0:0020833; �0:0604167; 0:3062500; �0:63125;

0:63125; �0:3062500; 0:0604167; �0:0020833):
As mentioned above the columns of the matrices P3 and Q

3 contain shifted

versions of the sequences (pi) and (qi). According to equation (3.27) the analysis
matrices A3 and B3 may be obtained from (P3jQ3) by matrix inversion. The

rows of the matrix
�
A
3

B3

�
are rotated versions of the sequences

ai =
(0:0800781; �0:2402344; �0:0097656; 0:6699219;
0:6699219; �0:0097656; �0:2402344; 0:0800781):

and

bi =
(0:2421875; 0:4609375; �0:2265625; �0:9453125;
0:9453125; 0:2265625; �0:4609375; �0:2421875):

Note that this technique only yields approximations to the analysis coe�cients.

Since both sequences (ai) and (bi) consist of an in�nite number of non-zero

coe�cients, the matrix
�
A3

B3

�
holds the in�nite sequences rotated at the matrix

boundaries. However, the magnitude of the coe�cients drops o� very quickly,

so that better approximations to the sequences of the analysis coe�cients may

be computed by increasing the size of the matrices. The �lter coe�cients used

in our implementation were obtained by inverting the matrix (P6jQ6) of size
64� 64.

It is also possible to construct wavelet functions for non-uniform B-spline scal-

ing functions. Chui and Quak [3] explored wavelet functions that correspond to

end-point interpolating B-splines. However, the construction of end-point in-

terpolating B-spline wavelet and scaling functions is quite complex and beyond

the scope of this thesis.
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3.4.3 Biorthogonal wavelets

The de�nition of the di�erence spaces
�
W i
�
i2Z

and wavelets, equations (3.2)

and (3.3), required each wavelet function to be orthogonal to every scaling

function of coarser scaling level, as stated in equation (3.29). It is possible

to relax this orthogonality requirement, so that wavelets are orthogonal to the

dual scaling functions and scaling functions are orthogonal to the dual wavelets.

This leads to the most general MRA, which only requires the matrix
�
P
ijQi

�
to

be invertible with the inverse
�
Ai

Bi

�
. Wavelets functions that generate such an

MRA are called biorthogonal wavelets, �rst studied by Cohen et al. [7]. This

approach makes explicit use of the dual scaling and wavelet functions e�i(x) ande	i(x). The primal wavelet and scaling functions are orthogonal to their duals,

i.e. �
<�i(x); e�i(x)>

�
= I

and �
<	i(x); e	i(x)>

�
= I:

A biorthogonal MRA also requires that primal scaling functions are orthogonal

to the dual wavelets and vice versa that primal wavelets are orthogonal to the

dual scaling functions, i.e. �
<�i(x); e	i(x)>

�
= 0

and �
<	i(x); e�i(x)>

�
= 0:

As with orthogonal wavelets these orthogonality relations can be written in one

equation using block matrix notation, so that�
<
�
�i(x)j	i(x)

� j�e�i(x)je	i(x)
�
>
�
= I:

As seen in the previous subsection, semi-orthogonal B-spline wavelet and scaling

functions have a small support, which is necessary for e�cient reconstruction

algorithms. However, the corresponding dual B-spline wavelet and scaling func-

tions have an in�nite support. Now the advantage of biorthogonal wavelets is

that is it possible to construct scaling and wavelet functions where both primal

and dual functions have compact support. However, due to the fact that the

primal scaling functions are not orthogonal to the primal wavelet functions of

the same scaling level, coarser approximations may result in very poor repre-

sentations of the overall shape of the original function [63]. The lifting scheme,

introduced by Sweldens [66], may improve the approximation behaviour of bi-

orthogonal wavelets by increasing their level of orthogonality.
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3.5 Higher dimensional wavelets

So far the wavelet and scaling functions were restricted to only one dimension.

For applications in computer graphics or volume rendering higher dimensional

wavelet functions are needed. Two dimensional wavelets are used to analyse

images or surfaces [37, 15, 63]. Muraki [48, 49] and Westermann [70] applied

three dimensional wavelets to volumes for feature extraction and edge detection.

In general the vector spaces
�
V i
�n

of an n dimensional multi-resolution analysis�
V i
�n
i2Z

of L2(Rn) may be de�ned as the tensor product of n identical one

dimensional vector spaces V i, so that

�
V i
�n

= V i 
 : : :
 V i| {z }
n times

:

The n dimensional scaling function �(x0; x1; : : : ; xn�1) may be obtained from

the one dimensional scaling function �(x) of the vector space V i by the tensor

product

�(x0; x1; : : : ; xn�1) = �(x0) � �(x1) � : : : � �(xn�1):

For the reminder of this chapter we focus on three dimensional wavelet func-

tions, i.e. n = 3. The complement spaces
�
W i
�3

and the corresponding wavelet

functions may be built in two di�erent ways, the standard and the non-standard

wavelet construction or decomposition. Both approaches will be discussed in

the following subsections.

3.5.1 Standard decomposition

To obtain a standard decomposition of a volume data set the one dimensional

wavelet transform is applied �rst to each row of samples that is parallel to the

z-axis. This process results in an average volume along with detail coe�cients

for each row. Then the one dimensional wavelet transform is performed for

each row of samples that is parallel to the y-axis. Finally each row of samples

that are parallel to the x-axis are wavelet transformed. Algorithm 3 shows the

pseudo-code to compute the standard decomposition for volumes.

The standard construction of a three dimensional wavelet basis consists of all

possible tensor products of one dimensional wavelet and scaling functions. The

three dimensional wavelet functions may be subdivided into the following eight
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classes:

M0
ijk;lmn(x; y; z) = �il(x)�

j
m(y)�

k
n(z)

M1
ijk;lmn(x; y; z) =  i

l(x)�
j
m(y)�

k
n(z)

M2
ijk;lmn(x; y; z) = �il(x) 

j
m(y)�

k
n(z)

M3
ijk;lmn(x; y; z) =  i

l(x) 
j
m(y)�

k
n(z)

M4
ijk;lmn(x; y; z) = �il(x)�

j
m(y) 

k
n(z)

M5
ijk;lmn(x; y; z) =  i

l(x)�
j
m(y) 

k
n(z)

M6
ijk;lmn(x; y; z) = �il(x) 

j
m(y) 

k
n(z)

M7
ijk;lmn(x; y; z) =  i

l(x) 
j
m(y) 

k
n(z);

where the subscripts ijk denote the scaling level for each axis. The subscripts

lmn specify the translation along the x, y and z-axis respectively.

1: proc StandardDecomposition(volume)

2:

3: {volume contains the volume data set of size (xmax; ymax; zmax)}
4:

5: for x = 1 to xmax do

6: for y = 1 to ymax do

7: 1D Wavelet transform of the volume from (x; y; 1) to (x; y; zmax)
8: end for

9: end for

10:

11: for x = 1 to xmax do

12: for z = 1 to zmax do

13: 1D Wavelet transform of the volume from (x; 1; z) to (x; ymax; z)
14: end for

15: end for

16:

17: for y = 1 to ymax do

18: for z = 1 to zmax do

19: 1D Wavelet transform of the volume from (1; y; z) to (xmax; y; z)
20: end for

21: end for

22:

23: end proc

Algorithm 3: Standard decomposition for volumes.

The 3D basis functions of the standard decompositionM
p
ijk;lmn(x; y; z) can not

be separated into di�erent scaling level. Therefore the standard decomposition

does not provide direct access to details of one single scaling level.
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3.5.2 Non-standard decomposition

The second type of three dimensional wavelet transform, called the non-stand-

ard decomposition, performs only one decomposition step on each row of sam-

ples that is parallel to the z-axis. A decomposition step is de�ned by applying

the analysis equations (3.24) and (3.25) to a row of samples. The decomposition

steps are subsequently performed on the rows of samples that are parallel to the

y and x-axis. To complete the transform this process is repeated recursively to

the coe�cients of the coarser volume approximation. Algorithm 4 shows the

steps that are involved in the non-standard wavelet decomposition procedure.

The pseudo-code assumes a volume size of n3 sample points, where n = 2l.
Fig. 3.7 shows two recursion steps of the non-standard wavelet decomposition

applied to a volume.

1: proc NonStandardDecomposition(volume)

2:

3: {volume contains the volume data set of size (n; n; n)}
4:

5: while n > 1 do
6: for x = 1 to n do

7: for y = 1 to n do

8: one decomposition step of the volume from (x; y; 1) to (x; y; n)
9: end for

10: end for

11:

12: for x = 1 to n do

13: for z = 1 to n do

14: one decomposition step of the volume from (x; 1; z) to (x; n; z)
15: end for

16: end for

17:

18: for y = 1 to n do

19: for z = 1 to n do

20: one decomposition step of the volume from (1; y; z) to (n; y; z)
21: end for

22: end for

23: n = n
2

24: end while

25:

26: end proc

Algorithm 4: Non-standard decomposition for volumes.

As with the standard decomposition the non-standard construction of a three
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dimensional basis also consists of tensor products of one dimensional basis func-

tions, but the scaling level of the one dimensional basis functions in each tensor

product are the same. Therefore the eight types of basis function for non-

standard wavelet decompositions are given by

N
0;i
lmn(x; y; z) = �il(x)�

i
m(y)�

i
n(z) 2

�
V i
�3

N
1;i
lmn(x; y; z) =  i

l(x)�
i
m(y)�

i
n(z)

N
2;i
lmn(x; y; z) = �il(x) 

i
m(y)�

i
n(z)

N
3;i
lmn(x; y; z) =  i

l(x) 
i
m(y)�

i
n(z)

N
4;i
lmn(x; y; z) = �il(x)�

i
m(y) 

i
n(z)

N
5;i
lmn(x; y; z) =  i

l(x)�
i
m(y) 

i
n(z)

N
6;i
lmn(x; y; z) = �il(x) 

i
m(y) 

i
n(z)

N
7;i
lmn(x; y; z) =  i

l(x) 
i
m(y) 

i
n(z);

where the subscripts lmn specify the amount of translation along the x, y and

z-directions. Each basis function N
p;i
lmn(x; y; z) belongs to one single scaling

level i. The functions N
p;i
lmn(x; y; z) of type p = 1; : : : ; 7 and scaling level i build

the vector space
�
W i

p

�3
. The direct sum of the vector spaces

�
W i

p

�3
over the

basis type p de�nes the complement space

�
W i
�3

=
7M

p=1

�
W i

p

�3
:

As with one dimensional complement spaces, the spaces
�
W i
�3

build the or-

thogonal complement of
�
V i
�3

in
�
V i+1

�3
, i.e.�

V i+1
�3

=
�
V i
�3 � �W i

�3
:

In contrast to the standard decomposition, the non-standard wavelet basis

functions allow a decomposition of L2 (R3) into di�erent scaling levels. This

makes the non-standard wavelet decomposition the preferred choice for our

high-resolution wavelet splatting method.

3.6 Conclusion

This chapter introduced the basic concepts of wavelet analysis. The main idea

of wavelet analysis is to decompose the vector space L2(R) into a set of sub-

spaces
�
V i
�
i2Z

that form a multi-resolution analysis. The subspaces V i may
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Figure 3.7: Non-standard 3D wavelet decomposition: ci are the coe�cients

of the basis functions N
0;i
lmn(x; y; z), the discrete approximation of

scaling level i, and d
p;i are the coe�cients of the basis functions

N
p;i
lmn(x; y; z), the discrete details of scaling level i.

approximate functions f(x) 2 L2(R) to a certain level of detail, which increases

with the superscript i, the scaling level. The complement space of two vector

spaces V i and V i+1 is called the di�erence space W i, which contains all the

details of V i+1 that are not in V i. A function  (x) is called the mother wavelet

if its scales and translates build a basis for the vector spaces
�
W i
�
i2Z

. The

scales and translates of  (x) are called wavelets. The mother wavelet function

 (x) plays a key role in this theory, since it de�nes the spaces W i and thus the

shape of the details.

The projections of a function f(x) 2 L2(R) into the vector spaces V i and W i

may be e�ciently performed by the fast wavelet transform. It is also possible

to reconstruct functions from their wavelet representations by the fast inverse

wavelet transform. Both the fast wavelet transform and its inverse may be

formulated using matrices.

The choice of the wavelet function has a big in�uence on the resulting multi-

resolution analysis. There is no perfect wavelet function, so that the desired

properties, such as orthogonality, small support and smoothness, have to be

traded o� depending on the type of application. Wavelet functions may be

classi�ed according to their degree of orthogonality: i.e. orthogonal, semi-

orthogonal and biorthogonal wavelets. We discussed each wavelet class in

greater detail. We further presented Haar and Daubechies wavelets as examples

for orthogonal wavelets and B-spline wavelets as an example for semi-orthogonal

wavelets.

There are two approaches to build three dimensional wavelet basis functions:

the standard and non-standard construction. The non-standard wavelet decom-
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position allows separation of the wavelet basis functions into di�erent scaling

level. This is particular important when rendering volumes in various resolu-

tions or extracting details of a certain size.

Wavelet-based representations of sampled data have been known to give sig-

ni�cant savings in the data volume. Since the rendering time of splatting is

largely determined by the data volume, we are going to examine in chapter 5,

if wavelet representations of volume data may be used to reduce the rendering

time complexity of our high-resolution splatting methods.



Chapter 4

High-resolution splatting

Splatting, as introduced in section 2.3.2, is a popular volume visualisation tech-

nique, because of its speed. The interpolation of sample values, which is the

most expensive step in direct volume rendering, is performed using a precom-

puted 2D projection function, the footprint function. In an implementation,

the footprint function is usually mapped as an image onto a polygon and the

entire reconstruction step may be performed using standard texture mapping

hardware. Besides the gain in speed this approach also allows the use of very

sophisticated reconstruction kernel functions. One problem with splatting is

the swapped order of volume reconstruction and shading. Instead of interpo-

lating volume densities standard splatting reconstructs colours and opacities.

As a result of this, �ne details within the volume can get lost. Consequently

images produced by splatting tend to look more blurry. In contrast, image or-

der methods reconstruct volume densities and perform the shading calculations

on the reconstructed volume densities, which yields signi�cantly sharper im-

ages. However, ray casting samples the volume in viewing coordinates, which

makes the volume reconstruction step, and thus the entire visualisation pro-

cess, less e�cient, since no precomputed projection function can be used in the

reconstruction process.

This chapter has two goals. Firstly, we analyse the cause of the blurry images of

splatting by a comparison with ray casting. Secondly, based on that analysis, we

discuss modi�cations to splatting, so that it produces higher quality images.

As a result we present two new splatting methods, collectively called high-

resolution splatting, which on the one hand use projection functions for volume

reconstruction, similar to those of standard splatting, and on the other hand

perform the volume reconstruction prior to the shading calculations, which

results in signi�cantly sharper images.

This chapter has the following structure. Section 4.1 analyses standard splat-

ting and motivates the key ideas of high-resolution splatting by a comparison

65
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between splatting and ray casting methods under certain circumstances. The

high-resolution splatting methods themselves are introduced in section 4.2. A

complexity analysis of the proposed methods will be performed in section 4.3.

Section 4.4 discusses some properties of high-resolution splatting. Section 4.5

presents an enhancement to high-resolution splatting so that it is also able to

compute arbitrarily close numerical approximations to the emission-absorption

model. Section 4.6 discusses some practical results. A similar method to high-

resolution splatting was independently developed by other researchers. Section

4.7 discusses similarities and di�erences between these methods. Finally section

4.8 draws a conclusion and points out directions for future research.

4.1 Analysis of splatting

In this section we want to motivate our new high-resolution splatting method by

a comparison between ray casting and splatting. According to section 2.3.1 ray

casting methods compute numerical approximations to the emission-absorption

model. We are going to analyse splatting under the assumption that it also ap-

proximates the emission-absorption model. A formal description of splatting

will be developed in section 4.1.1. In general, ray casting and splatting yield

di�erent results and these methods are quite di�cult to compare, since they de-

pend on various parameters, such as the colour and transparency functions C(u)
and t(u), the reconstruction kernel function h(x; y; z) or the viewing transform.

In subsection 4.1.2 we consider the special case in which the volume is not view

transformed and the step size is equivalent to the distance between two adjacent

volume slices. This makes it possible to compare the two techniques and to mo-

tivate high-resolution splatting. Subsection 4.1.3 compares standard splatting

and ray casting for the case where both use a nearest neighbour reconstruction

�lter, which yields some interesting results.

4.1.1 A formal description of splatting

Splatting as de�ned by [72, 73] traverses the volume in object order and projects

the sample values of each volume slice into the sheet bu�er. When all samples

of one volume slice are projected, the sheet bu�er is composited into the frame

bu�er. After all volume slices are processed the frame bu�er holds the �nal

image of the volume.

A single sample value Fijk at the volume locationQijk = (i; j; k) is projected into
the sheet bu�er by determining its colour and opacity, C 0(Fijk) and �

0
�z(Fijk),

�rst. Then the footprint function is centred at the sample's projection onto the

sheet bu�er. Finally the translated footprint function is weighted by the values
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of C 0(Fijk) and �
0
�z(Fijk), so that the projection Pc of the colour component at

a sheet bu�er location S = (x; y) is given by

Pc(S;Qijk) = C 0(Fijk) Footprint(S � (xi; yj))

and the projection of the opacity component, P�;�z is given by

P�;�z(S;Qijk) = �0�z(Fijk) Footprint(S � (xi; yj)):

Here (xi; yj) are the sheet bu�er coordinates of the sample's projection. The

footprint function yields zero for sheet bu�er locations S that lie outside the

extent of the projected reconstruction kernel function.

The values of the colour and opacity projections are simply added to the sheet

bu�er. When all samples of one volume slice k are projected the sheet bu�er

holds the values

Ck(S) =

NyX
j=1

NxX
i=1

Pc(S;Qijk) (4.1)

and

�k;�z(S) =

NyX
j=1

NxX
i=1

P�;�z(S;Qijk): (4.2)

These values are the light intensities and opacities of the volume slice k. As

with ray casting, these values are composited to the �nal image using the over

operator [54], which yields for the back to front traversal

Ik(S) = Ik�1(S) (1� �k;�z(S)) + Ck(S)�k;�z(S):

We can de�ne the e�ective light intensity of a volume slice k by ck;�z(S) =
Ck(S)�k;�z(S). Furthermore the transparency of a volume slice i may be ob-

tained from its opacity, so that tk;�z = 1 � �k;�z. With these de�nitions the

equation above may be written as

Ik(S) = Ik�1(S) tk;�z(S) + ck;�z(S):

Recursive application of this equation yields

INz(S) = I0(S)
NzY
k=1

tk;�z(S) +
NzX
k=1

ck;�z(S)
NzY

l=k+1

tl;�z(S); (4.3)

where I0(S) = I(0) is the background light intensity. This equation describes

the entire splatting algorithm.
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4.1.2 A simple case

Assume that the volume dataset is not view transformed, i.e. the xy slices of

the volume are parallel to the view plane and the step size of ray casting is

L = �z, so that Pk = (S:x; S:y; zk). In this case equations (2.5) and (4.3) that

compute I(PN) for ray casting and INz(S) for splatting have the same number

of summands, i.e. N = Nz. The background light intensity I0 may be treated as

an additional volume slice, i.e. c0;L(S) = cL(P0) = I0, so that the �rst terms of

equations (2.5) and (4.3) can be incorporated into the main summations. The

di�erence between ray casting and splatting for this particular case may then

be obtained by subtracting (4.3) from (2.5), yielding

�I(N) = I(PN)� IN(S)

=
NX
k=0

 
cL(Pk)

NY
l=k+1

tL(Pl)� ck;L(S)
NY

l=k+1

tl;L(S)

!
:

Our goal in high-resolution splatting is to modify splatting so that it yields

similar results to ray casting. One simple way to minimise �I(N) is to require
that the di�erences of the transparencies

�tL(Pk) = tL(Pk)� tk;L(S)

and e�ective colours

�cL(Pk) = cL(Pk)� ck;L(S)
are zero for k = 0; : : : ; N . Since

�cL(Pk) = cL(Pk)� ck;L(S)
= C(Pk)(1� tL(Pk))� Ck(S)(1� tk;L(S))

the di�erence �I(N) can be zeroed if �tL and

�C(Pk) = C(Pk)� Ck(S)

become zero. The di�erence �C(Pk) between the colours of one single volume

slice as computed by the two methods is given by

�C(Pk) = C(Pk)� Ck(S)

= C 0(Gray(Pk))�
NyX
j=1

NxX
i=1

PC(S;Qijk)

= C 0(Gray(Pk))�
NyX
j=1

NxX
i=1

C 0(Fijk) Footprint((S:x; S:y)� (xi; yj));
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where

Gray(Pk) =
NX
l=1

NyX
j=1

NxX
i=1

h(Pk � (xi; yj; zl))Fijl: (4.4)

This equation emphasises that ray casting reconstructs the volume density at

the position Pk before applying the colour function C
0, while splatting applies

C 0 to the sample values Fijk �rst and then reconstructs the values of C 0(Fijk)
using the footprint function. This order can be changed somewhat by rede�ning

the colour function Ck within the splatting algorithm as

Ck(S) = C 0(Gsplat(Pk));

where

Gsplat(Pk) =

NyX
j=1

NxX
i=1

Fijk Footprint(S � (xi; yj)): (4.5)

This modi�cation can be implemented by splatting the density of each voxel Fijk
of the volume slice k �rst and then applying the colour function Ck to the whole

sheet bu�er. The term Gsplat(Pk) holds the sum of the reconstruction kernel

functions of the volume slice k at the sheet bu�er position S integrated along

the z-axis. It may be interpreted as an approximation to the reconstructed

volume density at the point Pk.

With the above de�nition of Gsplat(Pk) the di�erence of the colour calculations
changes to

�C(Pk) = C 0(Gray(Pk))� C 0(Gsplat(Pk)):

Similar arguments can be applied to the transparency function tk;L of standard

splatting. By rede�ning the transparency of a volume slice as

tk;L(S) = t0L(Gsplat(Pk));

the di�erence of the transparencies changes to

�tL(Pk) = t0L(Gray(Pk))� t0L(Gsplat(Pk)):

With the new de�nitions of Ck(S) and tk;L(S), both �C(Pk) and �tL(Pk)
become zero if the di�erence of the reconstructed volume densities

�G(Pk) = Gray(Pk)�Gsplat(Pk)

is zero. This means that the di�erence between ray casting and the modi�ed

splatting method occurs only during the volume reconstruction step.

A closer look at the de�nitions of Gray, equation (4.4), and Gsplat, equation

(4.5), reveals that ray casting and the modi�ed splatting di�er in the volume

reconstruction along the z-axis. Ray casting takes point samples along the
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z-direction, whereas the modi�ed splatting method uses the integral of the

kernel function for volume reconstruction. Furthermore, if the radius of the re-

construction kernel function h(x; y; z) is greater than �z
2
, the modi�ed splatting

method does not take into account that the sample values Fijl of the volume

slices l 6= k can a�ect the reconstructed volume densities of the slice k.

The latter e�ect can be incorporated into the modi�ed splatting version by

cutting the reconstruction kernel function h(x; y; z) into slices that are parallel
to the volume slices, and projecting the adjacent volume slices as well. The

footprint function for the sliced reconstruction kernel function is de�ned as

Footprint(x; y; i) =

(i+ 1

2
)�zZ

(i� 1

2
)�z

h(x; y; z) dz: (4.6)

The index i de�nes the slice of h(x; y; z). To handle the overlap of the volume

slices in z-direction all volume slices that lie within the kernel extent have to

be projected. After all samples that a�ect a volume slice k are projected, the

sheet bu�er holds the reconstructed volume densities

Gsplat(Pk) =

NyX
j=1

NxX
i=1

NzX
l=1

Fijl Footprint(xi; yj; k� l): (4.7)

With this modi�cation the di�erence between the reconstructed volume densi-

ties becomes

�G(Pk) = Gray(Pk)�Gsplat(Pk)

=

NyX
j=1

NxX
i=1

NX
l=1

Fijl

�
h(x� xi; y � yj; zk � zl)

�Footprint(x� xi; y � yj; k� l)
�
:

Now the only di�erence between ray casting and the modi�ed splatting method

is the way the density of a volume slice is approximated. Ray casting takes point

samples, whereas the modi�ed splatting method approximates the volume den-

sities with the integral across the volume slices. Of course, if we replaced the

integral by point samples, both techniques would yield the same result for the

special case considered here, i.e. where the step size of ray casting is the distance

between two adjacent volume slices and the volume is not view transformed.

The motivation for taking the integral rather than point samples for volume

reconstruction along the z-direction lies in the di�erent sample resolutions for

the volume axes. Ideally we want to reconstruct a continuous volume function.

Both footprint functions, the original and the sliced one, are de�ned to be con-

tinuous along the x and y-axis. In practical applications the footprint function
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is implemented as a table, the footprint table, that holds a sampled version of

the footprint function with a high resolution. Whereas the sampling resolution

along the z-direction is limited to only one sample per volume slice. Therefore

the reconstructed volume densities Gsplat(Pk) lie on a grid with a much higher

resolution along the x and y-axes than along the z-axis. In other words, the vol-

ume densities Gsplat(Pk) represent a cuboidal volume with a small extent along

the x and y-axes and a much bigger extent along the z-axis. Within each cuboid

we have to expect a grater density variation in the z-direction than in the x and

y-directions. This e�ect may be compensated by integrating the reconstruction

kernel along the z-axis, which results in a smoother volume reconstruction in

the z-direction. This approach may also be seen as changing the reconstruction

kernel function to a function, which is continuous along the x and y-axis and

discrete along the z-axis. The discrete values are obtained by the integrals over

the intervals
�
(i� 1

2
)�z; (i+ 1

2
)�z

�
. In section 4.2 we extend the motivation

discussed here to an algorithm to visualise view transformed volumes. The

resulting method is called high-resolution splatting.

Another approach to handle the di�erent sample resolutions along the x, y

and z-axes is to reconstruct additional slices between two adjacent volume

slices. This yields similar sample resolutions along all three axes. Therefore

we have a similar density variation in all three directions. Thus, there is no

need to integrate the reconstruction kernel function. In this case the three

dimensional footprint table may be build by point sampling the reconstruction

kernel function. This enhancement will be discussed in later in section 4.5.

4.1.3 Nearest neighbour reconstruction

The previous subsections compared ray casting and splatting under the assump-

tion that the volume is viewed along one of the volume axes. If it is further

assumed that the reconstruction kernel function is a nearest neighbour �lter, it

can be shown that standard splatting exactly computes the emission-absorption

model.

Equation (2.4) for the emission-absorption model computes the light intensity

of a single volume slice k by

Ik(s) =

zk+�zZ
zk

C(u) � (u) e
�
sR
u

�(v) dv
du

= t(zk +�z; s)

zk+�zZ
zk

C(u) � (u) t(u; zk +�z) du;
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where

t(u0; u1) = e
�

u1R
u0

�(v) dv

denotes the transparency of the interval [u0; u1]. If a nearest neighbour �lter

is used as a reconstruction kernel function and the line of projection is axis

aligned, the extinction coe�cient and the colours are constant over the interval

[zi; zi +�z], i.e. � (u) = �i and C(u) = Ci for zi � u < (zi +�z). In this case

the transparency of the interval between s and zk +�z is

t(zk +�z; s) =
NzY

l=k+1

t�z(zl) (4.8)

and the transparency between zk +�z and u is

t(u; zk +�z) = e��k(zk+�z�u):

With
zk+�zZ
zk

t(u; zk +�z) du =

�
e��k(zk+�z�u)

�k

�zk+�z

zk

=
1� t�z(zk)

�k

and equation (4.8) the light intensity of a single volume slice k becomes

Ik(s) = Ck (1� t�z(zk))
NzY

l=k+1

t�z(zl);

which is equivalent to what the splatting equation (4.3) computes for a single

volume slice. Thus, for a box or nearest neighbour �lter and projections along

the x, y or z axis, splatting calculates the same result as equation (2.4) for the

emission-absorption model, which is numerically approximated by ray casting

methods. Note that this is not true if the volume is viewed from an arbitrary

view point.

4.2 The algorithm

This section introduces our new high-resolution splatting method. In subsec-

tion 4.1.2 we introduced two modi�cations to standard splatting to improve the

approximation to the emission-absorption model. The �rst modi�cation swaps

the order of colour/opacity calculation and volume reconstruction, which will

be presented in subsection 4.2.1. When visualising view transformed volumes

reconstruction errors occur due to view angle distortions. A second modi�ca-

tion is necessary to correct this error, which will be discussed in subsection
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4.2.2. In subsection 4.1.2 we introduced another modi�cation, which cuts the

reconstruction kernel function into slices parallel to the volume slices to im-

prove the reconstruction along the z-axis. This modi�cation will be discussed

at the end of this section, in subsection 4.2.3 .

4.2.1 Reordering reconstruction and illumination calcula-

tions

The main modi�cation to splatting is to project the volume densities of all

samples that lie in one volume slice k into the sheet bu�er �rst and then to

apply the colour and transparency functions to the whole sheet bu�er. As seen

in subsection 4.1.2 this modi�cation handles the samples' overlap in the x and y-

directions more correctly, because the volume densities are reconstructed rather

than the colour and transparency values. Fig. 4.1 shows this process. Algorithm

current slice

sheet buffer

rgba buffer

color &
opacity mapping

compositing

image buffer

Figure 4.1: Accumulating densities before calculating colour and opacities.

5 contains the pseudo-code for high-resolution splatting. The pseudo-code is

very similar to the code in Algorithm 2 for standard splatting presented in

section (2.3.2). Instead of splatting the colour and opacity of a sample high-

resolution splatting projects the volume densities (line 10 in Algorithm 5).

Here the sheet_buffer also holds the densities of a volume sheet as well as

the colours and opacities. When all samples are processed the sheet bu�er is

shaded (line 13 in Algorithm 5) and composited to the �nal image (line 14 in

Algorithm 5). The rest of this subsection discusses the shading step in greater

detail. The compositing of the shaded volume slices will be described in the

next subsection, where we deal with view transformed volumes.

Standard shading models use volume gradients to compute di�use or specu-

lar re�ections. As with other volume rendering techniques the gradients may
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1: proc HighResolutionSplatting(volume, view, image)

2:

3: Sample s;

4: image.clear();

5:

6: for i = 0 to volume.get_no_of_slices() �1 do {iterate over all volume

slices}

7: sheet_bu�er.clear();

8: for j = 0 to volume.get_slice_size() �1 do {iterate over all samples of

one slice}

9: s = volume.get_sample();

10: sheet_bu�er.splat_sample_density(s);

11: volume.next_sample();

12: end for

13: shader.shade_bu�er(sheet_bu�er);

14: image.composite(sheet_bu�er);

15: end for

16:

17: end proc

Algorithm 5: Pseudo-code for high-resolution splatting.

be approximated using forward or central di�erencing. The x and y compo-

nents of the volume gradients can be obtained by examining two adjacent sheet

bu�er locations. For the computation of the z component the previous and

next sheet bu�er are needed. This can easily be established by using three

sheet bu�er, where the reconstruction process is one volume slice ahead of the

shading calculations. Since the sheet bu�er resolution is in general di�erent

than the resolution of the samples of the corresponding volume slice, the x and

y components of the gradients need to be scaled accordingly. Note that the

gradients are computed in world coordinates. If shading is performed in view

coordinates, viewing transforms of the gradients are necessary.

It should be mentioned that a trilinear reconstruction kernel may cause prob-

lems as the following indicates. The gradient of the trilinear reconstruction

function

h(x; y; z) = (1� jxj) � (1� jyj) � (1� jzj)
over the interval x; y; z 2 [�1;+1] may be written as

(rh) (x; y; z) = ��sign(x) � (1� jyj) � (1� jzj);
�sign(y) � (1� jxj) � (1� jzj);
�sign(z) � (1� jxj) � (1� jyj)�;

where x; y; z 6= 0. This means that trilinear interpolation of volume data sets
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yields continuous gradients within volume cells, but the gradients are not de-

�ned at the sample points nor the cell boundaries. Furthermore the gradients

of trilinear interpolated volumes are discontinuous across the cells. Fig. 4.2

shows an example for a one dimensional volume. Smoother gradients may be

1 2 3 4 5 6
x

90

100

110

120

density

sample points

linear interpolation

0 1 2 3 4 5 6
x

-15

-10

-5

5

gradient

Figure 4.2: Example of a one dimensional linearly interpolated volume and

the corresponding gradients.

obtained by approximating the gradients using forward or central di�erencing.

High-resolution splatting computes the gradients by inspection of the adjacent

sheet bu�er locations. If the resolution of the sheet bu�er is much �ner than

the distance between the sample values, the choice of the adjacent sheet bu�er

locations for the gradient calculations recover the discontinuities across volume

cells. In order to smooth the gradient variation, the o�sets between the sheet

bu�er locations, which are used for the gradient calculations, can be increased.

Fig. 4.3 shows the gradients of a linearly interpolated one dimensional volume

0 1 2 3 4 5 6
x

-15

-10

-5

5

gradient

0 1 2 3 4 5 6
x

-15

-10

-5

5

gradient

0 1 2 3 4 5 6
x

-15

-10

-5

5

gradient

Figure 4.3: The same volume as in Fig. 4.2, but the gradients are now ap-

proximated by central di�erencing with an o�set of 0:1, 0:5 and

0:75.

using central di�erencing with varying o�sets.

4.2.2 Correcting view angle distortions

The standard splatting method projects the integrated kernel functions onto

the sheet bu�er, which is parallel to the view plane. This may result in a

spurious variation of colour with view angle. Fig. 4.4 shows a case where the

reconstructed values are too high, since the distances between the samples
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row of samples

1 δδ

view plane

projection 2

reconstruction kernel

Figure 4.4: The distance Æ1 between two adjacent samples before projecting

decreases to the distance Æ2 after projecting.

after projecting are smaller than before projecting. This results in colours

that are too bright. In the same way the reconstructed volume densities of

the high-resolution splatting method would be too high. To compute a better

approximation for the high-resolution splatting method we de�ne the sheet

bu�er to be parallel to the volume slice that is projected. This modi�cation,

illustrated in Fig. 4.5, handles the overlap of the reconstruction kernel functions

more correctly, because the distances between the samples do not change under

viewing transformations.

For this modi�cation the splatting step and the shading of the reconstructed

volume slice remain unchanged. The modi�cation a�ects only the transparency

calculations. When all samples of one slice are projected, the sheet bu�er holds

the reconstructed volume slice of the thickness �z. If the volume is viewed

from an angle � the thickness of each volume slice changes to �z� =
�z
cos �

and

therefore the transparency of one single slice has to be changed to

t�z� = e��(P ) �z� =
�
e��(P ) �z

� 1

cos � = (t�z)
1

cos � :

In our implementation the transparency calculations are performed by table

lookups, i.e. the transparencies for the volume densities are stored in a table.

To implement the correction for the view angle distortions, the lookup table is

modi�ed according to the formula above.

The compositing step now also implicitly performs the viewing transform of the

shaded volume slice, as shown in Fig. 4.5. The viewing transform of the shaded

volume slice and the rerasterisation into the pixel raster may be performed

using common texture mapping hardware. In this case the shaded volume slice

is mapped as an image to a polygon that has the same size as the volume slice

in viewing coordinates. Then the compositing step may be performed using

standard polygon rendering hardware, where the over operator by Porter and

Du� [54] is used for the compositing of the view transformed and rerastered

volume slices with the �nal image.
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mapping

color &

texture

opacity mapping

image buffer

rgba buffer

sheet buffer

current slice

single splat

Figure 4.5: The high-resolution splatting method: the volume densities that

a�ect a volume slice are projected into a sheet bu�er, which is

parallel to that slice. The reconstructed densities are mapped to

colour and opacity values, which are �nally projected into the

frame bu�er.

Keeping the sheet bu�er parallel to the projected volume slice has other advan-

tages. Firstly, many common kernel functions, such as trilinear and tricubic

functions, are separable and analytically integrable along a coordinate axis.

Hence their footprint tables can be computed without numerical integration.

Secondly, at most three di�erent footprint tables are required to cover all possi-

ble view angles1. Thus high-resolution splatting can easily use kernel functions

that are not spherically symmetric. With such �lters the standard splatting

algorithm needs a di�erent footprint table for each view angle.

Note that if the implementation uses nearest neighbour lookup in the footprint

table when splatting each sample into the sheet bu�er, aliasing e�ects may

arise. The high-resolution splatting method is more prone to this problem

than the standard splatting method because the projected volume slice is axis

aligned with respect to the sheet bu�er. However, the alias e�ects are easily

avoided by adding some noise to the sheet bu�er positions of the projected

sample locations.

We call the algorithm that is obtained by applying the modi�cations of sub-

sections 4.2.1 and 4.2.2 to standard splatting fast high-resolution splatting.

It can be used as a quick previewing method. More correct results may be

1Usually, kernel functions are either of the form h(x; y; z) = f(x) f(y) f(z) or h(x; y; z) =

g(r), where r =
p

x2 + y2 + z2. For those cases only a single table is required.
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achieved by slicing the reconstruction kernel function as described in the fol-

lowing subsection. The resulting method is called complete high-resolution

splatting.

4.2.3 Slicing the reconstruction kernel

As discussed above a better reconstruction along the z-axis may be obtained

by cutting the reconstruction kernel function into slices parallel to the volume

slices. This can be done by rede�ning the footprint function, as in equation

(4.6). Fig. 4.6 illustrates schematically for the xz-plane how the reconstruction

volume slice

kernel domain
at

kernel slice - 1

Q volume slice
kernel slice 0

volume slice
kernel slice + 1

volume slice
kernel slice + 2

x

z

Q

ijk

ijk

k

k

k

k

- 1

+ 1

+ 2

Figure 4.6: The e�ect of a single voxel at Qijk on the di�erent slices of the

volume.

kernel function h(x; y; z) is cut into slices.

Now, instead of splatting only the samples of one single slice, the high-resolution

splatting method also accumulates and projects contributions from the adjacent

volume slices. After projecting the samples of all slices l 6= k that contribute to

slice k, the sheet bu�er holds the value Gsplat(Pk), as de�ned by equation (4.7).

The number of slices that are projected depends on the radius of the kernel

reconstruction function h(x; y; z). In practical applications the radius of h is

usually less than 2:5 so that only the previous two and the next two slices have

to be projected.

The high-resolution splatting method applies the colour and transparency func-

tion to all positions S of the sheet bu�er, i.e.

tk;�z(S) = t0�z(Gsplat(Pk))

and

Ck(S) = C 0(Gsplat(Pk)):
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As with standard splatting the colours Ck(S) and transparencies tk;�z(S) of a
slice k are composited to the �nal image using equation (4.3).

As mentioned in subsection 4.1.2 the integrals in equation (4.6) may be inter-

preted as averaging volume densities across the volume slices. In section 4.5 we

will introduce an enhancement to high-resolution splatting, so that it is possible

to compute arbitrarily close approximations to the emission-absorption model.

4.3 Complexity

For the following complexity analysis we assume that the volume is a cube of n3

volume elements and that the resulting image has a resolution of ximage�yimage

pixel. In order to be able to compare the rendering times of standard splatting

with high-resolution splatting we further assume that the resolution of the

image along each axis is k-times higher than the resolution of the volume,

i.e. k n = ximage = yimage.

4.3.1 Splatting

The standard splatting algorithm consists of three major steps: shading / opac-

ity calculations, projection of these values into the sheet bu�er and compositing

the sheet bu�er to the �nal image. The �rst two steps are performed for each

voxel within the volume data set, so that the execution times of these two steps

may be written as

Nshading(n) = cshading � n3

and

Nprojection(n) = cprojection � n3:

Here the two constants cshading and cprojection denote the execution times for

the shading and projection operations of one volume element. The complexity

of compositing the sheet bu�er depends on the bu�er size and the number of

compositions, i.e. the number of volume slices that are projected. In standard

splatting the sheet bu�er is de�ned to be parallel to the view plane, so that the

sheet bu�er size is the same as the image size. Therefore the execution time

for the compositing step is given by

Ncompositing(n) = ccompositing � ximage � yimage � n
= ccompositing � k2 � n3;

where ccompositing is the time to composite the colours of two sheet bu�er loca-

tions. Thus the complete execution time of standard splatting is

N(n) = (cshading + cprojection + ccompositingk
2)n3 = O(n3):
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Since the constant time operations cshading and ccompositing are small compared

to the complexity of a single splat cprojection the overall complexity of standard

splatting is dominated by the projection of colours and opacities, i.e. the splat-

ting. Therefore for the remainder of this discussion we focus on the complexity

of the splatting step only.

Both versions of high-resolution splatting also consist of three steps: projections

of the volume densities, shading / opacity calculations for the entire sheet

bu�er and compositing the sheet bu�er to the �nal image. As with standard

splatting we assume that the sheet bu�er has a resolution of k bu�er locations

between two adjacent volume samples along the x and y directions, i.e. k n =
xbuffer = ybuffer. Hence, the sheet bu�er used in all three splatting methods

have the same size. Like standard splatting the projection of volume densities

is performed for each voxel and its execution time is given by

Nprojection(n) = cprojection � n3

The constant cprojection denotes the execution time for the projection of a single

volume density. The shading calculations are performed for each sheet bu�er

position, so that the execution time for this step may be computed by

Nshading(n) = cshading � xbuffer � ybuffer � n
= cshading � k2 � n3:

Note that the shading calculations of the sheet bu�er may be e�ciently per-

formed by table lookups, so that the constant cshading is relatively small. The

compositing of the sheet bu�er to the �nal image is performed in view coordi-

nates, so that the number of compositions for each sheet bu�er is the same as

the images size, thus

Ncompositing(n) = ccompositing � ximage � yimage � n
= ccompositing � k2 � n3:

Now the execution time of both version of high-resolution splatting may be

written as

N(n) = (cshading � k2 + cprojection + ccompositing � k2) � n3 = O(n3):

The rendering times for the two versions of high-resolution splatting di�er only

in the constant cprojection. Since the projection of a sample values is more

complex than the shading or compositing operations, we can measure the overall

complexity of both high-resolution splatting methods by the complexity of the

volume reconstruction step.

To compare standard splatting with both versions of high-resolution splatting

we measure the complexity of the splatting steps by counting the number of

sheet bu�er locations that are processed. Nsheet denotes this number, which

depends on the number of samples n along each volume axis. We use rkernel to

denote the radius of the reconstruction kernel.
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Standard splatting

Standard splatting does not perform an explicit volume reconstruction step.

Instead it projects the three colour components and one opacity value of each

voxel onto the view plane using the footprint table. This can be seen as a

form of reconstruction. Standard splatting integrates the entire reconstruction

kernel function along the line of projection. The resulting footprint function is

a 2D function with a support of x 2 [�rkernel; rkernel] and y 2 [�rkernel; rkernel].
In order to project a single sample onto the sheet bu�er the footprint function

is sampled with k2 samples per unit area. Thus, each splat modi�es �r2kernelk
2

sheet bu�er locations per colour component and opacity value. Note that this

is true only for spherical reconstruction kernel functions. For cuboidal recon-

struction kernels (2rkernelk)
2
sheet bu�er locations are a�ected. However, since

the spherical shaped Gaussian or �optimal� reconstruction kernel functions are

commonly used for standard splatting, we assume a spherical reconstruction

kernel function for the complexity calculations.

Now, standard splatting performs one projection per voxel for each colour com-

ponent and opacity value, so that the number of a�ected sheet bu�er locations

is

Nsheet(n) = 4 � � r2kernelk2n3

= � (2rkernelk)
2
n3 = O(n3):

Fast high-resolution splatting

The fast version of the high-resolution splatting method projects only one den-

sity value per voxel. In our implementation we usually use cuboidal shaped

reconstruction kernels, such as trilinear and tricubic functions, so that each

splat a�ects (2rkernelk)
2
sheet bu�er locations. Thus the total number of sheet

bu�er locations that are processed during the reconstruction step is

Nsheet(n) = (2rkernelk)
2n3 = O(n3):

Complete high-resolution splatting

The complete high-resolution splatting method cuts the reconstruction kernel

into 2rkernel slices of thickness one. The support of the footprint function in

the x and y direction is the same as for the fast version. Therefore each splat

modi�es (2rkernelk)
2 sheet bu�er locations, so that the complexity of volume

reconstruction increases to

Nsheet(n) = (2rkernel)
3k2n3 = O(n3): (4.9)
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4.3.2 Ray-casting

In contrast to splatting algorithms, where the volume elements are projected

onto the sheet bu�er, ray casting samples the volume in viewing coordinates and

then performs the shading and compositing steps for each sample. The total

number of volume samples Nsample(n) is given by the product of the number of

samples along the x-, y- and z-axes in viewing coordinates, thus

Nsample(n) = ximage � yimage � n � l:
Here we assume that the resolution along the x and y coordinates is equivalent

to the screen resolution ximage and yimage respectively. Furthermore n � l is the
number of samples along the line of projection, i.e. the negative z-axis and

l speci�es the number of samples between two adjacent voxels to avoid alias

e�ects along the z-axis.

One issue that complicates the comparison of the di�erent rendering methods

is aliasing. The issue of aliasing is discussed in section 4.4.1. In the following

analysis we assume that the classi�cation function is su�cient smooth and

the screen resolution su�ciently high that aliasing does not arise with any of

the three methods being compared. Under those circumstances a ray casting

methods needs only one ray to be cast per pixel. In order to be able to compare

ray casting with splatting, we assume the same screen resolution for all three

methods, which is k-times higher than the volume resolution, i.e. ximage =
yimage = k �n. To keep the sampling rate equivalent along each axis, we further

assume that l � k, so that we can express the total number of samples by

Nsample(n) � k3 � n3:

Now we are able to describe the execution time for the entire ray casting algo-

rithm by
N(n) = Nsample(n) � (Cshading + ccompositing)

= k3 � (Cshading + ccompositing) � n3

= O(n3);

where ccompositing is the same constant that we used for the splatting methods,

i.e. the execution time to composite the colours of two samples. Cshading is the

execution time to shade a single sample. However, in contrast to cshading that

we used to describe the shading times for the splatting methods, Cshading also

contains the execution time to reconstruct the volume density and the gradient

at the sample location. Thus, we can write

Cshading = cshading + creconstruction;

so that creconstruction is the additional execution time to provide the volume

density and the gradient. Hence, we can write the execution time for ray
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casting as

N(n) = k3 � (cshading + creconstruction + ccompositing) � n3:

Like the complexity calculations for the three splatting methods the overall

complexity of ray casting is dominated by one operation. The execution time

to reconstruct the volume density and the gradient, creconstruction, is much higher

than the time needed to shade one sample, cshading, or the time to composite the

colours of two sample points, ccompositing. Therefore, for the further complexity

calculations of ray casting we focus on the reconstruction of the volume densities

and gradients only, which we denote as Nreconstruction(n).

The reconstruction of the volume densities is described by equation 2.3 in sub-

section 2.1.1. Following equation 2.3 the reconstructed volume density at a

sample point may be obtained by weighting the reconstruction kernel with the

surrounding voxel values �rst and then summing over the results. Of course

only those voxel values need to be considered that lie within the kernel ex-

tend. If we assume a kernel radius of rkernel, then equation 2.3 has (2 rkernel)
3

summands.

To reconstruct the gradient at a sample location the x, y and z components

may be reconstructed separately. Each component may be reconstructed from

the corresponding gradient components at the surrounding voxel locations in

the same way as the volume densities. However, this approach requires the gra-

dients at the voxel locations, which may be obtained by central di�erencing or

forward di�erencing as described in section 2.1.2. Assuming that we compute

the gradients at the voxel locations once in advance, we can reconstruct gradi-

ents by accessing 3 (2 rkernel)
3
voxels. Thus, the reconstruction of the volume

density and the gradient has a complexity of

creconstruction = 4 (2 rkernel)
3
;

and therefore

Nreconstruction(n) = k3 � creconstruction � n3

= 4 (2 rkernel)
3 � k3n3:

Note that this equation describes the worst case, where the expensive recon-

struction step is performed on each sample point along the ray. As described

in section 2.3.1, more sophisticated implementations of ray casting reduce the

number of samples along the rays by skipping over empty regions or by early

ray termination.

4.3.3 A comparison

All three splatting methods lie in the same complexity class O(n3). However,
these methods have slightly di�erent values for Nsheet, the number of sheet
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bu�er locations that are processed during the reconstruction step. The fast

high-resolution splatting method has the lowest value Nsheet, which is �-times

smaller than the number Nsheet for standard splatting. The complete high-

resolution splatting method processes 2rkernel-times more sheet bu�er locations

than the fast version.

Ray casting is in the same complexity class as splatting, i.e O(n3). But when
comparing the worst case complexity of ray casting with the complexity of the

complete version of high-resolution splatting, it turns out that ray casting is

4k-times slower than high-resolution splatting.

However, a general problem here is that the ray casting and splatting complexity

estimates are in di�erent units. The splatting unit is the time to composite a

footprint into a two dimensional array, while the ray casting unit is a multiply

and add of a three dimensional volume element into a reconstructed volume

value. These two units are not directly comparable.

4.4 Some properties

The high-resolution splatting method tries to correct errors of the standard

splatting algorithm that are caused by the swapped order of volume reconstruc-

tion and the application of colour and transparency functions. This subsection

gives two examples where the standard splatting method di�ers signi�cantly

from high-resolution splatting and ray casting.

As seen earlier, the standard splatting algorithm reconstructs the transparency

and colour values rather than the volume density values. This means that the

transparency and colour functions a�ect only the sample locations, whereas the

transparency and colour values of the area between the samples are determined

by the reconstruction function only. This can result in signi�cant di�erences

from ray casting. Suppose the colour is constant for all volume densities and

let the � function be de�ned as in Fig. 4.7. Furthermore take a part of a one

dimensional volume, as shown in Fig. 4.8.

Fig. 4.9 shows the results of the di�erent rendering techniques. For this sim-

pli�ed one dimensional example, both ray casting and high-resolution splatting

yield the same results with trilinear interpolation. Fig. 4.9 also shows the results

of high-resolution splatting using a B-spline kernel function. The reconstruction

kernel of standard splatting was a trilinear function.

Since the opacities of the sample values are small, the standard splatting al-

gorithm is not able to reconstruct the colour peak between the samples. Ray

casting and high-resolution splatting are able to visualise that colour peak. This

situation may occur when displaying a material that has a density between two

�xed levels, e.g. a thin layer of fat tissue between muscle and bone.



4.4. SOME PROPERTIES 85

50 100 150 200 250
density

0.2

0.4

0.6

0.8

1

alpha

Figure 4.7: Example alpha transfer function.
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Figure 4.8: Part of an example volume; the points show the sample values

and the lines show the reconstructed volume using di�erent ker-

nel functions.

Another problem for splatting is the display of sharp edges within the volume. If

a sample that lies on an edge is projected with the standard splatting algorithm,

the algorithm blurs the edge depending on the reconstruction kernel function.

This is one of the reasons why images generated with splatting methods tend to

look more blurry than images from ray casting methods. The high-resolution

splatting method projects the sample's density instead, so that the edge can be

recovered according to the transparency and colour functions.

4.4.1 Anti-aliasing

When rendering volumes it is important to avoid alias e�ects, which occur

if volumes containing �ne structures are sampled with a low resolution. The

correct procedure to avoid alias e�ects is to sample the volumes at a su�cient

high frequency, which is at least twice as high as the highest frequencies within

the volume [45]. This critical frequency is called the Nyquist frequency. If the
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Figure 4.9: Results of the di�erent rendering methods: the dashed function

was computed by ray casting and high-resolution splatting using

a trilinear reconstruction kernel function. The dotted function is

the result of high-resolution splatting using a B-spline �lter. The

solid function was computed by standard splatting.

sample frequency is lower than the Nyquist frequency the volume has to be low-

pass �ltered before the sample process in order to eliminate high frequencies.

Alias e�ect may occur with ray casting, if the image resolution is lower than the

volume resolution. In this case for each pixel multiple viewing rays can be shot

into the volume and the resulting ray colours are averaged. Furthermore, the

sample frequency along the viewing rays must be above the Nyquist frequency.

For the test data sets considered in section (4.6) we assume that the image

resolutions are high enough, so that the sample frequency of one ray per pixel

is su�cient.

Standard splatting and high-resolution splatting are less susceptible to alias

e�ects, since they are nearly independent of the image resolution. The im-

age resolution only determines the sample resolution of the footprint tables.

The point sampling of the footprint functions may introduce alias e�ects and

the footprint tables may therefore hold anti-aliased versions of the footprint

functions. However, since the footprint functions are usually slowly varying

functions, alias e�ect are very unlikely.

Since we are visualising classi�ed volumes, alias e�ects may also be caused

by classi�cation functions that are not continuous or contain high frequencies.

Such classi�cation functions can introduce high-frequencies to the classi�ed

volume, even if the volume itself is a smoothly varying function. Ray casting

and high-resolution splatting are susceptible to such alias e�ects, since they

both resample the classi�ed volume. Therefore, alias e�ects may be avoided

by using a smooth volume classi�cation. This can easily established if the

classi�cation functions are low-pass �ltered �rst.
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4.5 An enhancement

Ray casting methods may use any arbitrary step size L between two adjacent

samples along each viewing ray. The choice of L has a big in�uence on the

image quality. If L is decreased to zero in the limit, ray casting will compute

exactly the emission-absorption model, i.e. equation (2.4). In contrast to ray

casting, high-resolution splatting, as introduced above, is limited to a �xed step

size of L = �z, where �z is the distance between two adjacent volume slices.

In section 4.1.2 we mentioned that it is possible to decrease the step size by

reconstructing intermediate volume slices. If M new slices are reconstructed

between two adjacent volume slices, the step size decreases to L = �z
M
. The

reconstructed volume density at the position S = (x; y) on an intermediate slice

m 2 f0; : : : ;M � 1g between the volume slices k and k + 1 is given by

Gsplat(Pk;m) =

NyX
j=1

NxX
i=1

NzX
l=1

Fijl h(Pk;m � (xi; yj; zl)):

Here Pk;m = (S:x; S:y ; zk;m) is a point on the intermediate slice m, with the

z-coordinate zk;m = zk +mL. As discussed in section 4.1.2, this enhancement

does not integrate the kernel function h(x; y; z) along the z-direction. Instead

point samples that lie on the intermediate slice are taken. Thus no footprint

function is needed. However, in an implementation the reconstruction kernel

function may be sampled on a �ne grid and stored in a three dimensional table,

similar to the footprint table.

In the same way as the colour and transparency functions were de�ned for sheet

bu�er locations in subsection 4.2.3, it is possible to de�ne similar functions for

a sheet bu�er location S of an intermediate slice m, as

tk;m;L(S) = t0L(Gsplat(Pk;m))

and

Ck;m(S) = C 0(Gsplat(Pk;m)):

The e�ective colour of an intermediate slice is the product of its colour and

opacity, therefore

ck;m;L(S) = Ck;m(S)�k;m;L(S);

where �k;m;L(S) = 1� tk;m;L(S) is the opacity of the intermediate volume slice

at the point S = (x; y).

After all NzM slices are shaded and composited, the resulting light intensity is

INz(S) = I0(S) tNz;M;total(S) +
NzX
k=0

M�1X
n=0

ck;n;L(S) tk;n;total(S); (4.10)
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where

tk;m;total(S) =

 
k�1Y
l=1

M�1Y
n=0

tl;n;L(S)

!
mY
n=0

tk;n;L(S)

is the accumulated transparency between the points Pk;m = (S; zk;m) and (S; 0).

If the number of intermediate slices M increases to in�nity equation (4.10)

becomes equivalent to

INz(S) = I0(S) e
�
Nz�1P
k=1

Pk+1R
P
k

�(u) du

+
Nz�1X
k=1

Pk+1Z
Pk

C(u)� (u)e
�
Nz�1P
l=k+1

Pl+1R
P
l

�(v) dv�

Pk+1R
u

�(v) dv

du:

The endpoints of the integrals in the equation above are the points Pi = (S; zi)
that lie on the volume slice i. Therefore the sums can be replaced by integrals

over the entire range of the integrals within the sums. This yields the same

as equation (2.4) for the emission-absorption model. Thus by increasing the

number of intermediate slices to in�nity an arbitrarily close approximation to

the emission-absorption model may be obtained.

Note that this enhancement is of purely theoretical interest, because of its high

complexity. Since the reconstruction kernel h(x; y; z) is cut into 2rkernelM slices

the cost of each splat increases by a factor of M . Furthermore M -times more

intermediate volume slices are reconstructed. This increases the complexity

of the splatting step by another factor of M . Thus the overall complexity is

M2-times higher than the complexity of the complete version of high-resolution

splatting.

4.6 Experimental results

In this section we examine the image quality and performance of high-resolution

splatting in comparison with standard splatting and ray casting. We use three

volume data sets for this comparison. The �rst data set, called ripples, is

designed to be a very demanding test for volume reconstruction methods [40].

The other data sets are a CT scan of a human pelvis and a MRI scan of a

human head, which were chosen for their practical value.

The ripples data set is a 3D sampled version of the function

f(x; y; z) =
1� sin(�z=2) + (1 + �r(

p
x2 + y2))

2(1 + )
; (4.11)
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where

�r(r) = cos(2�fM cos(
�r

2
)):

This function was sampled in the range �1 < x; y; z < 1 with fM = 6 and

 = 0:25. The data set contains 32 � 32 � 32 voxel. The function f(x; y; z)
can be recovered from the data set to a high level of accuracy by a su�ciently

good reconstruction method. A transparency function was chosen to be zero for

densities less than 128 and one for all other densities. This de�nes a surface at

a threshold level of 128. Fig. 4.10 shows that surface rendered directly without

Figure 4.10: The unsampled test signal.

sampling from the de�nition of equation (4.11).

The second test data set, a CT scan of a human pelvis2, consists of 111 slices,

with 256 � 256 samples each. Fig. 4.11 shows the bones within the data set

rendered using standard ray casting with a step size of 0:05, where 1:0 is the

distance between two adjacent volume samples. We chose the step size of 0:05
to produce this image, since �ner step sizes did not improve the image quality

anymore. We used a trilinear kernel for volume reconstruction. This image

serves as a reference image for this data set.

The MRI scan of a human head contains 128 � 128 � 84 voxel. A reference

image of this data set was also computed using ray casting with a step size

of 0:05 and is shown in Fig. 4.12. As with the previous image �ner step sizes

did not improve the image quality anymore. We also used a trilinear �lter for

volume reconstruction.

2We would like to thank the Department of Radiation Oncology from the University of

North Carolina for permission to use their CT scan data set of a human pelvis as a test data

set.
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Figure 4.11: CT study of a human pelvis.

Figure 4.12: MRI scan of a human head.
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The remainder of this section is structured as follows. In the next subsection we

compare the image quality and performance of high-resolution splatting, stan-

dard splatting and ray casting under the assumption that all three methods

perform trilinear volume reconstruction. The in�uence of using di�erent recon-

struction kernels on the visual impression and performance will be investigated

in subsection 4.6.2.

4.6.1 Trilinear volume reconstruction

To compare the image quality of the di�erent visualisation methods, we �rstly

rendered the ripples data set to a 300 � 300 pixel image using ray casting,

standard splatting and both variants of the high-resolution splatting method.

Fig. 4.13 shows the resulting images. The step size of the ray casting method

was chosen to be 0:05 of the distance between two adjacent volume slices. The

sheet bu�er resolution of both high-resolution splatting methods was 256�256.

Figure 4.13: Results of the di�erent rendering methods; top left : ray casting,

top right : standard splatting, bottom left : fast high-resolution

splatting, bottom right : complete high-resolution splatting.

It can be seen that standard splatting is unable to display clearly any details

present in this demanding data set. Ray casting performs much better, although

the use of a trilinear �lter causes a rather jagged appearance. The two versions
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of the high-resolution splatting method are both able to reveal the underlying

signal.

The reference image in Fig. 4.13 was produced by ray casting with a step size

of 0:05, which is quite �ne. Fig. 4.14 shows images of ray casting with varying

step sizes of 0:25, 0:5 and 1:0. As expected the image quality decreases with an

increase of the step size along the viewing rays.

Figure 4.14: The �rst test data set rendered using a ray casting method with

di�erent step sizes; left : 0:25, middle : 0:5, right : 1:0.

As a second test we render an enlarged part of the CT data set using stan-

dard splatting and both versions of high-resolution splatting. The top row in

Fig. 4.15 shows the resulting images and the bottom row shows the di�erence

images between the images of the top row and the reference image in Fig. 4.11,

i.e. the result of ray casting with a step size of 0:05. The sheet bu�er had a

resolution of 512� 512. The images in Fig. 4.15 show only a part of the entire

data set and have a resolution of 300� 300 pixels.

As the results show, standard splatting is unable to sharply visualise the �ne

details on the left side of the image. It is also unable to smoothly reconstruct

the bone on the right side, creating the appearance of a depression in the centre

of the pelvis bone. The di�erence images in Fig. 4.15 re�ect this observation.

The blue charts in Fig. 4.16 are the corresponding average absolute errors of

the di�erence images. Standard splatting produces a signi�cantly higher error

than the fast version of high-resolution splatting. The complete high-resolution

splatting method produces even smaller errors, which are approximately half

those of standard splatting.
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Figure 4.15: Enlargement of the pelvis data set; top left : standard splatting,

top middle : fast high-resolution splatting, top right : complete

high-resolution splatting, bottom row : di�erence between the

images of the top row and the reference image in Fig. 4.11 (the

di�erence images are negated and contrast-enhanced).
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Figure 4.16: Average absolute error of the various rendering methods for the

CT pelvis data set.
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Figure 4.17: Enlargement of the pelvis data set produced by ray casting with

di�erent step sizes; top row from the left to the right : 0:5, 1:0

and 1:25, bottom row : di�erence between the images of the top

row and the reference image in Fig. 4.11 (the di�erence images

are negated and contrast-enhanced).
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Figure 4.18: Rendering times for the pelvis data set using a trilinear recon-

struction kernel function and visualising the bones only.
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The images in the top row of Fig. 4.17 show the same part of the data set

computed by ray casting with di�erent step sizes. The bottom row contains the

corresponding di�erence images and the average absolute errors of the di�erence

images are also given in Table 4.16. As the average absolute errors indicate both

versions high-resolution splatting produce smaller errors than ray casting with

a step size of 1:5.

To compare the performance of the di�erent rendering methods we rendered

the pelvis data set on a PC equipped with a Pentium II/200MHz processor and

64 MByte of RAM. Fig. 4.18 contains the rendering times for trilinear volume

reconstruction.

Two properties of the rendering times in Fig. 4.18 should be discussed here:

the relative performance of the di�erent splatting methods and the speed of

ray casting. The rendering times for the di�erent splatting methods re�ect

the results of our theoretical analysis that the fast version of high-resolution

splatting is faster than standard splatting, which is faster than the complete

version of high-resolution splatting. However, the factor of � between the fast

version of high-resolution splatting and standard splatting and the factor of

2rkernel between the fast version of high-resolution splatting and the complete

version of high-resolution splatting could not be veri�ed. This is not surprising,

since these factors only a�ect the volume reconstruction step. The execution

times in Fig. 4.18 also include the shading and compositing steps.

The rendering times for ray casting in Fig. 4.18 are much faster than the ren-

dering times for the splatting methods. As mentioned earlier, our theoretical

results are quite di�cult to apply here, since the complexity metric for ray

casting uses di�erent units. Furthermore we optimized the ray casting method

to quickly step through empty or transparent volumes. This is done by com-

puting the transparency of a ray sample �rst and then perform the expensive

gradient and shading calculations only, if the volume at the sample location is

not transparent. We also applied the early ray termination by Levoy [34], when

the opacity of a ray is below a certain threshold. Therefore the rendering times

for the ray casting method are just the times to step through the empty volume

and �nd the bone surface. When semi-transparent volumes are visualised the

rendering time for ray casting increases rapidly. Fig. 4.19 contains an image

of the pelvis data set showing opaque bones surrounded by semi-transparent

skin. The rendering times for this con�guration are presented in Fig. 4.20. As

the chart indicates, the rendering times for high-resolution splatting increases

slightly from 192s to 211s for the fast version and from 310s to 312s for the
complete version, whereas ray casting slows down signi�cantly for the step size

of 0:25 from 186s to 336s.
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Figure 4.19: Pelvis data set: opaque bones surrounded by semi-transparent

skin.
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Figure 4.20: Rendering times for the pelvis data set, visualising the opaque

bones with semi-transparent skin.
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The third test data set is an MRI scan of a human head. The top row in

Fig. 4.21 contains images computed by standard splatting and both versions of

high-resolution splatting. The corresponding di�erence images to the reference

image in Fig. 4.12 are shown in the bottom row. The output images have a

resolution of 300� 300 pixel. The sheet bu�er has the size of 256� 256 bu�er

locations.

Figure 4.21: MRI scan of a human head; top left : standard splatting, top

middle : fast high-resolution splatting, top right : complete

high-resolution splatting, bottom row : di�erence between the

images of the top row and the reference image in Fig. 4.12 (the

di�erence images are negated and contrast-enhanced).

Standard splatting has severe problems in reconstructing the skin surface, in

particular above the left eye on the image and in the nose. It is also not able

to display the outline of the head sharply, which can be seen at the di�erence

image. Both versions of high-resolution splatting perform much better. Even

though the fast high-resolution splatting method has slight problems in recov-

ering the skin surface, both high-resolution splatting methods produce closer

approximations to the reference image than standard splatting, as the blue

charts in Fig. 4.22 indicate.

The top row in Fig. 4.23 contains images of the MRI data set rendered using ray

casting with di�erent step size of 0:5, 1:0 and 1:25. The bottom row in the same

�gure contains the di�erence images from the reference image in Fig. 4.12. The

corresponding average absolute errors are represented as red charts in Fig. 4.22.
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Figure 4.22: Average absolute error of the various rendering methods for the

MRI head data set.

Figure 4.23: MRI scan of a human head produced by ray casting with di�er-

ent step sizes; top row from the left to the right : 0:5, 1:0 and

1:25, bottom row : di�erence between the images of the top row

and the reference image in Fig. 4.12 (the di�erence images are

negated and contrast-enhanced).
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As the images and average absolute errors show, step sizes up to 0:5 produce

errors of up to 0:83, which is hardly visible. Even bigger step sizes of 1:0 and

1:25 introduce very small errors of 1:49 and 1:82 respectively.

The performance analysis for the head data set was carried out on the same

hardware that was used for the previous analysis, i.e. a PC with a 200 MHz

Pentium II processor and 64 MByte of RAM. Fig. 4.24 contains the execution
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Figure 4.24: Rendering times for the head data set using trilinear reconstruc-

tion kernel functions.

times for the three splatting methods and the ray casting method with di�erent

step sizes. The rendering times for the splatting methods look similar to those

of the pelvis data set. The fast version of high-resolution splatting is faster

than standard splatting and the complete version of high-resolution splatting

is slower than standard splatting. As with the previous example ray casting is

again faster than all splatting methods, since it steps through empty volume

and performs the shading and gradient calculations only when the rays hit the

surface of the skin.

4.6.2 Non-trilinear volume reconstruction

In this subsection we investigate the e�ects of di�erent reconstruction kernels

on the visual impressions and the performance. Both standard splatting as well

as high-resolution splatting use precomputed footprint functions for volume re-

construction, so that more sophisticated interpolation functions may e�ciently

be used. Max [41] suggests an �optimal� �lter for splatting, which was designed

to yield good results with standard splatting. It has a radius of rkernel = 1:6.
The left image in Fig. 4.25 shows the ripples data set rendered using the �op-

timal� reconstruction kernel function. Marschner and Lobb [40] showed that
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B-spline �lter functions produce a smooth volume reconstruction. Therefore

we �rstly rendered the ripples data set with high-resolution splatting using a

tricubic B-spline reconstruction kernel, which has a radius of rkernel = 2:0. The
middle and the right image of Fig. 4.25 show the results for both versions of

Figure 4.25: The �rst test data set rendered using di�erent reconstruction

kernel functions; left : standard splatting (�optimal� kernel func-

tion), middle : fast high-resolution splatting (B-spline kernel

function), right : complete high-resolution splatting (B-spline

kernel function).

high-resolution splatting. From this �gure it can be observed that standard

splatting is not able to reveal the underlying signal, even with the �optimal�

reconstruction kernel. High-resolution splatting with a B-spline �lter produces

a smoother volume reconstruction than with a trilinear �lter and is closer to

the ideal B-spline reconstruction shown in Marschner and Lobb.

Fig. 4.26 shows the resulting images of the second test data set, the pelvis data

Figure 4.26: Enlargement of the pelvis data set rendered using di�erent re-

construction kernel functions; left : standard splatting (opti-

mal kernel function), middle : fast high-resolution splatting (B-

spline kernel function), right : complete high-resolution splat-

ting (B-spline kernel function).

set. The left image contains the result of standard splatting with the �optimal�
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splatting kernel function. This image is less blurry than the corresponding

image in Fig. 4.15, which was computed by standard splatting with a trilinear

�lter. However the outline of the bones is still smoothed. The middle and right

images in Fig. 4.26 show the same part of the pelvis data set rendered using

both versions of high-resolution splatting with a B-spline �lter. The B-spline

�lter produces images that have their �ne structure smoothed somewhat, so

that voxel rows of the bones on the right side of the images are less distinct.

The rendering times for the pelvis data set are shown in Fig. 4.27. We used the
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Figure 4.27: Rendering times for the pelvis data set using the �optimal� and

B-spline interpolation �lters, and visualising the bones only.

same hardware for the performance measurements as for the performance anal-

ysis in the previous subsection. As expected the rendering times increase with

the radius of the reconstruction kernel. Here the two rendering times of the

complete version of high-resolution splatting for the two reconstruction kernel

di�er quite a lot. This tendency is in line with our theoretical considerations,

where the volume reconstruction step of the complete version of high-resolution

splatting increases by the factor r3kernel, whereas the reconstruction step for the

other two splatting methods increases with the factor of r2kernel. With radii

of rkernel = 1:6 and rkernel = 2:0 for the optimal and B-spline kernels, the

factors r2kernel are 2:56 and 4:0 respectively. Following our theoretical results,

the reconstruction step for standard splatting and for the fast version of high-

resolution splatting is 4:0
2:56

= 1:56 times more expensive, when using the B-spline

kernel. The corresponding factors r3kernel for the complete high-resolution splat-

ting method are 4:096 and 8:0 respectively, which makes the B-spline volume

reconstruction 8:0
4:096

= 1:95 times more expensive than the reconstruction using

the optimal �lter. These numbers can not be seen in Fig. 4.27, since the �g-

ure contains the complete rendering times, which also include the shading and

compositing steps.
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Finally, in Fig. 4.28 we show images of the MRI scan produced with the �op-

Figure 4.28: MRI scan of a human head rendered using di�erent reconstruc-

tion kernel functions; left : standard splatting (�optimal� ker-

nel function), middle : fast high-resolution splatting (B-spline

kernel function), right : complete high-resolution splatting (B-

spline kernel function).

timal� �lter for standard splatting, since this �lter was especially designed for

splatting [41], and the B-spline �lter for both versions of high-resolution splat-

ting, since this �lter yields good results for volume reconstruction [40]. The

result of the �optimal� �lter is slightly sharper than using the trilinear �lter. As

with the pelvis data set high-resolution splatting with a B-spline �lter produces

smoother surfaces than using a trilinear reconstruction �lter.

Fig. 4.29 contains the corresponding rendering times for the head data set. As
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Figure 4.29: Rendering times for the head data set using the �optimal� and

B-spline interpolation �lters.

with the previous data set, it can be seen that the execution time of all splatting

methods depends on the radius of the reconstruction kernel. Furthermore the
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radius has a bigger in�uence on the rendering times for the complete version

of high-resolution splatting than on the other splatting methods. Again this

e�ect is in line with our theoretical considerations, where the complexity for the

reconstruction step of the complete version of high-resolution splatting contains

the factor r3kernel, whereas the complexities of the other two splatting methods

contain the factor r2kernel.

4.7 Postscript

In an independent line of research Mueller & Craw�s [46] developed an exten-

sion to splatting, which is quite similar to our third modi�cation of splatting,

i.e. cutting the construction kernel into slices. In order to eliminate the pop-

ping artifacts of standard splatting, Mueller & Craw�s cut the reconstruction

kernel into slices, which are parallel to the volume slice. However, there are

two di�erences between the approaches. Firstly, high-resolution splatting swaps

the order of volume reconstruction and colour/opacity calculations. Secondly,

the methods use di�erent ways to integrate the reconstruction kernel func-

tion. High-resolution splatting integrates the reconstruction kernel function

perpendicular to the volume slices, so that it yields a view independent vol-

ume reconstruction. In contrast to this, Mueller & Craw�s integrate the kernel

slices along the negative z-axis of the viewing coordinates, which simulates the

projection of the reconstruction kernel slices.

A few month before this thesis was submitted Mueller, Möller & Craw�s [47]

presented another modi�cation to splatting, which reduces the blur of the ren-

dered images. As in our �rst modi�cation Mueller, Möller & Craw�s swap

the order of colour/opacity calculations and volume reconstruction. The only

di�erence between these two methods is the line of integrating the footprint

function. Mueller, Möller & Craw�s use the same footprint function as in their

previous work [46], i.e. they integrate the reconstruction kernel slices along

the line of projection. This approach is limited to radially symmetric recon-

struction kernels, since the volume reconstruction becomes view dependent for

non-radially symmetric kernels. In the same publication Mueller, Möller &

Craw�s also splat the partial derivatives of the reconstruction kernels, which

allows a more sophisticated computation of the gradients than central di�erenc-

ing. However, splatting the three derivatives increases the number of footprint

rasterisations by a factor of four.
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4.8 Conclusion

In this section we had two goals. Firstly we wanted to investigate, why stan-

dard splatting produces images that are more blurry than those produced by

ray casting. The second goal was to determine whether the image quality of

splatting could be improved.

We performed a detailed analysis of standard splatting by comparing it with

the numerical approximation to the emission-absorption model. As a result

we identi�ed on the one hand the swapped order of volume reconstruction and

shading and on the other hand the reconstruction of adjacent volume slices

as the main causes for the blurry images. Based on these observations we

introduced a new direct volume rendering technique, called high-resolution

splatting. Like standard splatting, high-resolution splatting projects samples

onto the view plane using a precomputed projection function, called the foot-

print function. The main di�erence between these two splatting methods is

that standard splatting projects the samples' optical properties, such as colour

and opacities, whereas high-resolution splatting projects the samples' densities.

Thus, high-resolution splatting reconstructs the volume densities and maps the

reconstructed volume densities to the optical properties. Two further modi-

�cations correct view angle distortions and the overlap of the reconstruction

kernel functions along the line of projection. As with standard splatting the

high-resolution splatting method can e�ciently use any suitable reconstruction

kernel function, such as a trilinear , the �optimal� or a B-spline function used

in this chapter.

We have proposed two variants of the high-resolution splatting method; a fast

method and a complete method. Both produce images that are signi�cantly

sharper than those from standard splatting. Like standard splatting, the fast

method uses a 2D footprint table; this method is intended for volume pre-

viewing. The complete method cuts the kernel function into slices, giving a

3D footprint table. With this modi�cation the method handles the overlap

between two adjacent volume slices more correctly.

We have presented examples showing how high-resolution splatting techniques

can render �ne details or sharp edges that cannot be visualised using standard

splatting. In all examples discussed here high-resolution splatting produced

smaller errors and closer approximations to the emission-absorption model than

standard splatting. Furthermore the fast version of high-resolution splatting

always outperformed standard splatting. Therefore, we propose high-resolution

splatting as an alternative volume rendering method to standard splatting.

We also used a ray casting implementation to render the test data sets of our

examples. It turned out that in the most cases considered here, ray casting

outperformed all splatting methods. Even though we calculated a higher com-
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plexity for ray casting, we could not verify higher rendering times. The reason

for this is a slight optimization in the implementation, which does not perform

the expensive gradient or shading calculations for transparent parts in the vol-

ume. Since all our examples concern only iso-surface rendering, the ray casting

method only computes the gradients and colours at the surfaces. When ren-

dering semi-transparent volumes, the rendering times of ray casting increase

signi�cantly and are comparable to those of splatting.

Our implementations of the splatting methods do not take any advantage of

texture mapping hardware. The experiments with the three volume data sets

showed that over 75% of the execution time, when rendering the pelvis data

set, and over 80%, when rendering the other two data sets, are spent on the

projection and compositing steps. Implementations of standard splatting usu-

ally perform these steps with the support of texture mapping hardware, which

results in rendering times comparable to those of ray casting.

An important area for future work is to investigate the extent to which graphics

hardware might be used to support high-resolution splatting. Graphics hard-

ware may also be used to support high-resolution splatting. Firstly, the view

transform and the compositing of the shaded sheet bu�er may be performed

using standard graphics hardware. Here the shaded sheet bu�er are mapped as

an image onto a polygon, which has the same extent in world coordinates as

the shaded sheet bu�er. Then the view transform, resampling and compositing

of the sheet bu�er content may be performed with texture mapping hardware.

Another possibility to support high-resolution splatting with graphics hard-

ware is the splatting step itself. As with standard splatting, the footprint table

may be mapped as an image onto a polygon. The splatting is then performed

using texture mapping hardware by adding the footprints to the sheet bu�er.

However, there are two problems that could arise with this approach. Firstly,

high-resolution splatting projects volume densities instead of colours and opac-

ities during the splatting step. If volume densities are treated as one single

colour component, then the resolution of eight bits per colour component may

not be su�cient. Secondly, high-resolution splatting performs the colour and

opacity calculations after the splatting step, so that the sheet bu�er containing

the splatted volume densities has to be moved from the memory of the graphics

pipeline back into the main memory for the shading calculations. The gain of

speed by using texture mapping hardware may then be lost because of the time

needed to move the sheet bu�er content from the graphics pipeline back into

the main memory. However, this problem may be solved by using graphics

systems where the rendering pipeline also accesses the main memory.
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Chapter 5

High-resolution wavelet splatting

There are several cogent reasons to perform wavelet transforms on volume data

sets. As seen in chapter 3 the wavelet analysis decomposes functions into scales

and translates of one single function, the mother wavelet function. The various

details within volumes are directly accessible through the wavelet transform.

This makes the wavelet analysis a very powerful mathematical tool to analyse

functions. An important application of wavelet analysis is volume compres-

sion. Wavelets provide an excellent basis for compression schemes with very

high compression rates. Here we apply the ideas of wavelet compression to vol-

umes in order to exploit coherence within the volume, i.e. our main interest is in

reducing the number of wavelet coe�cients. Therefore in this chapter the com-

pression is performed by dropping small coe�cients of the wavelet tranformed

volume, so that it is possible to represent volumes with a smaller number of

wavelet coe�cient than original sample values. The compression of volumes

not only saves storage space for the data sets, but also reduces the number

of coe�cients that need to be processed during volume visualisation. Here we

want to investigate the possibility of splatting wavelet transformed volumes, in

the hope that rendering times can be reduced by not having to splat wavelet

coe�cients with very small amplitudes.

The previous chapter introduced two modi�ed splatting methods, collectively

called high-resolution splatting. These new methods work directly on the

original volume data sets that hold the samples, i.e. the volumes are neither

transformed nor compressed. This chapter introduces an enhancement to these

methods, called high-resolution wavelet splatting, which can visualise wavelet

transformed volume data sets directly without performing an inverse wavelet

transform �rst.

This chapter is structured as follows. Section 5.1 motivates the application of

wavelets in the �eld of volume rendering. The concepts of wavelet compression

are introduced in section 5.2. The choice of the wavelet type is quite important

107
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for the reconstruction quality and has a signi�cant in�uence on the rendering

times. Section 5.3 discusses the advantages and disadvantages of various wave-

let bases for our new splatting method. The modi�cations of high-resolution

splatting that are necessary to splat the coe�cients of wavelet transformed vol-

ume data sets are presented in section 5.4. A detailed complexity analysis is

given in section 5.5. Practical results of the high-resolution wavelet splatting

method are presented in section 5.6. Finally section 5.7 summarises the results

and draws a conclusion.

5.1 Motivation

Both versions of our new high-resolution splatting method traverse the entire

volume and project every sample onto the sheet bu�er. In practical applica-

tions, however, volumes usually contain some regions with slow density varia-

tions and others with �ne details. For such volumes it could be more e�cient

to project only a few samples using wider footprint functions in regions with

a low level of detail and to project more samples using very narrow footprint

functions in regions with a high density variation.

Two major problems arise during the process of developing algorithms that use

coherence within volumes:

1. How can volumes be decomposed into the various levels of detail?

2. What functions are useful footprint or reconstruction kernel functions,

so that the hierarchical reconstruction yields the same result as the non-

hierarchical one? Furthermore, if the results di�er, is it possible to give

any error estimates?

Common techniques to build hierarchies within the data sets are volume pyra-

mids as an extension of 2D Mip-Maps [78]. Starting with the original data set

as the lowest level, higher levels of the volume pyramid are obtained by resam-

pling the next lower level with half the resolution along each axis. If the original

volume data set has a resolution of 2n�2n�2n, the recursion stops after n steps

with only one remaining sample. The choice of the �lter function used for the

resampling process depends on the intended application. The octree structure

of the volume pyramids may be extended by adding further information to the

nodes about their subtrees, such as min-max values [76] or other range infor-

mation [9]. Laur and Hanrahan [32] extended the splatting algorithm, so that

it is able to render octree structured volumes. In a �rst enhancement Laur and

Hanrahan adopted the size of the footprint function to the size of the subtree

that is splatted. In a second enhancement they approximated the footprint
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function by a Gouraud shaded polygon mesh. The polygons can then be vi-

sualised e�ciently using standard polygon rendering hardware. One problem

with these approaches is that it is quite di�cult or impossible to give accurate

estimations of errors in the evaluation of the volume functions.

The wavelet analysis seems to be a very promising theory to overcome these

drawbacks. Wavelets decompose the function space L2(R3) into a multi-resolu-

tion analysis, so that volumes are represented by a ladder of subspaces
�
V i
�3
i2Z

with the resolutions 2i. The subspaces
�
V i
�3

build the volume pyramids. The

wavelet analysis also provides basis functions for the various vector spaces
�
V i
�3

and the orthogonal complement spaces
�
W i
�3
. These basis functions may be

used as reconstruction kernel, so that it is possible to reconstruct a continuous

volume from the wavelet coe�cients. Furthermore, if wavelet basis functions,

whose corresponding coe�cients have very small amplitudes are omitted during

the reconstruction process, the di�erence between the original volume and the

reconstructed one can be obtained from the omitted wavelet function and its

coe�cient. Thus, the wavelet analysis also provides mechanisms to estimate

the loss of information when dropping wavelet coe�cients.

The idea to use wavelet within volume rendering is not new. For visualisa-

tion purposes Muraki [48] applies the wavelets analysis to volume data sets

in order to select the level of detail to be rendered. Westermann [70] adjusts

the step size of his ray casting method to the level of detail that is present at

a sample point. The level of detail at one location may be obtained by the

wavelet with the highest scaling level covering the sample point. The resulting

method is able to step quickly through volumes with a low level of detail and

it increases the sampling rate in regions which contain high frequencies. Gross

et al. [21] developed a wavelet domain splatting method, which can visualise

wavelet transformed volumes directly. The footprint tables that are used to

project the wavelet coe�cients contain the wavelet functions integrated along

the line of projection. However, the emission-absorption model cannot be com-

puted with this method due to the large overlap of the wavelet functions along

the line of projection. Thus, the wavelet domain rendering method is only able

to calculate the absorption-only model.

In this chapter we incorporate wavelet analysis into our complete high-resolution

splatting method, which results in a splatting method that is able to visualise

wavelet transformed volumes directly without performing an inverse transform

�rst. In contrast to the wavelet domain splatting method of Gross et al. [21] our

high-resolution wavelet splatting method is able to compute approximations to

the emission-absorption model.

Visualisation methods that operate in the wavelet domain may take advantage

of coherence within volumes, since all information about the size and location
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of details are directly accessible. Splatting methods that project wavelet co-

e�cients need footprint functions of di�erent sizes to hold the wavelets of the

various scaling level. To project wavelet coe�cients of low scaling level, wider

footprint functions are used and, conversely, narrow footprint functions are used

to project wavelet coe�cients of high scaling level. The coarse overall shape of

the volume is obtained by the low level wavelet and scaling coe�cients. Details

are added by projecting the wavelet coe�cients of higher scaling levels. This

approach may use coherence within volumes, since the number and location of

the projections correspond to the level of detail present in the volume.

Another important aspect of the application of wavelets within volume ren-

dering are the excellent compression properties of wavelets. Since this topic is

quite complex we will introduce wavelet based compression schemes in the next

section.

Our main motivation for incorporating wavelet analysis into our high-resolution

splatting method is the possibility to exploit coherence within volumes and

to render compressed data sets directly. However, wavelets provide further

advantages. By omitting all wavelet coe�cients of a particular scaling level

during volume reconstruction, wavelet analysis allows complete control over

the level of detail present in the resulting volume. This could be useful, when

rendering very large volumes, where the sample resolution is much higher than

the screen resolution. In this case the coe�cients of the highest scaling level may

be dropped in order to produce volumes with lower resolutions. Furthermore,

if the coe�cients of one scaling level are used for reconstruction, the resulting

volumes only contain details of a certain size. This may be used to render �ne

fractures in bones or cracks in engine blocks.

5.2 Compressing wavelet transformed volumes

The key idea of compressing wavelet transformed volumes is to drop wavelet

coe�cients with very small amplitudes. Volumes that are reconstructed from

the compressed wavelet transforms may be di�erent from the original volumes.

Obviously, the more wavelet coe�cients are dropped and thus the higher the

compression ratio, the bigger the di�erence between the original volume and

the reconstructed ones. It is important to keep track of this di�erence. The

di�erence itself is also a volume function and may be measured in di�erent

ways. A standard norm to measure volume functions is the Lp-norm. For a

given volume function g(x; y; z) the Lp-norm may be de�ned as

kg(x; y; z)kp =
0@ +1Z
�1

+1Z
�1

+1Z
�1

jg(u; v; w)jp du dv dw
1A

1

p

:
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A very popular norm is the L2-norm. In the context of compression the L2-

norm is particularly interesting for functions that can be expressed in terms of

an orthonormal basis. Consider the following example. Let u1(x); : : : ;um(x)
be an orthonormal basis for a �nite dimensional vector space V � L2(R). Then
every function f(x) 2 V may be written as a linear combination of the basis

functions, i.e.

f(x) =
mX
i=1

ciui(x):

The function f(x) is uniquely de�ned by the coe�cients c = (c1; : : : ; cm). We

can compress the vector c by dropping n < m coe�cients, so that the remainingem = m� n coe�cients (c�(1); : : : ; c�( em)) represent the compressed vector, from

which we can recover the following function:

ef(x) = emX
i=1

c�(i)ui(x):

Here the permutation � selects the indices of the kept coe�cients. Following

Stollnitz et al. [63] the square L2-error between the functions f and ef may

obtained by

kf(x)� ef(x)k22 = mX
i= em+1

�
c�(i)

�2
; (5.1)

where c�(i), i 2 f em + 1; : : : ;mg, are the coe�cients that are dropped. This

shows that dropping the n smallest coe�cients is optimal with respect to the

L2-norm.

Equation (5.1) provides an e�cient way to obtain the L2-error for orthogonal

multi-resolution wavelet analyses. However, two problems arise when using

this error measure. Firstly, equation (5.1) works only for orthonormal wavelets,

which is quite restrictive. Secondly, the L2-norm measures the global error over

the entire signal. For wavelet compressed volumes it is usually more important

to guarantee that the maximum error at any point in the volume stays within

a given range. The L1-norm is more useful for this purpose, since it is the

maximum local error over the whole volume. The L1-norm is de�ned as

kfk1 = max(jf(x)j):

Following chapter 3 any function f 2 L2(R) may be expressed as a weighted

sum of scaling and wavelet functions, i.e.

f(x) =
+1X

j=�1

c0j�
0
j(x) +

+1X
j=�1

+1X
i=0

dij 
i
j(x):
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Dropping one single wavelet coe�cient dlk results in a new function

ef(x) =
+1X

j=�1

c0j�
0
j(x) +

+1X
j=�1

j 6=k

+1X
i=0

i6=l

dij 
i
j(x)

=
+1X

j=�1

c0j�
0
j(x) +

+1X
j=�1

+1X
i=0

dij 
i
j(x)� dlk l

k(x)

= f(x)� dlk l
k(x):

Now, the L1-norm of the di�erence function between f(x) and ef(x) may be

computed by

kf(x)� ef(x)k1 = kdlk l
k(x)k1

= jdlkj �max(j l
k(x)j)

= kmax � jdlkj;
where kmax = max(j l

k(x)j). The latter de�nition is valid, since the maximum

absolute value of  l
k(x) does not change for di�erent scaling level l. Note

that this is true only for wavelet functions de�ned by equation (3.3). Some

authors include a scaling factor of 2l=2 into the de�nition of wavelet functions

for normalisation purpose. In this case, the maximum absolute value of  l
k(x)

also depends on the scaling level l.

Our implementation uses a greedy algorithm to choose the wavelet coe�cients

that are dropped in order to achieve a desired compression rate. Starting with

the smallest wavelet coe�cient, we drop the smallest coe�cients of the remain-

ing data set until the given compression rate is reached.

This algorithm does not necessarily yield the best results. An optimal algorithm

must also take into account the overlap of the wavelets whose coe�cients are

dropped, in order to minimise the L1-error. However, these calculations are

quite complex and become very ine�cient for large data sets. Therefore we

follow the greedy approach to obtain an approximation to the optimal solution.

Note that this introduction is a very simplistic treatment of wavelet based

compression. However, in this chapter we are interested only in exploiting

coherence within the volume rather than compressing volume data sets, for

which the discussion above is completely adequate.

5.3 Di�erent wavelet types

In theory high-resolution wavelet splatting is able to visualise volumes that have

been transformed using any type of wavelet function. For practical applications,



5.4. THE ALGORITHM 113

however, the choice of a particular wavelet function is somewhat constrained.

The most important properties for wavelet functions in this context are small

support and smoothness. Obviously the support of the wavelet functions has

a major impact on the complexity of the volume reconstruction step and thus

on the overall performance of the entire algorithm. Smoothness of the wavelet

function is another desirable property, since the wavelet functions are used for

volume reconstruction, i.e. interpolation between the voxels.

Haar, Daub4 and Daub6 wavelets have small support, but they are not smooth.

The level of smoothness of Daubechies wavelets increases with the support of

these functions. B-spline wavelets provide both: a very small support and a

high level of smoothness. Therefore we chose B-spline wavelets for our imple-

mentation of the high-resolution wavelet splatting method.

Wavelets are commonly de�ned over the entire real line. For volume data

sets, however, it is necessary to apply wavelet transforms to �nite signals. As

discussed in section 3.3.5 there are several techniques to handle signal bor-

ders, i.e. spatial windowing, signal re�ection or signal repetition. For B-spline

wavelets it is also possible to construct endpoint interpolating B-spline wave-

lets, which provide a correct solution for signal borders. However, we choose

to repeat the signal at the borders, since that is very easy to implement: as

mentioned in the previous chapter we use the non-standard decomposition to

perform the wavelet transform on volumes. This means that following algo-

rithm 4, the three dimensional transforms may be performed by a set of one

dimensional wavelet transforms. If the volume coe�cients are stored in a one

dimensional array for the transform, the signal repetition may be obtained by

a modulo division of the array indices with the array size.

Additionally, repeating the signal at the borders has the advantage over end-

point interpolating B-splines, that only one footprint function can be used for

all coe�cients. Endpoint interpolating B-spline wavelets introduce more basis

functions at the signal boundaries, each requiring their own footprint function.

5.4 The algorithm

The method presented in this chapter di�ers from high-resolution splatting

only in the type of input volume data set to be rendered. As mentioned above,

high-resolution wavelet splatting renders wavelet transformed volumes. All

changes necessary for this modi�cation a�ect only the reconstruction step of

the algorithm, i.e. reconstructing volume slices. The shading and projection

steps remain unchanged.

Splatting wavelet coe�cients di�ers from standard splatting in several ways.

Firstly, while standard splatting uses a single footprint table that holds the
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integrated kernel reconstruction function, splatting wavelets needs more foot-

print tables to hold the wavelet and scaling functions. The footprint tables

also vary in size to hold the wavelets of di�erent scaling levels. A second dif-

ference between splatting wavelets and standard splatting are the positions of

the footprint tables: in standard splatting the footprint table is centred at

the projections of the voxel positions onto the sheet bu�er, whereas in wavelet

splatting the positions of the wavelets depend on the scaling level.

High-resolution wavelet splatting involves building the footprint tables once

in advance, calculating the radii and positions of the wavelet functions, �nd-

ing wavelet coe�cients that a�ect a given volume slice and then splatting the

wavelet coe�cients onto the sheet bu�er. Each of these steps will be discussed

in greater detail in the following subsections.

Note that the volume reconstruction step introduced here di�ers from the wave-

let domain splatting method by Gross et al. [21] in two ways. Firstly, the wavelet

domain splatting method by Gross et al. projects the wavelet coe�cients along

the negative z-axis of the viewing coordinates, whereas our approach projects

the wavelet coe�cients along the line perpendicular to the volume slices. This

make the splatting step far more simple and allows us to apply a very e�cient

storage scheme for the various footprint tables. A second important di�er-

ence between the two wavelet domain splatting methods is that our technique

is able to compute approximations to the emission-absorption model, whereas

the splatting method by Gross et al. only compute the absorption-only model.

This increases the complexity of our volume reconstruction, since we have to

cut the footprint functions of the wavelets into slices, in order to handle the

overlap of the wavelets. As a consequence of these di�erences, we had to de-

velop a completely new technique to reconstruct the volume slices from the

wavelet domain. This is outlined in the following subsections.

5.4.1 Building the footprint tables

The previous chapter introduced two versions of the high-resolution splatting

method: a fast and a complete version. These methods basically di�er in the

content of the footprint functions. The fast high-resolution splatting method

uses a two dimensional footprint function that holds the reconstruction kernel

function integrated along the line of projection. The complete high-resolution

splatting method uses a three dimensional footprint function that holds slices

of the reconstruction kernel function. However, it is not possible to design a

wavelet splatting method that is analogous to the fast version of high-resolution

splatting. For fast high-resolution splatting it is assumed that the overlap of

the reconstruction kernel functions between two adjacent volume slices is small

enough to be neglected. This is not true for wavelet functions, since they
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heavily overlap. In particular, the following di�culties arise when trying to

build a fast high-resolution wavelet splatting method. Firstly, a fast version

uses footprint functions that hold the wavelet functions integrated along the line

of projection. With high-resolution splatting the projections of sample values

or wavelet coe�cients are always axis-aligned. Since the three dimensional

wavelet functions are by de�nition tensor products of one dimensional wavelet

or scaling functions, only the partial one dimensional functions parallel to the

line of projection needs to be integrated. If the partial function to be integrated

is a wavelet function, the corresponding footprint function is zero everywhere,

since integrals of one dimensional wavelets are always zero. This means that all

wavelet coe�cients that contain detail information along the line of projection

get lost. Fig. 5.1 shows this e�ect for Haar wavelets. Another problem with this
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Figure 5.1: Example projection of two adjacent wavelet coe�cients di and

di+1 along the z-axis using Haar wavelets. (a) The analytical

solution for the continuous case. In order to splat the wavelet

coe�cient, the function  (x) has to be integrated along the z-

axis. (b) The result, if the wavelet function  (x) is not cut into

slices. (c) It is only possible to reconstruct details along the

z-axis, if  (x) is cut into slices.

approach arises with wavelet functions, whose partial functions along the line

of projection are scaling functions. These basis functions a�ect more than one

volume slice. If these functions were not cut into slices as with the complete

version of the high-resolution splatting method, there would be two possibilities

to splat them: they are projected only onto one volume slice or onto all volume

slices they a�ect. The �rst case would introduce discontinuities in the volume

reconstruction around that slice. If the basis functions are projected onto all
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volume slices the overall integral of the volume will increase. Therefore the

basis functions for high-resolution wavelet splatting must be cut into slices to

guarantee a proper volume reconstruction.

For the complete high-resolution splatting method, it is su�cient to have one

single footprint function that holds the reconstruction kernel function. To splat

wavelets, however, it is necessary to have multiple footprints. As described in

section 3.5 the set of basis functions for three dimensional wavelet transforms

consists of one scaling and seven wavelet functions. Each of these functions

has to be stored in a di�erent footprint table. It is also necessary to provide

di�erent sample resolutions of each wavelet function to represent the various

scaling levels. This can be implemented in two ways. An obvious data structure

provides for every wavelet function one single three dimensional table that con-

tains a very �ne sampled version of the wavelet function. The function values

for wavelets of higher scaling levels may then be obtained by scaling the table

indices according to the scaling level. One problem with this data structure

occurs with the thickness of the wavelet slices. If the wavelet function is sam-

pled on a �ne grid, it is cut into many slices. Each slice is integrated along the

line of projection. In order to obtain wavelet functions of higher scaling level

multiple slices have to be combined to a single slice, i.e. their integrals have

to be summed. This becomes quite ine�cient for higher scaling levels. An-

other approach provides di�erent footprint tables for every scaling level. This

increases the memory requirements, but the integrals for the various scaling

level are directly accessible. We chose this data structure for our implementa-

tion. At the end of this subsection we introduce a very compact storage scheme

for wavelet footprint tables, which greatly decreases the amount of memory to

store wavelet footprint tables.

Each wavelet footprint table contains a sampled version of the footprint function

for the particular scaling or wavelet function. Given a three dimensional wavelet

function N
p;i
000(x; y; z) of type p and scaling level i that is centred at the origin,

the corresponding footprint function may be de�ned as

Footprintp;i(x; y; j) =

(j+ 1

2
)�zZ

(j� 1

2
)�z

N
p;i
000(x; y; z) dz: (5.2)

The index j denotes the slice of the wavelet function N
p;i
000(x; y; z) and �z is

the distance between two adjacent volume slices. The footprint tables can be

built in the same way as with the high-resolution splatting method.

Unfortunately the footprint tables become huge. Assume for example a very

small volume data set with 32 � 32 � 32 voxels and a sheet bu�er with a

resolution of 256� 256 bu�er locations, and let the volume data set be wavelet
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transformed using Haar wavelets. Since 32 = 25, there are 5 di�erent wavelet

scaling levels with radii in the range from 1 to 16. Therefore the coarsest scaling
and wavelet functions cover the whole volume. This means that the footprint

tables for these functions have at least the same resolution as the sheet bu�er in

the x and y-directions. The resolution in the z-direction is equal to the number

of volume slices, thus the footprint table size is 256 � 256 � 32. Usually each

footprint table position holds one single precision �oat, which takes four Bytes

of memory space. Since there are eight scaling and wavelet functions at the

coarsest level, the footprint tables of that scaling level at least need

8 � 256 � 256 � 32 � 4Bytes = 64MBytes

of memory space; note that this calculation does not include sub-sampling of

the scaling and wavelet functions to avoid alias e�ects. This is 2048 times the

size of the volume data set itself. As this example shows, storing the scaling and

wavelet functions in a three dimensional footprint table is wholly impractical.

The following compression scheme for footprint tables reduces the storage space

signi�cantly with a minor increase in computational cost.

A compact storage scheme for footprint tables

To splat a wavelet coe�cient d
p;i
lmn of basis type p and scaling level i at position

(xl; ym; zn) onto a slice k, the values

Footprintp;i(S:x� xl; S:y � ym; k � zn) � dp;ilmn (5.3)

are added to the sheet bu�er locations S = (x; y) that lie within the wavelet's

extent. Note that the position of the wavelet coe�cient d
p;i
lmn was denoted

by (xl; ym; zn). This position also depends on the scaling level i. Later in

subsection 5.4.4 we provide an algorithm to compute wavelet positions very

e�ciently.

By de�nition every three dimensional wavelet function N
p;i
000(x; y; z) may be

written as

N
p;i
000(x; y; z) = ui(x) vi(y)wi(z);

with ui; vi; wi 2 f�i0;  i
0g. Together with the de�nition of the footprint function

(5.2) expression (5.3) may be rewritten as

ui(x� xl) � vi(y � ym) �W i(k � zn) � dp;ilmn; (5.4)

where

W i(j) =

(j+ 1

2
)�zZ

(j� 1

2
)�z

wi(z) dz:
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All eight three dimensional basis functions N
p;i
000(x; y; z) of the scaling level i

may be expressed in terms of the one dimensional functions �i0(x) and  
i
0(x).

Following expression (5.4) the integrals of �i0(x) and  
i
0(x) over the intervals�

(j � 1
2
)�z; (j + 1

2
)�z

�
are also needed in order to represent footprint functions

as products of one dimensional functions. To evaluate the footprint functions,

the corresponding function values of �i0(x),  
i
0(x) and their integrals may be

multiplied. Thus, to store all eight footprint functions of one scaling level only

four one dimensional tables are needed: two to store the 1D scaling and wavelet

functions and two to hold the integrals of the scaling and wavelet functions for

the z-direction.

Computing expression (5.3) requires only one multiplication, whereas the eval-

uation of (5.4) involves three multiplications. In subsection 5.4.4 we present

an evaluation scheme that reduces the number of multiplications to compute

expression (5.4).

Applied to the example above, the scaling and wavelet functions of the coarsest

level can now be stored using

(2 � 256 + 2 � 32) � 4Bytes = 2:25 kBytes

of memory space. An e�cient algorithm to splat wavelet coe�cients using

only one dimensional footprint tables will be presented in subsection 5.4.4.

This technique could be used for any separable reconstruction kernel functions,

e.g. trilinear or B-spline functions. This bene�t, however, is usually very lim-

ited, since the footprint tables for such reconstruction kernel are usually quite

small.

5.4.2 Calculating the wavelet radii and positions

In order to �nd all wavelet coe�cients that a�ect a given volume slice and to

splat the corresponding wavelet function, it is necessary to know the radius

and position of each wavelet. To compute these values some de�nitions are

needed. For the reminder of this chapter n0 denotes the number of scaling

levels. The various scaling level are labeled with i, which lies in the range

i 2 f0; : : : ; n0 � 1g. It is assumed that the volumes are cubes with n3 voxel,

where n = 2n0. Furthermore rwavelet and rscaling are the radii of the wavelet and

scaling functions at the scaling level n0 respectively, so that

rwavelet =
supp( n0

0 (x))

2

and

rscaling =
supp(�n00 (x))

2
:
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The function supp(f(x)) computes the support of f(x). The radii of the wavelet
and scaling functions at the scaling level i are half of the radii of the previous

scaling level i� 1, therefore

rwavelet;i = rwavelet � 2n0�i (5.5)

and

rscaling;i = rscaling � 2n0�i: (5.6)

The wavelet positions at the various scaling level are slightly more complicated

to calculate. In this context the position of a wavelet function is de�ned by

the centre of its support, e.g. a 1D Haar wavelet function with the position

zero has its support over the interval [�0:5; 0:5]. In contrast to high-resolution

splatting, where the positions of the reconstruction kernel functions are the

sample locations, splatting wavelets also has to take the scaling level into ac-

count. Fig. 5.2 shows an example of a two dimensional volume of size 8 � 8

sample positions

zero level wavelet positions

1st level wavelet positions

2nd  level wavelet positions

Figure 5.2: Wavelet positions in a 2D volume.

voxel, i.e. n0 = 3. Beside the voxel position Fig. 5.2 also contains the position

of the wavelet functions at the three scaling level 0, 1 and 2. To compute the

positions of the wavelet functions we de�ne the distance between two adjacent

wavelet functions of scaling level i along each axis as

di = 2n0�i:

As seen in Fig. 5.2 the o�set oi from the position of a wavelet at level i to the

positions of the four surrounding wavelet functions at the next higher scaling

level i+ 1, is half the distance between the surrounding wavelet functions, i.e.

oi =
di+1

2
:
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Given the position of a wavelet function at scaling level i, the positions of the

wavelet functions at level i + 1 may be computed by adding and subtracting

the o�set oi. From Fig. 5.2 it can be seen that the positions of 2D wavelet

functions are arranged in a quadtree structure. Therefore we call a wavelet

function at scaling level i the parent of the four surrounding wavelet functions

at scaling level i + 1. The four surrounding wavelet functions are referred to

as the children of the parent wavelet function. Algorithm 6 shows the pseudo-

1: proc Position child_position(position, level, child)

2:

3: Position new_o�set = o�sets[level];

4:

5: if child & 1 then

6: position.x + = new_o�set.x;

7: else

8: position.x � = new_o�set.x;

9: end if

10:

11: if child & 2 then

12: position.y + = new_o�set.y;

13: else

14: position.y � = new_o�set.y;

15: end if

16:

17: if child & 4 then

18: position.z + = new_o�set.z;

19: else

20: position.z � = new_o�set.z;

21: end if

22:

23: return position;

24:

25: end proc

Algorithm 6: Pseudo-code for the function child_position().

code for the function child_position() that computes the position of the child

wavelet functions from a given parent wavelet position. The array offset[] in

line 3 of Algorithm 6 holds the values of oi.

The function child_position() may be used to obtain the positions of the

wavelet functions at the scaling level i 2 f1; : : : ; n0 � 1g. The wavelet position
at scaling level 0 is the centre of the volume and is provided by the function

start_position(), whose pseudo-code is listed in Algorithm 7. Note that the
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1: proc Position start_position(void)

2:

3: return Position((volume_size.x � 1) / 2,

4: (volume_size.y � 1) / 2,

5: (volume_size.z � 1) / 2);

6:

7: end proc

Algorithm 7: Pseudo-code for the function start_position().

volume coordinates of the voxels run from 0 to n � 1 along each axis, so that

the volume centre is at the position n�1
2

for each axis.

The volume data set is assumed to be wavelet transformed using the non-

standard decomposition for three dimensional functions. The transformed vol-

ume is stored in a 3D array. From Fig. 3.7 it can be seen that the wavelet

coe�cients are arranged in an octree structure. Similarly to the calculations of

the wavelet position, we provide two functions to traverse the octree within the

transformed data set. To start the octree traversal we need the index of the

coe�cients corresponding to the wavelet functions of scaling level zero. This

index may be obtained by the function start_index(). Algorithm 8 shows the

1: proc Index start_index(p)

2: {returns a 3-tuple representing the index into the wavelet transformed}

3: {volume, p is the wavelet type (0; : : : ; 7)}
4:

5: return (p & 1, p & 2, p & 4);

6:

7: end proc

8:

9: proc Index child_index(index, child)

10: {index is the index of the parent coe�cient}

11: {child is one of eight children}

12:

13: (x.y,z) = index;

14: return (2 * x + child & 1,

15: 2 * y + child & 2,

16: 2 * z + child & 4);

17:

18: end proc

Algorithm 8: Pseudo-code for the functions start_index() and

child_index().

pseudo-code for that function and also for the function child_index(), which
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computes the index of the next higher scaling level wavelet coe�cients.

This octree structure can now be used to e�ciently determine all wavelet co-

e�cients that may a�ect a given volume slice. An important property of these

octrees is that they directly implement the spatial hierarchy of the wavelets. In

the following we show that each wavelet, which corresponds to a coe�cient of

the octree, lies within the spatial domains of all coarser wavelets whose coef-

�cients are stored in the ancestor nodes. Therefore traversing an octree down

towards its leaves is equivalent to subdividing the spatial domain of the vol-

ume. Since three dimensional wavelet functions are tensor products of one

dimensional wavelet or scaling functions, the statement above can be shown

for each axis independently. All coe�cients of one wavelet subtree are of the

same type, so that the one dimensional functions are either all wavelets or all

scaling functions. We assume �rst that all functions are wavelets with the radii

rwavelet;i depending on the scaling level i. The surrounding wavelets at the next

higher scaling level i+1, with the radius rwavelet;i+1, have the o�sets �oi along
each axis from the position of the wavelet at level i. Because of the symmetry

of the two wavelet positions, it is su�cient to show that

rwavelet;i � oi + rwavelet;i+1;

so that

rwavelet � 2n0�i � 2n0�i�2 + rwavelet � 2n0�i�1:
Dividing this equation by the factor 2no�i�1 yields

2 � rwavelet � 1

2
+ rwavelet:

Therefore our statement above is true for one dimensional wavelet functions, if

rwavelet � 0:5. Similarly it can be shown that

rscaling;i � oi + rscaling;i+1;

if rscaling � 0:5.

All scaling and wavelet functions considered in this thesis have radii that are

greater or equal than 0:5. Thus, all wavelet functions, whose corresponding

coe�cients lie in the subtree of an ancestor node, also lie within the spatial

domain of the wavelet function, corresponding to the ancestor coe�cient. This

important property will be used in the next subsection.

5.4.3 Finding wavelet coe�cients for a slice

In both versions of high-resolution splatting it was quite easy to obtain all

voxels that could a�ect a given volume slice, since only one single reconstruction



5.4. THE ALGORITHM 123

kernel function with a �xed radius was used. As seen in the previous subsection

scaling and wavelet functions have di�erent positions and radii, which makes it

somewhat more complicated to �nd all wavelets that may a�ect a given volume

slice. In order to obtain all wavelet coe�cients that a�ect a given volume slice

the function find_coefficients() iterates over all eight wavelet types and calls

the function traverse_octree() for the corresponding subtrees. Algorithm 9

shows the pseudo-code for the function find_coefficients(). We use the list

1: proc List �nd_coe�cients(slice_no)

2:

3: List result = nil;

4:

5: for all wavelet types p 2 f0; : : : ; 7g do
6: result = concatenate(result,

7: traverse_octree(start_position(),

8: start_index(p),

9: 0,

10: p,

11: slice_no));

12: end for

13:

14: return result;

15:

16: end proc

Algorithm 9: Pseudo-code for the function find_coefficients().

results to store the various coe�cients.

Since all wavelet splats are axis-aligned, the wavelets that may a�ect a given

volume slice can easily be found by traversing only those subtrees whose z

extent intersects with the z range of the given volume slice. In the previous

subsection we showed that if a wavelet lies outside the volume slice, all wavelets

of its subtree also lie outside. Furthermore it is only necessary to examine the

z component for intersection with the z range of the volume slice, since all

slices cover the entire volume in the x and y directions. Algorithm 10 shows

the pseudo-code for a depth �rst octree traversal to �nd all wavelet coe�cients

that may a�ect a given slice.

The function traverse_octree() recursively traverses the transformed volume

data set for one wavelet type. The parameters are the position of the current

wavelet function, the index of the current coe�cient, the actual scaling level

and wavelet type and �nally the volume slice number. The return value is a

list that contains all coe�cients within the subtree that a�ect the volume slice.

The function is quite simple: if the actual coe�cient a�ects the volume slice,
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1: proc List traverse_octree(position, index, level, slice_no, type)

2:

3: if !is_in_range(position, z, level, slice_no, type) then

4: return nil;

5: end if

6:

7: List result = nil;

8: Coe�cient coe�cient(position, volume(index), level, type);

9: result = append(result, coe�cient);

10:

11: if level < max_level then

12: for all child do

13: result = concatenate(result,

14: traverse_octree(child_position(position, level, child),

15: child_index(index, child),

16: level + 1,

17: type,

18: slice_no));

19: end for

20: end if

21:

22: return list;

23:

24: end proc

Algorithm 10: Pseudo-code for a recursive depth �rst octree traversal to �nd

all wavelet that a�ect a given volume slice.
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we create a list that consists only of that coe�cient (line 7 � 9 in Algorithm

10). The is_in_range() function will be discussed in the following paragraph.

The elements of the list, the wavelet coe�cients, are a data structure that holds

all values needed to project a single coe�cient. The value of volume(index) in

line 8 is the current wavelet coe�cient. If there are further subtrees, i.e. there

exist higher scaling level, the function continues with a recursive call to all eight

children of the node (line 12 � 19 in Algorithm 10).

In the function traverse_octree() the test to determine if a wavelet coe�cient

a�ects a given volume slice is performed by the function is_in_range(). This

function returns true if there is any overlap of the wavelet function and the

slice. Fig. 5.3 shows a part of the z-axis as an example situation. Algorithm

11 contains the pseudo-code for the function is_in_range(). Here we assume

a slice thickness of �z. To calculate the wavelet radius the wavelet type is

needed to determine whether the partial function along the z-axis is a wavelet

or a scaling function (line 5 in Algorithm 11). Together with the scaling level

and the arrays radius_wavelet[] and radius_scaling[] that hold the values

of rwavelet;i and rscaling;i respectively, the wavelet radius along the z-axis may

be obtained. The �nal test to determine whether the wavelet coe�cient a�ects

the volume slice, is performed in line 11.
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k-1 k k+1
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z_position

radius radius

lower_boundary upper_boundary

wavelet function
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Figure 5.3: Example positions of the given volume slice and a wavelet func-

tion along the z-axis.

Note that the pseudo-code for the algorithms 10 and 9 is in a functional pro-

gramming style. All wavelet coe�cients that a�ect the given volume slice are

appended to a list. This list may easily become huge, since it contains a lot of

other information as well, such as the position, scaling level and wavelet type.

Therefore in our implementation we chose an iterative programming style for

these functions to avoid such lists. However, the resulting code is slightly more

complex, since further variables are needed to store the actual state within the

octree.
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1: proc Bool is_in_range(z_position, level, type, k)

2:

3: {determine whether the partial function along the z-axis is a wavelet}

{or a scaling function}

4:

5: if type & 4 then

6: �oat radius = radius_wavelet[level];

7: else

8: �oat radius = radius_scaling[level];

9: end if

10:

11: return k 2 [z_position - (radius - �z
2
), z_position + (radius - �z

2
)];

12:

13: end proc

Algorithm 11: Pseudo-code for the function is_in_range().

5.4.4 Adding the footprint tables to the sheet bu�er

Wavelet coe�cients may be splatted by adding the values of formula (5.3) to the

sheet bu�er. Evaluating this formula involves one multiplication for each sheet

bu�er location. Subsection 5.4.1 discussed a storage scheme for the footprint

function, which uses three one dimensional tables rather than one three dimen-

sional footprint table to hold the wavelets. The values that are added to the

sheet bu�er may be obtained by formula (5.4), which involves three multipli-

cations per sheet bu�er location. We can reduce the number of multiplications

by storing the intermediate products that share the same z and y values. Al-

gorithm 12 shows the pseudo-code of the function splat_coefficient() that

performs one single wavelet splat. Note the object oriented de�nition style of

the splat_coefficient() function, which was chosen to be consistent with the

algorithms presented in earlier chapters. The functions W (z), v(y) and u(x)
are de�ned in subsection 5.4.1. As mentioned in that subsection implementa-

tions of high-resolution wavelet splatting may store the functions W (z), v(y)
and u(x) in one dimensional tables, so that these function calls can be replaced

by table lookups.

To splat wavelet coe�cients, the corresponding wavelet functions have to be

repeated at the signal boundaries. As discussed in subsection 5.3, the repe-

tition at the boundaries along the x and y directions may be performed by

modulo calculations of the sheet bu�er indices. Furthermore the signal has to

be repeated in the z direction as well, so that the coe�cients of the �rst volume

slices a�ect the last volume slices and vice versa. Therefore beside splatting

all wavelets that a�ect a volume slice i, we can simulate the repetition along

the z-axis by additionally splatting all wavelets that a�ect the volume slices
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1: proc void sheet_bu�er::splat_coe�cient(coe�cient, slice_no)

2:

3: {this function is a method of class sheet_bu�er}

4: {coe�cient is an object of class Coe�cient, compare Algorithm 10}

5:

6: �oat product_z = W (slice_no � coe�cient.position.z) * coe�cient.value;

7: for y = � coe�cient.radius.y to coe�cient.radius.y step 1 do

8:

9: �oat product_y_z = v(y) * product_z;

10: for x = � coe�cient.radius.x to coe�cient.radius.x step 1 do

11:

12: �oat product_x_y_z = u(x) * product_y_z;

13: add(coe�cient.position.x + x,

coe�cient.position.y + y,

product_x_y_z);

14: end for

15: end for

16:

17: end proc

Algorithm 12: Pseudo-code of the function splat_coefficient().

k = i + n � no_of_slices, n 2 Z, into the same sheet bu�er. The integer n

is usually pretty small, since we can restrict k to lie in the interval, which

is covered by the wavelets. In the previous subsection we showed that wave-

lets of higher scaling level lie in the spatial domain of coarser wavelets, if the

corresponding coe�cients of the �ner wavelets lie within the subtree, whose

root node contains the coe�cient corresponding to the coarser wavelet func-

tion. This means that all wavelets lie in the spatial domain of the coarsest

wavelet functions at scaling level 0, since their corresponding coe�cients are

the root nodes of the octrees containing the wavelet coe�cients. These wavelet

functions are located at the positions start_position().z and have a radius

of rwavelet;0. Therefore all wavelets lie within the interval

[start_position():z � rwavelet;0; start_position():z + rwavelet;0] :

The function add(x,y,n) adds the value n to the actual sheet bu�er content

at position (x; y).

Algorithm 13 shows the pseudo-code for the entire high-resolution wavelet splat-

ting method. The main di�erence to high-resolution splatting is an additional

inner loop that implements signal repetition along the z-axis (line 14 � 17 in

Algorithm 13).
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1: proc HighResolutionWaveletSplatting(volume, view, image)

2:

3: const no_of_slices = volume.get_no_of_slices();

4: const wavelet_interval = [start_position().z � rwavelet;0,
5: start_position().z + rwavelet;0];
6: image.clear();

7:

8: for i = 0 to no_of_slices �1 do {iterate over all volume slices}

9: sheet_bu�er.clear();

10:

11: for k = i+ n � no_of_slices 2 wavelet_interval, n 2 Z do

12:

13: List result = �nd_coe�cients(k):

14: while result 6= nil do {splat all wavelet coe�cient for a volume slice}

15: sheet_bu�er.splat_coe�cient(result.head(), k);

16: result = result.tail();

17: end while

18:

19: end for

20: shader.shade_bu�er(sheet_bu�er);

21: image.composite(sheet_bu�er);

22:

23: end for

24:

25: end proc

Algorithm 13: Pseudo-code for high-resolution wavelet splatting.
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5.5 Complexity

In order to measure the complexity of both high-resolution splatting methods

we counted the number of sheet bu�er locations that are processed during the

reconstruction step, which was denoted by Nsheet. While this complexity mea-

surement is useful for pure software implementations, we introduce another

measurement that simply counts the number of splats and is denoted by Nsplat.

This is useful for hardware supported implementations that perform each splat

using texture mapping hardware. The underlying assumption here is that the

texture mapping hardware is fast enough to process each splat without signif-

icant time delays. However, we still assume that the splatting operation, even

if completely performed in hardware, is the most time consuming operation of

the splatting methods. Therfore we believe that counting the number of splats

is a valid complexity measurement.

As in the previous section we assume that the volume is a cube of size n3 voxels.

Furthermore, we assume that n = 2n0 , so that n0 is the number of recursion

steps of the wavelet transform. The support of the scaling and mother wavelet

functions are denoted by rscaling and rwavelet respectively and are given in units

of the volume coordinates. The sheet bu�er has a resolution of k bu�er locations

between two adjacent volume samples along the x and y axes.

The wavelet transformed volume has n0 = logn scaling levels. Each level

i 2 f0; : : : ; n0 � 1g contains 8i wavelet coe�cients for each of the 7 wavelet

bases. As in the previous subsection the radii of the partial one dimensional

scaling and wavelet functions of level i are

rwavelet;i = rwavelet � 2n0�i

and

rscaling;i = rscaling � 2n0�i

respectively. The following paragraphs calculate the complexities of our high-

resolution wavelet splatting method for the case that the volume are not com-

pressed. Subsection 5.5.1 discusses the particular case of B-spline wavelet trans-

formed volumes. Finally subsection 5.5.2 examines the complexities of high-

resolution wavelet splatting when rendering compressed volumes.

Number of projections

The total number of projections is given by summing the products of the wavelet

coe�cients per level and the number of projections per wavelet over all scaling

levels. The number of projections per wavelet basis function at a scaling level

i depends on the partial function along the z-axis. If the z-component is a



130 CHAPTER 5. HIGH-RESOLUTION WAVELET SPLATTING

scaling function, 2rscaling;i splats are performed. Otherwise the partial function

is a wavelet function and the number of projections is 2rwavelet;i. 3 of the 7
wavelet basis functions contain scaling functions and the remaining 4 contain

wavelet functions as partial functions along the z-direction, so that the total

number of projections for all 7 wavelet basis functions at level i is 3(2rscaling;i)+
4(2rwavelet;i). Since there are 8i wavelet coe�cients at scaling level i for each

wavelet type, the total number of projections at the scaling level i is

Nsplat(n; i) = 8i � 2(3rscaling;i + 4rwavelet;i)

= 2no+2i � 2(3rscaling + 4rwavelet)

= n � 4i � 2(3rscaling + 4rwavelet):

The total number of projections is given by the projection of the coarsest scaling

function plus the wavelet projections of all scaling level, thus

Nsplat(n) = 2rscaling;0 +
n0�1X
i=0

Nsplat(n; i)

= 2rscalingn+ 2(3rscaling + 4rwavelet)n �
n0�1X
i=0

4i

= 2rscalingn+ 2(3rscaling + 4rwavelet)n � 4
n0 � 1

3

= (2rscaling +
8

3
rwavelet)n

3 � 8

3
rwaveletn: (5.7)

= O(n3):

A�ected sheet bu�er locations

Like the number of projections, the number of a�ected sheet bu�er locations

can be calculated by summing the products of the wavelet coe�cients per level

and the a�ected sheet bu�er locations of the wavelet basis functions per level

over all scaling level. The size of a three dimensional wavelet basis function

at a scaling level i is (2rscaling;i)
2(2rwavelet;i), if the basis function contains two

scaling and one wavelet function, (2rscaling;i)(2rwavelet;i)
2, if the basis function

contains one scaling and two wavelet functions, or (2rwavelet;i)
3, if all three

partial functions are wavelets. All 7 three dimensional wavelet functions cover

an area on the sheet bu�er, which has a size of

S(i) = 3(2rscaling;i)
2(2rwavelet;i) + 3(2rscaling;i)(2rwavelet;i)

2 + (2rwavelet;i)
3

= 23(n0�i)
�
(2rscaling + 2rwavelet)

3 � (2rscaling)
3
�
:
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There are 8i wavelet coe�cients in one scaling level for every basis function, so

that the complexity to project all wavelet coe�cients of level i is

Nlevel(n) = 8i � S(i)k2
=

�
(2rscaling + 2rwavelet)

3 � (2rscaling)
3
� � k2n3:

This means that the di�erent scaling levels have the same complexity if all

wavelet coe�cients are splatted. Since there are n0 = logn scaling levels and

each splat of a scaling coe�cient at level 0 a�ects (2rscaling;0)
3k2 sheet bu�er

locations, the complexity of the entire volume reconstruction step is

Nsheet(n) = (2rscaling)
3k2n3 + lognNlevel(n) = O(n3 logn): (5.8)

5.5.1 B-splines

To compare the complexity of both the complete version and the wavelet version

of high-resolution splatting, cardinal B-spline functions of order j 2 f2; 3; 4g
were used as scaling and reconstruction kernel functions. As discussed in section

(3.4.2) these functions have a support of

supp(�j(x)) = [0; j]:

The corresponding B-spline wavelet functions of order j have a support of

supp( j(x)) = [0; 2j � 1]:

The support of the B-spline scaling and wavelet functions may be used to

substitute the radii of the wavelet and scaling functions in equation (4.9), (5.7)

and (5.8) by the B-spline order j. Since

2rkernel = 2rscaling = j and 2rwavelet = 2j � 1;

the complexity of the complete high-resolution splatting method may be written

as

Nsheet(n) = k2(jn)3;

and the complexities of high-resolution wavelet splatting may be expressed in

terms of j by

Nsplat(n) =

�
11

3
j � 4

3

�
n3 �

�
8

3
j � 4

3

�
n (5.9)

and

Nsheet(n) = k2(jn)3 + logn
�
(3j � 1)3 � j3� � k2n3:

For the next subsection we also need the number of splats for the complete

high-resolution splatting method. This method cuts the reconstruction kernel
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function into 2rkernel slices of thickness �z = 1, so that the number of splats

for all n3 volume elements is

Nsplat(n) = 2rkerneln
3 = j � n3: (5.10)

Now, equations (5.9) and (5.10) can be used to examine the high-resolution

wavelet splatting method applied to compressed volumes.

5.5.2 Wavelet compressed volumes

Wavelet based compression schemes are well known to yield high compression

rates. As described in section 5.2 volumes are compressed by dropping all wave-

let coe�cients whose value is smaller than a preselected threshold. Hence, a

wavelet compressed volume holds only pn3 of all n3 wavelet coe�cients, where

0 < p � 1 measures the compression rate. Even though the number of pro-

jections for the complete version and the wavelet version of high-resolution

splatting are in the same complexity class, i.e. O(n) = n3, they di�er in the

values of their constants. In the following we want to �nd a threshold for p,

so that high-resolution wavelet splatting needs fewer projections than complete

high-resolution splatting. This may be achieved, if the number of projections

needed for the pn3 coe�cients of the compressed volume is smaller than the

number of projections needed for all n3 volume elements when using the com-

plete high-resolution splatting method. Thus, following equations (5.9) and

(5.10), p has to satisfy the relation�
11

3
j � 4

3

�
pn3 < jn3;

where the linear term in equation (5.9) for the wavelet version has been dropped.

This yields a threshold T (j) for p depending on the order j of the B-spline

function used for volume reconstruction,

T (j) =
3j

11j � 4
:

This functions decreases with an increase of j, but since

lim
j!1

T (j) =
3

11
� 0:27;

the function T (j) has a lower boundary. Hence, if p is less than 0:27, high-
resolution wavelet splatting needs fewer projections than the complete version of

high-resolution wavelet splatting. Wavelet compression schemes easily achieve

such compression rates.

Unfortunately a similar approach does not work for the second complexity mea-

surement, the number of a�ected sheet bu�er locations, since the complexity

for high-resolution wavelet splatting is in a worse complexity class.
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5.6 Experimental results

In this section we present the practical results we collected with high-resolution

wavelet splatting. We use the same three test data sets as in the previous

chapter for the comparison of the various splatting methods, i.e. the ripples

data set, a CT scan of a human pelvis and an MRI scan of a human head.

In order to perform a full wavelet transform in all three dimensions we cut a

volume of size 1283 out of the CT data set. For the same reason we increased

the size of the MRI scan of a human head by adding 44 volume slices to get

1283 voxel.

5.6.1 Image quality

In our �rst test we compare the images of complete high-resolution splatting

with the images of high-resolution wavelet splatting. When splatting all wavelet

coe�cients, i.e. the volumes are not compressed, both methods should yield the

same results. However, using a trilinear reconstruction kernel function and B-

spline wavelets of order 3, we measured an average absolute error of 11:39 for the
ripples data set, 5:18 for the CT scan and 3:25 for the MRI scan. These errors

are caused by cutting o� the sequences (ai)i2Z and (bi)i2Z of �lter coe�cients

for the wavelet transform. These sequences have an in�nite length for B-spline

wavelets, so that numerical error can hardly be avoided. Furthermore, our

implementation repeats the volume at the boundaries, which introduces errors

at these boundaries. A correct solution requires endpoint interpolating B-spline

reconstruction kernel functions and endpoint interpolating B-spline wavelets.

To produce the graphs that show the compression rate and the introduced error

by dropping wavelet coe�cients, we omitted all coe�cients, whose amplitude

is below a preselected threshold. Fig. 5.4 shows the average absolute error of all

three volume data sets for various thresholds. Up to a threshold of 12 both the

ripples data set and the CT scan of a human pelvis have relatively small errors

of less than 5:63 and 5:09 respectively. At a threshold of 14 the absolute average
error increases signi�cantly to 16:05 and 10:96. Fig. 5.5 shows the ripples data
set reconstructed from wavelet coe�cients with amplitudes larger than 0, 2,
4, 12, 14 and 64. Fig. 5.6 contains the images of the pelvis data set for the

thresholds 0, 12, 14, 16, 32 and 64. The MRI data set of a human head behaves

even better. Until a threshold of 16 the average absolute error stayed below

2:72. The average absolute error increase to 8:74 at a threshold of 32. Fig. 5.7
shows the MRI data set for the thresholds 0, 16, 32 and 64.
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Figure 5.4: Graph showing the average absolute error of all three test data

sets for various thresholds.

Figure 5.5: The ripples data set rendered using the high-resolution wave-

let splatting method and dropping wavelet coe�cients that are

smaller than 0, 2, 4, 12, 14 and 64 (from the top left to the

bottom right).
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Figure 5.6: The pelvis data set rendered using the high-resolution wave-

let splatting method and dropping wavelet coe�cients that are

smaller than 0, 12, 14, 16, 32 and 64 (from the top left to the

bottom right).

The compression rates are measured by the percentage of retained wavelet

coe�cients. Fig. 5.8 contains the compression rates of all three data sets for

various thresholds. The CT scan of a human pelvis and the MRI data set

achieve very high compression rates. For the wavelet transformed pelvis data

set only 3:55% of the wavelet coe�cients have an amplitude larger than 12.
Note, that the average absolute error for this threshold is only 5:09. The MRI

data set achieves even higher compression rates. At a threshold of 16, only
1:27% of the wavelet coe�cients are left and the average absolute error is 2:72.
The ripples data set was constructed to be a very demanding test data set for

reconstruction kernel functions [40] and thus contains many details of various

sizes. Therefore the compression rates are not as low as the compression rates

of the other two data sets. However, only 19:95% of the wavelet coe�cients

of the ripples data set are greater than the threshold of 12. the corresponding
average error is 5:63, which may hardly be noticed.
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Figure 5.7: The MRI scan of a human head rendered using the high-

resolution wavelet splatting method and dropping wavelet co-

e�cients that are smaller than 0, 16, 32 and 64 (from the top left

to the bottom right).
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Figure 5.8: Graph showing the percentage of retained coe�cients of all three

test data sets for various thresholds.
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Beside rendering wavelet compressed volumes directly, high-resolution wavelet

splatting may also be used to render volumes at a varying level of detail. This

is particular useful if the resolution of the volumes is much higher than the

screen resolution. In this case it is not necessary to render �ne details. Coarser

versions of the volumes may easily produced by omitting all wavelet coe�cients

of the highest scaling level during the volume reconstruction step. As an ex-

ample Fig. 5.9 contains images of the MRI data set of a human head that are

reconstructed with a decreasing level of detail. Hence high-resolution wavelet

is able e�ciently support the multi-resolution property of wavelet transforms,

which provides a control over the level of detail in volume data sets.
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Figure 5.9: The MRI data set rendered with di�erent levels of detail: the

number of scaling levels that are rendered is decreased from all

seven scaling levels (top left image) to only the two lowest scaling

levels (bottom right image).
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5.6.2 Performance

As with the high-resolution splatting methods the implementation of our wave-

let splatting method is not hardware supported. All tests were performed on

a PC equipped with a 400 MHz Pentium II processor. The graph in Fig. 5.10

shows the rendering times of all three test data sets for various thresholds. As
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Figure 5.10: Graph showing the rendering times of all three test data sets

for various thresholds.

expected the rendering times for all three data sets decrease with an increas-

ing threshold, i.e. the compression rate. As discussed earlier the ripples data

set and the pelvis data set may be represented by wavelet coe�cients, whose

amplitude is above the threshold of 12 without introducing major errors. The

rendering times for this threshold decreased from 51s to 25s for the ripples data
set and from 327s to 131s for the pelvis data set. The rendering times for the

MRI scan of a human head decreased from 342s to 142s at a threshold of 16.
However, the rendering times are still higher than the ones of the complete

high-resolution splatting method, which are 14s for the ripples data set, 94s for
the pelvis data set and 76s for the MRI scan of a human head.

5.7 Conclusion

In this chapter we presented an enhancement to the complete high-resolution

splatting method, which makes it possible to render wavelet transformed vol-

ume data sets directly without performing an inverse transform �rst. The

new method is called high-resolution wavelet splatting. The only part of the

complete high-resolution splatting method that is changed is the volume recon-

struction or splatting step. Instead of projecting sample values, high-resolution
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wavelet splatting projects the wavelet coe�cients for the di�erent wavelet bases

and scaling levels. Therefore the footprint table now holds wavelet functions

rather than reconstruction kernel functions. We introduced a compact storage

scheme to hold the wavelet footprint tables, since these tables become huge.

We also presented an e�cient method to traverse the octrees in order to obtain

all wavelets that a�ect a given volume slice. The splat of a single wavelet may

be performed in the same way as with the complete high-resolution splatting

method. No further changes are necessary for the shading or compositing steps

of the algorithm.

Our main intention to enhance high-resolution splatting to be able to render

wavelet transformed volumes directly was to decrease the rendering times. As

seen in the practical results section, this goal could not be reached. This is

not very surprising, since we have shown that pure software implementations

lie in a worse complexity class (O(n3 logn)) than standard splatting and both

versions of high-resolution splatting (O(n3)). The higher rendering times are in

line with the results of Westermann [71], who developed a ray casting method

to render wavelet transformed volumes.

Dropping wavelet coe�cients during the reconstruction step did not improve

the result signi�cantly. Even though we could omit a lot of wavelet coe�cients

without introducing large errors, the rendering times are still higher than those

of the other non-hierarchical splatting methods. The reason for this is that

usually only wavelet coe�cients carrying �ne details can be dropped. The

corresponding wavelets have a small support and thus they do not have a major

impact on the rendering times. The wavelet coe�cients of the coarsest scaling

levels, however, have a much bigger support, so that the reconstruction of

those wavelets is far more expensive. Unfortunately, these wavelet coe�cients

can usually not be dropped.

Implementations of high-resolution wavelet splatting may e�ciently be sup-

ported by polygon rendering hardware, where the footprint table is mapped

as a texture image onto a polygon. This may speed up the entire rendering

process, since the reconstruction and compositing steps can be completely per-

formed in hardware. Under the assumption that the hardware is su�ciently

fast that the size of the projected wavelet function does not have an in�uence

on the rendering time, we have shown that high-resolution wavelet splatting is

in the same complexity class as standard splatting. Furthermore, we calculated

a lower threshold for the compression rate, at which hardware supported im-

plementations of high-resolution wavelet splatting may be expected to be faster

than the complete version of high-resolution splatting. All three test data sets

easily achieved these compression rates.

As seen in the practical results unit, high-resolution wavelet splatting could be

used for multi-resolution imaging, where it can take advantage of the multi-
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resolution property of wavelet representations. This could be useful to preview

huge volume data sets very quickly.

The complexity calculations in this chapter could motivate further research to

render band-pass signals. The complexity to reconstruct one single scaling level

is O(n3). By dropping small coe�cients the rendering times could be reduced.

However, since this results in a band-pass signal, the shading model needs to

be modi�ed accordingly.
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Chapter 6

Conclusion and future directions

This �nal chapter summarises the main results of this thesis and points out

directions for future research.

Conclusions

In this thesis we explored modi�cations and extensions to a popular volume

rendering method, called splatting. As a result we developed three new vol-

ume rendering techniques that are based on the splatting method. All three

proposed rendering methods are associated with the same optical model for

volume visualisation, the emission-absorption model. The �rst two methods,

collectively called high-resolution splatting, are concerned with improvements

of image quality and rendering times. The third method, called high-resolution

wavelet splatting, incorporates the ideas of wavelet representations. Wave-

let based volume rendering has great potentials for the visualisation process

as well as for analysis purposes. All three methods are thoroughly evaluated

and compared with current standard volume rendering techniques in order to

demonstrate the advantages and innovations of the proposed concepts. This

thesis consists of two major parts, which are described in the following para-

graphs.

High-resolution splatting: Chapter 4 provides a mathematical description

of standard splatting, from which it is possible to compare results from

standard splatting with the theoretical results of the emission-absorption

model. This comparison reveals errors of splatting. The correction of

these errors motivates the high-resolution splatting methods. The �rst

method, called fast high-resolution spatting, uses footprint functions sim-

ilar to those of standard splatting. But in contrast to standard splat-

ting the order of colour/opacity calculations and volume reconstruction is

143



144 CHAPTER 6. CONCLUSION AND FUTURE DIRECTIONS

swapped. A further modi�cation corrects view angle distortions of stan-

dard splatting. In all test cases considered here, the rendering times of

the fast high-resolution splatting method are lower than those of standard

splatting. All images of our new method are signi�cantly sharper than

the ones computed by standard splatting, which is a result of the swapped

order of volume reconstruction and colour/opacity calculations.

The second method, called complete high-resolution splatting, cuts the

reconstruction kernel function into slices parallel to the volume slices.

This changes the footprint function from a two dimensional function to a

three dimensional one. Now, when projecting all sample values of one vol-

ume slice, the corresponding contributions of the adjacent volume slices

are projected as well, which improves the reconstruction along the line

of projection. We showed that the complete high-resolution splatting

method produces images that are signi�cantly more correct than images

computed by standard splatting. Furthermore both high-resolution splat-

ting methods e�ciently support the use of arbitrary reconstruction kernel.

The complete high-resolution splatting method may be enhanced by re-

constructing intermediate slices between two adjacent volume slices. The

more intermediate slice are constructed the closer the approximation to

the emission-absorption model. We showed that in the limit, i.e. by re-

constructing an in�nite number of intermediate slices, the enhanced high-

resolution splatting method computes arbitrary close approximations to

the emission-absorption model.

High-resolution wavelet splatting: The second signi�cant contribution of

this thesis, discussed in chapter 5, is an enhancement of high-resolution

splatting, in which it is possible to render wavelet transformed volumes

directly without performing an inverse transform �rst. Instead of splat-

ting the sample values, the new method projects the wavelet coe�cients.

In contrast to high-resolution splatting that uses only one single foot-

print function, our new wavelet splatting method uses several footprint

functions that hold the di�erent wavelet basis functions of various scal-

ing levels. We present a very e�ective storage scheme for the footprint

tables. Furthermore the high-resolution wavelet splatting method takes

advantage of the spacial organisation of the wavelet functions in order to

compute their positions within the volume and to �nd all wavelet coe�-

cients whose corresponding wavelet function a�ects a given volume slice.

This is necessary to project the wavelet functions.

The complexity of the high-resolution wavelet splatting method is calcu-

lated in terms of two di�erent measurements. The �rst one counts the

number of sheet-bu�er locations that are processed during the reconstruc-

tion step. Following this measurement, which is useful for pure software

implementations, high-resolution wavelet splatting has a complexity of
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O(n3 logn). The second measurement counts the number of splats that

are performed in order to reconstruct volume slices. With this measure-

ment high-resolution wavelet splatting has the same complexity as other

splatting methods, i.e. O(n3). This measurement is valid under the as-

sumptions that each splat is entirely performed using texture mapping

hardware, and that then the size of the footprint tables has no impact on

the execution times. However, due to the lack of Graphics hardware, this

assumption could not be veri�ed.

By dropping wavelet coe�cients of small amplitude, we can take advan-

tage of coherence within volumes, given by the wavelet representation,

and reduce the number of wavelet coe�cients that are projected. We also

computed a lower threshold for the percentage of retained wavelet coe�-

cients, at which high-resolution wavelet splatting performs fewer projec-

tions than the complete high-resolution splatting method.

However, the rendering times are still higher than those of the non-

hierarchical splatting methods, since the coe�cients that were dropped

only represent �ne details. The corresponding wavelet functions have a

small support and thus omitting those coe�cients during the reconstruc-

tion step does not reduce the execution times signi�cantly.

With high-resolution wavelet splatting it is possible to specify the level

of detail to be rendered. This may be used to adjust the level of detail

within the volume to the resolution of the image, e.g. if the image resolu-

tion is lower than the resolution of the volume, the wavelet coe�cients of

the highest scaling level can be omitted during the reconstruction step.

Future directions

Splatting is a fast volume rendering method, since the most expensive step,

the projections of the volume samples, may be completely performed using

texture mapping hardware. However, our implementation of the three high-

resolution splatting methods is not hardware supported. An interesting area

of future work are implementations that use texture mapping hardware for the

projections of the sample values / wavelet coe�cients and the compositing of

the sheet bu�er to the �nal image. Since over 75% of the execution times

is spend on the reconstruction and compositing steps, a hardware supported

implementation may speed up the rendering process signi�cantly.

The high-resolution wavelet splatting method builds many avenues for further

research, since it provides a general framework to render wavelet transformed

volumes. We presented examples to render wavelet compressed volumes as well

as to visualise volumes with a decreasing level of detail. It could be interesting

to splat only wavelet coe�cients of a particular scaling level, so that the result-
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ing image only contain details of a certain size. This may be used to look for

�ne fractures in bones or cracks in engine blocks.

In a broader context, it can be expected that all three high-resolution splatting

methods may be accelerated greatly by parallelism or distributed computing

environments. The three rendering techniques proposed in this thesis are well

suited for this type of architecture: all volume slices can be reconstructed in

parallel, so that each slice has a separate sheet bu�er. The various sheet bu�er

may also be shaded in parallel. Finally the compositing step can partly be

performed in parallel, since every two adjacent sheet bu�er may be composited

in parallel, so that the n compositions take only O(logn) time.
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