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ABSTRACT 

An IP flow represents a group of packets that share the same attribute such as their 

source address. The ever-growing network traffic produces an enormous number of 

flows. Recent studies attempt to simplify and mine flows in order to understand the 

network’s behaviour. The traditional technique of packet aggregation to 5-tuple flows 

provides understanding of the flows themselves, but fails to capture an understanding of 

the aggregated end-point that generates flows: the IP host. 

This thesis describes the design, development and analysis of a measurement method 

that identifies an IP host from network traffic. A conceptual model of IP host 

aggregations has been designed to summarize traffic: from 5-tuple to 2-tuple and finally 

to 1-tuple IP host. Using the framework, various observations and analyses have been 

conducted at the host level, including empirical distributions and behaviour 

relationships. 

Several host characteristics and applications are examined from real-world network 

data, such as characterizing host interaction variability and identifying hosts that are 

potentially significant. 
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1. INTRODUCTION 

From the 1990s on, many insights have been explored when network packets were 

aggregated into small train-like blocks, i.e. what is now called a flow. That aggregation 

is simple, scalable and provided technical benefits for network researchers and 

operators, such as protocol modelling, router caching and per-flow reservation. Today’s 

existing flow based schemes are widely used to perform many observations and 

analyses.  

With an ever-growing number of flows and emerging traffic types observed in 

today’s network, there have been a wide range of studies that attempt to simplify and 

mine the flows in order to better understand the traffic behaviour. The traditional packet 

aggregation to 5-tuple flows not only requires complicated analysis techniques, but also 

provides minimal help in understanding the end-system that originally generates them: 

an IP host.  

We regard an IP host as a generic and versatile device, which may run several 

applications simultaneously. This device can be a client, server or hybrid such as p2p. A 

single IP host can generate many packets, flows and interactions. In addition, hosts may 

stay in the network for an arbitrary amount of time, carrying out various data 

transmissions. The traditional flows are individual, i.e. they do not provide any 

information about other flows generated by the same host. Understanding host 

characteristics improves in the network management division such as performance, 

security, bandwidth, fault, and accounting. 

This thesis reveals IP host behaviours that are useful and important for network 

researchers and operators. A new framework of conceptual tuple aggregation is 

proposed to summarize and reduce network traffic data at various levels: from 5-tuple to 

2-tuple and finally to 1-tuple (which we regard as an IP host). We observe and analyze 

various empirical distributions of host dynamics. Our analyses discover several 

remarkable host behaviours such as identifying significant hosts and classifying host 

interaction variability. Our framework is demonstrated empirically using several years 

of real-world network traffic data. 

  



2 

1.1. Problem Statement and Motivation 

There have been many studies focused at the 5-tuple1 flow level to understand their 

characteristics, which are considered useful for network researchers and operators. In 

particular a flow is a useful object in network measurement because: 1) It represents a 

series of packets that share common attributes: source/destination IP address, 

source/destination port address and protocol, thereby revealing abstract packet-train 

behaviour. 2) It does not contain entire packet data; instead, it only contains crucial 

information such as total packets, total bytes and duration. 3) It represents a partial 

connection (e.g. host A to host B) that can be used in network management tasks, such 

as traffic engineering. 4) It identifies a part of application traffic since it holds the 

attributes such as source and destination port address, e.g. a flow with source port 

address 80 would represent a flow originating from a HTTP server.  

The flow objects are built by a traffic meter (such as an IP router) watching the 

packets on a network link, and a list of flow entities is periodically reported to the 

operators to be analyzed. Several flow behaviours have been researched to understand 

their characteristics. However, some weaknesses of the flow are found currently:  

1) Workload in data mining of a large flow traffic increases with the complexity of 

analysis technique. There have been many extensive studies on finding various 5-tuple 

flow characteristics with complex algorithms, e.g. traffic clustering [McGregor et al. 

(2004)]. 2) Flows reveal no useful information of how they are ultimately produced or 

aggregated to a higher level of their originator, an IP host. Some IP hosts may produce 

only a few flows, while other IP hosts may produce many flows, which can reveal 

typical application behaviours. Further, some of those flows may only be destined to 

one recipient IP host (i.e. destination IP address). 3) Given that almost every protocol is 

carried by the Internet Protocol regardless of whether it is elastic (e.g. email) or inelastic 

(e.g. voice) traffic, few studies have been conducted that attempt to understand IP hosts 

as ‘whole’ entities in the network. For example, how would an IP host A be more or less 

significant as compared to IP host B, or to the rest of the hosts? How would ISPs select 

some of those significant IP hosts in their network?  

                                                 

1 Five fields in the IP packet header: source/destination IP address, source/destination port number, and 
protocol number. See details in chapter 2.2.1. 
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Recent studies are focusing on ‘IP hosts’ behaviours. Simpson et al. (2006) presented 

empirical models of end-user network behaviours for NETI@home2. They observed 

distributions such as bytes sent/received, user thinking time, IP interactions, and server-

visit frequencies. They find that their model represents a wide range of network users, 

which can be useful for accurate models for simulation. Verkaik et al. (2006) 

investigated historical host communications to distinguish malicious traffic patterns. 

Karagiannis et al. (2007) observed how hosts interact with other hosts by profiling them 

into behaviour groups. They find that group memberships evolve slowly over short time 

scales, yet the majority of the groups may change over longer periods of time. Iliofotou 

et al. (2007) proposed a visualization of host interactions using port-based criteria to 

observe diversity in their patterns. Visual inspection allows network operators to 

identify application behaviours, e.g. server, client, p2p or malicious hosts. Guha et al. 

(2008) measured healthiness of IP hosts in the enterprise network, finding that as many 

as 34% of flows produced by them are not useful, e.g. hosts are producing multiple 

connection retries to services that are not present, due to the hosts’ lack of environment 

awareness.  

Although some of the aforementioned studies refer to ‘host’, many use ‘host’ in ways 

that cannot readily be observed by our traffic meter. This is because authors have their 

own view of the way IP hosts behave, e.g. some may exclude IP servers and instead 

focus on clients, while others may only be interested in p2p behaviours, and only 

consider p2p hosts. One could indeed consider the flow defined as ‘source-destination 

IP pair’ to study the IP level, in exchange for losing the granularity of its underlying 

tuple behaviours. In short, there is no common approach to measuring the IP host 

passively using a traffic meter. We consider that it is particularly important to develop 

concise analysis schemes that are simple to implement yet yield an insight into host 

characteristics.  

In this thesis, we consider a network measurement system that can observe and 

analyze at the IP host level, so as to better understand IP host behaviours. The system 

logically needs to associate the 5-tuple flows with their IP hosts. Our host definition is 

generic and versatile; it regards the network traffic as being produced by a series of 

                                                 
2 NETI@HOME, http://www.neti.gatech.edu/, last accessed January-2009  
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packets, flows and interactions. These hosts may stay in the network for various 

durations carrying out diverse data transmission. Using this, the framework of IP host 

aggregation, host characteristics and pragmatic application examples are studied in this 

thesis. 
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1.2. Contributions and Overview 

This thesis describes the design, observation and analysis of IP hosts, which assists 

the traditional flow-based analysis. It demonstrates that one can observe the network 

traffic at various levels of an aggregation hierarchy. We propose a conceptual IP host 

model of aggregating the tuples (e.g. 5-tuple flows to 2-tuple interactions and 1-tuple 

hosts finally) to show how they can help us better understand the network as whole.  

Using the model, we observe empirical IP host behaviours in association with their 

flows and interactions. Various relationships and their characteristics are observed. 

Appropriate modelling functions are applied and explained to aid the observation. Using 

simple schemes, pragmatic host behaviours are examined to identify significant or 

abnormal hosts. We also reveal how a host interacts with other hosts, and their 

interaction variations. Our observations and analyses are conducted empirically with 

real network data, so as to evaluate the similarities and differences of host compared to 

traditional concepts.  

The thesis is organized as follows. Background and related traffic measurements are 

discussed in this chapter. Chapter 2 illustrates our conceptual model of IP aggregation 

and explains various aspects of aggregation techniques. The rest of the chapters (3, 4, 5 

and 6) contribute topics of measurement observations and analyses. Each chapter 

contains its own motivation, results and summary. 

Chapters 3 and 4 observe the IP hosts’ characteristics by their distributions such as 

size and lifetime. In particular, chapter 3 [Lee and Brownlee (2007c)] examines how a 

typical 5-tuple flow can be aggregated as a bidirectional flow so as to distinguish two 

flow types: one-way and two-way flows. This leads to chapter 4 [Lee and Brownlee 

(2007a), Lee and Brownlee (2007d)], which examines various characteristics of the IP 

host, such as its number of flows, interactions and duration.  

Chapters 5 and 6 demonstrate application examples that can be useful in network 

operation. Chapter 5 [Lee and Brownlee (2008)] develops a scheme that measures the 

characteristics of hosts’ interaction variation, e.g. similarity of interactions in terms of 

their number of flows, transmission size or lifetime. Such variations show a range of 

host behaviours and their changes over time. Chapter 6 [Lee and Brownlee (2007b)] 

explains why network operators may consider some IP hosts to be more significant than 

others in terms of their behaviour patterns, e.g. p2p, proxy, and malicious hosts. It 
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proposes a method which finds potentially significant hosts by applying a 

scoring/ranking mechanism, allowing one to identify those hosts that exhibit high scores 

and unusual score variations. 

Chapter 7 concludes the thesis and proposes future work. 
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1.3. Background 

1.3.1. History 

Before 1960, electronic devices were mostly utilized without interconnections, and 

centralized mainframe communication was the only widespread pre-networking 

scheme. With demanding wakeup calls imposed by the U.S. such as military 

communications, there needed to be a way for devices to share information across long 

distances. In particular, reliable interconnectivity was one of the critical considerations, 

and the packet switching network scheme was designed by the mid 1960s. By 1969, 

ARPANET by ARPA3 implemented the first working packet switching network by 

using four nodes4. This was improved to support more nodes by 1977, and finally a 

reliable protocol suite, TCP/IP, was standardized in 1983. By the 1990s, ‘killer 

applications’ such as Email, Remote login and Usenet news became the breakthrough 

use of the network. Soon after, standardized information retrieval (HTTP and WWW) 

gained widespread usage in today’s Internet. Since then, the Internet became ubiquitous 

and is still growing rapidly. 

The concepts of packet-switching explored by Baran (from RAND5) in 1962 are only 

subtly different from today’s network system; introduce redundant nodes and truncate 

the messages into smaller separately-forwarded pieces. One key assumption was that 

any node connectivity can fail at any time. From this, the following combined 

configurations are what our networks are now made of. 1) Decentralized: every client 

node is connected to one server node and the server nodes are inter-connected to each 

other. The messages are delivered and relayed by those servers. 2) Distributed: all nodes 

act as both server and client. Any message can be forwarded by any node. 

The decentralized concept improves network resilience by having multiple server 

nodes, but the client nodes that are connected to a failed server are unable to forward 

messages to other nodes. The distributed approach avoids the problem by having a 

‘meshed’ setup where any node can send and receive messages. With a combined 

                                                 
3 Defense Advanced Research Projects Agency, http://www.darpa.mil/, last accessed November-2008  
4 Stanford Research Institute, UC Santa Barbara, UC Los Angeles and University of Utah 
5 Paul Baran and the Origins of the Internet, http://www.rand.org/about/history/baran.html, last accessed 
January-2009  
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configuration, Baran’s architectures were designed to withstand almost any form of 

disaster without interrupting message delivery. Furthermore, rather than delivering a 

full message to the destination node, the message is sliced into smaller chunks called 

packets. This way, a node responsible for the delivery routes individual packets instead, 

allowing independent packet delivery to nearby nodes so as to provide a best-effort 

service. The packets are retransmitted if not successfully delivered. In this, the 

packetized data was highly scalable and flexible, meeting the initial demand: reliable 

message delivery. Over the years, network architectures have been improved 

dramatically to be more resilient, making today’s Internet a blend of the decentralized 

and distributed models.  

Specifically, a design principle of pervasive IP usage (often called the ‘IP hourglass’ 

or ‘IP over everything’) supports both existing and emerging protocols. This allows 

diverse applications (e.g. HTTP, FTP) and transports (e.g. TCP, UDP) to be 

encapsulated by IP to be routed globally, while disregarding the underlying 

communication media (e.g. optical fibre, wireless). The concept of enabling the data to 

be transmitted and received over the ubiquitous IP network worldwide was one of the 

key successes of this approach. 

Internet traffic continues to grow, in step with the number of Internet users and the 

bandwidth available to them. With evidences of bandwidth growth doubling annually 

[Coffman and Odlyzko (2002)], network traffic is ever increasing with multipurpose 

applications. By January 2009, over 625 million IP hosts were registered 6  in the 

network. Traditional business models have been phased out and are being replaced by 

Internet technology. We see this, for example, with monetary transactions (online 

banking), real-time streaming (VoIP, IPTV), mobility (3G/4G, Wi-Fi) and sharing (p2p, 

social networks). Such convenience allows many people to perform numerous daily 

tasks, ranging from entertainment to critical tasks.  

 

  

                                                 
6 Internet Systems Consortium, http://www.isc.org/, last accessed March-2009  
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1.3.2. Network Management 

Network management is an important activity that supports network performance 

and growth. It involves various activities related to the operation, administration, 

maintenance, and provision of networked systems [Clemm (2006)]. With many systems 

interconnected, there are many challenges in keeping the network in good shape. Those 

challenges often arise from three broad interests: Commercial, Social, and Technical 

[Crovella and Krishnamurthy (2006)]. 

From a commercial point of view, network manufacturers and Internet Service 

Providers (ISPs) are interested in monitoring network performance, such as how their 

devices perform by measuring IP router packet forwarding rates, how their servers 

handle load by measuring web-page sizes. In addition, they are interested in efficient 

bandwidth management by measuring traffic volume for accounting/billing and carrying 

out traffic engineering by load balancing the network links. This includes understanding 

the structure of Internet topology relationships [Faloutsos et al. (1999)]. 

From a social point of view, network activity statistics can give insights into issues 

that Governments, researchers, and corporations may desire to have about social 

implications of Internet use. For example, studies on social-networking media 

(YouTube [Cha et al. (2007)], Facebook [Nazir et al. (2008)]) attempt to find various 

relationship of how people interact each other. Also, file-sharing applications such as 

p2p [Karagiannis et al. (2004a)] triggered a new paradigm of bandwidth control along 

with new policies enforced by corporations. 

From a technical point of view, it is a challenging task to understand how packets, 

flows and IP hosts behave in different network locations. For example, understanding 

behaviours of arrivals [Paxson and Floyd (1995)], self-similarity [Crovella and 

Bestavros (1997)] and file size distributions [Downey (2001)] can aid fundamental 

modelling of network traffic. Further, Barford and Plonka (2001) showed that there are 

enormous amounts of unwanted and misbehaving network traffic, such as spam, 

phishing and Denial of Service attacks. From this, traffic management has become a 

high priority issue for network operators, and achieving appropriate procedures often 

interlaces with the aforementioned issues. For example, using Deep Packet Inspection 

(DPI) to throttle p2p traffic for the fairness of customers, could cause privacy issues 

[Goth (2008)].  
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Thus, it is important to perform traffic measurement, a fundamental step towards 

understanding the network behaviours. Brownlee and Claffy (2004), over the decades of 

measuring Internet traffic, summarized that “Network measurement is still a discipline 

in its infancy, but it holds a vital key to the health of the current and future Internet”. In 

particular, Arlitt and Williamson (2007) summarized several technical challenges in 

network measurement, such as application masquerading using arbitrary port numbers 

to avoid p2p detection, and inappropriate use of protocol features such as using TCP’s 

RST flag to reclaim memory resource. Also, a growing complexity of inter-networking 

devices such as NAT and packet shapers can affect various network behaviours. 

 

1.3.3. Network Measurement 

Creating measurement infrastructure for internet research can be a difficult task that 

needs to be addressed. Murray and Claffy (2001) described five goals. 1) Establishing 

traffic usage logging so as to monitor normal versus abnormal activities. 2) Detecting 

and localizing specific network problems such as attacks and router misconfigurations. 

3) Identifying traffic bottlenecks as well as provisioning problems. 4) Maintaining a 

data archive for long-term trend analysis. 5) Enabling special-purpose data collection 

for particular experiments.  

In a large organization, the network is often measured using various components. 

Cáceres et al. (2000) described their AT&T network infrastructure forming ‘Data 

sources’, ‘Data warehouse’ and ‘Privacy measures’. The Data sources produce a large 

number of data sets such as packet headers, flow statistics and routing tables. The Data 

warehouse comprises processor platforms and storage spaces. The Privacy measures 

concern ensuring user privacy, by encrypting IP addresses as soon as they are read from 

the network, and discarding most of the user data.  

Paxson (2004) examined measurement strategies that consider understanding the 

strengths and limitations of process, e.g. precision in time clocks, meta-data of packet 

traces, accuracy of traffic filters, misconception of results, and calibrating outliers. In 

addition, dealing with large volumes of data to ensure that they are reproducible in later 

stages needs to be considered. Furthermore, making the dataset publicly available to 

research community with helpful information, such as topology configuration, link 

bandwidth and number of packet drops, are recommended. The National Laboratory for 
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Applied Network Research (NLANR7) and The Waikato Internet Trace Storage (WITS) 

by WAND8 organization maintains several longitudinal traces with a detailed summary 

publicly for anyone who is interested in the traffic measurement. 

 

            

Figure 1.1: active and passive measurement example 

[left] active measurement (traceroute) example, a probe transmits packets across the 
networks measuring each hop delay. The packet injection consumes bandwidth, but 
evaluates the network performance independently.  

[right] passive measurement example showing two network sites A and B. Traffic 
meter is tapped at the aggregated link, capturing all the packets passing without 
interrupting the traffic. The captured packets can be summarised by the meter in various 
ways, such as ‘flow data’. 

 

There are two widely used paradigms in network measurement: active and passive 

(as illustrated in Figure 1.1). These complement each other and both are valuable 

depending on the measurement requirement. In active measurement, a device creates 

additional traffic by sending packets through the various networks in order to examine 

their status, which can be useful in network diagnosis. For example, ‘ping’ and 

‘traceroute’ are widely used tools, which can test reachability of the remote network 

system and measure round trip times (RTT). 

In passive measurement, a device does not generate traffic. Instead it watches the 

traffic passing by, which allows it to capture real traffic. Such devices are often called 

                                                 
7 NLANR PMA - Passive Measurement and Analysis, http://pma.nlanr.net/, last accessed November-2008  
8 Waikato Internet Traffic Storage, http://www.wand.net.nz/wits/, last accessed November-2008  
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‘sniffers’, and are tapped into a passive link. For example, aggregated traffic between 

Site A and Site B can be observed in this way. Because it can capture packet headers or 

entire packet data, it is flexible and more information is gathered than via active 

measurement. Passive measurement therefore is especially useful for ISPs who are 

interested in accounting/billing, security threats, traffic engineering and application 

profiling. However, this approach could require substantial amounts of storage and 

processing power, especially in data analysis. Also, users’ privacy must be respected, as 

set out in service agreements. 

Though both schemes are advantageous for specific measurement requirements, they 

may be performed concurrently to monitor the network. The passive measurement 

technique has been an emerging interest for many network operators and researchers. 

This is because unlike traditional network traffic in the 1990s, today’s network traffic 

compromises a high volume of unknown and unwanted traffic. This unfortunately leads 

to an increasing amount of time and effort in managing the network.  

 

1.3.4. Passive Measurement Technique 

It is important for a traffic meter to summarize and report the captured packets in a 

useful way so that observations and analyses can be conducted. Modern hardware 

devices (e.g. routers) often support part of traffic measurement. They have the ability to 

report gathered information (e.g. packet counts and volumes) periodically to a manager 

(e.g. a server, which conducts analyses). For instance, SNMP is widely used in network 

diagnosis, allowing a manager to remotely configure network-attached devices, retrieve 

usages, and various other data.  

Aggregating packets into ‘trains’ [Jain and Routhier (1986)] has been the traditional 

approach to monitor and report the network activities of what we now call flows. In this 

approach, individual packets are grouped with respect to some specifications (e.g. 

packet header attributes). One flow record can represent a group of specified packets, 

e.g. aggregating a series of packets that have the same source and destination IP 

address. Because each record only holds the reduced information such as total packets, 

bytes and duration, the flow approach is highly scalable. Devices supporting flow 
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information (e.g. Cisco router supporting NetFlow 9  function) have the ability to 

distinguish packet types and group these into a flow record. Similar to SNMP, a 

manager is able to retrieve the flows for measurement purposes.  

Two common packet-capturing configurations are header and partial payload. In 

packet header capturing, the meter only inspects headers, for example, reading the first 

58 bytes of an Ethernet frame is sufficient to observe both IP and TCP headers 

assuming no options fields are present. This approach requires a minimum amount of 

processing power and storage. In partial packet capturing, the meter inspects only the 

first few bytes of the TCP payload (partial contents) which may help to identify 

applications.  

Full packet payload capturing, by reading entire packet stream, can be useful in 

detecting anomalies such as malicious traffic. The amount of information (entropy) that 

can be gathered from network data have been studied and compared by Liu et al. 

(2005), e.g. flow capturing keeps more information than simple byte-counts (SNMP), 

and similarly payload capturing keeps more information than header capturing. 

In a busy network, payload capturing can suffer from having insufficient processing 

power, memory bandwidth and storage space, resulting in dropping the packets instead. 

For instance, Cho et al. (2006) reported that Japan’s daily residential ISP traffic in 2006 

reached well over 260Gb/s. In addition, payloads could be encrypted and sensitive, 

rendering it difficult to determine application types. On the other hand, header capturing 

suffers less from the space and computational constraints. Because headers contain vital 

information about the packet (e.g. IP addresses, protocols, packet size, port numbers), 

they are sufficient to report many useful characteristics of the network traffic. Further, 

because of the packet payload is not read by the traffic meter, privacy issues towards the 

users’ data are reduced. 

The traffic meter may use a software tool (e.g. tcpdump10) to capture packets on a 

live network by relying on the network interface card (NIC) and the CPU. On a high-

speed network where time-stamp precision and fast processing is critical, a specialized 

                                                 
9 Cisco IOS NetFlow, http://www.cisco.com/web/go/netflow, last accessed November-2008  
10 Tcpdump, http://www.tcpdump.org, last accessed January-2009  
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hardware device such as a DAG11 measurement card can be used. Cleary et al. (2002) 

and Mochalski et al. (2002) reported the accurate measurement of packet arrivals and 

delays using DAG cards.  

Captured packets are usually saved into a readable format such as BPF for tcpdump, 

or ERF for DAG. This offline data may be re-examined at later stage for various 

operations, such as planning and predicting behaviours. For example, Barford et al. 

(1999) evaluated web traffic behaviours at one location in three different years, finding 

distribution similarities and differences. Nelson et al. (2005) and Papagiannaki et al. 

(2005) also measured the traffic over a long period using historical data. 

 

1.3.5. Monitoring and Measurement Examples 

Many network monitoring tools are open-source. For example, Claffy et al. (1998) 

measured backbone traffic using CoralReef12. The TBIT tool by Pahdye and Floyd 

(2001) characterizes TCP behaviours of remote hosts. pathrate by Dovrolis et al. 

(2004) measures the estimated end-to-end link bottleneck capacity. IPMP by Luckie 

and McGregor (2004) is a tool that can measure link delays, packet reordering and loss 

queuing. Shiriram et al. (2005) benchmarked various tools that measure end-to-end 

bandwidth; for example, Iperf13 measures achievable IP throughput and jitter. Many 

realistic studies can be configured and analyzed using simulators, such as ns214. There 

are also hardware devices that are versatile and commercially designed for a large 

enterprise network. For example, PacketShaper15 can monitor, manage, and shape the 

network traffic.  

Recently, specific fields in network measurement have been widely researched 

ranging from performance of DNS, p2p traffic and network security. Bro [Paxson 

(1999)] and Snort [Roesch (1999)] are well known security Intrusion Detection Systems 

(IDSs) that are based on matching packet signatures. Recent security identifications use 

                                                 
11 Endace, http://www.endace.com, last accessed November-2008  
12 CoralReef, http://www.caida.org/tools/measurement/coralreef/, last accessed November-2008  
13 Iperf, http://sourceforge.net/projects/iperf, last accessed December-2007  
14 The Network Simulator - ns-2, http://www.isi.edu/nsnam/ns/, last accessed November-2008  
15 Blue Coat PacketShaper, http://www.bluecoat.com/products/packetshaper/, last accessed January-2007  
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various behaviour profiling methods that can detect emerging patterns that are not yet 

known. A packet-scoring concept [Kim, Y. et al. (2004)] analyzes packet header 

features such as TTL to distinguish normal and abnormal. p2p traffic identifications 

such as using the payload [Sen et al. (2004)] and behaviours [Karagiannis et al. 

(2004b)] have been researched. Recognizing encrypted [Bernaille and Teixeira (2007)] 

traffic has been studied.  

Monitoring DNS performance and diurnal variation in DNS response times has been 

studied by Brownlee et al. (2001). Diversity of IP host address ranges and their 

aggregation prefix has been studied by Kohler et al. (2002), and Heidemann et al. 

(2008). Using hop counts and their inferences to discover network topology from the 

passive measurement has been studied by Eriksson et al. (2007). Network activities in 

visualisation, such as port-scan behaviours have been examined by Conti and Abdullah 

(2004) and Kim, H. et al. (2004).  
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1.4. Network Traffic Flow 

1.4.1. IP flow Tuple Granularity  

Traffic meters are usually configured to watch packets in two directions as illustrated 

previously in Figure 1.1 [right]. They can vary from a local ISP to remote ISP, AS to 

AS, or typical campus (edge) networks. Traffic flows may originate from outside one’s 

network (inbound) or inside it (outbound); they are usually observed by a meter near the 

network’s gateway router. Although the actual monitoring process may differ vastly 

depending on the purpose of the analysis, packets are usually grouped according to 

common characteristics. Early work done by Jain and Routhier (1986) used packet-train 

models to group packets that are within 500ms apart; better parameterized models were 

investigated by Claffy et al. (1995), and these packet groups are what we now call 

flows.  

Flow tuples have flexibility; they can be aggregated at different tuple levels, e.g. 

grouping packets by their source IP addresses. They can be aggregated higher by the 

address prefixes such as /8, /16 and /24 [Kohler et al. (2002), Papagiannaki et al. 

(2004)]. One of the most commonly used flow models is the 5-tuple. This aggregates 

the packets that have the same source IP and destination IP address, source port and 

destination port address, and protocol. It is unidirectional, which means that packets in 

the opposite direction will be regarded as a different flow.  

The meter holding the flow cache must have an appropriate expiry timeout to remove 

inactive flows and reclaim their memory. For example, a flow is expired when a FIN 

flag (in TCP) is observed, or when the packets for a flow have not been seen for some 

fixed time. Dynamic timeout strategies by expiring the flows depending on activity 

history have been studied by Brownlee and Murray (2001), Ryu et al. (2001) and Wang 

et al. (2005).  

Using a more flexible specification of flow, NeTraMet [Brownlee and Murray 

(2001)] is a working implementation of the IETF’s Real-time Traffic Flow Meter 

architecture (RTFM [Brownlee et al. (1999)]), which regards network traffic as being 

made up of bidirectional flows. This approach is useful since the meter only keeps one 

entry for both flow directions thereby reducing the table size. By 2008, IPFIX [Claise 

(2008)], a successor to Cisco’s NetFlow v9, became a newly standardized mechanism 
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for exporting flow record data. This will enable many flow based systems to use a 

standard protocol to transfer flow data to an IPFIX collector.  

There is a different flow type used other than the 5-tuple. In backbone links such as 

tier-1 where the packets may originate from some links (ingress) and exit other links 

(egress) via the routing, the Origin-Destination (OD) flow concept may be used. Traffic 

matrix estimation techniques [Medina et al. (2002)] can be used to understand OD 

flows based on partial information, and their high dimensionality matrix structures 

[Lakhina et al. (2004)] can be reduced to reveal various behaviours so as to detect and 

provision traffic.  

 

1.4.2. Flow Characteristics 

Flows have certain behaviours that can be described by their characteristics, e.g. a 

flow that lasts for short or long duration, and a flow that carries a small or large number 

of bytes. These characteristics are observed frequently, and so play an important part in 

understanding traffic behaviour. 

Mice and Elephants: A flow that carries a small number of bytes in the network is 

called a mouse flow, e.g. simple request/responses in DNS flows. Studies by Liang and 

Matta (2001), Papagiannaki et al. (2002), and Estan and Varghese (2003) have reported 

that while many mice are observed, they contribute a low total traffic volume in the 

network. In addition, bursts of frequent mice were revealed malicious attacks. For 

instance, Lee and Brownlee (2007c) observed that more than 50% of flows appear to be 

malicious. Conversely, a flow that carries a large volume of bytes in the network is 

called an elephant flow (or heavy-hitter), e.g. moderate-size file transmission. Although 

much less observed compared to mice, they contribute to a high total volume in the 

network, which can affect network accounting/billing management.  

Dragonflies and Tortoises: Another two contradicting flow characteristics are 

dragonflies (a flow that lasts for a short duration) and tortoises (a flow that lasts for a 

long duration). Brownlee and Claffy (2002) summarized bidirectional flows by lifetime 

as dragonflies lasting less than 2 seconds, and tortoises lasting more than 15 minutes. 

For example, only 2% tortoises are observed in the network but they carry more than 

50% of total volume. Understanding these observations not only helps gain insights into 

application characteristics (e.g. behaviour-based traffic identifications by Kim et al. 
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(2005)), but also allows us to develop better flow management systems (e.g. dynamic 

flow timeout strategies and sampling). 

Other flow descriptions have been proposed. Lan and Heidemann (2003) considered 

flows may be ‘cheetah or snail’ (fast or slow rates), and ‘porcupine or stingray’ (small 

or large burstiness). For example, a high rate FTP transmission flow can be regarded as 

a cheetah. There are several thresholds to define the description for selecting mouse or 

elephant flows. Estan and Varghese (2003) regarded the flow to be an elephant if it 

carried 1% of total link bandwidth, while Lan and Heidemann (2006) selected an 

elephant if the flow carried ‘mean volume plus three standard deviations’. Identifying 

elephant flows however, can be a challenging scenario especially in a real-time traffic 

engineering context. Papagiannaki et al. (2004) examined flows with varying rates, 

requiring a reliable dynamic threshold criterion such as flow volume, persistency, and 

overall distribution to select elephant flows. 

Though it is important to understand and treat the flow size and duration 

independently, interestingly, some characteristics could be related to each other. For 

instance, a flow’s size and its rate are observed to be highly correlated [Zhang et al. 

(2002)]. Also, most of the streams are dragonflies that carry low total bytes, and a few 

streams are tortoises carrying high total bytes [Brownlee and Claffy (2002)]. In other 

words, tortoises can often be regarded as elephants as well.  

 

  



19 

1.5. Empirical and Theoretical Models 

Both empirical and theoretical traffic modelling have been widely researched in 

network measurement. Self-similarity [Crovella and Krishnamurthy (2006)], for 

example, is the occurrence of traffic (e.g. packet count) fluctuations over a wide range 

of timescales which do not appear to be ‘smooth’. This approach provides a concise 

way of expressing the network traffic variability on a wide range of scales. This insight 

affects the way that network analysts approach designing and engineering, e.g. 

implications for buffer sizes. Leland et al. (1995) and Willinger et al. (1997) observed 

self-similar properties of LAN traffic. They commented that the sources (individual 

LAN users) are expected to show extreme variability in terms of packet inter-arrival 

times. Crovella and Bestavros (1997) traced the origins of web traffic self-similarity; 

finding that heavy-tailed distributions come from the transmissions (web-object sizes) 

and silent times (thinking times). These behaviours can have impact on the way network 

traffic operates, e.g. Park et al. (1997) simulated various performance effects, showing 

that self-similar burstiness can cause a packet loss and queuing delay.  

Indeed, several areas and protocols have been observed to exhibit self-similar 

behaviour, for example, WAN traffic [Paxson and Floyd (1995)], VBR traffic [Eun et 

al. (1997)], WWW [Crovella and Bestavros (1997), and Szeto (1999)], Malicious 

[Chong et al. (2003)] and p2p traffic [Tutsch et al. (2008)]. Further examples and a 

survey of self-similar characteristics and verification methods are reported by Rezaul 

and Grout (2007).  

Study of TCP connection arrivals were investigated by Feldmann (2002), finding that 

heavy-tailed distributions such as Weibull, Pareto and lognormal can yield good 

models. In particular, Weibull distributions yield better fits for TCP inter-arrival times. 

In aggregated packet data including all types of flows, Ata et al. (2000) reported a better 

fit using the lognormal distribution. Similarly, Shi et al. (2003) studied a modified 

Pareto fit for describing the IP address space distribution.  

In contrast, recent observations of flow arrivals are observed to be a homogeneous 

Poisson process, especially in a backbone Internet or large aggregated link. Poisson 

modelling has been studied by Barakat et al. (2003) and Wu et al. (2007). Also, 

Karagiannis et al. (2004c) observed both Poisson and long-range dependence 
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behaviours in the backbone network, suggesting a dynamic and evolving network that 

needs to be constantly monitored to correctly model the traffic. 

Flow sampling is another measurement approach; a way to efficiently and effectively 

manipulate the flows. It is especially useful in high-speed networks where a large 

number of flows can require a significant amount of processing power and memory. For 

example, Choi et al. (2002) and Estan et al. (2004) studied a new sampling technique 

that dynamically constructs flows while loosing as little flow data as possible, 

performing better than the static sampling used by NetFlow. Estimating flow 

distributions has been studied by Duffield et al. (2003) and Kumar et al. (2004). 

Further, Ishibashi et al. (2007) studied effects of sampling granularity that compromise 

malicious traffic detection.  

As summarized by Paxson (1994), mathematical models improve understanding of 

network traffic. One can compute statistics such as variances and means using a known 

distribution, and thereby predict future outcomes. This can be easily interpreted with 

parameters that allow fitting the actual observed data. It is possible to model precisely 

using more complex functions and parameters. Modelling can help understand the 

nature of the underlying dataset and enhance the structures or behaviours of network 

traffic, e.g. a simulation of TCP rate behaviours, flow size, duration and rate 

distributions, and probability of errors. From this, network operators might use a 

particular model to predict the network behaviours with reasonable accuracy.  

However, it is also important to gain insights and practical aspects from empirical 

observations. To be able to understand various causes of the distribution functions being 

similar or different is a difficult task. Further, one needs to understand that different 

network traffic will have different distributions, including different times of the day 

(e.g. busy vs off-peak time). Over the years of network measurement, Crovella and 

Krishnamurthy (2006) also commented that the modelling should rather characterize 

and summarize a dataset concisely, with less model parameters for simplicity. One can 

indeed model a variety of distributions with more parameters in order to over-fit the 

data distribution. However, such complication will not only introduce additional 

variables with complicated interpretations, but often be limited to only apply to a 

particular dataset. Indeed, Lan and Heidemann (2002) observed various distributions 

measured in different networks, then found an approach to simulate the empirical CDF 

using simple parameters such as number of users and flow sizes.  
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Our study focuses less on theoretical models of host behaviours since we observe 

that hosts by nature can be highly dynamic and more complicated to parameterize into 

model functions.  
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1.6. Summary 

This chapter stated the goal of the thesis: problem statements, motivation. Relevant 

contributions along with related background topics are discussed. 

The rest of the thesis is divided into three parts: description of IP host conceptual 

model (chapter 2), observations of IP hosts (chapters 3 and 4) and application examples 

(chapters 5 and 6). 
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2. HOST CONCEPTUAL MODEL 

2.1. Generic Host Behaviour 

A physical machine (or node) may consist of multiple network interfaces and IP 

addresses, such as cluster machines, server farms, and virtual machines. From the 

passive measurement view, we regard a node with an IP address as a host. This includes 

the devices such as PC, laptop, VoIP phone, and even a router. In this, we assume that 

the monitors used to collect packet data are most likely to see only one interface for 

machines that have more than one network interface.  

 

 

Figure 2.1: abstract host behaviours 

The behaviours are viewed from the monitor observing inbound and outbound traffic. 
The arrows represent flows, the dotted circles (hosts) represent interactions and the 
points where flows meet their circumference represent ports.  

 

Several host behaviours can be observed as illustrated in Figure 2.1. A Web-server 

usually serves from a few source ports (e.g. port 80) to many destination hosts and 

ports, i.e. several flows are exchanged for each client. Conversely, a Web-client usually 

has many flows with differing source ports to a Web-server. A File transfer host usually 

produces only a few flows, but those flow sizes in bytes are large. A DNS server tends 

to produce many flows, but each flow represents a host connection (interaction) where 

source and destination port numbers stay consistent (e.g. port 53 and 32770). A 

Malicious host produces many flows that are travelling in one direction and often each 

Unknown proxy/NAT 
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flow represents a host connection attempt. proxy/NAT hosts could be regarded as the 

mixed behaviour of many hosts: they usually produce many flows, host connections and 

port numbers (ephemeral ports). Also, there may be Unknown behaviours due to 

emerging applications. From this, an IP host model represents its aggregated traffic 

flows and interactions. Note that an aggregation above the host level is possible, e.g. by 

a group of hosts interacting each other (‘who-talks-to-who’) [Aiello et al. (2005)], 

similar host roles [Tan et al. (2003)], or prefixes [Kohler et al. (2002)].  

There have been a few studies on the behaviours of how a host produces its packets, 

flows or interactions with the other hosts. The host entity should be able to represent 

behaviours more conceptually than the flow entity. For instance, a single host can 

produce many flows (e.g. outbound proxy server), or it can produce only a few flows 

(e.g. inbound DNS server). Some of those flows may be destined to one host 

interaction; others may destined to many other host interactions. We consider that flow 

observations alone do not give sufficient detail about host relationships, and we need a 

way to logically aggregate packets so as to reconstruct toward the IP host level. 
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2.2. Aggregation 

The host conceptual model is illustrated in Figure 2.2. Network traffic at its lowest 

level consists of packets. A flow is a group of packets that shares the same 5-tuple 

attributes. An interaction is a group of 5-tuple flows that shares the same 2-tuple source 

and destination IP address. Similarly, a host is a group of interactions that share the 

same 1-tuple source IP address. The tuple granularity is characterized by the addresses 

and the aggregation is conducted at the traffic meter observing on a live network, or 

offline basis. 

Our host conceptual model is simple and highly extensible. It allows a fine-

granularity while aggregating the tuples, by keeping entry records for each consecutive 

aggregation. For instance, a host is sustained by its number of interactions, and each 

interaction is further sustained by its number of flows. From this, a number of attributes 

can be extracted for various measurement purposes, for example, interaction-rate (how 

fast a host is connecting to its destination IP hosts) and number of flows (how many 

flows a host produces during its lifetime).  

The meter can be set up to incorporate additional functions such as sampling to 

reduce the processing load. An Access Control List (ACL) configuration can be used to 

filter out packets that are not of interest.  

 

 

Figure 2.2: an illustration of the IP host conceptual model 

Three-tier aggregations (5-tuple flows, 2-tuple interactions and 1-tuple hosts) are 
constructed to observe the network traffic.   
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2.2.1. Flow [5-tuple] 

As mentioned, the most commonly used flow definition is the 5-tuple: ‘a series of 

packets that have the same source IP address, destination IP address, source port, 

destination port and protocol’ is regarded as a single flow. We adopt the most widely 

used definition by Claffy et al. (1995) as shown in Figure 2.3. If one of these five 

attribute values is different, then the packet belongs to a different flow. A checkpoint 

interval (e.g. one second) is used to test whether the flow is active or inactive, and the 

flows are assumed to be expired when packets for those flows are no longer seen for a 

certain time (e.g. after 30 seconds, Tf = 30s). 

Our meter builds a flow entry when it observes a packet with a new 5-tuple. It does 

not construct a flow for packets travelling in the opposite direction unless response 

packets are observed (i.e. a flow with swapped attributes for source/destination IP 

addresses and source/destination port address). Thus, two (unidirectional) flows are 

created per message exchange.  

 

 

Figure 2.3: flow (5-tuple) illustration 

A series of packets that have the same source IP address, destination IP address, source 
port, destination port and protocol is regarded as a single flow. A checkpoint is used to 
determine the flow timeout, so as to expire flows that are no longer seen for some fixed 
time.  
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2.2.2. Interaction [2-tuple] 

Our traffic meter further aggregates the flows into 2-tuple interactions, i.e. we regard 

a set of flows that have the same source IP address and destination IP address as a single 

interaction. The interaction can indicate the aggregated ‘connections’ between the two 

end-points. For example, one FTP transaction from server to client would have one 

interaction consisting of two flows; the two flows would have a source port address of 

20 and 21 respectively. The transaction client would also have one interaction, totalling 

two IP hosts and two interaction observations. Similarly, traffic between a web server 

and web client would have one interaction, which consists of numerous flows, each 

being some separate web-object, produce flows with the same source port address 80, 

and different ephemeral destination port addresses.  

To maintain consistency with our flow definition, an interaction should not be 

expired until all of its flows have been expired. For example, Figure 2.4 shows one 

interaction containing two flows, and only after these two flows have been expired, the 

interaction’s own expiry time initiates, e.g. Ti = 30s . In other words, this will be 

interrupted if a new flow appears. From this, the total interaction inactivity time before 

the interaction is expired from the entry would be Tf + Ti (flow and interaction expiry 

timeout). 

 

 

Figure 2.4: interaction (2-tuple) illustration 

A series of flows that have the same source IP address and destination IP address is 
regarded as a single interaction. The total interaction inactivity time is reached when 
both flow and interaction expiry timeout have both been reached.   
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2.2.3. Host [1-tuple] 

The highest entity in our study is the IP host, where all traffic is originated. For 

example, any network interface with an IP address (e.g. router, workstation, mobile 

devices) producing data packets would be regarded as a host. Similar to our previous 

definition, the traffic meter aggregates interactions into 1-tuple hosts: ‘a series of 

interactions that have the same source IP address’ is regarded as a single host16. 

As illustrated earlier in Figure 2.2, the tuple aggregations move upward to hosts. For 

example, 2-tuple interactions (containing 5-tuple flows) are aggregated to 1-tuple host. 

Similarly, the host will be expired after some host expiry time (e.g. Th = 60s) when all 

of its interactions have expired. This also implies that each interaction would have its 

flows expired.  

 

 

Figure 2.5: host (1-tuple) illustration 

A host, its interactions and flow entities. This represents a complete view of our 1-tuple 
aggregation. The host is sustained by two interactions, and they are sustained by three 
and two flows respectively. Both flows and interactions are expired before the host’s 
timeout occurs, i.e. total inactivity time is thus Tf + Ti + Th. 

 

                                                 
16 One could simplify our host model by aggregating directly from 5-tuple to 1-tuple, but that would 
discard information about interactions, which we use later in host application examples. 
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Figure 2.5 shows a host with two interactions, containing three and two flows 

respectively. This is the complete representation of a host in our study. This way, a host 

is logically structured to capture behaviours at various levels with appropriate timeout 

strategies. A maximum host inactivity time before a host will be expired from the table 

entry would be Tf + Ti + Th. 

Many attributes, useful in finding host behaviours, can be extracted from the meter. 

For example, other than typical total size, flows or interactions produced by hosts, their 

rates can be extracted as well, such as interaction-rate (how fast does a host interact with 

other hosts) or flow-rate (how fast does a host produce flows). Furthermore, each host 

can have variety of distributions for attributes, such as per-interaction’s number of flow 

distribution, or per-interaction’s flow size distribution. Understanding those behaviours 

can help us to understand the network traffic. IP host attribute examples are shown in 

Table 2.1. For example, Size attribute is the number of bytes that a host transmitted 

during its lifetime. Also, InteractionRate attribute is the rate that a host connects 

(interacts) with other hosts. The attributes are discussed in later chapters. 

 

Table 2.1: example of an IP host represented by various attributes 

Attribute Description Example (units) 

Size Host’s total bytes (transmitted) 2410142 (bytes)

Flow Host’s total number of flows 32 (flows)

Interaction Host’s total number of interactions 16 (interactions)

SizeRate Host’s rate of bytes 97065.72 (bytes per second)

FlowRate Host’s rate of flow 1.29 (flows per second)

InteractionRate Host’s rate of interaction 0.644 (interactions per second)

Lifetime Host’s duration 24.83 (seconds)
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2.3. Tuple consideration 

Emerging technologies, such as mobile devices may have dynamic IP addresses (e.g. 

obtained via DHCP) depending on the provider’s IP pooling strategy. This means that 

the physical machine using the IP address can have its address changed, and the 

previous address can be reassigned to a different machine. Several users can share a 

single machine or it can contain multiple network interfaces, thereby having multiple IP 

addresses. The traffic meter will regard it separately based on the actual IP address 

observed. Importantly, whether the IP address can represent every client or server could 

be questionable. Accurately characterizing an individual host or user based on just the 

IP addresses can be a difficult task because of their diversity in terms of traffic pattern, 

volume, application protocols, and time of day. There are nevertheless other host 

definitions, which can be different to our conceptual model. We present three different 

aspects of ‘hosts’ that the network operators or researchers may consider to be different 

to our model. 

 

2.3.1. Masqueraded IP host 

A typical Network Address Translation (NAT or simply proxy) device aggregates 

several IP hosts behind it by altering the outgoing and incoming packet’s address. This 

technique has been widely used because the masqueraded hosts (hosts behind NAT) do 

not require globally routable IPv4 addresses. Instead, those hosts only need to be 

assigned from private address spaces [Rekhter et al. (1996)]. Our traffic meter could 

only observe the packets originating from the proxy device’s IP address, preventing it 

from seeing the possible IP hosts behind it. Fortunately, there have been studies on 

counting the NATed hosts. Bellovin (2002) studied this by tracing the patterns of the ID 

field associated in each IP packet. Also, Beverly (2004) reported finding NATed hosts 

by using Bayesian inference techniques. Casado and Freeman (2007) measured NATed 

hosts globally and found that while 74% of clients are behind NAT, the sizes of NATs 

are small (e.g. majority of NATed networks are only comprised of just one host). Our 

conceptual model considers all the systems behind the NAT as a single host represented 

by the NAT. 
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2.3.2. Insignificant IP host 

Some IP hosts produce only a few packets and are never seen again. These 

dragonflies or mice traffic, such as a simple UDP message exchange, may play an 

insignificant role when the operator is only interested in hosts that transmit many bytes, 

or produce many flows. The traffic meter would record them as new host entries in the 

table, and then expire them a short time later. Although those hosts are also clearly 

interesting in themselves, many studies are focused on the elephant flows because of 

their billing/accounting volume centric significance. For example, understanding and 

identifying elephant flow behaviours [Papagiannaki et al. (2002), Estan and Varghese 

(2003), Dimitropoulos et al. (2008)] to reduce time and memory resources by the 

system.  

 

2.3.3. Untraceable IP host 

With an enormous number of malicious packets being observed in recent years, it is 

clear that a packet can be forged or contains a non-existing IP address. The source 

address may be ‘spoofed’ to have a broadcast address (e.g. 255.255.255.255). DDoS 

attack hosts often forge their packets with various IP address that are non-existent, 

including private address spaces. Those flows carrying unwanted or erroneous traffic 

are regarded as ‘background radiation’. Pang et al. (2004) found TCP port 135 and 445 

to be the most widely exploited. Again, Barford et al. (2006) studied behaviours and 

modelling of hosts that send background radiation, finding that source address of those 

hosts are sparse, bursty and show consistent structure across different network monitors 

over time. Similar study by Pemberton et al. (2007) used a slicing-sampling technique 

to identify malicious traffic on a /16 prefix network. 

In addition, the question of constructing the table entries for a direction of source or 

destination may be considered. In a security consideration, both source and destination 

pair entries may be required in order to observe inbound and outbound normality, e.g. 

matching a ratio of packet exchange between source and destination [Kreibich et al. 

(2005)].   
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2.4. Conceptual Implementation 

As our traffic meter captures the packets, it builds three data tables 17  (host, 

interaction and flow table) with three keys used in total: source IP address [srcIP] for 

the host-table, destination IP address [dstIP] for the interaction-table, and [srcPort-

dstPort-Protocol] for the flow-table. Thus, each host could produce multiple 

interactions (referring to multiple entries in the interaction table), and each interaction 

could have multiple flows (referring to multiple entries in the flow table). Here, we say 

that a host enters the network when it is first observed, i.e. a host (IP address) appears in 

the network that was not already in the meter’s table. We then say that a host exits the 

network when its packets are no longer observed after an expiry timeout period, i.e. a 

host is inactive and assumed expired, to be cleared from the host-table. This implies that 

interactions and flows associated with it have already been cleared. Thus, host-table size 

is essentially the number of active hosts.  

Figure 2.6 [top] illustrates the traffic meter observing three communicating IP hosts 

A, B and C. In this example, five flows and four interactions have been observed. The 

four interactions are A-B, B-A, A-C and C-A. Those interactions again point to the 

flows, for example, the interaction A-B is sustained by two flows (Flow1 and Flow3). 

Three tables are used to manipulate the entries and their data. The tables keep their entry 

states, and each entry stores appropriate data such as durations, bytes and packet counts. 

Note that the table implementation can vary depending on constraints, e.g. when 

memory space is a high priority, a Bloom filter [Bloom (1970)] can be used which is a 

space-efficient table structure, with small probability of false positives in the lookup. 

Estan and Varghese (2003) applied this concept to detect elephant flows with a small 

memory and processing operation. More application examples are surveyed by Broder 

and Mitzenmacher (2003).  

 

  

                                                 
17 In hardware structure, they refer to Content-addressable memory (CAM). In software, they refer to 
hash-based or associative array structures. We use the term table to refer to the traffic meter’s memory. 
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Figure 2.6: an example of IP hosts observed by the traffic meter and their tables 

[top] three IP hosts are observed by the meter at some time period, showing a series of 
packets (in total five flows).  

[bottom] the traffic meter’s tables, where those five flows have been logically 
aggregated at various tuple levels. For example, the entry A in the host table points to 
the entries B and C in the interaction table as well as keeping its own records such as 
total bytes, packets and duration. Entries in the interaction table point to the flow table 
in the same way, e.g. interaction B pointing to flow entry 2222-80-6. In this, Flow1 is 
produced with three information sets for host, interaction and flow; A-B-2222-80-6. 

 

 

Figure 2.7: an illustration of bidirectional flow matching 

The traffic meter operates in two stages: (1) first observed outbound packet p0 begins a 
flow f0 , creating a flow entry with data structure f0 . (2) later observed inbound 
(opposite) packet p1 does not exist in the table, so the direction is swapped to be f0 (i.e. 
source/destination IP addresses, and source/destination port numbers are interchanged), 
and matched in the existing entry with data structure f1.   
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2.4.1. Bidirectional Traffic Meter 

Figure 2.7 illustrates bidirectional flow matching, which is useful when studying 

flow lifetimes and volumes. For each packet seen, 5-tuple fields are inspected and the 

flows are immediately manipulated into a table. If a flow does not exist in the table, 

then its direction is swapped to be rechecked in the table, effectively building two-way 

flows. Thus, whether the flows are unidirectional or bidirectional, only one entry is 

made in the flow table, keeping the counters and flow information for both directions 

(shown as Inbound [] and Outbound [] data structure). Our basic algorithm is similar to, 

but simpler than the stream-matching in the RTFM (SRL [Brownlee (1999)]) 

architecture. Since many protocols exchange packets in both directions, bidirectional 

flows can help diagnosing whether the flow is behaving normally or abnormally. 

Bidirectional flows are also regarded as ‘streams’ [Brownlee and Claffy (2002)]. 

Bidirectional flow behaviours are discussed in chapter 3, and later used to find 

significant hosts.  

Note that 2-tuple interactions may also be one-way and two-way. For example, the 

meter can observe whether the opposite interaction responds by matching source and 

destination IP address. Although the implementation is feasible, this can increase 

complexity because a single interaction may consist of many flows. For example, an 

interaction consisting of ten flows may not all have its opposite flows coming back; if 

only eight opposite flows are observed, then one could say 80% two-way interactions. 

Furthermore, at IP host level, it can get more complicated for non-responding hosts, 

such as malicious packets scanning non-existing IP addresses. In other words, the traffic 

meter builds the entry based on the source IP address, not destination IP address. In this, 

building bidirectional interactions could complicate the directionality definition and we 

do not consider those concepts. However, for finding significant hosts in chapter 6, we 

use a host’s transmitted and received bytes as a part of its attributes. 
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2.5. Expiry Timeout 

A shorter expiry timeout increases the number of flows because when a packet 

arrives later than the specified timeout, the existing flow would have already expired, 

thus a new flow would be created. Early work by Claffy et al. (1995) showed that 

shorter flow expiry timeouts tend to split longer (e.g. tortoise) flows into several short 

flows, thus smaller timeouts yield a larger number of mice and dragonflies. Conversely, 

longer expiry timeouts yield a larger number of elephants and tortoises. As mentioned 

earlier, a flexible cascading set of expiry timeouts can be configured T = [Tf ; Ti; Th] for 

flow, interaction and host respectively. Depending on the traffic meter’s observational 

goal and memory constraints, we consider adjusting the timeout criteria with three 

configuration examples: 

Pessimistic mode: traffic meter with a limited memory allocation should expire the 

entries in the table as soon as possible. For example, T = [Tf = 15s; Ti = 0; Th = 0] 

will expire both interactions and hosts after the (last) flows have expired. In other 

words, a host not producing any packet for 15 seconds will be expired. 

Moderate mode: traffic meter with a medium memory allocation may consider 

keeping the table entries longer with a gradual timeout. For example, 

T = [Tf = 15s; Ti = 30s; Th = 0] will expire the host when the (last) interaction has 

been expired. Also T = [Tf = 30s; Ti = 30s; Th = 60s]  will expire a host after 60 

seconds of its (last) interaction activity; the maximum idle time that a host can exist in 

the table without any further packets being seen is therefore 120 seconds. This allows 

greater aggregation, allowing a host with frequent idle periods to be captured without 

splitting it into several entities. It also allows the meter to observe longitudinal host 

behaviours over time. 

Optimistic mode: traffic meter with a large memory allocation should be able to 

keep the states for a much longer period, thereby expiring with higher timeout values. 

For example, a host could be expired after 240 seconds of idle time using 

T = [Tf = 60s; Ti = 60s; Th = 120s] . This mode could be impractical in edge or 

backbone networks where many IP hosts are observed. It however could be useful 

capturing microscopic behaviours in a smaller network or testbed scenario. For 

example, measuring idle times of infrequent hosts, occasional database clients, or 

longitudinal SSH server behaviours transmitting a few (keep-alive) packets.  
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2.6. Observation 

In order to show differences in changing the timeout configurations, we examine a 

measurement of three network traces18 using seven configurations. As shown in Figure 

2.8 [top], the frequency (e.g. number of flows, interactions and hosts) decreases as the 

timeout increases. This indicates that shorter timeouts will split the entities into multiple 

pieces, thus fewer entities are to be observed as timeout increases. Figure 2.8 [bottom] 

illustrates the decrease ratios of the frequency compared to the minimum timeout 

T = [Tf = 15s; Ti = 0; Th = 0]. For example, increasing timeouts to Ti = 15s; Th = 30s 

decreases the interaction and host frequencies up to 15% and 40% respectively. This 

relationship indicates that there can be up to 40% more hosts that will reappear within 

45 seconds after the flows have been expired. Based on the observations, the moderate 

mode (middle of plot, T = [Tf = 30s; Ti = 30s; Th = 60s]) seems to be a good trade-off 

in terms of memory requirement, performances, and reasonable numbers of the hosts, 

interactions and flows. For our work (chapters 4, 5 and 6), we use the moderate expiry 

timeout throughout the measurement. 

Brownlee and Murray (2001), Ryu et al. (2001), and Wang et al. (2005) pioneered 

the concept of adaptive thresholds for flow timeout, i.e. algorithms to expire flows 

dynamically. However, the trade-offs in thrashing (e.g. flows expired too frequently) 

and shortening (e.g. splitting flows into smaller pieces) have always been the issue 

regardless of timeout adjustments. Some prefer to preserve flow integrity by expiring at 

longer time to observe a complete transaction view, while others disagree and instead 

focus on preserving the meter’s memory. In addition, there are protocols which avoid 

such adaptive detections due to the nature of widely varying packet arrivals, e.g. a keep-

alive packet used in IBM’s iSeries19 telnet server’s default time is 600 seconds.  

 

                                                 
18 ISP-A (38.0hrs, start from local time 08:00, 14-Dec-1999), ISP-B (2.0hrs, start from local time 20:00, 
08-Feb-2007), NZIX-II (24.00hrs, start from local time 00:00, 06-Jul-2000), and Site-X (10.0hrs, start 
time 04:20, 20-Aug-2003). See Appendix A. 
19  IBM, eServer iSeries Telnet, http://publib.boulder.ibm.com/iseries/v5r2/ic2924/info/rzaiw/rzaiw.pdf, 
last accessed November-2008  



37 

 

 

 

Figure 2.8: expiry timeout measurement 

[top] frequencies of flows, interactions and hosts with various timeout configurations. 
We observe that as timeout value increases, the frequency is decreased, indicating that 
longer timeouts will join the entities together (or shorter timeouts will split the entities 
into multiple pieces).  

[bottom] decreased fraction of flows, interactions and hosts compared to the pessimistic 
configuration T = [Tf = 15s; Ti = 0; Th = 0].  

 

Additionally, Ryu et al. (2001) pointed out that the flow arrival or duration 

distributions, using fixed or dynamic timeout, hardly differ from each other. 

Furthermore, the complexity of computing per-flow, or groups of the packets (such as 

inter-arrival time, correlation computations) in real-time can degrade system 

performance. Thus, there is no appropriate method for choosing timeouts because 
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different network operators, for their various measurement purposes, have different 

considerations for the timeouts. On the other hand, fixed timeout threshold has been a 

common usage, e.g. NetFlow’s default timeout is 15 seconds. Recent traffic flow 

analyses have also used the fixed timeout approach due to its simplicity. For instance, 

Barakat et al. (2003) used 30 seconds to timeout the flows to model aggregated flow 

behaviours. Traffic identifications by Karagiannis et al. (2005) and Xu et al. (2005) 

used 60 seconds to timeout the flows. 
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2.7. Selected Hosts Observation 

Two selected busy hosts are gathered from the traffic meter periodically, their flow 

and interaction numbers are plotted in Figure 2.9. DNS server generally produced 

relatively steady numbers, e.g. on average we can see that each interaction is sustained 

by two flows. At 220 minutes, a high rise of flows shows an anomaly, e.g. some 

interaction must have been sustained by many flows. We also observe a p2p host 

interacting with a large number of other p2p hosts, e.g. generally each interaction is 

sustained by one flow. This interaction variability is discussed in Chapter 5. 

 

      

Figure 2.9: an example of host’s number of flows and interactions 

[left] DNS server, [right] p2p host 

Two selected hosts are periodically (interval 10 minutes) observed over time for their 
number of flows and interactions. 
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2.8. Variation 

Measurement dataset distributions are typically highly skewed. This high variability 

property shows that most are observed with small values, but a few are observed with 

larger values. Those large observations can dominate the statistics of the datasets, 

leading to a difficulty in finding meaningful statistical properties such as mean and 

variance. This behaviour describing the probability of large values can dominate system 

performance metrics, e.g. impacts of self-similar traffic in regard to network 

performances such as packet loss and queuing delay [Park et al. (1997)]. However, in a 

practical scenario where the amount of observation is finite, finding whether each host 

exhibits high variability may only give a little advantage since there are other hosts that 

may not exhibit the same behaviour. In addition, examining whether a host is exhibiting 

self-similarity can result in vigorous statistic computations such as autocorrelation 

function. Further, in a busy network where the traffic meter observes many hosts 

entering and exiting, especially in real-time, it is more useful to summarize each hosts 

dataset in a concise way.  

We use a coefficient of variation (CoV) to measure the variation of host behaviours. 

CoV is a dimensionless quantity that has no unit; it is a ratio of standard deviation to 

expected value, i.e. ¾¿=¹¿  for some interval ¿ . This metric measures stability (or 

relative variability), which is useful for measuring whether particular attributes (e.g. 

bytes) experience a fluctuation. Also, the advantage of using this metric is that the 

variations can be comparable regardless of actual attribute values. A disadvantage is 

that the variable needs to be positive and not near zero so as to reliably compute the 

CoVs. 

For example, a host’s bytes B = fBt : t 2 ¿g  observed can be summarized for 

interval ¿ . A low CoV value is observed if the host has consistently transmitted a 

similar number of bytes, and a high CoV value is to be observed if the host has 

transmitted greatly varying numbers of bytes. Because the value is dimensionless, it can 

be compared with other hosts that may have different mean values for B. Also, the hosts 

previously shown in Figure 2.9 can be observed for their flow and interaction 

fluctuations. The CoV metric is simple and yields insight into attribute variations. 

Index-of-dispersion or variance-to-mean ratio (VMR) is a measure similar to CoV, 

but uses a variance ¾2 . These dispersion metrics have been studied in network 
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measurements. For instance, Gusella (1991) studied variability of packet arrival process, 

finding that short-period usage is more likely to affect user behaviours and response 

time is more important than throughput. Ryu et al. (2001) studied per-flow packet inter-

arrival variations so as to dynamically threshold the flow expiry timeout. Similarly, 

Choi et al. (2002) studied a sampling mechanism to focus on the elephant selection and 

Chao et al. (2003) studied a method to detect congestion in bidirectional flows (streams) 

by analyzing their packet fluctuations. Karrer (2007) also used this to predict TCP 

bandwidth for adaptive applications. The CoV metric has been used in other fields; Fano 

(1947) used this to observe fluctuations in the number of ions produced by radiation 

energy. More usages and observations such as in financial, biology, economics have 

been surveyed by Bedeian and Mossholder (2000). For our work, chapters 5 and 6 show 

the IP host application usages that take advantage of CoV metric. 

Note that there are other approaches to measure the way hosts behave: an entropy-

based approach can be useful to predict an ‘uncertainty’ H(X) where the value 1 

indicates the maximum uncertainty and 0 indicates the certainty. For example, a host 

with some number of characters or attributes X with possible values x1; : : : ; xn can be 

observed for their entropy H(X) = ¡
Pn

i=1 p(xi) logb p(xi). Xu et al. (2005) used this 

model on IP flows to classify various applications such as server, client and p2p. Some 

variation of this method can be used to detect traffic abnormality, e.g. Eimann et al. 

(2005) used a T-entropy to identify the SQL Slammer worm. 
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2.9. Summary 

This chapter described and demonstrated conceptual aggregations of the IP hosts. 

Designs have been considered in conjunction with literature studies, extending the 

fundamental flow and stream aggregations. The ability to summarize groups of packets, 

flows (5-tuple), and interactions (2-tuple) toward IP host (1-tuple) with respect to 

hierarchical expiry timeout can allow higher abstract observations of the network traffic. 

Each tuple is able to gather various attributes that are needed for the observation and 

analysis goal, allowing us to gain more understanding of network behaviour.  

The aggregation scheme is versatile and implemented at the traffic meter level. This 

also reduces the effort required by the manager. A set of IP host measurements are 

examined with varying expiry timeout, and their flow and interaction counts over time. 

Using our conceptual model, the rest of the chapters present detailed studies of host 

behaviours. 
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3. ONE-WAY AND TWO-WAY FLOWS 

3.1. Introduction and Motivation 

The majority of the communications between IP hosts are bidirectional (packets are 

exchanged in both directions). A TCP connection by default is a bidirectional flow since 

it relies on data packets being acknowledged. While other protocols (such as UDP) may 

not acknowledge messages, communicating IP hosts mostly recognize each other by 

exchanging packets at some point in time. In the edge network where both inbound and 

outbound packets can be observed by the traffic meter, two flow types are observed: 

unidirectional and bidirectional flows. Understanding flow directions can provide 

insights into the application behaviours, such as flow durations and anomalies. We find 

that most short-lived flows are the packets travelling only in one direction. These flows 

often indicate anomalies; a malicious host producing a large numbers of nonresponsive 

flows (e.g. port-scans, DDoS). Experiments conducted by Barford and Plonka (2001) 

characterized traffic flow anomalies by separating the flows as inbound vs outbound. 

Also Kreibich et al. (2005) examined the ratio of inbound and outbound packet 

transmission (Packet Symmetry) to restrain malicious traffic. 

This chapter therefore explores a different approach to gain insights into flow 

lifetimes from the host aspect by aggregating packets into two types of flow. Other than 

known flow characteristics (e.g. mice, tortoises) aforementioned, they may have another 

dimension in their connection patterns. In this, we study a flow aggregation technique 

that focuses on one-way (unidirectional) and two-way (bidirectional) flows and their 

changes over the years. We find that previous studies do not consider flow directionality 

in lifetime observation and we believe that separating two flow types can yield insights 

into their behaviours. In particular, we examine two notions in this chapter: 1) How the 

network IP hosts may produce one-way and two-way flows, leading toward a different 

perception of 5-tuple aggregation. 2) Changes of flow sizes in bytes/packets, their 

lifetimes, and their applications/protocols.  
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3.2. Examples of One-way and Two-way Flows 

As illustrated earlier in Figure 2.7, our traffic meter regards flows for which the 

packets travel only in one direction as one-way. We use a timeout of 64 seconds to 

expire the flows. Though it is inevitable to encounter the traffic meter’s ‘start-up’ and 

‘finish-off’ effect20, three broad situations could trigger one-way flows. 1) A host may 

be unable to respond to a transmission when it encounters a system halt (e.g. busy CPU 

cycles, erroneous protocol implementation) or physical faults (e.g. shutdown, network 

cable cut-off). Similarly, a traffic meter may fail to capture all of the packets during 

traffic peaks. 2) There are applications that mostly send or receive packets in one 

direction only; a few or no packets are produced from the other side. DNS or ICMP 

packets may follow this type of behaviour when the destination hosts do not respond, 

e.g. due to malformed DNS requests, or routers rejecting an ICMP request. 3) There are 

packets passing the links that are blocked by NAT devices, gateway firewalls or by 

hosts’ software firewalls, e.g. restricted applications such as p2p or malicious flows. 

Conversely, a one-way flow becomes a two-way flow when the traffic meter 

observes packets for it in both directions (e.g. request/response packets). Many 

applications use either TCP or UDP to communicate between a pair of hosts. For 

example, an FTP transaction (port 20 and 21) flows would be four unidirectional flows; 

two for the sender and other two for the receiver. Since these flows are bidirectional, 

only two two-way flow entries are made in our table (when configured for bidirectional 

match as illustrated in Figure 2.4.1). 

Note that network topology can affect the flow types. If links are asymmetric routed 

or load balanced, then the traffic meter may only observe in one direction or misses out 

portions of packet streams due to route changes. This can affect the way the meter 

measures about end-to-end transaction, and we consider that it is useful to address 

network topology so as to minimize erroneous inference.  

 

  

                                                 
20 In the start-up effect, the traffic meter counts an intended two-way flow as one-way because it captured 
just the very last packet of the flow. Conversely in the finish-off effect, the meter counts an intended two-
way flows as one-way because it captured only the very first packet and then finished reading the trace. 
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Table 3.1: summary of three Auckland network traces (one day) 

Year 

IP packets (M) Application Volume (%) 

Total Bytes (GB) 
TCP UDP ICMP 

HTTP 
HTTPS 

DNS 
proxy 
Mail 

Other 

Auck-00 (2000-Jan-14) 20.0M 4.0M 0.3M 63 15 22 8.3 

Auck-03 (2003-Dec-04) 133.9M 13.9M 1.7M 78 14 8 63.6 

Auck-06 (2006-Jul-27) 431.1M 52.4M 2.4M 55 30 15 273.9 

 

Year 
Flows (%) Total Volume, Bytes (%) Total Volume, Packets (%) 

OW TW OW TW OW TW 

Auck-00 (2000-Jan-14) 23.4 76.6 3.2 96.8 8.4 91.6 

Auck-03 (2003-Dec-04) 55.4 44.6 2.4 97.6 7.6 92.4 

Auck-06 (2006-Jul-27) 34.6 65.4 1.9 98.1 2.6 97.4 

 

Year 
OW Flows (%) TW Flows (%) OW Volume (%) TW Volume (%) 

TCP non-TCP TCP non-TCP TCP non-TCP TCP non-TCP 

Auck-00 (2000-Jan-14) 25.5 74.5 85.3 14.7 12.5 87.5 96.7 3.3 

Auck-03 (2003-Dec-04) 80.9 19.1 73.3 26.7 28.1 71.9 95.2 4.8 

Auck-06 (2006-Jul-27) 46.0 54.0 78.5 21.5 50.3 49.7 95.3 4.7 

 

Table 3.1 shows the percentages of flows, bytes and packets for one-way (OW) and 

two-way (TW) flows of the Auckland network 21  for years 2000 (Auck-03), 2003 

(Auck-03) and 2006 (Auck-06). In terms of flow contributions over the years, two-way 

flows carry more than 95% of the total bytes. Although the total volume (byte and 

packet) contributions of the one-way flows are small (e.g. less than 9%) as compared to 

the two-way flows, their contributions to total number of flows are not. In 2000 and 

2006, total flows identified as one-way are 23.4% and 34.6%. Surprisingly, in 2003 

more than half of total flows (55.4%) are identified as one-way.  

The total volume (packets and bytes) of one-way flows have reduced over the years, 

e.g. reduced from 8.4% in 2000 to 2.6% in 2006. We also observe that most one-way 

flows are non-TCP; their volume has reduced from 87.5% in 2000 to 49.7% in 2006. 

From this, we question why such contributions exist, particularly when more than 90% 

of traffic volumes are TCP throughout the years.   

                                                 
21 See Appendix B for the details of our network. 
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3.3. One Day Observations 

Figure 3.1 [top] shows traffic plotted by NLANR PMA for an active connection from 

Auck-03 with a high spike of TCP flows observed at about 10:30 NZDT. However, we 

find that the vertical axis was not actually ‘active connection’ as indicated on the 

NLANR plot, but the number of active (unidirectional) TCP flows. The same dataset is 

measured using our approach, showing the active flow counts of one-way and two-way 

flows (Figure 3.1 [centre]). The high spikes which lasted for 9 minutes were caused by 

both inbound malicious flows and by our outbound proxy hosts being shut down, 

causing many hosts to produce (retry) one-way flows. The other smaller spikes were 

also identified as one-way flows. In total, these spikes caused more than 50% of total 

flows, and about four times as many one-way flows appeared from the inbound traffic 

as compared to outbound. 

As years pass, more spikes are frequently observed. Figure 3.1 [bottom] shows that 

an enormous number of single-packet UDP flows appeared in 2006, contributing more 

than 70% of the total one-way flows. This behaviour was observed by Brownlee (2005) 

as plagues of dragonflies, a sudden rise of short-lived flows. Closer analysis has 

revealed that all of the high spikes were caused by attack flows, widely known 

malicious packets targeting UDP port 1026-1029, 135, 445, 4899 and so on 

(enumerating various hosts inside our network). These scanning flow sizes varied 

between 200 to 1000 bytes. Also, a few attack flows that were using well-known ports 

(e.g. 25, 53 and 80) were discovered. 
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Figure 3.1: time-series plots of flows over the one day period 

[top] Auck-03 from NLANR PMA22. Several high spikes are observed throughout the 
day, in particular a high spike (a large sudden increase in number of flows) of TCP 
flows is observed at about 10:30am.  

[centre] Auck-03 measured using our one-way/two-way approach. a high spike of TCP 
flows observed are identified as one-way flows.  

[bottom] Auck-06 one-way/two-way. All of the high spikes are identified as one-way 
flows, and are found to be malicious.   

                                                 
22 Detailed images available from NLANR PMA, http://pma.nlanr.net/Special/auck8/20031204.html 
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Figure 3.2: time-series plots of hosts over the one day period, Auck-06  

[top] number of active IP hosts observed over the one-day period. High number of hosts 
appearances (spikes) are identified as malicious, e.g. forged IP address. 

[bottom] close-up inspection of number of hosts entering and exiting the network 
between 1pm and 2pm. It appears that many entering hosts seem to exit immediately. 
Again, those high number of entering hosts reveal malicious activities. Only a small 
portion of entering hosts stay longer. 

 

Figure 3.2 [top] shows the number of active IP hosts observed in Auck-06. Here, the 

high rise of the number of hosts shows some similarities to the previous Figure 3.1 

[top]. Attack hosts from inbound networks using forged IP addresses (e.g. DDoS) cause 

those high spikes. Large numbers of active hosts are observed throughout the day, their 

number can reach as high as 70,000. Other than the high spikes, generally a little fewer 

than 10,000 active hosts are observed most of the time. The plot also shows that the 

number increases during busy hours (e.g. between 7am and 1pm) and decreases during 

non-busy hours (e.g. between 1am and 5am). We also observe that many of the hosts 

entering (new IP host seen) seem to exit the network after short intervals as shown in 
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Figure 3.2 [bottom]. Similarly, a high increase reveals malicious activity. From this, we 

see that many hosts are short-lived and only a few are long-lived. Host lifetimes and 

their distributions are examined in more detail in chapter 4. 
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3.4. Distributions 

For an observed dataset, a discrete Cumulative Distribution Function (CDF) is 

widely used to describe the probability distributions of some observations. This is 

modelled as a function F (x) = Pr(X · x), where the random variable X is discrete 

x1; x2; : : :  with probability Pr(xi) = pi  so that F(x)  satisfies 
P

xi·x Pr(X = xi) . For 

example, F(1) = Pr(X · 1) represents a probability Pr(X) of the flows that lasted for 

one second or shorter. Additionally, finding a probability Pr(X) of the flows that lasted 

for between 1 and 2 seconds can be represented as Pr(a·X· b) = F(b)¡F(a) with a; b 

being 1, 2 respectively. 

Figure 3.3 [top] is a CDF plot showing the number of (unidirectional) flows and their 

aggregated flow sizes (bytes and packets) vs their lifetime. More than 30% of flows 

lasted for a very short time while their total volumes contribute only a little portion. 

Also, 90% of flows last for 10 seconds or less. The distribution questions the existence 

of many short-lived flows (e.g. less than 10¹s) or sudden steps in traffic contributions 

(e.g. more than 0.1s). To explore this, the plot is separately drawn for one-way and two-

way flows as shown in Figure 3.3 [centre, bottom]. The plots show that one-way and 

two-way flows have surprisingly different distributions, both for frequencies and 

volumes vs their lifetimes. For example, more than 75% of one-way flows lasted for 

‘zero’ seconds (i.e. those flows had only one packet).  
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Figure 3.3: CDF plot of flow and volume lifetime distribution, Auck-06 

[top] conventional unidirectional flow lifetime 

[centre] one-way flows 

[bottom] two-way flows   
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Figure 3.4: CDF plot of host ratio of one-way vs two-way 

Each host is represented in percentages by the number of two-way over the total flows. 
As years pass, more hosts produce just one-way flows, e.g. 5% of hosts produced only 
one-way flows in 2000; that percentage has increased to more than 65% in 2006.  

 

We also observe how IP hosts produce mixtures of one-way and two-way flows. This 

is represented by a percentage of two-way flows among the total flows; a host has 100% 

if it only produces two-way flows, and 0% if it only produces one-way flows. Figure 3.4 

shows distributions of host two-way fractions. Nearly all hosts have either 100% or 0% 

of two-way flows: hosts contain either all pair communication (two-way flows) or none 

(one-way flows). As of 2006, more than 65% of total hosts contained one-way flows 

only, compared to a mere 5% in 2000. Further observation shows that a majority of the 

hosts produce only one one-way flow, many with forged IP address indicating DDoS 

attempts from the inbound traffic. The hosts with a ratio between 90% and 99% are 

mainly servers including DNS, Mail and proxy, producing occasional one-way flows 

(e.g. failed connection where the inbound hosts are unresponsive). Over the years, the 

number of hosts involved with one-way flows has increased dramatically. 
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3.5. One-way Flow Lifetime and Volume 

Figure 3.3 [centre] shows a high proportion of dragonfly flows with 75% of one-way 

flows containing exactly a single packet, contributing more than 30% of volume. Most 

of the single-packet TCP flows have consistent average size (e.g. 70 bytes on an 

Ethernet link) over the years, indicating that the packets have little or no payload. Many 

one-way TCP flows contained a SYN flag, indicating a connection-attempt or malicious 

traffic. The plot also shows a clear rise between 3s and 10s, contributing about 10% to 

the total one-way flows. These flows are identified as web flows, those refreshing the 

web pages use new source ports, with retries being ended by the host application. 

Furthermore, roughly 80% of one-way mice flows lasted less than 2s, and the remaining 

20% lasted 10s onwards. Thus, the distribution is generally dominated by short-lived 

flows, and virtually no elephant one-way flows are observed. 

There were legitimate single-packet flows using DNS and ICMP protocols, 

contributing less than 10% of total packets. Flows with two or three packets are 

observed in several application protocols, with their bytes contributing less than 2% and 

having lifetimes ranging from 100¹s to 10ms (most likely bursts of multiple request 

packets). Because only small flows are observed, there are variations in the flow sizes, 

averaging between 100 and 300 bytes. TCP flows with more than one packet contained 

SYN flags similarly, but only a few malicious flows are found.  

 

 

Figure 3.5: one-way average flow size distribution vs lifetime, Auck-03 

Flows lasting up to 1s mainly contain two packets. Flows up to 10s duration are mainly 
retransmitting packets. Flows with 40 to 100s durations are mainly caused by DNS and 
ICMP packets. 
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Figure 3.5 shows one-way average flow sizes in bytes and packets vs lifetime 

distributions. Short-lived one-way flows (e.g. less than 1s) mainly consist of two 

packets, and flows up to 10s are caused by dominating applications such as web retries, 

e.g. re-transmission flows with average size 15 packets. The plot also shows an 

increased flow size after 40 to 100s (caused mainly by the DNS and ICMP) appearing in 

all networks. For example, DNS servers mostly use UDP packets and often servers may 

not respond to the request packets. The source and destination port number stayed 

constant (e.g. receiving on port 53 and sending on port 32770). This effect reduces the 

5-tuple into a 3-tuple flow by excluding the source and destination port, causing flows 

for a given pair of host entities to be accumulated over time, resulting in longer 

lifetimes. Thus, bigger flow sizes in bytes and packets are observed.  

Given that one-way flows are most likely attempt-failed connections, there are still 

some long-lived (lasting from 100s to 10000s) flows with high volume. We are 

uncertain about the causes, however they were originated from DNS, Mail and proxy 

hosts: some delivered packets at a slow rate, but others delivered packets at a high rate.  

 

3.5.1. One-way Flow Packet Inter-Arrival Time 

Figure 3.6 shows per-flow average packet inter-arrival times in 2003 ([top]) and 

2006 ([bottom]). The plot is drawn to observe how one-way flows carry their data. 

From this, very small packet gaps are observed for flows that lasted from 1ms to 100ms, 

averaging about 0.4ms to 40ms of packet inter-arrival time (e.g. a burst of request 

packets). Slightly higher packet gaps are observed from 100ms to 1s, averaging from 

100ms to 300ms of inter-arrival time. Further, flows lasting for about 10s have inter-

arrival gaps averaging 2s to 4s. As flow lifetime increases, a clear increase of inter-

arrival time for each application protocol is observed. These plots show the behaviours 

of re-transmissions according to specific protocol characteristics, e.g. exponential back-

off used in transport-layer. Particularly, DNS and ICMP flows are long-lived and their 

packet gaps are also large. 

With emerging protocols over the years, more diverse inter-arrival times are 

observed in 2006. In contrast, inter-arrival times for two-way flows consistent because 

their packets are exchanged back and forth steadily.  
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Figure 3.6: per-flow (one-way) packet inter-arrival time vs lifetime 

[top] Auck-03, as the flows live longer their average packet transmission counts 
increase indicating the retries.  

[bottom] Auck-06, more diverse behaviours are observed; as flows live longer their 
packet transmission counts do not show a clear increase compared to Auck-03.   

 

In order to see the effect of longer flow expiry timeouts, our traffic meter is 

configured to expire the flows using timeouts longer than 64s. Timeouts of 128s and 

256s are examined to observe changes in inter-arrival times. In this, we find that the 

number of one-way flows lasting up to about 40s was similar for all timeouts. However, 

longer-running flows (more than 40s) of DNS, ICMP and other applications produced 

longer inter-arrival times. As discussed previously, a longer timeout tends to join 

smaller flows into larger flows and there are fewer flows observed for DNS and ICMP 

with longer timeout. 
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Summarizing one-way flows, as of 2006, more than 74% of flows with a single 

packet are malicious flows and few are legitimate flows. The rest of the one-way flows 

containing multiple packets lasted as briefly as 100us and as long as 64s (or longer 

depending on the flow timeout value). Application observations of packet inter-arrival 

show that many one-way flows lasting for about 40s are re-transmission flows, and 

more diverse inter-arrival behaviours are observed over the years. In terms of flow 

contributions, mouse one-way flows contribute a large proportion of total one-way 

flows (e.g. up to 80% flows lasted less than 2s). Longer lasting flows (more than 40s) 

produce sharp rises in flow size due to flows being joined, especially for DNS and 

ICMP.  
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3.6. Two-way Flow Lifetime and Volume 

As noted earlier, one-way flows become two-way flows when our traffic meter 

observes packets for them in both directions. In terms of contributions over the years, 

two-way flows carry more than 90% of the total bytes.  

Figure 3.7 shows lifetime distributions of average flow sizes. The very short-lived 

flows contain two packets, one packet in each direction (Zhang et al. (2002) described 

them as back-to-back packets). Many contained SYN/RST flags, and contributed less 

than 10% of total two-way flows over the years. These flow sizes were 120 bytes and 

those that did not contain RST flags were mostly UDP (DNS) traffic. These flows could 

be regarded as ‘source-level burst’ [Jiang and Dovrolis (2003)], e.g. UDP message 

segmentation could cause multiple packets to exchange back and forward at a fast rate. 

We also observe that lifetime of short-lived flows have decreased over the years; from 

0.5ms to 10ms in 2000, 50¹s to 800¹s in 2003, and 20¹s to 500¹s in 2006.  

 

 

Figure 3.7: two-way average size vs lifetime flow distributions, Auck-03 

The flow sizes steadily increase with their lifetimes.  

 

The remaining flows containing more than a single packet in each direction 

contribute most to the total volume; they are transmissions containing some data 

objects. Slight decreases in average bytes (3kB) and packets (12pkts) at about 0.3s to 

0.6s are caused by web traffic. Comparing the distributions over the years, we observe 

an increase in flow sizes with decrease in their lifetimes, illustrating higher network 

speed. Fewer than 20% of two-way flows last for about 1s (as compared to 70% of one-
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way mice). Flow sizes (bytes and packet) have increased over the years, illustrating the 

increase in transmission rates for their lifetimes. Also, about 60% of two-way flows last 

for between 0.1 and 10s. Less than 0.1% lasted more than 1000s (e.g. elephant flows).  

 

 

 

Figure 3.8: two-way flow and RTT distributions 

[top] Auck-00, per-flow TCP flag fraction vs lifetime.  

[bottom] TCP RTT. Most users were on dial-up in 2000, and the RTT have decreased 
from 2003 when many moved on to faster connection. For example, 78% of flows had 
up to 1s RTT in 2000, however this has increased to 90% of flows in 2003 and 2006 
(two circles).  
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3.6.1. Two-way Flow Flags and RTT 

For each two-way flow, TCP flags are extracted to observe their characteristics. 

Figure 3.8 [top] shows per-flow average TCP flags (i.e. flags presented inside each two-

way flow). SYN and FIN flag are observed at least once in each direction as expected 

for correct TCP transmission. Longer-lived flows are likely to contain more ACK flags 

since packets acknowledge previous packet sequence numbers. In this, ACK/PSH flags 

are frequent (90%), presenting similar distributions to the flow sizes in bytes and 

packets shown in Figure 3.7. RST flags occur rarely (1.5%) suggesting signalling errors 

encountered by TCP. Unexpectedly, the RST flags are a lot more observed for the 

longer-lived flows. For example, on average 19 RST flags are presented for the flows 

that last about 10000s (arrow). The causes are related to the application usages studied 

by Arlitt and Williamson (2005), who found that up to 25% of TCP connections have at 

least one RST flag, from various events such as outages, attacks and reconfigurations. 

They also find that a trend in the web browsers purposely using the RST feature so as to 

reduce memory allocation was the main factor. For one-way TCP flow flags (not 

shown), SYN/ACK flags mostly dominated the plots. They are a lot less regular most 

likely due to the non-responding hosts. 

Figure 3.8 [bottom] shows per-flow Round Trip Time (RTT) distribution. Similar 

observations were studied at another New Zealand edge network, University of 

Waikato, by Nelson et al. (2005). Their study summarized that the low RTT depicts the 

main outbound servers such as DNS, proxy and Mail, and higher RTT reveals the 

Pacific Ocean hops (to U.S.). Since the Waikato setup is similar to Auckland, the RTT 

distributions of our networks are also similar. Some RTT variations for long-lived flows 

are observed, for example, file transmitting flows have short RTTs, and ICMP flows 

have long RTTs. Here, small proportions of flows have very short and very long RTTs. 

The majority of RTT (more than 70%) for flows are between 10ms and 1s. Evidently, 

we observe shifting behaviours of RTTs from 2000 to 2006, giving rise to the decreases 

in RTTs. For example, 78% of flows had up to 1s RTT in 2000, however this increased 

to 90% of flows in 2003 and 2006. This indicates that most flows in 2003 and 2006 had 

shorter RTTs. As described in Appendix B, our network had a limited international 

bandwidth (especially in 2000) with ATM ‘traffic shaping’ (Auckland case studied by 

Mochalski et al. (2002)), and the majority of users were still on dial-up. Improvement of 
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network devices, and increased link bandwidths reduced the overall RTTs for our 

network. 

Summarizing two-way flows, we have observed that these contribute more than 90% 

of traffic volumes throughout the years. Unlike one-way flows, only small proportions 

of dragonflies and mice are observed in two-way TCP flows. Many of those flows 

contain SYN/RST flags and their lifetimes have decreased over the years. As flows live 

longer in the network, their volumes also increase; we consider they reflect mostly the 

normal end-to-end communications. Many flows have RTTs clustered between 10ms 

and 100ms (local traffic), and between 100ms and 1s (international traffic). Also, 

decreasing RTTs are observed due to an increased network bandwidth and faster 

devices.  
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3.7. Summary 

In an edge network setup, a traffic meter will observe two types of flows: with 

packets travelling in one direction only, and with packets travelling both ways. This 

chapter observed two kinds of flow produced by hosts: one-way and two-way.  

We find that overall flow sizes and lifetimes are highly independent of one another, 

dependent on which applications are present and how much they contribute to the 

overall traffic. Over the years, we observe an increasing number of hosts that produce 

one-way flows only, e.g. mostly malicious flows. In this, hosts could be categorized by 

their flows. First, hosts that only produce one-way flows appear to be actively using 

systematic, automated tools to send out malicious packets to various networks. Second, 

hosts that produce two-way flows only indicate appropriate data transmission. Third, 

hosts that produce many two-way flows and some occasional one-way flows are most 

likely heavily loaded hosts, such as DNS, proxy hosts and web servers. 

While more than 90% of the total traffic is carried in two-way TCP flows, the 

number of one-way flows can exceed 50%. A few important observations are 

emphasized. 1) The issues of the application domination, inclusion of malicious flows 

in the lifetime analysis, and change of distributions over the years should be well 

understood. 2) Any sudden increases in number of flows or with very short duration are 

mostly one-way flows. These increases can impact on the traffic meter’s table memory 

and various flow distributions. 3) Increase in two-way flow sizes indicate larger 

network objects, and their decrease in RTT demonstrates improvement of network 

devices and bandwidth. 4) Many IP hosts seem to produce only a few flows, while a 

few hosts produce many flows.  
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4. IP HOST MEASUREMENT 

4.1. Introduction and Motivation 

The previous chapter focused on 5-tuple flows and their aggregations. Using our 

conceptual host model, this chapter examines the IP hosts as a ‘whole’ so as to 

understand how they behave in the network. An assumption about one-to-one 

relationship of flow and host can be misleading since an IP host may not produce a 

single flow, instead it can produce multiple interactions. Given that IP hosts are the 

originators of the traffic packets and flows, there have been few studies on how IP hosts 

generate traffic. For instance, network operators are often interested to know typical 

host characteristics such as durations, volumes and connection patterns, so as to help 

monitor their customers’ service quality. This requires to observe and aggregate flow 5-

tuples back to 1-tuple IP hosts in order to study per-host behaviours. To our knowledge, 

no earlier studies measure and observe IP host level distributions.  

Several aspects of a host can be considered. A single host can produce multiple flows 

(e.g. outbound proxy server), but many hosts may produce only a few flows (e.g. 

inbound DNS server). This is not surprising since analyzing flows alone may not give 

sufficient detail about host relationships. For instance, malicious one-way flows are 

often produced by a few (dominant) hosts, and servers that produce numerous two-way 

flows are usually busy hosts such as web, DNS or proxy servers.  

In particular, we observe host behaviours such as host arrival, re-entry, transmission 

size and duration. In addition, host attribute relationships are examined, such as the 

host’s interaction rate and the host’s flow rate. Our observations are compared with 

similar flow studies such as size by Downey (2001), rates by Zhang et al. (2002), and 

interactions by Iliofotou et al. (2007).  
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4.2. Host Arrivals 

The Poisson process describes many realistic arrival behaviours, for example the 

number of call arrivals in a telephone exchange. Let An  be the arrival process for 

packets or flows; the time gap between the arrivals (inter-arrivals) can be modelled as 

In = 1; 2; : : : where In = An ¡ An¡1. The inter-arrival distributions are well understood 

in LAN and WAN traffic where the consecutive (independent) packet arrivals often 

follow a Poisson distribution. For the inter-arrival time (IAT) to be exponentially 

distributed, they should appear as a straight line on a log-linear plot [Jain and Routhier 

(1986)], or as an exponentially decreasing curve on a log-log plot. Similarly, since the 

host IATs derive from the interactions (and flows), we would expect the host IATs to 

follow a Poisson process as well. Such a process can be described by the formula 

[Johnson (2003)]. 

f (k; ¸s) =
(¸s)ke¡¸s

k!
; k = 0; 1; 2; : : : 

where k (non-negative integer) is the number of occurrences of an event, ¸ is an average 

occurrence per unit time (positive real number), and s is a time scaling parameter. We 

may ask, what is the expected probability for an IP host to arrive exactly once (k = 1) 

or twice (k = 2) in relation to the host’s average arrival rate (¸) ?  

For the WITS-06 network23, we compute average rates per second over the 24 hour 

period, which are ¸p = 2003:49 , ¸f = 321:15 , ¸i = 93:76 , ¸h = 28:41  for packets, 

flows, interactions and hosts respectively. Figure 4.1 [top] shows a probability of 

occurrence using the Poisson function. Using ¸h = 28:41, k = 1, s = 0:001, we find that 

the probability of seeing a host arrive once per millisecond is 2.8%. Also, using 

¸p = 2003:49, k = 3, s = 0:001, we expect three packets to arrive in every millisecond 

with 18.1% probability (two arrows).  

To compute CDFs of our exponential IAT model, we use the following formula 

F (x;¸s) = 1¡ e¡¸sx; for x ¸ 0 

                                                 
23 This dataset was measured with high precision timestamps using a DAG measurement interface. 
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where x is an inter-arrival time with respect to time scale s. From this, using average 

rate ¸f = 321:15, s = 0:001, cumulative inter-arrival distributions can be found, e.g. 

80% of flows will arrive within 5ms IAT or less, and 96% arrive within 10ms IAT, as 

shown in Figure 4.1 [bottom]. It is important to note that many would arrive in short 

time intervals, e.g. 95% of hosts would arrive within 100ms. 

 

 

 

Figure 4.1: Poisson and exponential distribution with average rate ¸(p;f;i;h), Wits-06 

[top] Poisson probability with exact occurrence k (lines do not indicate continuity). 

[bottom] CDF inter-arrival times with average rates ¸(p;f;i;h), e.g. about 80% of hosts 
will arrive with up to 60ms IATs, and up to 95% will arrive in 100ms. 
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Figure 4.2: IAT distributions (24 hours), Wits-06 

[top] PDF of inter-arrival times, indicating that all IATs are exponentially distributed. 
Many arrivals (e.g. 30%) are distributed at low IAT (up to 100¹s). Also, a discrepancy 
is observed in that 12% of packets have 116¹s IAT.  

[bottom] CCDF of inter-arrival times, observed (line) and average rate ¸(p;f;i;h) (dotted 
line) both show the exponential distribution, i.e. probability to observe larger IAT of 
host entering the network is exponentially decreased. Also, hosts have the largest IAT 
for a given probability as compared with interaction, flow or packet. For example, 
probability for a host to have IAT at least 0.01s is about 75%, interactions about 40%, 
and flows about 4%. 
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Here, it is useful to observe the distribution differently when there are highly 

clustered arrivals in such small time gaps. This is because from the engineering aspect, 

one may need to predict arrivals with larger IATs even for the low arrival probabilities. 

Network operators may need to validate and predict the best/worst case scenarios of 

network events. For example, what is the (rare) probability that a host may arrive in a 

time interval of more than 100ms?  

The actual observed arrival density for Wits-06 is plotted as a discrete PDF in Figure 

4.2 [top]. Many arrivals (e.g. 30% of packets) have low IATs (e.g. up to 100¹s). This 

includes 12% of packets having 116¹s IAT; that behaviour could be due to the back-to-

back packet transmission discussed elsewhere [Katabi and Blake (2001), Karagiannis et 

al. (2004c)]. The plot also suggests that the tails are exponentially distributed. A 

Complementary Cumulative distribution Function (CCDF24) is used to model the host 

inter-arrival times. This is given by Fc(x) = Pr(X ¸ x) = 1¡ F (x), where F (x) is the 

CDF, thus Fc(x;¸s) = e¡¸sx. The CCDF is useful in ‘survival analysis’ where it can 

capture, for example, a fraction of flows that arrive after some time interval. 

Figure 4.2 [bottom] shows the distribution with two cases: observed (line) and 

average rate ¸(p;f;i;h) (dotted line). The observed distribution is ‘steeper’ (especially for 

packet) than the average rate distribution, i.e. it is likely that inter-arrivals can be 

greater (or worse) than the model, indicating a discrepancy in modelling the arrival 

behaviours. For example, packets with ¸p = 2003:49  shows that the probability of 

packet arriving more than 5.8ms IAT is a relatively rare 0.001% as compared to the 

empirical 0.5%. This is because there is a discrepancy at the lower IAT range as 

mentioned, with 12% of packets (shown as the arrow) that had 116¹s IAT, making the 

average rate decline faster than the observed one. With higher aggregation (for flow, 

interaction and host), the arrival distributions are less steep, i.e. hosts have the largest 

IAT for a given probability as compared with interaction, flow or packet. For example, 

the probability for hosts to arrive within at least 0.01s is about 75%, while the 

probabilities for the interactions and flows are 40% and 4% respectively. In addition, 

higher aggregation indicates more independent arrivals, as the observed and average 

rate lines are more closely fitted.  

                                                 
24 Also named as a Log-Log Complementary distribution (LLCD). 
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From this, we verify that traffic for our measured network follows a Poisson arrival 

process, and its IATs are exponentially distributed (short-tailed). We observe that an 

independence assumption seems valid for higher level aggregation, (e.g. user 

connection, such as at the session layer [Paxson and Floyd (1995)]. A benefit of 

Poisson-like distributions is that the modelling can be computed easily (e.g. [Barakat et 

al. (2003)]) as compared to other distributions such as long-tailed.  
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4.3. Host Re-entry 

We observe that not all hosts that enter the network exit completely. While it is 

normal for the hosts to enter, stay and exit from the network, some of the exited 

(expired) hosts regularly re-enter the network. For example, a host that is once inactive 

(e.g. two minutes) and assumed to have expired, often appears again. Usually, the traffic 

meter will regard such re-entering hosts as new in the table. To match host re-entries, 

we save expired hosts from the meter into an offline database, and match them at a later 

stage. Note that the host re-entry is bound to be influenced by expiry timeout Th; with a 

higher expiry timeout, fewer hosts will be observed and thus the host will be less likely 

to re-enter the network. This behaviour is likely to be observed for the interactions as 

well where the same srcIP-dstIP pair can perform, for example, periodic file-transfer. 

The re-entry behaviour for flows, however, is hardly observed even if the content of file 

transmissions is the same, because flows would be assigned to a different source or 

destination port number. 

Even with longer expiry timeouts, observing hosts re-entering multiple times 

throughout the day is an important characteristic of the network. Furthermore, when a 

particular host re-enters, one can observe whether it (still) interacts with the same hosts 

or different hosts. Of all the unique hosts observed, 20% reappeared in Auck-06, 40% 

reappeared in Wits-06, and the rest of the hosts appeared only once. Figure 4.3 [top] is 

a histogram plot (excluding the hosts that did not re-enter) showing a fraction of hosts 

vs the number of times they reappeared (one day period). Both of the networks have 

similar contributions of re-entering hosts, e.g. more than 36% of hosts re-entered once, 

23% of hosts re-entered twice and so on. We also observe a tiny fraction of hosts that 

re-entered more than 512 times. Furthermore, a host that re-enters often tends to last 

longer than one that seldom re-enters. Traffic volumes of the re-entering hosts are 

measured [Lee and Brownlee (2007e)] with different networks; we find that those re-

entering hosts contribute large volumes, e.g. 30% of total volumes are produced by 

hosts that re-entered for between four and seven times (Bell-I network). 

  



70 

 

 

Figure 4.3: re-entry and idle time of hosts 

[top] fraction of hosts re-entering after expiry timeout. 

[bottom] Auck-06, CDF of average idle time for re-entering hosts. 

 

We next measure the idle times of those hosts that re-enter the network. That is, we 

find the average idle times for each host by computing the consecutive time intervals 

between the last seen and re-entry times. Figure 4.3 [bottom] shows a CDF of hosts that 

re-entered vs their average idle time. Generally, the shapes are similar for both 

outbound and inbound traffic, e.g. more than 50% of hosts have reappeared within one 

hour. Slightly asymmetric idle times between outbound and inbound hosts are observed; 

the inbound hosts tend to reappear with rather longer idle times, e.g. 80% of outbound 

hosts reappeared within three hours but only 70% of inbound reappeared within three 

hours.  

Considering host interactions in more detail, one can speculate as to whether the re-

entering hosts communicate to previously-connected hosts. For example, if a host 

reappears in the network, does it interact with its previous hosts or with different hosts? 
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Clearly, keeping all of the previous host records for each host over a whole day is 

infeasible since any host might connect to any previous destination IP addresses. Thus, 

we only keep track of each host’s immediately previous interacted (destination) IP 

address; when this host reappears, we match its destination IP address.  

From this, we find average ‘repetition ratios’ by matching the host’s consecutive 

reappearances. For instance, assuming that a host was interacting with one host and 

exited the network, and it now re-enters by interacting with the same host as previously, 

then the repetition ratio would be 100%, however if it was also simultaneously 

interacting with two additional hosts, then the ratio would be 33%. In other words, 0% 

repetition ratio would mean that a host had not connected to any of the hosts it 

previously interacted with, and 100% repetition ratio implies that a host connects to all 

of the hosts that it connected to previously. 

Figure 4.4 [top] shows a fraction of hosts with their repetition ratio plots. Two 

immediate observations are that about 24% of all hosts have a 0% repetition ratio, and 

24% (outbound) and 43% (inbound) of all hosts have 100% repetition ratios. Repetition 

ratios other than 0% and 100% are seldom observed. In addition, we observe that 

outbound hosts are much less likely to have a 100% repetition ratio than inbound hosts. 

That is because many inbound hosts are DNS servers that frequently only connect to our 

dedicated outbound nameservers. 

Despite this, Figure 4.4 [top] may be misleading, because many hosts only re-enter 

once or twice (as shown in Figure 4.3 [top]), which could easily bias the overall 

distribution of repetition ratios. Figure 4.4 [bottom] shows CDF repetition ratio plots for 

various host re-entry counts, exhibiting two effects. First, hosts that re-entered between 

one and three times dominate the contributions and they resemble Figure 4.4 [bottom]. 

The rest of the hosts (more than three flows) with a 0% repetition ratio are seldom 

observed. Second, at least 20% of all hosts that re-entered have 100% repetition ratios. 

For instance, some of the hosts that re-entered more than 64 times still interact with the 

same (and only) hosts as previously. This behaviour mostly suggests that if hosts re-

enter the network a few times, then they are likely to return with either 0% or 100% 

repetition ratios. If they re-enter many times, then still about 20% of them would return 

with 100% repetition ratio. 
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Figure 4.4: repetition ratio and ratio distribution of hosts, Auck-06 

[top] a fraction of the re-entering host (outbound and inbound) interacting with the 
same host.  

[bottom] CDF of the re-entering hosts separated by their number of re-entries. 
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4.4. Per-Host, Interaction and Flow Observation 

A Pareto distribution is useful in many empirical observations. Lorenz (1905) 

examined the ‘20-80’ rule stating that 20% of a population control 80% of the wealth. 

This phenomenon has been observed throughout traffic measurement, such as in web 

traffic by Crovella and Bestavros (1997), network topology by Faloutsos et al. (1999), 

file size by Downey (2001), and social behaviours by Kumar et al. (2002), mice-

elephant relationship by Broido et al. (2004), and node-interaction by Iliofotou et al. 

(2007). The important aspect of those behaviours is the probability of rare occurrences; 

small probabilities but with large magnitudes are observed, which can dominate system 

performance. A Pareto distribution such as log-log plot shows a straight line, i.e. the 

distribution is heavy-tailed, following some power-law function. The Pareto CDF 

F (x) = Pr(X ¸ x) is given as below. 

 F (x) = 1 ¡

μ
x

xm

¶¡k

for all x ¸ xm 

where xm is the (positive) initial value, x is observed probability and k is a slope factor. 

The CCDF Fc(x) = 1 ¡ F (x)  is then given as Fc(x) =
³

x
xm

´¡k

. For example, the 

smallest observed size (bytes) distribution would have xm = 40 , and the smallest 

observed number (frequency) distribution would have xm = 1 . The distribution is 

heavy-tailed; as x !1; 0 < k < 2. Here, variance x2
mk

(k¡1)2(k¡2)
 is infinite if k · 2, and 

mean kxm

k¡1
 is infinite if k · 1. Studies by Crovella and Krishnamurthy (2006) showed 

that packet train lengths are generally heavy-tailed, mainly because the distribution of 

data object sizes themselves are also heavy-tailed. Similarly, we observe size 

distributions for flow, interaction and host. 

It is useful to plot distributions as both CDF and CCDF. For example, Brownlee 

(2005) used CDF to observe stream lifetime, and Zhang et al. (2002) used CCDF to 

observe flow rates. Typically, CDFs are useful to observe short-lived flows (and mice) 

while CCDF are useful to observe long-lived flows (and elephants).  
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Figure 4.5: CDF and CCDF plot showing flow, interaction and host size distribution 

[top] CDF plot; many hosts, interactions and flows are considered mouse, e.g. up to 
90% hosts transmitted 10kB or less. Also some abnormal traffic is shown in the 
distribution, e.g. 18% of hosts transmitted about 890 bytes.  

[bottom] CCDF plot; all distributions generally show a straight line in log-log scale, 
indicating heavy-tail behaviour. Four straight lines k are drawn to visually represent the 
slope, 0.75, 1.00, 1.5 and 2.00. Note that flow lines are steeper than interaction lines, 
and interaction lines are more steeper than host lines. This indicates that fewer hosts 
contribute toward producing larger size (number of bytes) than interactions or flows. 
Generally Wits-06 is steeper than Auck-06.   

0

0.2

0.4

0.6

0.8

1

10 100 1000 10000 100000 1000000 10000000 100000000 1E+09 1E+10

C
D

F

size (bytes)

Auck06 (host)

Auck06 (interaction)

Auck06 (flow)

Wits06 (host)

Wits06 (interaction)

Wits06 (flow)

890 bytes

0.5% hosts > 1MB

40 bytes

1E-08

1E-07

1E-06

1E-05

0.0001

0.001

0.01

0.1

1

10 100 1000 10000 100000 1000000 10000000 100000000 1E+09 1E+10

C
C

D
F

size (bytes)

Auck06 (host)

Auck06 (interaction)

Auck06 (flow)

Wits06 (host)

Wits06 (interaction)

Wits06 (flow)

k = 1.00
Auck06 (host)

0.5% hosts > 1MB

k = 2.00

k = 1.5

k = 0.75

Wits06 (flows)



75 

Figure 4.5 [top] is a CDF plot showing size distributions for flow, interaction and 

host. Intuitively many of those have small sizes, e.g. 90% hosts transmitted 10kB or 

less. Figure 4.5 [bottom] is the same data, but plotted as CCDF to observe distribution 

for the elephants. Both networks are similar and their size distributions are heavy-tailed, 

and distorted at the tail. All the distributions can be regarded as heavy-tailed because 

their line slopes decline slowly (e.g. comparing with k, less than 1). Here, unlike short-

tailed (such as Poisson) the observed distribution slopes could be a problem in 

predicting behaviours because one may not be able to draw a complete statistical 

summary, e.g. both mean and variance are infinite.  

As shown in Figure 4.5 [bottom], a slope steepness kf > ki > kh for flow, interaction 

and host distributions is observed for both networks, i.e. the distribution of hosts decays 

a little bit slower than that for interactions. This indicates that there are fewer (elephant) 

hosts which produce larger size than interactions or flows. This relationship also 

indicates the granularity of aggregation, e.g. a series of large flows aggregated makes a 

large interaction, and this interaction along with other interactions aggregated makes an 

even larger host. Also, because hosts stay in the network longer, fewer are observed. 

Similar behaviour has been observed by Kohler et al. (2002), i.e. higher aggregations 

(e.g. individual IP address to higher /16 prefix aggregation) have less slope k. 

Upon closer observations of the heavy tails, servers such as DNS, proxy, web 

contributed to those tails. Those hosts stayed in the network for all the measurement 

time (24hr) and they transmitted a large amount of data. In this, we observe and confirm 

two behaviours of host distributions. First, hosts are similarly distributed as compared to 

flow distributions, for example, their size. The distributions are heavy-tailed following 

the  Pareto distribution, i.e. a few hosts dominate the network volume. In this, hosts can 

also be characterized as mice and elephant. In our network, 95% of hosts are mice 

contributing up to 10kB, and only 0.5% of hosts are elephants contributing at least 1MB 

or more. Second, the heavy-tailed phenomenon may have an impact on the system if 

one needs to build a host model that relies on the size distribution. 

Since each interaction is bound to be sustained by its flows, and each host is bound to 

be sustained by its interactions, we consider per-host distributions, e.g. how many hosts 

are sustained by how many interactions? How do they contribute to the traffic volume 

in the network? Similarly, how many interactions are sustained by how many flows, and 

how do they contribute?  
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Figure 4.6: CDF and CCDF plot of host, frequency and volume distribution  

[top] host’s ‘number of interaction’ and volume distribution. In terms of ‘size-count’ 
ratio, 80% of hosts produced 1 interaction, contributing about 30% traffic volume. 
Similarly, 99% of hosts produced up to 10 interactions, contributing up to 60% traffic 
volume.  

[bottom] Number of interactions produced by the hosts are steeper than their 
aggregated volume. For example, about 30% of volumes came from 0.01 % hosts that 
produced at least 1000 interactions (shown as circles), showing heavy-tailed behaviour. 
The number of interactions that aggregate into the hosts show a slope about k = 1:3. 
Remarkably, their aggregated volumes are less steep, k = 0:2 generally. For example, 
very few hosts (e.g. 0.00001%) produced 1 million interactions, still accounting for 
15% of total volume.  

  

0

0.2

0.4

0.6

0.8

1

1 10 100 1000 10000 100000 1000000

C
D

F

number of interactions

Auck06 (host)

Auck06 (host volume)

Wits06 (host)

Wits06 (host volume)

80% hosts  produce 1 interaction, 
contributing about 30% traffic volume

15% of traffic volume came from very few 
hosts that produced 1 million interactions

1E-07

1E-06

1E-05

0.0001

0.001

0.01

0.1

1

1 10 100 1000 10000 100000 1000000

C
C

D
F

number of interactions

Auck06 (host)

Auck06 (host volume)

Wits06 (host)

Wits06 (host volume)

k = 0.2

k = 1.0

k = 1.5

15% of traffic volume came from very few 
hosts that produced 1 million interactions



77 

Cho et al. (2006) measured Japan’s residential traffic (per-customer based) 

behaviour; that they find 4% of heavy users account for 75% and 60% of inbound and 

outbound traffic volume respectively. The observed distribution can be regarded as 

‘size-count’ disparity, termed crossover by Broido et al. (2004). For instance, 95% of 

the volumes are carried by 5% of the flows, and the ‘size-count’ threshold is a 

reasonable separator between mice and elephants. We follow similarly to the crossover 

concept, but observe three features; ‘host frequency, its interactions and volumes’. 

Figure 4.6 [top] shows the distribution observed for host and their number of 

interactions. For example, 80% of hosts are sustained by one interaction, and they 

contribute about 30% of traffic volume. Also, 99% of hosts produced up to 10 

interactions, contributing up to about 60% of traffic volume.  

The plot is shown in CCDF (Figure 4.6 [bottom]) to observe the hosts with a large 

number of interactions. As hosts produce more interactions, distributions of their 

volume and interactions are more widespread, i.e. about 0.01% of hosts produce at least 

1000 interactions, and those contributed 30% of traffic volume in the network (two 

circles). Very few (about 0.00001%) hosts produced 1 million interactions, still 

accounting for 15% of volume. This effect suggests that a few IP hosts dominate the 

traffic in terms of their interactions and their volumes. In our network, those were found 

to be DNS, proxy and mail servers, similar to our previous size distribution. In this, we 

find that elephant hosts not only seem to transmit a large amount of data, but also 

produce a large number of interactions. Similarly, elephant interactions are sustained by 

a large number of flows. 

The plot is also observed for interaction’s number of flow, and found to have similar 

(Pareto) distribution to Figure 4.6 [bottom], e.g. about 0.1% interactions are sustained 

by 100 flows, while their volume contributes to about 10% total volume.  
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4.5. Host Lifetime 

Host lifetime distributions are generally found to be similar to flow distributions as 

shown in Figure 3.3 [top]. We have discussed in chapter 3 that many flows, often 

malicious, are short-lived contributing only a little toward total volume. From this, 

Figure 4.7 [top] shows CDF plots of host lifetime separated by their number of flows, 

using seven flow bins [1-3], [4-15], [16-63], [64-255], [256-1023], [1024-4095] and 

[4096-]. The bins are chosen based on the heavy-tailed observation in Figure 4.6 in 

order to observe hosts with many flows. Here, the plot shows that about 56% of hosts 

that produced between 1 and 3 flows, lasted zero seconds and contained only single-

packet flows. The rest of the hosts producing between 4 and 63 flows seemed to follow 

a log-normal distribution, e.g. there are a few hosts that had short or long lifetimes, and 

we clearly observe that hosts with higher flow counts last longer (e.g. those in [1024-

4095] bin). That is, the number of flows per host seems to be correlated with their 

lifetimes.  

We find that hosts producing more than 256 flows do not follow a similar 

distribution; instead, 10% of hosts had lifetimes of 0.5s or less. Such behaviours are not 

expected since it is abnormal for hosts to produce many flows in such a short time. This 

behaviour was also apparent in other networks. As discussed earlier, we consider that 

legitimate hosts should produce flows that are two-way, rather than one-way. To test 

this, Figure 4.7 [centre] shows the distribution plot with the hosts only producing one-

way flows removed. In this, those maliciously behaving hosts no longer appear in the 

distribution; in general the top and bottom 5% of their plots suggest that there are small 

proportions of hosts that have lifetimes shorter (or longer) than the majority of a given 

set of flows.  

Figure 4.7 [bottom] shows CCDFs of flows, interactions and host lifetimes. Overall, 

host lifetime distributions for both networks are similar, for both inbound and outbound 

hosts. The plot can be modelled by a power law for those entities that lasted for more 

than about 10 seconds. Similar to our previous heavy-tailed distribution, long-lived 

hosts are observed less often than long-lived interactions and flows. We observe that 

about 6% of hosts last for more than 100s, 0.6% hosts last for more than 1000s, and 

0.06% hosts last for more than 10000s. 

  



79 

 

 

 

Figure 4.7: CDF and CCDF plot showing lifetime distribution 

[top] and [centre] Auck-06, CDF plot of host lifetimes, separated by their number of 
flows. Hosts that are short-lived but produced a large number of flows are observed 
(arrows), indicating anomalies.  

[centre] hosts that produce only one-way flows are removed from the distribution. Most 
of the short-lived hosts have disappeared from the distribution. 

[bottom] CCDF plot of host, interaction and flow lifetime. Again, heavy-tailed 
distributions are observed.  
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Here, we have also separated hosts by their volume and by their number of 

interaction bins (e.g. similar to flow bins shown in Figure 4.7 [top]) vs their lifetimes; 

we found similar distributions. We observe that a host with small size tends to be short-

lived, and a host that interacts with many other hosts tends to be long-lived. From this, 

we find that there is a clear relationship between a host’s lifetime and the way it 

transmits bytes, produces interactions and flows. For instance, we find that long-lived 

hosts are seldom observed, interact with many other hosts, and contribute a large 

volume in the network. Many short-lived hosts are malicious, and interact with few 

other hosts. On the other hand, we observe that hosts with short lifetimes can have many 

interactions and transmit a large volume. 
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4.6. Host Attribute Correlations 

We question how the host attributes show some relationships with other attributes by 

measuring a correlation. As mentioned earlier, we have observed that when a host 

transmits a large volume of data, it seems to transmit at a fast rate, too. Suppose we 

have a sample series of measurements X (e.g. a list of host’s total size in bytes) and Y  

(e.g. a list of host’s flow counts), xi; yi; i = 1; 2; : : : ; n. To measure whether host’s size 

have some relationships with host’s number of flows, a sample correlation coefficient 

R(X;Y ) can be computed for between observed X and Y  as below. 

 R(X;Y ) =

P
(xi ¡ ¹x)(yi ¡ ¹y)

(n ¡ 1)sxsy

 

where sx and sy are the sampled standard deviation of X and Y . The above sample pair 

comparison computes a linear relationship ¡1 · R(X;Y ) · +1 such that there exists an 

increasing (positive) correlation R ! +1 , or a decreasing (negative) correlation 

R!¡1. The relationship is said to be uncorrelated when R ¼ 0. Because of the high 

data ranges and the power law relationship observed (e.g. see Figure 4.5), R  is 

computed for between log (X + 1) and log (Y + 1) for the linearity. Flow rate studies 

by Zhang et al. (2002) used three attributes (size, rate, duration) for each flow, and 

found that flow’s sizes and rates are strongly positive correlated. We use seven 

attributes for each host; k attributes are extracted as described in Table 2.1 (chapter 

2.2.3, the table is reproduced as shown in Table 4.1). To compare all k attributes, a 

symmetric coefficient k £ k  matrix of Rij  can be observed with a total comparison 

N = k(k ¡ 1)=2. For instance, k = 7, we have total N = 21 correlation coefficients.  

 

Table 4.1: example of an IP host represented by various attributes 

Attribute Description Example (units) 

Size Host’s total bytes (transmitted) 2410142 (bytes)

Flow Host’s total number of flows 32 (flows)

Interaction Host’s total number of interactions 16 (interactions)

SizeRate Host’s rate of bytes 97065.72 (bytes per second)

FlowRate Host’s rate of flow 1.29 (flows per second)

InteractionRate Host’s rate of interaction 0.644 (interactions per second)

Lifetime Host’s duration 24.83 (seconds)
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Table 4.2 is a correlation matrix summarizing the attribute relationship. For Table 4.2 

[top], a strong positive coefficient for ‘FlowRate vs InteractionRate’ shows that when a 

host generates flows at a fast rate, it will also generate interactions at a fast rate. Also 

positively correlated are for ‘Flow vs Interaction’, ‘SizeRate vs InteractionRate’, 

‘SizeRate vs FlowRate’, e.g. when a host produces many flows, it will tend to have 

many interactions. Also, when a host transmits bytes at a fast rate, it will tend to do so 

with a fast flow or interaction rate. We also observe that all the rates (SizeRate, 

FlowRate and InteractionRate) are negatively correlated with the Lifetime. This shows 

that a host transmitting many bytes or producing its flows at a fast rate, is likely to be 

short-lived. Similar behaviour for flow size vs flow lifetime was reported by Zhang et 

al. (2002), i.e. a flow carrying a large number of bytes tends to be short-lived, 

suggesting that the users seem to know their available bandwidth prior to a large file 

transfer and use that knowledge to utilize their network resource effectively. We find 

that the rest of the many attribute coefficients are ranged between -0.3 and 0.3 (weakly 

or uncorrelated). For example, Interaction vs SizeRate are uncorrelated showing that the 

host’s number of interactions have no relationship with the rate of its transmission rate.  

However, Table 4.2 [top] considers entire hosts including those that transmit a few 

packets and are short-lived, as observed in Figure 4.5 and Figure 4.6. In other words, 

the observed coefficients can be unreliable in summarizing the way host attributes relate 

to each other. We consider hosts with various boundaries, for example, by considering 

only hosts that last for more than 10s (Table 4.2 [centre]), and last for more than 120s 

and transmit more than 1MB (Table 4.2 [bottom]). We observe different behaviours of 

attribute relationships. Size vs SizeRate became highly correlated and none of the 

attributes are negatively correlated.  

Also, rather than observing one correlation matrix for an entire dataset, an interval of 

10 minutes is used to compute the relationships, and to observe the correlation changes 

over time. Figure 4.8 shows the time-series plot of correlation coefficients considering 

all hosts, and Figure 4.9 is considering hosts with certain lifetime and transmission size. 

One remarkable distinction shown in Figure 4.8 is that all the attribute coefficients seem 

to be consistent over time with distinct ranges, indicating those where many mouse 

hosts dominate.  
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Table 4.2: correlation coefficient summary, Auck-06  

[top] all hosts  

[centre] hosts that last for more than 10s. 

[bottom] hosts that last for more than 120s and transmitted for more than 1MB.  

Bold attribute values in [centre, bottom] shows main change compared to [top]. 

 

PH: Highly-Positive Correlated,  PC: Positive Correlated, 
NH: Highly-Negative Correlated,  NC: Negative Correlated, 
UC: Uncorrelated [weakly correlated] 

(1) size (2) flow (3) interaction (4) size-rate (5) flow-rate (6) interaction-rate (7) lifetime 

(1) size --- --- --- --- --- --- --- 

(2) flow PC [0.53] --- --- --- --- --- --- 

(3) interaction UC [0.30] PH [0.71] --- --- --- --- --- 

(4) size-rate UC [0.30] UC [-0.16] UC [-0.19] --- --- --- --- 

(5) flow-rate UC [-0.21] UC [-0.16] UC [0.10] PH [0.72] --- --- --- 

(6) interaction-rate UC [-0.23] UC [-0.20] UC [-0.1] PH [0.71] PH [1.00] --- --- 

(7) lifetime PC [0.47] PH [0.65] PC [0.50] NC [-0.60] NC [-0.51] NC [-0.50] --- 

 

 

PH: Highly-Positive Correlated,  PC: Positive Correlated, 
NH: Highly-Negative Correlated,  NC: Negative Correlated, 
UC: Uncorrelated [weakly correlated] 

(1) size (2) flow (3) interaction (4) size-rate (5) flow-rate (6) interaction-rate (7) lifetime 

(1) size --- --- --- --- --- --- --- 

(2) flow PC [0.47] --- --- --- --- --- --- 

(3) interaction UC [0.21] PH [0.65] --- --- --- --- --- 

(4) size-rate PH [0.86] UC [0.19] UC [-0.03] --- --- --- --- 

(5) flow-rate UC [0.25] PC [0.50] UC [0.32] UC [0.35] --- --- --- 

(6) interaction-rate UC [0.02] UC [0.18] PC [0.40] UC [0.14] PH [0.70] --- --- 

(7) lifetime UC [0.35] PC [0.58] PC [0.47] UC [-0.15] UC [-0.16] UC [-0.22] --- 

 

 

PH: Highly-Positive Correlated,  PC: Positive Correlated, 
NH: Highly-Negative Correlated,  NC: Negative Correlated, 
UC: Uncorrelated [weakly correlated] 

(1) size (2) flow (3) interaction (4) size-rate (5) flow-rate (6) interaction-rate (7) lifetime 

(1) size --- --- --- --- --- --- --- 

(2) flow UC [0.15] --- --- --- --- --- --- 

(3) interaction UC [0.21] PH [0.85] --- --- --- --- --- 

(4) size-rate PH [0.91] UC [0.05] UC [0.09] --- --- --- --- 

(5) flow-rate UC [0.33] PH [0.80] PH [0.83] UC [0.25] --- --- --- 

(6) interaction-rate UC [0.28] PC [0.58] PH [0.77] UC [0.22] PH [0.86] --- --- 

(7) lifetime UC [0.15] UC [0.19] UC [0.26] UC [-0.24] UC [0.16] UC [0.13] --- 

 

For Figure 4.9, we find six highly correlated pairs of attributes. A correlation of Size 

vs SizeRate show that when a host transmits a large volume of data (e.g. more than 

1MB), it will do so at a fast rate, similar to the observations reported by Zhang et al. 

(2002). However, all rates are uncorrelated (from negative) with the lifetime, indicating 
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that the rate the host producing flows or interactions does not have any relationship with 

its lifetime. Also we find that both number of flows and interactions a host produces are 

highly correlated with their rates, e.g. a host producing a high number of flows or 

interactions will do so at fast flow and interaction rates. This behaviour is often found in 

busy servers, such as web servers interacting with various clients. Also, attributes such 

as Size vs Flow and Flow vs Lifetime are uncorrelated. For example, a host’s large 

transmitted volume does not indicate whether it will produce a large number of flows, 

and a host’s number of flows produced does not indicate whether it will stay in the 

network longer.  
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Figure 4.8: time-series correlation coefficient over one-day period  

[top] Auck-06, [bottom] Wits-06 

Correlations are consistent and show some distinct ranges over time, e.g. FlowRate vs InteractionRate shows a strong correlation (0.98), many 
rates are uncorrelated, e.g. FlowRate vs Flow (-02), and all rates are negatively correlated with the lifetime (-0.6 to -0.7).  
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Figure 4.9: time-series correlation coefficient with different conditions, Auck-06 

[top] considering only hosts that lasted for more than 20s and transmitted for more than 100kB.  

[bottom] (elephant) hosts with more than 120s and 1MB, focusing on highly correlated attributes (0.7 to 1). Correlations are different from the 
previous Figure 4.8, indicating that dragonfly and mouse hosts can indeed dominate the results.   
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4.7. Summary 

This chapter examined various aspects of the host, which yields an insight toward 

understanding of network behaviour. Our host concept is thus a feasible study that 

should be of interest to both researchers and network operators. From this, we find that 

that hosts are dynamic, and more host level behaviours can be researched.  

We summarize as follows. Host arrival is observed to follow a Poisson process 

producing exponential inter-arrival times. At least 20% to 40% of hosts re-enter the 

network, contribute a large total volume, many hosts reappear within a few hours, and 

those hosts seemed to either interact with the same previous hosts or to completely 

different hosts.  

Various distributions have been examined; hosts’ transmitted size, flow counts, 

interaction counts, and lifetime show a Pareto distribution indicating some heavy-tailed 

behaviour. Many hosts can be regarded as mouse or elephant based on the attributes; by 

their size, flow, interaction or lifetime. For example, short-lived hosts transmit few 

bytes, making them both dragonflies and mice. These dimensions could be 

independently treated [Brownlee and Claffy (2002), Lan and Heidemann (2006)]. On 

the other hand, dependency is observed; long-lived hosts tend to produce many flows, 

interactions, and transmit large volumes.  

From this, we have examined seven attribute pair relationships. Many dragonfly or 

mouse hosts dominating the correlations can influence other host behaviours, and need 

to be handled to observe more diverse correlations. For example, considering only the 

hosts that lived for at least 20s results in different correlations. Also, only 6 out of 21 

attribute pairs are distinctly (highly positive) correlated, such as Size vs SizeRate, Flow 

vs FlowRate, and Interaction vs InteractionRate. Unlike flow lifetime, host lifetime has 

no relationship with any other attributes, indicating that hosts can stay in the network 

performing arbitrary activities.  
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5. HOST INTERACTION VARIATION 

5.1. Introduction and Motivation 

This chapter investigates IP host’s interaction variations and some application 

examples that can be useful in network operation. Aiello et al. (2005) stated how 

mining host interactions could be useful, such as in network management, resource 

allocation, traffic engineering and security. Also, Karagiannis et al. (2007) stated that 

profiling the host interactions is becoming useful in developing a model of host 

behaviour and in deriving guidelines for normal and abnormal traffic patterns. 

As discussed earlier, every host has interactions with at least one other host; those 

interactions are then sustained by a series of flows between the two hosts. On a larger 

scale, a host will interact with several other hosts. For example, a host (user) may 

browse several websites one after another, yet constantly remain active at one particular 

site. Another host might download files from different servers, and the transferred bytes 

of individual interactions will vary. Also, since each interaction occurs during a well-

defined time interval, the duration of such interactions will often vary significantly. 

Thus, the interaction characteristics for a single host may vary a lot with respect to their 

number of flows, sizes and durations. Such behaviours are often dependent on the 

various application usages, popularity of other end hosts, diversity of content delivery 

networks (e.g. caching servers) or even because of outages. Furthermore, there could be 

hosts that do not have any variation, e.g. port-scan malicious hosts sending the same 

number of flows to each victim. 

To assess how a host interacts, one can draw statistical distributions, e.g. up to what 

proportion of interactions take how many bytes? How long will a certain number of 

interactions last? One particular approach would be modelling distributions of the host 

interactions. This can be achieved by selecting a well known host (such as a web server) 

and thoroughly analyzing their distributions, e.g. inter-arrival times, user thinking times, 

and object sizes. Using such, we may be able to gain insights into the way different 

types of host behave, e.g. distribution shapes.  

However, distribution analyses for each host, are computationally demanding 

especially when there are a large number of hosts in the enterprise network. As also 

found by Iliofotou et al. (2007), the way each host interacts with other hosts, even with 
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known application services (e.g. by port numbers), can have significantly different 

distributions, e.g. number of interactions, and their sizes.  

As an alternative to such host models, one can simply observe how each host’s 

interactions vary. We consider that measuring the host interaction variability is not only 

interesting on its own, but it is also a step towards understanding the dynamics of host 

behaviours. Network operators can benefit from understanding how IP host interactions 

may vary and affect other hosts in their network, which could provide them a better in-

depth knowledge, e.g. identifying hosts that are causing extreme variations among the 

rest of the hosts. 

We do not attempt to comprehend exact causes of interaction variability; instead a 

simple metric is used to summarize each host by its interactions. First, as discussed 

earlier in our host conceptual model, the traffic meter aggregates flows (5-tuples) into 

interactions (2-tuples) and measures three attributes for each interaction: its number of 

flows, total size in bytes, and duration in seconds. In this way we build distributions of 

these attribute values for each observed host (1-tuple). These interaction distributions 

are summarized by computing each attribute’s coefficient of variation (CoV), yielding a 

set of three CoVs for each host. Second, we examine the distributions of those attributes, 

and their change for different numbers of interactions, and correlations. Last, we 

suggest application examples, e.g. a method to select the hosts exhibiting extreme 

variation. 

Our distributions fall into three broad groups: about 10% of hosts have low 

variations, about 20% have high variations, and the remaining hosts have moderate 

variations. We consider that the first two of these groups define ‘interesting’ hosts, i.e. 

hosts that could merit more detailed investigation of their behaviour.  
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5.2. Related Study 

There have been studies on understanding how the hosts (e.g. client and server) 

interact. Aiello et al. (2005) applied a Communities of Interest (COI) concept to study 

distributions and stabilities of host groups over time. Karagiannis et al. (2007) outlined 

host profiling by using and compacting ‘graphlets’ to store and visualize the host 

interaction patterns. Both studies found that group memberships evolve slowly over 

short time scales, yet the majority of the groups may change over longer periods of time. 

Also, Lee and Brownlee (2007d) found that big host groups are both large in their 

number of interactions and volume.  

Verkaik et al. (2006) developed a proactive approach of COI framework using 

simple heuristics and historical data to profile hosts, such as good, bad, pure-good, 

pure-bad. They find that it can provide numerous protections against DDoS attacks. The 

host interactions can be observed in visual form. Iliofotou et al. (2007) studied a 

concept of Traffic Dispersion Graphs (TDGs) which observes host interaction 

visualizations, e.g. by packets/bytes exchanged or by application port numbers. They 

measured various aspects of host behaviours, such as distributions for known 

applications (DNS, HTTP, p2p and SMTP). Meiss et al. (2008) also measured the 

distributions of host interactions and volume, e.g. finding power-law relationships. 

On the other hand, one can pick a known host and thoroughly analyze its behaviour. 

Szeto (1999), Choi and Limb (1999), and Smith et al. (2001) studied web server 

characteristics such as distributions of user arrivals, web page size and thinking time. In 

particular, Smith et al. (2001) observed that 65% of all web pages are constructed by 

responses from a single server while 35% of the pages requested include content from 

two or more servers. They also observed that web sites are deploying server farms, 

finding increased numbers of embedded web objects trends and use of banners.  

In contrast, we focus for each host’s interaction variability and its behaviours. This 

cannot be found by grouping hosts, or by observing overall host distributions. 

Additionally, ours consider all hosts in the network without disregarding by port 

numbers or protocols. 
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5.3. Host and Interaction 

Each interaction has its own number of flows, with different sizes or lifetimes. Some 

hosts may only have one flow per interaction, while other hosts may have multiple 

flows per interaction. Further, their sizes may be completely different. From this, we 

summarize host interaction variations; observing interaction ‘consistency’. As shown in 

Figure 5.1, for each host, we collect all of its interaction datasets, where each interaction 

is characterized with three attributes: ‘number of flows’, ‘size in bytes’ and ‘lifetime in 

seconds’.  

We use a coefficient of variation to measure the diversity of interaction. CoV is a 

dimensionless quantity; the ratio of standard deviation to expected value, i.e. ¾=¹. This 

metric measures the stability, which is useful for measuring whether particular attributes 

experience a fluctuation. For example with size, we may say that the interactions’ size 

of a host is consistent if its CoV value is low (the host has transmitted a similar number 

of bytes to each of several hosts). Conversely a high value would indicate that the host 

interactions had widely varying sizes.  

 

 

Figure 5.1: illustration of host interaction characteristic 

An example of a single host srcIP_1; its interaction characteristics are gathered with 
three attributes (flow, size, lifetime). For example, an interaction to dstIP_1 is 
sustained by 1 flow, carrying 1MB and lasted for 2 seconds. Those lists are then 
summarized by the variation metric, CoV (flow, size, lifetime) for srcIP_1. 

  

<1, 1MB, 2s> 

srcIP_1 

 flows size lifetime 

dstIP_1 1 1MB 2s 

dstIP_2 3 3MB 4s 

… … … … 

dstIP_n … … … 

interactions 

srcIP_1 

dstIP_1

… 

<3, 3MB, 4s> 
dstIP_2
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5.3.1. Observations of Host Interaction and Distributions 

Figure 5.2 plots the attributes for selected hosts in our network (Auck-07) showing 

their variations. Figure 5.2 [top] shows a web client that visited eight websites (browsed 

for about 8.5 minutes). The horizontal axis25  shows the eight interactions and the 

vertical axis shows their number of flows, size in bytes and lifetime in seconds. We 

observe that each interaction with the web server produced some flows and bytes, and 

lasted for some time. We use these three CoV values to describe variations of this host. 

In this case, we find that CoV for the flow, size and lifetime attributes are 0.91, 0.97 and 

1.01 respectively, i.e. they show low variations. Since this was all web traffic, some 

attribute correlations are observed, i.e. if one interaction had a high number of flows, 

then its bytes and lifetime would tend to increase as well.  

Figure 5.2 [bottom] shows a web server which produced 94 interactions: it had more 

variations than the previous host. Both its flow and size attributes show a large variation 

(5.08, 5.02), while its lifetime attribute varies less (1.99). Two high spikes (of 

interactions) are observed, both have a high number of flows, size and lifetime. Note 

that variations are relative; we will discuss their distributions in next section. 

  

                                                 
25 The order of the interactions is irrelevant for computing the variation.  
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Figure 5.2: example of host interaction variation 

[top] a host visiting eight websites 

[bottom] a web server with 94 interactions  

The horizontal axis shows the interactions and vertical axis shows the number of flows, 
size in bytes and lifetime in second. Note, the lines do not indicate continuity. 
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Here, we find that each individual host’s interactions do not show consistent 

distributions. Two busy servers (DNS and Web) from our network (Auck-03 and Auck-

07) are selected to plot their interaction distributions, as shown in Figure 5.3. Our site 

caching DNS server in 2003 had mostly small flows for each interaction, the largest 

flow count per interaction was 12. Therefore, the interaction variations for their flows 

are small. However, in 2007 it had a radically different distribution, with the largest 

interaction containing well over 2000 flows. Upon further investigation, we found that 

our DNS server topology was changed in 2006, to implement separate name servers for 

inside and outside our university network. Furthermore, the change also produced a 

misconfiguration where more than 53% of interactions were only 40 to 60 bytes in size. 

For instance, their payload contents (RCODE [Vixie et al. (1997)]) had Format error 

and Server failure rather than the name being resolved. On the other hand, the web 

server had relatively consistent distributions for both years.  

Based on these observations, we find that hosts by nature can vary depending on 

their configuration, application usages and time periods; some show little variation 

while other hosts show high variation. We cannot assume host’s attribute distribution to 

be similar or different, (e.g. always ‘high variability’ or always ‘low variability’). In 

this, the choice of CoV metric is simple and yet gives a plausible measurement of 

interaction variations. Often, port-scanning hosts produce flows with only one packet 

and the same flow size. Also, other distributed malicious hosts produce multiple 

interactions with victims. Those hosts often result in zero26 CoV values (no variations) 

for their flow, size and lifetime attributes, which could be another way to distinguish 

such misbehaviours. 

 

                                                 
26 We ignore hosts with one interaction since the CoV computation requires at least two interactions. 
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Figure 5.3: interaction distributions of two busy (DNS and Web) servers 

[top] distribution by their number of flows. For example, DNS host in 2003 produced 
many interactions, and majority of them (at least 95%) were sustained by one flow and 
the rest (5%) produced two or more flows, and maximum number of flows in the 
interaction was 12 (shown as circle). The distributions are however significantly 
different in 2007 (two arrows) 

[bottom] distribution by their size in bytes. For example, DNS host in 2007 produced at 
least 50% interactions with their size (IP payload) about 40 bytes, while DNS host in 
2003 virtually had no interactions with 40 bytes. On the other hand, both Web server 
have similar distribution in both years. 
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5.4. Interaction Variations 

Figure 5.4 shows three CoV CDF plots of [top] flow, [centre] size, and [right] lifetime 

for all hosts. For the CoV (flow) distribution, we observe a significant proportion of host 

interactions producing the same number of flows, i.e. between 36% and 62% of hosts 

have no variation in their flow counts. Many hosts produced low variations while only a 

few hosts produced large variation, e.g. only about 2% have large variation, CoV 2.  

Zero variation is observed less often in the CoV (size) distribution compared with 

CoV (flow), i.e. each host’s interaction sizes are different from each other. Less than 

20% of hosts have the same flow sizes, and up to 80% have a CoV 1. As compared to 

the CoV (flow) distribution, host interactions do not produce the same interaction sizes, 

because of factors such as packet retransmissions and different flow sizes in each 

interaction. We also find that distributions of CoV (lifetime) are similar to CoV (size) 

distributions, i.e. each host’s interactions tend to last differently from one another; 

producing lifetimes that have more variations than those for size; indeed only up to 

about 60% have CoV close to 1.  

Clearly, high CoVs are also interesting because they indicate high fluctuations for 

their interactions, e.g. one interaction has many flows and the rest have only a few 

flows. As shown in Figure 5.4, high varying hosts are seldom observed with CoV 

ranging from 2 onward. However, given that there are many hosts that only produced a 

few interactions and only a few hosts that produced many interactions (see Figure 4.6 

[bottom], power law distribution), we ask whether hosts that had similar numbers of 

interactions showed similar fluctuations; the distributions observed in Figure 5.4 may be 

biased because they include many hosts with few interactions. 
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Figure 5.4: CDF plots of three coefficients of variation (CoV) 

[top] CoV flow 

[centre] CoV size 

[bottom] CoV lifetime.  

Note that CoV value below 0.01 indicates that host have little or no variation. For 
example, Bell-I, 36% of hosts producing the interactions are sustained by the same 
number of flows. Generally the hosts CoV values with less than 1 are commonly 
observed, indicating the low variations. High varying hosts are seldom observed, about 
2% with CoV ranging from 2 onward.   
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To investigate this, we separate hosts into seven bins for interaction set sizes [2], [3-

8], [9-32], [33-128], [129-512], [513-2048] and [2049-]. The bins are chosen 

logarithmically27 in order to observe and compare the hosts with large interactions. Each 

host is put into a group according to the number of interactions it produced.  

Figure 5.5 shows the CDF plots of [top] Leip-II, [centre] NZIX-II and [bottom] Wits-

06 for CoV flow, size and lifetime respectively. The plots show that hosts are likely to 

have a higher variation as they have more interactions. For Figure 5.5 [top], we find that 

hosts that had only two interactions contribute most of the zero CoVs, indicating that 

these hosts do not fluctuate: this also shows that the deviations are a lot less because of 

the small number of interactions. For Figure 5.5 [centre], we find that CoV (size) shows 

a similar distribution to the previous plot, indicating that more interactions can indeed 

produce more fluctuations. Older network traces (NZIX-II and Bell-I) only had a small 

number of hosts that produced more than 2048 interactions. Again, we observe that CoV 

(lifetime) in Figure 5.5 [bottom] have a similar distribution.  

The same plot of Figure 5.5 is shown as the CCDF in Figure 5.6 to observe those 

hosts with high variation. The variations are generally observed to be exponentially 

distributed. It also shows that more interactions the host produces, higher the CoV 

values it is to experience. The CoV distributions generally fall into three groups, low (0 

to 1), mid (1 to 10) and high (more than 10).  

 

 

  

                                                 
27 One could also separate the hosts by frequencies based on the Pareto distribution observed in Figure 
4.6, e.g. top 0.1%, 0.01%, 0.001% and so on. 
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Figure 5.5: CDF plots separated into 7 interaction sets 

[top] Leip-II CoV flows 

[centre] NZIX-II CoV size 

[bottom] Wits-06 CoV lifetime 

Hosts producing small number of interactions tend to contribute low CoV. For example, 
40% of the hosts that produced two interactions had CoV up to 0.1. (e.g. their 
interaction sizes are similar). The low CoV values are less observed as hosts produce 
more interactions, indicating that the interaction’s characteristics are more diverse.  
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Figure 5.6: CCDF plots separated into 7 interaction sets 

[top] Leip-II CoV flows 

[centre] NZIX-II CoV size  

[bottom] Wits-06 CoV lifetime  

The same dataset of Figure 5.5; the plots indicate that more interactions the host 
produces, higher the CoV values it is likely to experience. Observing the entire hosts 
(marked as All), the CoV distributions generally fall into three groups, low (0 to 1), mid 
(1 to 10) and high (more than 10).   
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5.5. Correlations 

As observed previously, the CoV distribution shows the relationship of the variation 

and the number of interactions. We question whether individual host variations are 

consistent with one another. For example, several hosts appear to have similar or 

different variations for all the attributes (e.g. Figure 5.2). We examine whether each 

host’s three CoVs are correlated with one another, for our interaction sets (excluding the 

smaller interaction sets [2] and [3-8]). Scatter plots are shown in Figure 5.7 where each 

dot represents an IP host, and both horizontal and vertical axis shows CoV attributes. 

The attribute values are scaled because of their large ranges. We observe that hosts 

experiencing high CoV (flow) are also likely to have high CoV (size).  

We also find that none of the attributes are negatively correlated; instead all of the 

attributes are positively correlated. In this, we observe their correlation coefficients as 

shown in Figure 5.8. For example, hosts that produced 9 to 512 interactions had a 

correlation coefficient of 0.6 between CoV (flow) and CoV (size) (Figure 5.8 [top]). 

This indicates that when hosts experience high variation for flows, their size variations 

are also likely to be high. These correlations are also apparent for other attributes, e.g. 

between CoV (size) and CoV (lifetime). For the Wits-06 network (Figure 5.8 [bottom]), 

correlations are in general higher than NZIX-II. For example, we observe increasing 

correlations between CoV (flow) and CoV (lifetime), and between CoV (size) and CoV 

(lifetime). Unexpectedly, hosts that produced between 9 and 32 interactions are 

uncorrelated. This is also apparent in the Auck-07 network.  

Overall, we find that the majority of host traffic does not produce many interactions 

during its lifetimes. For Auck-07, we find that typical web clients are grouped between 

[3-9] and [129-512], and long-lived hosts (e.g. p2p) are grouped from [513-2049]. 

Hosts that had more than 2048 interactions are mostly the dedicated and highly active 

servers (i.e. those for web/proxy/DNS/Mail hosts).  

To summarize, CoV distributions are similar for all the traces. In particular, there are 

many hosts with few interactions experiencing very low variations. On the other hand, 

hosts with many interactions tend to experience larger variations for all three attributes. 

Furthermore, for each given interaction set, we observe that about 10% hosts have low 

CoVs and 20% have high CoVs. The rest of the hosts have moderate variations.  
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Figure 5.7: scatter plots of Bell-I for hosts interaction set [33-128].  

[left] CoV (size) vs CoV (flow), [right] CoV (lifetime) vs CoV (flow) 

Each dot represents an IP host along with its (scaled) CoV attributes (flow, size, 
lifetime). A circle shows a centre (centroid) of two dimensions. Generally, hosts with 
high variation in one attribute seem to have high variation in other attributes. On the 
other hand, some hosts with low variation can still have high variation in the other 
attribute, for example, hosts with low CoV (flow) having high CoV (size) are observed.  

 

 

Figure 5.8: correlation coefficient for three CoVs  

[top] NZIX-II, [bottom] Wits-06 

Generally, if one attribute experiences high variation, then other attributes will also 
likely to have high variation. However, not all attributes are consistently correlated.
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5.6. Application Examples 

We present two examples of applicability of our metric. We show that the network 

operators can use this variation model to identify hosts that are causing high interaction 

variations, and to observe the changes of variation over the periods of time. We suggest 

that this could be employed as an additional tool to improve network monitoring. 

 

5.6.1. Significant Variations 

We have observed that not all CoV attributes are correlated, and that every network 

has hosts that behave differently, i.e. exhibiting different CoV. We believe that network 

operators may find it useful to identify hosts that have fluctuation in their attributes, e.g. 

one may be able to find the hosts that have a high/low variation compared to the rest of 

the hosts.  

Here, representing hosts as points in a three dimensional CoV space (flow, size, 

lifetime), we compute how far away the hosts are from the centroid (similar to Figure 

5.7). The hosts are separately computed for the interaction sets. In network Bell-I, for 

instance, the centroid of interaction set [3-8] was 0.36, and set [2049-] was 0.17. We 

then compute each host’s Euclidean distance 
pPn

i=1(pi ¡ qi)2  from the centroid, where 

a set P  contains three scaled CoVs, and a set Q is the centroid (mean) of the interaction 

sets, i.e. E[P ].  

Figure 5.9 shows two main groups of hosts. First, a large proportion of the hosts are 

close to the centroid; they are clustered between 0 and 0.3 away from it, and different 

interaction sets all show similar distributions. This shows that the majority of the hosts 

do not vary a lot. Second, about the top 10% of the hosts lie far away (representing high 

or low variability) from the centroid, clearly standing out from the rest of the hosts. We 

consider that such hosts are unusual and might well merit further investigation.  
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Figure 5.9: distance (scaled) from the centroid 

[top] Auck-07 

[bottom] Leip-II 

More than 90% of hosts are close to the centroid (about 0 to 0.3 away from it). The rest 
10% of hosts are far away from the centroid, indicating high/low variability and their 
significance. 
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5.6.2. Variation Change 

We note that the metric can be computed for consecutive intervals, e.g. activity 

monitoring. Each host can be observed over time to identify the variations. For each 

interval, our system extracts active hosts’ interactions and computes CoVs. We use an 

interval of ten minutes to accommodate the amount of data to be processed. 

Figure 5.10 [top] is for our DNS server (the same host shown previously) showing its 

variation changes over the one-day period. We observe that variations are visible at 

different times of the day. For example, the high variation rise of size illustrates that this 

server has interactions, but a few interactions have relatively a large number of bytes in 

them. Similarly a high rise of flows (e.g. at about 7:20pm and 11:20am) reveals 

irregularity; illustrating that a few interactions contained a large number of flows, while 

the majority of DNS interactions only contained one or two flows.  

Figure 5.10 [centre] is for one of our four Mail servers. Again, we see similar 

variations to those of our DNS server. During the off-peak time (when there are less 

interactions), low variations for all three attributes are observed. In general, both flow 

and lifetime variations of the interactions are consistent over time. 

Figure 5.10 [bottom] is an inbound malicious host port scanning various outbound 

(victim) hosts. It had many interaction attempts with only a few packets for each 

interaction. As mentioned previously, because each interaction’s size or flow counts 

were similar, variations for those were very small. However, interactions had widely 

varying lifetimes. This is because some interactions have zero second duration (only 

one packet is seen), while the other interactions have more than one packet resulting in a 

longer lifetime; and producing a large variation of the interaction lifetime.  
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Figure 5.10: variation change over time, Auck-07 

[top] DNS server, a few high CoV (flow) and (size) are observed throughout the day. 

[centre] Mail server, showing similar variations to DNS server.  

[bottom] Malicious host, both CoV (flow) and (size) have near zero variation because 
interactions all had similar size and contained similar number of flows. 
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5.7. Summary 

Given that any host may produce a number of interactions for a wide range of 

application activities, it is useful to measure their interaction variations, as well as just 

observing total bytes or flows. This chapter measured variation levels of each host, by 

their interaction characteristics. This is achieved by extracting three common attributes 

(flows, size, lifetime) for each interaction of a host and computing each attribute CoV.  

Several relationships are observed: hosts with a few interactions will likely have low 

CoVs while the hosts with many interactions will have high CoVs. From this, hosts in 

general fall into three broad groups: about 10% of hosts have low variations, about 20% 

have high variations, and the rest of the hosts have moderate variations. The hosts also 

show some correlations among their interactions’ variation, i.e. when experiencing a 

high CoV for one attribute, they also have a high CoV for other attributes. However, this 

differs between the networks we have observed. Further, two application examples are 

demonstrated.  

1) Identifying hosts that have a significant variation compared to the rest of the hosts. 

From this, we find 10% of hosts exhibit either very high or low variation compared to 

the other hosts. 2) Observing host variation changes over consecutive intervals. From 

this, we detect changes in interaction characteristics, such as their number of flows or 

size.  

This chapter closes with a discussion for future work. Interaction characteristic: we 

extracted three attributes for each interaction. It is feasible to extract more attributes, 

using more processing resources for the traffic meter. We find two additional attributes, 

unique source, destination port-ratio, are useful to observe port variation. For example, 

a web server would have consistent (no variation) source port-ratio. When observed 

over time, the variation would remain unchanged (e.g. continue to use source port 80), 

however its variation would increase if the server uses a new source port number (such 

as proxy port 8080). Similarly, clients that assign new ports for each interaction are 

likely to return high variations, and these variations can help to reveal host behaviours. 
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6. EXTRACTING SIGNIFICANT IP HOSTS 

6.1. Introduction and Motivation 

Network operators are often concerned with network monitoring. For instance, they 

may measure individual host activities and overall throughputs so as to verify Service 

Level Agreements (SLA). Their end customer’s network behaviours are significant 

issues, particularly since they change as new applications and protocols become 

popular. Recently, much work has been done on observing and determining application 

types for network traffic flows. This is non-trivial because newer applications often 

encrypt their packets and may not use default port numbers. In addition, application 

version updates or protocol changes could vary the distributions of flow behaviours and 

patterns, resulting in complicated identification methods.  

Some operators are worried about user traffic levels, which increase with increasing 

backbone and access link speeds. For them, a significant host could be one that 

downloads or uploads more than some specified amount of traffic. Again, some 

operators are concerned about various changes in traffic behaviour. Thus, a significant 

host could include hosts that produce many flows (e.g. p2p nodes). We ask how “host 

could host ranking be useful to network operators”.  

Techniques such as identifying application behaviours are often sensitive towards 

host behaviours, and to changes in protocols and applications. Moore and Papagiannaki 

(2005) reported that identifying applications with accuracy is usually complicated and 

the processes are often not automated, and commented that a particular traffic pattern 

could satisfy more than one classification criterion (e.g. mixed applications), or it could 

belong to an emerging application having behaviours that are not yet common 

knowledge. Such techniques may require algorithm revisions as applications and 

protocols evolve, and thus could be impractical for network operators who generally 

prefer simple and scalable methods to monitor their networks. Perhaps identifying the 

significant hosts could reduce much of the complexity. Therefore, we ask “what would 

constitute a significant host?”. 

This chapter proposes a simple approach: that we measure attribute values for hosts 

rather than flows to find significant hosts, rather than attempting to accurately identify 

applications. We consider the attribute values that seem most useful in quantifying host 
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behaviour, and explain how we use an attribute sum to rank the hosts. Since host 

ranking does not rely on payload signatures or port numbers it is simple to implement, 

and can handle hosts running newly emerging applications and mixtures of applications. 

We suggest that hosts may be ‘significant in various ways’. For instance, they may have 

high traffic rates (busy servers), interaction with many other hosts (p2p behaviours) or 

initiate many unidirectional flows (malicious behaviours). Further, they may change 

their behaviours over time (compromised hosts).  
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6.2. Related Study 

Many authors have conducted studies of packets, flows and application behaviours. 

Moore and Papagiannaki (2005) justified making trade-offs in ‘accurate identification’. 

Their work used nine identification methods and requirements (in terms of complexity 

and amount of data) so as to identify up to 99.99% of the traffic.  

Packet payload analyses have been one of the most accurate and common methods. It 

requires inspection of each packet or flow to match against known ‘signatures’. For 

example, packets containing a string of ‘HTTP/1.1 200 OK’ would be regarded as ‘web 

traffic from server’ as long as the system knows about this signature. However, this 

usually requires complex packet processing since it depends strongly upon matching 

payload signatures. Accessing payloads could raise privacy issues, and encrypted 

packets cannot be analyzed.  

Recently, p2p traffic has been one of the big issues, since they constitute a large part 

of total traffic in many ISPs. Also, emerging p2p traffic discourages the use of ‘default 

port’ numbers to avoid detection, e.g. port 4662 in eDonkey traffic. The operators need 

to manage their network resource efficiently by prioritizing traffic between p2p and 

other critical applications. Sen et al. (2004) studied signature based p2p identification to 

classify more accurately than the traditional port based approach. Analyzing the packets 

at flow-level has been studied. For example, Wagner et al. (2006) used various polling 

methods for each flow using ‘PeerTracker’. Bernaille et al. (2006) used the first few 

packets of each flow to identify applications in real-time.  

Machine-learning has been widely reported, e.g. by McGregor et al. (2004), Zander 

et al. (2005), Moore and Zuev (2005), and Thuy and Grenville (2006). Kim et al. (2005) 

used simple flow behaviours such as flow duration and a weighting algorithm to classify 

various p2p traffic. Similarly, Karagiannis et al. (2005) introduced social, functional 

and application levels to classify various applications using heuristics. Xu et al. (2005) 

used information entropy of the flow tuples to profile the backbone links into several 

behaviour-clusters. Traffic clustering has been explored by Erman et al. (2006) and 

statistical identifications have been conducted by Kim, Y. et al. (2004), Crotti et al. 

(2007), Kundu et al. (2007) and Tai et al. (2007).  

There are also similar studies that enhance the existing identification methods and 

results. For example, Li and Moore (2007) proposed a framework of Machine Learning 
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techniques in an attempt to classify more accurately. Won et al. (2006) proposed a 

hybrid approach using both payload and behaviour heuristics. Park et al. (2008) studied 

a way to enhance payload signature matching with high accuracy. Other than 

application traffic identification, several studies on detecting malicious traffic have been 

reported using similar techniques such as machine-learning, information-theory, and 

statistical distribution analysis. For example, information entropy by Jin et al. (2007), 

statistical analysis by Barford et al. (2002), Soule et al. (2007), Dewaele et al. (2007), 

Kim and Reddy (2008). Also, Conti and Abdullah (2004), Kim, H. et al. (2004), and 

Krasser et al. (2005) reported on the visualization of malicious traffic. 

Often the above techniques are specific to a few (known behaviour) applications and 

require careful fine-tuning. They unfortunately often fail to classify ‘mixed’ behaviours 

where the hosts may use several applications simultaneously. In other words, they tend 

to require additional complexities for more detailed identifications and are thus unlikely 

to be used in practice, especially in real-time environments. The previous studies were 

accurately identifying the applications, taking little notice of whether particular hosts 

are ‘significant’ in their network. In contrast, our work instead focuses only on finding 

potentially significant hosts.  
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6.3. Concept of Significant Host 

We began by attempting to understand host behaviours and their significance in 

traffic analysis, i.e. issues that operators must deal with in network monitoring. 

Generally, they are interested in hosts that behave in ‘remarkable’ ways. For instance, 

high traffic rates, interactions with other hosts, malicious behaviours or hosts that 

change their behaviours over time. Hence, choosing the right metrics could be 

considered as one of an operator’s important activities. We examine several attributes 

that may indicate significant host traffic. The term ‘attribute’ means a characteristic 

quality that can be easily measured by observing the host behaviours. For instance, 

number of flows or host connections can be regarded as attributes. The term 

‘significant’ is used when a particular host has sufficiently high attribute values that 

their sum meets certain thresholds. Thus, in contrast to other studies in application 

identification, we consider that if the operators need to identify significant hosts, then 

all the hosts should be scored or ranked. Our ‘finding significant host’ scheme provides 

a different approach to network analysis, in which we measure attribute values for hosts 

rather than flows. Our objective for this study is to score (and rank) hosts expressed as a 

single numerical value by aggregating individual attribute values. Our aim is not to 

identify or classify host applications, but to identify significant hosts regardless of 

application types. As set out in Lee and Brownlee (2007b), our approach has several 

advantages.  

1) Simple and efficient, because only seven attributes are used to return one score per 

host. 2) Completely anonymous, as no actual identifications are conducted for host 

applications, hence there are no privacy issues. 3) Highly flexible, as the attributes can 

be either weighted differently or added/removed depending on what behaviours are 

regarded as significant by an operator. 4) Versatile, since we do not assume that a host 

runs a single or dominant application, we are able to identify significant hosts that may 

run an arbitrary set of applications.  
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Figure 6.1: abstract host behaviour significance 

Behaviours from the least significant host A to the most significant H. Circles represent 
hosts, arrows represent flows, and dotted circles represent interactions from the host. 

 

6.3.1. Attribute Consideration 

After reviewing several host behaviours, we extract attributes from three levels 

(packet-level, flow-level and host-level). For example, how many bytes are 

transmitted/received? How many flows are produced? How many unique source port 

numbers are used? Since we are interested in scoring individual hosts by summing the 

attribute values into a single value, we consider whether they reliably represent a 

significant host. In this, the chosen attributes must be countable, and they must be 

meaningful in that ‘the higher the attribute value, the more remarkable it is’. Thus, the 

higher the score, the more significant the host. 

For example, consider several hosts using different applications. Although unlikely, 

if all of the hosts happened to produce equal values for the attributes (e.g. all hosts 

produced 10kB of data, one flow and one interaction), then they would all have the 

same score. If one host then increases one of the attribute values, that host will have a 

higher score than the rest. Figure 6.1 shows eight simplified host behaviours in order 

from the least (A) to the most (E) significant, assuming that all flows have equal size 

and their destination ports are the same. Supposing we take individual attributes 

equally, host A is interacting using only one bidirectional flow. If we compare this with 

B where the host is interacting using two bidirectional flows, A is less significant than 

B. Similarly, C is more significant than B because it is not only using two flows, but 

also interacts to two different hosts. However, F and G have the same score because F 

is interacting to three hosts with four unique source ports, while G is interacting with 

F 

DCB A 

E HG
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four hosts with three unique source ports; their sum of scores are equal. Furthermore, H 

is more significant than G even though it has fewer interactions, because the sum of 

flows, unique source ports and hosts is greater than the sum in G.  

Seven attributes are extracted for each host. For the packet-level, we use the total 

transmitted (tx) and received (rx) sizes in kB. For the flow-level, 5-tuples from the 

packets are used to produce flows from which we extract four useful attributes. Flows 

are separated into two types: one-way (ow) and two-way (tw) flows. We regard strictly 

flows with packets in only one direction as one-way, and packets in both directions as 

two-way. These two types of flows depict flow interactions, e.g. malicious-attempts are 

often one-way flows as discussed previously in chapter 3. Additionally, we only count 

unique ports instead of studying the port numbers. That is, the actual port numbers are 

not used, and we only count the number of unique source (sp) and destination (dp) 

ports. At the host-level, we extract number of interactions (it).  

 

6.3.2. Host Score and Rank 

For each collection interval ending at time ¿ , the observed number of IP hosts 1 : : :m 

and their attributes 1 : : : n, form an m by n matrix A.  

 A¿ =

264x11 : : : x1n

...
. . .

...

xm1 : : : xmn

375 
Each row represents one IP host, and its attribute values are scaled in relation to the 

maximum value in the same column. Thus, normalizing scores linearly28 by dividing 

each element xij by the maximum column value at j, maxj = maxfx1j; x2j ; : : : ; xmjg 

so that kij =
xij

maxj
; k μ [0; 1]. kij represents the significance of an individual attribute, 

which we then sum to give an overall score si =
Pn

j=1 kij for each host. From this, the 

maximum possible score that a single host could obtain is when all its scaled attribute 

scores are at their highest si = n. 

                                                 
28 They can be log-scaled when using the Pareto distribution observed in chapter 4.  
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Intuitively, host rank ri is reflected by its score si in the measured network; from 

sorting the scores into descending order. These computations are repeated in every 

measurement interval ¿  producing a set of datasets (i.e. IP address, host score, host 

rank), then we plot time-series of score or rank for each host. Periodically, at certain 

intervals ¿ , si is observed with its variation, CoV. This fluctuation represents the relative 

variations of the host score si. As discussed earlier, the advantage of using CoV is that 

the variations can be compared regardless of their actual scores. Note that ri can be 

substituted instead of si  to observe rank time-series and variations. Two main 

measurements for each host is observed: si , ri and its CoV over time. We next consider 

how to select significant hosts based on those observations. 

We set the interval ¿  to 60s and our traffic meter is configured to compute and 

observe the score/rank over time. Datasets collected from the traces are immediately 

processed to produce scores on time-series plots. Practically, the hosts should appear in 

at least two ¿  intervals over the period of the measurement, because computing a 

standard deviation requires at least two scores.  
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6.4. Host Score Observations 

This section presents time-series plots of the host scores. In particular, we show 

various host score plots for Auck-03 and Auck-06. Figure 6.2 [top] shows four busy 

hosts (two DNS servers A, B and two proxy servers C, D) and their score variations 

over time (Note that using seven attributes, the maximum score for a host is seven). 

We observe moderate score variations for A, B and C, and higher score variations for 

D (e.g. peak score reached at about 55 minutes). To understand a host score in detail, 

Figure 6.2 [centre] shows a one-hour plot of the seven attribute scores for D. Generally, 

we observe that tx, ow, and it scored relatively low while rx, tw and dp were relatively 

high. At about 55 minutes, the high rises were caused by two attributes rx and tw, and 

reaching a score of 1 shows that these attributes had the largest value compared to every 

other host’s rx and tw attributes for that interval.  

Figure 6.2 [bottom] shows four malicious hosts (E, F, G, H). Interestingly, these 

hosts scored the highest for some periods. Upon inspection, we find that E was a port-

scan attempting host (i.e. high tx with no rx, high ow with no tw scores) scanning for 

about 55 minutes. About 15 minutes from the start, F appeared with high, but 

systematic (a pattern that occurs regularly) variations of scores. This host had similar 

scan activities to E, but its score rise was caused by the increase in the number of 

unique source ports (high sp), and its fall was caused by decreases in that number (low 

sp). This is presumably due to changes made by (automated) malicious scripts. G and H 

had similar behaviour to E. 
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Figure 6.2: time-series score plot for selected hosts A to H, Auck-03 

[top] high-scoring hosts A (DNS), B (DNS), C (proxy) and D (proxy).  

[centre] the selected proxy host D. Maximum score is 1 (individual score). 

[bottom] malicious hosts E to H.   
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Figure 6.3 [top] shows four top-scored hosts where A and B are proxy servers, C and 

D are web-servers serving e-learning/e-assessment to students. A had consistent and 

near-maximum scores, showing the domination of the individual attribute scores. The 

score hardly exceeds 6 mainly because one-way (ow) flows are often not presented by 

busy hosts. During the busy hours from about 2pm onwards, the score rise is seen for C 

and D as they serve more connections to students. Figure 6.3 [centre] shows four low-

scoring hosts with approximate average ranks around 1000th. E is a web-server using 

port 80 that bulk-transferred three files, totalling about 50MB over time (i.e. high tx/rx, 

but very low tw/it scores). F and G are p2p clients that transferred less than 10MB of 

data. High peaks show that these hosts are actively connecting to various peers. H is 

also a web-server that consistently scored low over time. 

Figure 6.3 [bottom] shows various hosts that systematically interact with other hosts, 

causing regular spikes in the plot. These hosts have lower scores than the hosts in 

Figure 6.3 [centre]. I is a POP/IMAP relay-host and J is a local NTP host. We also see 

AFS (K) and DNS (L) hosts frequently producing score rises and falls systematically. 

That is, their host score changes with respect to its individual attribute scores, and such 

changes seem to occur periodically. 

To summarize, we observe various individual host scores over the measurement time 

with respect to their attribute interactions. Interestingly, many busy hosts exhibited 

consistent score variations, and we observe that systematic score fluctuations are often 

caused by the behaviours of the host’s automated activities such as malicious or 

network-specific protocols. Note that the host scores do not necessarily identify the 

actual applications, but rather indicate their significance relative to the rest of the 

network traffic. We believe this distinction is important since the score behaviours are 

not analyzed per-application; instead they identify hosts, whose scores are not fixed, but 

dynamically dependent on the highest host’s attribute values in each interval.  

 

 

 

 

  



120 

 

 

 

Figure 6.3: time-series score plot for selected hosts A to L, Auck-06 

[top] high-scoring hosts A (proxy), B (proxy), C (Web) and D (Web) 

[centre] low-scoring hosts E (Web), F (p2p), G (p2p) and H (Web) 

[bottom] systematic low-scoring hosts I (MAIL), J (NTP), K (AFS), and L (DNS) 

Note, these are not the same hosts as those shown in Figure 6.2. 
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6.5. Score and Rank Variations 

Although we previously suggested that the host scores reflect their relative ranks, not 

all host ranks fluctuate over time. One of the main reasons is that many busy hosts we 

observed are heavy-hitters that continuously dominate the scores over other hosts. Here, 

we show that score and rank variations could be compared with other hosts’ variation 

using coefficients of variation, CoV. 

Figure 6.4 shows several hosts with different scores and rank; their CoV are 

evaluated at the end of three-hour (Figure 6.4 [top]), and one-hour periods (Figure 6.4 

[bottom]). For visualization purposes, we show hosts with similar (mean) scores. In 

Figure 6.4 [top], two web-servers M and N have relatively low variations (0.7 and 1) 

scoring between 0.1 and 0.3, while two clients O and P have higher variations (2 and 3) 

scoring from 0 to more than 1 (for P). In other words, the score varies less with low 

CoV, and more with high CoV. Generally, these behaviours indicate that busy hosts (e.g. 

web-server, etc) often have low score variations due to their nature of constantly being 

‘active’, while idle hosts (e.g. web-clients, etc) often have high score variations because 

of their inactivity. For instance, P scored reasonably high, but appeared only for the first 

27 minutes from the start of the measurement, thereby returning a higher CoV than other 

hosts which scored lower but appeared in many intervals over the measurement time. 

Figure 6.4 [bottom] shows five different hosts with their rank variations for a one-

hour measurement. First, CoV dispersion for A was zero because there were no 

variations of its rank. It stayed consistently at the rank 1. B and C have relatively 

consistent high ranks returning low ratios. For C, we observe systematic rank 

fluctuation averaging between 100th and 2000th over time. Upon inspection, this host 

was found to be an idle outbound client connected to a remote access server. The rank 

rise shows the use of its telnet service (port 23), roughly every five minutes, and the fall 

shows when that transmission ceased, along with the service using port 113 and ICMP 

packets constantly. 

D was an inbound DNS server that appeared a few times; this host had a higher CoV, 

with its rank changing between 20th and 1500th over time. Its high rank for the first four 

minutes was caused by numerous name-lookups, after which its rank dropped to 10000th 

showing that it became idle. Additionally, E kept its rank relatively high with B for 

about 35 minutes before it sharply dropped for five minutes (thus, CoV 5). Upon 
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inspection, E was found to be an HTTPS server, and the event was most likely caused 

by a server-outage. 

To summarize, hosts are scored and ranked with one numerical value based on the 

summations of their individual attributes. These scores and ranks are visualized in 

timeseries to observe their CoV. We find several host behaviours from this. First, heavy-

hitters dominate the high scores consistently, which in turn produces low CoV for the 

scores and ranks. Second, relatively idle hosts such as clients (and probably malicious 

hosts) often exhibit high CoV, mainly due to the fact that their appearances are 

infrequent. Our CoV values are computed at one-hour and three-hour intervals, and none 

of the hosts were expired, allowing us to observe CoV values even for the idle hosts. 

This however can be tuned for any desired operation to smaller or longer intervals. 

Third, CoV values are comparable either between the host scores or between ranks. That 

is, regardless of the actual scores or ranks, we observe dispersion for each host, which 

allows a more detailed analysis. For instance, we found several systematic score (and 

rank) dispersion behaviours (shown in Figure 6.3 [bottom] and Figure 6.4 [bottom]), 

which could merit additional study, and perhaps suggest that network operators might 

trigger alarms when such behaviours occur. 
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Figure 6.4: observation of host score/rank variation over three/one-hour period  

[top] Auck-06, score vs time plot (three-hour CoV) 

[bottom] Wits-05, rank vs time plot (one-hour CoV) 

Note, these are not the same hosts shown in previous Figures. 
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Figure 6.5: selecting significant hosts based on the score and variation 

[top] Auck-03, score selection 

[centre] Wits-05, variation selection 

[bottom] Wits-04, both selections  
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6.6. Selecting significant hosts 

So far, we have explained and showed host scores, ranks and dispersion ratios. In this 

section, we explain our simple method of selecting significant hosts. We consider our 

method could vary depending on the interest of individual network operators: choosing 

‘as many’ or ‘as few’ hosts could vary the method’s applicability or feasibility. We 

think that applying a 10/90 or 20/80 split by selecting the top 10 or 20 percent of the 

total hosts as remarkable, could be a suitable approach.  

Figure 6.5 shows relationships between the variation ratio (CoV) and mean score for 

three traces29, with each scatter plot representing a one-hour interval. As expected, 

nearly all hosts with a high score (between 0.1 and 7) have a low CoV (between 0 to 2), 

depicting consistent host (behaviour) scores over time. However, we observe that not all 

hosts with high scores have a low CoV (e.g. those with more than 2). Some high-scoring 

hosts also have high CoV (e.g. a few malicious and FTP transferring hosts), exhibiting 

high activity (high score) with few appearances (high CoV). From our analysis, we 

therefore think it is important not to ignore hosts with a high CoV. In general, different 

approaches and their trade-offs in selecting hosts must be considered. 

Our first approach (Figure 6.5 [top]) is to select the top 10% to 30% of hosts on the 

basis of overall scores. Taking up to 30% of hosts actually selected hosts that sent and 

received only 100kB of data over one hour. The remaining 70% of hosts mostly had 

extremely low scores (many were inbound DNS hosts, producing about 1kB, one flow 

and one interaction). Unfortunately, even selecting up to 30% of the hosts was not 

sufficient to find all the hosts having low CoV. That is, several hosts that consistently 

communicate for long durations (low CoV) are not selected by this approach. Such hosts 

could be systematic hosts (Figure 6.3 [bottom]) or even low-level scanning attacks.  

The second approach (Figure 6.5 [centre]) is to select by CoV. For our traces, taking 

the top 30% captured the hosts with CoV of around 3 (e.g. hosts that appeared as briefly 

as for only seven minutes). The advantage of this approach is that it does not deal with 

the host scores. That is, we are able to capture many low-scoring hosts that behaved like 

systematic hosts or low-level scans. However, some hosts (e.g. those malicious hosts in 

                                                 
29 Relationships between CoV and rank are not discussed due to the similar results to the score. 
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Figure 6.2 [bottom]) have relatively high scores because they have short periods of high 

activity. In other words, this approach tends to miss out hosts that have reasonable 

scores, which was the advantage of the first approach.  

After reviewing two trade-offs, finally, we decided on our third approach: both 

selections as shown in Figure 6.5 [bottom]. In this, we are able to select about 14% of 

the hosts by taking the top 10% for both mean score and CoV for Wits-04 (other traces 

had similar selections). Taking the top 20% of both allows us to select about 22%, and 

top 30% selects about 41% of the hosts. As mentioned however, many of the hosts 

beyond the top 30% in our traces were inbound DNS servers, and we consider that 

taking more than this fraction could be infeasible since the hosts should be selected for 

their significance. We also suggest that using the variation metric helps the selection, as 

it is independent from actual host scores or ranks. 

We summarize the characteristics for our selected hosts. The top 1% and 2% ranked 

hosts (e.g. outbound DNS and proxy) often dominated most of the attribute scores and 

mostly had low variations. We observe that some malicious attempting hosts ranked 

very high due to their high attribute scores for ow, sp, and it. Mail and p2p hosts were 

observed with lower attribute scores, but they exhibit similar behaviours to a typical 

proxy (e.g. high sp/dp). We also observe several servers and clients that are within the 

top 14%.  
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6.7. Attribute Weights 

This section discusses adjusting attribute weights. Since our score and rank 

calculation weighted all of the individual attributes equally, our scheme could be 

slightly biased towards the behaviours of hosts that produce many flows and different 

port numbers (e.g. score higher for the likely p2p hosts, which often exhibit many-to-

many relationships for the flow, host and port counts). This however can be changed for 

different usage purposes by adding a weight w  for each attribute, si =
Pn

j=1(wj)kij. 

Suppose one network operator regards a host’s transmitted and received data as more 

significant (i.e. heavy file downloading or uploading hosts) so as to manage the traffic 

capacity of the network; then the tx and rx attributes should be weighted more than the 

rest.  

Here, we increase these two attributes to three times their default, i.e. from wj = 1 to 

wj = 3 . Figure 6.6 is a one-hour timeseries plot showing two previous hosts from 

Figure 6.3 [centre] with different weights (tx, rx). E is a web server that bulk-transferred 

24MB of a file for 17 minutes, while F is a p2p client (3MB of data exchange). Their 

attribute weights have been increased from the default to three times more (E’, F’). The 

increased weights show a few different host behaviours. First, E and F were originally 

ranked 2704th and 782nd: increasing the default weights increased their ranks to 297th 

and 208th (E’, F’) respectively. This presumably shows that the rest of the hosts had 

lower (tx, rx) scores as compared to E. Second, we observe the increased scores where 

E was amplified by almost three times from the default, showing that this host score 

was solely based on the file-transfer (tx, rx). In contrast, F only amplified for certain 

periods (a p2p file being exchanged), e.g. we observe F score rises at about 18, 37 and 

58 minutes from the start of the measurement.  

The scores and ranks can be simultaneously computed using different attribute 

weights so that operators could also observe the changes in scores and ranks. Another 

test could involve increasing ow (one-way flow counts) attribute weight which can 

better identify malicious behaviours. Further, the weight schemes can be highly flexible 

since they are simple, and favours the host scores and ranks to match the desired 

operational priorities. 
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Figure 6.6: observation of attribute weight criteria  

Auck-06, two hosts E, F and their weight (tx, rx) tuned from the default wj = 1 to 
wj = 3 (E’, F’). The score of the web server E was solely based on the file-transfer (tx, 
rx). In contrast, p2p host F only amplified for certain periods indicating the file being 
exchanged, e.g. we observe F score rises at about 18, 37 and 58 minutes from the start 
of the measurement.  
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6.8. Summary 

Summarizing this chapter, we showed our simple schemes for assigning host scores 

for individual attributes. Our scheme is simple and efficient because we use only seven 

attributes that are easily obtained. These attributes are valued so that the higher the 

attribute values, the more remarkable the host is. Attribute scores are aggregated to 

return a single overall score per host, representing the significance of a particular host. 

Significant hosts are selected based on the fractions of score/rank and variations. This 

works reliably and requires little computational effort, making it practical for network 

operators. Our scheme is highly flexible, since the individual attributes can be 

added/removed or weighted differently depending on the intention of usage Also, it 

provides a way of finding hosts that have fluctuations in their activity, i.e. high CoV. 

Such hosts are hard to detect in a busy network using flow-based analysis techniques. 

Finally, our scheme is completely anonymous since hosts are scored using one value 

(thereby having no actual application identifications), leaving operators an option to 

select significant hosts for various purposes. This chapter closes with two discussions 

for future work.  

Attribute Selections: our demonstration used seven attributes. Interestingly, attributes 

themselves could be analyzed and processed independently, either on a per-host or per-

flow basis. Adding more attributes could yield further insights. For example, unique 

protocols (pr) attribute is not used since the majority of the hosts only have two or three 

at most (e.g. TCP, UDP and ICMP). However, this attribute can be considered to 

identify some (erroneous) hosts that use many protocols. Additionally, attributes can be 

considered for their characteristics, such as high or low volume or short or long 

duration. For example, a host producing many short-lived flows can be considered 

significant as the abnormal behaviour (based on short-lived hosts behaviours observed 

in Figure 4.7). 

On the other hand, reducing the number of attributes could be thought as a trade-off 

in order to further increase the efficiency, although it would probably decrease the 

score’s reliabilities. For instance, if one network operator is only interested in finding 

the top 20% significant hosts as opposed to 10%, we then think attributes such as tx and 

rx could be merged into a single attribute. Our initial observation showed that tx and rx 

attribute values were highly correlated (due to TCP), but unfortunately our traces had 
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their own different coefficients between the attributes, requiring more analysis to 

understand and find appropriate attributes.  

Attribute Weights: Although our work showed weight schemes based on fixed 

weights, dynamically applying the weights can be considered. For example, we can find 

the common/uncommon attribute values and their patterns, then to assign weights 

dynamically based on their pattern occurrences so as to give higher weights for the 

hosts with uncommon attribute patterns. 
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7. CONCLUSION 

7.1. IP Host Measurement 

With an ever growing number of flows and emerging traffic types being observed, 

several studies now focus on the host level behaviours. This thesis describes the design, 

development and analysis of IP hosts, which assists the traditional flow-based analysis. 

A conceptual IP host framework model of aggregating the tuples (e.g. 5-tuples to 2-

tuples and 1-tuple finally) is designed to observe the network traffic. Our traffic meter 

logically constructs the IP hosts using hierarchical expiry timeouts. The ability to gather 

a rich set of host information from the meter yields more insight than just flow 

information. Using the model, we examined empirical IP host behaviours from real 

network traces, and demonstrated that one can observe the network traffic at various 

levels of an aggregation hierarchy.  

IP hosts behaviours are investigated in chapters 3 and 4. For example, we observed 

that many IP hosts produce only a few flows while a few hosts produce many flows; 

hosts producing mainly one-way flows show anomalies. We have observed various host 

attribute distributions and their relationships, such as host’s transmitted size, number of 

flows, interactions, and lifetime. We find that hosts in general inherit similarly from the 

flow characteristics, e.g. both the flow and host arrival process are observed to be 

Poisson distributed, and their sizes show a Pareto distribution. From this, hosts with 

various relationships are compared so as to find their dynamics. A few pairs of 

attributes are strong positively correlated such as ‘Size vs SizeRate’; hosts transmitting 

large volume will do so at a fast rate, but others are uncorrelated such as ‘Flow vs 

Lifetime’; the number of flows a host produces does not depend on its lifetime.  

We consider that our contribution is useful to network operators who need to 

understand their customer’s (host) behaviour in order to better manage the traffic, e.g. 

new accounting/billing strategies. It is also useful to network researchers who need to 

gain insights and understand how the IP flow and host compares each other, e.g. 

modelling distributions. 
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7.2. Host Application 

We have developed concise analysis schemes yielding insights into host 

characteristics. The host entities gathered from the traffic meter provide a simple 

analysis with useful implications in network operation. Our scheme has low 

computational overhead that can work in near real-time, as well work for various 

behaviour changes. Also, our scheme is completely anonymous (no privacy issues) 

since we do not require packet payload observations; requiring only header information 

to construct flows, interactions and hosts. These advantages give the network operators 

an option to use our scheme for various purposes. We showed two simple application 

examples.  

First, we measured the characteristics of hosts’ interaction variation (chapter 5) to 

show that a host with high variation indicates a difference in interaction characteristics, 

and low variation indicates a similarity of interaction characteristics. We also show that 

hosts have some correlations among their interactions’ variation, i.e. when a host 

experiences a high variation for one attribute, it also has a high variation for other 

attributes. In this, we demonstrated how to identify hosts that have significant variations 

as compared to the majority of hosts, by finding that about 10% of hosts exhibit either 

very high or low variation compared to the other hosts. We also observed host variation 

changes over consecutive intervals, to detect changes in interaction characteristics, such 

as their number of flows or size.  

Second, we proposed a way to select significant IP hosts (chapter 6) which is simple 

and efficient because we use only attributes that are easily obtained. These attributes 

return a single overall score per host, representing the significance. Significant hosts are 

selected based on the fractions of score/rank and variations. This works reliably and 

requires little computational effort, making it practical for network operators. Our 

scheme is highly flexible, since the individual attributes can be added/removed or 

weighted differently depending on the intention of usage. In addition, it provides a way 

of finding hosts that have fluctuations in their activity.  
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7.3. Future Work 

Our study has potential improvements that can be further researched. In particular, 

we describe two considerations that can enhance the work.  

For chapters 3 and 4, we have observed that host behaviours are more dynamic than 

flow behaviours, e.g. they exhibit a high variability similar to packets or flows, but 

understanding per-host characteristics is still a difficult task. This is because there are 

many hosts with mixtures of applications, each producing various numbers of flows and 

interactions, as well as transmitting different numbers of bytes. From this, a host 

produces a many attributes that could need more statistical techniques, e.g. Principal 

Component Analysis to reduce dimensions to extract relationships.  

As mentioned in chapter 2.3, our IP host conceptual model is designed to aggregate 

traffic based on logical addresses, i.e. IP addresses. This means that the physical 

machine using the IP address can have its address changed, and the previous address 

can be reassigned to a different machine. The traffic meter monitoring packets at the 

edge does not have knowledge to distinguish these machines. Also, a single machine 

can be shared by several users or it can contain multiple network interfaces, thereby 

having multiple IP addresses. Again, the traffic meter will regard it separately based on 

the actual IP address observed. Although these kinds of host configurations are 

somewhat rare, it is still important to consider and decide the boundary so as to better 

aggregate and represent the host. 

For chapters 5 and 6, our demonstrated variation metric, although simple to compute 

and easy to comprehend, can be insufficient to give a reliable inference about the way a 

host behaves, such as accurate traffic identification. For instance, we characterized the 

interaction with three attributes (in chapter 5); however, more attributes such as port-

ratio can be used to help revealing host behaviours. Also, our finding significant hosts 

(in chapter 6) needs to consider more attributes to reliably score hosts, and dynamically 

applying attribute weights can be considered so as to give higher weights for hosts with 

uncommon attribute patterns. However, the trade-offs needs to be considered for 

network monitoring. Furthermore, working with a commercial ISP to test our host 

monitoring scheme in a production network environment is a plausible next step. 
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Appendix A. NETWORK TRACES 

Listed in Table A.1, we have analyzed traces collected in various years from 

different networks: University of Auckland (Auck-00, Auck-03, Auck-06, Auck-07), 

Bell Labs research (Bell-I), Commercial ISPs (ISPA-00, ISPB-07), University of 

Leipzig (Leip-II), New Zealand Internet Exchange (NZIX-II), Enterprise Network (Site-

X) and University of Waikato (Wits-04, Wits-05, Wits-06). The Bell-I, Leip-II and 

NZIX-II traces are available publicly at NLANR PMA30. ISPA-99, ISPB-07, Wits-04, 

Wits-05 and Wits-06 are obtained from University of Waikato31, and SITE-X was 

obtained from University of Cambridge32. The number of flows, interactions and hosts 

are measured using the moderate timeout value as discussed in chapter 2.5. 

 

Table A.1: measured network traces 

Name 
Starting time 
[local time] 

Duration 
(hr) 

Bytes 
(GB) 

Flows 
(M) 

Interaction 
(M) 

Hosts 
(M) 

Auck-00 14-Jan-2000, [12am] 24.0 8.87 1.73 0.57 0.20 

Auck-03 04-Dec-2003 [12am] 24.0 68.23 19.49 10.83 1.80 

Auck-06 27-Jul-2006 [1pm] 24.0 294.30 31.04 12.88 3.99 

Auck-07 01-Nov-2007 [4pm] 24.0 652.41 73.62 16.85 4.68 

Bell-I 22-May-2002 [12am] 96.0 76.79 6.42 2.24 0.60 

ISP-A 14-Dec-1999 [8am] 38.0 7.14 1.15 0.39 0.14 

ISP-B 08-Feb-2008 [8pm] 2.0 292.89 39.37 25.43 9.10 

Leip-II 21-Mar-2003 [9pm] 24.0 273.26 54.99 33.61 13.41 

NZIX-II 06-Jul-2000 [12am] 96.0 151.38 55.28 24.35 10.65 

SITE-X 20-Aug-2003 [4am] 10.0 122.58 11.42 8.28 0.91 

Wits-04 01-Mar-2004 [12am] 24.0 37.29 15.68 5.37 1.38 

Wits-05 12-May-2005 [12am] 24.0 58.40 18.33 5.13 1.50 

Wits-06 30-Oct-2006 [12am] 24.0 79.25 27.75 8.10 2.45 

  

                                                 
30 NLANR PMA - Passive Measurement and Analysis, http://pma.nlanr.net/, last accessed November-
2008  
31 Contact Richard Nelson (richardn@waikato.ac.nz) and Perry Lorier (perry@waikato.ac.nz) 
32 Contact Andrew Moore (andrew.moore@cl.cam.ac.uk) and Wei Li (wei.li@cl.cam.ac.uk)  
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Appendix B. AUCKLAND NETWORK TRAFFIC 

The University of Auckland (Auck) traces are one of the popular sets of network 

traces used by a wide range of communities. These traces are made publicly available 

via NLANR and WAND with various packet statistics. Also, the amount of Auckland 

traffic is small, making it easier to process and understand the traffic patterns. There are 

many traces, from short to long (and continuous) periods of captured traffic thanks to 

WAND. For example, recent studies examined by Brownlee and Claffy (2002), Cleary 

et al. (2002), Hohn et al. (2003) and Erman et al. (2006) use the Auckland traces to 

validate their results. Most significantly, because we have un-anonymized IP data for 

our own network, we are able to do more in-depth study of its historical topology over 

time, e.g. DNS configuration change. The network contains several Internet Proxies 

serving all campus students (excluding the staff) who access the Internet. Students can 

access outside network resources when they have “Internet-credits”. The proxy hosts 

thus produce the most flows and bytes throughout the day since they aggregate all the 

student traffic. The Auckland network also has two authoritative DNS servers 

contributing most of the UDP flows, and several web-servers for e-assessment and e-

learning for students, and four e-mail servers. The rest of the hosts generate a lot less 

traffic volume. p2p traffic is only a little observed compared to other networks due to 

strict operational policy. 

The traces tested were measuring the main link (both inbound and outbound traffic), 

at a point between the network’s boundary routers and its main firewall. Because of 

New Zealand’s slow broadband deployment, in year 2000 most local (home) users were 

still accessing our networks using dial-up modems and our network had only 6Mb/s of 

international bandwidth. From 2002 onwards, ADSL lines started to take over, and the 

network increased its peak international bandwidth to 30Mb/s in 2003. As of 2006, the 

peak bandwidth was further increased to 70Mb/s. Our campus network consists of some 

14,000 hosts, mainly used by staff and students. Students require Internet credits to be 

able to access outside network resources, charged per MB. Other than the copyright 

issues for p2p file-transfer applications, students are also discouraged from using them 

since the cost of data transmissions is non-trivial. The traces for 2000 and 2003 were 

captured during semester breaks, and for 2006 were captured during the normal 

semester. Overall, our network mostly contains HTTP web traffic with very few 

protocols other than TCP, UDP and ICMP.   
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Appendix C. TRAFFIC METER 

We have developed a prototype traffic meter to read and process the network trace: 

Host-Interaction-Flow (HIF) traffic meter. The HIF meter allows various packet trace 

measurements similar to NeTraMet. It can read from network traces or live interfaces. 

As discussed earlier in chapter 2.4, the meter aggregates raw packets from the traces to 

construct flows, interactions and hosts. The data is observed and analyzed by the 

manager reading from the meter. Figure C.1 shows a screenshot of the traffic meter 

processing the traces. The meter is written in Java containing about 5000 lines of code. 

This is available on request to the author33. 

 

 

Figure C.1: a screenshot of HIF traffic meter 

 

                                                 
33 dongjin@cs.auckland.ac.nz 
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