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Abstract Modal clustering has a clear population goal,

where density estimation plays a critical role. In this

paper, we study how to provide better density esti-

mation so as to serve the objective of modal cluster-

ing. In particular, we use semiparametric mixtures for

density estimation, aided with a novel mode-flattening

technique. The use of semiparametric mixtures helps

to produce better density estimates, especially in the

multivariate situation, and the mode-flattening tech-

nique is intended to identify and smooth out spurious

and minor modes. With mode flattening, the number

of clusters can be sequentially reduced until there is

only one mode left. In addition, we adopt the likelihood

function in a coherent manner to measure the relative

importance of a mode and let the current least impor-

tant mode disappear in each step. For both simulated
and real-world data sets, the proposed method performs

very well, as compared with some well-known cluster-

ing methods in the literature, and can successfully solve

some fairly difficult clustering problems.

Keywords Clustering · Modal Clustering · Mixture

distribution · Semiparametric distribution · Density

Estimation · Mode flattening

1 Introduction

In this paper, we study modal clustering, with which

each mode of a probability density function is consid-

ered as the representative of a cluster and observations

inside the region around it are grouped in one cluster
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(Carmichael et al., 1968). There are two main strands of

direction to pursue the modal clustering goal: the level-

set-based vs. mode-seeking methods. In principle, they

are both able to reveal the major modal structure. For

level-set-based clustering, Hartigan (1975) introduced

the notion of the λ-level set of a density function f and

defined it as {x : f(x) ≥ λ}. For a fixed λ-value, the

cluster organization can be constructed by finding all

the connected sets. Since using a single λ-value may

fail to identify all the modes, the notion of cluster tree

has been adopted to establish an entire modal struc-

ture (Stuetzle, 2003). Clusters for connected sets can

then be organized in a hierarchical structure, as λ varies

from 0 to the maximum of f . With this notion, many

level-set-based methods have been developed by, e.g.,

Cuevas et al. (2001), Azzalini and Torelli (2007), Stuet-

zle and Nugent (2010), Cadre et al. (2013), and Menardi

and Azzalini (2014). For the level set approach, estab-

lishing connectivity among components still remains an

algorithmic challenge, especially in a high-dimensional

space. By contrast, the mode-seeking approach aims

at identifying all the modes of the underlying density

function and then categorizing observations into clus-

ters represented by the modes. This approach has the

advantage that the number of clusters needs not to be

specified, but it can be severely affected by the quality

of density estimation.

Modal clustering is a density-based approach and of-

fers some nice advantages over the distance- and model-

based ones. Compared with the distance-based meth-

ods, such as the k-means (MacQueen, 1967) and the

linkage methods (Gower and Ross, 1969; Defays, 1977),

modal clustering is more robust against outliers, data

scaling and varying data concentrations. In contrast

to model-based clustering (Fraley and Raftery, 2002),

which uses finite mixtures, modal clustering tends to
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Fig. 1 (a) A univariate mixture density (blue thick curve) with many components (red thin curves, with weights) but only
two modes (red solid dots), with a generic data set (light grey histogram); (b) A KDE for the generic data with a relatively
small bandwidth value; (c) Smoothed density by HMAC at the stage of two modes

produce clusters that are intuitively appealing (Carmichael

et al., 1968) and has a clear population objective (Chacón,

2015; Menardi, 2016). As a simple illustration, Fig. 1(a)

shows a univariate Gaussian mixture density, along with

a histogram representing a generic data set generated

from the mixture. Model-based clustering will divide

the observations into as many groups as the number of

mixture components, while modal clustering only par-

titions them into two more interesting clusters.

Density estimation is critically important for pursu-

ing the ideal population goal of modal clustering. From

this understanding, we would like to provide an im-

provement for modal clustering, which differs in two

aspects from previous methods. One is to use, with

slight modifications, the mixture-based density estima-

tor (MDE) that has been demonstrated to have a bet-

ter performance than a kernel-based density estimator

(KDE), especially in the multivariate situation (Wang

and Chee, 2012; Wang and Wang, 2015). Using it may

better reflect the population and thus enhance the sub-

sequent clustering performance. Almost all existing modal

clustering methods make use of a KDE (Li et al., 2007;

Menardi and Azzalini, 2014; Chen et al., 2016). How-

ever, the KDE is well known to have some serious draw-

backs, such as a flattening effect and difficulty dealing

with multivariate observations.

The other aspect is to deal with spurious modes that

occur frequently in density estimation. A commonly-

used method is to increase the smoothness of a density

estimator and the spurious modes will hopefully disap-

pear first; see, e.g., Minnotte and Scott (1992) and Li

et al. (2007). Taking as example the hierarchical mode

association clustering (HMAC) algorithm by Li et al.

(2007), the bandwidth of the KDE is increased gradu-

ally and modes then disappear sequentially until there

is only one mode left, thus giving a hierarchical tree.

A drawback of such methods is that a global band-

width is used and its increase may severely distort the

density estimates, thus giving inappropriate clustering.

For the same generic data set, Fig. 1(b) shows a KDE

with a small bandwidth value, and Fig. 1(c) the dis-

torted KDE produced by HMAC, with two modes left.

Clearly, the valley between modes B and C in Fig. 1(b)

has been uplifted substantially in Fig. 1(c), and the low-

est anti-mode has been remarkably shifted. As a result,

the observations associated with modes A–D will be,

counter-intuitively, grouped in one cluster. This is not

an uncommon phenomenon when a global bandwidth is

increased, and this can cause severe problems for modal

clustering.

In this paper, we propose a method to help tackle

the aforementioned problems as an improvement for

modal clustering. The method will first use a modified

MDE to obtain an initial density estimate and then turn

to a technique that we call “mode flattening”, which

locally, rather than globally, modifies the smoothness

of the density estimate. This is less because the MDE

may undersmooth a density estimate, but more because

a good density estimator may require different levels of

smoothing in different areas for a given problem. The

technique flattens one mode at a time and mitigates

as much as possible the distortion of the density es-

timate. While the technique is initially considered to

help deal with spurious modes, it can deal with minor

modes in the same way. We note that the idea of mode

flattening is fairly general and likely applicable to other

nonparametric density estimators, e.g., the KDE. How-

ever, combining it with the MDE offers some numerical

benefit, as the MDE tends to have few components, as

opposed to the KDE which has as many components as

observations.

Specifically, the proposed method has three phases.

In Phase I, it is to find a good density estimate for the

given data, using the modified MDE. In Phase II, each
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observation is associated with a specific mode of the

density estimate, via a mode identification technique,

and is subsequently assigned to the cluster defined by

the mode. Mode flattening is conducted in Phase III,

which in our opinion is the most original part of the new

clustering method. At each step of this phase, the least

important mode relative to the others is identified and

flattened. Each step thus results in the disappearance

of one mode, and the phase proceeds until there is only

one mode left, i.e., one big cluster for all observations.

Another original idea of the new clustering method is

to use the likelihood throughout, for both density esti-

mation and quantitative measuring of the relative im-

portance of a mode. Since this clustering method con-

tains the two key steps of MDE and mode flattening,

we name it MDE-MF in abbreviation. Numerical stud-

ies show that it often produces clustering results that

are both quantitatively better and intuitively appeal-

ing.

The remainder of the paper is organized as follows.

Section 2 describes the new MDE-MF method in full

detail. Section 3 introduces two alternative, faster clus-

tering methods. We compare the performance of the

proposed methods with some others on simulated data

sets in Section 4 and real-world data sets in Section 5.

Section 6 further applies the proposed method to im-

age segmentation. Some concluding remarks are given

in Section 7.

2 The New Method

This section describes in details the proposed method

MDE-MF, with its three phases described in Sections 2.1–

2.3, respectively. A running example is given to illus-

trate each phase.

2.1 Phase I: Density Estimation

With slight modifications, we adopt the mixture-based

density estimator that is recently proposed by Wang

and Chee (2012) and Wang and Wang (2015). In the d-

dimensional situation, it uses a semiparametric normal

mixture which has density of form

f(x;G,Σ) =

∫
φ(x; θ,Σ)dG(θ),

where x, θ ∈ Rd, φ(x; θ,Σ) is the multivariate normal

density with mean θ and covariance matrix Σ, and G

the mixing distribution function with a completely un-

specified form. The covariance matrix Σ is identical for

all mixture components and plays the role of a band-

width matrix that controls the smoothness of density

estimation. The model is semiparametric because G is

nonparametric and Σ finite-dimensional.

It is tempting to maximize the likelihood function

over both G and Σ. However, maximizing the likelihood

with a completely unknown covariance matrix tends

to degenerate the components and results in spikes at

observations, while the likelihood value approaches in-

finity (Grenander, 1981; Geman and Hwang, 1982). In

order to tackle this dilemma, Wang and Wang (2015)

consider the decomposition Σ = h2B, where h = |Σ| 1
2d

and B is symmetric, positive-definite and subject to

|B| = 1. Then, for any fixed h > 0, the likelihood can be

safely maximized over G and B. An important property

of G is that there exists a discrete nonparametric max-

imum likelihood estimate of G with no more support

points than the number of distinct observations (Laird,

1978; Lindsay, 1983, 1995). Hence one can simply focus

on discrete G’s and rewrite the above semiparametric

mixture density as

fh(x;G,B) =

M∑
m=1

ωmφ(x; θm, h
2B), (1)

where G is a discrete probability measure with support

setΘ = {θ1, . . . , θM} and mass vector ω = (ω1, . . . , ωM )>,

M being the number of support points. Here h, being a

scalar, controls the volume of the covariance matrix Σ

and hence the smoothness of the density estimate, and

is therefore also called bandwidth. Denoting the data

by X = {xn ∈ Rd : n = 1, . . . , N}, the log-likelihood

function is then given by

lh(G,B) =

N∑
n=1

log{fh(xn;G,B)},

which is bounded by −Nd2 log(2πh2).

To maximize lh(G,B), Wang and Wang (2015) de-

veloped an algorithm which is a hybrid of the con-

strained Newton method of Wang (2007), which deals

with the nonparametricG, and the Expectation-Maximization

(EM) algorithm of Dempster et al. (1977), for fitting a

homoscedastic finite mixture. To make MDE-MF com-

putationally feasible in higher-dimensional applications,

we replace the full covariance matrix used by Wang and

Wang (2015) with a diagonal covariance matrix. By fac-

torization, this gives the advantage of dealing only with

univariate normal density functions and avoiding the

full-dimensional matrix inversion. Following Wang and

Wang (2015), the EM iteration formulae for ω, θ and
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B = diag{b1, . . . , bd} can be derived to be

ω′m =
1

N

N∑
n=1

pnm,

θ′m =

∑N
n=1 pnmxn∑N
n=1 pnm

,

v′j =
1

N

N∑
n=1

M∑
m=1

pnm(xnj − θmj)2, j = 1, . . . , d,

b′j =
v′j

d

√∏d
l=1 v

′
l

, j = 1, . . . , d,

where

pnm =
ωmφ(xn; θm, h

2B)∑M
k=1 ωkφ(xn; θk, h2B)

.

Note that φ(xn; θm, h
2B) =

∏d
j=1 φ1(xnj ; θmj , h

2bj),

where φ1(·;µ, σ2) denotes the univariate normal den-

sity with mean µ and variance σ2.

A critically important ingredient which makes MDE

distinct from using a finite mixture is the process of up-

dating the nonparametric G, in which new components

need to be added at each iteration. The optimal compo-

nents to be added at each iteration have their centers

located at the local maxima of the gradient function

given by

dh(θ;G,B) ≡ ∂lh{(1− ε)G+ εδθ, B}
∂ε

∣∣∣∣
ε=0

=

N∑
n=1

φ(xn; θ, h2B)

fh(xn;G,B)
−N.

To avoid heavy computation, Wang and Wang (2015)

suggest an efficient way to approximately locate the lo-

cal maxima of the gradient function. By normalizing∑N
n=1 wnfh(xn; θ,B), where wn = fh(xn;G,B)−1, the

gradient function can be turned into a mixture density

of θ. Then Wang and Wang (2015) draw a random sam-

ple, say Θ∗, from it and keep the points with the locally

largest gradient values as the centers of the new compo-

nents. The rationale is that points in areas with larger

gradient values are more likely to be drawn, which is a

technique similar in spirit to Monte Carlo optimization.

However, these new support points found by the

sampling method in Wang and Wang (2015) are not

guaranteed to be local maxima of the gradient function.

Therefore in our method, we apply a mode-seeking al-

gorithm known as Modal EM (Li et al., 2007) to Θ∗

to find their associated modes of the gradient function,

the unique ones of which are then added as new com-

ponent centers. More details of the Modal EM will be

given in Section 2.2.

Denote by Θ the expanded set of support points,

and by ω the vector of the corresponding weights, where

the weights of the newly added support points are set

to 0. Note that we can always interchange G with its

(ω,Θ). Then the mixing proportion vector ω is updated

by maximizing the following second-order Taylor series

expansion:

lh(ω′, Θ,B) = lh(ω,Θ,B)− 1

2
||Sω′ − 2||2 +

N

2
+

O(||S(ω′ − ω)||2),

where

S = (s1(ω,Θ,B), . . . , sN (ω,Θ,B))>,

and

sn(ω,Θ,B) =
∂ log{f(xn;ω,Θ,B)}

∂ω
, n = 1, . . . , N.

Here || · || denotes the Euclidean norm and a bold num-

ber a vector with all elements equal to that number,

e.g., 1 = (1, . . . , 1)>. Then maximizing lh(ω′, Θ,B) in

the neighbourhood of ω is almost the same as solving

the problem below:

minimize
ω′

||Sω′ − 2||2, subject to ω′>1 = 1, ω′ ≥ 0,

which can be done by the non-negativity least squares

algorithm (Lawson and Hanson, 1974; Wang, 2007, 2010).

For a fixed value of h, the steps described above are

repeated until the log-likelihood can not be improved

more than a small threshold value, which gives the den-

sity estimate indexed by h. The optimal value of h can

be determined as a model selection problem. Wang and

Wang (2015) find that AIC (Akaike information crite-

rion) performs better than BIC (Bayesian information

criterion). Here we choose to use AICc (corrected AIC)

(Sugiura, 1978), since it is known to perform better

than AIC when the sample size is small or there are a

large number of parameters. Further, AICc approaches

infinity desirably as h→ 0, while AIC has undesirably

a limit of minus infinity. It is also worth noting that,

for MDE-MF, it is less critical for finding the “opti-

mal” h-value. This is because the later mode-flattening

step, especially in its early stage, also helps improve the

density estimate (see Section 2.3)

Fig. 2 gives an example of the density estimation

step of MDE-MF. Specifically, Fig. 2(a) is the contour

plot of the true density, superimposed over the scat-

terplot of a generic data set, and Fig. 2(b) is that of

the mixture density estimate for the same data. As is

shown, the estimate is very similar to the true density,

being able to basically capture the underlying modal

structure though there exist some spurious modes, which
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Fig. 2 (a) The contour plot of the true density along with
generic data set; (b) The contour plot of the density estimate
obtained after Phase I of MDE-MF

is a quite common phenomenon in nonparametric den-

sity estimation. These spurious modes will be removed

in turn in the subsequent mode-flattening step.

2.2 Phase II: Mode Identification and Initial

Clustering

For modal clustering, a mode is considered as the repre-

sentative of a cluster, and observations in the so-called

“region of attraction” of the mode form a cluster. The

region of attraction of a mode is the set of all points in

Rd that “climb” to the mode via the gradient ascending

paths, which are also known as flow lines (Arias-Castro

et al., 2016; Chen et al., 2017). That is to say, once

an estimated density function is obtained and all of its

modes are located, each observation can be assigned to

a cluster based on which mode its flow line leads to and

this process is often referred to as mode seeking.

For a bounded continuous density function f on Rd,
the flow line starting from a point x is defined as the

path π : R→ Rd that satisfies

π(0;x, f) = x and π′(t;x, f) = Of(π(t;x, f)).

Here π′(t;x, f) indicates the direction of steepest ascent

at x along the flow line π(t;x, f). If we further let x?

be a critical point of f , then x is said to be within the

region of attraction of x? if π(t;x, f) is defined for all

t > 0 and in the meantime satisfies

lim
t→∞

π(t;x, f) = x?.

Accordingly, the region of attraction of x? is the set

{x : lim
t→∞

π(t;x, f) = x?}.
A number of mode-seeking methods have been in-

vestigated to estimate the flow lines in the past few

decades. Most of them are more or less related to the

mean-shift procedure of Fukunaga and Hostetler (1975),

which iteratively shifts a point to the direction of max-

imum increase in the density function by a certain pro-

portion to the gradient until it reaches a peak of the

density. More specifically, it has the iterative formula

given by

x(i+1) = x(i) + α∇x log f(x(i)), (2)

where ∇x log f(x) = ∇xf(x)/f(x) is the normalized

density gradient and α a positive constant which should

be selected appropriately to ensure convergence. Ap-

plying (2) iteratively, an observation will eventually be

shifted to its associated mode.

The Modal EM algorithm introduced in Section 2.1

is another mode-seeking method, which has been pro-

posed by Li et al. (2007). Unlike the mean-shift pro-

cedure, the Maximization step makes the move a fixed

span at each iteration. For a Gaussian mixture density

f(x) =
∑M
m=1 ωmφ(x; θm, Σm), the Modal EM algo-

rithm iteratively shifts point x(i) to reach a local max-

imum, by alternating between the E- and M-step:

p(i)m =
ωmφ(x(i); θm, Σm)

f(x(i))
, m = 1, 2, . . . ,M,

and

x(i+1) = argmax
x

M∑
m=1

p(i)m log φ(x(i); θm, Σm). (3)

It is thus the same as the mean-shift algorithm with

α = 1 in this case. We can therefore relax the restriction

on the stepsize of the Modal EM algorithm so as to

move by any proportion of the original span along the

planned direction.

In MDE-MF, we use the Modal EM algorithm with-

out adjusting the span of the Maximization step to es-

timate the flow lines, and this did not seem to have

caused any noticeable problem. When all components

in f share a common covariance matrix, (3) simply be-

comes

x(i+1) =

M∑
m=1

p(i)m θm.

If α < 1 is used, then

x(i+1) = (1− α)x(i) + α

M∑
m=1

p(i)m θm.

If one is concerned of the practical convergence to the

truly associated mode, one may use a small α-value for

the first few iterations and then switch to α = 1. As i

increases, the iterations will shift almost every starting

point to a local maximum of f . Given f , we write the
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limiting point of the Modal EM iterations starting with

a point x, possibly using a very small α, as

π(∞;x, f) ≡ lim
i→∞

x(i),

and simply call it the “destination” of x under f . Fig. 3

shows how the Modal EM algorithm works starting

from four different data points on the estimated density

function shown in Fig. 2(b), when α = 1 and 0.1, re-

spectively. With all of the eight modes shown in small

solid circles, the red and purple lines, along with empty

circles, show how the Modal EM shifts the points iter-

atively to their corresponding modes. For convenience,

we may replace x with a set of points, e.g., X , and

hence π(∞;X , f) would denote the set of the unique

destinations of all points in X under f . For a regular

density function, these destinations are almost surely

its modes.
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Fig. 3 Flow lines produced by Modal EM: (a) α = 1; (b)
α = 0.1.

Apparently, observations reaching the same mode

should belong to the same cluster. LetD = {D1, . . . , DK}
be the set of unique destinations of all observations,

which means that each Dj is the destination of at least

one observation. Then the set of observations assigned

to the cluster associated with mode Dj is given by

Cj = {x ∈ X : π(∞;x, f̂) = Dj}, j = 1, . . . ,K.

The density estimate f̂ used here is the one obtained

in Phase I, and we will simply call f̂ the initial density

estimate and D1, . . . , DK the initial modes. Note that

even if the exact number of modes of f̂ is larger than

K, any mode that has no observation associated with

is not of our interest and is thus ignored.

2.3 Phase III: Mode Flattening

The initial clustering provides a profile of how obser-

vations are associated with the modes detected in the

estimated density function. However, the density esti-

mation process may produce some unimportant modes

and thereby result in small clusters with very few ob-

servations. Such clusters are sometimes considered as

“clustering noise” by some researchers and should thus

be combined with relatively large clusters nearby (Chen

et al., 2016). Such combinations are often carried out

in an ad hoc fashion. In this subsection, we present a

mode-flattening method based on the relative impor-

tance of modes. The importance of a mode is measured

by the loss in log-likelihood if it is made to disappear. It

thus means that removing a less important mode dis-

torts less the density function than removing a more

important one. The method is naturally applicable to

large clusters, even if their associated modes are sta-

tistically highly important. One can therefore partition

the observations sequentially into any 1 ≤ k ≤ K clus-

ters.

Modes can be made disappear by increasing the

bandwidth. This is also the idea used in HMAC (Li

et al., 2007), although they use a Gaussian KDE and

reduce the number of modes by increasing the global

bandwidth of the KDE. A drawback of increasing the

bandwidth globally is that it will eventually result in

a density estimate distorted everywhere, and substan-

tially so for a large bandwidth, and thus mislead the

clustering process. To remedy it, we choose to flatten

a mode by increasing only the bandwidth of the mix-

ture components that are associated with the mode and

thus density distortion is very much controlled in a local

area. To achieve this, we use one common bandwidth

for all the components associated with an initial mode.

The mode-flattening process starts with an initial

density estimate, say,

f̂(x) ≡ fh(x;G,B) =
M∑
m=1

ωmφ(x; θm, h
2B), (4)

as described in Section 2.1. Suppose it has been iden-

tified to have K initial modes D(K)j for j = 1, . . . ,K,

and observations are correspondingly partitioned into

K clusters C(K)j , i.e., X = ∪Kj=1C(K)j . Here K brack-

eted in the subscript denotes the number of modes, and

the corresponding clustering level is simply called the

K-cluster level.

Let us further define the index set of components

that are associated with the initial mode D(K)j as

Mj = {1 ≤ m ≤M : D(K)j = π(∞; θm, f̂)},

where j = 1, . . . ,K. Throughout the mode-flattening

process, both G and B will remain unaltered. What

will be changed is the K bandwidths, each being com-

mon to the components indexed by Mj . Let us denote

these bandwidths by h = (h1, . . . , hK)>, with which the
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density can be written

fh(x;G,B) =

K∑
j=1

∑
m∈Mj

ωmφ(x; θm, h
2
jB).

Initially, all hj ’s are identical to the scalar h used in

(4). By increasing the bandwidths adequately, the den-

sity estimate will have one mode flattened at a time.

At the k-cluster level, i.e., there are 1 ≤ k ≤ K re-

maining modes, we denote the set of them by D(k) =

{D(k)1, . . . , D(k)k}.
To reduce the number of clusters, our basic idea is to

flatten one initial mode at a time by increasing the value

of the bandwidth associated with the mode. However,

two tricky issues need to be resolved to make the idea

work. Because the density function is constantly modi-

fied, a remaining mode of the modified density can not

be exactly the same as one of the initial modes. Hence

the first issue is to associate every remaining mode with

an initial one so that when a remaining mode is to be

flattened, we know its associated initial mode and thus

the components indexed by which Mj are to be flat-

tened. We resolve this by applying the Modal EM al-

gorithm to the remaining mode, yet using the initial

density estimate (4). The second issue is that, during

the process of flattening a mode, the Modal EM al-

gorithm may occasionally associate a remaining mode

with an initial mode that has already been flattened.

If this happens, we resolve it by flattening this remain-

ing mode immediately before continuing the flattening

process underway. The rationale is that once an initial

mode is flattened, it should remain flattened. We thus

need to keep a record of the initial modes that have

not yet been flattened, and denote this index set by

J(k) ⊆ {1, . . . ,K} at the k-cluster level. It holds that

J(1) ⊂ J(2) ⊂ · · · ⊂ J(K) ≡ {1, . . . ,K}.
The way of flattening a mode is to keep increasing

the bandwidth associated with its corresponding ini-

tial mode until one mode disappears. Depending on the

density estimate, the mode that first disappears is not

necessarily the one we try to flatten, so more precisely

it means to flatten the density in the area associated

with the initial mode. Let the density at the k-cluster

level be given by

fĥ(k)
(x;G,B) =

K∑
j=1

∑
m∈Mj

ωmφ(x; θm, ĥ
2
(k)jB),

and suppose we would like to flatten a remaining mode

which is associated with the initial mode j̃ ∈ J(k). Re-

placing ĥ(k)j̃ with an arbitrary h̃ changes the density

to

fĥ(k),j̃,h̃
(x;G,B) =

∑
m∈Mj̃

ωmφ(x; θm, h̃
2B) +

K∑
j = 1
j 6= j̃

∑
m∈Mj

ωmφ(x; θm, ĥ
2
(k)jB).

For this density, we define the critical bandwidth value

for the components indexed by Mj̃ for the (k − 1)-

cluster level as

h?
(k−1)j̃ = inf{h̃ > ĥ(k)j̃ : #π(∞;D(K), fĥ(k),j̃,h̃

) = k−1},

where j̃ ∈ J(k) and #A denotes the number of (unique)

elements in set A. To find h?
(k−1)j̃ exactly can be com-

putationally very costly, if not impossible. In practice,

a sufficiently fine sequence of candidate h-values, h(0) <

h(1) < · · · , can be used, where h(0) is the bandwidth

used in the initial density estimate (4). Let H = {h(0),
h(1), . . . }. We thus use

h̃?
(k−1)j̃ = min{h̃ > ĥ(k)j̃ : #π(∞;D(K), fĥ(k),j̃,h̃

) =

k − 1, h̃ ∈ H},

where j̃ ∈ J(k), as the approximation to h?
(k−1)j̃ . Note

that during this process, some initial modes that have

already been flattened may pop up again and should be

immediately flattened before continuing flattening the

j̃th initial mode, for the reason given earlier. Therefore,

the bandwidths for other initial modes may also in-

crease slightly, even though only the j̃th initial mode is

to be flattened. Once this is finished, the log-likelihood

value is computed.

What is described in Algorithm 1 is only about flat-

tening the j̃th initial mode, and this certainly should

be repeated for all j̃ ∈ J(k). The j̃ that corresponds

to the largest log-likelihood value is to be chosen, i.e.,

the j̃th initial mode is to be flattened, and the band-

width vector is updated from ĥ(k) to ĥ(k−1). This hence

means that flattening the chosen initial mode results in

the smallest loss in log-likelihood, when k modes are

reduced to k − 1 modes.

Algorithm 1 gives a detailed description for how

h̃?
(k−1)j̃ is computed, along with its associated band-

width vector h̃(k−1), since bandwidths for previously

flattened initial modes may have to be increased slightly

to keep these modes remain flattened. The procedure

consists of a bracketing and a sectioning step. The tol-

erance ε determines the precision of the critical band-

width to be found, which is set to 0.1h(0) by default,

(4).
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Algorithm 1 Finding h̃?
(k−1)j̃ and its associated h̃(k−1)

Require: ĥ(k), ε (= 0.1h(0) by default)

1: Set t = 1, h = ĥ(k), a = ĥ(k)j̃ , b = a+ ε
2: ## Bracketing step:
3: while π(∞;π(∞;D(K), fh,j̃,b), f̂) 6⊆ {D(K)j : j ∈ J(k)\{j̃}} do
4: Set Flag = FALSE
5: while π(∞;π(∞;D(K)j , fh,j̃,b), f̂) = D(K)j for any j ∈ J(K)\J(k) do
6: Set hj = hj + ε, Flag = TRUE
7: end while
8: if Flag = FALSE then
9: Set t = 2t, a = b, b = a+ tε

10: end if
11: end while
12: ## Sectioning step:
13: repeat
14: Set t = t/2, c = a+ tε

15: while π(∞;π(∞;D(K)j , fh,j̃,c), f̂) = D(K)j for any j ∈ J(K)\J(k) do
16: Set hj = hj + ε
17: end while
18: Set D = π(∞;π(∞;D(K), fh,j̃,c), f̂)

19: if D 6= {D(K)j : j ∈ J(k)\{j̃}} then
20: Set a = c
21: else
22: Set b = c
23: end if
24: until t ≤ 1 and D = {D(K)j : j ∈ J(k)\{j̃}}
25: return h̃?

(k−1)j̃
≡ b and h̃(k−1) ≡ h

Since we are only looking for the optimal j̃ ∈ J(k)
with the largest log-likelihood value after flattening, Al-

gorithm 1 can be terminated earlier for a particular j̃

when the log-likelihood value falls below the currently

recorded largest one. This is especially useful when the

number of initial clusters is large, as in the Two-Circle

scenario studied in Section 4.3.

There can be a couple of slightly different ways to

associate observations with the remaining modes at the

k-cluster level, for k < K. One is to run the Modal EM

on all observations and see at which remaining mode

each observation eventually arrives. The second is to

run the algorithm only on the initial modes and see

at which remaining mode each initial mode eventually

arrives. Then observations associated with the initial

modes that ascend to the same remaining mode are

put in the same cluster. The second way is apparently

faster and, according to our experience, gives fairly sim-

ilar results to those using the first way. Note that the

clusters combined at an early stage are not necessarily

in the same cluster across all later cluster levels. This

is because a mode flattened at an early stage could po-

tentially “climb” to a different initial mode when we

continue to adjust the density function. The situation

is similar if the first way is used. Observations asso-

ciated with a common mode early on may ascend to

different remaining modes later on. It therefore does

not necessarily form a hierarchical clustering tree. We

think this is preferable, as it avoids forming long and

narrow clusters that can commonly be seen in hierar-

chical clustering, e.g., by the single-linkage method.

During the process of mode flattening, the compo-

nents of the adjusted density function no longer share a

common covariance matrix. The expression in the Max-

imization step of the Modal EM algorithm now becomes

x(i+1) = argmax
x

M∑
m=1

p(i)m log φ(x(i); θm, h
2
mB).

For a diagonal B, it can be easily shown that

x
(i+1)
j =

∑M
m=1 p

(i)
m h−2m θmj∑M

m=1 p
(i)
m h−2m

, j = 1, . . . , d.

Fig. 4 shows how mode flattening works for the

running example. It also shows the effects of increas-

ing the bandwidth locally on density distortion. The

initial density estimate is a fairly good one, as shown

in Fig. 4(a), which has 8 modes, as indicated by solid

dots. By mode flattening, each least important mode

is flattened in sequence until there is only one mode

left; Figures 4(b)–(h) show the corresponding density

estimates. It can be seen that the distortion in density

estimation is fairly small for cluster levels k = 8, . . . , 2.

The change in density from having 2 modes to only 1
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is a bit more severe, a likely indication that the appro-

priate number of clusters is 2, just like the true density

shown in Fig. 2(a).
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Fig. 4 An illustration of the mode-flattening process

To quantify the distortion caused by modifying the

density estimate, we can examine the changes in log-

likelihood throughout the clustering process. Fig. 5 shows

the log-likelihood of the modified density function at

all tested cluster levels shown in Fig. 4. As expected,

the log-likelihood curve demonstrates an overall down-

ward trend as the number of clusters decreases. Similar

to the pattern shown in Fig. 4, the log-likelihood de-

creases slightly from the 8- to the 2- cluster level. How-

ever, when the number of clusters reduces from 2 to
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Fig. 5 Log-likelihood vs. cluster levels in the scenario pre-
sented in Fig. 4

1, the log-likelihood has an enormous drop, which sug-

gests the optimal number of clusters being 2, the same

number as for the true density. We know that MDE-

MF flattens in sequence the least important modes, in

terms of likelihood. Visually, these are the modes that

are the least outstanding relative to the others.

3 Two Alternative Methods

In this section, we briefly describe two alternative clus-

tering methods that are also based on the semiparamet-

ric mixtures and the Modal EM algorithm. Both alter-

native methods increase the bandwidth globally and do

not have the mode-flattening step. This makes them run

remarkably faster than MDE-MF, at the potential cost

of performance in less regular situations. Both methods

use the MDE but are similar in spirit to HMAC which
uses the KDE.

3.1 MDE-1

The first alternative method, named MDE-1, uses a

global bandwidth h and finds the MDE associated with

each h-value, as described in Section 2.1. Note that

the mixing distribution estimate varies with h. Then

modal clustering is carried out for each density esti-

mate, as described in Section 2.2. In practice, one can

choose a sufficiently fine sequence of bandwidth values

h(0) < h(1) < · · · , which results in a corresponding se-

quence of density estimates f̂h(0) , f̂h(1) , . . .. We simply

use the bandwidth value selected by AICc as h(0), but

one may also use a smaller h-value to start with.

We would like to obtain the critical bandwidth for

each cluster level. Assume that K modes are identified

in f̂h(0) . Ideally, the critical bandwidth for the k-cluster
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level (1 ≤ k < K) should be

h?(k) = inf{h > h(0) : #π(∞;X , f̂h) = k}.

Practically, we can use

ĥ(k) = min{h ∈ {h(1), h(2), . . .} : #π(∞;X , f̂h) = k}

as the approximation to h?(k). Consequently, correspond-

ing to the critical bandwidths ĥ(K−1), . . . , ĥ(1), the given

data is partitioned into K − 1, . . . , 1 clusters, respec-

tively.

3.2 MDE-2

The second alternative method, named MDE-2, also

starts with the initial density estimate but increases the

bandwidth without modifying the mixing distribution

estimate. Denote such a density estimate by f̂h with

a global bandwidth h. Under the same settings as in

Section 3.1, we use similarly

ĥ(k) = min{h ∈ {h(1), h(2), . . .} : #π(∞;X , f̂h) = k}

as the approximation to the ideal critical bandwidth at

the k-cluster level. Since both G and B are fixed for

subsequent h-values, MDE-2 is faster than MDE-1, but

potentially at a higher cost of performance, for being

less adaptive to the data.

4 Simulation Studies

In this section we report the results of simulation stud-

ies in three scenarios, with an increasing level of diffi-

culty for a modal clustering method. The first scenario

is more or less a typical clustering problem where the

true density has three modes and its estimation is rea-

sonably straightforward. The second scenario consists

of two modal clusters, each being of a half-moon shape.

The increase of a global bandwidth may or may not

distort the density estimate too much before the two

clusters are correctly recovered. The third scenario has

two circular modal clusters, which is highly challeng-

ing for a modal clustering method as a larger global

bandwidth value can easily distort the density so much

that two circular modal clusters can not be success-

fully recovered. This is a case where we will see how

the mode-flattening technique is truly helpful.

The main purpose of these simulation studies is to

help understand the performance of modal clustering

methods. We hence included the three proposed meth-

ods MDE-MF, MDE-1 and MDE-2, along with HMAC

and PdfCluster. For its popularity, we also included k-

means, as a representative of distance-based methods.

All computations have been carried out in R (R Core

Team, 2019). For k-means, we used function kmeans

from the R base package stats. For HMAC, we used the

R code available at http://personal.psu.edu/jol2/hmac/.

PdfCluster is a level-set-based method which is avail-

able in the R package pdfCluster (Azzalini and Menardi,

2014). To avoid unnecessary complications, we use the

default settings of the R functions for these methods.

Function pdfCluster provides a default partition, along

with an aggregating cluster tree with leaves correspond-

ing to the clusters of the default partition. Therefore,

if, for a simulated data set, the default partition by

pdfCluster has fewer clusters than specified, we dis-

card the case and simulate another one (which will be

used by all methods). On the other hand, if pdfCluster

produces more default clusters than required, we aggre-

gate them along the cluster tree to find the clusters with

the specified number.

The performance of a clustering method is often

known to be difficult to quantify. However, modal clus-

tering provides a possibility to do so. In particular, we

use the adjusted Rand index (ARI) for this purpose

(Rand, 1971; Hubert and Arabie, 1985). It measures

the similarity between the allocations suggested by a

clustering method and the true partition. The expected

value of the ARI takes 0 for two random partitions and

1 in the case of perfect agreement.

4.1 Data from a Trimodal Distribution

The first scenario is a trimodal distribution that was

described by Wand and Jones (1993), with the following

parameter settings:

ω1 = 3/7, µ1 =

(
−1

0

)
, Σ1 =

(
9/25 63/250

63/250 49/100

)
ω2 = 3/7, µ2 =

(
1

2
√

3/3

)
, Σ2 =

(
9/25 0

0 49/100

)
ω3 = 1/7, µ3 =

(
1

−2
√

3/3

)
, Σ3 =

(
9/25 0

0 49/100

)
A total of 500 observations are randomly drawn from

the mixture. The Modal EM algorithm is applied to the

generated observations under the true density to obtain

the true partition. The contour plot and a generic set of

observations are shown in Fig 6. Since the true density

has three modes, the generic data set truly consists of

three modal clusters. This is not a difficult scenario and

we expect all modal clustering methods should perform

well.

Fig. 7 shows the partitions produced by various meth-

ods on the generic data set at the 3-cluster level. We

can see that all clustering methods are able to divide
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Fig. 6 The contour plot of the true density (left) and a
generic data set (right) in the scenario presented in Sec-
tion 4.1
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Fig. 7 Results at the 3-cluster level in the scenario presented
in Section 4.1

the observations into three clusters that match basi-

cally well the regions of attraction of the three modes.

On the other hand, they differ to a certain extent in

allocating the observations near the cluster boundaries.

To compare their numerical performance, we repeat

the simulation 50 times. Each simulated data set is then

standardized to have mean 0 and standard deviation 1

in each dimension before conducting clustering. Note

that our MDE is invariant of such data transformation.

The averaged ARI’s of the studied methods are given

in Table 1. The proposed MDE-MF has the largest

ARI value of all 6 methods. MDE-2 and MDE-1 have

slightly smaller ARI values, followed not too far be-

hind by HMAC and PdfCluster. As expected, k-means

performs worst, indicating the inappropriateness of the

distance-based clustering here. As we know, the MDE-

2 and HMAC procedures are similar, apart from their

starting density estimates. Therefore, the better perfor-

mance of MDE-2 is largely due to its use of the MDE,

which also highlights the importance of density estima-

tion for modal clustering. This is also true for MDE-1

and MDE-MF. We note that the mode-flattening tech-

nique seems to have at most a marginal effect in this

scenario.

k-means HMAC PdfCluster

0.8130.006 0.8350.011 0.8320.010

MDE-1 MDE-2 MDE-MF

0.8770.008 0.8910.007 0.8940.007

Table 1 Mean ARI’s at the 2-cluster level in the scenario
presented in Section 4.1. Standard errors are given in sub-
scripts.

4.2 Data Structured in Two Half-moons

For the second simulation study, we build two half-

moon-shaped clusters and the distance between the two

half-moons is designed to be close. Specifically, for the

upper half-moon points, we set up 41 components equally

spaced on the upper semi-circle centred at (0, 0) with a

radius of 15. The proportions of the 41 components are

set to be 1, 2, . . ., 19, 20, 25, 20, 19, . . . , 2, 1 from left

to right and they share a common diagonal covariance

matrix with a standard deviation of 1 in each dimen-

sion. The settings of the lower half-moon are similar

except that the centre is (15, 8.5) and the direction of

the semi-circle is downward. We generate 500 observa-

tions for each cluster. Fig. 8 shows the contour plot of

the true density of these 2 clusters and a generic set of

data. This type of data is challenging for a clustering

method, because of the nonlinear structure and differ-

ent scales across two dimensions. Similarly, we will scale

the data set in each dimension before conducting clus-

tering. The simulation is also repeated 50 times, with

the averaged ARI computed for each clustering method.

Fig. 9 displays the clustering results at the 2-cluster

level for the generic data set. The two half-moons are

well separated by the proposed MDE-MF and MDE-2,

as well as HMAC. MDE-1 and PdfCluster made some

minor mistakes around the edge regions close to the

high density areas of the opposite clusters. Compared
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Fig. 8 The contour plot of the true density (left) and a
generic data set (right) in the scenario presented in Sec-
tion 4.2
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Fig. 9 Results at the 2-cluster level in the scenario presented
in Section 4.2

k-means HMAC PdfCluster

0.7430.004 0.9960.001 0.9860.002

MDE-1 MDE-2 MDE-MF

0.8930.002 0.9930.002 0.9920.002

Table 2 Mean ARI’s at the 2-cluster level in the scenario
presented in Section 4.2. Standard errors are given in sub-
scripts.

with the other methods, k-means improperly clustered

the most many observations. Table 2 gives the results

of 50 simulation runs and shows a similar characteris-

tic to the results in Fig. 9. We can see that HMAC,

MDE-2 and MDE-MF performed similarly and very

well, followed closely by PdfCluster. The performance

of MDE-1 is substantially worse, but still a lot better

than k-means. Although this is a more challenging sce-
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Fig. 10 Log-likelihood vs. cluster levels in the scenario pre-
sented in Section 4.2

nario, increasing the value of a global bandwidth still

does not seem to cause much difficulty for recovering

the two clustering, no matter whether a KDE or MDE

is used.

For clustering methods based on modifying density

functions, such as HMAC, MDE-1, MDE-2 and MDE-

MF, we can also take a look at the log-likelihood curve

versus the number of clusters k, as shown in Fig. 10. All

curves have an overall downward trend as the density

tends to get increasingly distorted. The log-likelihood of

MDE-MF has the most stable decreasing trend as k de-

creases. This phenomenon is a reflection of the fact that

MDE-MF distorts least the density estimate through

its mode-flattening process. Note that there is a sharp

plummet in log-likelihood when k reduces from 2 to 1.

This dramatic loss in log-likelihood offers a useful clue

for the optimal k-value, i.e., k = 2 in this case.

4.3 Data Structured in Two Circles

Our third simulation design consists of 2 clusters corre-

sponding to two concentric circles. For the outer cluster,

900 points are first uniformly generated on a circle of

centre (0, 0) and radius 10 and then a random noise of

standard deviation 0.8 is added to each point in both

vertical and horizontal dimensions. For the inner clus-

ter, 300 points are generated in a similar way but with a

circle of radius 1.5 and the added random noise having

a standard deviation of 0.3 in each dimension. Fig. 11

shows a generic data set and the contour plot of the true

density. This is a situation where a clustering method

based on globally increasing the bandwidth can hardly

work well, because it would be very difficult to have

the right amount of smoothing so that a flow line goes

around a circle. Furthermore, an oversmoothed density
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estimate tends to incorrectly mix the outer and the in-

ner cluster before either cluster is correctly and entirely

identified.
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Fig. 11 The contour plot of the true density (left) and a
generic data set (right) in the scenario presented in Sec-
tion 4.3

−10 0 5 10

−
1
0

0
5

1
0

k−means

X1

X
2

−10 0 5 10

−
1
0

0
5

1
0

HMAC

X1

X
2

−10 0 5 10

−
1
0

0
5

1
0

PdfCluster

X1

X
2

−10 0 5 10

−
1
0

0
5

1
0

MDE−1

X1

X
2

−10 0 5 10

−
1
0

0
5

1
0

MDE−2

X1

X
2

−10 0 5 10

−
1
0

0
5

1
0

MDE−MF

X1

X
2

Fig. 12 Results at the 2-cluster level in the scenario pre-
sented in Section 4.3

Fig. 12 shows the 2-cluster result of each method on

the standardized generic data set. As can be seen, only

MDE-MF is able to perfectly differentiate the observa-

tions of the two clusters. It is not strange that k-means

provides a poor result, when the geometrical centres of
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Fig. 13 Log-likelihood vs. various cluster levels in the sce-
nario presented in Section 4.3

k-means HMAC PdfCluster

0.0010.001 0.0020.043 0.3140.153

MDE-1 MDE-2 MDE-MF

−0.0790.067 −0.0140.029 1.0000.000

Table 3 Mean ARI’s at the 2-cluster level in the scenario
presented in Section 4.3. Standard errors are given in sub-
scripts.

the true clusters are identical. The reason that HMAC

and MDE-2 got messed up is that a global increase of

the bandwidth will gradually increase the height of the

density in the gap region between the outer and inner

circles. The most likely consequence is that some new

modes pop up in the gap region where the density is

supposed to be nearly 0, thus misleading a modal clus-

tering method. MDE-MF can avoid such a pitfall, since

the local modification of the density function ensures

that the new modes identified at each clustering level

are more or less near the positions of the initial modes.

The log-likelihood values vs. numbers of clusters for

each method are shown in Fig. 13. Through the mode-

flattening process, MDE-MF is able to distort the den-

sity estimate much less severely, which can be seen by

the gradual decrease of the log-likelihood value. The

substantial loss in log-likelihood when k reduces from

2 to 1 suggests that k = 2 be the optimal number of

clusters. The ARI’s averaged over 50 simulation runs

are given in Table 3, showing that MDE-MF perfectly

divides the observations into two circles, whilst all of

the other methods perform poorly.

It is worth emphasizing that MDE-MF also distorts

the density estimate, but just less severely than the

other modal clustering methods. Hence it may also fail

for a successful clustering if a problem is overly chal-

lenging. Taking this two-circle scenario as an example,
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if the two circles are too close to each other, the density

distortion may be so severe that the valley can some-

where be filled up before observations of a circle are

merged into one cluster, thus giving incorrect cluster-

ing results.

5 Real-world Data Analysis

In this section, we describe the studies of some real-

world data sets, all of which have group labels avail-

able. For these data sets, we use the given group labels,

not the group labels associated with the true density

modes, which are certainly unknown. Hence this is al-

most like to show how a clustering method, modal or

not, performs for solving a supervised-learning problem

without supervision (using group labels).

5.1 Iris Data: A Detailed Analysis

The iris data is perhaps the most well-known data set

which has been tested in many clustering and classifi-

cation situations (Anderson, 1935; Fisher, 1936; Mel-

nykov, 2013). The data set contains 150 observations

representing 3 types of iris (Setosa, Versicolor and Vir-

ginica), with 50 observations in each group. There are

4 numeric variables in the data set, measuring respec-

tively the sepal length and width and also the petal

length and width. We applied different clustering meth-

ods on all 4 numeric variables so as to group the ob-

servations into 3 clusters. To compare the performance,

the ARI for each method is computed. Every variable

was standardized to have mean 0 and standard devia-

tion 1 before analysis.

k-means HMAC PdfCluster

1 2 3 1 2 3 1 2

Setosa 0 0 50 50 0 0 49 1

Versicolor 39 11 0 0 50 0 0 50

Virginica 14 36 0 0 48 2 0 50

MDE-1 MDE-2 MDE-MF

1 2 3 1 2 3 1 2 3

Setosa 50 0 0 50 0 0 50 0 0

Versicolor 0 50 0 0 50 0 0 50 0

Virginica 0 15 35 0 15 35 0 15 35

Table 4 Results of clustering methods for iris data

The results at the 3-cluster level are displayed in Ta-

bles 4 and 5. The proposed MDE-1, MDE-2 and MDE-

MF have the same, best performance, in the sense that

they allocated correctly the largest number of obser-

vations and thus have the highest ARI’s. HMAC has

k-means HMAC PdfCluster

0.620 0.564 0.545

MDE-1 MDE-2 MDE-MF

0.746 0.746 0.746

Table 5 ARI’s of the clustering methods for iris data

difficulty dealing with outlying observations and pro-

duced a very small cluster with two observations. With

its default parameter settings, PdfCluster fails to divide

the data into 3 groups.
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Fig. 14 Log-likelihood vs. cluster levels for iris data

The reason that we compare the performance of var-

ious clustering methods at the 3-cluster level is that the

iris data has three classes of observations. It is worth

noting that the MDE-MF gives 3 initial clusters by de-

fault, which is the same as the true number of classes

in the data set. MDE-MF can certainly provide solu-

tions with larger numbers of clusters, by using smaller

bandwidth values. Fig. 14 shows the log-likelihood vs.

cluster level plot using a bandwidth value starting from

the 5-cluster level. We can see that, from the initial 5-

to the 2-cluster level, the log-likelihood changes only

marginally but has a dramatic drop when k reduces to

1, indicating that 2-cluster is the appropriate partition.

We also made an effort to compare the methods at

several different cluster levels, with results given in Ta-

ble 6. For a density-based method, we may have to use a

smaller bandwidth value for the initial density estimate,

if its default setting gives a partition with fewer clus-

ters than desired. For a specified cluster level, HMAC

or PdfCluster corresponds to a range of bandwidth val-

ues, and we included in the table their best ARI’s over a

grid of bandwidth values. We, however, failed to obtain

a 5-cluster result for PdfCluster, no matter what band-

width value we use. When the data set is partitioned

into 5 clusters, the HMAC has the largest ARI, and the

MDE-MF has the largest ARI at the 4- and 3-cluster
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levels. They all have the same performance when k = 2.

Over all cluster levels, MDE-MF gave the largest ARI

value of 0.746.

k-means HMAC PdfCluster MDE-MF

5-cluster 0.625 0.695 — 0.590

4-cluster 0.559 0.554 0.546 0.657

3-cluster 0.620 0.564 0.707 0.746

2-cluster 0.568 0.568 0.568 0.568

Table 6 ARI’s of the clustering methods for iris data at
various clustering levels

5.2 More Real-world Data

In this section, we investigate the performance of our

methods using the following five more real-world data

sets. The Wine data (Forina et al., 1986), available

in the R package pdfCluster (Menardi and Azzalini,

2014), describes a chemical analysis result of wines planted

in Italy but originating from 3 different cultivars (Barolo,

Grignolino and Barbera), which contains 178 observa-

tions and 13 numeric variables. The Olive Oil data set

(Forina et al., 1983) has 572 observations and 8 nu-

meric variables measuring a series of chemical features,

for olive oil samples from 3 macro areas (South, Sar-

dinia and Centre.North). The HTRU2 data set (Dua

and Graff, 2017) describes a sample of pulsar candi-

dates collected during the High Time Resolution Uni-

verse Survey and contains 17898 observations and 8 nu-

meric variables. The data is extremely unbalanced with

16259 observations in Negative group and only 1639

observations in Positive group. The Ionosphere data

set (Dua and Graff, 2017) contains 351 observations

and 34 numeric variables (the 2nd variable is removed

since it takes an identical value across all observations),

with observations divided into 2 groups (good vs. bad).

The Occupancy data set (Dua and Graff, 2017) con-

tains 20560 observations and 5 numeric variables, with

15810 and 4750 allocated to the groups of Not Occupied

vs. Occupied, respectively. All data sets were standard-

ized so that each numerical variable has mean 0 and

standard deviation 1 before analysis.

Table 7 summarizes the results at the cluster level

which is equal to the true number of clusters for each

data set. The overall performance of MDE-MF is very

satisfactory, with the mean ARI being the highest for

four data sets and the second highest for the remain-

ing one (Wine). In general, MDE-1 and MDE-2 have a

better performance than PdfCluster and HMAC, and

can produce the results in all cases; we were unable

Wine Olive Oil HTRU2 Ionosphere Occupancy

k-means 0.897 0.448 0.607 0.168 0.596

HMAC 0.458 0.816 — 0.004 —

PdfCluster 0.435 0.822 — 0.077 —

MDE-1 0.816 0.903 0.430 0.004 0.103

MDE-2 0.865 1.000 0.042 0.004 0.001

MDE-MF 0.865 1.000 0.755 0.187 0.949

Table 7 ARI’s of the clustering methods for real-world data

to obtain results for the latter two methods, for the ex-

tremely high computational cost of the KDE embedded

in these methods when dealing with a larger number

of observations. The performance of k-means is fairly

unstable, being the best for the Wine data and the

worst for the Olive Oil data. The performance of k-

means is remarkably affected by variable scaling; if we

use the original variables without scaling, its ARI for

Wine plummets to 0.371.

As for the Iris data, HMAC can not cope well with

outlying observations and often has very small-sized

clusters consisting of outlying observations. This is the

main reason that it performs poorly for the Wine and

Ionosphere data. Besides, as mentioned in Section 3.2,

MDE-2 and HMAC are similar except that HMAC uses

a KDE while MDE-2 starts the mode-flattening pro-

cess with an MDE. The large performance gap between

MDE-2 and HMAC in the Wine and Olive Oil data

indicates again the importance of quality density es-

timation for clustering. Our numerical studies always

show that the mixture-based density estimator has an

edge over the KDE.

6 Image Segmentation

Image analysis is a hot research topic for its increasingly

practical value. Of various domains of image analysis,

image segmentation is one of the focuses on image pro-

cessing and understanding. As the name suggests, im-

age segmentation is to partition an image into several

parts with the pixels in the same part having similar at-

tributes. The purpose of image segmentation is to sim-

plify the further image analysis by breaking an image

down into a number of more meaningful or representa-

tive clusters (Li and Gray, 2000).

A commonly-used method of image segmentation is

to partition the pixels into several distinct groups ac-

cording to the colour of a pixel. In this section, we apply

the proposed MDE-MF and the k-means to three colour

image segmentation problems and compare their perfor-

mance. For each image, function readJPEG from the R

package jpeg (Urbanek, 2014) is used to compute the

RGB values of each pixel. Thus, each pixel becomes an
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observation with 3 numeric dimensions (R, G and B).

We then conduct clustering analysis on all pixels in the

same way as we did in previous case studies. However,

unlike other clustering problems, for colour image seg-

mentation it often needs a single colour to represent

each cluster if we want to display the results. A chal-

lenge comes from the fact that the pixels in the same

cluster may be of many different colours originally and

hence it is not obvious to decide which specific colour

can provide a sense of realism from visual perspective.

In the subsequent image demonstrations, for MDE-MF

we use the colour of the mode to depict the associated

region, while for k-means, the colour at the numerical

centre of each cluster is considered to be representative.

Fig. 15 shows the segmentation results for three im-

ages by two clustering methods, k-means and MDE-

MF. Each image is also reconstructed by function grid.raster

from the R package grid (Murrell, 2011) using the rep-

resentative colour of each pixel after clustering analy-

sis, with colour bars attached below to show the few

colours used in each reconstructed image. For image

(a), both MDE-MF and k-means can segment well the

main elements of the original image using 3 colours, i.e.,

red tomatoes, green leaves and white light reflections.

However, compared with k-means, the representative

colours resulted from MDE-MF seem slightly closer to

the original image. For image (b), we again segment

it using 3 colours. At first sight, the result of k-means

might look more like the original image. However, if

the purpose of image segmentation is to differentiate

distinct parts of an image rather than to reproduce it,

MDE-MF seems more successful in this regard, as we

can interpret the three clusters produced by MDE-MF

as for the pulp, seeds and cores, while k-means messes

part of pulps with cores. Image (c) is segmented into 9

colours. Both MDE-MF and k-means can depict a basic

outline of the original image. We note that MDE-MF is

able to capture the colours of small clusters, e.g., black

and dark brown (the first and fourth color bars from

left), whereas, due to its averaging property, k-means

tends to ignore small clusters and use less diverse colors.

7 Concluding Remarks

In the above, we proposed and studied a modal cluster-

ing method named MDE-MF, along with two alterna-

tive ones. For a target data set, it starts with density

estimation using a mixture-based density estimator. It

is then followed by the Modal EM algorithm to identify

the modes of the density estimate and associate each

observation with a mode. This provides the initial clus-

ters, by grouping observations ascending to a common

mode in one cluster. Then a mode-flattening process is

performed to make the relatively least important mode

disappear, and the process continues until there is only

one mode left. During mode flattening, each mode is

flattened by increasing the bandwidth of the compo-

nents contributing most to the mode, and the loss in

log-likelihood is used to determine which mode is to

be flattened first. Both simulated and real-world data

sets are used to compare the performance of MDE-MF

and several other clustering methods. The results show

that MDE-MF has very good performance in a quanti-

tative sense and is able to deal with clusters with dif-

ferent data concentrations or in various shapes. The

method has also been used for image segmentation and

has the potential for solving other practical problems.

Using MDE-MF is rather flexible, in the sense that the

clustering results it produces form a sequence in terms

of the number of clusters and one can choose to use the

result with any specified number of clusters.

Table 8 gives the running times needed by each clus-

tering method for solving each real-world problem de-

scribed in Section 5, which was recorded on a desktop

with a 3.1 GHz Dual-Core Intel Core i5 central pro-

cessing unit (CPU) and the macOS Catalina operating

system. It also contains the time spent by MDE-MF

on each of its three phases, where the Phase I time

is spent for mixture-based density estimation, which

includes the entire process of finding an appropriate

value of h(0) from a grid of 10 potential h-values. It is

clear that Phase I is the most costly and is inevitable if

mixture-based density estimation is to be used. Over-

all, MDE-MF is fairly competitive with HMAC and

PdfCluster in a low- to moderate-dimensional situation

without a large number of observations. When the num-

ber of observations is large (n = 17,898 for HTRU2 and

n = 20,560 for Occupancy), though at a higher compu-

tational cost MDE can still produce good clustering re-

sults, while HMAC and PdfCluster simply broke down.

In future research, we will look into how to speed up the

method without much sacrifice at its good performance.

In our opinion, there are two important, original

ideas used in MDE-MF. The first is mode flattening,

which has not been considered before in clustering anal-

ysis. By increasing a local bandwidth of the density es-

timate, a mode can be flattened without causing much

density distortion elsewhere. The second is the use of

likelihood, in particular for evaluating the importance

of a mode relative to the others. It provides a quanti-

tative way to measure the importance of a mode, both

visually and semantically. This means that the clusters

produced by MDE-MF at all cluster levels are often

visually sensible and appealing.
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Original Image k-means MDE-MF

(a) 3 colours

(b) 3 colours

(c) 9 colours

Fig. 15 Results of image segmentation

Iris Wine Olive Oil HTRU2 Ionosphere Occupancy

k-means < 0.01 < 0.01 < 0.01 0.01 < 0.01 0.01

HMAC 2.71 9.56 25.85 — 47.43 —

PdfCluster 0.12 1.09 19.98 — 13.61 —

MDE-1 5.06 7.08 194.29 1682.20 65.71 1273.55

MDE-2 2.19 4.66 77.21 472.80 35.60 607.08

MDE-MF 2.68 4.52 86.06 499.06 38.35 602.23

(Phases I, II, III) (2.08, 0.11, 0.49) (4.15, 0.10, 0.27) (76.46, 0.33, 9.27) (433.75, 6.96, 58.35) (35.23, 0.45, 2.67) (562.20, 5.71, 34.32)

Table 8 Running time (in seconds) for scenarios in Section 5
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