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Abstract Defending machine learning models from adversarial attacks is still a
challenge: none of the “robust” models is utterly immune to adversarial examples
to date. Different defences have been proposed; however, most of them are tai-
lored to particular ML models and adversarial attacks, therefore their effectiveness
and applicability are strongly limited. A similar problem plagues cheminformat-
ics: Quantitative Structure-Activity Relationship (QSAR) models struggle to predict
biological activity for the entire chemical space because they are trained on a very
limited amount of compounds with known effects. This problem is relieved with
a technique called Applicability Domain (AD), which rejects the unsuitable com-
pounds for the model. Adversarial examples are intentionally crafted inputs that
exploit the blind spots which the model has not learned to classify, and adversar-
ial defences try to make the classifier more robust by covering these blind spots.
There is an apparent similarity between AD and adversarial defences. Inspired by
the concept of AD, we propose a multi-stage data-driven defence that is testing
for: Applicability: abnormal values, namely inputs not compliant with the intended
use case of the model; Reliability: samples far from the training data; and Decid-

ability: samples whose predictions contradict the predictions of their neighbours.
It can be applied to any classification model and is not limited to specific types
of adversarial attacks. With an empirical analysis, this paper demonstrates how
Applicability Domain can effectively reduce the vulnerability of ML models to
adversarial examples.

Keywords Adversarial Learning · Applicability Domain · Machine Learning
Security

1 Introduction

Quantitative Structure-Activity Relationship (QSAR) modelling in cheminformatics
has become an important tool in, for example, computer-aided drug design [17].
Given a chemical compound, QSAR models aim to predict the biological activity
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to reduce in vivo and in vitro testing, speeding up the drug discovery cycle. When
developing a new drug, scientists face the problem that the biological activity is
known only for a limited amount of chemical compounds, but the search space
of feasible compounds is enormous. A QSAR model makes predictions for the
unknown compounds that can be used, helping with test prioritisation. However,
the reliability of predictions decreases when the new compounds deviate from the
existing formulas or when unexpected mutations occur.

Applicability Domain (AD) is a concept that overcomes this issue by defining
the domain in which the model can provide correct predictions. Predictions of
the biological activity of compounds outside this domain are rejected, as they are
likely to be incorrect [13].

Machine learning algorithms have shown promising results in many mission-
critical fields, such as virtual drug screening [32], autonomous driving [34], and
credit scoring [37]. However, even highly accurate state-of-the-art models show
similar difficulties as QSAR models on data points that deviate from the training
data. Adversarial examples are malicious inputs which are carefully crafted by
attackers. Their intent is to exploit the classifiers’ weakness to make predictions
outside their domain even if the reliability is corrupted [2,33]. Starting from a
benign data point, the adversary crafts a small perturbation that allows them
to achieve the desired outcome: the misclassification of the input sample. For
example, by adding a small artefact to a stop sign, a self-driving vehicle can be
fooled into misclassifying the stop sign as a speed limit, risking to cause a car crash.
An analysis of the applicability domain would have revealed that the altered stop
sign is a quite unusual input for the trained image classifier. Similarly to the
AD concept, the classifier should have refused to make an unreliable prediction
triggering some other means of behaviour-control for the car.

Different defences have been proposed, however, they suffer from three sig-
nificant issues: First, many previous works focus on defending against adversarial
examples with only tiny perturbations [27] and tend to fail to detect stronger ones.
Second, some of them require generating adversarial examples at training time [8],
or using them to determine the rejection thresholds [21]. This is computationally
expensive and makes the defence ineffective against different types of adversar-
ial examples, e.g. the ones crafted with a norm constraint different from the one
considered by the defender. Third, most defences are tailored to specific classifiers
and should be re-designed and re-trained if the defended model is replaced [38].
While some of the recently proposed defences can solve the first and the second
issue, there is a lack of effective defences able to face the third one.

The exploration of ML systems has recently been accelerated by automated
pipelines provided by cloud services, such as Google Cloud AutoML and Amazon
SageMaker Autopilot. These services automatically select a model based on the
training data. Model selection, training, and evaluation are all performed by the
service [12]. Thanks to these services, developers can rapidly test different models
without fully understanding their architecture. Therefore, users without ML ex-
pertise can highly benefit from this type of black-box ML service. This approach
leads to a scenario where samples are less frequently reviewed by humans during
training and inference, and thus adversarial examples are more likely to be un-
noticed. Hence, these automatically-generated pipelines should include a defence
against adversarial examples. To be included in this type of pipeline, the defence
should be portable, i.e. suitable for defending any ML models.
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Fig. 1 The adaption of the AD 3-stage approach to an adversarial defence: Baard. Combining
training data and predictions from the classifier, Baard checks the applicability, reliability,
and decidability of unlabelled inputs. If a sample is deemed adversarial by any stage, Baard
rejects the sample and does not pass it to the next stage.

In fact, adversarial examples have shown to be a serious threat for a wide
range of ML models, such as linear classifiers [10], SVM with RBF kernel, neural
networks (NN) [2] and even extremely accurate deep neural networks (DNN) [33].
This suggests that it is crucial to develop defences that can be applied to a wide
range of models. Furthermore, such a defence is beneficial for accelerating the
development cycle because developers can improve the model without concerning
about the compatibility between the model and the defence.

The Applicability Domain concept brings a versatility that would be well
motivated in Adversarial Learning, given the continuous rise of automated ML
pipelines. However, it is still lacking in automated defence methods.

Inspired by AD’s independence from the type of classifier and the model-
parameters, we adopt the idea of the multi-stage test proposed by Hanser et al.

[17] for Adversarial Learning. The test provides a systematic way to check an
unlabelled input via three stages – applicability, reliability and decidability – as il-
lustrated in Figure 1. Aiming to filter out all adversarial examples, we assume that
an input example is not “suitable” for the ML model if it gets detected by any of
those three stages analysing the feature space from different perspectives:

1. Applicability Stage: detects irregular values outside the applicability domain that
might be either outliers or adversarial examples with strong perturbations.

2. Reliability Stage: tests whether or not an example is close to its in-class neigh-
bours and might hence be an adversarial example with a smaller perturbation.

3. Decidability Stage: checks the classification difficulty of the example compared
to the training data with the same label. This aims at preventing an adversary
from exploiting areas in the feature space with low prediction probabilities.

In order to demonstrate the effectiveness of bridging the concepts of AD and
Adversarial Learning, we implemented the algorithm Baard, Blocking Adversarial
examples by testing for Applicability, Reliability and Decidability. Using Baard,
we show that Applicability Domain in cheminformatics and Adversarial Learning
are connected and enable both domains to benefit from lessons in the other domain.
That is, we potentially can use the algorithms from Adversarial Learning for AD
tasks and vice versa. We summarise our contributions as follows:

– We are the first to demonstrate the effectiveness of linking Applicability Do-
main to Adversarial Learning.

– In order to quantify this effectiveness, we introduce Baard, a novel defence
framework inspired by Applicability Domain.
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– We demonstrate that Baard is portable; i.e., it can effectively defend many dif-
ferent model architectures, which enables usage of this defence in automatically
generated machine learning pipelines.

– By exploiting the Applicability Domain concept for Adversarial Learning, our
generic, robust, and portable method manages to overcome severe issues in the
field while maintaining comparable performance. That is, our proposed method
is restricted by the types of neither the classification model, nor the adversarial
examples.

The remainder of this paper is structured as follows: Section 2 introduces the
threat model, reviews the state-of-the-art adversarial detectors and justifies our
attempt to connect AD to Adversarial Learning. Section 3 discusses how to adapt
AD to Adversarial Learning and presents our proposed technique. The experi-
mental setup and results are reported in Section 4 and 5, respectively. Section 6
concludes this paper.

2 Background

Different attacks against ML manipulate the input to mislead the classifier. Based
on the stage of the ML pipeline in which they occur, they are categorised in:
1. Poisoning attacks that manipulate the decision boundary of an ML model by
injecting a small fraction of poisoning samples during the training process [3].
2. Evasion attacks, where the attacker crafts malicious inputs which can deceive
the trained classifier to make unexpected predictions at the inference time [2].

We focus on evasion attacks since this setting matches the Applicability Do-
main setting where the suitable domain is defined for the trained classifier.

2.1 Threat Models for Evasion Attacks

Depending on the attacker’s knowledge of the system, evasion attacks are cate-
gorised [3] as:

1. Black-box adversaries have no knowledge about the training data and the target
model, i.e., they do not know neither the model architecture nor its parameters,
but they can query the model.

2. Grey-box the attacker has partial knowledge of the target ML system.
3. White-box adversaries have full knowledge of the model, the training data, and

the defence mechanism.

The grey-box scenario is the most likely in real-world applications since many
ML systems are based on well-known pre-trained models. In contrast, the attacker
usually has no knowledge about the defence eveutually in place. The white-box
scenario is the standard-de-facto to compare the performance of different defences
because it assesses their performance in the worst case. Therefore, in this work,
we considered these two scenarios.
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2.2 Crafting Adversarial Examples

We now review the adversarial attack algorithms targeting NNs, SVMs and de-
cision tree, which are the models that we considered in this work. The repre-
sentative state-of-art maximum-confidence attacks are: Fast Gradient Sign Method

(FGSM) [15], a single-step attack that compute the adversarial example as: x′ =
x− ε · sign(5x`(x, y)) where x is the benign input, y is the target associated with
x, `(x, y) is the loss function used to train the classifier, and ε is the hyperparam-
eter to control the maximum perturbation. This method requires the gradient of
the loss function, which can be efficiently computed using the backpropagation
method.

Auto Projected Gradient Descent (APGD) [9] is the latest improved version of
Projected Gradient Descent (PGD) [22]. PGD is a multi-step variant of FGSM.
Because PGD uses an iterative method to solve the optimisation problem, it has
a higher success rate than FGSM. Unlike PGD, APGD does not require a fixed
step size, and the number of iterations can be adjusted automatically.

The representative minimum-distance attacks include:
Carlini and Wagner Attack (C&W) [8]: Given the classifier C, the input x and

the targeted label t, because C is highly non-linear, it is very difficult to minimise
the perturbation δ, such that C(x + δ) = t. Instead of optimising on C, the C&W
attack utilises the change of space technique by transforming the input space from
the pixel space (x+ δ) to the tanh space.

DeepFool [25] is an iterative untargeted attack which works on image data. The
algorithm uses a heuristic function to linearise the classifier, assuming that classes
can be separated by hyperplanes. Since the classifier is not actually linear, the
algorithm requires multiple steps to find a successful adversarial example.

Boundary Attack [4] is a black-box attack that solely relies on the output of
the classifier. The algorithm starts at a point that belongs to the target class, and
then performs a random walk along the decision boundary moving towards the
original benign input. This attack works on any type of classifier, but may take
many iterations to converge.

Decision Tree Attack [26] is a recursive method which exploits the data structure
of a decision tree. The attack creates adversarial examples by making minimal
changes to the input to alter the condition at the leaf node. The algorithm keeps
traversing from the leaf to the root until the prediction from the classifier deviates
from the legitimate class.

2.3 Defending Adversarial Attacks

Every defence has its limitation. The attacks with indistinguishable perturbations
have been studied extensively [27,24]. In these cases, adversarial examples are gen-
erated from benign examples, and they remain nearly indistinguishable to humans.
Defences such as adversarial training [15], distillation [28], and gradient masking
[16] are targeting such attacks. However, if the goal of the attacker is to bypass the
system, such a constraint may not apply. Gilmer et al. [14] proposed the “lines”
attack, where a randomly orientated line is added to an image. It is intriguing that
this näıve black-box attack can fool the model, despite requiring neither the model
nor the training data. Humans can easily identify such attacks, but many defences
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cannot. In an automated pipeline, creating indistinguishable adversarial examples
may not be the top priority to the attacker. This indicates that the attacker does
not need to follow the rules which are defined by the defender.

A defence is considered general, if it works on any classifier regardless of its
architecture. Classifiers with different architectures do not share parameters, which
means that a general defence cannot utilise the classifier parameters. However,
most defences are designed for (and evaluated on) neural networks (NN) and
cannot handle other types of classifiers [29].

Feature Squeezing (FS) is a defence proposed for image data based on the moti-
vation that adversarial examples can be restored by noise reduction methods [36].
The authors propose three squeezing methods: colours depth rescaling, Gaussian
blur filter, and median filter. FS can be adapted to all types of numerical data and
other classifiers than NN. However, He et al. [18] pointed out that FS provides no
meaningful protection against strong adversaries.

Region-based Classification (RC) [5] replaces the conventional point-based clas-
sifier with a region-based classifier without retraining the model. The algorithm
generates random samples within a hypercube centred at the unlabelled input. The
decision is then made via majority voting based on the predictions of all neigh-
bour samples within the hypercube. The intuition is that when the perturbation is
small, the hypercube intersects the most with the true class region. In contrast to
RC, we propose a method that does not rely on generated samples, but only the
training data in order to make the method more robust to larger perturbations.

Local Intrinsic Dimensionality (LID) is another neighbour-based algorithm to
detect adversarial examples [21]. The intrinsic dimension is a metric for measuring
the distance between data points in high dimensional data [20]. In this case, the
LID characteristics are estimated by combining the score from all hidden layers of
a deep neural network. The algorithm learns the threshold by utilising minibatches
with the mixture of benign, noisy, and adversarial examples. LID is limited to NNs
and cannot be adapted to other model types.

MagNet is a defence which combines two methods [23]: It not only detects the
adversarial example but also tries to restore its true label. It contains multiple
detectors and a reformer. The detectors train multiple autoencoders and identifies
adversarial examples by either comparing the reconstruction errors between benign
and adversarial examples, or the probability mass functions from the outputs after
the softmax layer. The small perturbations the detectors fail to identify are passed
into the reformer. The reformer adds noise to the input or uses an autoencoder to
remove noise. Since MagNet relies on training multiple autoencoders, the training
phase can be time consuming.

In Section 4, we will benchmark Baard and all the defences above against all
the attacks described in Section 2.2.

2.4 Applicability Domain

Quantitative Structure–Activity Relationship (QSAR) modelling has become an
important tool in, for example, computer-aided drug design for a long time. We
have to be cautious about QSAR models’ predictions, since any unintended side
effect for a new drug may lead to severe consequences. Thus, it is crucial to min-
imise classification errors. To ensure that the model makes confident predictions
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on suitable data only, Applicability Domain (AD) validates unlabelled inputs, such
that the model is only used to make predictions within the domain [19]. AD pro-
vides an automatic, quantitative criterion for checking the applicability of chemical
compounds against a model by drawing a comparison between the compound and
the training data of the model [19].

The fundamental idea is that we should reject a prediction if the input physico-
chemically, structurally, or biologically deviates from the training data [31]. Ac-
cording to Roy et al. [30], the most common approaches of AD fall into these
categories:

– Ranges in the descriptor space, e.g. bounding box and PCA;
– Geometrical methods, e.g. convex hull;
– Distance-based methods, e.g. Euclidean distance and Mahalanobis distance;
– Probability density distribution, e.g. parametric statistics; and
– Range of the response variable, e.g. range of the experimental activities.

Similar strategies have been used in adversarial defences in the past. For exam-
ple, RC uses the labels from nearest neighbours, and LID measures the distance
between the outputs in the hidden layers of a NN classifier. We suspect that meth-
ods for AD can be used to detect adversarial examples, if we transform the feature
space into an appropriate space for the algorithm, and vice versa.

Previous studies showed ensembles of weak defences are not strong against
adversarial attacks [18]. The attacker can easily break an ensemble method by
generating transferable adversarial examples, training surrogate models to bypass
the defence, and adjusting the optimisation function of the attack algorithm [6,
18]. The defences, such as feature squeezing [36] and MagNet [23] are vulnerable
to such attacks.

In order to mitigate that problem, we follow a 3-stage AD approach proposed
by Hanser et al. since each stage captures a distinct aspect:

1. Applicability: Is the input compliant with the intended use case of the model?
2. Reliability: Can the model make a reliable prediction?
3. Decidability: Can I make a clear decision based on the outcome of a prediction?

Each stage is implemented using a commonly used approach as we mentioned
earlier. The applicability is tested by bounding boxes, the reliability is examined
by a distance-based algorithm, and the decidability is measured by a probability
density function. We find this method particularly interesting, since it is natural
to map each stage with a characteristic of adversarial examples. We hypothesise
that a robust adversarial defence can be constructed by weak defences if we use a
systematic way to cover potential blind spots of the classifier.

3 Methodology

In this paper we draw a connection between the cheminformatics concept of Ap-
plicability Domain and adversarial defences in machine learning. The goal in AD
is to reject chemical compounds that a trained classifier cannot make reliable pre-
dictions for. Therefore, the feature space is analysed together with a classifier, and
an applicability domain is defined that is usually a tight region around the training
instances, but omits the rest of the space.
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Fig. 2 Applicability Stage: One bounding box per class is calculated in order to block the
inputs (orangle circles) that do not lie within any one of them.

In Adversarial Learning, a defence against poisoning attacks has to tackle a
similar task. The attacker tries to carefully perturb a sample (that would be an
accepted input to the classifier) in a way that the predicted label is changed. Even
if the perturbation is small and the sample remains in the original input domain,
by flipping its label, the sample needs to be assessed based on the other class’s
domain. Most likely, it will be an unusual input for that class. Otherwise the attack
would not have an effect. This observation leads us to believe that the concept of
Applicability Domain can work well as an Adversarial Learning defence strategy.

In order to bridge both fields – cheminformatics and Adversarial Learning –
we adopt the 3-stage approach for Applicability Domain proposed by Hanser et al.

(see Sec. 2.4 for more details). This approach proposes to test for applicability, re-
liability, and decidability of a classifier regarding a specific sample. Only if all three
stages are passed, the sample is granted a prediction. In this section, we discuss
how and why all three stages could be adapted to an Adversarial Learning set-
ting, and we combine our results into one algorithm: Baard, Blocking Adversarial
examples by testing for Applicability, Reliability and Decidability.

All stages in Baard use the training data, but, similarly to the original 3-stage
approach, each stage captures a distinct characteristic from the training data.
Each stage can be interpreted as a stand-alone function, or a binary classification
problem. It takes unlabelled inputs, their corresponding predictions from the model
and a training set as inputs, and outputs a binary encoded vector. We refer the
reader to Figure 1 for an overview of the system. In the rest of this section, we will
explain how we adapt the idea and use it to block adversarial examples at each
stage in detail.

3.1 Applicability Stage

In cheminformatics, the applicability domain stage is testing whether or not the
input is compliant with the intended use-case of the model. The researcher is
typically facing the problem of having a giant space of possible compounds opposed
to a limited amount of compounds with known biological activity. In other words,
only a small training set is available in a large feature space. Intuitively, the larger
the distance between a sample and the training data a classifier trained on, the
lower the reliability of the prediction.

The idea of the applicability stage can be adapted to an adversarial defence
setting in order to reject any unconstrained inputs. That is, a defence should
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reject adversarial examples without any constraints on the perturbations, which
are typically strongly perturbed and far away from the true data. We consider this
stage to be a sanity check based on the problem domain.

For instance, in a facial recognition system, a convolutional neural network
classifier works directly on the image pixel space. Therefore, the applicability stage
could extract and check for all inner and outer features, such as eyes, nose, mouth,
head shape, etc. If the attacker crafts images with unrealistic features or ones that
do not contain a human face at all, these inputs should be rejected the way an
unusual compound is rejected in AD.

One way to adapt the applicability stage to an adversarial defence is to use
bounding boxes – a more general approach suits for a wide range of data regardless
of the context. For Baard, we will use bounding boxes to identify the range of
the features for each class. The boundary of each bounding box is determined by
the data points with the same label in the training data. As shown in Figure 2,
the examples outside the bounding boxes (labelled as a cross) are blocked by the
Applicability Stage.

While being fast and memory-efficient, this simple approach has three potential
issues: 1. It is impacted strongly by outliers in the training data since outliers
cause the bounding boxes to grow unreasonably large. 2. When the examples are
slightly different from the training data, this approach will reject the example.
It may be too sensitive, and will lead to high false positive rates. 3. It does not
handle transformations, such as translation and rotation in image data.

We remove outliers by using the qth quantile of the training data for each label
as the bounding box borders instead of the true maximum/minimum. The second
and third issues can be mitigated by running preprocessing techniques based on
the nature of the data. We can make the training data less sensitive by adding
normally distributed noise. Image data can be preprocessed using random flip,
rotation, or crop before calculating the bounding boxes. It highly depends on the
nature of the data to determine which techniques are suitable. For example, if the
data was captured by sensors with high precision, noise should not be added.

An adversarial example with unconstrained perturbations is usually outside
the bounding boxes. This stage acts as a class-based outlier detector and aims
to reject such examples. After we remove the inapplicable examples, we pass the
remainders to the next stage. As long as the fundamental idea of the Applicability
Stage remains the same, more sophisticated tests, such as kernel density estima-
tion (KDE), can be used to replace bounding boxes, however, our experiments
demonstrate that bounding boxes are already highly effective using less resources.

3.2 Reliability Stage

Once the Applicability Stage confirms that a compound is suitable for the classifier,
the Reliability Stage in AD checks if the model can make a reliable prediction. If
a compound is similar to other compounds with the same predicted activity, we
can trust the prediction more than if the compound was very different.

The concept from AD can be directly mapped to the adversarial defence case:
we can measure the reliability of predictions from the classifier based on the knowl-
edge available to the classifier. In other words, we can construct a reliability metric
using the training data.
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(a) High Reliability (b) Low Reliability

Fig. 3 Reliability Stage: An example is assessed based on the the discrepancy between its
true and its expected distance to its in-class neighbours from the training set.

Adversarial examples often minimise the perturbation while forcing the model
to make classification errors, such that they move the benign examples to some-
where near the decision boundary as shown in Figure 3. Thereby, the predicted
label changes and the example is possibly far away from its new in-class neigh-
bours. The reliability test is based on the above adversarial examples often leading
to higher distance between an adversarial example and its neighbours than the em-
pirical distance from the training set.

For Baard, we design a reliability test that utilises multiple nearest neighbour
models. Let C be the number of output classes. For an example x to be tested, let
Nc

k(x) be the k-nearest neighbours of x within the set of training samples belonging
to class c. We train C k-NN models; each model capturing the neighbourhood
relations of the training data within one class. We use ball-tree to build these
models as it is efficient on finding k-nearest neighbours even in large and high-
dimensional datasets. Once we established C ball-trees, we estimate the mean
distances in Nc

k(x) for each class.
An appropriate distance metric should be used when measuring nearest neigh-

bours. The Euclidean metric (L2-norm) well suited for numerical data. As sug-
gested in [1], as the dimensions of the data grow, Manhattan metric (L1-norm)
becomes more stable. Cosine distance has shown more robust results in speech
recognition and natural language processing (NLP) tasks [11]. Special distance
metrics can be crafted to deal with all kinds of data, e.g. categorical data. As we
compare Baard on numeric datasets here, we choose L2 distance. Note that most
defence techniques do not provide the opportunity to choose a custom metric and
therefore restrict themselves to certain data types.

In order to test a sample, we compute the mean L2 distance in N ĉ
k(x), where ĉ

is the prediction from the classifier, since the true label is unknown. If the mean
distance of its neighbours is above a threshold (the quantile q), the Reliability
Stage rejects this example. Algorithm 1 elaborates the details.

3.3 Decidability Stage

In AD, the previous two stages already filtered out all chemical compounds that
were outside the classifier domain or far away from their in-class neighbours. The
Decidability Stage intents to test if a clear decision regarding the biological activity
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Algorithm 1 Baard Stage 2 - Learning the thresholds of Reliability
Input: The validation set X with true labels y, the number of neighbours k, and the quantile

q,
Output: The thresholds t = [t1, . . . , tC ]
1: function SearchReliabilityThresholds(X, y, k, q)
2: for all c ∈ {1, . . . , C} do
3: Xc ← {xi ∈ Xtrain | yi = c}

. Compute expected L2-norm distance between neighbours with the same label

4: d̄c ← E[‖xi − xj‖] ∀xi 6= xj where xi ∈ Nc
τ (xj), xj ∈ Xc

5: tc ← the qth quantile of d̄c
6: return t = [t1, . . . , tC ]

(a) High Decidability (b) Low Decidability

Fig. 4 Decidability Stage: The distribution of labels of its α-nearest neighbours determine if
an example (orange dot) is accepted (left) or rejected (right).

of a compound can be made. If the model assigns two or more possible activities
with high probabilities, this indicates low decidability, and all predicted activities
become unreliable.

We can assume that decision boundaries of classifiers are not perfect because
the model is trained on a sample of the input space. Therefore, examples close to
the decision boundary are at higher risk of misclassification. Predictions become
more reliable the further away from the decision boundary a sample is. For ex-
ample, a chemical compound might be predicted to be a great fit for a new drug.
However, if it is close to the decision boundary between the desirable outcome and
“causes explosion in the lab”, it might not be worth the risk. The Reliability Stage
rejects compounds where no reliable prediction can be made.

An identical problem exists in Adversarial Learning. Additionally, there is a
risk that a malicious example hides in a small pocket as shown in Figure 4. The
predictions of its neighbours in the training data then conflict with the prediction
given by the classifier, so we have a case of low decidability as in AD. Previous
studies [15,35] have shown that adversarial examples often exist in large, contigu-
ous regions instead of scattered in small pockets. However, we should not exclude
such cases.

For Baard, we set this stage up as follows. We use the same ball-tree algorithm
and distance metrics as in the Reliability Stage to build the k-NN model. The dif-
ference is that we train one model on the entire training set this time. Given an
example, we compute the probability mass function of the labels of its k neigh-
bours. Then we compare the probability where the prediction of the example lies
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Algorithm 2 Baard Stage 3 - Learning the thresholds of Decidability
Input: The validation set X with true labels y, the number of neighbours k, and the quantile

q,
Output: The thresholds t = [t1, . . . , tC ]
1: function SearchDecidabilityThresholds(X, y, k, q)
2: for all c ∈ {1, . . . , C} do
3: Xc ← {xi ∈ Xtrain | yi = c}
4: Px(y) ← PMF of yj , ∀xj ∈ Nk(xi) where xi ∈ Xc
5: tc ← the qth quantile of Px(y = c)

6: return t = [t1, . . . , tC ]

with the threshold which is learnt from the training data. We reject the example
if that probability is below the threshold. The details are shown in Algorithm 2.

Note that the value of k here should be different from the k-value we have cho-
sen in the Reliability Stage. To obtain enough statistical power on the probability
mass function, a larger k-value is required.

If any stage rejects an example, Baard does not pass it to the next stage.
When we run each stage as an individual test, we find different stages may block
the same examples. However, no stage can be omitted as they all focus on different
aspects. Figure 5 shows Baard’s behaviour on an XOR-dataset. In the top row,
green areas indicate points that, with label 1, would be accepted as a suitable
input by the three stages (from left to right). The bottom row shows the same
for points with label 2. As we can see, stopping after the applicability stage or
after the decidability stage would not be sufficient. By chaining the stages, Baard

blocks larger parts of the area than with any of the stages alone. Note that, in
this particular example, the Applicability Stage blocks only a small amount of
points that would have been blocked by the Decidability Stage otherwise. This
is due to the specific construction of the dataset and not a general observation.
Furthermore, the first stage is the least expensive one in terms of computational
complexity. Every sample blocked by this stage does not need to be tested by the
other two stages and thereby reduces the computational costs during testing time.

4 Experiments

Baard is a classifier-independent adversarial defence. As such, we evaluate its
performance not only on different datasets, but also investigate the influences
of various adversarial attacks (that come along with a parameter controlling the
allowed perturbation) and classifiers. We describe the general setup as well as all
the above mentioned components here before we discuss the results in Section 5.
We refer the reader to the supplementary material for the detailed results.

Implementation. We implemented Baard and other algorithms in Python
using PyTorch and scikit-learn. The adversarial attacks used in the experiment are
based on Trusted-AI’s adversarial-robustness-toolbox. To ensure the reproducibility,
the code will be made fully publicly available upon acceptance.

Datasets. Baard is a general-purpose defence. Hence, we evaluated Baard

and its competitors, described in Section 2, on image and numeric tabular datasets.
We use the standard image datasets MNIST and CIFAR-10, and the numeric
datasets Banknote, Breast Cancer, and HTRU2. For the MNIST and CIFAR10
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Fig. 5 Points with label 1 (above) and label 2 (below) are presented to Baard trained on the
XOR dataset. Green color indicates the areas in which points are accepted as benign, orange
indicates areas of rejected points for each stage (from left to right). Black lines indicate the
decision boundary of an SVM with RBF-kernel trained on this dataset.

datasets, we use the standard training and test split. We generate 2000 adversarial
examples; 1000 of them are used for testing and others are used as the validation
set for learning the hyperparameters for the defences. For numeric datasets, Ban-
knote, BreastCancer and HTRU2 have 400, 200 and 1000 samples in the test set,
respectively. Due to the smaller size of datasets, the entire test set is used for test-
ing, and we generate the same amount of adversarial examples from the training
set as a validation set.

Classifiers. Baard treats the classifier as a black-box. Therefore, we evalu-
ated Baard when applied to different types of classifiers. As models trained on
the image-based datasets, we considered three different NN architectures, namely
VGG, Resnet, and a basic DNN network whose architecture is described in the
supplementary material. We set the number of training epochs of all NNs to 200.
To demonstrate that Baard is applicable to a wide range of ML models, we test
the performances of Baard when applied to SVM models (with RBF kernel) and
Extra-Tree classifiers (with Gini impurity) trained on numeric datasets.

Adversarial Attacks. We evaluated Baard and its competitors under the
grey-box attack setting used in [23]. Under this setting, the attacker has full ac-
cess to the model and the training data but is not aware of the defence’s presence.
We tested the robustness of Baard, considering both maximum-confidence attacks
and minimum-perturbation with different Lp-norm constraints. We included all at-
tacks explained in Section 2.2. We computed the adversarial examples considering
different attacks’ hyperparameters, and we averaged the results obtained on all
the attacks. We considered the following hyperparameters. For FGSM and APGD
L1, we considered an allowed perturbation of 0.063, 0.3, 0.6, 1.5. For APGD L2,
we considered a perturbation of 1.5, 2, 3, 5. For the C&W attack, we considered
a confidence of 0, 5 and 10. The Extra-Trees classifier is evaluated against the
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Fig. 6 Influence of different parameter values for k on Baard’s performance in both stages,
Reliability (left) and Applicability (right). Dashed vertical lines indicate the parameter values
we used for the experiments.

Decision Tree Attack [26] and Boundary Attack [4]. We run all the attacks un-
der the untargeted setting, where the attacker’s goal is to have the input samples
misclassified as any of the classes except the true one.

Finally, we assessed the robustness of Baard against an adaptive attack. Its
objective function is: max `(x, y) − β · σ(D(x)) where ` is the cross-entropy loss,
σ is the softmax function, D is the detector score (computed using a DNN as a
surrogate). β regulates the trade-off between the importance given to the classifier
and the detector loss and is set equal to zero when the sample is correctly classified.

Competitor Defences. We compare Baard with four adversarial defence al-
gorithms described in Section 2.3. For Feature Squeezing (FS), employed on image
datasets, the hyperparameters are the same from Xu et al.’s paper [36]. Local Intrin-

sic Dimensionality (LID) is applied to all NN classifiers. We set nearest neighbours
(k) to 20 and mini-batch size to 100, the same hyperparameters were used in [21].
The thresholds are obtained from validation sets. For MagNet, we use the same
architectures of autoencoders as described in [23] for MNIST and CIFAR10. Each
autoencoder is trained for 200 epochs. The thresholds are learnt by setting the FPR
to 0.001. This setup is identical to the original paper [23]. We employ Region-based

classification (RC) on both image and numeric datasets using the binary search
algorithm described in [5] to find the optimal length, r.

Evaluation Metrics. To evaluate the performance of the algorithms, we com-
pute the defences’ False Positive Rate and Accuracy. FPR measures the ratio of
clean data points wrongly detected as adversarial by a defence. Accuracy mea-
sures the ability of the entire system, namely the classifier (eventually equipped
with a reformer) and the detector, to classify the adversarial example correctly.
We consider the system’s prediction of an adversarial example as correct if it is
correctly classified by the classifier or recognised as adversarial by the detector.

The score of the detector, D, is computed by:

D(x) =

{
1 if (y′ = y) ∨ (B(x) = 1)

0 otherwise

where y′ is the prediction of x from the unprotected classifier, and B(x) is the
decision function of Baard with all stages combined, which can be interpreted as
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Fig. 7 ROC curves of each of Baard’s stages as a standalone on MNIST and CIFAR10

a binary classification problem. B(x) returns 1, if any stage rejects x. Otherwise,
it returns 0. We repeated the entire experiment 5 times, the results shown in the
plots are the mean values after 5 runs.

Hyperparameters. Baard requires minimal tuning. The default hyperparamters
are suitable for most of cases we have tested. In each stage, the hyperparameter,
q, controls the quantile for proportion of benign data points that can pass the
threshold in validation set. Stage 2 and 3 each have one hyperparameter, k, which
controls the number for nearest neighbours.

To find the optimal value of k, we run Stage 2 and 3 as two separate tests on
the validation set with a fixed value of q = 0.99. The validation set is created as
follows: For each benign example, we run APGD attacks with a full spectrum of
perturbation strengths, e.g. we set ε ∈ {0.063, 0.3, 1.0, 2.0} for MNIST. The results
are shown in Figure 6. There is no significant difference in accuracy within the
range of k we tested, but the larger k values lead to higher FPRs. We choose the
largest k value without significant increase in FPR. The default values for k are
10 and 100 for Stage 2 and 3, respectively. Because of the numerial datasets, such
as Banknote and Breast Cancer, have fewer training samples, we reduce k from
100 to 30 for Stage 3.

For the quantile, q, we want to minimise the FPR, so we set the default value
of q to 1.0 for all stages. If the accuracy does not meet our expectation, we adjust
q based on Receiver Operating Characteristic (ROC) curves, as shown in Figure 7.
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Fig. 8 Accuracy changes for different attack perturbation values ε on image datasets

To improve the TPR, we set q to 0.98 for all stages in CIFAR10, and 0.98, 0.99,
1.0 for Breast Cancer. The rest of datasets use the default value.

5 Results

We validated the effectiveness of Baard’s stages, considering them individually.
Figure 7 shows the ROC curves when half of the test samples of the CIFAR-
10 dataset are perturbed using the APGD (left plot) and C&W (right plot) at-
tack with ε = 2 and confidence 5, respectively. The C&W attack is more effec-
tive than APGD against all the stages. The effectiveness of the stages is com-
parable—however, the effectiveness of the first stage, with respect to the others,
changes heavily depending on the considered attack. Against APGD, the most
effective stage is the first one. This is due to the behavior of maximum-confidence
attacks, that, to maximise prediction’s confidence, lead the adversarial samples in
a region far from the training data belonging to the original class. Those samples
are, therefore, almost perfectly detected by the first stage. Against C&W, which
aims to find minimally-perturbed adversarial examples, the first stage is the least
effective, and the most effective stage is the third one.

Considering the image-based datasets, in Figure 8 we compared the influence
of ε, which bounds the perturbation that can be added by the attacker, on the
robustness of different defence methods. When the attack adds only a tiny amount
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average as we aggregate over different attacks and adversarial parameters.

of perturbation to the images, the considered defences’ performances change a lot
depending on the dataset. On MNIST, all the defences perform well. On CIFAR-10,
instead, their performances are quite low, except the one of FS when the classifier
is ResNet. When the amount of injected perturbation is consistent, Baard shows
comparable performance to MagNet and is superior to FS, LID, and RC.

Figure 9 compares the performance of different defence algorithms on a wide
range of datasets and classifiers. The experiments are run for all attacks and pa-
rameters specified in Section 4. We chose to compare the average performances
because a defence strategy, to be considered robust, should perform well on all
kinds of attacks. We can see that Baard shows a fairly robust performance over
all the considered attacks. Moreover, comparing the accuracy and the FPR, we
can observe that the proposed defence is superior on the numerical datasets and
comparable with MagNet. Baard has high FPRs on the BreastCancer dataset
that may be caused by the number of outliers in the training dataset as they cause
the normalisation step to compress the information.

The performances of the defence methods against the considered attacks are
summarised in Nemenyi plots (Figure 10). Comparing the accuracy on the image
datasets (Figure 10a and 10b) we observe that Baard performs equally well as
the state-of-the-art method – MagNet. Baard seems to have an edge over LID
and RC while defending L∞-norm attacks. This is expected since the L∞-norm
attacks are bound by max(|x′i|). In this case, every attribute can change within
the upper bound. This behaviour is similar to adding additive noise to the input.
Our results demonstrate that the bounding boxes in the Applicability Stage are
very effective to detect such attacks. We observed that Baard is weak on detecting
L2-norm attacks (Figure 7d and 8b). The thresholds in the Reliability Stage are
based on L2 distance. However, L2 distance is not robust on high-dimensional data
[1]. When the upper bound of the perturbation is lower than the threshold, the
Reliability Stage will fail to reject the adversarial examples.

When evaluated on the numeric tabular datasets (Figure 10c and 10d), Baard

shows a higher accuracy in average than all other methods, however, the differ-
ence to MagNet is not statistically significant. Overall we can observe competitive
performance of Baard over different attacks, datasets, and classifier types despite
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Fig. 11 Security evaluation curve of Baard against an adaptive attacker.

of its lightweight approach. Similar to the blocked compounds outside a classifier’s
applicability domain, Baard reliably rejects adversarial examples.

In Figure 11, we present the security evaluation of Baard against an adaptive
attack. It shows Baard is more robust than its competitor with better perfor-
mances against grey-box attacks (MagNet). Baard againsts an adaptive attack
has reported 1(0)% accuracy at ε = 2.25 (0.45) on MNIST (CIFAR-10) [7]. The
adaptive algorithm is detailed in the supplementary material.

6 Conclusion and Future Work

In this paper, we drew a connection between two so far unlinked domains: Appli-
cability Domain from cheminformatics, and Adversarial Learning defences. Based
on the observation that both domains face similar problems, we assumed that they
can benefit from each other’s solutions. In order to confirm that assumption, we
proposed Baard, a novel adversarial defence framework inspired by a three-stage
solution for the AD problem. In a black-box setting Baard tests incoming ex-
amples for Applicability, Reliability, and Decidability in a chained manner, and
it predicts only those examples that pass all stages. While showing comparable
performance to state-of-the-art techniques in our experiments, Baard adds some
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additional strengths that make it suitable even for an automated ML setting:
Firstly, it is not limited to attacks with small perturbations as many other defence
methods, but also reliably detects strong perturbations due to its three stages fo-
cusing on different aspects. Secondly, Baard is an inexpensive, lightweight method
that does not require adversarial examples during the training period. Therefore,
it is not bound to specific types of attacks but defends even against different norm
constraints. Thirdly, our method is not taylored to a specific classifiers since it
treats the ML model as a black-box. It is versatile enough so the user can swap
the undefended model with a completely different algorithm while keeping Baard

in place which removes the burden of rethinking and implementing a new defence.
The different perspective on Adversarial Learning induced by the connection to

Applicability Domain allowed us to propose a novel defence that overcomes some
of the most serious issues in the field while maintaining comparable performance.
Overall, we demonstrated how rewarding it can be to learn lessons from other
domains. In future research, we will explore the other direction, i.e., how to apply
adversarial defences in Applicability Domain in chemistry.
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