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Abstract 
Development of bioinformatic methods for data -driven forensic STR analyses  

 

 

 

Short tandem repeats (STRs) are a class of markers which currently play an important role in the 

forensic DNA typing. The arrival of massively parallel sequencing platforms (MPS) in forensic science 

reveals new information such as insights into the complexity and variability of the markers that were 

previously unseen, along with amounts of data too immense for analyses by manual means.  

Along with the sequencing chemistries employed, bioinformatic methods are required to process 

and interpret this new and extensive data. As more is learnt about the use of these new 

technologies for forensic applications, development, and standardization of efficient, favourable 

tools for each stage of data processing is being carried out, and faster, more accurate methods that 

improve on the original approaches have been developed.  

This Thesis reviews the current state of bioinformatic methods and tools used for the analyses of 

forensic markers sequenced on the MPS platforms currently most widely used and explores data-

driven methods for the analysis of STR sequencing data.  

Part I of the Thesis (Chapters 1-3) explores the algorithms and methodology in the identification of 

STR sequences in sequence data. Two novel STR extraction tools that learn from data were 

developed as a practical implementation of the data-driven approach: Fragsifier, a tool that uses a 

machine learning approach to detect and extract STR sequences from MPS data (Chapter 2); and 

STRgazer, a tool that uses a convolutional neural network to detects the presence of STRs in 

unprocessed ForenSeq™ primer mix B reads (Chapter 3).  

Part II of the Thesis (Chapter 4-6) explores the characteristics of the extracted STR data such as the 

amounts of allele and artefact sequences in the data extracted by different tools (Chapter 4), and 

the modelling of these components to inform allele calling (Chapter 5). After exploring existing 

methods, an allele caller was developed, named the Automatic denoising allele caller (autoDAC), to 

examine the feasibility of an allele caller that learns all allele-calling models and thresholds from 

sequence extraction data and uses these to allele call sequence extraction results (Chapter 6).  

Overall, the work in this Thesis introduces novel approaches and paradigms to forensic STR analysis. 
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Prologue 
An introduction to the context and purpose of this research 

 

 

 

Short tandem repeats (STRs) are currently the main marker type used in Forensic DNA profiling. 

These are regions of DNA consisting of one or many stretches of repeating sequence motifs. The 

number of repetitions is highly variable between alleles, allowing individuals with different alleles to 

be distinguished. When many loci are typed this becomes a powerful system capable of identifying 

individuals with high specificity. Currently, STRs are typed using capillary electrophoresis (CE), which 

reveals the lengths of the allele.  

In recent years, massively parallel sequencing (MPS) has become affordable and popular in many 

fields of biology, allowing sequencing to be performed cheaper and faster than before. In contrast to 

CE which provides length information, MPS provides the entire sequence and is much more 

informative. Sequence information enables the analysis of single base differences, variations in 

repeat stretches and flanking regions, and identification of alleles of same length. 

While MPS sequencing data is more informative, there are currently no standardized methods for 

processing big data that can be in various formats, extracting STRs from raw data and distinguishing 

alleles from noise, and the eventual interpretation of results. 

Thesis aims and structure 

This Thesis aims to offer perspective and insights to the forensic community to facilitate the 

adoption of this technology, by asking the following research questions: 

• Primary research question: ‘How should forensic MPS DNA data be analysed?’  

• Secondary research question: ‘How can data-driven techniques such as machine learning 

be applied to the analysis process?’ 

To investigate and answer these questions, this work is structured into two parts corresponding to 

the two main parts of the MPS sequence data analysis process: sequence extraction and allele 

calling. The parts and Chapters are organised as follows: 
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• Survey the literature to understand current approaches to the analysis of forensic MPS data 

(Chapter 1) 

• Part I: Identification and extraction of STR sequences (Chapter 2-4) 

• Part II: Distinguishing between alleles and artefacts (Chapter 4-6) 

• Conclusions (Chapter 7) 

In the process, proof of concept tools were developed where possible, and tested by concordance 

on datasets with known CE results. The ability to produce results concordant with CE (e.g., produce 

same allele calls as CE) is the main performance criteria, and a deeper analysis of the tools’ 

extraction characteristics is presented in Chapter 4. Optimistically, these novel methods 

incorporating machine-learning techniques would perform better than current tools.  

Although this work may make brief comparisons between new and existing tools, a full comparison 

of tools is not covered in this work. And while some of the tools produced in this work are readily 

available online, further research and validation beyond the coverage of this work may be required 

for their application in routine forensic casework. 

Part I: STR Sequence extraction 

The raw data obtained from the sequencer contains many sequences, called reads. They are 

unlabelled, and some may contain STR sequences while others may not. The process of finding and 

extracting STR sequences from reads is called sequence extraction. 

Currently available STR extraction tools mainly rely on known STR flanking sequences adjacent to 

each repeat to extract STR sequences. Although this method is tolerant to variations in the STR 

repeat stretches, it is possible that random, non-STR sequences might be extracted. This is because 

everything between what resembles flanking sequences will be extracted if there are no 

mechanisms in place to check the extracted sequence of interest. On the other hand, if flanking 

sequences in the data differ too much from the reference sequence, then the STR would not be 

extracted. This makes it necessary for STR sequence information to be used in the extraction 

process. 

While several tools use features to describe the STR sequence extraction target, such as known 

sequence lengths and known motif and sub-sequences, these are nevertheless singular features, and 

a small portion of the information present in the complete sequence.  

In Part I, I explore the use of the entire STR sequences in the identification of STRs on raw sequence 

reads. The STR identification problem, traditionally addressed by flanking sequence alignment, is 

reframed as a classification problem and solved with machine learning. 
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In Chapter 2, the traditional idea of flanking sequence alignment is combined with machine learned 

STR sequence models into a novel STR extraction method. The proof-of-concept tool, Fragsifier, 

detects regions of repeat stretches, then at each repeat stretch, use flank alignment and sequence 

classifier to make independent classification of the region. If a consensus is reached between the 

two independent predictions, the presence of a STR is confirmed and it is extracted. 

Based on the success of Chapter 2, a potentially more powerful sequence model is explored in 

Chapter 3: convolutional neural networks (CNN). CNNs are image classification models capable of 

automatically learning complex patterns for classification due to its many layers, with each layer 

learning patterns of increasing complexity. Since sequences can be viewed as 1D images, this 

Chapter explores the possibility of repurposing a CNN to identify STR sequence reads. Compared to 

the fixed-sized, discrete features used in the sequence models described in Chapter 2, CNN features 

are more complex and span wider regions of the sequence. In this Chapter, a CNN is trained to 

identify STRs on whole sequence reads to form the core sequence classification model of a new 

sequence extraction tool, STRgazer. 

Part II: Identification of alleles 

After sequence extraction, the analyst is faced with a sea of sequences. Some of these sequences are 

allele sequences, while others are stutter sequences in which the STR repeat stretches expand or 

contract by (most commonly) multiples of the repeating motif, or noise sequences that are affected 

by indels or substitutions introduced into the read during (but not limited to) the sequencing 

process. Allele calling is the process of identifying alleles from non-alleles (the artefact sequences), 

and while allele calling methods have already been extensively investigated for the CE workflow, it 

remains in its infancy for MPS. 

Since different STR extraction tools process the data differently, it is likely that the extraction results 

would also be different. This is important to realize as allele calling models built using the data from 

one tool may be incompatible with data from another. Chapter 4 explores if different tools give 

different extraction results or ‘artefact profiles’. To achieve this, an alignment-based method is 

developed to categorize the sequences in sequence extraction results, which can then be used to 

produce an ‘extraction’ profile detailing the relative ratios of allele sequences versus artefact 

sequences.  

Chapter 5 explores methods for artefact identification and allele calling by modelling sequence read 

count relationships between alleles and noise, stutter, and other alleles. Using an exploratory 
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dataset, factors affecting these ratios are investigated and discussed alongside current MPS and CE 

methods from the literature to provide a glimpse into the technology gap between MPS and CE. 

In Chapter 6, model building methods from Chapter 5 and the idea of tailored models from Chapter 

4 are combined into the ‘Automatic Denoising Allele Caller (AutoDAC), which automatically builds 

models from single source data (DNA data originating from a single individual). Besides the 

automatic model building, the AutoDAC models identify artefact events, instead of artefact reads 

used in current methods. Instead of identifying ‘stutter reads’ or ‘noise reads’ to be discarded, 

AutoDAC deals with artefact-producing events on the sequence level by using models to determine 

if base-level differences are noise or legitimate variations (SNPs). Identified artefacts are then 

removed from the reads, allowing the denoised reads to be merged back with the parent alleles.  
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Chapter 1  

A review of bioinformatic methods for 
forensic DNA analyses 
Bioinformatic methods and tools used for the analyses of forensic massively parallel 

sequencing data (Published 2018, Forensic Science International: Genetics ) 

 

 

 

1.1 Introduction 

In recent years, the forensic community has been exploring the use of massively parallel sequencing 

(MPS) for DNA analysis (Ambers et al., 2016; Bornman et al., 2012; Budowle et al., 2013; Juras et al., 

2017; Seo et al., 2013; Tasker et al., 2017; Zeng, King, Stoljarova, et al., 2015). As the cost of MPS 

platforms became more affordable, useful information existing in parts of DNA previously 

overlooked or deemed uneconomical to examine could be investigated. Børsting and Morling have 

provided a detailed introduction to MPS forensic analysis (Børsting & Morling, 2015). An area of 

great focus in forensic MPS studies is in data processing, where methods and techniques are being 

explored for the analyses of the large amounts of data produced during an MPS run. Forensic 

science has inherited bioinformatic workflows and methods used in other fields of DNA science 

(DePristo et al., 2011; Highnam et al., 2013, 2015; Seneca et al., 2014). These workflows were 

further developed and/or stimulated the production of new tools for forensic science (Friis et al., 

2016; Hoogenboom et al., 2017; Sturk-Andreaggi et al., 2017; Van Neste et al., 2014; Woerner et al., 

2017a).  

Current DNA markers of forensic interest are short tandem repeats (STRs), single nucleotide 

polymorphisms (SNPs) and polymorphisms in the whole mitochondrial genome (mtDNA)(Butler, 

2012, 2015). These markers provide different types of information, and as the characteristics of each 

marker type are different, specific pipelines and tools have been developed for each marker type.  

Other types of forensic DNA markers have also been described, such as indels (for example (Bus et 

al., 2016; Ferragut et al., 2016; Klein et al., 2015)), epigenetic methylation markers (for example 

(Kader & Ghai, 2015; H. Y. Lee et al., 2016; Silva et al., 2016; Vidaki, Ballard, et al., 2017; Vidaki, 

López, et al., 2017)) and Alu repetitive elements (for example (Chadli et al., 2009; Fazi et al., 2014; 
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Larue et al., 2012; Ray et al., 2005)). In addition, metagenomic approaches to forensic evidence 

(Hampton-Marcell et al., 2017; Khodakova et al., 2014; Tridico et al., 2014) as well as other non-

human genetic evidence (for a review see (Arenas et al., 2017)) are gaining attention as MPS 

technology facilitates their adoption.  For the convenience of the analyst, manufacturers of MPS 

platforms have packaged analysis tools with their machines in the form of plugins within analytical 

software frameworks. These include the MiSeq Reporter/ForenSeq Universal Analysis Software 

bundled with the MiSeq (Illumina; San Diego, Ca., USA, https://www.illumina.com), and the Torrent 

Suite bundled with the Ion Torrent PGM (Thermo Fisher Scientific, South San Francisco, CA, USA, 

https://www.thermofisher.com). 

Bioinformatic pipelines provided by the manufacturers of MPS platforms offer convenience at the 

expense of variety and flexibility of a hand-assembled pipeline. Manufacturer-provided solutions are 

indeed useful and have been widely used by the forensic science community. In this review, they are 

described along with open-source pipelines in their relevant marker sections. In this rapidly changing 

environment, sequence analyses software remains in continued development and versions of the 

software described in published papers may be outdated by the time of reading. 

This review describes the main marker systems currently used, or considered to be used, in forensic 

bioinformatics and introduces bioinformatic solutions for data processing and analyses. 

Bioinformatics tools most relevant to forensic practice are presented, and review articles are 

provided for further information where these are considered helpful, however, it is not possible to 

include all the possible tools existing in the sphere of biological computation. Forensic DNA 

databases will also be introduced.  

In addition to population sequence databases such as the genome/exome Aggregation Databases 

(gnomAD, http://gnomad.broadinstitute.org, and ExAC, http://exac.broadinstitute.org/), and the 

1000 Genomes Project (Auton et al., 2015; Sudmant et al., 2015), the forensic community now has 

access to marker-specific databases such as EMPOP (Parson & Dür, 2007) for mtDNA, ALFRED 

(Rajeevan, Soundararajan, Kidd, et al., 2012) and STRidER (Bodner et al., 2016) for SNP and STR allele 

frequencies respectively, and STRseq (Gettings et al., 2017) for STR sequence variants.  

This review does not cover the subsequent interpretations of STR profiles, such as the resolution of 

the components of a mixture or the determination of a match.   

1.2 Data preparation 

Before the amplified DNA fragments are sequenced, short sequences are appended to the DNA 

during library preparation to facilitate the sequencing process (Børsting & Morling, 2015). As such, 

https://www.illumina.com/
https://www.thermofisher.com/
http://gnomad.broadinstitute.org/
http://exac.broadinstitute.org/
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the raw, digital form of a DNA read contains the sequence of interest as well as the additional 

appended sequences. These include the PCR primers that flank the sequence of interest, a barcode 

(index) sequence for recognition of a sample’s origin, and adapter sequences at the ends required to 

attach and immobilize each library to a solid surface for sequencing. These sequence additions are 

later removed to reduce the sequence of interest to its original state.  MPS platforms such as the Ion 

Torrent PGM, and the Illumina MiSeq produce adapter-trimmed, demultiplexed FASTQ (Cock, Fields, 

et al., 2009) files,  This means each sequence read is sorted and assigned by barcode to their sample 

of origin.  Each such FASTQ file contains the DNA sequences and their quality scores. 

Data preparation, or data preprocessing, are the first steps in an MPS data analysis pipeline. This 

includes quality assessment/control steps, and for some applications, an alignment step. 

For a review on general tools for variant analysis on MPS data, Pabinger et al. (Pabinger et al., 2014) 

provide a survey of several quality assessment, alignment, and variant identification tools not 

covered in this review. 

In most formats, the DNA data can be visualized and explored with several software options. 

Examples of these are the Integrative Genomics Viewer (IGV, 

http://software.broadinstitute.org/software/igv/home), Geneious (https://www.geneious.com/), 

and NextGENe (http://www.softgenetics.com/NextGENe.php). 

 

Figure 1.1: Sequences added to DNA for sequencing, and their bioinformatic removal 

1.2.1 Data quality assessment and control 

Since MPS instruments cannot identify individual bases with absolute certainty, quality scores are 

assigned to each base by the sequencer as a metric of the probability of an incorrect basecall.  In 

 

http://software.broadinstitute.org/software/igv/home
https://www.geneious.com/
http://www.softgenetics.com/NextGENe.php
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other words, the software calculates the probability of an incorrect base call.  The lower the 

probability, the more confident the call.  This is because inclusion of poor-quality data may lead to 

noise or systemic errors during analysis and affect the results. 

Quality control includes the assessment of the data quality and subsequent removal of poor-quality 

information.  

Visualization of the data quality may be useful to check the success of the run and overall base 

quality trends to identify any potential problems with the data. FastQC 

(http://www.bioinformatics.bbsrc.ac.uk/projects/fastqc) developed by the Babraham Bioinformatics 

group, provides statistics and graphical displays of the per base sequence quality, read lengths and 

other helpful metrics from FASTQ and BAM/SAM files (described below).  SolexaQA is another tool 

for quality analysis and visualization, but also packaged with quality control tools such as a read 

trimmer and a length-based filter (Cox et al., 2010). This tool accepts FASTQ files. 

Quality control tools such as quality trimming and quality filtering remove poor quality bases using 

Phred quality scores (Cock, Fields, et al., 2009). Read trimming, the removal of low-quality sequence 

tracts from a read, is useful for removing poor quality bases from the ends of reads, while read 

filtering is useful for removing entire reads of overall poor quality. The FASTX-toolkit 

(http://hannonlab.cshl.edu/fastx_toolkit) contains both a quality filter and a quality trimmer along 

with many other tools. 

As base quality drops towards the end of a sequence read, lower quality bases at the 3’ end of reads 

are removed by default in the Torrent Suite Software using a sliding window approach, where the 

window size is 30 bases and the trimming threshold is a q score of 15. Reads that are short (less than 

eight base pairs) or adapter dimers are also removed as part of read filtering (https://ts-

pgm.epigenetic.ru/ion-docs/Technical-Note---Filtering-and-Trimming_6455370.html). Illumina data, 

on the contrary, are not quality trimmed or filtered by default, and these steps would need to be 

manually included in the analysis pipeline if necessary. 

1.2.2 The general-purpose pipeline: align and variant call 

For the majority of sequence studies, alignment to a reference genome and variant calling form the 

core of a general workflow for genetic variant examination.  

Pipelines that adopt the alignment approach (Bornman et al., 2012; Rathbun et al., 2017; Seo et al., 

2013) include an alignment step in which reads are mapped/aligned to a reference genome creating 

an alignment file.  Note that the International Society for Forensic Genetics (ISFG) recommends using 

the most recent build of the human reference genome hg38, which includes the mitochondrial 

http://hannonlab.cshl.edu/fastx_toolkit
https://ts-pgm.epigenetic.ru/ion-docs/Technical-Note---Filtering-and-Trimming_6455370.html
https://ts-pgm.epigenetic.ru/ion-docs/Technical-Note---Filtering-and-Trimming_6455370.html
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reference standard, rCRS. Variant calling is then performed on the alignment file to determine the 

genotype of each base position of interest. This approach has been used in examining SNPs, mtDNA, 

and STRs, but other strategies exist, such as the sequence-search approach for STRs and SNPs. 

Alignment pipelines mainly consist of a short read aligner and a variant caller. Although seemingly 

simple in construction, different combinations of these components can yield varying results 

(Cornish & Guda, 2015; Highnam et al., 2015; Hwang et al., 2015). 

For more information on alignment-variant calling pipelines, Cornish et al (Cornish & Guda, 2015) 

and Hwang et al (Hwang et al., 2015) have provided detailed comparisons of pipelines constructed 

from different tools. 

1.2.2.1 Alignment 

Read aligners map reads to a reference genome. There are many aligners available, such as Bowtie 2 

(Langmead, 2013), Novoalign (http://novocraft.com), and BWA-MEM (H. Li, 2013). Bowtie and 

Burrows-Wheeler Aligner (BWA) are very efficient (Treangen & Salzberg, 2013) and have been 

widely used.  

Some aligners are better suited to data produced on particular platforms due to the platforms’ 

characteristic data patterns. For example, BWA is suitable for Illumina data, which contain mainly 

substitution errors, and TMAP (https://github.com/iontorrent/TS/tree/master/Analysis/TMAP) is 

more suitable for Ion Torrent reads which contain predominantly indel errors (Caboche et al., 2014). 

For more information on aligners, Fonseca et al. (Fonseca et al., 2012) performed a survey of over 60 

aligners and present an overview of their characteristics. 

The output of read aligners is an alignment file in SAM (Sequence Alignment/Map) format (H. Li et 

al., 2009). The SAM/BAM formats are the industry standard for alignments. SAM files contain 

human-readable text, with each row within the file detailing an alignment of a read to the reference 

genome. For faster processing by computers, SAM is converted to BAM (Binary Alignment/Map), a 

binary form of the same information. This is done using SAMtools, the software package for parsing 

and manipulating SAM/BAM alignments (H. Li et al., 2009). 

BAM files can be sorted and indexed to further improve reading efficiency by downstream tools. 

BAM file sorting orders the reads based on their position in the reference, done using the Picard 

Tools (https://broadinstitute.github.io/picard/) SortSam module, or the sort function in SAMtools. 

Indexing the BAM file with the SAMtools’ index function creates an index file (.bai), which allows for 

the more efficient reading of the BAM file.  

http://novocraft.com/
https://github.com/iontorrent/TS/tree/master/Analysis/TMAP
https://broadinstitute.github.io/picard/
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Local realignment can be done to realign misaligned reads, which may produce bioinformatic 

artefacts that resemble SNPs and indels. The Genome Analysis Toolkit (GATK) contains the modules 

RealignerTargetCreator and IndelRealigner for this purpose (DePristo et al., 2011; McKenna et al., 

2010). Tools for STR local realignment are described in Section 1.4.2.1. 

1.2.2.2 Variant calling 

Variant callers identify the differences between the sample and a reference sequence and typically 

take alignment SAM/BAM files as input and generate a Variant Call Format (VCF) file (Danecek et al., 

2011) (its binary counterpart is the BCF file) which is used for variant calling and downstream 

analyses and interpretation. BCFtools is a software toolset for variant calling which reads and writes 

VCF and BCF files. The GATK, and Freebayes are also common variant callers.   

Variant calling with BCFtools (included as part of the SAMtools package) involves calling the mpileup 

command to produce a BCF file and computes the genotype likelihood at each genomic position. 

Then the bcftools command is called to calculate the genotype and call the variants, producing a VCF 

file. Variant filtering, subject to analysis, is applied by running the vcfutils.pl script to remove false 

positives or low-quality calls. 

The GATK contains a Haplotype caller (which replaced the Unified Genotyper) which performs a local 

re-assembly, calculates haplotype likelihood, and then determines the most likely genotype of SNPs 

and indels. 

1.3 SNPs 

1.3.1 Current state 

SNPs are versatile markers, capable of providing additional information from forensic samples such 

as ancestry and externally visible characteristics, alongside STR profiling which is the current 

standard for human identification.  

In forensic science, the single nucleotide changes that usefully inform ancestry or phenotype are 

typically SNPs, common to at least 1% of the population being studied, whilst those found in flanking 

regions are more often described as novel and are therefore considered rare and should be called 

SNVs.  Over time as more forensic MPS studies are conducted, some SNVs may be found to be more 

properly termed SNPs, at least in some populations.  For the purposes of this review (and most often 

in the literature) all of these single nucleotide differences are referred to as SNPs. 

Genome-wide association studies and the HapMap project (Gibbs et al., 2003) generated an 

immense amount of SNP data. Based on the type of information that can be inferred, forensically-

relevant SNPs were selected and classed into four categories: Identity-informative (IISNPs) for 
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individualization, lineage-informative SNPs (LISNPs) for kinship haplotyping, ancestry-informative 

SNPs (AISNPs) for biogeographical ancestry inference, and phenotypic-informative SNPs (PISNPs) for 

external phenotype prediction (Budowle & Van Daal, 2008). 

A wide array of techniques and technologies exist for SNP genotyping and these are well described 

in Sobrino’s review (Sobrino et al., 2005).  

To date, forensically relevant SNPs have been mainly genotyped using the SNaPshot technique, 

which employs electrophoresis and fluorescence detection of SNPs (Sobrino et al., 2005). In brief, a 

primer targeting the SNP anneals adjacent to the SNP position then is extended by a DNA 

polymerase to incorporate a fluorescently labelled dNTP at the SNP position. The fluorescent colour 

is then detected by capillary electrophoresis (CE) to identify the SNP (Applied Biosystems, 2012).  

A wide range of SNaPshot assays are used for routine SNP testing and these are described in Mehta’s 

review (Mehta et al., 2017). Other SNP genotyping methods such as the Genplex system from 

Applied Biosystems have been used (for example (Phillips et al., 2007)) however these methods are 

limited by the number of SNPs that can be tested. MPS offers a much larger number of SNPs that can 

be genotyped concurrently compared with earlier assays, as well as the ability to run multiple 

samples together, detection of every nucleotide in the amplicon, and the pooling of multiple 

SNaPshot panels (Daniel et al., 2015). 

There is an ongoing effort in forensic SNP panel development, done usually by scrutinising freely 

available online data such as the 1000 genomes project, assessing SNP performance from different 

panels, combining them into a panel and testing against relevant populations; the variety of such 

panels span populations, information types, and autosomal and sex chromosomes (Eduardoff et al., 

2016; Kidd et al., 2006; C. X. Li et al., 2016; Pereira et al., 2017; Santos, Phillips, Fondevila, et al., 

2016; Sarkar & Nandineni, 2017; S. Walsh et al., 2014; Zhang et al., 2017).  

The replacement of STRs by SNPs as the dominant forensic marker has also been debated (Butler et 

al., 2007). These single-base markers make the extraction and amplification from degraded DNA 

samples easier and are less prone to stochastic effects. SNPs also have lower mutation rates than 

STRs and may associate with phenotypic traits, thus making them useful for a variety of applications, 

and being non-tandem-repeat markers, the lack of stutter artefacts vastly improves mixture 

interpretation, including an assessment of the number of potential contributors. The main 

disadvantage of SNPs is the higher number of loci required in order to match the discriminatory 

power of STR assays and the difficulty in mixture analysis due to the limited polymorphism (usually 
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bi-allelic) of the SNP alleles (Butler et al., 2007).  These disadvantages may be overcome using MPS 

techniques and analysing larger numbers of SNPs. 

Microhaplotypes are loci with two or more SNPs that occur in a short segment of DNA within the 

length of a MPS read, and collectively define a multiallelic locus (Kidd et al., 2013; Kidd & Speed, 

2015).  When available, these microhaplotype loci can provide forensic information for 

identification, lineage, and biogeographic ancestry. These markers can be used for mixture 

deconvolution, and because they are unaffected by PCR stutter may be more robust than the STRs. 

Kidd et al. have identified a collection of microhaplotype loci and estimated their allele frequencies 

on 83 different populations, demonstrating their superiority over individual SNPs, while fulfilling the 

forensic objectives of STRs for discrimination between individuals (Kidd et al., 2017). 

SNP reporting is not complicated by nomenclature issues, but strandedness can cause issues in 

interpretation, where one allele is reported for each chromosome and passed to an analysis tool. 

Most online prediction tools, such as Snipper (Santos, Phillips, Gomez-Tato, et al., 2016), are 

sensitive to the input sequence of the bases, and the input of the SNP on the wrong strand 

effectively functions as a base miscall and leads to a compromised analysis. The analyst should be 

aware of this when using SNP analysis tools. It is notable that the Ion Torrent reports all SNPs in the 

forward strand, while the MiSeq FGx reports SNPs consistent with dbSNP. Illumina has devised a 

method for strand designation of ambiguous and non-ambiguous SNPs: 

(https://www.illumina.com/documents/products/technotes/technote_topbot.pdf).  

1.3.2 Workflows and pipelines 

1.3.2.1 Data processing 

Processing of SNP MPS data is traditionally done using alignment pipelines such as those described 

in Section 1.2.2, mainly consisting of an aligner and a variant caller. However, sequencer-specific 

software solutions have become popular and have been used in many published studies (Gettings et 

al., 2015; Pereira et al., 2017; Wendt et al., 2016).  

Pipelines used in Ion PGM forensic SNP studies with the Torrent Suite v3.0 involve the alignment of 

reads to hg19 using the Torrent Mapping Alignment Program (TMAP), which produces a BAM 

alignment, and subsequent variant calling is done using the Torrent Variant Caller v3.0 with default 

parameters, which produces a VCF file (Daniel et al., 2015). 

The HID_SNP_Genotyper is another Torrent Suite plugin based on the Torrent Variant Caller. It 

performs SNP calling and outputs a VCF file and a text file containing the SNP genotypes. A HID 

Genotyper Report is generated that summarizes the data and analysis in a graphical user interface 
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which can be viewed on the Torrent Server. This plugin is used in many studies (Eduardoff et al., 

2015, 2016; Gettings et al., 2015; Pereira et al., 2017; Seo et al., 2013). 

On the MiSeq FGx, the bundled analysis software is called the ForenSeq Universal Analysis Software 

(UAS). UAS performs alignment, allele calling, genotyping, and generates a web-based report that 

can be viewed on the server in a graphical user interface. The UAS has been used in some studies 

(Jäger et al., 2017; Ma et al., 2016; Wendt et al., 2016). 

Although being primarily STR analysis tools, STRait Razor (Woerner et al., 2017a) and MyFLq (Van 

Neste et al., 2014) can be configured to extract SNP regions from a FASTQ file without the need for 

alignment. The sequence-search approach used in these tools for STRs extraction can be applied to 

SNPs, which involves scanning the sequence data file for flanking sequences adjacent to the SNPs. 

These tools are described in Section 1.4.2.2. 

1.3.2.2 Databases 

After SNPs are identified, a number of databases and online analysis tools can be used for 

interpretation of the genotypes. Many of these interactive tools make predictions based on 

population datasets.  For example, Snipper (http://mathgene.usc.es/snipper/) (Santos, Phillips, 

Gomez-Tato, et al., 2016) is an online SNP-Indel classification tool where users can choose a marker 

set, the population groups, and a classifier algorithm. The user manually strings together a collection 

of ancestry-informative SNP genotypes in a given order and feeds the string into Snipper. The 

classification gives a prediction of the population group and a percentage of possible admixture. For 

example, using the test example SNP string on the site, the results suggest that the individual is most 

likely European 89.24%.   

The multiple-individuals toolset in Snipper performs ancestry classification and accepts input data 

from multiple individuals in a spreadsheet format. The user is freed from the fixed SNP input order 

and can add SNP information for a customized analysis. 

(http://mathgene.usc.es/snipper/analysismultipleprofiles.html). HIrisPlex (S. Walsh et al., 2014) is a 

validated set of SNP markers used to predict hair and eye colour.  The HIrisPlex website 

(http://hirisplex.erasmusmc.nl/) contains tools that can be used to make predictions; the hair and 

eye colour prediction from SNP alleles are produced using a Multinomial Logistic Regression model 

trained on population data (F. Liu et al., 2009; S. Walsh et al., 2013).  

For SNP information, STRbase (Ruitberg et al., 2001) contains a page on forensic SNPs with a 

collection of reference materials. It includes a collection of SNPs and available SNP assays, 

information on the varieties of SNPs, typing technologies, and general SNP information.  

http://mathgene.usc.es/snipper/
http://mathgene.usc.es/snipper/analysismultipleprofiles.html
http://hirisplex.erasmusmc.nl/
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The Allele Frequency Database (ALFRED) is an online and freely accessible database containing allele 

frequencies of anthropologically defined populations (Rajeevan, Soundararajan, Kidd, et al., 2012). 

Its emphasis on population-based allele frequencies sets it apart from databases serving as general 

catalogues of polymorphisms such as dbSNP (Sherry, 2001). ALFRED data is used by the online tool 

Forensic Research/Reference on Genetics knowledge base (FROG-kb), which aims to make allele 

frequency data more accessible and useful in a forensic setting. FROG-kb contains tools to compare 

user data to allele frequencies in populations, with a focus on identification, ancestry, and 

phenotype SNP types (Rajeevan, Soundararajan, Pakstis, et al., 2012).  

Ideally, global population sets could be used for interpretation, but in practice, it is most likely that 

laboratories will develop independent, local databases reflective of local populations and in keeping 

with national ethical and data-sharing legislation.  Of note reference datasets for the major MPS 

ancestry SNP sets are available through the Snipper website (http://mathgene.usc.es/snipper/).  

Accessible, appropriately validated online or on-instrument resources and tools will become an 

important consideration for laboratories.   

1.4 STRs 

1.4.1 Current state 

Short tandem repeats (STRs) are the standard marker type currently used in forensic DNA profiling. 

STR alleles are typed by length using CE methodology.  

STRs have repeat regions of highly variable lengths and are classified into simple, compound, and 

complex repeat types (Urquhart et al., 1994). Simple STRs, such as CSF1P0, are usually composed of 

one repeat stretch, while compound STRs such as D2S1338 may contain several. Complex STRs, such 

as D21S11, may contain multiple repeat stretches embedded among incomplete repeats motifs. 

The methodology of STR typing by CE is well developed (Butler, 2007), and many commercial STR 

PCR amplification kits are available, such as the GlobalFiler™ PCR amplification kit from 

ThermoFisher Scientific (D. Y. Wang et al., 2015), the PowerPlex® 21 system from Promega 

Corporation (Ensenberger et al., 2014), and the Investigator 24 plex kit from Qiagen (Kraemer et al., 

2017). 

As MPS is becoming more widely adopted, STR typing by MPS is considered to be feasible and has 

distinct advantages over CE, such as the ability to detect STR sequence variations and the larger 

number of DNA markers that can be multiplexed together. 

Recently, MPS has been used in numerous studies of STRs including the choice and evaluation of 

multiplex systems (Churchill et al., 2016; van der Gaag et al., 2016; Zeng, King, Hermanson, et al., 

http://mathgene.usc.es/snipper/
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2015; Zeng, King, Stoljarova, et al., 2015), the development of statistical methods for interpretation 

(Van Neste, Deforce, et al., 2015), proof of concept for simultaneous analysis of STRs with mRNAs for 

tissue identification (Zubakov et al., 2015), improved resolution of parental cases (Ma et al., 2016), 

and the investigation of STR sequence variations (Casals et al., 2017; Gettings et al., 2016; Novroski 

et al., 2016; Wendt et al., 2017). 

Concurrent with MPS studies of STRs were innovations in STR data analyses methods and software 

tools. These include lobSTR (Gymrek et al., 2012), STRait Razor (King et al., 2017; Warshauer et al., 

2013; Woerner et al., 2017a), TSSV (Anvar et al., 2014), the MyFLq framework (Van Neste et al., 

2014), STRinNGS (Friis et al., 2016), SEQ Mapper (J. C. I. Lee et al., 2017), and FDStools (Hoogenboom 

et al., 2017). 

In the study of STRs, the nomenclature of STRs have been the subject of ongoing discussions.  These 

discussions follow from reports of the extensive sequence variation within STR repeats that has been 

found, flanking region polymorphisms found and requirements for compatibility between 

laboratories and within laboratories for DNA databasing of DNA sequence profiles. 

As MPS generates sequence information as well as length, there has been a search for a format that 

best conveys the sequence information with all its variations, while maintaining compatibility with 

current CE databases.  

One proposed format contains the combined elements of STR locus name, CE allele length, 

chromosome coordinates of the repeat motif in the reference genome, the sequence with repeats in 

concatenated bracket form, and variations outside of the STR (van der Gaag & de Knijff, 2015). An 

example from this paper is as follows: 

D13S317-CE12–chr1 3-GRC h37-g.82 .722 .160:82 .72 2.223–TATC[13] AATC[1] ATCT[3]–x. 136G>A 

However, complications exist beyond the formulation of a STR nomenclature. An example of the 

challenges in the creation of a new system is the historical designation of STRs for use in CE, which 

were not fully consistent, examples being the strand for repeat region designation and the inclusion 

of incomplete repeat sequences towards the counting of repeat units in an allele (van der Gaag & de 

Knijff, 2015). This requires further work in re-defining the STR regions. 

The International Society for Forensic Genetics (ISFG) has a compilation of suggestions and insights 

into the matter (Parson et al., 2016), and more recently, the STR Sequencing Project (STRSeq) was 

initiated to collect and curate STR sequence data to facilitate the standardization of STR sequence 

nomenclature (Gettings et al., 2017).  
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Suggestions include the use of a comprehensive format for information and backward-compatibility 

with CE, as well as a simple format for easier communication. STR records in databases should be in 

the form of complete sequence strings instead of shortened nomenclatures, so issues that arise 

from notation may be mitigated. To increase discrimination, flanking region variation in the genome 

should also be included in the database. 

1.4.2 Workflows and pipelines 

Following pre-processing and quality assessment of the raw MPS data, STRs are detected, identified, 

and extracted.  

Many methods of STR detection and identification have been devised, giving rise to many pipelines 

based on different approaches. A few studies have performed data analysis using more than one 

pipeline to test concordance and reliability (Gettings et al., 2016; E. H. Kim et al., 2016).  

To streamline STR data analysis, MPS machine manufacturers have assembled and incorporated STR 

analysis pipelines into their software solutions. These sequencer software such as the MiSeq 

ForenSeq UAS and the Torrent Suite HID_STR_Genotyper plugin have been used in a range of STR 

studies (Guo et al., 2016; Lim et al., 2015; Wendt et al., 2017). 

1.4.2.1 Alignment approach 

One of the earliest STR detection and identification approaches was to align the reads to a reference 

genome and extract the STRs by their locations on the alignment.  

Bornman et al developed a method to align reads to a FASTA reference containing just the STR loci 

(Bornman et al., 2012). This took advantage of the fact that forensic STR analyses were traditionally 

accomplished using amplicon sequencing instead of whole genome sequencing. 

These reference files contain a concatenated STR sequence for each locus and their upstream and 

downstream flanking sequences. The alignment was done using Bowtie, using ungapped alignment 

to keep the repeat sequences of the reads intact. Picard (http://broadinstitute.github.io/picard/) 

and BedTools were used to convert the BAM files to a Browser Extensible Data (BED) format that 

contains the start and end positions of each read, then a custom script in R was used to filter out 

reads that do not span the entirety of the STR and its flanks. Alleles were called based on the 

number of reads, using a heuristic decision model. The components of the pipeline are 

interchangeable with those of a similar nature, such as swapping the tool Bowtie for BWA for the 

alignment process (E. H. Kim et al., 2016). 

lobSTR (Gymrek et al., 2012) is a STR extraction tool, a self-contained pipeline that detects the 

presence of STRs on reads by repeat stretches. Finding the STR stretch, STR locus flanks are aligned 

http://broadinstitute.github.io/picard/
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to the left and right side of the stretch to identify the locus and reveal the number of repeat units. A 

statistical model is used to call the loci alleles.  

This approach was much faster and precise than ungapped alignment with short-read aligners 

(Gymrek et al., 2012). However, shortcomings that were identified were its ability to only analyse 2-

6-mer simple motif repeat loci, which make complex repeats difficult to analyse (Warshauer et al., 

2013) and its lack of awareness of homopolymer runs (Highnam et al., 2013). lobSTR has since been 

updated to version 4.0.6. The approach introduced by lobSTR spawned investigations into two 

intertwined details of its workings, the correct alignment of the reads to the reference and accurate 

estimation of repeat numbers.  

Due to sequence variations that may differ from the reference allele in the lobSTR database, and 

sequencing errors in STR sequences, initial alignment may not place reads in the optimal locations, 

leading to miscalled variants. Realignment tools can be used to revise misaligned reads at STR loci.  

The changes made to the tool can be found at: http://lobstr.teamerlich.org/changelog.html. 

ReviSTER (Tae et al., 2013) is an automated pipeline for local realignment. It first maps all the reads 

to the reference then generates a temporary reference from the consensus. The temporary 

reference is used as the reference for re-alignment. The reads mapped to the temporary reference 

are then moved back to the original reference sequence.  

STR-realigner (Kojima, Kawai, Misawa, et al., 2016) is another realignment tool for STR regions. The 

tool uses the dynamic programming algorithm for alignment and takes into account the STR repeat 

pattern, allowing size change in the STR regions. In Kojima’s study, it performed better than 

ReviSTER and the GATK IndelRealigner. 

RepeatSeq (Highnam et al., 2013) is an STR extraction tool that contains a realignment procedure. It 

performs realignment after first mapping reads to a reference and then uses a Bayesian statistical 

model to estimate the most probable alleles based on the reference. In a comparison with the initial 

lobSTR analyses, RepeatSeq was found to be able to assign genotypes to repeats at a much higher 

rate but did not make calls for some of the loci called by lobSTR, most likely due to the disparity in 

the numerical requirements for allele calling and the superior ability of lobSTR to detect sequences 

that vary greatly from the reference. 

STRviper (Cao et al., 2014) and CoalescentSTR (Kojima, Kawai, Nariai, et al., 2016) are also concerned 

with repeat number estimation. Both implement novel statistical models for repeat number 

estimation based on the difference between the actual insert size and the insert size inferred from 

aligned, pair-end reads. STRviper has been shown to outperform its predecessors, lobSTR and 
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RepeatSeq (Cao et al., 2014), but was later outperformed by CoalescentSTR (Kojima, Kawai, Nariai, 

et al., 2016). 

The creators of lobSTR later developed a new tool, haplotype inference and phasing for STRs 

(HipSTR)(Willems et al., 2017). Designed for Illumina sequence data, HipSTR learns the stutter 

characteristics of each STR and uses this information to realign STR-containing reads and mitigate 

the effects of PCR stutter. In a benchmark for genotyping accuracy, HipSTR outperformed RepeatSeq 

and its predecessor, lobSTR. 

1.4.2.2 STR detection by flanking sequence 

A computational difficulty with the alignment approach to STR detection is the mapping of reads to 

multiple locations, also called multi-reads.  In other words, sequence similarity between repeat 

motifs of different STRs may result in the same read mapping to 2 different loci.  As the similarity 

between two repeat sequences increases, the confidence in any read placement within the repeat 

decreases (Treangen & Salzberg, 2013). Since the source DNA is virtually never identical to the 

reference, the alignment tool may map a read to a location it deems most similar to the reference 

based on given parameters, rather than the correct location.  

The sequence-search approach tools were developed in response to the limitations of pipelines that 

identified STRs only by sequence, which are confounded by STR repeat complexity, novel alleles, and 

sequence variation. Instead of finding STRs by alignment to a reference by sequence or feature, 

sequence-search tools find STRs by the repeat region flanks, which bypasses the difficulties that arise 

from STR sequence variation and complexity.  

STR extraction tools for sequence-search pipelines are characterized by the use of a STR information 

database and a string-matching algorithm. The data does not need to be aligned to a reference 

sequence. 

The STR database contains the flanking sequences for each STR locus and sometimes sequences of 

the STRs themselves. Such databases are usually able to be curated by the user, allowing for the 

tweaking and addition of sequences of interest. The information in the database is used by the 

string-matching algorithm, which scans through the data file to find matching sequences. Usually, an 

approximate string-matching algorithm is used so that a degree of mismatch is allowed to account 

for sequence variation. Upon finding a match, the read is copied or extracted from the data file and 

collected as reads for the allele. 

The STRait Razor tool uses a plain-text database containing flanking sequences, a short substring of 

the STR repeat motif and a dictionary of allele lengths for each STR locus (Warshauer et al., 2013). 
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Up to version v2s (King et al., 2017; Warshauer et al., 2015), an approximate match program TRE-

AGREP was used to find and extract reads containing the flanking sequences. In version 3.0, a 

method of accomplishing approximate matching using an exact match algorithm with a prefix tree 

replaces TRE-AGREP for substring search (Woerner et al., 2017a).  

The flanks are then trimmed off the STRs and reads not containing the short substring of the repeat 

motif are filtered. The alleles are named by sequence length and converted into the numerical allele 

name using the allele length dictionary. By defining alleles by length only, its capture of STR 

sequences is unaffected by sequence variation.  

In Version 2s (King et al., 2017), configuration files were added for all commercially available MPS 

multiplexes including SNPs, and also a database for the conversion of STR sequences to 

recommended nomenclature, and a tool for visualizing the output data.  

It is notable that the algorithm remained mostly unchanged up to version 2s, whereas a new 

algorithm was used in version 3.0. Version 3.0 was found to be dramatically faster, typically taking a 

few seconds to complete processing of a test FASTQ file, whereas v2s took a couple of minutes. At 

stock settings, version 3.0 extracted a marginally lower number of reads per locus. 

STRait Razor has been used for multiplex system evaluation (Zeng, King, Stoljarova, et al., 2015), 

sequence variation (Gettings et al., 2016), in a pipeline automated with Bpipe by Gettings et al  

(Sadedin et al., 2012) and flank analyses (Wendt et al., 2017).  

MyFlq (Van Neste et al., 2014) also extracts STRs from FASTQ files. The tool maintains a MySQL 

database of known alleles which is used to calculate a consensus left and right flank for the STR 

locus. Reads are assigned to a locus by the presence of PCR flanks, flanks are then removed, and the 

sequence is compared with the reference alleles in the allele database. Based on the degree of the 

match, the reads are assigned flags to assist manual interpretation of the alleles. Homopolymer 

stretches of the sequence are ‘compressed’ into a base during matching if no initial match is found in 

the database. It is also available as an application with a graphical user interface (Van Neste, 

Gansemans, et al., 2015). 

Other sequence-searching examples include STRinNGS and SEQ Mapper. STRinNGS (Friis et al., 2016) 

takes FASTQ or unaligned BAM files as input, and identifies STRs by flanking sequences.  In addition 

to the STR sequence, STRinNGS also analyse flanking region variations by aligning against hg19. SEQ 

Mapper (J. C. I. Lee et al., 2017) utilizes an allele library like MyFLq and runs multiple searches for the 

presence of STR primers, flanks, and STRs in different combinations. The multiple searches yield 

useful diagnostic information that may lead to the discovery of flank or sequence variations. 
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The dilemma with sequence-search strategies lies mainly in the thresholds used for the approximate 

match algorithm and the variability present in the sequences. Setting a low, hard threshold may 

cause more variable flanks to be missed while raising the threshold and allowing more substitution 

and insertion/deletions may lead to false-positive flank matches.  Furthermore, if the flanks are 

insufficiently different from another there is a potential for ambiguous matches. When multiple 

flanks, genuine or otherwise, are found on one sequence, this may cause the extraction of multiple 

alleles from one read. 

TSSV (Anvar et al., 2014) functions in a similar manner to STRait Razor (Warshauer et al., 2013), but 

instead of an approximate match algorithm, it uses semi-global pairwise alignment to find STR flanks 

in reads. STRs are detected by the alignment of STR loci flanks onto a read and the set of flanks with 

the highest alignment score (most similar to the aligned region) denote the locus. Once a flank pair is 

aligned, the STR in between is extracted and classified as a known or new allele and reported in a 

text output file.  

By using alignment, a flank only locates to one position on the read, circumventing the multiple 

flanks problem. However, the best scoring flank alignment is not guaranteed to be the correct STR 

flank region and STRs missing flanking region sequences are unlikely to be detected; a comparison 

with lobSTR (publication version) revealed that TSSV is better for recognizing complex repeats, while 

lobSTR is better for partial reads (Anvar et al., 2014). 

Most of the above tools are concerned with the extraction of the STR alleles, leaving the separation 

of minor alleles from stutter artefacts to the analyst. FDStools is a software solution taking a stutter 

modelling approach to identify stutter sequences (Hoogenboom et al., 2017). In the tool, a database 

of reference samples is consulted to generate a model for stutter, which is applied to the alleles for 

profile correction.  
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Table 1.1: Freely available STR analysis tools 

Tool name Intended platforms Input formats Output formats Reference 

loBSTRv4 
Linux, Mac, Curoverse 

(online) 
FASTQ/FASTA, 

BAM 

BAM alignment file 
VCF file 

A text file describing the 
most likely alleles. 

(Gymrek et al., 2012) 

RepeatSeq Linux 
BAM, 

FASTA+region file 
VCF file or two custom 

output formats 
(Highnam et al., 2013) 

STRviper 
Most platforms, as it is 

written in Java 
BAM/SAM, VCF 

(with scripts) 
STRV file containing allele 
calls, convertible to VCF 

(Cao et al., 2014) 

CoalescentSTR Statistical method available in paper 
(Kojima, Kawai, Nariai, 

et al., 2016) 

STRait Razor  
v1.0-v2s 

Linux FASTQ/FASTA 

Allsequences.txt (All found 
sequences with read 

coverage) 
rawSTRcalls.txt (read 

counts of known alleles) 

(King et al., 2017) 

STRait Razor 
v3 

(“str8”) 
Windows, Mac, Linux FASTQ/FASTA Allsequences.txt (Woerner et al., 2017a) 

MyFLq 
Linux, Illumina 

BaseSpace (online), 
Tool webpage (Online) 

FASTQ 
XML files with alleles 

found and figures 

(Van Neste et al., 2014; 
Van Neste, Gansemans, 

et al., 2015) 

STRinNGS Linux FASTQ, BAM, VCF 
PDF file with STR profile 

A results file to be 
analysed with R 

(Friis et al., 2016) 

SEQ Mapper Online tool FASTA Web summary report (J. C. I. Lee et al., 2017) 

TSSV Linux 
FASTQ/FASTA 

+reference alleles 
in CSV format 

Overview report of general 
statistics and identified 

alleles 
(Anvar et al., 2014) 

 

1.4.3 Statistical analyses and Databases 

STRbase, an abbreviation of Short Tandem Repeat DNA Internet Database, is a major online STR 

database (Ruitberg et al., 2001). It contains a collection of STRs and allele sequences, a variety of 

DNA marker information, training materials, and software tools. STRbase STR information has been 

referenced in the creation of custom STR reference files for alignment (Bornman et al., 2012) and 

tools (Friis et al., 2016; Van Neste et al., 2014; Warshauer et al., 2013), as well as primer design 

(Zhang et al., 2015). 

STRidER (Bodner et al., 2016) is an online allele frequency population database based on allele 

numbers which could be queried or downloaded. 

The STR Sequencing Project (STRSeq)(Gettings et al., 2017) is a collaborative effort between several 

laboratories to facilitate the sequence description of STR alleles. The project has produced a 

catalogue of STR sequence diversity, guidelines on STR nomenclature, and STR sequences available 

online as GenBank records. 
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1.5 mtDNA 

1.5.1 Current state 

mtDNA can be used to reveal lineage and is useful in situations when nuclear DNA is unavailable, 

highly degraded, or where additional lineage information is required (Butler, 2015).  

Traditionally, mtDNA was analysed using Sanger sequencing (Anderson et al., 1981; Andrews et al., 

1999; Levin et al., 1999; Lyons et al., 2013), focusing on the noncoding control region (CR), thought 

to contain more sequence variation due to a higher mutation rate. The analysis trend has moved 

from the specific regions of variation, hypervariable segments I and II (HVS-I & HVS-II) and the 

hypervariable segment III (HVS-III) to the entire control region (Parson & Bandelt, 2007; Scheible et 

al., 2016) and subsequently the whole mtDNA genome (King, Larue, et al., 2014). 

The move from the analyses of the hypervariable regions alone to the whole mtDNA genome was 

facilitated by attempts to reduce analysis errors.  Errors such as ‘artificial recombination’ caused by 

the mixing of independently-amplified hypervariable segments from different individuals, low-

quality raw data leading to sequence interpretation mistakes and clerical errors led to the 

development of guidelines to ensure that high-quality sequence was generated using Sanger 

sequencing (Parson et al., 2014; Parson & Bandelt, 2007).  The discovery of useful polymorphisms 

outside the HVS (and control region), and the availability of MPS platforms, which offer much higher 

production of information at lower costs than traditional Sanger methods, makes MPS a more 

suitable option. 

The ‘artificial recombination’ problem was ameliorated by the sequencing of the entire CR as one 

large amplicon, preventing mixture of HVS segments. This led to the development of methods for 

targeted MPS of the control region (E. Y. Lee et al., 2016). SNaPshot assays for population-specific 

SNPs in the control region have also been developed for population screening (Weiler et al., 2016) 

and are well-suited for degraded samples. A midi-sized enrichment technique used for the CR was 

later applied to the enrichment of the entire mtGenome (Parson et al., 2015). 

Sequencing of the whole mtGenome revealed that sequence variations can exist in the mtDNA when 

the derived CR haplotypes are identical (M. D. Coble et al., 2004; Just et al., 2009). These SNPs 

outside the hypervariable regions provide additional resolution for mtDNA analysis.  

Whole mtDNA sequencing allows analysis at maximum resolution and recent studies using the MPS 

approach have successfully generated haplotypes from blood (Bodner et al., 2015; King, Larue, et al., 

2014) and single hair shaft samples (Parson et al., 2015). Heteroplasmy, the presence of more than 

one mtDNA haplotype at a nucleotide position, can be detected at lower levels using MPS due to its 
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high output (Just et al., 2015; Skonieczna et al., 2015). The increased ability to assess low-

level/minor components also allows the study of the impact of DNA damage on the detection of 

heteroplasmic variations (Rathbun et al., 2017). 

1.5.2 Workflows and pipelines 

According to the guidelines for mitochondrial DNA typing set in 2014 by the International Society for 

Forensic Genetics, consensus sequences should be determined using dedicated software to align raw 

reads to the rCRS.  Variants should be recorded as the differences compared to the rCRS, and 

confirmed by a second independent analysis of raw data (Parson et al., 2014).  mtDNA data analysis 

traditionally uses the alignment approach. The reads are aligned to the rCRS using short read 

aligners, then the base positions differing from the rCRS are extracted from the alignment as 

variants, into a VCF file.  

The VCF file contains the SNP variations required for the calculation of a haplotype in a format 

supported by many downstream analyses tools. MitoSAVE is one excel workbook-based tool that 

carries out such haplotype conversion. Taking a VCF file as input, it produces a mtDNA haplotype 

that follows standardized forensic conventions (King, Sajantila, et al., 2014).  This removes the need 

for manual translation of a VCF output file into a haplotype, thus reducing clerical error.  

Instead of manually running the tools for data processing, one could use an automated pipeline. 

MToolBox is an example of such: it takes BAM, SAM and FASTQ files as input and outputs a VCF file 

and haplogroup assignments (Calabrese et al., 2014). It contains a mapper/remapper that aligns 

reads to either the rCRS or RSRS, the GATK indel realigner, a variant caller for generation of VCF, and 

a classifier for haplogroup assignment. 

Analysis workflows that have been polished and packaged are offered as commercial analysis 

software. Commercial software, such as NextGENe and CLC Genomics Workbench, contain tools 

capable of quality filtering, alignment and generation of mutation reports/variant annotation and 

have seen frequent use in mtDNA studies (Peck et al., 2016; Rathbun et al., 2017; Zhou et al., 2016). 

AQME (Sturk-Andreaggi et al., 2017) is a toolkit for use in the user-defined mtDNA analysis pipeline 

within the CLC Genomics Workbench to further facilitate the automated mtDNA analysis of 

sequence data and the production of a forensic profile. GeneMarker HTS is a specialized mtDNA 

analysis software designed for MPS/NGS data (Holland et al., 2017).  

Sequencer onboard software is another example of a pre-packaged pipeline.  MiSeq reporter is the 

onboard software of the MiSeq sequencer. It uses the BWA aligner (H. Li & Durbin, 2009) for whole-

genome alignment to the rCRS, then the GATK (McKenna et al., 2010) for variant calling. Variants 
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obtained then undergo reassignment to annotate areas of length heteroplasmy, and repeats (King, 

Larue, et al., 2014; King, Sajantila, et al., 2014; McElhoe et al., 2014). Data could also be downloaded 

from the MiSeq Reporter software to be processed by alternative means (Peck et al., 2016). 

On the Ion Torrent the variant caller plugin, which contains the aligner TMAP (Torrent Mapping 

Alignment Program), generates a VCF file from the sequence data stored on the server. The Ion 

Torrent software has also been used in studies (Parson et al., 2013; Zhou et al., 2016).  

1.5.3 Databases 

Haplogroup determination follows the acquisition of SNPs. A number of mtDNA databases and tools 

are available online to facilitate the process. 

PhyloTree is a regularly updated online phylogenetic tree of the all known mtDNA haplogroups (van 

Oven & Kayser, 2009), currently comprising over 5,400 haplogroups (Build 17). Displayed on a web 

page, the SNP mutations are shown at each haplogroup branch. For most terminal haplogroups, 

GenBank mtDNA sequences are provided for reference. PhyloTree is a tree diagram and does not 

provide any query functions, users find a haplotype by tracing a path through the branching SNPs.  

HaploGrep is an online mtDNA haplogroup classifier that uses phylogenetic information from 

PhyloTree to determine the haplogroup of mtDNA profiles (Kloss-Brandstätter et al., 2011; 

Weissensteiner et al., 2016). File formats such as VCF and FASTA are accepted as input and the 

haplotype is automatically calculated. HaploGrep 2 produces a lineage diagram of the mtDNA 

haplotype showing the mutations leading to the particular type. There are also tests that can be run 

within the framework to detect recombination, phantom-mutations and haplogroup discordance. 

There are many other online mtDNA haplogroup classifiers that are based on PhyloTree. MitoTool 

(Fan & Yao, 2011) is available both as an online query system and as a downloadable tool; it 

supports queries in sequences or variants and generates a haplotype by alignment against rCRS and 

RSRS. The tool accepts FASTA files containing the mtDNA sequence as input and allows queries of 

specific regions such as the control region, or the entire mtGenome. HmtDB (Rubino et al., 2012) is a 

database containing human mtDNA annotated with population and variability data generated with 

the MToolBox tool (Calabrese et al., 2014). The database offers queries in various criteria such as 

geographical origin, haplogroups, haplotype-defining SNPs, subject age group, and tissue type. 

mtDNAmanager (H. Y. Lee et al., 2008) offers a web interface to analyse quality, query haplotypes 

and store human mtDNA sequences. It is limited to the control region sequences. A list of more 

mtDNA tools is available online (https://isogg.org/wiki/MtDNA_tools). 

https://isogg.org/wiki/MtDNA_tools
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The majority of haplogrouping tools base assignments on haplogroup-defining mutations, ignoring 

the extra information existing in the form of private mutations. The sole reliance and focus on the 

haplogroup-defining mutations without considering other distinctive information may lead to 

incorrect haplogroup assignment. EMMA (A. W. Röck et al., 2013) was designed to take private 

mutations into account during haplotype estimation. Two databases are used for the estimation: 

one comprised of full mtGenome sequences obtained from GenBank and the other being the virtual 

haplotypes, each with haplogroup-defining mutations, derived from PhyloTree. PhyloTree was used 

to draft haplotype estimates, while the whole mtGenome sequences were used to calculate 

mutational stability that is applied to the haplotyping calculations.  

EMPOP (Parson & Dür, 2007) is a forensic mtDNA database that holds high-quality and directly 

accessible data. EMPOP is the main hub for mtDNA analyses and provides a number of tools for 

analysis and interpretation. A string search algorithm, SAM, was devised for EMPOP database 

queries that does not suffer bias when the query and database entry are annotated differently (A. 

Röck et al., 2011). The query function is provided for finding mtDNA sequences within the database 

by SNPs. The matches are shown by origin and metapopulation with frequency values and graphed 

on an interactive world map. The population function allows users to search for published 

population data by fields such as accession number, geographic affiliation, metapopulation and 

author. EMPOP does not currently support input in VCF or FASTA format. 

EMPOP also hosts three mtDNA analysis and interpretation tools: the haplogroup browser, 

EMPcheck, and NETWORK (http://empop.online/tools).  The haplogroup browser 

(http://empop.online/hg_tree_browser) is a searchable database of PhyloTree haplotypes 

populated with the mtDNA sequences from EMPOP by EMMA (A. W. Röck et al., 2013). A 

haplogroup or haplotype is chosen and on an interactive world map, the locations of where it occurs 

are graphed. Haplogroup-defining SNPs could also be entered individually to find the haplogroup. 

The EMPcheck tool (http://empop.online/empcheck) is used for the validation of the EMPOP format 

file (.emp) to ensure that the standards are met before submission of data to the database. 

The NETWORK tool (http://empop.online/network) is used to examine the quality of mtDNA data by 

drawing a quasi-median (QM) network, a web-like representation of the haplotypes that branch out 

from a root haplotype-based on mutation events, with virtual haplotypes (quasi-medians) joining the 

haplotypes. The QM network can be used to confirm mutations or discover phantom mutations by 

connecting two samples and examining the shape of the graph. The QM are the primary points of 

interest, and appearance of complex reticulations due to a QM may be an error which should be 

confirmed by checking the raw data. 

http://empop.online/tools
http://empop.online/hg_tree_browser
http://empop.online/empcheck
http://empop.online/network
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1.6 Discussion and conclusions 

As each of the three marker types, mtDNA, STRs, and SNPs may contribute valuable information to a 

forensic case, laboratories may wish to have the bioinformatic facility to examine all three in a 

routine manner. MPS, now affordable, is a compelling platform that can be used to analyse all three 

of these markers. MPS offers higher-throughput, a larger amount of data over Sanger sequencing 

methods and the sequence data generated is more informative than length data generated by 

capillary electrophoresis. 

This Chapter provides an overview of the processing of raw sequence data into file formats accepted 

by a variety of analysis tools, common workflows and tools, and the relevant databases that aid in 

interpretation. 

Whole mtDNA is currently analysed post-alignment, while STRs and SNPs could be analysed with, or 

without alignment. As a result, pipelines and tools for the unified processing of SNPs and STRs have 

begun to emerge (King et al., 2017; Van Neste et al., 2014).  

Many tools have been introduced, especially for STRs. Although each tool was designed with 

theoretical strengths and weaknesses, it is difficult to make a declarative statement that one tool or 

pipeline functions better than another without a quantitative and qualitative comparison of their 

output. A future study on the comprehensive comparison between the available tools would steer 

the forensic community towards the optimal software solution. 

As sequencers make base-calling errors, databases and population data have been made useful in 

the conception of statistical values that could be used for error correction. Currently, mtDNA 

analysis appears to be the most well-established of the three markers in terms of analysis protocols 

and databases. STRs as an MPS marker still require further work in setting new nomenclature 

standards and repeat definitions. 

In conclusion, many bioinformatics tools for forensic analyses exist for the analyses of each marker 

system. As many as there are already, tools and algorithms are constantly being developed in search 

of lower processing times and novel algorithm paradigms. 

To answer the research questions of how forensic MPS DNA data should be analysed and if machine 

learning techniques can be applied to the analysis process, the following Chapters delve into 

sequence extraction methods, and later in Part II, allele calling. 



 

27 
 

Part I  

Sequence Extraction 
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Chapter 2  

Fragsifier: an STR Sequence Detection 
and Extraction Tool 
Forensic STR detection on single reads using machine-learned sequence models  

 

 

 

2.1 Introduction 

In Chapter 1 I explored the various methods used by STR sequence extraction tools to identify STRs. 

In these tools, partial sequence information is used to filter non-STR sequences such as known 

subsequence such as motif and known allele lengths (discussed below). But these filters utilizing few 

STR sequence features may lack specificity and fail. In this Chapter, I aim to utilize the information of 

the entire STR sequence to identify STR sequences on sequence reads. Reframing STR identification 

as a classification problem, machine learning, a technique unexplored by current methodologies, 

was used to develop STR sequence models. These machine-learned models were then combined 

with traditional flanking sequence alignment in a novel approach for STR identification and 

extraction. 

Raw sequencing data obtained from the sequencer does not contain locus information. To identify 

STR sequences, the most common detection method used by forensic STR extraction tools is to 

search for known flanking regions (Y. Y. Liu & Harbison, 2018). The sequences of known left and right 

STR flanking sequence pairs, held in a reference database, are aligned or matched to the query 

sequence. If both the left and right flanking sequences align, then the DNA sequence between them 

is extracted, checked for the presence of the repeat motif for that locus, and returned by the 

software as an STR sequence (Anvar et al., 2014; J. C. I. Lee et al., 2017; Van Neste et al., 2014; 

Woerner et al., 2017a). 

There are several variants of this method. For example, MyFLq (Van Neste et al., 2014) detects STRs 

using flanking region sequences calculated from a consensus of flanking sequences recorded in a 

reference database. SEQ mapper (J. C. I. Lee et al., 2017) performs four levels of sequence searching 

that include flanking region sequences, primers, and full STR repeat sequences. STRait Razor (King et 

al., 2017) detects potential STRs based on the presence of both flanking region sequences and when 
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found, the region between them is extracted and checked against a substring of known STR motifs. 

HipSTR (Willems et al., 2017) first aligns sequences to a reference genome and then aligns the 

reference flanking sequences using a hidden Markov model. 

STR detection methods have focussed on these flanking sequences due to their relative consistency 

compared to the repeat stretches, where the repeat motif and repeat number may vary 

substantially. Even so, flanking sequences can be variable (Hussing et al., 2019; Novroski et al., 2016; 

Wendt et al., 2017) and sufficiently large variations make them harder to detect by approximate 

string matching algorithms. Many of the existing tools employ a single mismatch threshold across all 

the STR loci for their detection, creating a bias against STR sequences with more variable flanking 

sequences. Where a single threshold is used, and if it is too strict, the variable flanking sequences 

will be overlooked. If the threshold is too permissive, more false positives will be detected. 

The position of the flanking sequences used as a reference also greatly affects the analysis tool’s 

performance. Poorly chosen flanking sequences, such as those resembling STR motifs or the flanking 

sequences of another locus, may produce false positive flanking sequence matches. To avoid these 

problems some tools (Warshauer et al., 2015; Woerner et al., 2017a) use flanking sequences that are 

longer and/or further away from the STR repeat stretch than earlier tools. 

Variability in the repeat stretches also poses a challenge to STR detection. A repeat stretch consists 

of a minimum of two adjacent copies of a motif, meaning that a single base change (by sequencing 

error or natural variation), may disrupt an existing repeat stretch or form a novel one. These 

variations can disrupt tools that define STRs by their motifs and their counts, including detection-by-

repeat based algorithms such as LobSTR (Gymrek et al., 2012). 

Anvar et al., the authors of TSSV (Anvar et al., 2014) point to the need to use STR repeat sequences 

and their flanking sequences for STR detection. Their method detects STRs by finding the ‘best 

scoring’ flanking region matches and checking the region in between against an established STR rule 

to determine if it is a new or known allele. They compare their method to LobSTR, which detects 

potential STRs by the presence of repeats then aligns the flanking regions to a reference sequence to 

reveal the STR identity and the repeat length. LobSTR better detects partial reads due to its 

detection of STRs by repeat stretch, while TSSV performs better for more complex loci as the 

flanking sequence alignment method ignores the STR sequence complexity. 

While significant development has been made on utilizing the flanking sequences, I believe that the 

addition of powerful sequence models capable of recognizing entire stretches of STR sequence can 

further enhance STR detection and extraction specificity.  
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Machine learning sequence models (Xing et al., 2010) can be trained to classify sequences. The 

benefit of this approach is the automatic selection of classifying features without the need for 

manual programming (such as specifying the STR sequence structure such as motifs and their 

expected number of repeats), and the ease of building an updated model when new STR examples 

are available to learn from. 

Combining this idea with the designs of STRait Razor (King et al., 2017; Warshauer et al., 2015), 

LobSTR (Gymrek et al., 2012) and TSSV (Anvar et al., 2014), I developed a novel tool, Fragsifier. This 

tool detects possible STRs by the presence of repeat stretches, locates fragments of the read which 

might contain an STR, then performs classification using sequence models to predict the STR locus, 

and aligns reference flanking sequences to locate the STR boundaries.  

Fragsifier is designed for targeted locus sequencing where STRs are located on individual reads, 

although it could be used on whole genome sequence data. Being a sequence-based method, it will 

process any FASTQ sequence data generated from any sequencing platform; but as it does not 

correct sequencing or homopolymer errors, any sequencer-specific artefacts present in the data may 

affect the sequence extractions. 

This Chapter describes the development of Fragsifier in two phases: an initial design and prototyping 

phase (Fragsifier mark 1) covering the creation of the subcomponents and their assembly into a 

complete tool; and a refinement phase (Fragsifier mark 2) covering optimizations and improvements 

to the algorithm. At the end, the tool is compared to CE and other tools as a brief gauge of its 

performance.  

2.1.1 Sequence extraction methods from recent literature 

2.1.1.1 Lobstr 

Compare to later sequence-searching tools, the Lobstr algorithm is much more computationally 

complicated.  

First, detect whether the query read contains a repetitive sequence by breaking read into 

overlapping windows. At each window, sequence entropy is measured using an entropy function, 

with lower entropy scores meaning that the windowed sequence is less random (i.e., possible 

homopolymers).  

Consecutive window with lowest entropy scores are merged to form the presumed STR region of 

interest. In this region, a rolling hash function counts all possible k-mers and the most frequent is set 

as the STR motif.  
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The BWT mapping algorithm (H. Li & Durbin, 2009) is used to anchor upstream/downstream flanks 

to the query read. Then the Needleman-Wunsch algorithm (Needleman & Wunsch, 1970) is used to 

realign the flanking sequences. The genomic coordinates of the aligned read are used to extract the 

STR sequence. 

2.1.1.2 STRait Razor 1/2.0/2s 

STRait Razor versions 1 (Warshauer et al., 2013), 2.0 (Warshauer et al., 2015) and 2s (King et al., 

2017) uses the same base algorithm as described below. 

For each pair of flanking sequences in a flanking sequence database, the TRE-AGREP approximate 

matching algorithm (based on the generalized Levenshtein distance, available at 

https://github.com/laurikari/tre) is used to find all reads containing the first flanking sequence, then 

these reads are again searched for the second flanking sequence. Sequences between the aligned 

pair of flanking sequence are extracted.  

2.1.1.3 STRait Razor 3.0 

In contrast with previous versions STRait Razor 3.0 (Woerner et al., 2017a) uses an exact matching 

algorithm to achieve a very fast search speed. 

A Trie, a type of prefix search tree, is constructed from all flanking sequences including forward and 

reverse flanking sequence orientations. Approximate matching functionality is simulated by 

enumerating indel/substitution versions of the flanking sequences prior to the creation of the Trie.  

To find flanking sequences, the Trie is applied to the read in the manner of a sliding window starting 

at the first base of the read. Match results and the match positions on the read are recorded. This 

allows the sequence read to be searched just once, simultaneously for all flanking sequences. 

Sequences between the aligned pair of flanking sequence are extracted. 

2.1.1.4 MyFLq 

In contrast to STRait Razor(s), MyFlq (Van Neste et al., 2014) builds the flanking sequence database 

from a library of allele sequences. This allows the flanking sequences to be updated and improved as 

the allele database is populated with novel alleles.  

A global alignment based on the Needleman-Wunsch algorithm is used to find the flanking 

sequences on the query read. Sequences between the aligned pair of flanking sequence are 

extracted 

2.1.1.5 TSSV 

TSSV (Anvar et al., 2014), also used in the FDStools framework (Hoogenboom et al., 2017). 

https://github.com/laurikari/tre
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TSSV uses a semi-global pairwise alignment algorithm based on a modified version of the Smith-

Waterman algorithm (Smith & Waterman, 1981) to align flanking sequence pairs to the query read. 

This modified alignment allows the edit distance between the aligned sequence and all substrings of 

the reference sequence to be calculated, and the alignment with the minimum edit distance is 

chosen. Sequences between the aligned pair of flanking sequence are extracted. 

2.2 Datasets 

2.2.1 Reconstructed in silico STR data (RIS)  

The reconstructed in-silico STR dataset is made from the STR repeat sequences retrieved from 

STRbase (Ruitberg et al., 2001) and their flanking sequences as defined by Strait Razor v2s (King et 

al., 2017). This dataset serves as the developmental dataset in the creation of tools and provides 

examples of STR sequence structures. The database (http://strbase.nist.gov/str_fact.htm, accessed 

23/10/2017) contains the observed alleles in the numeric form and sometimes the sequence in the 

bracket format. These sequences, approximately 700 in count and the counts varying between loci, 

were extracted using the web-scraping library, Beautiful Soup 4 (Richardson, 2016).  

Due to the difference in layout in a few allele information webpages on STRbase (for DYS389I/II), the 

automated scraping of allele information with the script failed on these pages and so the alleles 

were added to the output file manually.  

After extraction, the sequences were converted from bracketed form to the full sequence and the 

flanking sequences were attached. All the letters were converted to uppercase and sequences with 

non-DNA base letters (ATGC) or were empty were removed.  

The tool STRait Razor v2s includes locus configuration files that contain the flanking sequence of 

STRs. The flanking sequences defined in these files were optimized for different multiplex systems, 

and so some flanking sequences are defined at a different distance from the repeat stretch across 

the files. The flanking sequences of the ‘locus.config’ file were used as they are a shorter distance 

from the repeat stretch compared to the other files. For each extracted sequence, the sequence was 

checked against the motif defined in the locus.config file to ascertain the orientation of the 

sequence, and the correct 5’ and 3’ flanking sequences for that locus was attached to the sequence. 

The resulting dataset is a .csv file containing the locus, sequence with flanking sequences, 

orientation, and sequence without flanking sequences for each allele, and is in the format as shown 

in Table 2.1. 

http://strbase.nist.gov/str_fact.htm
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Table 2.1: The format of the RIS dataset 

Locus label 
Sequences with  

flanking sequences attached 
Orientation Sequences without flanking sequences 

CSF1PO AAGATAGATAGATTAGATAGATAGA 0 AGATAGATAGATA 

TH01  GACTCCATGGTGAATGAATGAATGA 1 AATGAATGAATG  
 
The dataset was imbalanced in the number of reads across loci and a few loci had fewer than 10 

reads, with D2S1338 having only 2. As this would affect subsequent k-fold cross-validation, a few 

manually generated sequences (5) were added to the D2S1338 locus.  

Finally, reverse complement counterparts for each sequence were added to the dataset (as the 

sequences were only in one orientation), with the original orientation designated as ‘forward’ and 

the reverse complement sequences ‘reverse’. 

2.2.2 STRseq 

The STR Sequencing Project, or STRseq (Gettings et al., 2017) aims to catalogue STR sequence 

diversity and has already generated close to two thousand STR sequences (as of September, 2020) 

that are available online as GenBank (Clark et al., 2016) records. The sequences were retrieved from 

the GenBank records in full as a FASTA file, including approximately 1200 allele sequences from 28 

loci (accessed 5th June 2018). 

The python library Biopython (Cock, Antao, et al., 2009) was used to read the FASTA file and extract 

the allele number and full sequences. These sequences are labelled with the locus and allele 

number, and sometimes contain the extended flanking sequences or otherwise trimmed, and as 

both the locus and allele information was readily available, this dataset was used as a test dataset 

for the validation/testing of various algorithms. 

2.2.3 Genuine reads extracted from the ForenSeq™ Primer Mix B (GE) 

MiSeq FGx with the ForenSeq™ Primer Mix B (Jäger et al., 2017) sequence data was used to create 

the GE (genuine extracted) datasets. The sequence data generation and CE genotyping were 

performed by Janet Stacey and Ryan England, who provided the relevant information in the 

following methods Section. 

Two datasets were created: a training dataset that was available early in the study, used for the 

initial development of the Fragsifier algorithm (Mark 1), and a tool comparison (testing) dataset that 

was available later in the study and used for the validation of the final Fragsifier algorithm (Mark 2). 

For the latter, capillary electrophoresis results were also generated from the samples, enabling 

comparison between the STR typing results of MPS tools and the current Forensic standard method.  
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Compared to the RIS dataset, sequences in the GE datasets would be more complex, as they contain 

genetic variations, sequencing artefacts and errors. 

2.2.3.1 Sequence data generation and CE genotyping 

Table 2.2 summarizes the samples used in the training and tool comparison datasets and how they 

were generated. For the training dataset, genomic DNA was extracted from single source buccal 

swabs using the DNA IQ™ system (Promega) (Komonski et al., 2004). Swabs were provided by 

volunteers under informed consent with ethical approval from the University of Auckland Human 

Participants Ethics Committee (Reference number 019880, granted 2 November 2017). The 

extracted DNA was quantified using the Quantifiler™ Human DNA Quantification kit (Thermo Fisher 

Scientific) (Green et al., 2005) on the Applied Biosystems™ 7500 Real-Time PCR instrument (Thermo 

Fisher Scientific). Sequencing libraries were prepared from 1ng of input of input DNA, using the 

ForenSeq™ DNA Signature Prep Kit with DNA Primer Mix B (Verogen), following the manufacturer’s 

recommendations including bead normalisation (Jäger et al., 2017).   

Normalised libraries were pooled in equal volumes (of 5μL per library), and 7μL of the combined 

pool was denatured and sequenced on two MiSeq FGx™ sequencing runs. The first run contained 

libraries prepared from ten single source samples in duplicate, two amplification positive control 

libraries prepared from 1ng of 2800M control DNA present in the ForenSeq™ DNA Signature Prep kit, 

and two amplification negative controls prepared from 5μL nuclease free water (Table 2.2). The 

second run contained libraries prepared from 30 single source samples, an amplification positive and 

amplification negative control (Table 2.2). The pooled normalised libraries were sequenced on two 

MiSeq FGx™ sequencing runs. The first run contained libraries prepared from ten single source 

samples in duplicate, two amplification positive control libraries prepared from 1ng of 2800M 

control DNA present in the ForenSeq™ DNA Signature Prep kit, and two amplification negative 

controls prepared from 5μL nuclease free water. The second run contained libraries prepared from 

30 single source samples, and amplification controls as previously described.  

For the tool comparison dataset, six proficiency samples from Collaborative Testing Services (CTS) 

Inc. (Virginia, USA) and associated extraction control samples were used from a sequencing run 

containing 32 samples in total. These samples are commercially fabricated single-

source ’reference‘ samples that were previously typed by ESR casework laboratory staff using 

AmpFLSTR™ Identifiler™ (Collins et al., 2004), GlobalFiler™ (Ludeman et al., 2018), and AmpFLSTR™ 

Yfiler™ Plus (Gopinath et al., 2016) PCR amplification kits (Thermo Fisher).  

Sequencing libraries were also prepared from these DNA samples as previously described, following 

the manufacturer’s recommendations for the ForenSeq™ workflow. Where available 1ng of DNA was 
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used for library preparation; low concentration samples were prepared using 5 μL of input DNA. 

Four of the extracted samples were replicated making six sample FASTQ files in total plus associated 

positive and negative controls. Instead of bead normalisation, purified libraries were quantified 

using the KAPA® Library Quantification Kit for Illumina® platforms (Roche Sequencing Solutions, Inc.) 

on the Applied Biosystems™ 7500 Real-Time PCR instrument (Thermo Fisher Scientific). Sequencing 

libraries were normalised by diluting to 1nM with nuclease free water as per Mehta et al. (Mehta et 

al., 2017). Normalised libraries were pooled in equal volume (5μL) with other samples to create a 

pooled library of 30 samples, and 7μL of the pool was denatured and sequenced on a single MiSeq 

FGx™ sequencing run. 

Table 2.2: Samples used in the training and tool comparison datasets and how they were generated. 

 
 

Training dataset Tool comparison dataset 

Sequencing run 1 Sequencing run 2 Sequencing run 3 

Libraries included in 
dataset 

10 single source samples in 
duplicate 

30 single source 
samples 

6 proficiency single source 
reference samples (4 in 

duplicate) 

CE typing 
GlobalFiler™ 

AmpFLSTR™ Yfiler™ Plus 
GlobalFiler™ 

AmpFLSTR™ Yfiler™ Plus 

GlobalFiler™ 
AmpFLSTR™ Identifiler™ 
AmpFLSTR™ Yfiler™ Plus 

Number of libraries in 
sequencing run 

24 libraries: 
10 single source 1ng input 
DNA samples in duplicate 
2 amplification positives  
2 amplification negatives  

32 libraries: 
30 single source 1ng 
input DNA samples 

1 amplification positive  
1 amplification negative  

32 libraries: 
6 proficiency single source 

reference samples (4 in 
duplicate) 

12 proficiency case type samples 
5 extraction positives  
3 extraction negatives  

1 amplification positive  
1 amplification negative  

Library preparation 
protocol 

ForenSeq™ ForenSeq™ ForenSeq™ 

Library normalisation 
ForenSeq™ bead 

normalisation 
ForenSeq™ bead 

normalisation 
Library quantification and 

dilution 

 

2.2.3.2 Processing into datasets 

Each sample produced two FASTQ files: an R1 file containing reads with a uniform length of 351 bp 

and a R2 file containing reads of 30 bp. The R2 files do not contain the full STR sequences and so 

were not used. 

STRait Razor v2s, a tool developed by Warshauer et al. (King et al., 2017; Warshauer et al., 2015) for 

extracting STR sequences from FASTQ files, was used to label the STR reads of the FASTQ file. The 

tool was modified to cease processing after the production of the intermediate files containing 

found sequences, prior to the flanking sequence trimming procedure. Each FASTQ file was processed 

by this modified tool with the locus configuration file containing the two versions of flanking 

sequences. This produces from each FASTQ many files each containing the complete 351 bp STR/SNP 

reads found for each locus. 
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After extraction, the intermediate files containing the extracted reads for each locus were compiled 

into a dataset. When the sequences were loaded, the filenames were used as the locus label for 

each extracted sequence. To check that the extracted sequences contain the intended locus 

sequence, each extracted sequence was checked for the presence of a locus sequence substring 

specified in the locus configuration file. 

The script creates a table and maps individual sequences to their original positions in the FASTQ file 

using the numerical indexes that were earlier appended to the reads. The locus labels of each read 

are then mapped to each read on the table. Each read may be labelled with no locus, one locus, or 

more. The ideal circumstance is that one read was labelled twice for a locus, as it contains both 

version of the flanking sequences specified in the locus.config and ForenSeq.config files. Each region 

captured between the two STR locus flanking sequences was checked to be longer than zero, and 

also checked against short sequences, provided in the locus configuration file, known to be present 

in the STR sequence. The script then saves the table in pickle format so it could be loaded for 

analysis. 

From previous experience, STRait Razor v2s could produce multiple allele results from one read due 

to multiple sequences on the read resembling STR flanking sequences. Due to this, a more intricate 

approach was taken to circumvent this problem. To minimize the number of false alleles extracted 

by STRait Razor, two measures were taken: the indexing of each read in the FASTQ file so that 

duplicate extracted sequences could be traced back to the original read, and the use of two sets of 

flanking sequence definitions.  

While there were several versions of locus configuration files packaged with Strait Razor v2s by the 

authors, as the MiSeq ForenSeq™ platform was used to generate data for this work, the original file 

(abbv. OG) and the locus file optimized for the ForenSeq™ Primer Mix B (abbv. FS) were used as they 

contain the flanking sequence information all the STR loci present in the ForenSeq™ Primer Mix B. 

Table 2.3: Clarification on the different flanking sequence configuration files 

locus.config (OG loci) 
Contains 98 STR loci including all the STR loci in the 

ForenSeqv1.2 

ForenSeqv1.2.config (FS loci) Contains 60 STR loci and 167 SNP loci 

locus_orig+ForenSeqv1.2.config 
Contains all the 98 STRs from locus.config file and the 227 

loci from the ForenSeqv1.2.config file 

combined_orig+ForenSeqv1.2 
Contains all 227 loci from the ForenSeqv1.2.config file and 
the locus.config file versions of 60 STR loci present in the 

ForenSeqv1.2 config file 

 
The two sets of flanking sequence definitions used are the original flanking sequences and those 

optimized for the ForenSeq™ primer mix B panel (locus.config and ForenSeq.config). A comparison 

between the two files revealed that the original configuration file included all the ForenSeq™ STR 
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loci and more, but lacking SNPs, and that in the ForenSeq configuration file the flanking sequences 

were typically defined further away from the repeat stretch. The combined_orig+ForenSeqv1.2 file 

was used for allele extraction in creating the GE datasets.  

2.3 Fragsifier algorithm prototype (mark 1) 

Fragsifier detects STRs by first searching for combinations of repeat stretches and then assessing the 

sequences captured within each combination for the possibility of them being an STR, by aligning 

known STR locus flanking sequences to the borders and also by classifying the sequence using 

machine learning classifiers trained on known STR sequences. The process is as follows: 

1. Detect repeat stretches on read 

2. Enumerate combinations of repeat stretches to make list of candidate STRs 

3. Align all sets of flanking sequences to candidate STR and get alignment scores 

4. Classify candidate STR sequences and get sequence scores 

5. Organize alignment and classification scores into decision table 

6. Apply filtering thresholds 

7. STR with highest combined score for each locus is returned as a found STR 

2.3.1 Repeat detection 

Given a query sequence, Fragsifier first detects regions of repeat stretches, defined as a repeat motif 

occurring contiguously at least twice. The detection algorithm targets repeat motifs ranging between 

of 3-7 bases in size, as repeat motifs in forensic STRs are in that range. This is referred to as repeat 

stretch detection. 

Since it is difficult to algorithmically deduce the exact starting base of a motif when a repeating 

stretch is detected (for example, the motif in AGATAGATAGAT may be defined as AGAT, GATA, 

ATAG, or TAGA), the motif that appears first when all possible motifs for the repeat stretch are listed 

alphabetically is used as the motif to represent the repeat stretch. This motif was called a ‘repeat 

key’, and it remains unchanged even in the case of frameshifts produced by deleted and added 

bases in the repeat stretch. 

After repeat stretch detection, the query sequence is deconstructed into numerous subsequences of 

possible STRs (Figure 2.1). Since STRs may be simple, compound, and complex, one repeat stretch 

may be a component of a larger, compound STR. For example, finding two repeat stretches on one 

read may indicate the presence of two STRs (with each repeat stretch being the corpus of an 

individual STR), or one larger STR that contains the two repeating stretches. To consider these cases, 

all the possible combinations of repeat stretches are enumerated.  
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STR structure 

[X1, R1, X2, R2, X3, R3, X3] 
 

Possible STRs 
n-bp left flank - [R1 - - - R3] - n-bp right flank 

n-bp left flank - [R1- R2] - n-bp right flank 
n-bp left flank - [R2- R3] - n-bp right flank 

n-bp left flank - [R1] - n-bp right flank 
n-bp left flank - [R2] - n-bp right flank 
n-bp left flank - [R3] - n-bp right flank 

Figure 2.1:  Schematic of enumerated possible STR sequences. Detected repeat stretches in an example read. ‘X’ represents 
non-repeat substrings, ‘R’ represents repeat stretches. n-bp is the flanking sequence of n bases in length.    

As visualized in Figure 2.2, the region to the left and right of a repeat stretch encompass a potential 

STR. A simple STR (having only one repeat stretch), would span from the left and right of one repeat 

stretch, ‘R’, while a compound STR of two repeat stretches would span from the left of one repeat 

stretch to the right of the second (Figure 2.2, Figure 2.3). 

 

Figure 2.2: Schematic of STR identification by both flanking and repeat sequences. The flanking sequence classifier acts on 
the proposed flanking sequences, the sequence classifier on the proposed sequence. 

 

Figure 2.3: Enumeration of 2-repeat stretch STRs from a query sequence/read. ‘X’ represents non-repeating stretches, ‘R’ 
represents repeat stretches. The sliding window moves across the sequence by steps of one repeat stretch, defining the 
contents of the blue boxes as STR flanking sequences, and the green box as STR sequences. 
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For each proposed STR, alignment of known STR flanking sequences to the query sequence is then 

performed to find the highest scoring flanking sequence (the best match), and the entire sequence 

of the proposed STR, including the immediate flanking sequence region, is passed to the sequence 

model (described in detail in Section 2.3.3) to produce a separate locus prediction (Figure 2.2). 

The flanking sequence and sequence predictions are then organized into a decision table, which 

contains for each proposed STR the locus predicted from flanking sequences, the locus predicted 

from the sequence, span of repeat elements and the base positions relative to the original read. 

From the decision table, proposed STRs having concordant locus predictions from both the flanking 

sequence alignment and sequence classification are identified as STRs.  

2.3.2 Flanking sequence alignment 

For each region proposed to contain an STR, the alignments of known STR flanking sequences are 

localized to the left and right zones immediately adjacent of the repeat stretches. By default, this 

alignment zone extends 30 bases outwards from the repeat stretch (to account for the longer 

flanking reference sequences, which can be 25 bases), and 4 bases inward into the repeat (to 

account for possible disruptions of the repeat motifs caused by indels at the flanking sequence-

repeat motif boundary). 

The flanking sequences defined in the STRait Razor v2s (King et al., 2017) locus configuration files are 

used as the reference flanking sequences for alignment. Out of two locus files that contain locus 

information on STRs of the ForenSeq™ Primer Mix B (Jäger et al., 2017), the original locus file, 

‘locus.config’ was used, as the flanking sequences in the file optimized for the Forenseq™ system, 

‘Forenseqv1.2.config’,  were located further away from the STR repeat stretch, this would require 

large increases in the length of the alignment zone. 

Alignment of flanking sequences is performed with the pairwise2 localms (local alignment) algorithm 

from the python library, Biopython (Cock, Antao, et al., 2009). Alignment penalties are +1 for a 

match, -2 for mismatch, -2 for opening a gap, and -2 for extending a gap. If the reference flanking 

sequence to be aligned with the input sequence is longer than the available boundaries for 

alignment, it is trimmed shorter to fit within the available alignment boundaries. 

The best aligning pair of flanking sequences is recorded along with its alignment score (call this the 

flank score). In addition, an ‘effective flank score’ is also calculated, which is the flank score 

multiplied by the percentage of the reference flanking sequence (percentage of bases) mapped to 

the target flanking sequences (flank score * number of matches / number of bases of reference 

sequence). The purpose of the effective flank score is to normalize the difference between short and 
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long flanking sequences, as well as accounting for the length of the query sequence that was 

available for alignment. 

Example flanking sequence alignment results are shown in Table 2.4. The flanking sequence classifier 

showing the highest scoring pairs of flanking sequences for each proposed STR present on the read. 

In this example, the top-scoring pair of flanking sequences for all proposed STRs is the TPOX locus in 

the forward orientation, with proposed STR 1 having the best alignment with the reference flanking 

sequences. The ‘percent alignment target available’ values show the ratio of the length available on 

the target alignment region compared to the length of the reference flanking sequences to be 

aligned. The ‘percent flanks aligned to target’ shows what percentage of the reference flanking 

sequences were aligned to the target location. The ‘effective flank score’ shows the adjusted 

alignment scores after normalizing for the length of the flanking sequences and the percentage of 

flanking sequences aligned to target. 

Table 2.4: Example results of the flanking sequence alignment 

Flanking sequence alignment results 

Proposed 
STR 

Best Pair of flanking sequences Score 

Percent alignment 
target available  

(left flanking 
sequence, right 

flanking sequence) 

Percent flanking 
sequences aligned to 

target 
(left flanking 

sequence, right 
flanking sequence) 

Effective 
flank score 

1 TPOX:F 24.0 (1.66, 2.5) (1.0, 1.0) 24.000000 

2 TPOX:F 16.0 (1.66, 2.5) (1.0, 0.33) 10.666667 

3 TPOX:F 17.0 (1.66, 2.5) (1.0, 0.41) 12.041667 

 
For computational efficiency, instead of performing alignment for each combination of repeat 

stretches, a map of flanking regions is defined on the query sequence where alignment is performed 

only once, and the alignment scores of each flanking sequence are recorded for each of these 

regions. During the calculation of the flank scores, the left and right flank scores are retrieved and 

summed to form the score of the pair of flanking sequences for each locus. 

To further reduce unnecessary alignments, only applicable flanking sequences are aligned. Using a 

dictionary of STRs and their inclusive repeat motifs created early in processing from STR reference 

data (discussed below), the algorithm selects only the flanking sequences of STR loci that matches or 

contains the repeat motifs present in the query sequence for alignment. 

2.3.3 Sequence classification 

An STR sequence model is then used to predict a locus label from the sequence of the potential STR. 

This functions to check that the sequence patterns of a proposed STR resembles that of known STR 

examples. A machine learning approach was taken to classify the sequences, in which known STR 
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examples were broken down into components and given to the machine learning algorithm to 

discover the features and components that represent each locus. The benefit of this approach is the 

automatic identification of classifying features without the need to manually specifying the STR 

sequence structure such as motifs and their expected number of repeats, and the ease of building an 

updated model when new STR examples are available to learn from. 

The model is automatically created upon first initialization of the tool from a STR training dataset 

supplied by the by the user, which would consist of STR sequences containing both the repeat 

regions and parts of the flanking sequences. During classification, the sequence of each potential 

STR and parts of the flanking sequences are encoded into numerical input and passed to the 

classifier for classification to produce a locus prediction along with a probability score, which is used 

to filter poor predictions (Table 2.5).  

Table 2.5: The sequence classifier showing the predicted locus for each proposed STR on the read 

Sequence classification results 

Proposed STR Predicted locus Probability 

1 TPOX:F 0.998 

2 TPOX:F 0.524 

3 TPOX:F 0.603 

 
Overlapping fragments of STR sequences were used as features to train the models. This method of 

classification based on a technique common in the field of natural language processing called n-

grams (Manning & Schütze, 2000). For example, the 3-grams of ‘AGCTA’ are ‘AGC’, ‘GCT’, ‘CTA’. By 

this definition, the character-level n-grams are effectively k-mers, and so will be referred to as k-

mers. This technique treats short overlapping sequence of components as discrete features, while 

still retaining a degree of sequential information (Xing et al., 2010). 

To train the models, sequences within the sequence reference dataset were fragmented into k-mers, 

then converted into numerical vectors for input into the machine learning algorithms. One-hot 

encoding was used: on a vector with each position representing a specific k-mer (of all known k-mers 

observed in training), a ‘1’ is denoted if a k-mer is observed, and 0 if not. The loci labels are also 

encoded numerically, with each locus represented as a number (for example, CSF1PO as 0, D18S51 

as 1, etc). 

The Scikit-learn (Pedregosa & Varoquaux, 2011) machine learning library (version 0.19) for the 

Python programming language was selected for use for its simplicity and ease of implementation. 

The models were explored at default parameters: logistic regression (lr), support vector machine 

with the rbf kernel (svm), multi-layer perceptron classifier (mlp), k-nearest neighbours classifier 

(knn), and decision tree (dt).  



 

42 
 

The RIS (Section 2.2.1) and GE datasets (Section 2.2.3) were used to assemble six test datasets with 

different properties to test performance of the models. These include: 

• A regular GE dataset (Abbreviated in tables as ‘Regular’), containing a maximum of 20 

sequences sampled from each locus from each FASTQ file. The dataset also contains the 

locus labels, the STR sequence with 25 bases of flanking region, and the orientation.  

• A GE dataset that is filtered for only one version of flanking sequence pairs (GE dataset are 

typically checked to contain two versions of flanking sequences from two STRait Razor locus 

files). (Abbreviated in tables as ‘Single-Version’) 

• GE dataset augmented with the addition of sequences with partially truncated flanking 

sequences. For each sequence, the truncation procedure adds sequences with 1, 3 or 5 bp 

truncations from the left, right or both ends. (Abbreviated in tables as ‘Augmented’) 

• The regular and augmented datasets each with the addition of randomly generated 351 bp 

negative training sequences containing no STRs. These are 1000 sequences ranging from 6-

200 random DNA bases. These sequences are added to a dataset under the ‘Neg’ locus, on 

top of the ‘Neg’ locus already present in the dataset that were unlabelled by STRait Razor. 

(Abbreviated in tables as ‘Regular + Negatives’ and ‘Augmented + Negatives’ respectively) 

• The augmented datasets with the addition of the RIS in-silico dataset (Abbreviated in tables 

as ‘Augmented + RIS’) 

The evaluation was performed twice for each of the six models evaluated, once using k=3 and 

another using k=5. Each model was trained using each of the six datasets individually, and then 

tested on a separate GE Augmented test dataset. The rationale for including sequences with 

truncated flanking regions in the datasets was to train the classifier to recognize STR sequences that 

were more extensively trimmed than sequences observed during training (such as sequences 

obtained from a different primer kit or from a web search). Classification accuracy was evaluated by 

assessing the number of locus predictions matching the target labels. The mean classification 

accuracy is shown in Table 2.6.  



 

43 
 

Table 2.6: The mean classification accuracy values across all loci, using k=3 and k=5, on 6 models over the 6 datasets, with 
the RIS results from Section 2.2.1 included for comparison. Heatmap colouring applied prior to rounding to 3 decimal places. 
Higher scores are favourable, with the best score highlighted blue. 

k Dataset 
Decision 

tree 
k-nearest 
neighbors 

Logistic 
regression 

Multilayer 
perceptron 

Random 
forest 

Support 
vector 

machine 

3 

RIS 0.116 0.455 0.510 0.491 0.342 0.442 

Single-Version 0.936 0.982 0.985 0.984 0.970 0.974 

Regular 0.922 0.983 0.988 0.988 0.971 0.978 

Augmented 0.980 0.993 0.994 0.995 0.996 0.993 

Regular + Negatives 0.930 0.983 0.989 0.988 0.970 0.978 

Augmented + Negatives 0.980 0.994 0.994 0.995 0.996 0.993 

Augmented + RIS 0.978 0.994 0.994 0.995 0.996 0.993 

5 

Single-Version 0.953 0.989 0.992 0.991 0.983 0.991 

Regular 0.947 0.992 0.994 0.994 0.984 0.992 

Augmented 0.980 0.994 0.996 0.996 0.996 0.994 

Regular + Negatives 0.950 0.992 0.994 0.993 0.982 0.992 

Augmented + Negatives 0.985 0.994 0.996 0.996 0.996 0.994 

Augmented + RIS 0.984 0.994 0.996 0.996 0.996 0.994 

 
The results (Table 2.6) show that the k=5 scheme performed significantly better (according to two-

tailed t-Tests) than k=3 for most tools. Other than the decision tree model (which performed the 

worst), all models did not perform significantly different at k=5, although logistic regression 

(highlighted blue in the Tables) performed slightly better. 

Adding more sequences to the training dataset increased the model performance. Adding truncated 

sequences may have trained the model to recognize the core of the STR sequence, which is more 

important in their recognition than the distant flanking regions; and the addition of the RIS allele 

sequences introduced into the dataset many structural variations of STR alleles, such as the wide 

range of FGA alleles.  

The logistic regression model trained on 5-mers of GE data with augmented reads and RIS sequences 

chosen to replace the five-model ensemble for sequence classification. 

2.3.4 Decision 

The results of flanking sequence alignment and sequence classification are merged by the tool into a 

decision table (Table 2.7) and STRs are identified by a process of elimination using threshold 

parameters. 
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Table 2.7: Example decision table of a TPOX read, containing the flanking sequence alignment and sequence classification 
results for each proposed STR comprising of each combination of repeat stretches. From the flanking sequence and 
sequence classification results, proposed STR 1 seems to be the TPOX allele sequence; proposed STR 2 contained another 
repeat stretch in addition to the TPOX repeat stretch; and proposed STR 3 is a non-STR stretch with mismatches in both 
flanking sequence alignment and sequence classification results.  

 Flanking sequence alignment results 
Sequence classification 

results 

Proposed 
STR 

Repeat 
stretches 

composition 

Highest scoring  
pair of  

flanking sequences 
Alignment score 

Effective flank 
score 

Predicted 
locus 

Probability 

1 1 TPOX:F 24.0 24.000000 TPOX:F 0.998 

2 1-2 TPOX:F 16.0 10.666667 TPOX:F 0.524 

3 2 D2S1338:R 8.0 6.041667 TPOX:F 0.303 

 
First, proposed STRs with a mismatch between the flanking sequence alignment and sequence 

classification results are eliminated. For each proposed STR, predictions between the models must 

be concordant if multiple sequence models are used. In this case, concordant means at least half the 

number of sequence classifiers must agree on a single locus. Proposed STR sequences without 

concordant results (for example the proposed STR 3 from Table 2.7) are filtered and removed from 

the decision table.  

Second, thresholds are used to filter low-scoring flanking sequence alignments and sequence 

predictions. These parameters include the flank score, effective flank score, and the probability 

value of the sequence prediction, and their values used are described in Section 2.3.7.  

Next, flanking sequence prediction that does not match the prediction made by the STR sequence 

classifiers are removed. 

The sequences that remain after elimination are excised from the read at the base of the flanking 

sequences (flanking sequences removed) and extracted as STR alleles. On each read, there can only 

be one allele sequence extracted for each STR locus and the effective flank scores and sequence 

classification probability scores are used to resolve between multiple predictions for the same locus, 

this allows the Fragsifier algorithm to detect multiple STRs on one read, which may be the case in 

extremely long reads or PCR chimeric sequences. For example, the chimeric read shown in Figure 2.4 

possess two complete sets of flanking sequences, for TH01 and D3S1358. In such cases, STRait Razor 

v2s would extract both sequences. 

TH01 forward flanking sequences = GGCTTGCATGTA TGAGACAGGGTC 
D3S1358 forward flanking sequences = CCTTATTTCCCT CACCATGGAGTC 

 
AGGGTATCTGGGCTCTGGGGTGATTCCCATTGGCCTGTTCCTCCCTTATTTCCCTCATTCATTCATTCATTCATTCATTCACCATGGAGT
CTGTGTTCCCTGTGACCTGCACTCGGAAGCCTGTGTACAGGGGACTGTGTGGGCCAGGCTGGTAATCGGGAGCTTTTCAGATGAAAT
CAACAGAGGCTTGCATGTATCTATCTGTCTGTCTATCTATCTATCTATCTATCTATCTATCTATCTATCTATCTATCTATGAGACAGGGT
CTTGCTCTGTCACCCAGATTGGACTGCAAGCTGAGG 

Figure 2.4 Two sets of flanking sequences found in an ambiguous read (135024, full sequence) discovered by STRait Razor 
v2.0 
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At this stage of development, a threshold for a minimum flanking sequence alignment threshold has 

yet to be implemented, allowing Fragsifier to readily detect STRs that have one truncated flanking 

sequence, and multiple STRs on the same read (Table 2.8).  

Table 2.8: Example of results in the case of a missing flanking sequence, and multiple STRs on the same sequence. The 
above box contains the TH01 sequences with and without modification, and the lower box contains the results. The output 
string contains the locus, forward-reverse orientation of the sequence, the allele number, the sequence, and the effective 
flank score. 

TH01 

Normal 
Sequence 

CTCCCTTATTTCCCTCATTCATTCATTCATTCATTCATTCACCATGGAGTTCTGTGTTCCCTGTGACCT 

['TH01:F^6^CATTCATTCATTCATTCATTCATT^22.041666666666664'] 

Truncated 
flanking 

sequence 

CTCCCTTATTTCCCTCATTCATTCATTCATTCA 

['TH01:F^4^CATTCATTCATTCATT^13.0'] 

Appearance of a 
second flanking 

sequence 

CTCCCTTATTTCCCTCAAGGGTATCTGGGCTCTGGGGTGATCTCCCTTATTTCCCTCATTCATTCATTCATTCATT
CATTCACCATGGAGTTCTGTGTTCCCTGTGACCT 

['TH01:F^6^CATTCATTCATTCATTCATTCATT^22.041666666666664'] 

Tandem STRs 

AGGGTATCTGGGCTCTGGGGTGATTCCCATTGGCCTGTTCCTCCCTTATTTCCCTCATTCATTCATTCATTCATTC
ATTCACCATGGAGTCTGTGTTCCCTGTGACCTGCACTCGGAAGCCTGTGTACAGGGGACTGTGTGGGCCAGGC
TGGTAATCGGGAGCTTTTCAGATGAAATCAACAGAGGCTTGCATGTATCTATCTGTCTGTCTATCTATCTATCT
ATCTATCTATCTATCTATCTATCTATCTATCTATGAGACAGGGTCTTGCTCTGTCACCCAGATTGGACTGCAAGC

TGAGG 

['TH01:F^6^CATTCATTCATTCATTCATTCATT^24.0', 
'D3S1358:F^15^TCTATCTGTCTGTCTATCTATCTATCTATCTATCTATCTATCTATCTATCTATCTATCTA^24.0'] 

 

2.3.5 Optimizing flank search length 

The flank search length parameter controls the size of the region adjacent to the repeat stretch in 

which flanking sequence alignment occurs. It is a number that specifies the number of bases that 

extends from the outermost repeat stretch. Increasing this value allows the alignment to occur over 

a longer stretch on the sequence.  

To find the best flank search lengths, Fragsifier was ran on the testing , with the flank search range 

value ranging from 8 to 29 bp. The results are shown in Figure 2.5. 
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Figure 2.5: The number of locus and allele sequence prediction not matching the 1260 targets, using flank search length 
values from 8 to 29 bp. 

The results show that by adjusting the flank search range the flanking sequences could be properly 

aligned. From the flank search length of 22 onwards, the predictions of flanking sequences and the 

extracted sequences were consistent with the reference datasets. This suggest that Fragsifier 

requires a minimum of 26 bases (22 extending outwards and 4 inwards from the outermost repeat) 

for correct alignment of the flanking sequences. This contrasts with the many tools in which no 

limited boundaries are specified for flanking sequence identification such as STRait Razor (King et al., 

2017) and TSSV (Anvar et al., 2014). 

2.3.6 Improvements to the algorithm 

In addition to the change in the models used for sequence classification as described above, 

additional changes were made to the algorithm to improve performance: 

• In repeat stretch detection, the rotation of the repeat motif into alphabetical order has 

become redundant as the repeat keys were no longer used as features, and so is no longer 

performed.  

• Instead of repeating the procedure of generating the STR substring, converting it to k-mers 

and encoding the k-mers into class labels for each enumerated STR, the query string is 

converted into k-mers and encoded into class labels so that the encoded form of each 

sequence can simply be retrieved from the pre-converted sequences. This way, the k-mer 

conversion and encoding are only performed once, saving computation. 
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• Sequence classification is now performed in bulk instead of individually, and the models now 

generate probability values in addition to the locus prediction so that low-probability 

sequence predictions may be filtered if wished.  

• An allele number calculation function was also added. Based on the length-to-allele rules of 

the STRait Razor locus config file, it produces the allele number for the proposed STR 

sequences. 

• During alignment, since the flanking regions of the query sequence may be truncated 

(unlikely in targeted amplicon libraries), the percentage of the flanking regions available for 

alignment of reference locus flanking sequences are recorded and used to calculate an 

‘effective flank score’, which is the flank score multiplied by the percentage of the flanking 

sequences that mapped to the reference flanking sequence. This effective flank score is 

another threshold parameter definable by the user. 

• Fragsifier main functionality was wrapped in a script, enabling the user to process whole 

FASTQ files by executing the script from the console. An added option was included to allow 

multi-core processing. 

2.3.7 Parameter optimization 

Following the changes in the algorithm, the parameters of Fragsifier were adjusted before validating 

on test sequences. The parameters believed to have the most effect on extraction accuracy were the 

minimum flank score, minimum percent aligned score, minimum effective flank score, and the 

minimum sequence score, and in this Section, different values were tested to find the optimal 

settings: 

• The minimum flank score is the minimum alignment score below which the proposed STR is 

discarded. This value defaults to 0 before parameter optimization which allows one flanking 

sequence to be missing. Ideally it should be set at 2 so that at least 2 bases of one flanking 

sequence is found. 

• The minimum percent aligned value is the minimum percentage of overlap that each 

flanking sequence must have when aligned to the query sequence. This value defaults to 0.8 

before parameter optimization. This threshold, like the minimum flank score, acts on the 

flanking sequences but uses an alignment percentage value instead of the alignment score. 

Ideally it should be set at 0.2 to ensure that 20% of the reference flanking sequences align to 

the target flanking sequence. 

• The minimum effective flank score is calculated by the flank score multiplied by the 

percentage of the flanking sequences that mapped to the reference flanking sequence, 
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serving to normalize the score by the length of the flanking sequence. This value defaults to 

18 before parameter optimization which allows one flanking sequence to be missing, but 

preliminary runs at the default value of 18 suggested that it may be too high, so the values 

to test would be: 18, 15, 12, 10, 8. 

• The minimum sequence score is the minimum probability score for the locus prediction 

returned by the sequence classifier. This value defaults to 0.8 before parameter 

optimization, and so the values to test would be: 0.5, 0.7, 0.8, 0.9. 

With a script, the test data was generated by sampling 10 reads from each locus from a GE dataset. 

There were 60 unique loci in the source dataset so consequently the test dataset contained 600 

reads. Another test dataset was generated from another GE dataset produced from another 

sequencing run that contain novel individuals not been used as training data for the Fragsifier 

algorithm. The different combinations of parameters were enumerated and written to a bash script 

that would execute Fragsifier over all the parameter combinations. During comparison, the 

sequence, locus label and orientation must all match that of the target reference to be considered 

correct. The results are shown in Figure 2.6. 

 

 

Figure 2.6: Grid search results of min effective flank score (‘mefs’) and min sequence score (‘mss’) for test file 56399 (left) 
and 7408 (right). The values show the number of reads out of 600 that were extracted correctly for each combination of 
parameters of Fragsifier. 

From the combinations tested, the number of correct allele extractions were similar, with the 

number of extractions for each combination falling within a few reads. Setting the minimum 
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effective flank score to 12 and the minimum sequence score to approximately 0.8 results in a good 

number of alleles extracted. Setting the minimum effective flank score threshold to 15 and 18 led to 

a decrease in the number of alleles extracted, likely due to variations in the flanking sequences. 

Sequence score has less impact on accuracy, possibly because sequence prediction readily generates 

predictions at high confidence.  

Thus, the optimal parameters found were: 

• Min flank score: 2 

• Min percent aligned: 20%. 

• Min effective flank score: 12 

• Min sequence score: 0.8 

2.3.8 Validation on STRseq data 

After adjusting the flank search range, Fragsifier was tested on a separate STR dataset that was 

available online. Data from the STRSeq project (Gettings et al., 2017) were used to test the Fragsifier 

algorithm (see Section 2.2.2). The STRSeq sequences were retrieved in from GenBank (Clark et al., 

2016) as a FASTA file, and the STR sequences were extracted. For each sequence, Fragsifier was used 

to predict the locus.  

As Fragsifier processes each sequence individually, the prediction results of each sequence are easily 

traced back to the original input sequence, so that the results may be examined with the original 

sequence. 

Using the optimal parameters found in Section 2.3.7, 876 loci labels predictions matched the target 

labels out of 1145 total sequences, a success rate of approximately 76%. The success rate would be 

99% if the SE33 sequences were removed from the assessment. 

Table 2.9: Locus prediction results on the STRseq sequences that did not match the target 

Predicted label Target label Counts 

SE33 No known STRs found 216 

SE33 DYS385 48 

D8S1179 No known STRs found 1 

D9S1122 No known STRs found 1 

D4S2408 No known STRs found 1 

TPOX No known STRs found 2 

 
As genuine SE33 sequences do not exist in the training dataset (SE33 is not in the ForenSeq™ panel 

B), SE33 sequences were either not detected or detected as DYS385 alleles, possibly due to having a 

similar repeat motif to DYS385. This mislabelling only occurs when using the DYS385 flanking 

sequence sequences defined in the original locus configuration file, ‘locus.config’ (refer to Section 
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2.2.3.2 for information on locus files), but not with the version of the flanking sequences from the 

‘ForenSeqv1.2.config’ file, suggesting that the latter pair of flanking sequences is more specific to the 

STR. 

Other than the SE33 sequences, 5 sequences were undetected due to extreme truncation of the 

reads, observable from the decision tables (Table 2.10). For example, in the D8S1179 sequence (in 

Table 2.9) the flanking sequences only aligned in part, causing the total minimum effective flank 

score to fall below the threshold value of 12 and consequently the sequence was dismissed. 

Although this was observed in the STRSeq dataset, as the authors shortened the sequences to avoid 

including primer regions in the GenBank records, truncated reads are unlikely to be found in routine 

forensic sequencing runs because the design of the amplicons ensures that the alleles are encased 

within PCR and sequencing adapter sequences. 

Table 2.10: Decision table showing the possible STRs on a read which in truth contains D8S1179. Each row shows the 
alignment and sequence classification scores of a possible locus. 

Target 
label 

Best pair of flanking 
sequences  

Percent alignment target available  
(left flanking sequence, right 

flanking sequence) 

Effective flank 
score 

Sequence 
classification  

D8S1179 D8S1179:R (0.33, 0.66) 5.0  D8S1179:R 

D9S1122 D9S1122:F (2.08, 0.75) 10.833333 D9S1122:F 

D4S2408 D4S2408:F (1.25, 0.91) 10.045455 D4S2408:F 

TPOX TPOX:F (0.33, 0.75) 6.0 TPOX:F 

TPOX D13S317:F (0.33, 1.08) 5.833333 TPOX:F 

 
Out of the 876 loci labels, 873 of these were assigned allele numbers that matched the target (Table 

2.11), while 3 did not as they were excised from the read with a single base difference. This was due 

to the difference in the approximate match and alignment algorithm used by STRait Razor and 

Fragsifier respectively, specifically, while the approximate match will always trim a length of 12bp for 

a 12bp flanking sequence, the alignment approach accommodates insertions and deletions that 

manifests as gaps in the flanking sequence, and the STR sequence is excised at the end of the 

flanking sequence regardless if a gap is present in the flanking sequence that had offset the bases. 

Table 2.11: Counts for allele number designations that did not match the target 

Predicted allele Target allele Counts 

PENTAD:13.4 PENTAD:14 1 

D7S820:10.3 D7S820:11 1 

D7S820:8.1 D7S820:8 1 

 

2.4 Refinement: Fragsifier mark 2 

One major issue with the Fragsifier was the speed. One FASTQ file may take up to 40 minutes to 

process even on restrictive settings, and a single sequencing run would take a day. This make the 

algorithm impractical for use. As a result, the Fragsifier algorithm was refined. Inefficient code was 
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optimized, and wherever possible, replaced with optimized code from available Libraries. In time, 

the tool comparison dataset has become available and so it was used for validation of the refined 

code.  

2.4.1 Refined algorithm 

First, the algorithm scans for repeat regions and locates the longest repeat stretches on the read. 

Repeats are found by counting consecutive k-mers of 3-6 bases. The motif must repeat twice in 

tandem to be considered as a repeat stretch, and there is no upper limit to the number of repeats in 

a repeat stretch. By default, the three longest stretches on the read are examined, but this value can 

be altered by the user. These repeat stretches are assumed to be the core of the STR. Since an STR 

may contain more than one repeat stretch, as in the case of complex STRs, combinations of repeat 

stretches are also considered. The algorithm finds all combinations of repeat stretches to form a list 

of possible STR sequences that contains at least one of the identified repeat stretches (Figure 2.7). 

The default threshold allows up to 11 repeat stretches to be present in a possible STR, but this 

variable can be user defined. Since possible STRs are defined based on the locations of repeat 

stretches, the entire subsequence between the leftmost and rightmost repeats stretches, including 

interspersed non-repeat sequences, are treated and evaluated as a single STR. 

AGTC [AGAT]10 GGA[TCTA]2 [ACT]3 ATGCA 
 

POSSIBLE STRS: 

[AGAT]10 GGA[TCTA]2 [ACT]3 
[AGAT]10 GGA[TCTA]2 

[TCTA]2 [ACT]3 

[AGAT]10 
[TCTA]2 
[ACT]3 

 

Figure 2.7: Schematic of possible STRs enumerated from a read containing multiple repeat stretches. As only the possible 
STRs in rows 1, 2, and 4 contain the identified repeat stretch (when only one repeat stretch is examined) the rest are 
discarded. 

For each possible STR, a random forest prediction model (described in Section 2.4.2) is used to 

classify the repeat and flanking regions (Figure 2.8), producing a locus prediction and prediction 

probability score.  

After a possible STR has been classified as originating from a particular locus, the known STR flanking 

sequences for that locus are retrieved and aligned to the boundaries (blue boxes in Figure 2.8) using 

the pairwise2 localms algorithm from Biopython (Cock, Antao, et al., 2009). This locates the exact 

boundaries of the STR and generates an alignment score, which serves as a confidence measure of 

the locus prediction. The flanking sequences used for the alignment come from the locus.config file 
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of STRait Razor v2s (King et al., 2017). By default, the alignment region extends 30 bases from the 

outermost repeat stretches and 4 bases inward into the repeat.  

 

Figure 2.8: Evaluation of a possible STR. In this example, the sequence classifier predicts TH01 from the repeat region and 
several bases of the flanking region (middle and outside boxes respectively). The TH01 reference flanking sequences are 
then aligned in the flanking regions to locate the STR boundaries. 

After the above process is completed for each possible STR detected on the read, the flanking 

sequence alignment scores and probability scores produced by the sequence classifier are organized 

into a decision table (Table 2.12) and filtering is performed to remove sequences with poor 

alignment and sequence classification scores.  

Table 2.12: Example decision table for a TPOX read. 

 Sequence classification results Flanking sequence alignment results 

Proposed STR Predicted locus Probability Score 

1 TPOX:F 0.998 24.0 

2 TPOX:F 0.524 16.0 

3 TPOX:F 0.603 17.0 

 
Following filtering, a few possible STRs may remain. These are ranked by alignment score then by 

sequence prediction score, and the highest-scoring sequence for each locus is considered an STR and 

is extracted by the algorithm (row 1 in Table 2.12). 

2.4.2 Sequence classification model 

The sequence classifier is a random forest model from the Scikit-learn library (Pedregosa & 

Varoquaux, 2011) using Python version 3.6 (Rossum & Drake, 1995). The model was trained on 7-

mers of STR sequences belonging to each locus.  

The STR sequences used as training data (described in Section 2.2.3) were extracted from the Read 1 

(R1) FASTQ files from the training dataset using STRait Razor v2s (King et al., 2017). The STRait Razor 

v2s intermediate files were used instead of the final output of STRait Razor v2s so that the 

untrimmed reads and their flanking sequence boundaries could be processed separately into a 
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dataset. 20 sequences from each locus were collected (by sampling without replacement) from each 

FASTQ file. Loci from individual FASTQ files with less than 20 extracted reads were not sampled. 

To include more examples of STR variation, allele sequences from the STRait Razor v2s workbook 

were added to the dataset. Negative training examples, used to train the model what is not an STR, 

were acquired by extracting trailing noise sequences in the R1 FASTQ files of the training dataset. 

These trailing sequences are found at the end of the amplicons following the i7 adapter sequence 

(Illumina Inc, 2018) and thus unlikely to contain STRs. 

In data pre-processing prior to model building, 300 reads were sampled with replacement from each 

STR locus and the flanking regions trimmed based on the boundary information established by 

STRait Razor v2s. By default, trimming removes 25 bases extending from the boundary, but this 

value can be changed in Fragsifier to alter the amount of flanking sequence information used by the 

sequence classifier to recognize the STR locus. The sequence dataset is augmented (that is, variation 

is added) by adding examples of training sequence with the flanking sequences removed to different 

degrees. The reverse complement counterpart of each sequence was generated and added to the 

dataset, as well as the negative training sequences representing “non-STRs”.  

After the training dataset is processed, the sequences are broken down into overlapping k-mers of 7 

bases and used to train a random forest model. 5-fold cross validation was used to establish that the 

optimal number of trees for the random forest out of 1, 3, 5, 10, 30, 40, and 60-tree forests. A 30-

tree forest (with mean accuracy of 0.99, standard deviation of approx. 0.003) was chosen to be used 

as prediction accuracy gains diminishes after 30 trees, while costing much more time to train and 

make a prediction (a 40-tree forest cost twice the amount of time compared to a 30-tree forest). By 

using overlapping fragments as features, a degree of sequential information is retained within each 

k-mer. 

2.4.3 Tool comparison 

Fragsifier and two closely related tools (STRait Razor v2s (King et al., 2017) and STRait Razor v3 

(Woerner et al., 2017a)) were used to extract allele sequence from the tool comparison dataset’s R1 

FASTQ files to test concordance (dataset described in Section 2.2.3). As STRait Razor v2s has two 

different configuration files containing the STR reference flanking sequence, the locus.config and the 

Forenseqv1.2.config files, this tool was run twice so that the performance of the configuration files 

could be evaluated.  

The two configuration files mainly differ in the distance between the flanking sequence pairs. The 

ForenSeq™ optimized configuration file has the flanking sequences further apart, increasing the 
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number of bases between the flanking sequence and the STR repeat stretches. Allele sequences 

extracted by the ForenSeq™ Universal Analysis Software (UAS) (secondary analysis module version 

1.2.16173) were also retrieved and processed with a Python script to create a .csv file. All tools were 

run with default thresholds and allele designations were assigned by the tools. The tools are 

abbreviated as FSV (Fragsifier), SRv2s_OG (STRait Razor v2s using the locus.config file), SRv2s_FS 

(STRait Razor with the ForenSeqv1.2.config file), SRv3_FS (STRait Razor v3 with the 

ForenSeqv1.2.config file), and UAS (Universal Analysis Software). 

The result files from the above tools were converted into a standardised input format for allele 

calling with an ad-hoc allele calling Python script which identifies the alleles based on several rules as 

follows (detailed description in Chapter 4). The total number of reads for the locus must be greater 

than ten, each allele must have more than one read, a second allele is determined by having at least 

20% of the read count as the sequence with the highest read count, and a stutter sequence is 

defined as one repeat motif shorter than another sequence and below 15% of the parent allele’s 

read count. The allele caller produces output files with details of the alleles called for each locus, the 

allele sequence, number of forward/reverse reads and the sequence length. 

Following allele calling, a Python script was used to combine the allele call results of the different 

tools into a comparison file, one for each sample. Comparison files were only generated for samples 

where results from all evaluated tools were available. The various tools were compared to CE allele 

calls.  

Alleles detected by at least one tool were used for comparison, and alleles that could not be 

detected by any tool were considered dropouts and excluded from the comparison. Note here the 

term dropout is used to refer to expected alleles not found in the data. For loci with CE results, the 

CE-typed alleles were used as the reference; for non-CE-typed loci the allele calls were compared by 

the mutual concordance between the tools. In Chapter 4, more detailed analysis of the output and 

comparison between these tools are made. 

The workstation used for analysis contained an Intel 8700K CPU and 48 GB of DDR3 RAM.  

2.4.4 Validation Results 

The number of extracted allele reads may impact the downstream allele calling. Comparing at the 

common loci typed by CE and all tools, FSV extracted the highest average allele reads 

(Supplementary Table 2.1). For the 769 CE-typed alleles from 20 single-source samples that were 

applicable for comparison, all were correctly identified by all tools except for a small number of 

dropouts at the loci DYS392, DYS570, DYS460, DYS576 (Table 2.13). Of note, no CE-typed alleles from 



 

55 
 

autosomal loci were missing. Dropout was caused by an insufficient number of extracted reads to 

reach the 10 read threshold, observed with the tools that tend to extract one or two less reads than 

the others.  

There were several CE alleles that none of the tools have typed (Supplementary Table 2.2); most of 

these alleles belong to the SE33, DYS393, DYS449, DYS458, DYS518, DYS627, and D5S818 loci. The 

ForenSeq™ Primer Mix B amplifies and sequences DXS10148, DXS8377, DYS456 and SE33, but the 

UAS does not report the results for these loci as the performance of these has been shown to be 

suboptimal (Churchill et al., 2016). Accordingly, loci DYS393, DYS449, DYS456, DYS458, DYS518, SE33 

are not analysed by the ForenSeqv1.2.config file. As the flanking sequences for these loci were 

present in the locus.config file, their appearance in SRv2s_OG and Fragsifier’s extraction results 

show that the primers may still be present in the primer mixture. 

Tools using the locus.config file consistently extracted more reads per allele from the FASTQ files. 

Based on the comparable loci, FSV extracts 1631 reads per allele on average; SRv2s_OG 1628 reads 

per allele; UAS 1588 reads per allele; SRv2s_FS 1519 reads per allele; and SRv3_FS 1518 reads per 

allele. 

Table 2.13: Number of CE-typed alleles missed by Fragsifier (FSV), STRait Razor v2s with original and ForenSeq™ 
configuration files (SRv2s_OG, SRv2s_FS), ForenSeq™ Universal Analysis system (UAS), STRait Razor v3 (SRv3_FS). CE alleles 
that were not typed across all tools are excluded (see Supplementary Table 2.2). 

Locus 
Number of alleles  

typed by CE with at least one 
observation by one tool 

FSV SRv2s_OG UAS SRv3_FS SRv2s_FS 
Total alleles 

missed  
across tools 

DYS392 9 0 1 2 1 1 5 

DYS460 9 0 0 0 1 1 2 

DYS570 15 0 0 1 1 1 3 

DYS576 16 0 0 1 0 0 1 

  
Due to the longer distance between the two flanking sequences of the ForenSeqv1.2.config file, any 

SNPs in the extended regions will cause the STR to be typed as separate alleles. This was observed in 

one D7S820 locus where two same-length alleles were typed by tools using the ForenSeqv1.2.config 

file instead of one allele with using the locus.config file. 

Out of the loci specific to CE and locus.config file (DYS458, DYS518, SE33, DYS456, DYS449, and 

DYS393), only the DYS456 locus was correctly typed by Fragsifier and SRv2s_OG. Both tools were 

able to detect SE33 alleles, but the allele number typed was not concordant with the CE results: For 

example, an allele 37.1 was typed with both tools for a SE33 locus but the CE-typed alleles were 11.2 

and 22. 

For the allele calls with no CE results, 26 loci were mutually concordant between the five tools across 

all samples, while 10 loci contained discordant results (Table 2.14). These discordant results had 
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different causes including dropout, not detectable by specific tools or flanking sequence 

configuration files, and differences in allele number designation between tools. 

Table 2.14: Number of Non-CE typed alleles with mutually discordant allele calls between Fragsifier (FSV), STRait Razor v2s 
with original and ForenSeq™ configuration files (SRv2s_OG, SRv2s_FS), ForenSeq™ Universal Analysis system (UAS), STRait 
Razor v3 (SRv3_FS). 

Locus 
Number of 

alleles 

Number of  
mutually discordant loci 

calls 

Cause of discordant loci calls  
between tools 

D22S1045 14 1 Dropout when using FS configuration file 

PENTAE 17 3 Dropout when using FS configuration file 

DYS505 16 4 
SRv2s_OG detects a different allele from the rest (14 

instead of 17) 

DYS461 8 8 Alleles not detected by UAS 

DXS10148 17 17 Alleles not detected when using FS configuration file 

DXS7423 19 19 Alleles not detected when using SRv2s_OG 

DXS8377 28 28 
Alleles not detected by UAS and when using FS 

configuration file 

DYS612 28 28 FS allele number different to UAS and OG (+6) 

DXS10074 34 34 OG allele number different to FS and UAS (+2) 

 
There are allele nomenclature differences for some loci between the two locus configuration files. 

For example, the allele numbers for DXS10074 reported as being two repeats larger when the 

locus.config file was used compared to UAS and the ForenSeqv1.2.config file, and in the DYS612 

locus the ForenSeqv1.2.config file assigns allele numbers that are six repeats larger compared with 

the UAS and the tools that use the locus.config file.  

Some discordant allele calls were tool specific. While using the same reference flanking sequences, 

SRv2s_OG detected no alleles for DXS7423 while Fragsifier detected all of them, producing allele 

numbers concordant with UAS, SRv2s_FS and SRv3_FS. SRv2s_OG also typed one DYS505 allele 

shorter than all other tools, 14 instead of 17.  

2.5 Discussion 

The results of this study show the efficacy of Fragsifier, which combines the strengths of STRait 

Razor’s flanking sequence database and its tolerance to repeat structure with LobSTR’s STR 

detection based on repeat stretches. I showed that Fragsifier was able to detect allele sequences 

that were missed by other tools.  This is because it does not rely solely on flanking sequence, but 

uses two separate mechanisms to generate independent locus predictions, viewing both the STR 

flanking sequences and repeats as primary identifying features, instead of relying primarily on the 

flanking sequence and using the repeats as ancillary information.  

This use of two primary features is a more comprehensive approach to identifying STRs, which 

allows the algorithm to be more specific, this is alluded to in the differing approaches of recent tool 

developments. LobSTR (Gymrek et al., 2012) detects potential STRs by the presence of repeats; it 
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first detects areas of repeats and determines repeat unit, then aligns the flanking regions to a 

reference sequence to reveal the identity and the repeat length. Conversely, TSSV (Anvar et al., 

2014), detects potential STRs by best scoring flanking sequence matches. It aligns a pair of flanking 

sequences to a read, extracts the region between them and checks it against an established STR rule 

to determine if it is a known or new allele. This supports the belief that the presence of STRs should 

be detected primarily by repeat stretches, and their identity verified afterwards by flanking 

sequences. 

For short reads containing STR amplicons, identifying the sequence prior to alignment is more 

computationally economical at large scales as opposed to identifying STR sequence using only 

alignment. For example, with identification by flanking sequence alignment of a 20 loci assay, 20 

alignments must be performed for each read, this means for 1000-reads, 20,000 alignment 

computations would be performed. Adding an extra locus to the assay would require 1000 

additional alignments. However, by first predicting the locus of potential STRs, only one alignment 

would be required for each sequence. Rather than scanning the entire read for the many flanking 

sequences, Fragsifier detects areas likely to be STRs and then narrows in to the area to uncover a 

possible STR, this guides the algorithm to the regions likely to contain the flanking sequences.  

Increasing the length of the reference flanking sequence increases the specificity and better 

describes the STR, whilst placing the sequence classifier before the flanking sequence alignment 

reduces reliance on the flanking sequences. Variations in the flanking sequence, to which flanking 

alignment is more sensitive, can be overlooked during sequence classification, which uses more 

information to identify each locus in a holistic manner. 

Supervised learning is a task of associating specific inputs to specific outputs, performed by giving a 

machine learning model many sets of feature values (inputs e.g., sequence fragments) and their 

corresponding labels (outputs e.g., locus labels). The model then finds the most relevant collection 

of features associated with each label, so that when a novel collection of feature values is later given 

to the model it can estimate the label using the rules it has established. 

Fragsifier uses a supervised machine learning approach on the k-mers of STR sequences to identify 

the likely locus of a possible STR sequence. Some of these were weak features that exist in other 

STRs and do not help classification while other features are distinctive attributes, such as the 

incomplete TCA between the TCTA stretches in D21S11, and the penta-T, TTTTTCT in FGA. The task 

of finding these distinctive attributes was automatically performed by the machine learning 

algorithm. 
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Before settling on the random forest model, logistic regression and decision trees were explored as 

alternative models. Compared to the random forest method, the logistic regression model produced 

less obvious differences in sequence classifier probabilities between the overlapping possible STRs, 

making it difficult to resolve loci such as DYS460 and DYS461 which are on the same read (White et 

al., 1999). Decision trees, which are the individual components of random forests, were too sensitive 

and tended to overfit to the data to the degree of learning the specific number of repeats of the 

training sequences. In one case, where one repeat was removed from a TH01 test sequence, the STR 

was no longer recognized. With the random forest model, the decision boundary was more relaxed 

while still being sensitive to the overall repeat units in the STR. 

During preprocessing of the training data 25 bases were trimmed from the detected STR read. The 

rationale was to include some of the flanking sequence into the training sequence as information for 

classification, as the flanking regions tend to be more characteristic than the repeat stretches. If no 

flanking sequence was included with the STR, the trained classifier would be unable to distinguish 

STRs that share the same repeat motif. 

In the creation of the training data where STRait Razor v2s was used to find STR-containing reads, 

some DYS385 alleles were detected on SE33 reads when using the locus.config file due to the loci 

containing the same repeat motif and the reference flanking sequence having a similar sequence to 

the repeat motif. For example, the right flanking sequence of SE33 is CTTTCTAACTCT, which is similar 

to that of DYS385 TCTTTCTCTTTCCT, and both share CTTT as the major repeat motif. The flanking 

sequences in the Forenseqv1.2 were less similar to the repeat stretch, so both the flanking 

sequences contained in the locus.config and Forenseqv1.2.config files were used to identify training 

reads more confidently. The sequence classification and flanking sequence alignment in Fragsifier 

serve as two mechanisms to reduce false positive results. The locus prediction itself removes the 

possibility of any other loci results being generated for one possible STR, and the prediction 

probability and flanking sequence alignment scores further scrutinize the identity of the possible 

STR. 

Fragsifier supports multi-core processing from the command line. On a 6-core system, Fragsifier 

processes a FASTQ file in approximately 2-5 minutes at 300-500 reads per second. Opportunities for 

improvement include reconciliation between the allele nomenclature inconsistencies between some 

loci across the flanking sequence reference files, improvement of sequence classification predictions 

with more training sequences, and optimization of code for processing speed.  
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2.6 Conclusions 

Fragsifier is a pioneering example of the application of machine learning to STR recognition and 

extraction. The tool produced results consistent with similar existing tools and CE-concordant 

genotypes when allele called.  

In its current state, Fragsifier does not extract Amelogenin and SNPs, but can be used as part of a 

pipeline to specifically extract STR sequences. The data  and training of the sequence classifier is 

readily scripted, allowing the analyst to experiment with different thresholds, datasets and loci of 

interest, and different machine learning models. The program is available on Github 

(https://github.com/alexyyl/FSV-Fragsifier).  

  

https://github.com/alexyyl/FSV-Fragsifier
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Chapter 3  

Convolutional neural network 
classification of ForenSeq™ FGx reads 
Sequence classification with convolutional neural networks 

 

 

 

3.1 Introduction 

After the successful application of machine learning methods to sequence classification in Chapter 2, 

I encountered a potentially more powerful type of machine learning model called convolutional 

neural networks (or CNNs).  

The popular approach taken to detecting STRs in sequencing reads is by aligning reference STR 

flanking sequences onto sequence reads (Y. Y. Liu & Harbison, 2018). Since the review of STR 

extraction tools in Chapter 1, there have been several new tools developed that detect STRs using 

known flanking regions (Ganschow et al., 2018; Jønck et al., 2020; D. Wang et al., 2020).  

In Chapter 2, a random forest classification model was introduced as an STR sequence model to 

validate the sequence extracted by flanking sequence alignment (Y. Y. Liu et al., 2020). The sequence 

model was trained to recognize STR sequences by locus-characterizing 7-mers (i.e., fragments 7 base 

pairs long). While 7-mers capture a degree of sequence information, they are treated as discrete 

features by the machine learning model and their relative order or positioning are overlooked. As a 

result, any sequence containing a combination of the locus-characterizing 7-mers can potentially be 

misclassified as that specific locus.  

Convolutional neural networks (CNNs) are more advanced models capable of learning spatial 

patterns. They are a specialized type of neural network that are composed of two main components: 

convolution layers which find and extract spatial patterns in the input image; and classification layers 

which use the spatial patterns as features for classification. CNNs have been successful in image 

classification (Goodfellow et al., 2013; Simonyan & Zisserman, 2014) and text sequence classification 

(Y. Kim, 2014).  
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Although CNNs are mainly associated with images, I explore the possibility of using CNNs for STR 

identification by repurposing an existing CNN architecture as a STR sequence model, called the 

STRgazer model.  

In this Chapter, I trained the network to recognize primer mix B (Jäger et al., 2017) reads, which are 

ideal inputs for a CNN because of their uniform length of 351 bp. Compared to sequences of variable 

lengths, these reads can be converted to inputs for the network without adjustment of sequence 

length by adding or removing bases, preserving the original sequence information. With modern 

hardware and optimized software packages such as TensorFlow (Abadi et al., 2016) and Keras 

(Chollet, 2015), these complex models can be trained on a workstation.  

This Chapter describes the development of the STRgazer sequence extraction tool (which contains 

the STRgazer CNN model) in two phases: an initial design and prototyping phase (STRgazer mark 1) 

covering the choice of CNN architecture and its assembly into the STRgazer tool; and a refinement 

phase (STRgazer mark 2) covering improvements to the algorithm. At the end, the tool is compared 

to CE and other tools as a brief gauge of its performance.  

3.1.1 Neural Networks and CNNs 

A standard neural network is the feed-forward neural network, or multilayer perceptron, which is 

composed of stacked layers of processing units called neurons. Each neuron receives as input the 

combined output from previous neurons and produces an output signal to neurons in the next layer 

that is modulated by an activation function (Lecun et al., 2015). 

Similar to the long-term potentiation phenomenon of biological neurons involved in learning, the 

inputs from previous neurons are modified by weights so that more relevant signals are amplified 

while less relevant signals are reduced. During model training, these weights are adjusted so that the 

neurons consolidate on the most informative collection of its input signals. The layered organization 

of the neurons allows higher order, more complex features to be discovered in subsequent levels. 

During training, the input values are propagated towards the last layer with calculations occurring 

layer by layer, earning these networks the names ‘feed-forward network’ and the ‘multilayer 

perceptron’. The neurons adjust their weights using a training algorithm called back propagation, in 

which the output value of the network is compared with the target values, and the discrepancy 

between them are sent backwards through the network and used to increase or decrease the 

weights to reduce the discrepancy (Rumelhart et al., 1986).  

The neural network trains towards the end goal of minimizing a loss function, a mathematical 

function that calculates a value, or loss score, representing how well the network prediction matches 
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the correct outcome (which is known for the training data set). The loss score can be as simple as 

calculating the difference between the true value and predicted value. Some examples are the mean 

squared error (MSE, or L2 Loss), and mean absolute error (MAE, or L1 loss). 

A CNN introduces convolution layers which capture spatial information and patterns in the inputs 

(LeCun et al., 1999). The convolution layers are placed early in the network so that spatial features 

can be captured, and then the multilayer perceptron can be used as the final layer to find which 

spatial features correspond to the target label or value. The neurons in the convolution layers are 

called filters (or feature detectors), each learning a specific pattern and producing a feature map 

that shows where the patterns are located. The values in the feature map correspond to the 

strength of the match between the region and the pattern being detected by the filter.  

When using convolution layers, the features used for classification are found without the need to 

manually specify them. Each layer contains individual filters that find patterns in the previous layer, 

and by stacking multiple layers, patterns of increasing complexity are discovered by the network. 

Thus, the more layers the network has, or the ‘deeper’ it is (hence the name deep learning), the 

more capable it is in discovering complex spatial patterns. The trend towards using deeper networks 

is reflected in the of architectures used in the ImageNet Large Scale Visual Recognition Challenge 

(Russakovsky et al., 2015), such as the Inception-v3 (Szegedy et al., 2016), Resnet-50 (He et al., 

2015), SE-ResNet (Hu et al., 2018). 

This Chapter introduces a fair amount of neural network/deep learning vocabulary; an interactive 

glossary for these technical terms can be found at https://developers.google.com/machine-

learning/glossary. 

3.2 Methods 

3.2.1 Training data 

The training and testing (tool comparison) dataset described in Chapter 2, Section 2.2.3 was used to 

train and evaluate the convolution network model. For model training, the FASTQ files were 

preprocessed according to Chapter 2, Section 2.2.3.2. For testing of the full STRgazer sequence 

extraction tool, the FASTQ files of the testing dataset were used.  

For the model training data, since the model predicts one label for each sequence, sequences 

containing two STR or SNP loci are given a new composite label containing both loci names. For 

example, the reads labelled with DYS389I and DYS389II were given the new label of 

‘DYS389I+DYS389II’. These composite labels indicate the loci to be extracted by downstream 

https://developers.google.com/machine-learning/glossary
https://developers.google.com/machine-learning/glossary
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algorithms. There were 4 sets of these loci: rs12047255 and rs891700; rs755095 and rs914165; 

DYS460 and DYS461; DYS389I and DYS389II. 

Some loci tend to have very few reads, so to maintain class balance a maximum of 20 sequences 

were sampled without replacement from each locus in each FASTQ file. Sampling at low number of 

reads to maintain class balance. Also included in the training data are negative (‘Neg’ ) sequences, 

which are reads that do not contain any STRs found by STRait Razor v2s (King et al., 2017). Since 

some STR loci had low coverage in some samples, less reads were collected for them. The sampled 

sequences were then organized into a format containing the locus, the full read, and the forward-

reverse orientation (Figure 3.1). 

 

Figure 3.1: The training dataset formatted for preprocessing, containing locus, sequence, and orientation (column 2) 
information. 

3.2.2 Network architecture 

The STRgazer network predicts the locus and orientation for each query sequence, built in Python 

v3.6 with the Keras library v2.3.1 (Chollet, 2015) using Tensorflow v2.0.0 (Abadi et al., 2016) as the 

backend.  

The VGG network (Simonyan & Zisserman, 2014) was chosen as a base for the STRgazer network due 

to its simple structure and ease of implementation. Overall, the model structure consists of two 

blocks: a convolution block and a classification block. The convolution block is a stack of convolution 

layers that ultimately produce many spatial features (patterns), and the classification block is a stack 

of standard fully-connected layers (called ‘dense’ layers in Keras) that predicts the locus labels from 

the features found by the convolution block. The overall structure is given in Table 3.1 with further 

explanation below. 
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Table 3.1: Architecture schematic of the STRgazer network. 

STRgazer Architecture Constructor Scheme 

Category Layers/operations 

Input 
Input (351, 4) 

(length 351 string with 4 base channels) 

Convolution blocks 

Zero Padding 
Convolution 

Batch Normalization 
Zero Padding 
Convolution 

Batch Normalization 
Max Pooling 

Flattening Flattening 

Classification block 

Dense/Fully Connected 
Batch Normalization 

Dropout 
Dense/Fully Connected 

Batch Normalization 
Dropout 

Output Softmax 

 
Sequences are converted into a representation required for input into the network in a process 

called one-hot encoding, which converts each base into a vector with 1 in the position representing 

the base: for example, each ‘A’ base was encoded as [1,0,0,0], ‘T’ encoded as [0,1,0,0], and ‘N’ 

encoded as [0,0,0,0], thus, each sequence of 351 bases converts to a 351 by 4 matrix.  

The one-hot encoded DNA sequences (351x4 arrays) enter via the input layer (Figure 3.2) and pass 

through the stack of convolution layers. Instead of 2D convolutional layers used by the VGG model 

for images (which is 3D data containing width, height, and colour channels), STRgazer uses 1D 

convolutional layers for the DNA data (which is actually 2D data encoding base position and base 

character).  

 

Figure 3.2: Visualization of an encoded D12S391 sequence encoded for input into the network. Similar to punch cards, each 
base along the read (horizontal) is represented by a 1 in its specific location and 0 otherwise. 

Instead of using neurons that learn large patterns, the architecture of the VGG-16 network utilizes 

many layers of small filters to learn large patterns from the combination of smaller patterns, 

resulting in a smaller and simpler model required to achieve the same resolution.  

In the STRgazer network, each neuron in the first convolution layer learns to detect a 3-base pattern 

(kernel size 3) and produces a map of where the pattern is located on the read, called the ‘feature 

map’ (Figure 3.3, Figure 3.4). The feature maps are passed as the input to the next convolution layer 

where the neurons again find a 3-base pattern. At this point, the neurons are no longer learning 3-

base motifs, but the patterns of appearance of 3-base motifs across the read. 
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Figure 3.3: Feature maps of a D12S391 read produced by the first convolution layer. Each row is a feature map created by a 
neuron in the convolution layer, on which the locations of specific patterns learned by the neuron are marked. The regular-
interval, dashed pattern occurring at 250-300 bases are the repeating motifs in the STR repeat stretch. 

Analogous to how the first and last base is covered only once by sliding windows across a sequence, 

the feature maps shrink in size following each convolution operation. To keep feature maps the 

same length as before, zero padding layers are placed between pairs of convolution layers to add 

zeroes to the ends of the feature maps.  

At the end of each convolution block, max pooling is applied to further shrink the feature maps to 

decrease overfitting (LeCun et al., 1989; LeCun et al., 1998). Max pooling acts to condense the 

information of feature maps by using a sliding window of size 2 and incorporating only the larger 

value into the new feature map at each step. 

 

Figure 3.4: Feature map of an amelogenin read produced by the first convolution layer. Compared to Figure 3.3, no 
characteristic dashed pattern representing the repeating STR motifs are visible. 

Batch normalization (Ioffe & Szegedy, 2015) is also applied to all weighted layers (convolution and 

fully-connected layers). This adjusts the layer’s input values so that calculations can process more 

smoothly between layers. Using batch normalization improves gradient flow, reduces overfitting, 

and increases training speed. 

After the convolution blocks, a flattening layer turns the two-dimensional arrays/feature maps into a 

one-dimensional sequence of features for the classification block to classify.  

The classification block is a two-layer feed-forward network (multi-layer perceptron) with an output 

layer of class neurons that individually indicate the presence of a particular locus and orientation. 
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Dropout (Srivastava et al., 2014) is applied to each fully-connected layer in the classification block to 

reduce overfitting in the network. It works by randomly selecting neurons to disable during each 

pass in training, discouraging two or more neurons learning the same features.  

At the final layer of the classification block, a softmax function normalizes the signals from each class 

(locus-predicting) neurons of the previous layer into a probability distribution, and the ID of the class 

neuron with the highest probability is returned.  At the end of a single propagation, a vector 

containing the class neuron IDs is produced by the network to be translated into locus labels.  

3.2.3 Hardware 

While convolution operations are costly, modern graphics processing units (GPUs) speed up the task 

considerably. The project machine used was an Ubuntu 18.04 workstation with an i7-8700K @ 3.70 

GHz processor and 48GB RAM. A NVIDIA GeForce GTX 1080Ti graphics processor was installed to 

accelerate neural network computation. 

3.3 STRgazer prototype (mark 1) 

3.3.1 Preliminary training and testing of a prototype 

An initial model with two convolution blocks was built and tested to gauge the performance of the 

CNN sequence labelling approach. This experimental prototype contains only four convolution layers 

as opposed to the 13 used in the VGG-16 network (Simonyan & Zisserman, 2014), based on the 

rationale that one-dimensional sequences (2D data) that STRgazer network deals with are less 

complex than two-dimensional images (3D data) that the VGG-16 was designed for. Compared to 16 

total weighted layers (convolution and fully-connected layers), the STRgazer network has 6. 

Table 3.2: Configuration of STRgazer Prototype. Weight layers shown only. 

SG-00 STRgazer Prototype Configuration 

Category Layers/operations 

Input Input (351, 4) 

Convolution block 1 
Convolution (64 neurons) 
Convolution (64 neurons) 

Convolution block 2 
Convolution (128 neurons) 
Convolution (128 neurons) 

Flattening Flattening 

Classification block 
Dense/Fully Connected (256 neurons) 
Dense/Fully Connected (256 neurons) 

Output Softmax 

 
The training dataset consisting of 220 classes (loci) and approx. 250000 sequences was split 80/20 

for both the training and testing of the network. Note for this training the testing (tool comparison) 

dataset was not used. The experimental prototype model (Table 3.2) was trained for 12 epochs (an 

epoch is when the dataset is passed forward and backward through the neural network once) with a 
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batch size of 300 (300 sequences are passed through the network per pass). While training, 10 

percent of the data used to train the model (thus 8% of the training dataset) was used as validation 

data so that training progress could be monitored at each epoch. 

In each pass of the training data through the network during each training epoch, the percentage of 

correct predictions is called the training accuracy. With each pass of the validation data through the 

network after each training epoch is called the validation accuracy. During training these values are 

expected to increase as a result of the model being more accurate. Inversely, the training and 

validation loss is the measure of error, which tend to decrease with each epoch when the model 

improves and makes less errors. These values were recorded for plotting (Figure 3.5, Figure 3.6). 

 

Figure 3.5: Training and validation accuracy. Due to zero-
based indexing, epoch 0 is the first epoch. 

 

Figure 3.6: Training and validation loss. Due to zero-based 
indexing, epoch 0 is the first epoch. 

After the first epoch, there were no large improvements to the training and validation accuracy. 

Combined with the high validation accuracy after only the first training epoch, this suggests that one 

pass of the training data was sufficient to train the model after only the first training epoch.  

When the trained model was used to predict the labels of the testing data (the 20% of the training 

dataset), 96267 predicted labels matched the original label from dataset while 45 did not. This is an 

accuracy rate of around 0.99. 

3.3.2 Network architecture and parameter optimization 

After the initial testing of the prototype, grid search was used to test if architectures with different 

hyperparameters would perform better. Hyperparameters are the parameters set before the 

training process, such as the number of layers and the number of neurons in a layer. This technique 

works by testing different combinations of values and finding the combination that produces the 

best prediction of labels. The hyperparameters that were investigated include: the number of layers 

in the network, the number of neurons within the layers, and the dropout rate that is applied to the 

classification layers.  
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To test different architectures, a constructor function based on the architectural scheme of Table 3.1 

was used to build variants of the network according to given hyperparameter combinations. The grid 

search module from scikit-learn (Pedregosa & Varoquaux, 2011) was used to build the networks with 

different combination of the hyperparameters and generate an evaluation score for each model. By 

default, each model is trained and evaluated 3 times as cross validation. Several sets of architecture 

parameters were tested, differing in the number of convolution blocks; the number of neurons in 

each layer; and the rate of dropout for the dense layers. Apart from those parameters, all values 

remain unchanged. The network parameters and the 3-fold cross validation results are shown in 

Table 3.3. 

Table 3.3. Gridsearch results of network architecture hyperparameters and 3-fold cross validation results 

Network parameters 
3-fold cross validation 

results 

Neurons in convolution blocks 
(each number represents the number of neurons for 

both convolution layers in one block) 

Neurons in 
classification 

block 

Dropout value 
in 

classification 
block 

Validation 
accuracy 

Validation 
loss 

[16] 32 0.5 0.9983 0.000014 

[16] 32 0.2 0.9985 0.000058 

[16] 32 0.1 0.9984 0.000088 

[32] 64 0.5 0.9989 0.000082 

[32] 64 0.2 0.9989 0.000025 

[32] 64 0.1 0.9989 0.000074 

[64] 128 0.5 0.9987 0.000228 

[64] 128 0.2 0.9990 0.000116 

[64] 128 0.1 0.9991 0.000034 

[128] 256 0.5 0.9992 0.000098 

[128] 256 0.2 0.9992 0.000025 

[128] 256 0.1 0.9991 0.000109 

[16, 32] 64 0.5 0.9992 0.000013 

[16, 32] 64 0.2 0.9993 0.00009 

[16, 32] 64 0.1 0.9992 0.00005 

[32, 64] 128 0.5 0.9986 0.00081 

[32, 64] 128 0.2 0.9993 0.000069 

[32, 64] 128 0.1 0.999 0.000079 

[64, 128] 128 0.5 0.9992 0.000057 

[64, 128] 128 0.2 0.999 0.000028 

[64, 128] 128 0.1 0.9994 0.000059 

[64, 128] 256 0.5 0.9994 0.000008 

[64, 128] 256 0.2 0.9993 0.000079 

[64, 128] 256 0.1 0.9993 0.000064 

 
The results show that the best performing set of hyperparameters tested was the original prototype 

architecture as described in Section 3.3.1:  

• 2x64 convolution layers 

• 2x128 convolution layers 

• 2x256 dense/fully connected layers, with a dropout rate of 0.5 
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The validation scores were similar between the different sets of parameters but there was a 

noticeable increase in accuracy when more neurons or layers were used. 

3.3.3 STR extraction from labelled sequences 

In the STRgazer tool, STR sequences are extracted after the sequences are labelled by the STRgazer 

network. Since the prediction of loci labels lie upstream of allele sequence extraction, the accuracy 

of the STRgazer model is crucial to correct allele extraction. If the STRgazer model fails to provide a 

locus prediction, then no sequences will be extracted. 

The straightforward approach is to align the flanking sequences for the respective locus (loci) 

predicted for the sequence and retrieve the sequence between the flanking sequences as the allele 

sequence. 

Overall, the entire STR extraction workflow is shown below: 

1. The input file is first determined to be either a FASTQ file or a .txt file containing the 351 bp 

reads. Non-sequence information is removed from FASTQ files. 

2. A flanking sequence dictionary is created from the specified STRait Razor locus configuration 

file (King et al., 2017) to speed up the retrieval of flanking sequences during alignment 

3. The STRgazer model and locus encodings (used to translate the STRgazer numerical outputs 

to locus names) are loaded 

4. Reads are encoded into numerical format 

5. STRgazer model predicts the locus labels for each sequence 

6. The predicted labels, as numerical placeholders, are translated into the locus names. The 

predicted labels are written to a ‘.labels’ file in the original order. 

7. For each sequence, a sequence extraction module retrieves the left and right known flanking 

sequences (King et al., 2017) from the flanking sequences dictionary by the predicted locus, 

and aligns the flanking sequences onto the sequence 

8. The sequences between the flanking sequences are extracted. This is also written to a 

‘.extractions’ file, in the original order. This is the most time-consuming process of the 

algorithm so parallel processing can be enabled by the user to speed up the process. 

9. The extracted sequences are tallied, and allele numbers are calculated from the sequence 

lengths 

10. The tallied sequences are organized into a ‘.ckseqs’ file which serves as a format for input 

into the allele caller (described in Chapter 5). The information contained in this file are the 

locus name, allele sequence, forward orientation counts, reverse orientation counts, total 

reads counts, and the allele name. 
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In this Section, two sequence extraction options were tested: a plain local pairwise alignment 

algorithm, and the more complex Fragsifier algorithm described in Chapter 2, Section 2.3. STRgazer 

combined with local pairwise alignment for sequence extraction is abbreviated as ‘SG’, and STRgazer 

combined with the Fragsifier sequence extraction algorithm is abbreviated as ‘SGFSV’. 

Because the standalone Fragsifier tool does not deal with SNPs, the code was modified to perform 

sequence extraction by flanking sequence alignment whenever given a SNP read. Fragsifier uses the 

flanking sequence information recorded in the locus.config file. In addition, since the quality of the 

random forest sequence model produced by Fragsifier may differ every time it is created, a 

gridsearch step was added into the model building process so that several model parameters are 

tested to find the most accurate model for prediction. 

3.3.4 Validation setup 

The optimal STRgazer network obtained from gridsearch (Section 3.3.2) was paired with different 

sequence extraction options and the results they produced were compared. The different 

combinations were tested on FASTQ files of the testing (tool comparison) data described in (Section 

2.2.3.2). The sequence extraction options were: 

• Flanking sequence alignment with the locus.config file 

• Flanking sequence alignment with the Forenseqv1.2.config file 

• Fragsifier algorithm (From Chapter 2, Section 2.3) 

The ForenSeq™ Universal Analysis Software (UAS) extraction results were also included in the 

comparison. Allele sequences extracted by the UAS (secondary analysis module version 1.2.16173) 

were retrieved and processed into a .csv file.  

All tools were run with default thresholds and allele designations were assigned by the tools. The 

tools are abbreviated SG_OG (STRgazer using the locus.config file), SG_FS (STRgazer with the 

ForenSeqv1.2.config file, STRgazer with Fragsifier modification (SGFSV), and UAS (Universal Analysis 

Software).  

The tool results were converted into a standardised input format for allele calling using an allele 

caller for single-source samples (described in detail in Chapter 4). The allele caller produces output 

files with details of the alleles called for each locus, the allele sequence, number of forward/reverse 

reads and the sequence length. Following allele calling, the allele call results were combined into 

comparison files, one for each sample, and evaluated as previously described in Chapter 2, Section 

2.4.3. 
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3.3.5 Results 

Out of the four tools, STRgazer with Fragsifier (SGFSV) extracted the most CE-typed allele reads 

(Table 3.4). 

Table 3.4: Summary of total and average number of allele sequences extracted by each tool. Sorted by total extracted allele 
reads. 

Tool Locus file 
Total allele reads 

extracted 

Mean allele 
reads 

per locus 

Number of 
alleles missed 

STRgazer (SG_FS) ForenSeqv1.2.config 1381066 1487 14 

ForenSeq™ UAS 
(UAS) 

Proprietary algorithm 1442342 1553 3 

STRgazer (SG_OG) locus.config 1463575 1578 12 

STRgazer with 
Fragsifier (SGFSV) 

locus.config (STR extraction) 1483361 1590 0 

 
For the 782 CE-typed alleles from 20 single-source samples, all were correctly identified by all tools 

except for a small number of missing alleles at the DYS389II, DYS570, DYS460, DYS392, and DYS576 

loci due to low coverage. SGFSV has missed the least number of CE-typed alleles from autosomal 

loci, while SG_FS missed the most (Table 3.4). 

For SG_FS, DYS389II had zero extracted reads due to the STR sharing the same flanking sequences 

(the longer sequence being DYS389II and the shorter being DYS389I). Using alignment alone, the 

flanking sequence of DYS389II would align to DYS389I due to their identical sequence, and that 

DYS389I, nearer to the beginning of the read, produces the first optimal alignment. Tools that use 

the locus.config version of flanking sequences (such as SGFSV) does not have this problem since the 

flanking sequences for DYS389I and DYS389II were different. Other inconsistencies between allele 

calls described in Chapter 2, Section 2.4.4 was also observed, such as differences in allele number 

designation between tools. 

STR extraction tools can also extract non-allele sequences, which may be noise variants or false 

positive sequences that do not belong to the locus at all. Examining the average ratio of unique 

reads versus total locus reads between the three tools, SG_FS was found to have the highest ratio 

(Table 3.5). This means that a larger percentage of sequences extracted by SG_FS at each locus were 

not allele reads. For the UAS, this ratio was low since it does not include noise sequences in the 

report. Non-allele sequences in the results of STRgazer and Fragsifier are investigated in more detail 

in Chapter 4. 
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Table 3.5: The ratio of unique sequences divided by the total reads, averaged across loci 

Tool 
Mean unique 

sequences  
per locus 

Mean 
reads  

per locus 

Ratio of unique reads versus total 
locus reads 

ForenSeq™ UAS (UAS) 4 2879 0.001 

STRgazer with locus.config (SG_OG) 115 2922 0.039 

STRgazer with Fragsifier (SGFSV) 118 2711 0.043 

STRgazer with ForenSeqv1.2.config 
(SG_FS) 

200 2937 0.068 

   

3.4 Refinement: STRgazer mark 2 

The STRgazer tool was refined based on the testing results of the prototype and several features 

were added. The first being a system to generate training reads from alleles, the second being the 

use of sequence models to filter trimming results. 

To facilitate the use of other sequences for training instead of being restricted to ForenSeq™ reads, a 

method was developed to generate artificial 351 bp ForenSeq™ reads that can be used to train the 

model. This system includes an amplicon database containing example STR sequences, a sequence 

error mutation model to augment the sequences, and a trailing noise generator to generate the 

trailing noise that span the region between the end of the amplicon to the end of the read. 

This adapter approach allows STR sequences gathered from other sources (online databases, tool 

results, sequencers) to be used in training, providing access to alternative sources of sequence 

variations. Since many reads may share the same core STR allele information due to noise, it would 

take many reads sampled from the sequence data to train the model. This method of generating the 

reads from an amplicon database allows control over the number of reads added to the training 

dataset for each allele. It is also a more compact storage solution compared to storing full sequence 

reads. 

The second added feature was the addition of alignment thresholds and STR sequence models, 

based on the methods of Fragsifier, to check the trimming results. Since there were no sequence 

models to restrict the appearance of ‘outlier’ sequences in the STRgazer (mark 1) prototype, this 

step was incorporated in this version to enforce the quality of the extracted sequences. The models 

were used after the trimming step, not to inform trimming like in the Fragsifier algorithm.  

3.4.1 Amplicon database 

To collect examples of STR and SNP amplicon sequences for the amplicon database, the starting data 

for the amplicon database were FASTQ files from 13 individuals (6 male, 7 female) sequenced on the 

MiSeq FGx® using the Primer Mix B, as described in Chapter 2, Section 2.2.3. STR and SNP reads from 

the FASTQ files were labelled using a modified STRait Razor v2s, with the ForenSeqv1.2 configuration 
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file from STRait Razor v2s. STRait Razor v2s was modified to retain full reads instead of removing the 

flanking sequences 

After the locus-containing reads were collected, the adapter sequence was trimmed from each read 

to produce the amplicons. The trailing noise, by-products of the adapter trimming, were collected 

for the noise generation model discussed later.  

The labels assigned to each read were rechecked by comparing the extracted sequence’s length and 

main motif to known values described in the configuration file. Labels that failed to meet this 

requirement were removed.  

This resulted in a list of STR and SNP amplicons from each locus of each sample, which consisted of 

amplicons containing the allele sequences in original form, and allele sequences with sequencing 

errors. Since allele and stutter sequences tend to be more populous than sequences containing 

errors, only the highest-read sequences from each locus of each sample were collected as amplicon 

sequence examples for the amplicon database: the 4 highest-read amplicons from STR loci and the 2 

highest-read amplicons from SNP loci. With the exception of DYS389II, which has very long 

amplicons and low reads counts, a 10 read threshold was applied to further filter the sequences. 

3.4.2 Generative noise model 

Since most amplicons are shorter than the final length of 351 bp, the sequencer fills the remaining 

space positions with what could be called the ‘trailing noise’. A generative model was created to 

simulate this process, in order to generate the reconstituted reads from amplicons that were needed 

to train the STRgazer network.   

As the network learns classifying features from the entire read, it was important to generate unique 

trailing noise for each reconstituted read, so that none of these patterns occur too frequently and 

lead the model to associate these noise patterns with STR loci. In this study, it was assumed that the 

trailing noise was not locus dependent, and that the base frequencies for the trailing sequences do 

not differ for different loci. 

The noise generation model is a Markov chain (see e.g., (Gagniuc, 2017)) that predicts the next base 

contingent on the preceding 10 bases. Although the sequence of the trailing noise may not be truly 

random (such as specific loci having specific, characteristic trailing noise sequences), a general pan-

locus model was explored in this study. Trailing noise were collected from sequences containing an 

exact match for the R7 adapter sequence by extracting the sequence following the adapter 

sequence. Since the amplicon lengths were different across loci, the trailing noise lengths were also 

variable (Supplementary Figure 3.1). As longer sequences provide more continuous sequence 
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information, sequences that were at least 100 bp in length were collected to train the noise 

generation model. 

From the collection of sequences, count the number of times each unique 10-mer transitions to each 

of the bases (A,T,G,C), then from the total counts calculate the transition frequency (probability) 

from a 10-mer to each of the bases. 

An artificial noise sequence is created by extending an initial ‘AAAAAAAAAA’ anchor sequence. Since 

a poly-A stretch immediately follows the adapter sequence, a 10-base poly-A stretch was used as the 

starting anchor. A length of 10 was used as it was the shortest poly-A length shared among all the 

collected noise sequences (see Supplementary Figure 3.2). To extend, the transition frequencies is 

retrieved for the final 10 bases (the 10-mer) by random choice, weighted by the transition 

frequencies. 

Noise sequences 200 bases in lengths are generated and attached to amplicons (with the adapter 

sequence), and then the resulting sequences are trimmed to 351 bases to form the reconstituted (or 

simulated) ForenSeq™ reads. 

3.4.3 Sequence augmentation 

During model training, a portion of reconstituted reads were augmented by adding simulated 

sequencing errors. Since substitutions are more common in MiSeq® data (Quail et al., 2012; 

Schirmer et al., 2015), substitutions were added to sequences at a rate of one per 20 bases, while 

insertions and deletions were added at a rate of 1 per 100 bases. While real-world error rates (and 

the likelihood of the inserted, deleted, substituted base) may differ from these settings, this high 

substitution rate was meant to create a more chaotic training dataset covering more possible 

substitution variants. Stutter simulations, while ideal, were more complex and so were not 

considered in this work. 

Overall, these augmented reads served to reduce model overfitting, as the mutations reduce the 

reliance on particular regional patterns of the sequence for classification, and forces the model to 

learn other, sometimes less obvious, patterns in the sequences.  

The effect of sequence augmentation on model performance was assessed prior to training the final 

model. Reconstituted reads with simulated sequencing errors and sequences containing only noise 

and no amplicons were added to the reconstituted reads training data at different rates and used to 

train the network, then tested on the labelled sequences that were not used for the amplicon 

database. 
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3.4.4 STRgazer read labelling network 

The STRgazer network is a multilabel model based on the VGG-16 network (Simonyan & Zisserman, 

2014), built in Python v3.6 with the Keras library v2.3.1 (Chollet, 2015) using Tensorflow v2.0.0 

(Abadi et al., 2016) as the backend. 

The model is the same as described in Section 3.3.1 except for the replacement of the softmax 

output layer for an output layer of n class neurons (n = number of loci) with sigmoid activation. Each 

class neuron in the output layer uses a sigmoid function to produce a value between 0 and 1. A 

signal value larger than 0.5 was interpreted as the presence of a locus. At the end of a single 

propagation, a vector containing probabilities for each class is given by the network to be translated 

into locus labels.  

The STRgazer network was tested by 5-fold cross validation; the data was split into five groups of 3 

individuals, and each time, the model was trained on all STR and SNP sequences from 4 groups and 

label predictions were made on the fifth group. For each fold, the model was trained for 10 epochs 

(passed through the model 10 times) using a batch size of 300 (number of training sequences 

processed simultaneously). Prediction on the validation set was made at the end of each training 

epoch. 

3.4.5 Alignment threshold calibration 

Following read labelling with the STRgazer network, alignment was performed with the 

corresponding flanking sequences using STRait Razor v2s (King et al., 2017) to extract the allele 

sequences. Alignment of flanking sequences is performed with the pairwise2 localms (local 

alignment) algorithm from the python library, Biopython (Cock, Antao, et al., 2009). Alignment 

penalties are +1 for a match, -2 for mismatch, -2 for opening a gap, and -2 for extending a gap. 

At this step, the flanking sequence information of DYS389II was replaced with the alternative version 

from the STRait Razor v2s locus.config file, as the flanking sequences were identical for DYS389I and 

DYS389II in the ForenSeqv1.2 file except in different allele lengths. The resulting alignment scores 

were compared to a threshold to assess if the alignment target belonged to the target locus or were 

the result of mislabelling by the STRgazer network. 

To calculate what a good alignment score should be, each flanking sequence pair was aligned onto 

the amplicon sequence of the locus it belonged to, as well as amplicons from every other locus. This 

yielded a collection of alignment scores resulting from true-positive and false-positive situations. A 

machine-learning algorithm, Linear SVM from scikit-learn (Pedregosa & Varoquaux, 2011), was used 
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to calculate the boundary between the true-positive and false-positive scores for each locus. This 

way, alignment thresholds were calculated, specific to each specific flanking sequence pair. 

3.4.6 Allele sequence model 

An allele sequence model was used to check that sequences extracted with the flanking sequences 

contain components similar to known alleles. Described in detail in (Chapter 2, Section 2.3) allele 

sequences extracted from the amplicons using the flanking sequences were broken into overlapping 

7-mers and used to train a random forest classification model of 30 decision trees. This model can 

predict multiple labels given a sequence. 

3.4.7 STRgazer sequence extraction tool 

After 5-fold validation of the STRgazer network and assessment of sequence augmentation, a final 

model was trained using the full dataset and embedded into the STRgazer extraction tool. This tool 

performs the following sequence of procedures: 

• Reads are extracted from the FASTQ input file and one-hot encoded into 4x351 matrices for 

input into the STRgazer network 

• The STRgazer network predicts the locus labels 

• Flanking sequences corresponding to the labelled locus are used to extract allele sequences 

from the read 

• The alignment score is checked against locus-specific thresholds derived from known true-

positive alignments 

• The extracted sequence is checked using the allele sequence model 

• The extracted sequences are tallied and written to output files  

• An amplicon report is created that relates each allele sequence to the full amplicon 

sequence, as well as their locations in the original FASTQ file 

Following model training, the result files were processed following the methods described in 

Chapter 2, Section 2.4.3. The testing dataset is comprised of 6 proficiency test samples from 

Collaborative Testing Services (CTS) Inc. (Virginia, USA), 12 proficiency case type, and associated 

extraction control samples (32 samples in total, see Table 2.2).  

The tools that were compared were STRgazer (abv. SG), STRait Razor v2s with the 

ForenSeqv1.2.config file (abv. SRv2_FS) and STRait Razor v3 (Woerner et al., 2017a) with the 

ForenSeqv1.2.config file (abv. SRv3_FS). Capillary electrophoresis (CE) genotypes were obtained 

using AmpFLSTR™ Identifiler™ (Collins et al., 2004), GlobalFiler™ (Ludeman et al., 2018), and 

AmpFLSTR™ Yfiler™ Plus (Gopinath et al., 2016) PCR amplification kits (Thermo Fisher).  
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Outputs were converted into a standardised input format for allele calling with an ad-hoc allele 

calling script that used the following rules:  

• The total number of reads for the locus must be greater than 10 

• Each allele must have more than one read 

• A second allele was determined by having at least 20% of the read count as the sequence 

with the highest read count 

• A stutter sequence was defined as one repeat motif shorter than another sequence and 

below 15% of the parent allele’s read count.  

While the STRgazer network was trained on both STR and SNP sequences and predicts labels for 

both, the remainder of this work will focus on the STRs. This is because the biallelic SNPs in the 

ForenSeq™ kit are in a fixed location with little or no size variation, making their allele assignments 

more straightforward than STRs. 

3.5 Results 

3.5.1 Filtering statistics 

The assigned read labels were evaluated by checking if the sequences extracted using the 

corresponding flanking sequence matched descriptions recorded in the locus configuration files 

(containing known motif sequence and are of known allele lengths). This resulted in the removal of 

12196 false positive labels from a total of 1,167,711 reads (around one percent).  

After removing reads with false positive labels, there were 16097 unique amplicons. Further filtering 

by maximum allele count (the maximum number of detected alleles allowed on a read, set to 2) and 

the 10 read thresholds removed 3056 sequences (19 percent), resulting in 13041 amplicon examples 

for the amplicon database. While these sequences covered all the STRs with an average of 58 

sequences per locus, the number of sequences vary widely between loci, ranging from 6 unique 

sequences to 152 (Supplementary Table 3.5).  

The most underrepresented loci were the Y-STR loci. This could be expected given that Y-STRs 

typically only have a single allele per locus and the dataset used in this study contained limited 

number of male individuals. The three most underrepresented loci were DYS389II with 6 sequences, 

DYS533 with 18 sequences and DYS643 with 19 sequences. In addition to being a Y-STR locus, 

DYS389II was underrepresented due to its close relationship to DYS389I that caused it to co-exist on 

the same read. 
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3.5.2 Alignment threshold calibration 

The results for all loci show a discernible difference in the alignment scores when the flanking 

sequences align to the locus sequence, compared to when aligned to sequences of other loci (Figure 

3.7 and Supplementary Table 3.7).  

 

Figure 3.7: Mean alignment scores for each locus when aligned onto expected target sequences, aligned to sequences of 
non-target loci, and the decision boundary score calculated by the linear SVM algorithm represented on a box and whisker 
plot. 

The flanking sequences for PENTA D were the most specific for their target, producing a mean score 

of 37 when aligned to a PENTA D sequence, but a mean score of 10 when aligned to other 

sequences; a difference of 26. In comparison, the least specific STR flanking sequence belonged to 

the DXS10135 locus, generating a mean score of 24 when aligned to the target locus read, versus a 

mean score of 11 when aligned to other sequences; a difference of 13.  

There was good separation in alignment scores between true and false positive labelling for all loci. 

Linear SVM was able to calculate clear decision boundaries to determine if each flanking sequence 

pair was aligned to their target locus. These boundaries were collected to use as alignment score 

thresholds. 
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3.5.3 Effects of sequence augmentation 

Several sequence augmentation schemes of the training data were tested on a dataset sampled 

from locus labelled but unaugmented reads from the FASTQ files used to create the amplicon 

database (20 reads per locus per FASTQ). Their performance are shown in Table 3.6.  

Table 3.6: Effect of training data sequence augmentation on model accuracy, ordered by median locus prediction accuracy 
(median of class accuracy between loci). Table shows different sets of training data with different sequence augmentation 
configurations and the resulting model prediction accuracy. The training datasets parameters are the number of amplicons 
sampled with replacement per locus or the full database from the amplicon database that are converted into reconstituted 
reads (Amplicons sampled per locus), number of noise sequences added that are void of amplicons, number of augmented 
sequences added per amplicon, duplications of each amplicon added to training dataset (Amplicon duplications). 

Trial 
no. 

Amplicons 
sampled per 

locus 

Noise 
sequences 
added to 
dataset 

Number of 
augmented 
sequence 
added per 
amplicon 

Amplicon 
duplications 

Mean 
locus 

accuracy  

Median 
locus 

accuracy  

Labels 
misclassified 

1 
full (approx. 

50) 
1000 1 0 0.005 0.000 1782039 

2 full 0 1 2 0.647 0.855 237164 

3 200 200 0 1 0.890 0.920 125994 

4 200 0 0 1 0.929 0.951 65323 

5 full 0 1 3 0.899 0.995 15764 

6 full 0 1 4 0.892 0.997 5486 

7 200 500 1 1 0.846 0.997 6476 

8 400 0 1 2 0.744 0.997 13200 

9 full 0 1 5 0.846 0.998 4421 

10 200 0 1 3 0.749 0.998 10992 

11 200 500 3 6 0.701 0.998 10504 

12 200 200 1 1 0.788 0.998 11992 

13 full 0 2 6 0.790 0.998 3931 

14 200 0 1 1 0.754 0.998 7359 

15 200 0 1 2 0.759 0.998 5935 

16 full 0 1 6 0.838 0.998 3994 

17 full 0 3 6 0.781 0.998 3491 

 
Observing by eye, the addition of noise sequences seem to have a small negative effect on median 

accuracy and label classification. Adding simulated sequencing errors (compare trials 4 and 14 in 

Table 3.6) and duplicating the amplicon dataset (compare Trials 2, 5, 6, 9, 16 in Table 3.6) had small 

but insignificant positive effects on median accuracy and label classification. 

The best performing configuration in the comparison was a six-fold duplication of the full dataset 

without sampling, with added three augmented sequences per database amplicon sequence (Trial 

17 in Table 3.6). This configuration achieved both the highest median accuracy and the lowest 

misclassification of labels. 

Multiple regression analysis was performed to investigate the effects of sequence augmentation 

parameters shown in 6 (number of amplicons sampled, noise sequences added to dataset, number 

of augmented sequence added per sampled amplicons, amplicons duplications) on mean and 

median locus accuracy.  
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Median locus accuracy yielded a better model (model R2 of 0.74) compared to mean locus accuracy 

(R2 of 0.64). For the median locus accuracy model, there were positive association between accuracy 

and number of amplicons sampled (p = 0.047), duplications of sampled amplicons (p = 0.299) and 

number of augmented sequences added per amplicon (p=0.835). There was a significant negative 

association between accuracy and number of noise sequences added to dataset (p < 0.01). 

Since training datasets created from one pass of the full amplicon database would be affected by 

class imbalance (compared to the dataset made with resampling) regression analysis was performed 

again on both subsets of data. 

Analysing the results for training datasets without resampling only (one full pass of the amplicon 

database), a best model was found for median locus accuracy (model R2 of 0.991). For this model, 

there was a positive association between duplications of sampled amplicons (p = 0.109), and 

negative associations between added noise sequences (p < 0.001) and number of augmented 

sequences added per amplicon (p = 0.366). 

Analysing the results for training datasets with resampling only, a best model was found for mean 

locus accuracy (model R2 of 0.889). For this model, there were positive association between added 

noise sequences (p < 0.059) and duplications of sampled amplicons (p = 0.358), and negative 

associations between number of augmented sequences added per amplicon (p = 0.021) and number 

of amplicons sampled (p = 0.835). In the alternative model with median locus accuracy as target 

variable, the number of amplicons sampled had a positive but also insignificant association with 

accuracy (p = 0.888). 

Overall, increases in model accuracy seemed to correlate with increased number of amplicons 

examples, with or without augmentation. In contrast, the addition of noise sequences that did not 

contain amplicon sequences degraded accuracy (discussed in discussion). Median locus prediction 

accuracy was here forth chosen as the main performance metric for model comparison. 

3.5.4 STRgazer network 5-fold cross validation 

The 5-fold cross validation results showed that the model converges around 5-6 epochs across all 

folds (Figure 3.8). In each fold, the model was able to achieve a validation score of over 0.99 by the 

sixth epoch and significant improvements were not seen thereafter. 
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Figure 3.8: 5-fold cross validation results showing the number of total misclassified reads with each subsequent training 
epoch 

Training accuracy and loss score were calculated on the training data while the model was being 

trained. During training across all folds, the model reported a prediction accuracy of 0.90 by the first 

epoch and 0.99 after the second, while the loss score continued to fall. Combined with the validation 

results, this suggests that while the model was capable of predicting the correct labels from the 

training sequences in the early epochs, it did not find the most optimal features or their weights at 

that stage. 

3.5.5 Sequence extraction 

One benefit of using the widely spaced flanking sequences of the ForenSeqv1.2.config file, as 

implemented here, is the increased specificity to the target locus sequence. STRgazer extracted 

slightly more sequences per locus than the other tools that use the ForenSeq™ optimized 

configuration flanking sequences (Table 3.7).  STRgazer was able to detect and identify all 782 CE-

typed STR alleles except for a few cases at DYS392, DYS570, DYS460, and DYS576 (Table 3.8). This 

occurred with all tools that used the ForenSeqv1.2.config file (SG, SRv2s_FS, SRv3_FS).  

Table 3.7: Summary of total and average number of allele sequences extracted by each tool. Sorted by total extracted allele 
reads. 

Tool Locus file 
Total allele reads 

extracted 
Mean allele reads 

per locus 

STRait Razor v3 (SRv3_FS) ForenSeqv1.2.config 1371296 1555 

STRait Razor v2s (SRv3s_FS) ForenSeqv1.2.config 1372418 1556 

STRgazer (SG) ForenSeqv1.2.config 1377475 1563 

 
The version of flanking sequences in the ForenSeqv1.2.config file was optimized for capturing 

ForenSeq™ amplicons and the flanking sequences were spaced further apart compared to the 
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locus.config file. This wider spacing capture more variations in the STR sequence, both from genuine 

variations in the flanking sequences adjacent to the repeat stretch and any sequencing errors in the 

sequence. This results in the distribution of total read count among these sequences, leading to 

lower individual allele read counts (Table 3.7). Although not being called as alleles by the allele 

caller, these sequences were visible in the extraction results, just 1-2 reads short of reaching the 10-

read analytical threshold.  

Table 3.8: Number of CE-typed alleles missed by Fragsifier (FSV), STRait Razor v2s with original and ForenSeq™ 
configuration files (SRv2s_OG, SRv2s_FS), ForenSeq™ Universal Analysis system (UAS), STRgazer tool (SG), STRait Razor v3 
(SRv3_FS). CE alleles that were not typed across all tools are excluded (see Supplementary Table 3.2). 

Allele Total alleles FSV SRv2s_OG UAS SG SRv3_FS SRv2s_FS 

DYS392 9 0 1 2 1 1 1 

DYS460 9 0 0 0 1 1 1 

DYS570 15 0 0 1 1 1 1 

DYS576 16 0 0 1 0 0 0 

 

3.5.6 Discussion 

In theory, the STRgazer convolution network is a much more powerful sequence model than the 

sequence classifier in Fragsifier (Chapter 2, Section 2.3.3) that predicted and extracted STR loci using 

7-base sequence fragments. The main advantage of using a CNN for sequence classification is the 

complex patterns that the model learns and uses for classification. Unlike the bag of words method 

of sequence classification where k-mers of the sequences are used for classification, the 

features/patterns used by CNNs are not limited to a certain length. Each successive convolution 

layer is free to find combinations of features from the previous layer, resulting in features that are 

more specific to the sequence classes. Moreover, the convolution model learns many different sets 

of features, so when a characteristic sequence pattern is missing from a locus read, the model is still 

able to use secondary patterns it has learned to classify the read.  

The label prediction step in STRgazer also serves to save time. When classification is carried out 

using flanking sequence alignment, alignment must be performed for all sets of flanking sequences. 

However, if the locus labels are predicted beforehand, then alignment can be performed only for the 

predicted loci. The alignment step now serves to find the exact location of the allele sequence on the 

labelled read, and the alignment score it produces is used to filter poor results.  

There are also caveats to the method presented here. As features are derived from the entire read 

sequence, the trailing noise regions following the amplicons may also be taken up as classifying 

features. In the worst case, the model associates these noisy sequences with STR loci, causing the 

model to see STR loci in regions of noise. This is most likely to happen in situations of insufficient 

training sequences, where the same trailing noise sequences appear at a rate comparable to 
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amplicon sequences. In this study, this was mitigated by generating unique trailing noise for each 

reconstituted read. 

An unexpected result in the investigation of the different training data makeup schemes (Table 3.6) 

was the negative effects on accuracy associated with the addition of noise sequences. The noise 

sequences were intended to function as negative training sequences, examples of patterns that are 

not associated with any locus, so that the network learned to ignore the trailing noise sequences 

that accompany locus-containing amplicons. Theoretically, this functions to desensitise the model 

from patterns associated with noise, so it is possible that adding these sequences may have 

desensitised the neurons that detect locus-associated patterns more than intended. While noise 

sequences also exist on amplicon-containing reads, they might have provided a beneficial contrast 

between locus-related patterns and noise patterns as they are on the same training example, 

something that sequences containing only noise and no amplicons did not.  

While the effects of adding sequence augmentation and noise data were explored in this study, 

further enhancements could be included to improve training data composition. The STRgazer 

network is the first bottleneck in the sequence analysis workflow, and a poorly-trained model could 

lead to more false negative errors. While false positives can be identified and removed by assessing 

the alignment, false negative errors made by the network result in a definite missed detection. Our 

results suggested that model performance was mainly affected by the amount of amplicon 

examples. A repeat experiment with a larger and more diverse amplicon database may improve this 

and lead to more alleles being extracted. 

While the STRgazer network only predicts the locus labels’ presence, there exist neural network 

architectures that can predict the location of the object within the input (object detection). Faster R-

CNN (Ren et al., 2017) has a separate ‘region proposal network’ that takes the final feature map and 

predicts where the objects of interest are located, then classification is performed within these 

regions. However, while it is possible to implement algorithms of this type for STR/SNP detection 

and location, it is a much more difficult computational problem than simply detecting the presence 

of characteristic features to classify the input data. Complex models such as these are more difficult 

to train. They require much more data and effort to find an optimal architecture in order to achieve 

localization accuracy to the same standard that is achieved by alignment algorithms. It may be more 

practical to use the CNNs’ ability to recognize complex patterns solely to identify the locus and a 

more tried and true method such as alignment for extraction.  
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3.6 Conclusion 

The convolutional neural network was explored as an alternative, more powerful sequence model 

compared to that of Chapter 2. The development of the STRgazer network in this Chapter was the 

first time that convolution neural networks were applied to Forensic STR sequence identification.  

The STRgazer network was trained to identify STR/SNP loci on the 351-bp reads of the ForenSeq™ 

Primer Mix B sequencing kit. The STRgazer tool, which includes the STRgazer network, produced 

results consistent with similar existing tools and genotypes concordant with CE. In its current state, 

the STRgazer network readily detects both STR and SNP loci, but SNP sequence extraction has yet to 

be tested. 
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Part II 

Allele Calling 
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Chapter 4   

Analysis of extraction characteristics of 
STR extraction tools 
Comparison of read distribution across sequence categories in STR extractio n results 

 

 

 

4.1 Introduction 

In this Chapter, I developed a method of characterizing the sequence types in sequence extraction 

data to produce ‘artefact profiles’ for extraction tools in order to achieve two goals: explore 

methods and metrics for tool comparison beyond the simple comparison of allele read counts; and 

investigate if different sequence extraction tools produce different extraction results. 

In the previous Chapters, I investigated the state-of-the-art STR sequence extraction tools used in 

forensic science and had designed several of our own. Although these tools all extract STR sequences 

from FASTQ files, the differences in algorithms are likely to result in differences in their results. This 

means that scientific findings or models created based on the outputs of one tool might not apply to 

another. 

This is important to investigate, as the results of STR extraction tools are instrumental to the study of 

STRs, such as research of sequence and flanking sequence variation (Novroski et al., 2016; Woerner 

et al., 2017b), creation of allele interpretation models (Cheng et al., 2020) , stutter (R. Li et al., 2020; 

Vilsen et al., 2018), and the curation of STR allele databases (Friis et al., 2016; Gettings et al., 2017). 

Their accuracy affects scientific findings and the creation of reliable models. 

STR extraction tools were often validated by concordance with CE results (Friis et al., 2016; 

Ganschow et al., 2018; J. C. I. Lee et al., 2017; D. Wang et al., 2020; Warshauer et al., 2013), and less 

often, by concordance with other tools (Anvar et al., 2014; Jønck et al., 2020). In these tool 

comparisons, a tool’s superiority over another is most often decided by the number of extracted 

allele reads. CE-based comparisons, while direct, were focused on one facet of the STR extraction 

results while the other products of extraction such as noise, stutter and unrelated bioinformatic 

artefacts remain unexamined. This study seeks to address this by investigating metrics that describe 
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other aspects of sequence extraction results, such as if the tool captures noise sequences, and 

discussing if these are desirable features in the results. 

An extraction tool’s tendency to extract difference sequence categories (such as allele, stutter and 

noise) at different ratios, can be described as a tool’s ‘extraction behaviour’ or ‘extraction 

characteristics’. Furthermore, STR extraction tools may sometimes extract unrelated or truncated 

sequences due to unforeseen behaviours of the extraction algorithm. This has important 

implications, as these differences this will affect the calculation of ratio-based stutter and noise 

thresholds used in allele calling.  

In this Chapter, the output files of several tools developed in the previous Chapters were converted 

into a standardized format for allele calling using a temporary, simplistic allele caller. First, several 

metrics were calculated for each tool as an initial assessment of performance, including: 

• Raw allele read counts 

• The number of allele sequences extracted 

• The number of allele sequences missed 

• Average number of reads extracted per allele 

• The number of unique sequences for each locus 

• Percentage of alleles amongst all extracted sequences 

• Percentage of non-allele sequences extracted 

Then, a method of characterizing sequences in sequence extraction results was developed and used 

to investigate if the compared tools indeed have different extraction behaviour.  

4.2 Methods 

4.2.1 Allele call standard format 

In order to perform allele calling on the results of different STR sequence extraction tools, sequence 

extraction results were converted to a uniform, standardized format. The allele calling standard 

format, ‘ckseqs’, resembles the ‘allsequences.txt’ used by STRait Razor v2 (Warshauer et al., 2015). 

These contain the extracted sequences, their reads in each orientation, and number of total reads 

(Table 4.1).  



 

88 
 

Table 4.1: The ckseqs data format used by the allele caller 

Locus Sequence 
Forward 

reads 
Reverse 

reads 
Total 
reads 

Allele 
designation 

CSF1PO CGATAGATAGATAGATAGATAGATAGAT... 660 0 660 9 

CSF1PO CGATAGATAGATAGATAGATAGATAGAT... 13 0 13 12 

vWA ATTGATCTATCTGTCTGTCTGTCTATCTA... 663 0 663 19 

vWA ATTGATCTATCTGTCTGTCTGTCTATCTA... 125 0 125 17 

vWA ATTGATCTATCTGTCTGTCTGTCTATCTA... 1 0 1 15.1 

 

4.2.2 STR extraction tools 

STRait Razor v2s (King et al., 2017), STRait Razor v3 (Woerner et al., 2017a), TSSV (Anvar et al., 2014), 

ForenSeq™ Universal Analysis Software (UAS), Fragsifier (Chapter 2) and STRgazer (Chapter 3) were 

included in the comparison. All were run using default parameters.   

Since two versions (relevant to the ForenSeq system) of flanking sequences were available for STRait 

Razor v2s, the tool was run using each version to investigate any differences in performance: once 

using the locus.config flanking sequences (abbv. SRv2s_OG) and once with the Forenseqv1.2.config 

flanking sequences (abbv. SRv2s _FS). STRait Razor v3 was run using the default flanking sequences 

(abbv. SRv3_FS). 

As of July 2020, the TSSV flanking sequence library for the ForenSeq™ Primer Mix B panel have not 

been released by the authors, so TSSV v0.4.2 was run using STRait Razor v2s flanking sequence 

information: Locus.config file (abbv. TSSV_OG) and Forenseqv1.2.config file (abbv. TSSV_FS), 

converted to the TSSV .lib format. 

Fragsifier and STRgazer, and their developmental prototype versions were run using the locus.config 

flanking sequences (abbv. OG) and Forenseqv1.2.config flanking sequences (abbv. FS). This includes 

the two versions of Fragsifier, Fragsifier mark 1 (abbv. FSV_m1, Chapter 2, Section 2.3), Fragsifier 

mark 2 (abbv. FSV_m2, Chapter 2, Section 2.4), STRgazer mark 1 (Chapter 3, Section 3.3) with the 

locus.config flanking sequences (abbv. SG_OG) and Forenseqv1.2.config flanking sequences (abbv. 

SG_FS), STRgazer with the Fragsifier modification (abbv. SGFSV, Chapter 3, Section 3.3.4), and 

STRgazer mark 2 (abbv. SG_m2, Chapter 3, Section 3.4). 

4.2.3 Allele calling  

The allele caller was a temporary means to examine STR sequence extraction results in the absence 

of a more thoroughly researched allele caller (developed in Chapter 6). The allele caller was designed 

to use static threshold values to identify alleles in single-source samples, and serves the basic 

function of identifying up to two alleles per locus for most loci. Its simplicity meant that somatic 

mutations, allele deletions or chromosome duplications cannot be analysed.  
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Since suitable thresholds were not yet investigated in this Thesis at the time of this work, this allele 

caller was used with a low and permissive allele calling threshold to prevent alleles being missed (a 

sequence with 20% reads of the highest read allele would be called a second allele), followed by a 

check and filtering of the called alleles using CE results. This achieved the purpose of testing if alleles 

were present in the extraction data and brief experimentation of threshold values. 

Although SNPs were not analysed in this study, the allele calling processes for both STR and SNPs are 

described. 

4.2.3.1 Allele calling for STRs 

For STRs, allele calling was performed following the rules and parameters displayed in Table 4.2.  

Table 4.2: Phase I (static threshold) allele calling threshold values 

Target Threshold name Explanation Threshold 

General 

Locus threshold 
Number of total locus reads required to be 

eligible for allele calling 
None 

1 read threshold 
Number of reads (regardless of depth) 
required to be considered non-noise 

> 1 read  

Noise threshold 
Read ratio versus total locus reads required to 

be considered non-noise 
> 0.01 of total 

locus reads 

STR-
specific 

STR allele threshold 
Number of reads required to be considered as 

an allele 
> 10 reads 

Stutter threshold 
Read ratio versus the reads of an allele to be 

considered a stutter sequence 
< 0.15 the reads of 

an allele 

Heterozygous threshold 
Read ratio of a possible second allele versus 

the first allele 
> 0.2 the reads of 

the first allele 

SNP-
specific 

SNP allele threshold 
Number of reads required to be called as an 

allele 
> 50 reads 

Standard deviation noise threshold 
(discussed in Section 4.2.3.2) 

Number of standard deviations from the 
average sequence reads to be considered as 

noise 

3 standard 
deviations 

 
Prior to allele calling, several thresholds were used to identify noise sequences, including: 

• Locus threshold: Total locus reads (sum of all the reads across all sequences at a locus) must 

reach at least this value otherwise all sequences are labelled as noise 

• 1 read threshold: Sequences having only 1 read are labelled as noise 

• Allele threshold: Sequences having reads below this value are labelled as noise 

• Remaining sequences that are not labelled as NOISE are temporarily labelled as 

indeterminate 

In allele calling, the allele caller first establishes the major repeat motif and checks if the STR is a Y-

STR. If the STR is indeed a Y-STR (except for DYS385), the highest-read sequence is labelled as an 

allele, as only one allele is expected in Y-STR loci in single-source samples (the possibility of 

duplication and multiple alleles at the Y loci are not considered). For autosomal and DYS385, the 

allele caller finds a maximum of 2 alleles using a heuristic (again, not considering the possibility of 
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duplication and multiple alleles). The sequences are ordered by descending reads and evaluated 

individually using the following criteria: 

• The sequence is not a stutter of an allele 

o If the sequence resembles stutter and is lower than the stutter threshold, it is 

labelled stutter, failing it then it remains labelled as indeterminate 

• If an allele has been found, the read counts of a potential second allele must surpass the 

heterozygous threshold 

• Passing the above thresholds, the sequence is labelled as allele 

4.2.3.2 SNPs 

For SNPs, noise sequences are identified following the same procedures as for STRs (see Section 

4.2.3.1). 

For SNP loci, there are only two designations: the allele, or allele with sequencing errors (noise). 

Therefore, only two thresholds are used to identify alleles: the SNP allele threshold and standard 

deviation threshold. The SNP allele threshold exploits the discernible difference between the allele 

read counts and the sequencing error sequences (noise sequence counts), that are often 1 read in 

depth. 

The standard deviation threshold was devised in response to observations where sequencing error 

sequences appear more often than expected probably due to sequencing-specific error regions in 

the sequence. Since reads counts of the noise sequences resemble an exponential distribution, and 

that the allele reads greatly outnumber that of noise sequences, this can be framed as an outlier 

detection problem. The Z-score (standard score), or how many standard deviations a data point is 

from the sample’s mean, is one straightforward outlier detection method. Allele sequences, with 

their high read counts, produces a high Z-score relative to noise sequences. So instead of a static 

threshold, the standard deviation threshold of a Z-score of 3 (3 standard deviations above the mean) 

was used to separate noise from alleles.  

4.2.4 Comparison data 

The FASTQ files used in the validation of the tools developed in Chapter 2 and Chapter 3 were again 

used for validation in this study. 

4.2.5 Classification of sequences into categories 

It is difficult to accurately classify a sequence as stutter or noise based solely on its read counts, but 

comparing the sequence against the allele may reveal sequence noise or stutter events.  
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In this study, an alignment-based method was developed to compare and identify discrete 

differences between the two sequences, then classify the sequence as stutter or noise based on 

these differences. These discrete events/differences returned by the function were called difference 

element tags or abbreviated as ‘d-elements’. 

The method is easily explained with an example. A reference, or allele, sequence is aligned to a 

query (artefact) sequence (Figure 4.1). Insertions are any bases present in the query sequence but 

missing from the reference; deletions are bases present on the reference sequence but missing in 

the query. Substitutions are any equal-length base difference between the two sequences. To 

account for forward stutter and back stutter, the missing/inserted sequence is checked if it belongs 

in a repeat stretch with adjacent sequence (Figure 4.2). 

Alignment of flanking sequences is performed with the pairwise2 localms (local alignment) algorithm 

from the python library, Biopython (Cock, Antao, et al., 2009). Alignment penalties are +2 for a 

match, -1 for mismatch, -1.5 for opening a gap, and -1 for extending a gap. As there can be multiple 

optimal alignments that yield the same alignment cost, this setting encourages mismatches over 

opening a gap, considering that sequencing errors on the MiSeq are mostly substitutions (Schirmer 

et al., 2015).  

---CTATCTATCTATCTATCTATCTATCTATCTAT----CTATCTATC 

TATCTATCTATCTATCTATCTATCTATCTATCTATCTAACTATCTATC 

Events Position of event occurrence and change 

2 insertions [0, 'TAT'], [32, 'CTAA'] 

0 deletions - 

0 substitutions - 

0 stutter-insertions  - 

Figure 4.1: Difference elements labelling alignment example. Reference (allele) sequence at the top, query (artefact) 
sequence on the bottom. The 4bp sequence at position 32 does not belong to the repeat stretches on either adjacent side. 

 
TATTTAGTGAGATAAAAAAAAACTATCAATCTGTCTATCTA~~CTATCGTTAGTTCGT--TCTAAACTAT 

TATTTAGTGAGAT--AAAAAAACTATCAATCTG----TCTA~~CTATCGTTAGTTCGTGGTCTAAACTAT 

Events Position of event occurrence and change 

1 insertions [93, 'GG'] 

1 deletions [13, 'AA'] 

1 substitutions [63, 'G'] 

0 stutter-insertions  - 

1 stutter-deletions [33, 'TCTA'] 

Figure 4.2: Difference elements labelling alignment example. Reference (allele) sequence at the top, query (artefact) 
sequence on the bottom. The 4bp sequence at position 33 belongs to the left adjoining repeat stretches. 

At each locus, the parent allele for each non-allele sequence is found by comparing the Levenshtein 

distance to each of the called alleles. This parent allele is considered the ‘reference allele sequence’, 

against which the sequences is compared, and d-elements are calculated. After d-element tags were 

calculated for all sequences, each sequence is classified and labelled based on these d-element tags, 

following the below rules: 
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1. ‘Allele’ sequences are previously identified by the allele caller (see Section 4.2.3) 

2. ‘Outliers’ are determined using a Levenshtein distance check prior to labelling; sequences 

that have distances of more than 3 times the STR’s motif length are labelled ‘outlier’. This 

means that for an STR with the major repeat ‘AGAT’, any sequences with 12 bases different 

are called outliers, while allowing an analysis range of up to -3 to +3 stutter sequences. 

Although alignment can also be used for this outlier identification process, the Levenshtein 

distance was used as it gives the distance measure with without needing further processing. 

3. ‘Unknown’ label is given to all sequences when no alleles were called for the locus 

4. ‘1bp_indelsub’ label is given to sequences with one indel or substitution event, in the 

absence of stutter events 

5. ‘Multiple_indelsub’ label is given to sequences with multiple indel/substitution events, in 

the absence of stutter events 

6. ‘Stutter’ label is given when there are one or more forward/back stutter event, including 

incomplete stuttering of the motif, in the absence of indels and substitutions 

7. ‘Stutter+indelsubs’ label is given to sequences with one or more forward/back stutter event 

and indels and substitution events 

Although a continuous approach based on the events would be more appropriate than binning 

sequences into the above categories, it would be more complex and was not pursued in this study 

due to research and developmental constraints. 

4.3 Results 

4.3.1 Allele extraction rates 

The common loci analysed by all tools (including CE) includes CSF1PO, D13S317, D16S539, D18S51, 

D19S433, D21S11, D2S1338, D3S1358, D5S818, D7S820, D8S1179, DYF387S1, DYS19, DYS385, 

DYS389I, DYS389II, DYS390, DYS391, DYS392, DYS437, DYS438, DYS439, DYS448, DYS460, DYS481, 

DYS533, DYS570, DYS576, DYS635, FGA, TH01, TPOX, VWA, YGATAH4, D10S1248, D12S391, 

D1S1656, D22S1045, and D2S441. Although many tools analyse the Amelogenin locus, it was 

omitted from the analysis as Fragsifier does not detect this locus. The average amount of allele reads 

extracted per locus is shown in Table 4.3.  
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Table 4.3: Total number of alleles reads and the mean number of allele reads extracted per locus for each combination of 
tool and STRait Razor v2s locus file. The tools compared include ForenSeq™ Universal Analysis Software (UAS), STRait Razor 
v2s with locus.config file (SRv2s_OG), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), 
TSSV with Locus.config file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), 
Fragsifier mark 2 (FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with 
Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). 

Tool Locus file Total allele reads Mean allele reads per locus 

FSV_m1 locus.config 1344643 1522 

FSV_m2 locus.config 1343644 1521 

SRv2s_OG locus.config 1339585 1517 

SGFSV locus.config 1339492 1516 

SG_OG locus.config 1329355 1504 

UAS Proprietary, unknown  1311833 1482 

TSSV_OG locus.config 1311383 1480 

SG_m2 Forenseqv1.2.config 1257479 1423 

TSSV_FS Forenseqv1.2.config 1258550 1420 

SG_FS Forenseqv1.2.config 1252586 1415 

SRv2s_FS Forenseqv1.2.config 1251022 1414 

SRv3_FS Forenseqv1.2.config 1249982 1413 

 
The results show that the use of the locus.config file extracts higher number of allele sequences 

versus the Forenseqv1.2.config file, regardless of the extraction tool/algorithm. When the 

locus.config file was used, the Fragsifier algorithm extracted more reads on average than STRait 

Razor v2s, STRgazer and TSSV. When the Forenseqv1.2.config file was used, STRgazer mark 2 

outperforms STRgazer mark 1 and both versions of STRait Razor.  

4.3.2 Allele dropouts 

Out of 666 CE alleles that were detected by at least one tool, Fragsifier mark 1 and 2, STRgazer with 

the Fragsifier modification, and STRait Razor with the locus.config file missed the least number 

(under 5) of alleles compared to the other tools (Table 4.4). For tools using the Forenseqv1.2.config 

file, STRgazer mark 2 missed the least number of alleles compared to STRait Razor v2s and v3. 

DYS389II was the loci with most missed alleles, at 36, and were exclusively missed by STRgazer mark 

1 with both configuration file, and TSSV with the Forenseqv1.2.config file. DYS385 had 20 alleles 

missed, all exclusively missed by TSSV with the locus.config file. TSSV_OG also missed 12 DYS390 

alleles. All tools experienced 1-2 missing alleles at the D19S433, DYS392 and TH01 loci. 
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Table 4.4: Number of missed alleles for each tool and associated locus file. The tools compared include ForenSeq™ Universal 
Analysis Software (UAS), STRait Razor v2s with locus.config file (SRv2s_OG), STRait Razor v2s with Forenseqv1.2.config file 
(SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), 
Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 (FSV_m2), STRgazer prototype/mark 1 with locus.config file 
(SG_OG), STRgazer prototype/mark 1 with Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification 
(SGFSV), and STRgazer mark 2 (SG_m2). 

Tool Locus file Number of missed alleles 

FSV_m2 locus.config 3 

FSV_m1 locus.config 4 

SGFSV locus.config 5 

SRv2s_OG locus.config 5 

UAS Proprietary, unknown 6 

SG_m2 Forenseqv1.2.config 8 

SRv2s_FS Forenseqv1.2.config 10 

SRv3_FS Forenseqv1.2.config 10 

SG_OG locus.config 17 

SG_FS Forenseqv1.2.config 21 

TSSV_FS Forenseqv1.2.config 22 

TSSV_OG locus.config 42 

 
The missing alleles could be attributed into one of two causes. The loci with alleles missed by all 

tools, which includes the D19S433, DYS392 and TH01 loci, were attributed to a low number of reads 

that fell short of the allele threshold of 10 reads. The tools that missed alleles due solely to this all 

had 10 or fewer missing reads in total.  

The second cause of missing alleles was an incompatibility of the sequence extraction algorithm with 

the flanking sequence. This is presented as the complete absence of any extracted reads (zero reads 

compared to thousands as extracted by the other compared tools) and affected the STRgazer 

prototype/mark 1 and TSSV with both flanking sequences. When paired with the 

Forenseqv1.2.config file, the locus DYS389II is missed by both tools (12 out of 12 missed), while 

DYS385 and DYS390 loci are missed (20 of 20, and 12 of 12) by TSSV when using the locus.config file. 

4.3.3 Extraction fidelity 

4.3.3.1 By unique sequence ratio 

Given that all the sequences theoretically originate from the allele sequences, the number of unique 

sequences present in the sequence extraction results can serve as an initial estimate of the amount 

of random or noise sequences being extracted by the tools. While observing more unique sequences 

in the extraction results means that the tool has extracted allele sequence variants such as noise 

(sequencing errors), or random, non-locus sequences, whether or not these non-allele sequences 

are beneficial is discussed in Section 4.4.2. 

Analysis of the relative amount (ratio) of unique sequences versus the total locus reads (Table 4.5) 

shows that the tools using the locus.config file extract fewer non-allele sequences (ratio value 
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ranging between 0.03 to 0.4), while tools using the Forenseqv1.2.config file extract more (ratio value 

ranging between 0.5 to 0.7).  

Table 4.5: The ratio of unique sequences divided by the total reads, averaged across loci. The tools compared include 
ForenSeq™ Universal Analysis Software (UAS), STRait Razor v2s with locus.config file (SRv2s_OG), STRait Razor v2s with 
Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config file (TSSV_OG), TSSV with 
Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 (FSV_m2), STRgazer 
prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with Forenseqv1.2.config file (SG_FS), 
STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). 

Tool Locus file 
Mean unique sequences  

per locus 
Mean reads  

per locus 
Ratio of unique reads versus  

total locus reads 

UAS Proprietary, unknown 4 2879 0.001 

SRv2s_OG locus.config 85 2776 0.030 

FSV_m2 locus.config 92 2780 0.033 

SGFSV locus.config 95 2783 0.034 

FSV_m1 locus.config 104 2803 0.037 

SG_OG locus.config 115 2922 0.039 

SRv3_FS Forenseqv1.2.config 154 2744 0.056 

SRv2s_FS Forenseqv1.2.config 155 2751 0.056 

TSSV_FS Forenseqv1.2.config 179 2934 0.061 

SG_m2 Forenseqv1.2.config 176 2826 0.062 

SG_FS Forenseqv1.2.config 200 2937 0.068 

TSSV_OG locus.config 496 4052 0.122 

 
The UAS had the least number of unique sequences as many low-coverage sequences (such as those 

containing indel/substitutions from sequencing errors) due to a presumed internal filtering step. 

TSSV_OG, previous observed to have the highest number of missed alleles in Section 4.3.2, had a 

much higher unique sequence ratio, suggesting that it might have extracted large amounts of non-

allele sequences. 

4.3.3.2 Proportions of non-allele sequences 

Using the alignment-based tool comparison algorithm introduced in Section 4.2.5, non-allele 

sequences could be categorized in greater detail. Stutter events were able to be distinguished from 

multiple indel/substitutions, allowing reads having both events to be separately identified (the 

‘Multiple Indel/substitution’ category). The percentage content of the different sequence types in 

sequence extraction results of each tool is shown in Table 4.6. 
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Table 4.6: Percentage content of extracted reads across different sequence classes in the extraction results of each tool, 
calculated using the Levenshtein distance heuristic. Ranked by descending allele content (row-wise). ‘1bp_indels’ describe 
the average number of reads that differ from alleles by 1 bp; ‘allele’ describe the average number of alleles; ‘outlier’ 
describes the average number of reads that does not belong to the loci they were extracted for; ‘stutter+errors’ describes 
the average number of reads that are presumed to be stutter reads that also contain sequencing errors; ‘stutters’ describe 
the average number of stutters. The tools compared include ForenSeq™ Universal Analysis Software (UAS), STRait Razor v2s 
with locus.config file (SRv2s_OG), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), 
TSSV with Locus.config file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), 
Fragsifier mark 2 (FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with 
Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). 

Tool Locus file Allele Stutter 
1bp 

Indelsubs 
Multiple 

Indelsubs 
Stutter 

+Indelsubs 
Outlier 

Un-
known 

SRv2s_OG locus.config 81.50% 9.00% 7.60% 1.20% 0.40% 0.20% 0.00% 

FSV_m2 locus.config 81.30% 9.00% 7.50% 1.20% 0.50% 0.40% 0.00% 

SGFSV locus.config 81.00% 8.30% 7.60% 2.00% 0.50% 0.50% 0.00% 

FSV_m1 locus.config 81.00% 9.00% 7.50% 1.30% 0.50% 0.70% 0.00% 

SG_OG locus.config 80.10% 8.40% 8.20% 1.40% 0.50% 1.40% 0.00% 

SRv3_FS 
Forenseqv1.2 

.config 
78.40% 7.20% 10.80% 2.10% 0.70% 0.30% 0.40% 

SRv2s_FS 
Forenseqv1.2 

.config 
77.40% 8.00% 10.80% 2.40% 0.70% 0.30% 0.40% 

SG_FS 
Forenseqv1.2 

.config 
76.90% 7.00% 11.50% 2.50% 0.80% 1.00% 0.40% 

TSSV_FS 
Forenseqv1.2 

.config 
76.90% 7.30% 10.40% 2.00% 0.70% 2.30% 0.40% 

SG_m2 
Forenseqv1.2 

.config 
76.00% 7.80% 11.90% 2.60% 0.90% 0.40% 0.40% 

TSSV_OG locus.config 67.40% 7.80% 7.60% 2.00% 0.80% 14.40% 0.00% 

UAS 
Proprietary, 

unknown 
66.00% 9.40% 10.50% 4.80% 1.20% 8.20% 0.00% 

Average percentage content 
 across tools 

76.99% 8.18% 9.33% 2.13% 0.68% 2.51% 0.17% 

 
The results show that the two locus configuration files produce a characteristic pattern in the 

distribution of sequence classes. The distribution of reads across the sequence categories for UAS 

and TSSV_OG were different from the rest as the former uses another (unknown) set of flanking 

sequences, while the latter experienced extraction problems perhaps due to flanking sequence 

incompatibility with the algorithm. The tool with the highest allele ratio and lowest noise and outlier 

ratios was STRait Razor v2s with locus.config file. 

With the exception of UAS and TSSV_OG, tools that use the locus.config file, regardless of algorithm,  

had consistently higher ratios of alleles (consisting of around 80% of all extracted reads) and lower 

1bp indel/substitution variants of the allele sequence (consisting of approximately 7-8% total 

extracted reads), compared to tools using the Forenseqv1.2.config file, which has lower ratios of 

alleles (consisting of around 77% total extracted reads) and higher 1bp noise (consisting of 

approximately 10-11% total extracted reads).  

When the same locus file was used, STRait Razor v2s consistently extracts a lower percentage of 

outlier sequences (0.2-0.3% of total extracted reads), while STRgazer prototype/mark 1 extracted 



 

97 
 

the highest amount (1-1.4% of total extracted reads). STRgazer mark 2 extracted less outliers than its 

predecessor (0.4% vs 1%). 

The UAS has the lowest allele percentage compared to other tools and had the highest ratio of 

stutter+indel/substitution noise sequences. This overrepresented stutter+error sequences remain 

unexplained. 

TSSV_OG extracted a low percentage of allele and stutter reads relative to other tools, and also 

extracted large amounts of sequences that does not belong to the intended locus. The distribution 

pattern for TSSV_FS resembled other tools using the Forenseqv.1.2.config file and did not have this 

problem. 

Other notable results can be summarized as follows: 

• Unknown sequences were exclusively from tools using the Forenseqv1.2.config file, caused 

by low reads in loci including: D16S539, D19S433, D2S1338, D7S820, DYS460, DYS570, TH01, 

and VWA 

• The tool TSSV_OG was again shown to have a high proportion of outlier sequences (14.5% of 

total extracted reads compared to locus.config file tool average of 0.6%) 

• The tools using the Forenseqv1.2.config file again show higher proportion of 1bp noise 

(~10% of total extracted reads, versus ~7% of locus.config file) and multiple 

indel/substitution noise (~2.5% of total extracted reads, versus ~1.2% of locus.config file) 

• The refined Fragsifier tool (FSV_m2) extracted proportionally more allele sequences (81.5% 

total extracted reads vs 81%) and less outliers (0.4% total extracted reads vs 0.7%) than the 

prototype version (FSV_m1), as a result of an improved algorithm.  

• The refined STRgazer tool (SG_m2) extracted proportionally less outlier sequences than the 

prototype version using either versions of flanking sequences, or with the Fragsifier 

modification (0.4 total extracted reads vs 1.40% of SG_OG, 1% of SG_FS, 0.5% SGFSV) 

4.4 Discussion 

4.4.1 Extraction characteristics of different tools and likely factors  

The results confirm that each tool has a characteristic pattern in the sequence classes found in the 

extraction results. This means that stutter, noise, and allele calling sequence ratios calculated from 

the extraction results of one tool will likely differ from another.  

Fragsifier mark 2 had the highest allele vs missed alleles ratio: it had the least missed alleles (3 vs 4 

of runner-up FSV_m1) and the second highest reads per allele (1521, after FSV_m1 with 1522). 

STRgazer mark 2 had the highest allele vs missed alleles ratio of all the tools using the 
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Forenseqv1.2.config file, with 8 missed alleles (versus 10 of runner-up SRv2s_FS) and the highest 

reads per allele (1423, versus 1420 of runner-up TSSV_FS). It should be noted that these results were 

achieved with the threshold values of the temporary and simplistic allele caller, and may change if 

threshold values were modified, or if a different allele caller was used. 

STRait Razor v2s had the highest allele vs outlier ratio, with 81.5% of total extracted reads being 

alleles, and 0.2% being outliers. STRait Razor v3 had the highest allele vs outlier ratio of all tools 

using the Forenseqv1.2.config file, with 78.4% of total extracted reads being alleles, and 0.3% being 

outliers. 

There was a large and discernible difference when different locus files were used: Tools using the 

locus.config file extract a higher percentage of allele sequences (~80% total extracted reads) and 

lower 1bp noise (~7% total extracted reads) compared to the Forenseqv1.2.config file (alleles 

consisting of ~77% total extracted reads and ~10% for 1bp noise). This means that it is likely that 

allele calling thresholds based on total locus reads would need to be higher for the results of tools 

using the locus.config file, and more lenient for tools using the Forenseqv1.2.config file. 

The locus.config file was also associated with higher numbers of total extracted allele reads and 

fewer alleles missed in allele calling, and both of these are likely a result of the closer-spaced 

flanking sequences pairs of the locus.config file. In comparison, the more widely-spaced flanking 

sequence pairs of the Forenseqv1.2.config file, while beneficial in capturing more information of the 

regions adjacent to the STRs, also captures more sequencing noise, resulting in the dilution of allele 

reads across noise variants. In other words, allele reads become artefact reads as wider-spaced 

flanking sequences tend to capture noise (sequencing errors) that is sufficient to make it a different 

sequence.  This is evidenced by the consistently higher 1bp noise extraction ratio/content of tools 

using the Forenseqv1.2.config file (10% vs 7% total extracted reads), regardless of tool/extraction 

algorithm. 

The sequence extraction tool/algorithm has a small effect on the distribution of the extracted 

sequences by being more lenient, allowing more alleles to be extracted at the risk of also extracting 

more noise and outlier sequences; or by having strict filters in place to limit the extraction of overly 

variable sequences.  

One caveat of this study is the possibility of +4 and -4 stutters being designated as outliers due to the 

thresholds used. Though the threshold value was chosen due to the relative rarity of +4 and -4 

stutter any effect on the results will be small. 
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STRait Razor v2s’ low outliers ratio may be the result of its filtering process that removes all 

sequences with lengths not recorded in the locus configuration file. Fragsifier and STRgazer tools 

forgo this length filter in order to recognize alleles of arbitrary lengths. This resulted in STRait Razor 

v2s with locus.config file producing the desirable distribution consisting of a low proportion of 

outlier sequences and indel/substitution sequences.  

The lack of sufficient filtering processes results in outlier sequences being extracted. This was 

observed in TSSV_OG extraction results. When examined, many sequences of length zero were 

found in the raw extraction data, which were removed by preprocessing filters prior to allele calling. 

These blank sequences could be adapter dimers or are more likely caused by poor flanking sequence 

alignment by the tool. STRait Razor v2s and Fragsifier both check that the flanking sequence 

alignments do not generate these blank sequences, which can occur when the flanking sequences 

align in the wrong order or at wrong ends due to chance matches. The high number of outlier 

sequences in the results of TSSV_OG may be due to the use of the locus.config file, which has shorter 

flanking sequences and thus is less specific, and also due to the lack of additional filters in place.  

Algorithm-related non-extraction of locus sequences would cause the most missed allele calls, as 

entire loci may be missing from the genotype. This was observed in the prototype STRgazer mark 1 

(SG_OG, SG_FS) and TSSV, in the DYS389II locus. In the prototype STRgazer, the sharing of the same 

reads by DYS389I and DYS389II could not be distinguished by the simplistic extraction algorithm, as 

one flanking sequence was shared between both loci in the locus.config file, and the exact same in 

Forenseqv1.2.config file. STRait Razor v3 circumvents this by requiring that the 5’ flanking sequence 

be found twice for the DYS389II locus (Woerner et al., 2017a). The sequence models used to check 

alignment results in later versions (SGFSV and SG_m2) solved this problem. In the case of TSSV, it is 

possible that simply converting the STRait Razor flanking sequence configuration file to TSSV’s 

format caused compatibility issues for those loci. It is also possible that the STRait Razor flanking 

sequences were incompatible with the default match/alignment thresholds used by TSSV, resulting 

in the complete miss of locus sequences.  

4.4.2 Are noise and stutter sequences useless information? 

In this study, the sequences extracted by the tools were classified into several categories: allele, 

stutter, 1bp indel/substitutions, multiple substitutions, stutter with indel/substitutions, and outliers. 

The indel/substitution categories could also be called ‘noise’ sequences due to their originating from 

sequencing errors. But are artefact sequences indicators of poor tool performance? 

I argue that extraction characteristics, such as allele vs stutter proportions in the extraction data, are 

not intrinsically indicators of tool performance, instead, tool should be judged based on useable 
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information. For example, it is difficult to say that capturing more stutter relative to alleles is 

undesirable, as they can inform the presence of alleles and reinforce the allele designation decision 

using stutter models (see Chapter 5); in like manner, noise sequences would be valuable information 

if able to be utilized in similar fashion. In Chapter 6, I design an allele caller that aims to utilize all of 

this ‘usable information’. 

On the other hand, the outlier and unknown sequence categories are unusable information and are 

often undesirable bioinformatic artefacts. In this study, this category represents sequences 

presumed too different to be an allele by-product, assumed in this study (in absence of ground 

truth) as false positive sequence extractions made by the extraction tool. Outliers may stimulate 

investigations into potential flaws in the algorithm. Although outliers are undesirable, they may be 

produced as a by-product of the extraction tool’s tolerance to variation and could be identified and 

filtered with a capable allele caller. 

Ultimately, the value of each sequence category depends on the complete STR analysis workflow. If 

the analyst wishes to build a pipeline that contains minimal processing or is without methods to take 

advantage of the noise and stutter sequences, then an extraction tool that only reports the allele 

and stutter sequences may be preferred. Noise sequences, although informative about the allele, 

are discarded. Alternatively, noise sequences would be welcomed in a pipeline with a capable allele 

caller that could utilize the noise sequences in allele calling, such as relating and merging these reads 

to the allele. In this case, the workflow benefits from sequence extraction tools that are more 

lenient to sequence error and variations. 

4.5 Conclusion 

In this study, I introduced a method to analyse STR sequence extraction results by characterizing 

sequences into allele and several non-allele categories, allowing tools to be compared beyond 

simple comparisons of allele counts. This allows proportions of the different types of non-allele 

sequences in the STR extraction data to be visualized as an ‘extraction profile’. 

This method was used to analyse sequence extraction results produced by different tools, and 

proved that the extraction characteristics: the percentage content of allele, stutter, and noise 

sequence extracted from data differ across STR extraction tools. This finding suggest that allele 

callers should be tailored to the STR sequence extraction tool, and researchers should be mindful of 

the tools used in the pipeline to derive allele calling ratios.  
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While noise sequences may be discarded in allele calling, they may be useful information if their 

relations to the allele can be discovered and modelled. In following Chapters, I attempt to find noise-

allele relationships (Chapter 5) and devise a way to use noise sequences in allele calling (Chapter 6).  
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Chapter 5   

Methods for the identification of alleles 
and artefact sequences in STR sequence 
data 
Exploration of methods for identification of allele, stutter and noise sequences  

 

 

 

5.1 Introduction 

In addition to allele sequences, artefact sequences are also present in STR sequence extraction data, 

and the task of identifying the allele sequences from artefacts is called allele calling. In the 

classification scheme presented in Chapter 4, artefact sequence types include stutter sequences and 

noise (indel, substitution) sequences. This Chapter investigates the ratio relationship between alleles 

and noise, stutter, and other alleles in order to develop methods for their identification and use in 

allele calling. 

As of 2020, several STR extraction tools perform allele calling, these include FDStools (Hoogenboom 

et al., 2017), toaSTR (Ganschow et al., 2018), and STRinNGS v2.0 (Jønck et al., 2020). These tools, or 

pipelines, contain an assembly of smaller tools and modules that performs tasks from STR sequence 

extraction to artefact sequence identification (such as noise and stutter) and allele calling. The most 

complex tool, FDStools, contains additional tools for the modelling of artefact sequences and the 

merging of artefact sequences to alleles. These tools use different methods for the identification of 

allele, stutter and noise sequences (sometimes simply allele and ‘artefact’ sequences), ranging from 

fixed, user-defined thresholds to statistical models trained from data. 

Using an exploratory data analysis dataset, this Chapter explores methods for identifying noise, 

stutter, and allele ratios. In addition to visualizing the ratios for each sequence class, regression 

analyses were performed to identify possible factors, followed by a review of existing CE and MPS 

literature to align the findings. At the end of the Chapter, a ratio-based method for identifying 

sequence classes was devised and proposed as a component for the allele caller in Chapter 6.  
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5.2 Exploratory data analysis dataset 

STR sequences were extracted from single-source sample FASTQ files of the ‘tool comparison 

dataset’ described in Chapter 2, Section 2.2.3.2, using STRait Razor v2s (King et al., 2017) with the 

Forenseqv1.2 locus file (SRv2s_FS).  

The extracted sequences were allele called and labelled as allele, noise, or indeterminate using the 

allele caller described in Chapter 4, Section 4.2.3. This allele caller is only applicable to single-source 

samples, and uses fixed but tolerant (low, permissive) allele-calling thresholds to prevent alleles 

being missed, which might otherwise occur with using arbitrary but restrictive thresholds. In contrast 

to previous analyses, the allele call results were not filtered for CE-concordant results as many loci 

did not have CE results. This permitted false positive alleles calls, as a result of the relaxed 

thresholds, to be visualized as outliers when plotted. For this reason, the results generated in this 

study should only be treated as preliminary and exploratory rather than conclusive. 

The alignment-based sequence classification and labelling function described in Chapter 4, Section 

4.2.5 was used to assign more detailed sequence category labels to the allele caller-assigned labels. 

The algorithm compares each sequence against the allele sequence, assign labels called d-elements 

(difference element tags) for each discrete indel/substitution and stutter events on the sequence, 

and classify the sequence into the sequence categories using these d-element tags.  

After classification of the sequences, the distributions of sequence types in each sample is shown in 

Figure 5.1. These updated labels were used to classify all sequences into allele, stutter, noise, outlier 

(sequences that deviate too much from the allele sequence) classes for distribution analysis and 

regression analysis of associated factors using R v3.6.1 (R Development Core Team, 2011).  
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Figure 5.1: Distribution of reads across each sequence category for each sample. Sample D701-D501 is a sequencing 
positive control included only for comparison and not included in analysis. 

Additional information such as sequence complexity was also calculated for each sequence as 

features for subsequent regression analysis. STR repeat structure/motifs were represented in a ‘RXR’ 

format, where an ‘R’ denotes a repeat stretch and ‘X’ denotes a non-repeat sequence. For example, 

a sequence containing one repeat stretch would be represented as ‘R’, and a sequence with two 

stretches separated by a non-repeating sequence would be ‘RXR’. The number of characters in this 

representation was used as a numerical measure for sequence complexity. 

5.3 Detecting Noise: sequencing errors 

The sequencing-by-synthesis technology of the MiSeq is based on the use of fluorescent labels to 

identify the sequenced base. Interference between light signals can cause incorrect reading of the 

sequenced base. These interferences may be from the mixture of the excitation and emission 

colours (colour cross-talk), mixture of light from nearby clusters, accidental incorporation of extra 

bases in one cycle (pre-phasing), incomplete removal of terminator leading to sequences lagging 

behind the rest of the cluster (post-phasing) (Fuller et al., 2009; Pfeiffer et al., 2018).   

Noise ratios were calculated for each noise sequence by dividing its read count by the read counts of 

the allele with the fewest reads (prior to Section 5.3.2, noise ratio was calculated using total locus 

reads as denominator). The noise sequences used in this analysis were defined as any sequence with 

indel/substitution events, that were labelled as: 1 bp indel/substitution, multiple 

indels/substitutions, outliers (deviating too much from the allele sequence), and stutter sequences 

with indels/substitutions. It should be noted that in studies by some authors, the term ‘noise’ may 
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cover both sequencing error artefact sequences and stutter sequences (Hoogenboom et al., 2017; 

Zeng et al., 2017).  

The plot of the values collected (Figure 5.2) shows that some loci generate more noise sequences 

than others. By raw counts, the loci D19S433, DXS7423 and TH01 produced the most noise 

sequences, and Y-GATA-H4, DXS10103 and D5S818 generated the least noise sequences. 

 

Figure 5.2: Number of observed noise ratios (datapoints) across loci, showing uneven distribution across loci 

5.3.1 Is the 1% threshold too low? 

In the previously employed fixed-threshold allele caller, noise sequences were defined by either 

having only 1 read or having reads less than 1% of the total locus reads. It was possible that these 

thresholds were too low for some loci. This was tested by calculating the ratio of reads between 

each noise sequence versus the total locus reads and observing if any noise sequences have more 

reads than 1% of the total locus reads. The results, plotted in Figure 5.3, show that many noise 

sequences across most loci exceeded the 1% threshold. 
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Figure 5.3: Ratios of noise sequence reads versus total locus reads, collected across multiple samples 

The noise read ratio was more variable in both range and variability for some loci than others. For 

example, DYS461 has highly variable noise ratios, while noise ratios for FGA and CSF1PO were 

comparatively consistent. Some outliers with high value, such as the highest ratios observed for 

D12S391, D1S1656, DXS10135, were not stutter with indel/substitutions, but were second alleles of 

low coverage rejected by the 10 reads allele threshold.  

5.3.2 Factors affecting noise ratio 

Scatter plots were used to visualize relationships between noise ratio (calculated by dividing the 

reads of the noise sequence by the allele reads) and possible factors: number of allele reads, allele 

complexity, length of allele sequence and total locus reads (Figure 5.4).  

Heteroscedasticity was observed for noise ratio vs parent allele reads and total locus reads (more 

clearly observable when visualizing datapoints from one locus alone Figure 5.5), showing that 

variability in noise ratios increase with lower allele (or locus) reads. This means that at lower allele 

reads, noise ratios become harder to predict and can be much higher so a constant, percentage-

based noise threshold would likely fail in these cases.  
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Figure 5.4 Scatter plot of noise ratio versus predictor variables prior to transformation, showing datapoints from all loci 
(differentiated by colour). Subplots show predictors: parent allele reads (top left), allele sequence complexity (top right), 
length of allele sequence in bases (bottom left), and total locus reads (bottom right).  
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Figure 5.5 Scatter plot of noise ratio versus predictor variables prior to transformation, showing datapoints from the 
CSF1PO locus. Subplots show predictors: parent allele reads (top left), allele sequence complexity (top right), length of allele 
sequence in bases (bottom left), and total locus reads (bottom right).  

After performing a log transformation on the noise ratios to reduce heteroscedasticity and increase 

linearity, multiple linear regression was carried out to investigate the relationship between the noise 

ratio, and number of allele reads, allele complexity, length of allele sequence, total locus reads and 

locus.  

Using stepwise regression, the best model includes all the predictor variables (independent 

regression plots of these predictor variables are shown in Figure 5.6). There was a significant positive 

association between noise ratio and length of the parent allele (p < 0. 001); and significant negative 

association against number of parent allele reads (p < 0.001),  allele sequence complexity (p < 

0.001), and total locus reads (p < 0.001). Locus itself also played a factor, and there were both loci 
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positively and negatively associated with noise ratio. The adjusted R-squared value (a measure of 

how much of the target variable is explained by changes in predictor variables) for this model is 0.58, 

suggesting that the variations in noise reads after transformation were moderately explained by the 

tested variables. 

 

Figure 5.6: Linear regression of log noise ratio versus predictor variables, showing datapoints from all loci (differentiated by 
colour). Subplots show predictors: parent allele reads (top left), allele sequence complexity (top right), length of allele 
sequence in bases (bottom left), and total locus reads (bottom right). Regression lines are shown in red.  

These results suggest that sequencing errors may be related to the read sequence, perhaps triggered 

by specific motifs or combination of bases. Schirmer’s (Schirmer et al., 2016) findings support this 

theory. Their analysis of Illumina error profiles showed that sequence errors were commonly 

associated with several sequence motifs: 
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• C and G bases were more likely to be substituted on Read 1 

• There were biases towards preferential incorporation of G and T 

• Substitution errors were commonly preceded by recurring 3-m er motifs: ‘GGG’ and ‘CGG’. 

• The motifs associated with insertions were more variable but were commonly 

homopolymers. ‘AAA’ was the top motif, followed by ‘GGG’, ‘TTT’, and ‘CCC’  

• The two most common motifs in connection with deletion errors were ‘AAA’ and ‘TTT’. 

• These motif biases were observed regardless of the sample sequenced. 

• Nextera™ library preparation method yielded the lowest error rates on average 

The authors also attempted error correction methods and found that quality-score-based error 

correction methods was ineffective for insertion errors but more reliable for deletions. Error 

correction tools such as BayesHammer (Nikolenko et al., 2013) can reduce the Read 1 error rates by 

55 %. 

5.3.3 Do dips in base quality indicate an error? 

To investigate if there was any specific base quality score value that would indicate the presence of 

an error, quality scores of a DYS581 sequence (chosen arbitrarily as an example) and noise variants 

were collected from the R1 FASTQ file. The Y-STR locus typically has only one allele, so all artefact 

sequences were highly likely to originate from this allele. D-element tags (individual 

indel/substitution event labels) were calculated for all noise sequences to identify the type of each 

error event and its position along the original allele sequence. Base quality scores for insertions and 

substitutions were taken from the inserted/substituted base, while for base deletions the quality 

score of the previous base in the sequence was used instead. The quality score of the correctly-

called (allelic) bases were plotted along with the scores of the indel/substitution bases in Figure 5.7.  
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Figure 5.7: Map of base positions and quality scores where indel/substitution bases were observed on a DYS581 allele. The 
plot shows that indel/substitution bases can have same quality score as correctly called bases. 

The results in Figure 5.7 show that indel/substitution bases can have a quality score as high and 

indistinguishable from the allele. Conversely, correctly-called bases sometimes have quality scores as 

low as the indel/substitution bases. However, the average base quality of indel/substitutions were 

overall lower than that of the correctly sequenced allele bases (Figure 5.8). The same conclusions 

were obtained with a DYS439 allele (Figure 5.9).  

 

Figure 5.8: Mean base quality of allele and indel/substitution bases at each position on a DYS581 allele, showing that the 
mean quality scores of an indel/substitution base at a specific position were often lower than the correctly-called bases, but 
not always. 
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Figure 5.9: Quality scores of correctly-called and indel/substitution bases at each position on a DYS439 allele, showing that 
indel/substitution bases often have the same quality score as the correctly called bases.. 

These results suggest that a quality threshold-based method alone for identifying and removing 

noise bases would not be robust.  

5.3.4 Noise identification procedures in CE 

In CE analysis (circa 2012), the first step in DNA interpretation of CE results is the differentiation of 

peaks versus noise. The analytical thresholds is used for the identification and removal of noise 

peaks (M. Coble & Hill, 2012; Mönich et al., 2015; Scientific Working Group on DNA Analysis 

Methods (SWGDAM), 2017). It is also called the detection threshold or minimum distinguishable 

signal threshold and is defined as the value under which signals cannot be reliably distinguished 

from instrument noise. On the other hand, there is a threshold for too much signal (relative 

fluorescent unit, or RFU), called the limit of linearity, above which the detection camera could be 

saturated and not able to produce correct value readings. 

The analytical threshold inherently imposes a trade-off between removing actual noise versus the 

removal of low-read alleles or stutter: a value too low causes noise to be labelled as stutter or 

alleles, while a value too high risks allele dropout. The analytical threshold could be calculated from 

analysing the baseline signals from negative samples containing no DNA (Gilder et al., 2007), 

analysing the relationship between the signal and the DNA input into PCR (Mocak et al., 1997), or 

arbitrary chosen values such as 50 (Klein et al., 2015). Rakay et al. (Rakay et al., 2012) tested these 

different methods of calculating analytical thresholds and found that the threshold derived from 

baseline signals produced the lowest false positive and false negative errors. However, Bregu et al. 

(Bregu et al., 2013) showed that baseline noise increases with higher mass of DNA input into PCR, 
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and that thresholds derived from negatives were suitable only for to low-DNA samples. More 

recently, a cost-based approach to finding the analytical threshold was developed, based on the 

balance between dropouts and drop-ins (Riman et al., 2020).  

Another way of modelling noise is by the mean level of noise and standard deviations, and thus 

modelling noise as distributions. In these methods, the limit of detection (LOD) is the lowest level of 

signal considered reliable for detection (usually set at 3 stand deviations above the mean), and the 

limit of quantitation (LOQ) is the lowest level of signal to be considered that the signal strength can 

be reliably converted to the quantity of the analyte (Gilder et al., 2007). For a more in depth 

discussion of these terms, see (Armbruster & Pry, 2008). 

In recent developments, noise is modelled along with other components such as peaks of alleles and 

stutters in probabilistic, continuous models of profile interpretation (as opposed to the ‘binary 

interpretation methods that utilizes thresholds). This modelling of the interactions between the 

various components enables the analytical thresholds to be forgone, allowing for signals below the 

analytical thresholds to be included in the analysis (Bright, Taylor, et al., 2013; M. D. Coble & Bright, 

2019; Gill et al., 1998; Mönich et al., 2015; Swaminathan et al., 2018).  

5.3.5 Noise identification procedures in MPS 

Compared to the methods developed for CE, analytic thresholds in MPS STR analysis act on the basis 

of read counts. Noise thresholds (analytical thresholds) have been calculated by percentage (ratio) 

to the allele sequence (Vilsen et al., 2017), and by subtracting the minimum observed background 

noise from the maximum (Young et al., 2017). However, most freely available tools (as discussed 

below) currently use arbitrary chosen values such as 1 read and/or 1% of total locus reads.  

In FDStools (Hoogenboom et al., 2017), instead of delegating the identification of sequencing noise 

(the definition of noise in this study) to the allele calling algorithm, low read sequences and 

sequences falling outside a given range were filtered at the sequence extraction step by TSSV (Anvar 

et al., 2014), the STR extraction tool bundled with FDStools, using a read threshold. Thus, by the 

allele calling step, only allele sequences, stutter sequences, and possibly high read noise sequences 

should remain in the data. It should be noted that FDStools’ allele calling tool, BGEstimate, defines 

‘noise’ as all observed non-allelic sequences, and given that its ‘noise ratio’ is used for stutter 

resolution, the ‘noise ratio’ of BGEstimate is actually the ‘stutter ratio’. 

toaSTR (Ganschow et al., 2018) does not have a specific noise threshold, but instead considers all 

sequences (called observations) with a coverage below the analytical threshold, which is 10 reads by 

default, as background noise arising from stochastic sequencing errors and removes them. A stutter 
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model is then used to distinguish stutter sequences from ‘artefact’ sequences (which may be noise 

sequence that pass the analytical threshold). The sequences classified as artefact sequences are 

presented in the results with stutter and allele sequences.  

The STRinNGS v2.0 tool (Jønck et al., 2020) uses a percentage-based threshold as the noise filter, 

with a default value of 0.01 (unclear if this is 1% of allele or total reads). The tool then deals with 

these sequences by removing them.  

5.4 Detecting Stutter 

Stutters are motif-wise lengthening and shortening of repeat stretches, believed to be caused by 

polymerase slippage during PCR replication (Ellegren, 2004; Raz et al., 2018). 

In this study, stutter is defined as any increase or decrease of a repeat stretch in incremental lengths 

of the motif sequence. The results of Chapter 4, Section 4.3.3.2 showed that about 6% of sequences 

extracted for a STR locus consist of stutter sequences.  

Stutter ratios were calculated for each stutter sequence by dividing the number of stutter sequence 

reads by the allele sequence reads. The noise sequences used in this analysis were defined as any 

sequence containing solely stutter events that were labelled as ‘stutter’. Stutter and allele sequences 

were labelled by their respective classes (such as –1, -2 and +1 stutter, and allele as 0), and for each 

locus the highest-read sequence from each class (there may be two -1 stutters for STRs with two 

repeat stretches) were collected and used in the analysis (Figure 5.10).  
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Figure 5.10: Number of stutter datapoints collected for analysis, showing uneven distribution across loci 

5.4.1 Stutter sequence ratios 

Since two different alleles can generate the same stutter sequence, only the stutter ratios of 

homozygous or single allele Y-STRs were analysed, and ratios from all stutter sequences (not just the 

top sequence from each class) were used as datapoints.  

The collected stutter ratios were plotted in Figure 5.11 to show their distributions for each locus. 

Some loci, such as TPOX had lower variations in the stutter ratios, while others, such as vWA, have 

highly variable stutter ratios. Overall, most stutter sequences were less than 15% the number of 

reads as the allele sequence. DYS481 had the highest median stutter values which was just under 

0.5.  

 

Figure 5.11: Ratios of -1 stutter sequence reads versus allele reads collected across multiple samples. For each allele, 
although there may be several -1 stutter sequences for STRs with multiple repeat stretches, only the datapoints of the 
highest read -1 stutter product is shown. 

5.4.2 Factors affecting stutter ratio 

Scatter plots were used to visualize relationships between stutter ratio (calculated by dividing the 

reads of the stutter sequence by the allele reads) and possible factors: number of allele reads, allele 

complexity, length of allele sequence and total locus reads (Figure 5.12).  

A linear relationship was observed for stutter ratio vs parent allele length (more clearly observable 

when visualizing datapoints from one locus alone Figure 5.13), showing that stutter ratios increase 

with increasing allele lengths.  
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Figure 5.12 Scatter plot of stutter ratio versus predictor variables prior to transformation, showing datapoints from all loci 
(differentiated by colour). Subplots show predictors: parent allele reads (top left), allele sequence complexity (top right), 
length of allele sequence in bases (bottom left), and total locus reads (bottom right).  
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Figure 5.13 Scatter plot of stutter ratio versus predictor variables prior to transformation, showing datapoints from the 
TPOX locus. Subplots show predictors: parent allele reads (top left), allele sequence complexity (top right), length of allele 
sequence in bases (bottom left), and total locus reads (bottom right). 

Multiple linear regression was carried out to investigate the relationship between the –1 (forward) 

stutter ratio (calculated by dividing the reads of the stutter sequence by the allele reads) and the 

investigated predictors. Using stepwise regression, the best fitting model found for stutter ratio 

included all predictor variables (independent regression plots of these predictor variables are shown 

in Figure 5.14). There was a significant positive association between stutter ratio and length of the 

allele sequence (p < 0.001), locus reads (p =  0.023); and significant negative association with allele 

complexity (p < 0.001). Locus was a significant predictor of stutter ratio independent of the other 

predictors, which suggests the effect of locus-specific factors, perhaps repeating motif or STR repeat 



 

118 
 

structure, on stutter ratio. Parent allele reads (p = 0.337) was found not to be significant. The 

adjusted R-squared of the model was 0.58. 

 

Figure 5.14: Linear regression of stutter ratio versus predictor variables, showing datapoints from all loci (differentiated by 
colour). Subplots show predictors: parent allele reads (top left), allele sequence complexity (top right), length of allele 
sequence in bases (bottom left), and total locus reads (bottom right). Regression lines are shown in red. 

To investigate if stutter is related to specific motifs and the number of times they are repeated, 

sequences were decomposed into a table of counts of individual motifs and the number of times 

they have repeated. Duplicate motifs produced by sequences that contain two or more stretches of 

the same repeats were renamed by appending a number. Stepwise regression was again used to find 

the best fitting model. From the final model, the several motifs were significantly and positively 

associated with the stutter ratio, including AGAT, AAGG, AAAG, CCTT, etc. This model had an 

adjusted R-squared of 0.495. Motif itself was unable to explain the data as well compared with 



 

119 
 

descriptive features such as allele length and complexity. However, including ‘locus’ as a predictor 

variable resulted in a better fitting model, with an adjusted R-squared of 0.652, suggesting that 

there are other locus-specific components that affects stutter ratio outside of just the repeat motifs 

and the number of their repeats. 

From a review of the literature, stutters were known to be affected by motif length, as stutter is 

more pronounced in simpler repeat motifs, such as mononucleotide or dinucleotide motifs, as 

compared to the more longer motifs such as tetranucleotide motifs (Ellegren, 2004).  

The length of the repeat stretches is also related to the stutter ratio: An analysis of the vWA locus (P. 

S. Walsh et al., 1996) found that the stutter ratio increases with the length of the core repeat 

sequence (the longest repeat stretch of vWA’s three repeat stretches). Incidentally, they found that 

sequences with interruptions in the repeat stretches are associated with reduced stutter. 

The longest uninterrupted stretch (LUS) was found to be a good predictor of stutter ratios. In a study 

where the allele number and LUS length of D6S1043 were plotted against the stutter ratio, the LUS 

length resulted is a better fit, while the correlations in the allele repeat number model only held true 

when the alleles have the same repeating structure (Bright, Stevenson, et al., 2014). This LUS and 

allele relationship with stutter ratio was also shown for the TH01 locus (Brookes et al., 2012). 

Brookes et al found that the longest uninterrupted stretch (LUS) was a better predictor of stutter 

ratio than the allele number (Brookes et al., 2012), and it was observed that even when the total 

allele was longer if it included an interruption in the repeat stretch then the stutter ratio was 

reduced to a value similar to a shorter allele. Vilsen et al. expands on the idea of LUS, showing that 

for STR with multiple repeat stretches, each stretch may stutter to generate different stutter 

sequences, and each whole-motif repeat stretch from which a motif was missing (which the authors 

called ‘blocks’) was better predictor of stutter than the LUS (Vilsen et al., 2018). Furthermore, the 

variations in the flanking regions also influence stutter rates, sometimes independently of the LUS, 

and is hypothesized to be caused by differences in GC content or DNA secondary structures(Woerner 

et al., 2017b). 

The motif sequence itself may also have an impact on the occurrence of stutter. Due to the 

difference in hydrogen bonds strength between A-T (2 hydrogen bonds) and G-C pairs (3 hydrogen 

bonds), repeat motifs containing weaker bonds, or A-T rich, are thought to be more likely detached 

and cause the production of stutter (Schlötterer & Tautz, 1992). To test the hypothesis that A-T rich 

motifs were more likely to stutter, Brookes et al analysed the stutter ratios of artificial AGCG-motif 

repeat sequences (Brookes et al., 2012). While the results proved that the AGAT-motif stretches do 
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create more stutter than AGCG-motif stretches, the stutter ratio of the AGCG-motif stretches 

counterintuitively did not increase with longer allele lengths. While the authors have no clear 

explanation to this phenomenon with the AGCG stretch experiment, I believe that the figure shows a 

negative correlation between the length of AGCG stretch and stutter ratio that is due to the 

increased stability of the motif itself.  

G-C rich stretches may be too stable to generate inter-individual variation as opposed to the 

relatively prominent A-T rich stretches used in forensic STRs. A study by Tóth et al showed that the 

frequencies of different simple repeat motif types were different in the introns, exons and intergenic 

regions across several taxa (Tóth et al., 2000). Overall, the most abundant motifs are of high A-T 

content while G-C rich motifs were rare (Table 5.1). In introns, repeat stretches were abundant and 

motifs have relatively higher A-T content than exons. In exons, dinucleotide and tetranucleotide 

repeats were rare, but trinucleotide and hexanucleotide repeats were common. The authors’ 

recognized that exons seem to tolerate only trinucleotide and hexa-nucleotide repeats, and across 

mammalian taxa, 5-mer stretches are more frequent in introns and intergenic regions than triplet 

stretches. This suggests that the abundance of trinucleotide and hexanucleotide repeats in the exons 

may be under the selective pressure for the trinucleotide codon required for protein translation.  

Table 5.1: Brief comparison between the base content and motif length across exons, intergenic regions and introns 
according to Tóth et al. 

Exon intergenic intron 

Higher C-G motifs Higher C-G motifs High A-T motifs 

trinucleotide, hexanucleotide motifs tetra, penta motifs di, tetra, pentanucleotide motifs 

 
There is a bias towards C-G rich motifs in exons compared to introns and intergenic regions. The bias 

towards C-G rich motifs in exons may be explained by the fact that genetic information that are 

involved in physiological processes is required to be more conserved than the non-coding regions, so 

that the more stable C-G rich stretches that are less resistant to expansion/contraction are selected 

over the A-T rich stretches. Furthermore, the C-G rich stretches may have regulatory functions, such 

as the CpG sites and CCG stretches in the intergenic regions that undergo methylation for epigenetic 

control, or the CCG repeats in protein coding regions that is involved in protein splicing (Sawaya et 

al., 2013).  

Furthermore, Tóth et al found 27 motifs that do not form a repeat stretch longer than 12 bp, and 23 

of the motifs contain the CpG dinucleotide motif and four of them contain two CpG motifs. When 

coupled with the finding that the C-G rich stretches were overall of shorter lengths, this suggests 

that C-G rich motifs may be more resistant to expansion/contraction or has a different stutter 
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pattern, as observed in Brookes et al’s experiment with the AGCG stretches (Brookes et al., 2012). In 

the ForenSeq Primer Mix B, there are no STRs with the AGCG repeat motif.  

Other than the STR sequence itself, PCR conditions also affects the stutter rate. In low copy number 

typing where low template DNA was amplified with PCR, stutter increases (Budowle et al., 2009; 

Butler & Hill, 2010; Perlin et al., 1995). Also, lowering the annealing/extension temperature was also 

found to reduce stutter (Seo et al., 2014). 

5.4.3 Stutter identification procedures in CE 

In CE analysis (circa 2012), after the initial step in differentiating peaks from noise, the alleles are 

distinguished from artefacts (also called non-allelic peaks), which includes stutter (M. Coble & Hill, 

2012; Scientific Working Group on DNA Analysis Methods (SWGDAM), 2017). The stutter ratio is 

used to assess if a potential peak in a stutter position can be stutter and is calculated by dividing the 

signal of the stutter product by the parent allele peak (Bright, Buckleton, et al., 2014; Brookes et al., 

2012).  

After research into stutter revealed that stutter ratio was associated with the number of repeating 

motifs (P. S. Walsh et al., 1996) and the longest uninterrupted stretches (LUS) (Brookes et al., 2012), 

stutter was modelled using linear models (Alaeddini et al., 2020; Bright, Curran, et al., 2013; Kelly et 

al., 2014; Klintschar & Wiegand, 2003; Raz et al., 2018; Zubakov et al., 2015). Stutter has also been 

modelled using continuous distribution models to capture the variance of stutter ratios (Manabe et 

al., 2016). 

The analysis of stutter is now combined with other information such as peak height, heterozygous 

imbalance, and dropout, using probabilistic and continuous profile interpretation models (Barrio et 

al., 2018; Bleka et al., 2016; Bleka & Gill, 2015; Bright, Taylor, et al., 2013; Gill & Haned, 2013; 

Swaminathan et al., 2018; Taylor et al., 2013). 

5.4.4 Stutter identification procedures in MPS  

In MPS analysis, stutter ratios were calculated as CE (the read ratio of the stutter sequence versus 

the allele), but the additional sequence information allowed the study of stutter at specific alleles, 

repeat stretches, and different types of stutter products (Aponte et al., 2015; R. Li et al., 2020; Vilsen 

et al., 2018; Woerner et al., 2017b). In the MPS STR tools discussed below, two use fixed stutter 

thresholds for each stutter class, while one uses a sequence-based stutter model. 

FDStools (Hoogenboom et al., 2017) considers noise as all non-allele sequences observed in a 

sample, this includes all sequences with PCR stutter or single-nucleotide errors (1 bp 

indel/substitutions). To gather training data to train its stutter model, FDStools first labels training 
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data sequences as allele or noise (stutters inclusive) using percentage-based thresholds. This is 

performed by the Stuttermark and Allelefinder tools, in order. The Stuttermark tool within the 

FDStools package scans sequences that are in a stutter position of another sequence and uses 

thresholds to determine if they should be marked as ‘stutter’. The thresholds used in the study were 

30% for a suspected -1 stutter sequence, 10% for suspected +1 stutter, and 30% of -1 stutter for a 

suspected -2 stutter. After stutter labelling, the Allelefinder tool labels the alleles to finalize the 

production of the reference dataset. 

With the reference dataset, two types of stutter models were built for use in the analysis of case 

samples: an allele-specific ‘recurring systemic noise’ profile, and a sequence-based stutter prediction 

model. The allele-specific systemic noise profile is the amount of suspected noise based on allele 

reads, a ‘noise ratio’ (although reads of both stutter and indel/substitution sequences are included 

into this calculation), which is calculated from homozygous samples by dividing the number of noise 

reads by allele reads. The second, sequence-based stutter prediction model, is used to predict the 

‘noise ratio’ when none is available in the event of a novel allele. The Stuttermodel tool builds repeat 

stretch length versus stutter ratio polynomial models at three specificities: locus and motif specific, 

locus-specific, and a cross-loci general model.  

FDStools uses these models to predict the presence and amounts of noise sequence in the query 

data with the tool BGPredict and merges the actual observations to the allele sequence reads using 

the tool BGMerge.  

toaSTR (Ganschow et al., 2018) searches for the 9 most common stutter products for each presumed 

allele (any observed sequence). The positions for ‘virtual stutter sequences’ for -2, -1, ±0 (isometric), 

and + 1 stutters are considered. At each of these positions, the expected coverage is calculated using 

a user-defined, percentage-based stutter threshold. The authors suggest an initial stutter value of 

20% for calibration, and also provides a supplementary file containing the thresholds produced in 

their research. Observations (sequences) in the data that match or fall under the number of (virtual 

stutter’s) predicted number of reads are labelled as stutter and reported in the results. 

STRinNGS v2.0 (Jønck et al., 2020) defines stutter as any remaining sequences that have not been 

classified as noise or alleles, and if these sequences are -1 stutter sequences.  

5.5 Detecting Alleles 

Whilst the highest read sequence is most likely the allele, a second allele may be harder to identify 

due to the possibility of it being confused with a stutter sequence, or if low enough, a noise 

sequence. In this Section, the relation of a second allele to the highest read allele in the data was 
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investigated using the allele ratio, defined as the number of reads of a second allele divided by the 

reads of the highest read allele.  

It is important to note here that the allele ratio calculated in this Section is not the same as the ratio 

for heterozygote balance (or heterozygote imbalance), which is only from alleles that are clear from 

stutter influence (are not mixed with the stutter products of another allele) (Cheng et al., 2020). In 

contrast, the allele ratios calculated in this study serves to identify allele sequences as presented in 

sequence extraction data, with or without the influence of stutter.  

In this dataset, some loci were completely homozygous and did not have a second allele required for 

the calculation of the allele ratio. Since only single-source samples were used, no allele ratios were 

calculated for Y-STR (DYS) loci except for the DYS385 locus (consisting of the DYS385a and DYS385b 

loci), and DYF387S1 (consisting of DYS387S1a and DYS387S1b). The heterozygous call for Y-GATA-H4 

was an error made by the allele caller due to the locus not being added to the list of Y-STRs. 

5.5.1 Allele ratios 

The plot of allele ratios, calculated from heterozygous loci as called by the allele caller, show that the 

values for most autosomal loci were concentrated in the region around 0.7 to 0.9 (Figure 5.15).  

 

Figure 5.15: Allele ratios, defined as the read proportions of the smaller (lower read) allele to the larger, show that for most 
loci, the second allele sequence typically falls within the 70% the read counts of the highest read allele in the sequence 
extraction data (consisting of 75% of all datapoints in the plot). 

Excluding the Y-GATA-H4 (false positive call made by allele caller), the X-STR loci had few available 

datapoints to their homozygous nature in this dataset. Using the extremely lenient heterozygous 

calling threshold of 0.2 (all sequences with over 20% of top allele reads will be called an allele) and 
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without filtering for CE-concordant allele results, many outliers were observed that fall outside the 

clusters, most of these were ratios below 0.5. These outliers are likely noise or high-read stutter 

sequences.  

From Figure 5.15, it could be inferred that had the threshold been set at a general, high value, such 

as 0.7, many alleles would not have been called. To confirm this, the CE-concordant allele calls from 

Chapter 4 were retrieved and plotted. The results (Figure 5.16) confirmed that a threshold of 0.7 was 

indeed too high. The same results were observed across tools compared in Chapter 4.  

 

Figure 5.16: Allele ratios, defined as the read proportions of the smaller (lower read) allele to the larger, of CE-concordant 
locus calls using STRait Razor v2s with the Forenseqv1.2.config file, retrieved from the analysis results of Chapter 4. 
Approximately 50% of all datapoints were above a value of 0.7. 

5.5.2 Factors affecting allele ratio 

Scatter plots were used to visualize relationships between allele ratio (calculated by dividing the 

reads of the smaller allele by the reads of the larger allele), and the length difference between 

alleles, read difference between alleles, combined allele reads and average allele lengths (Figure 

5.17). For this analysis, all ratios (shown in Figure 5.16) were used as datapoints.  

A linear relationship was observed for allele ratio vs average allele lengths (more clearly observable 

when visualizing datapoints from one locus alone Figure 5.18), showing that allele ratios decrease 

with increasing differences between allele reads.  
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Figure 5.17: Scatter plot of allele ratio versus predictor variables prior to transformation, showing datapoints from all loci 
(differentiated by colour). Subplots show predictors: length difference between parent alleles (top left), read difference 
between parent alleles (top right), combined allele reads (bottom left), average allele length (bottom right).  
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Figure 5.18: Scatter plot of allele ratio versus predictor variables prior to transformation, showing datapoints from the FGA 
locus. Subplots show predictors: length difference between parent alleles (top left), read difference between parent alleles 
(top right), combined allele reads (bottom left), average allele length (bottom right). 

Multiple linear regression was carried out to investigate the relationship between allele ratio and the 

predictor variables. Using stepwise regression, the best fitting model was found for allele ratio 

included the predictor variables: difference in length between alleles, combined allele reads, and 

total locus reads (independent regression plots of these predictor variables are shown in Figure 

5.19). Average length of alleles was not a good predictor and was excluded from the model. There 

was a significant positive association between allele ratio and combined allele reads (p < 0.001), and 

negatively associated with length difference between allele sequences (p < 0.011) and difference 

between allele reads (p < 0.001). Some loci were also inversely associated with allele ratio. The 

adjusted R-squared of the model was 0.47. 
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Figure 5.19: Linear regression of allele ratio versus predictor variables, showing datapoints from all loci (differentiated by 
colour). Subplots show predictors: length difference between parent alleles (top left), read difference between parent alleles 
(top right), combined allele reads (bottom left), average allele length (bottom right). Regression lines are shown in red. 

While the definition of allele ratio used in this study differs from that of the well-studied 

heterozygote balance, it can be considered as a stutter-contaminated approximation (the calculation 

of the allele ratio may capture alleles with added reads from stutter products, while the calculation 

of heterozygote balance avoids this). As such, the findings of the regression analysis show 

consistencies with the findings of peak height imbalance (heterozygote balance) studies of CE. 

The negative association of length difference on allele ratio has also been observed in CE studies of 

heterozygous balance/peak height ratios, due to the preferential amplification of shorter (lower 

molecular weight) alleles and higher stutter rate of longer alleles (Bright et al., 2011; Holt et al., 

2002; Kelly et al., 2012). Due to this, the primary stutter product is added to the allele peak in some 
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calculations of the heterozygous balance (Gill et al., 2000). These studies also observed that higher 

average peak height correlated with lower variability in the heterozygous balance values. 

Peak height imbalance (heterozygous balance) was also inversely proportional to template quantity, 

that is, heterozygous balance ratios were lower with low PCR templates, due to the sampling issues 

during PCR (Gilder et al., 2011; Hansson et al., 2017). It has been suggested that depletion of PCR 

reagents in later cycles impose selection bias against longer amplicons, as in the competition of 

amplicons for reagents, longer sequences that fail to completely extended are not involved in 

further replication cycles (Leclair et al., 2004).  

The process of sequence extraction may also induce bioinformatic-based allele imbalance. As shown 

in Chapter 4, the flanking sequences (their specificity and distance apart) used to identify and extract 

the STR sequence has a large effect on the ratio between the extracted allele sequence and noisy 

(indel/substitution) variants of the allele.  

5.5.3 Allele identification procedures of CE 

In CE analysis (circa 2012), alleles are identified after the identification of noise and stutter artefacts, 

using two relevant thresholds: the stochastic threshold that is concerned with possible allele 

dropouts, and the heterozygote balance ratio (peak height ratio) concerned with the identity of a 

second peak (M. Coble & Hill, 2012; Scientific Working Group on DNA Analysis Methods (SWGDAM), 

2017).  

The stochastic threshold (has also been referred to as the low-template-DNA threshold) is defined as 

the value where it is safe to assume that dropout has not occurred. A single peak at a locus would be 

designated homozygous if higher than the stochastic threshold, otherwise designated as a possible 

heterozygous allele with possible dropout. While, arbitrary values had been used (such as 150-200 

RFU), the stochastic threshold has been calculated from heterozygous loci data as the value that is 

higher than a proportion (say 99%) of all alleles (Duijs et al., 2018; Westen et al., 2012). 

The heterozygous balance (or peak height ratio) is mainly used to determine if two heterozygous 

alleles originate from a possible contributor, and has been calculated by dividing the peak height of 

the smaller allele peak by the larger (Gilder et al., 2011), but calculation by dividing the height of the 

high molecular weight allele against the height of the low molecular weight allele has also been 

suggested (Bright et al., 2011; Kelly et al., 2012). 

Stochastic thresholds and heterozygote balance thresholds are since being replaced by continuous 

models of profile interpretation (Bleka et al., 2016; Bright et al., 2018; Bright, Taylor, et al., 2013; M. 
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D. Coble & Bright, 2019; Gill et al., 1998; Gill & Haned, 2013; Mönich et al., 2015; Swaminathan et al., 

2018). 

5.5.4 Allele identification procedures in MPS  

While heterozygote balance has been studied for different MPS platforms and library kits (Guo et al., 

2017; Meiklejohn & Robertson, 2017; Pereira et al., 2017; Vilsen et al., 2017), most currently 

available tools (as discussed below) use fixed ratio-based thresholds (either calculated against the 

highest-read allele or total locus reads) to identify alleles. 

FDStools (Hoogenboom et al., 2017), in the initial curation of the reference database, use an allele 

threshold of 30% of the most frequent allele reads to identify second allele sequences from noise 

sequences. When analysing case samples, the models inferred from the reference database are used 

to test if the amount of stutter/noise for each sequence matches that predicted by the model. If the 

allele sequence is in the database, then the allele-specific allele noise profile is retrieved and used, 

otherwise in the case of a novel allele, the sequence-based stutter prediction model is used. 

To account for differences in allele reads in mixed-source samples, the Samplestats tool of FDStools 

calculates additional statistics for each sequence for allele calling. These metrics include the total 

reads, read per strand, percentage (ratio) reads relative to highest-read allele, percentage (ratio) 

reads versus total locus reads, and percentage reads increase/decreased following correction and 

merger with noise and stutter. Each of these metrics have an associated threshold, which if passed, 

results in the sequence being called as an allele. In other words, FDStools couples its denoising and 

stutter resolution results to individual sequence statistics for sequence-level allele calling, in contrast 

to the locus-level allele calling methods that rely on ratio rules applied across all locus reads. 

toaSTR (Ganschow et al., 2018) uses the combination of stutter information and a user defined 

‘calling threshold’ to identify alleles. If a sequence has a coverage higher that the expected stutter 

value and higher than the ‘calling threshold’, by default 2% total locus reads (the authors call this 

‘system coverage’), it is considered as an allele.  

STRinNGS v2.0 identifies alleles after the filtering of noise sequences. The sequences that remain, 

are considered ‘reads for genotype call’, and the algorithm attempts to find the collection of 

sequences that, with their reads combined, pass a threshold. Starting from the highest read 

sequence, the sequence read is tested against a percentage threshold, ‘min_frac_genotype’ with a 

default of 0.7 total reads. If the highest read sequence passes this threshold, the sequence is 

identified as a homozygous allele. Otherwise, the algorithm considers if the top two sequences are 

alleles by adding their reads and testing against the threshold. The algorithm continues to add 
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sequences each time the threshold requirements is not met, up to a maximum of 6 presumed 

alleles. 

5.6 Exploring a potential allele calling model 

While the tool examples discussed use a fixed percentage threshold to identify noise, stutter, and 

other allele sequences, the distribution plots of noise (Figure 5.3), stutter (Figure 5.11) and allele 

(Figure 5.15) showed that the ratio values cluster at different ranges across loci, confirming that 

thresholds for noise, stutter, and allele identification should be locus-specific. In particular, the plot 

of allele ratios calculated from CE-concordant results (Figure 5.16) showed that a pan-locus, allele-

identifying threshold of high value (0.7 for example) will lead to alleles being missed across loci.  

Across studies, noise, stutter, and second alleles were often identified by their read counts (or peak 

heights) versus the highest-read allele, and in this study, the ratios of each sequence class seemed to 

cluster in specific ratio ranges (for example, in Figure 5.20, noise ratios of CSF1PO were often 

centred around 0.01 and stutter ratios centred around 0.1).  

 

Figure 5.20: Probability density distribution of noise, -1 stutter and allele ratios for the CSF1PO locus. Ratios clustered 
around different value ranges according to type: Noise ratios clustered near 0, stutter ratios clustered near 0.1, and allele 
ratios occupied the ranges between 0.8 and 1.0.  

This separation of ratio values may allow an unknown sequence to be typed by its relative ratio 

versus the allele sequence.  

5.6.1 Three-class allele calling model 

Noise, stutter, and allele ratio values collected using the methods described in this study can be used 

as labelled data of three classes for the training of locus-specific allele calling models. For the 

untyped sequences extracted for a locus, assuming that sequence with the highest read count is the 

allele, the models would be able to type the sequences based on the read ratio values calculated for 

all sequences versus the assumed allele. This methodology will be briefly introduced here and be 

used in practice in the development of the allele caller in Chapter 6. 

While this model can be quickly built using machine learning packages such as Scikit-learn 

(Pedregosa & Varoquaux, 2011), I constructed Naïve Bayes classifiers using the Python package 
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Pomegranate (Schreiber, 2018) following its official tutorial which included model visualizations. One 

model was built for each locus using collected ratios values for each sequence class. 

The Naïve Bayes classifier, being a probabilistic method, makes prediction based on class 

probabilities at the given value. The probability curves CSF1PO example are plotted in Figure 5.21. It 

can be observed that noise, stutter, and allele ratios occupy distinctive ratio ranges and in such 

order. The decision boundaries of each class are marked by line intersections. Noise sequences span 

a short ratio range while alleles span a large ratio range. Given a ratio, the model produces the 

probability of the sequence being noise, stutter, or allele (Table 5.2). The decision boundaries could 

be extracted and used as class identification thresholds in allele calling. With more data, it is likely 

that more accurate and more reasonable thresholds be found. 

 

Figure 5.21: Naïve Bayes model for read ratio-based classification of noise, stutter, and allele sequences of CSF1PO. The y 
axis represents posterior probability, the x axis represents the read ratio of the query sequence versus the highest-read 
allele. The rise and fall of each line represent the prediction probability of each sequence class along ratio values.  

Table 5.2: Example usage of the three-class model in allele calling.  

Number of reads for each 
extracted sequence 

Ratio versus 
highest read allele 

Sequence class designation by 
Chapter 4 allele caller 

Sequence designation by 
three-class prediction model 

1562 1.000000 allele Allele 

63 0.040333 stutter Stutter 

12 0.007682 indeterminate Stutter 

3 0.001921 noise Noise 

1 0.000640 noise Noise 

1 0.000640 noise Noise 

1 0.000640 noise Noise 

 

5.6.2 Incomplete models 

While models for loci with sufficient datapoints in all three classes produced complete models with 

three distinctive peaks, loci with insufficient datapoints or missing classes produces incomplete 

models that cannot be used, such as the model for D21S11 (Figure 5.22).  
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Figure 5.22: An incomplete model for the D21S11 locus that is missing allele ratio information 

Since the highest-read sequence is used as the reference for the calculation of ratios values, no allele 

ratio values will be collected from loci with only one allele. Y-STRs, with the exception of two-allele 

loci (DYS385a/b), had no second allele from which the boundaries for a second allele could be 

calculated, resulting in a model that has only predicts stutter or noise classes (Figure 5.23). 

 

Figure 5.23: A complete model for the DYS389I locus 

Outliers present in the ratio data, such as allele ratio values located in the stutter ratio range, 

induced extra decision boundaries (producing two peaks to appear for one class) (Figure 5.24).  

 

Figure 5.24: A complete model for the D10S1248 locus 
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5.7 Discussion 

5.7.1 The three-class (Allele-Stutter-Noise) model 

In the exploratory data analysis presented in this study, the plots of the noise, stutter and allele 

ratios showed that the values were locus-specific, meaning that the thresholds for sequence class 

identification differ across loci, and should be inferred from data instead of using a fixed, universal 

value. The dangers of using such universal thresholds could be seen in Figure 5.16, where 50% of 

alleles will not be called (performed on CE-validated allele data) if a pan-loci threshold of 0.7 was 

used. Of the three tools discussed in this Chapter, only FDStools performs artefact sequence 

profiling/modelling from data to determine locus-specific thresholds, while toaSTR and STRinNGS 

v2.0 relied on uniform, percentage-based thresholds. To explore locus-specific sequence 

classification models, the three-class (Allele-Stutter-Noise) classification model was built (Section 

5.6.1), and while the model provides a continuous class-prediction means for sequence 

classification, several concerns were raised about its accuracy. 

One possible failing of this approach lies in the reliance and assumption that the highest-read 

sequence is the allele: if a prominent systemic or bioinformatic error had generated artefact 

sequences that occupied the highest read position rather than the allele, the read ratio values would 

be calculated against this sequence and the sequence class prediction results would be meaningless. 

Another potential issue could arise from the model’s sole reliance on read ratio while neglecting 

sequence information. Using this approach, for example, any sequence with read ratios falling into 

the stutter ratio range will be classified as stutter. This highlights the need to utilize both read ratio 

and sequence information in sequence class identification. For example, another perhaps more 

accurate method of evaluating if a stutter is a stutter or a minor allele would be by comparing two 

sequences for the loss or gain of one or more motifs in the repeat stretches. Noise sequences could 

also be identified by comparison against the allele sequence.  

Nevertheless, the three-class (Allele-Stutter-Noise) classification model explored in this study would 

need to be retrained from additional and more accurately labelled data for it to be used in an allele 

caller. Furthermore, a separate artefact sequence model may need to be trained for each extraction 

tool, as it was observed in Chapter 4 that each tool, and version of flanking sequence, produce 

different proportions of artefact sequences.  

5.7.2 Insights gained on the identification of alleles and artefact sequences  

There are several features of sequencing data that could be used as clues to identify allele, stutter, 

and noise sequences, such as sequence read counts, the sequence itself, and read base quality. 
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Sequence read counts remain the primary clue used by allele calling tools for sequence classification 

by the tools discussed in this study, while base quality was found not directly helpful in the 

identification of noise (Section 5.3.3). 

From the comparison and discussion of sequence/peak identification methods, it was clear that the 

statistical methods of CE have been more developed and thoroughly explored than MPS techniques. 

But even then, these techniques were all based on the abundance information of each allelic peak, 

meaning that MPS, with the additional sequence information, will surpass CE in fine resolution of 

individual components in STR analysis. 

In both MPS and CE studies, allele, stutter, and noise are identified by their sizes (reads or peak 

heights) relative to the allele. This makes sense, as stutter and noise sequences originate from the 

allele, and so should be modelled based on the allele. This relationship means that relational 

thresholds, such as percentage/ratio thresholds (such as STRinNGS v2.0’s noise threshold of 1% top 

allele reads), should be preferred over fixed read thresholds (such as toaSTR’s noise threshold of 10 

reads).  

In the MPS allele calling tools discussed in this study, some tools use criteria and thresholds to select 

for its identification target, while some use thresholds to identify its target by elimination, resulting 

in a ‘default’ sequence designation. For example, there are no stutter thresholds in STRinNGS v2.0, 

which instead identifies stutter as any remaining sequences that have not yet been classified as 

noise or alleles. In contrast, toaSTR uses defined ratio-based boundaries to identify stutter. 

Comparing these methods, identification by selecting for criteria would result in a higher specificity 

and should be the preferred strategy for an allele caller if tailored descriptors (thresholds or models) 

were available.  

The allele, stutter, and noise ratios used in this study could be readily used to calculate identification 

thresholds or classification models. To fully utilize sequence information and increase model 

specificity, stutter could be modelled with linear regression by individual repeat stretches, and 

stutter and noise sequences can both be more accurately identified if the sequence is compared 

against the allele. 

As the read counts of alleles and stutters are intimately intertwined (for example, increased stutter 

may cause lower allele counts) and variants of the biological allele sequence, they would ideally all 

be included in a single unified model, for example, called the ‘total allele model’, which describes the 

allele sequence, along with all the different stutter variants that sum to form the total reads of all 

variants of the biological allele sequence. Treating allele and stutter reads as the components of a 
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single entity, an algorithm may be used to find these ‘total alleles’ in the data, and potentially 

simplifying sequence/peak identification mixture deconvolution. 

5.7.3 Is modelling artefact ratios by reads appropriate?  

While across MPS studies, allele, stutter, and noise were modelled with sequence reads as the basic 

unit, this may be not ideal as sequence reads do not equate to a single stutter or indel/substitution 

event, but the culmination of several events on a single read. In other words, artefacts should be 

modelled as individual events occurring on reads; artefact reads are haplotypes arising from these 

events and should not be used to model artefacts.  

For example, on a single ‘stutter’ sequence, there could be numerous stutters and 

indel/substitutions events. In a modelling scenario, to label a sequence as simply ‘a stutter 

sequence’ means this read would now be used to inform stutter model and thresholds, despite it 

also being an indel/substitution sequence that would be used to inform a separate noise model.  

Assigning a sequence to a specific class means to identify the sequence by one of these events while 

overriding all other events, and to use this method to calculate ratios would mean the loss of 

information (datapoints) for the other sequence classes. Additionally, when multiple events of the 

same type, such as two substitution events occur in the same read, counting the read as a single unit 

results in under-sampling of substitution datapoints.  

Moreover, if the occurrence of indel/substitutions on a single read is a random process, then the 

number of sequences would not be able to be modelled. As an extreme example, 100 

indel/substitutions could all occur in different reads and yield 100 noise sequences or occur on the 

same read to yield 1 noise sequence. This means that modelling by sequence is in fact modelling 

permutations of the artefact-generating events. 

This also applies to stutter, especially in STRs with multiple repeat stretches where each repeat 

stretch is liable to stutter. toaSTR’s strategy of predicting the appearance of a specific stutter variant 

is in fact predicting the co-occurrence of a specific stuttering configuration of the stretches (e.g., 

stretch A stutters and stretch B does not stutter), which may likely be a stochastic process and 

difficult to model.  

Therefore, to model stutter and indel/substitutions in their purest form (e.g., not results of their 

permutation), the counts of individual events should form the basis of instead of sequence counts. 

This suggests a novel paradigm of artefact identification: each difference from the allele (such as an 

insertion at base 14) would be tested to be genuine (allelic) or an artefact based on their appearance 
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across all locus reads. Since genuine (allelic) differences is statistically more frequent than noise, this 

difference may be inferred from data and used as threshold. 

The benefits to this paradigm are the increased resolution and potential usage of ‘noise’ sequences 

in allele calling. For example, an insertion event occurring on multiple sequences, together with 

other events, results in several ‘noise’ sequences. The number occurrences of this event across all 

noise sequences, checked against an event-based artefact model and determined to be an artefact, 

can be corrected, removing the artefact from the noise reads. This process, repeated for all observed 

possible events, would allow some sequences to be returned to the original allele sequence, instead 

of being discarded due to failing an indiscriminate ‘noise threshold’ based on read counts.  

5.8 Conclusions 

In this Chapter, ratio relations between an allele sequence and noise, stutter and other allele 

sequences were explored with a brief exploratory data analysis. Potential factors affecting the ratios 

were discussed along with existing CE and MPS methods in the literature.  

While stutter and other allele sequences have a more obvious ratio relations to the allele, noise 

sequences proved more difficult to model. However, an allele calling method utilizing the difference 

in the ratio values between noise, stutter, and allele sequences could be used to type unknown 

sequences and will be further developed into an allele calling method in Chapter 6.   

Furthermore, the discussion highlighted the reasons for modelling artefacts (stutter, indelsubs) by 

individual events, and the potential issues that lurk when read counts of the entire sequence are 

used instead. An exploration of this unfamiliar paradigm is explored in Chapter 6. 

For CE, the modelling of sequence classes progressed from using fixed thresholds to distributions, 

then to probabilistic and continuous methods, and MPS is likely to follow similar progression.  
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Chapter 6   

Automatic denoising allele caller 
Automated learning of allele calling models from data  

 

 

 

6.1 Introduction 

In this Chapter, I combined the learnings from Chapters 4 and 5 into a novel allele caller. Based on 

the need for tool-specific models (a finding from Chapter 4) and methods for identifying different 

sequence classes (Chapter 5), this allele caller automatically builds allele calling models from STR 

sequence extraction data. In addition, the allele caller attempts to associate artefact reads such as 

noise and stutter reads to the parent allele sequence, and thus was given the name Automatic 

Denoising Allele Caller (AutoDAC). 

In contrast to existing allele callers (discussed in following Sections), which classify complete reads as 

stutter or noise, AutoDAC’s stutter and noise models recognizes if individual base differences to the 

allele sequence (such as stutter or indel/substitution) are artefact events (stutter, noise) or allelic.  

At this level of detail, noise events (sequencing errors) can be corrected with these models and the 

corrected reads can be merged back to the parent allele instead of being discarded. Previously, this 

merging of noise reads to allelic reads was found to improve heterozygous balance (Hoogenboom et 

al., 2017).  

This identification of artefact-generating events at the base level allows stutter can be analysed at 

the level of the repeat stretches instead of by the counts of reads (haplotypes that may encompass 

both stutter and indel/substitution events); and allows genuine SNPs to be differentiated from noise 

and may prevent sequences from being designated as ‘noise’ just for having low reads.  

6.1.1 Stutter and noise as relevant information 

Many current MPS allele calling methodologies are focused only on the identification and reporting 

of the allele sequence(s) and do not use stutter and noise information. This manner of allele calling 

has been observed in STR tools (see Chapter 5) and the ForenSeq UAS system circa 2018. On the 

other hand, FDStools (Hoogenboom et al., 2017), is a counterexample which not only identifies 
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stutter and noise sequences, but utilizes this information by merging the reads of these artefact 

sequences back to the parent allele.  

As all stutter and noise sequences could be considered variant copies of the allele, these sequences 

should not be ignored in analysis, but be treated as components of the allele. In contrast to capillary 

electropherogram analysis of STR data where allele sequences of the same length manifest as a 

single peak, each base difference in MPS sequence data creates a discernible and discrete variant of 

the allele sequence. With this additional sequence information, noise artefacts are no longer an 

unresolvable blanket of waste information but can be related back to the originating alleles. 

Likewise, stutter artefacts can be related back to the alleles if the stuttering rate information is 

known. 

In a sense, the observation of stutter and noise artefact variants support the existence of the allele 

sequence. From this perspective, stutter and noise artefacts could be considered the stutter support 

and noise support of the allele. 

6.1.2 Event-based vs sequence-based analysis 

In allele calling, while it may seem intuitive to assign entire reads as ‘allele’, ‘stutter’ or ‘noise’ 

sequences (for example, labelling a sequence with a stutter event as ‘stutter sequence’ and 

sequences containing indels as ‘noise’), this may cause the underrepresentation of specific events, 

for example, labelling a sequence as stutter when it also contains multiple indel/substitutions results 

in the exclusion of the indel/substitution information. Furthermore, when this method is used to 

generate datapoints to train stutter or noise models, the datapoints (each sequence read) represent 

the chance co-occurrence, combinations of stutter/indel/substitution events, instead of the actual 

stutter/indel/substitution events themselves. 

For example, in a sequence containing a -1 stutter of a repeat stretch, every indel/substitution 

caused by sequencing error occurring alongside the stutter event creates another variant sequence, 

splitting the read counts between the original ‘stutter sequence’ and the new version of ‘noisy 

stutter sequence’. In addition, other repeat stretches present on the sequence may also stutter, 

generating more variants and dilution of the reads of the original ‘stutter sequence’. To prevent this 

read dilution, possible stutter could be evaluated at the specific stutter stretch and possible noise 

evaluated at each indel/substitution position. 

6.1.3 Automatic denoising allele caller 

In this Chapter, an allele caller that learns allele-calling models and thresholds from data was 

developed, called the Automatic Denoising Allele Caller (AutoDAC). AutoDAC learns locus-specific 
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noise and stutter models and thresholds from data and uses these in allele calling, and so, is a 

methodology that avoids the usage of use of arbitrary and unsuitable user-defined threshold values.  

Instead of labelling entire sequences as noise or stutter sequences, AutoDAC uses the novel 

paradigm of ’analysis by event’, that is, on one read, individual indel/substitution and stutter at a 

specific repeat are identified and treated distinctly. As stutter and sequencing error events generate 

artefact variant sequences at the expense of the allele reads, AutoDAC identifies stutter and noise 

bases (such as indel/substitutions), and reconcile the artefact variant sequences back to their parent 

alleles. 

The tool has two usage modes (Figure 6.1): A Learning mode and an Analysis mode. In Learning 

mode, AutoDAC infers noise thresholds, allele vs stutter thresholds, and builds locus-specific stutter 

models from user-specified training data. In Analysis mode, AutoDAC performs denoising to identify 

sequence error (noise) bases and merges noise sequence reads with the original allele. After the 

alleles are identified the stutter sequences are broken down into quantifiable stutter events and an 

optimization algorithm calculates the total number of each allele that is required to generate the 

profile of observed stutter. As noise and stutter arise from different processes, their identification 

and resolution are processed separately, and with strategies suited to their respective nature. 

Sequence extraction data in the ‘.ckseqs’ format (described in Chapter 4, Section 4.2.1) can be used 

to train the AutoDAC models in learning mode or as the files to be allele called in analysis mode, 

with no extra preprocessing required. AutoDAC is tool agnostic, meaning that training can be 

performed on targeted-sequencing sequence extraction results from any MPS platform given that 

the results are formatted into the ‘.ckseqs’ format. 
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Figure 6.1: Schematic of AutoDAC, showing the processes in the Learning routine (grey) and Analysis routine (green) 

In this Chapter, the sequence extraction results of STRgazer (Chapter 3, Section 3.4) processed from 

FASTQ files of known single-source samples from the training dataset (described in Chapter 2, 

Section 2.2.3.2) were used in the development of AutoDAC’s modelling (Learning) and allele calling 

(Analysis) methods. This dataset of 45 files contains 226 STR and SNP loci of the ForenSeq™ Primer 

Mix B, with an average of 50 unique sequences per locus in each file, and an average of 40 alleles per 

locus. AutoDAC’s algorithms are described and explained in Sections 6.2 and 6.3, followed by the 

testing of its accuracy on data with known CE results and further improvements to the algorithm.  

6.2 Methods: Learning routine  

6.2.1 Overview 

In Learning mode, AutoDAC performs the Learning routine consisting of several preprocessing and 

model-building procedures. The allele calling models and thresholds are built from sequence 

extraction data files (‘.ckseqs’) in a training data directory specified by the user. These models and 

thresholds include: 

• Locus-specific noise thresholds (used to identify noise such as indel/substitutions) 

• Allele vs stutter thresholds (used to identify alleles) 

• Stutter ratio prediction models (used to predict the expect stutter products of presumed 

alleles) in three incrementing scopes: 
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o General (repeat length only) stutter model 

o Motif-specific stutter model (motif model) 

o Locus+motif-specific stutter model (specific model) 

The training data should be from single-source samples, and ideally contain homozygous loci 

examples (for the extraction of stutter data), since with only one allele present, all the other 

sequences must originate from the one allele sequence, which simplifies the stutter/noise ratio 

calculation process. The presence of a second allele hinders this calculation as the artefact products 

of both alleles combine to form a mixture. Although homozygous data was required to build the 

threshold and models, the trained tool is not limited to homozygous data in analysis. AutoDAC 

identifies homozygous loci from the training data prior to stutter or noise modelling, using an 

unsupervised training/clustering method. In future developments, an algorithm could be used to 

extend this process to utilize data from heterozygous loci where the alleles and their products do not 

significantly overlap. 

After their creation, all models and thresholds built from the training run are stored inside a self-

contained model folder, and collectively referred to as an ‘AutoDAC model’. In this study, AutoDAC 

models were referred to by the name of the tool used to produce the training data for brevity, for 

example, the AutoDAC model trained on STRgazer data was called the STRgazer model. The user 

may build several AutoDAC models using different training data and can specify which one to use for 

allele calling in Analysis mode. This allows the user to build and use specific AutoDAC models for the 

analysis of data produced by specific sequencing platforms, marker panels, or STR sequence 

extraction tools or pipelines.  

6.2.2 Identifying discrete differences between sequences 

At each locus, the highest-read sequence is used as the reference allele sequence, and using the 

alignment-based algorithm developed in Chapter 4, Section 4.2.5, the differences between the 

reference allele sequence and all other locus sequences are typed and represented as a collection of 

descriptive labels called difference element (d-element) tags (an example is shown in Table 6.1).  

Each d-element tag describes the specific difference (such as insertion or deletion), the position of 

difference when aligned to the reference allele sequence, and the modifying base(s). For example, a 

d-element of ‘S:24:G’ at 198 counts (as in Table 6.1) means that when all reads were individually 

aligned to the reference allele sequence, a substitution to G was observed at position 24 on 198 

occasions/reads. There are five types of differences described by d-elements: 

• I (insertions) 
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• D (deletions) 

• S (substitutions) 

• M+ (motif insertions) 

• M- (motif deletions) 

Table 6.1: Example of d-element tags calculated for the vWA locus sequences, using the highest-read sequence as the 
reference allele sequence. No d-elements were calculated for the top sequence as it is the reference allele sequence. 

Locus Sequence 
Read 
count 

Allele 
number 

d-element tags Explanation 

vWA ATTGAT... 258 17 [] No difference from reference allele 

vWA ATTGAT... 198 17 [S:24:G] Substitution at base 24 with a G 

vWA ATTGAT... 36 16 [M-:21:TCTA] 
Motif deletion at position 21, with motif 

being TCTA 

vWA ATTGAT... 18 16 [S:28:G, M-:21:TCTA] 
Substitution at base 28 with a G & 

Motif deletion at position 21, with motif 
being TCTA 

vWA ATTGAT... 3 15 [M-:21:TCTATCTA] 
Motif deletion at position 21, with motif 

being TCTA TCTA 

 
These d-element tags allow discrete differences to be quantified, providing the basis for statistical 

differentiation of differences arising from noise, stutters, or genuine alleles. 

Prior to analysis, d-element tags are calculated for all locus sequences and counted by occurrence 

(appearance across all locus reads) to form a tally table. For an example see Table 6.2. This 

organization of data allows the appearance rate of each specific d-element (such as stutter and 

substitutions at specific positions) to be easily calculated and used to determine if they are noise 

artefacts or genuine variations. 

Table 6.2: Example occurrence/appearance table of unique d-elements and its use in denoising. D-element tags were 
calculated for all reads of a locus except the reference allele (this includes any other alleles). The table shows the number of 
times a specific difference (event) has appeared across all reads extracted locus reads. The higher the appearance of a 
single, specific difference, the less likely it is to be stochastic sequencing noise (for example, a substitution to ‘C’ at base 81 
occurring 70 times). Noise events/artefacts are identified using the event-specific noise model (Section 6.2.3) and are 
removed in denoising, retaining only stutter events and genuine allelic differences.  

Unique d-element tags (differences 
from reference alleles/events) 

Total occurrence across 
extracted locus reads 

Event identified as noise  
by noise model (to be 

removed) 

M-:160:TCTA 110 No 

S:81:C 70 No 

M-:20:TCTA 48 No 

S:123:T 40 No 

S:69:C 37 No 

I:2:A 7 Yes  

D:24 2 Yes 

 

6.2.3 Noise model 

The noise model/threshold is used to classify observed base differences as either genuine (allelic) or 

sequencing noise by their frequency of appearance versus the reference allele sequence.  
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As the training data are from single-source samples, it can be assumed that the two highest read 

sequences can either be alleles or an allele and its stutter product, and therefore all the remaining 

sequences would be stutter or noise artefact sequences from which the indel/substitutions 

datapoints could be extracted to build the noise models. This method allows noise thresholds to be 

calculated regardless of if the locus is homozygous or heterozygous: 

1. The highest-read sequences with more than 10 reads are assumed to be allelic, maximum of 

2 

2. All other sequences are assumed to be artefact sequences, and all non-stutter d-elements 

from these sequences identified as noise d-elements 

3. Appearance rate of individual noise d-elements calculated by dividing the total number of 

appearance (across all sequences) by the highest read sequence 

4. In similar fashion, ratios of non-noise (allelic) d-elements are calculated from the presumed 

allele sequences 

5. After ratios for noise and non-noise d-elements are collected, a Gaussian Mixture model 

with two components, from Python package Pomegranate v0.13.0 (Schreiber, 2018), is fitted 

to the data. This is done by locus to build locus-specific models, and pan-loci to build the 

general noise model for all loci. 

6. The decision boundary of the two classes is retrieved from the Gaussian Mixture model and 

used as the noise threshold in Analysis mode 

6.2.4 Allele vs stutter threshold 

The allele vs stutter threshold is used to classify sequences as either allele or stutter based on the 

read ratio versus the presumed allele. This is a sequence-based threshold. Explained practically, this 

is the allele calling threshold. 

The threshold used by the fixed-threshold allele caller previously (see Chapter 4, Section 4.2.3) was a 

ratio of 0.15 between the highest read sequence and any sequence containing a stuttering stretch. 

AutoDAC uses an unsupervised learning/clustering method to calculate this threshold de novo, 

based on the read depth disparity between the alleles and stutter sequences at each locus. This 

method works as follows: 

1. For each sample, the first sequence by highest read count (reference allele) must have at 

least 10 reads (for quality control, can be adjusted in the code) 

2. From all samples, collect the sequence read ratio of the second sequence divided by the 

reference allele sequence  
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3. Fit a two-component Gaussian Mixture model using the expectation-maximization algorithm 

on the collected ratio values and retrieve decision boundary as threshold 

The two-component Gaussian mixture model fits two distribution curves over two detected clusters 

of ratio values in the data, which given the separation of ratio values between classes (see Section 

5.6) are expected to be clusters of stutter and alleles ratios. While Gaussian mixture models and 

Gaussian distributions were used in this study for simplicity, different distributions that better 

describe the ratio values could be explored in future works.  

This is an unsupervised approach to threshold finding. Since in single-source samples there is 

(usually) a maximum of two alleles per locus, the second highest-read sequence can either be a 

stutter sequence of the reference allele or a second allele. This means that ratios of second alleles 

and stutter are collected from training examples of homozygous and heterozygous allele calls. With 

enough datapoints, a clustering algorithm can be used on the collected ratio values to locate the 

separate clusters that correspond to stutters or second alleles (Figure 6.2). 

 

Figure 6.2: Ratios of the second highest-read sequence vs the reference allele sequence reads in the vWA locus collected 
across samples, showing two clusters when fitted to a two-component Gaussian Mixture model (left) and the resulting 
prediction model (right). The decision boundary derived from the prediction model is 0.07. 

Since homozygous and heterozygous loci examples provide different information: stutter and allele 

datapoints respectively, one limitation of this method is that the training data must contain both 

homozygous and heterozygous loci examples, otherwise the two clusters (corresponding to stutter 

and allele) would not be correctly defined. For example, the D13S317 locus was mostly heterozygous 

in the training dataset, resulting in overwhelming allele datapoints (Figure 6.3) and causing the 

clustering algorithm to find two clusters within the allele datapoints when the target cluster should 

be centred at the peak near 0.1. 
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Figure 6.3:  Failed identification of allelic versus stutter clusters in D13S317 due to the imbalance in the allele and stutter 
datapoints. The clustering algorithm found two clusters in the range of alleles (left) resulting in a high decision boundary 
(right). 

Since the dataset may contain many loci with imbalanced homozygous and heterozygous calls (as 

with the dataset used as training examples as presented here), a pan-loci general allele vs stutter 

model is also built by AutoDAC. Only heterozygous loci with two alleles were used to create the 

general model, which includes all autosomal loci and two Y-loci (DYF387S1 and DYS385, which have 

two alleles). These loci are: D6S1043, D2S441, D4S2408, CSF1PO, D13S317, PENTAD, D21S11, 

D10S1248, DXS10103, D17S1301, DXS7132, D2S1338, D22S1045, TPOX, DXS10074, PENTAE, D7S820, 

D5S818, D20S482, D9S1122, DXS10135, vWA, FGA, D3S1358, D16S539, D19S433, DXS7423, 

D12S391, HPRTB, D8S1179, D1S1656, TH01, D18S51, DXS8378, DYF387S1, and DYS385.  

With the training dataset, the fitting of the Gaussian Mixture model on the above loci results in two 

non-overlapping clusters with the decision boundary being 0.27, meaning that sequences with read 

counts that are greater than 27% of the reference allele (highest read sequence) will be considered 

an allele (Figure 6.4). 

 

Figure 6.4: General allele vs stutter model showing the clusters of ratio values for stutter sequences (blue) and allelic 
sequences (orange) (left) and the resulting prediction model (right). The decision boundary derived from the prediction 
model is 0.27, which would be used in allele calling to identify alleles. 
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To increase the number of datapoints in order to build more complete locus-specific allele vs stutter 

models, ratios for the third highest sequence were also collected instead of only the second 

sequence. For homozygous loci this would collect the ratios corresponding to the first and second 

stutter product, while for heterozygous loci this collects ratios corresponding to the second allele 

and the first stutter product. 

Single-allele loci, such as most of the Y-loci, do not have a second allele ratio, leading to a skewed 

model containing only stutter and noise datapoints (see Figure 6.3, Figure 6.5). To solve this, 

pseudocounts representing the alleles were added to these loci during the model building, with 

values sampled from a normal distribution with a centre of 1 and standard deviation of 0.1, at the 

amount of 0.25 of the collected datapoints. This results in a model comparable with that of well-

sampled autosomal loci (Figure 6.6). 

 

Figure 6.5: Skewed allele vs stutter ratio model of DYS392 due to the absence of allelic datapoints. The clustering algorithm 
found two clusters in the range of stutters (left) resulting in a confounded decision boundary (right). 

 

Figure 6.6: Allele vs stutter ratio model of DYS392 as intended, resulting from the addition of pseudocounts representing the 
reference alleles. The clustering algorithm identified the stutter and allelic clusters (left) resulting in a sensible decision 
boundary (right). 
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6.2.5 Stutter model 

The AutoDAC stutter models are linear regression models that describe the relationships between 

allelic repeat stretches and the amount of the expected stutter artefact variants. As an STR may 

contain several repeat stretches of different motifs and repeat numbers, the stutter models are used 

to check that the expected stutter products are present for each repeat stretch on the presumed 

alleles (discussed in Section 6.3.4).  

6.2.5.1 Resolving stutter identified as indel/substitutions and d-element reformatting 

Before stutter ratios are inferred from the stutter d-elements, the d-elements are checked for 

potential stutters that have been recognized as indel/substitutions, such as the example below, the 

substitution of ‘C’ to ‘A’ is actually a shortening of the TAGC stretch and an extension of the TAGA 

stretch. This can be confirmed using the noise model, as this substitution event will appear much 

more times compared to normal indel/substitution events. 

Reference: TAGA TAGA TAGA TAGC TAGC TAGC TAGC 

Query:        TAGA TAGA TAGA TAGA TAGC TAGC TAGC 

This is caused by the preference of the alignment algorithm to minimize the differences, preferring a 

substitution of a single base rather than open a 4 base gap. 

To detect this, each non-stutter d-element is checked by the algorithm to see if it lies between two 

repeat stretches, and if the variant base is part of either the left or right repeat stretch (the ‘A’ is 

part of TAGA, not TAGC), the non-stutter d-element is replaced with the correct stutter d-elements. 

After checking for stutter designation mistakes, the stutter tags are reformatted from ‘M-:160:TCTA’ 

to ‘M:160:TCTA:-1’. This unifies the motif insertion and deletion (M+ and M-) into a single label (M) 

for ease of downstream analysis. 

6.2.5.2 Stutter modelling 

Stutter ratios are collected from homozygous-called loci, as identified using the general/generic 

stutter-allele threshold (Section 6.2.4). With the example training data, this means that all loci 

without a sequence (other than the reference allele sequence) with reads higher than 0.27 of the 

highest-read allele were designated as homozygous and used as data for the stutter model.  

Stutter artefact profiles are then calculated for each repeat stretch on each STR. At each repeat 

stretch, read ratios stretch length variants of –3, -2, -1, +1, +2 motifs (stutter classes) are collected, 

with stutter class 0 being the allelic variant (Figure 6.7). 
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Figure 6.7: Visualization of the ratio distributions of –1 (left), -2 (middle), -3 stutter (right), plotted progressively for ease of 
comparison of their respective range and scope. 

Following stutter ratio collection, linear regression is used to model the relationship between the 

repeat length and stutter ratio (Figure 6.8). 

 

Figure 6.8: Visualization of the stutter ratio values and their regression lines for the AGAT motif. The subfigures show the 
regression lines of the -1 stutter ratios by locus (top left), regression line of all AGAT -1 stutter ratios for all loci (top right), 
and the regression lines of different stutter classes (bottom left). The models show an overall positive association of the 
number of repeats and the stutter ratio. The generalized (pan loci) AGAT model (top right) also showed the linear 
relationship but with higher variance (spread of values) and thus less precise. This means that stutter ratio was better 
described by both the motif and locus, and not by just the motif itself. Across different stutter classes of stutter for the AGAT 
motif, the slope for the –1 stutter was most pronounced, meaning that repeat length changes have the most impact on the 
–1 stutter ratio than the other classes of stutters. 
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This scarcity of datapoints, combined with the rarity of –3, -2 and +2 stutter types, meant it was 

difficult to produce complete locus and motif specific regression models for some motifs and stutter 

classes. With the example training dataset, not all stutter models were as complete as the AGAT 

motif model as above, as many motifs did not or were too short to stutter. Out of 110 total 

repeating motifs (defined as appearing at least twice in tandem) only 65 motifs have a mean stutter 

value above 0. Out of these, only 56 had over 10 datapoints, and their amounts ranged from 10 to 

337, and had a median value of 34.  

Because of this limitation, AutoDAC builds models at three specificities: a locus-motif specific model, 

a motif generalized model, and a generalized model (across all motifs and loci, shown in Figure 6.9). 

The motif-locus models being the most specific and preferred model when available, and the 

generalized model to be used when specific models are unavailable.  

 

Figure 6.9: The general stutter model for different stutter classes using datapoints from all locus and repeat motifs, used to 
predict stutter ratios from the number of repeats when no complete, locus and motif-specific models were available. 
Complete models are defined as having datapoints from minimum of 2 different repeat stretch lengths, with at least 2 
datapoints from each length. 

6.3 Methods: Analysis routine 

6.3.1 Overview 

In analysis mode, AutoDAC performs denoising, allele calling, and stutter resolution in sequence, 

using the models and thresholds built using the learning mode. The tool produces a final list for each 

allele that details the number of original (non-adjusted) allele reads, and the amount of associated 

noise and stutter sequences (Figure 6.10). 
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Figure 6.10: A plot of AutoDAC’s final output showing alleles from one sample, with the alleles reads adjusted for noise and 
stutter 

First, the highest-read sequence, which is assumed to be the (highest read) allele, is used as the 

reference allele sequence. Each other sequence is compared against this reference allele sequence 

and each difference (stutter/indel/substitution) is identified and expressed as a difference element 

tag (d-element, see Chapter 4, Section 4.2.5). Thus, this results in each sequence other than the 

reference allele sequence being represented as a collection of d-element tags. These tags are used in 

denoising and stutter resolution and can be converted back into the original full sequence using the 

reference allele sequence. 

In the denoising routine, each unique d-element tag is counted and assessed to see if they are noise, 

or genuine differences from other alleles, with the noise model. The d-elements classified as noise 

are removed from all d-element collections (reconstruction using the remaining d-elements results 

in an error-corrected sequence), and the read counts are merged for the sequences that remain. The 

results are written to file as a ‘.denoised’ file. 

After the denoising process, the allele calling process determines the allele sequences and stutter 

artefact variants. This is achieved using a read threshold called the ‘allele vs stutter ratio’, which 

describes the boundary between alleles and stutters based on the reference allele sequence reads.  

After allele calling, an optional (and potentially time consuming) stutter resolution routine may be 

performed. In stutter resolution, the stutter products are predicted from each allele sequence using 

stutter models, and an optimization algorithm finds the optimal reads for each allele that produces 

an artefact profile that most closely matches the amount of stutter observed in the data. 
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6.3.2 Denoising algorithm 

The denoising process aims to identify any differences from the allele that are noise, remove them 

from all the sequences, then recalculate the read counts of the denoised sequences.  

This process is based on the assumption that sequencing errors appear less frequently than genuine 

allele bases, therefore the rarer a specific difference/variation is in the observed data, the less likely 

it is to be a genuine allele variation. This frequency was quantified, in the form of read ratios of the 

noise d-element versus the allele, resulting in a ratio value that separates noise from alleles (Section 

6.2.3). One limitation of this approach is the possibility of alleles of minor contributors to be missed, 

where the alleles cannot be distinguished from noise by reads or sequence (discussed in Section 

6.5). 

After d-elements are calculated for all sequences, the denoising process begins with the read count 

profiling of all the unique d-elements describing indel/substitution events, excluding stutter. An 

occurrence ratio for each d-element is calculated by dividing the number of reads containing the d-

element by the reference allele sequence reads. Then, the noise threshold is retrieved from the pre-

calculated ‘models’ directory and used to identify each unique d-element, by their occurrence ratios, 

as either genuine or noise. D-elements labelled as noise are removed from all sequences of the 

locus, and the loci sequence read counts are recalculated, concluding the denoising routine. 

Algorithmically, denoising of the sequences occurs at the level of the d-element collections. Using 

these tags and the reference allele sequence, the artefact sequence can be reconstructed. And so, 

removing these tags is equivalent to removing the difference from the sequence. After denoising, 

only allele and stutter sequences remain (Table 6.3).  

Table 6.3: Example of the denoised sequence data, which contains the non-noise sequences (allele and stutter), their reads 
after merging of noise reads, and the number of unique noise sequences for each non-noise sequence (the ‘variations’ 
column, original sequence included in count).  

Locus Sequence Allele Reads Variations 
Denoised 

D-elements 

CSF1PO AAGATAGAT.. 12 1594 44  

CSF1PO AAGATAGAT.. 11 63 2 M-:13:TAGA 

CSF1PO AAGATAGAT.. 13 12 2 M+:13:TAGA 

CSF1PO AAGATAGAT.. 10 3 1 M-:13:TAGATAGA 

 

6.3.3 Allele identification 

The allele identification process serves to separate the allele sequences from the sequences arising 

from them. After the denoising process, most if not all of the remaining sequences should be allele 

sequences and stutter variants. Using the allele vs stutter threshold (Section 6.2.4), alleles are 

identified from stutter sequences based on the read ratios versus the reference allele sequence.  
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6.3.4 Stutter resolution 

After allele identification, it is assumed that all the non-allelic sequences originate from the allele 

sequences, arising only from stutter events. Since stutter sequences are variations of the original 

allele sequences, the stutter resolution process aims to find the number of total allelic sequences, 

which includes their stutter artefact variants. 

When several allele sequences are present in the data, stutter resolution is inherently a mixture 

problem, and what appears as one sequence may in fact be several identical sequences arising from 

different origins. For example, in a heterozygous-called locus with alleles 15 and 14, the sequence 

read counts for allele 14 not only comes from the actual allele but also the -1 stutter product of 

allele 15. Conversely, some of the reads of allele 15 may also be the +1 stutter products of allele 14. 

Thus, instead of taking the observed allele read counts as the final allele read counts, it makes more 

sense to treat them as a mixture of homologue sequences originating from the actual allele and 

stutter processes.  

Having described stutter resolution as mixture deconvolution, one way to resolve mixtures is to 

model/profile the expected artefacts arising from each repeat stretch and use these models to 

evaluate if the total observed artefacts matches what are expected from the presumed alleles. Since 

individual repeat stretches are the most basic stuttering units, and not the full allele sequences, 

stutter resolution is performed based on individual stutter events that span across all sequences. 

With repeat-stretch specific stutter models, allele call propositions can be tested by calculating the 

expected amount of stuttered repeat stretches using the model and comparing it against the actual 

observed amount. This can be achieved by calculating the expected ratios of stutter products for 

each allele sequence, then finding the number of reads for each allele that together (based on the 

ratios) would result in stutter amounts best matching the observed stutter. A low disparity between 

the expected and observed repeat stretch variants means that the observed repeat stretch variants 

could be explained as stutter artefacts of the proposed alleles, while a high disparity indicates an 

unlikely allele call or the presence of a missed allele. AutoDAC’s stutter resolution process is as 

follows: 

• Make a read count profile, called the observed mixture profile, of all the repeat stretch 

variants in the data (includes repeat stretches from both allele and stutter sequence) 

• For each allele sequence, identify the repeat stretches present 

• For each allelic repeat stretches, calculate the expected ratio profile of stutter artefacts (-3 

to +2 stutters) using the most specific stutter model available (Section 6.2.5.2) 
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• Estimate the number of each allele sequence and predict the number of reads of each 

expected stutter artefact 

• Combine the estimated read counts of all expected repeat stretch variants (both allelic and 

stutter) from all alleles into an estimated mixture profile 

• Compare estimated mixture profile to observed mixture profile and calculate the 

discrepancy, the difference in read counts of the expected and observed repeat stretch 

variants 

• Absolute difference of the two profiles is calculated as a prediction dissonance value (delta) 

representing how well the presumed allele read counts explains the observed repeat stretch 

variants. For example, having a value of 0 mean a perfect overlap of expected and observed 

repeat stretch variants. In other words, using the current stutter model, the predicted 

combined components of the alleles explains all the observed components in the data. 

• The Minimize function using the L-BFGS optimization function from the Python library SciPy 

(Hill & Hill, 2016), which aims to find the lowest value for a given mathematical function, is 

used to find the combination of allelic read counts that produces the lowest estimation-

observation difference delta value. 

• The stutter-adjusted allelic read counts, called the total allele reads, are reported along with 

the delta value as the final allele calling results. The total allele read count include all 

variants of the allele sequences, such as stutter and noise artefact sequences. 

While the post-denoising (noise merging) increases are calculated by increases in actual allele reads, 

the post-stutter increase should be interpreted as predicted values, as this value is calculated by 

finding the allele read counts that best fit the observed stutter products using the delta value. In 

other words, stutter sequences are ‘dissolved’ into repeat stretch (stutter) components to be 

individually reassigned to the parent alleles in this paradigm, so there are no ‘stutter sequences’ 

reported at the end of the analysis. 

6.3.5 Output format 

Two files are generated by AutoDAC: a post-denoising intermediate file containing allele and stutter 

sequence information (noise sequences would have been merged into these sequences), and the 

allele calling results that contain only the allele sequences and information of associated artefact 

sequences. The allele calling output ‘.alleles’ reports the following information: 

• Allele sequence and Locus 

• Original read count: the raw allele reads recorded in the sequence extraction result, prior to 

processing 
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• Denoised read count: The combined reads of the allele and its associated noise sequences 

• Noise variations count: The number of unique noise sequences associated with the allele 

(count includes the allele sequence) 

• Denoised d-elements: The D-element tags calculated for the allele. Shows the discrete 

differences between the allele and the reference allele (highest-read allele) 

If the stutter resolution option is selected, extra columns are added to the results: 

• Total allele read count (Total variants): The total allele read count that includes all allele, and 

their noise and stutter artefact sequences. 

• Initial (unoptimized) delta: Absolute difference of expected stutter components of the 

original allele read counts versus the stutter components observed in data 

• (Post-optimization) Delta: Absolute difference of expected stutter components of the 

optimal allele read counts versus the stutter components observed in data 

• Total predicted stutter events: Predicted number of total stutter events arising from the 

allele 

6.4 Results and development 

6.4.1 Allele calling and results concordance with CE 

AutoDAC, using the STRgazer m2-trained model (trained on the data described in Section 2.2.3.2) 

was tested on the STRgazer sequence extraction results of the tool comparison/testing dataset 

described in Chapter 2, Section 2.2.3.2. STRgazer, using the ForenSeq™ optimized locus file (see 

Chapter 3), did not analyse several loci for which CE results were available: DYS393, DYS456, DYS449, 

DYS458, DYS518, DYS627, SE33. These loci were not analysed by the ForenSeq™ Primer Mix B and 

were excluded from the analysis. The alleles called by AutoDAC for each sample were compared to 

known CE results to assess concordance.  

• Out of 32 FASTQ files, 27 had CE results (Table 6.4). 8 out of 27 had fully concordant alleles 

with CE and all of these were single-source samples. The average allele read was 516, which 

increased to 548 post-adjustment for noise and stutter (the merging of the noise and stutter 

into the total allele read counts will be analysed in higher detail in the following sections). 

The analysis of the allele calls made by AutoDAC could be summarized as:  

• 1361 alleles out of a total of 1437 called by AutoDAC that matched CE results (these are 

referred to as ‘correct’ alleles) 

• 130 alleles present in the CE data that were missed by AutoDAC, of which: 

o 24 of the missing alleles were found in sequence extraction data 
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o 5 missing alleles found in sequence data had low reads (under 10 reads) 

• 86 extra alleles (not concordant with CE) called by AutoDAC, of which: 

o 84 had under 10 reads. 

• 188 total called alleles (including correct and extra alleles) with under 10 reads out of a total 

of 1491 alleles present in CE data  

• 8 fully concordant files in the test dataset of 27. 

Table 6.4: Concordance results of allele calls for each test file made by AutoDAC with the STRgazer m2 model, describing the 
number of missing alleles, number of alleles matching CE results (correct alleles), number of extra alleles called by AutoDAC, 
total CE-called alleles, number of alleles with low read (10 reads), total number of allele calls different from CE results 
(missing and extra called alleles), and if the allele calls completely match CE results without missing or extra alleles. 

File 
Missing 
alleles 

Correct 
alleles 

Extra 
alleles 

Total CE 
alleles 

Low-
read 

alleles 

Is 
mixture 

Absolute 
difference in 

allele calls 

Full 
concordance 

R703-A508 28 14 21 42 34 False 49  False 

R701-A508 23 28 25 51 52 False 48 False 

R705-A502 23 38 15 61 29 False 38 False 

R705-A503 17 44 10 61 23 False 27 False 

R705-A501 12 30 7 42 21 False 19 False 

R701-A505 4 57 3 61 8 False 7 False 

R703-A501 4 61 1 65 1 True 5 False 

R705-A504 4 77 0 81 0 True 4 False 

R705-A508 4 47 0 51 4 False 4 False 

R705-A505 3 78 0 81 0 True 3 False 

R705-A507 3 64 0 67 0 True 3 False 

R703-A505 1 50 1 51 2 False 2 False 

R701-A503 1 50 0 51 0 False 1 False 

R701-A506 1 41 0 42 3 False 1 False 

R703-A502 1 64 0 65 0 True 1 False 

R705-A506 1 66 0 67 0 True 1 False 

R703-A506 0 51 1 51 3 False 1 False 

R707-A503 0 60 1 60 1 False 1 False 

R707-A504 0 60 1 60 0 False 1 False 

R701-A501 0 32 0 32 0 False 0 True 

R701-A502 0 51 0 51 0 False 0 True 

R701-A507 0 37 0 37 0 False 0 True 

R703-A503 0 37 0 37 3 False 0 True 

R703-A504 0 51 0 51 0 False 0 True 

R707-A501 0 51 0 51 0 False 0 True 

R707-A505 0 61 0 61 0 False 0 True 

R707-A506 0 61 0 61 4 False 0 True 

 

• Alleles that were not called by AutoDAC could be attributed to three causes: threshold-

related, low reads, and dropout in sequencing. These manifest as: a sequence with normal 

read, low read (under 10) but appearing in raw sequence data, or not appearing in raw 

sequence data, respectively. There were several files that have overrepresented missing or 

extra alleles, which were also associated with higher counts of low read flags (see top 5 rows 

in Table 6.4).  
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Of the 24 missing CE-called alleles found in sequence data, 5 could be explained by low reads, while 

19 may be due to threshold issues (being too high and from allele imbalances in mixtures).  

The remaining 106 CE-called alleles were not found in the raw sequence extraction data, and since 

no filtering was performed on the allele extraction results, it was likely that these allele sequences 

were absent from the FASTQ files. While it was also possible that the STR sequence extraction tool 

(STRgazer mark 2) missed these sequences due to bioinformatic errors, it was unlikely as the tool 

extracted allele sequences for all loci as shown in previous studies using the same test data (Chapter 

3, Section 3.5.5, Chapter 4, Section 4.3.2). 

The extra alleles were alleles that were called in addition to the expected CE-called alleles and could 

be explained by a low stutter vs allele threshold (causing stutters to be called as alleles) which was 

often compounded (or caused) by low overall locus reads. Most of these (84 out of 86) had under 10 

reads and were explained by the allele sequence reads failing to sufficiently outnumber the artefact 

reads in loci with low overall reads, resulting in false allele calls. For example, a DYF387S1 locus was 

observed having three sequences of 1 reads each, thus all sequences pass the allele vs stutter ratio 

and were called alleles. The 2 remaining extra alleles, although having more than 10 reads, also 

failed to reach the stutter vs allele threshold.  

At this stage of development, there were no analytical thresholds to remove low read alleles, nor is 

there a threshold to remove possible outliers. But as low-coverage loci result in distorted ratio 

(sequence versus reference allele) values, an analytical threshold may be required to identify and 

skip (or warn of) low-coverage loci. The analytical threshold is implemented in Section 6.4.5. 

6.4.2 Does an AutoDAC model trained on more samples perform better? 

To test the effect of increased training sample size, a separate AutoDAC model was built from a 

STRgazer m2-extracted, novel dataset of 203 single source samples containing all the ForenSeq™ 

Primer Mix B loci (data supplied by Ryan England, ESR, personal communication), and then tested on 

the same testing data used previously in Section 4.2.4. This dataset of 45 files contains 227 STR and 

SNP loci of the ForenSeq™ Primer Mix B, with an average of 99 unique sequences per locus in each 

file, and an average of 280 alleles per locus (7 times the allele data compared with the data used to 

train the original STRgazer m2 model). The results showed an improvement in the allele calling 

accuracy: 

• 1368 (previously 1361) alleles that matched CE results 

• 123 (previously 130) alleles missing, of which: 

o 17 (previously 24) of the missing alleles were found in sequence extraction data 
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o 3 (previously 5) missing alleles found in sequence data had low reads 

• 86 (previously 88) extra alleles called, of which: 

o 84 (previously 86) had under 10 reads. 

• 196 (previously 188) alleles labelled as low-read 

• The number of fully concordant files increased from 8 to 10, out of a total of 27.  

6.4.3 Can STRgazer m2 AutoDAC model be used on data extracted with other tools? 

To test if the STRgazer m2 AutoDAC model (created from data extracted with STRgazer), can be used 

to allele call data extracted using other tools, the sequence extraction results of other tools from 

Chapter 4, Section 4.2.2 were allele called using the STRgazer m2 model and the results were 

compared. The tools included in the comparison includes: ForenSeq™ Universal Analysis Software 

(UAS), STRait Razor v2s with locus.config file (SRv2s_OG), STRait Razor v2s with Forenseqv1.2.config 

file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config file (TSSV_OG), TSSV with 

Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 

(FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 

with Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and 

STRgazer mark 2 (SG_m2). The Amelogenin locus was removed from the comparison to allow 

Fragsifier (which does not process the Amelogenin locus) to be fairly compared.  

Out of a total of 1437 CE-called alleles, the alleles called from the results of each sequence 

extraction tool are shown in Table 6.5. 
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Table 6.5: Allele calling results of AutoDAC, using the STRgazer m2 model, on sequence data extracted by different tools. 
The tools compared include: ForenSeq™ Universal Analysis Software (UAS), STRait Razor v2s with locus.config file 
(SRv2s_OG), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config 
file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 
(FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with Forenseqv1.2.config 
file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). Results for STRait Razor v2s 
with locus.config file with sorted results (SRv2s_OG_sorted) tool was added retrospectively. Measurement metrics include: 
number of missing alleles, correct alleles, extra alleles called, total incorrect allele calls (sum of all missing and extra alleles), 
number of alleles missed by found in sequence data (by allele number), alleles found in sequence data with low (under 10) 
reads, extra called alleles that are low read. Ordered by ascending incorrect allele calls: results with lowest missing and 
extra allele calls at top.  

Tool Missing alleles Correct alleles 
Extra alleles Total 

incorrect alleles 

Missed alleles found in 
sequence data 

Total < 10 reads Total < 10 reads 

SG_m2  127 1310 86 84 213 24 5 

SRv2s_FS 122 1315 107 105 229 25 5 

SRv3_FS 122 1315 108 106 230 25 5 

SRv2s_OG_sorted 110 1327 180 178 290 24 5 

UAS 291 1146 0 0 291 188 102 

SRv2s_OG 118 1319 216 178 334 32 5 

FSV_m2 115 1322 304 299 419 27 8 

SGFSV 114 1323 319 317 433 24 5 

TSSV_FS 149 1288 433 394 582 54 10 

SG_OG 144 1293 610 582 754 51 11 

TSSV_OG 198 1239 840 496 1038 104 20 

FSV_m1 115 1322 1551 1534 1666 30 11 

SG_FS 141 1296 1708 1684 1849 46 7 

 

The results show that the best allele calling results, measured by the lowest number of missing and 

extra allele calls, were of the tool from which the data for AutoDAC originated. Ranked this way, the 

top three tools, STRgazer, STRait Razor v2s and v3, all used the ForenSeqv1.2.config flanking 

sequences. On the other hand, when ranked by raw correct alleles reads alone, the top tools all used 

the locus.config file (STRait Razor both versions, Fragsifier, STRgazer with Fragsifier modification. All 

of these have at least 1319 correct alleles). This result suggests a preference of the allele calling 

models for allele lengths similar to those it was trained with. Since longer alleles (as with the 

ForenSeqv1.2.config file) generate different amounts of noise to shorter alleles (locus.config file), 

the noise and allele vs stutter threshold learned may be more relevant to the lengths in the training 

data. 

Across all tools, the majority of extra called alleles were under 10 reads, suggesting that analytical 

and stochastic thresholds were required to restrict noise sequences from being called alleles. This is 

investigated further in Section 6.4.5. 

6.4.3.1 Alternative model results 

To further investigate if the allele call results were biased towards the tool that produced the 

training data, an alternative tool was used to process the training data from the same raw FASTQ 

files. STRait Razor v2s with the locus.config flanking sequences file was used, its outputs were 
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converted to the same orientation and formatted to the required ‘.ckseqs’ format and used to train 

a separate set of AutoDAC allele calling models (referred to as the STRait Razor v2s model for 

brevity). The allele calling results are shown in Table 6.6. 

Table 6.6: Allele calling results of AutoDAC, using the STRait Razor v2s model, on sequence data extracted by different tools. 
The tools compared include: ForenSeq™ Universal Analysis Software (UAS), STRait Razor v2s with locus.config file 
(SRv2s_OG), STRait Razor v2s with locus.config file with sorted results (SRv2s_OG_sorted), STRait Razor v2s with 
Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config file (TSSV_OG), TSSV with 
Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 (FSV_m2), STRgazer 
prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with Forenseqv1.2.config file (SG_FS), 
STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). Measurement metrics include: number of 
missing alleles, correct alleles, extra alleles called, total incorrect allele calls (sum of all missing and extra alleles), number of 
alleles missed by found in sequence data (by allele number), alleles found in sequence data with low (under 10) reads, extra 
called alleles that are low read. Ordered by ascending incorrect allele calls: results with lowest missing and extra allele calls 
at top.  

Tool Missing alleles Correct alleles 
Extra alleles Total 

incorrect alleles 

Missed alleles found in 
sequence data 

Total < 10 reads Total < 10 reads 

SG_m2 123 1314 87 85 210 20 3 

SRv2s_FS 117 1320 103 101 220 20 3 

SRv3_FS 117 1320 104 102 221 20 3 

SRv2s_OG_sorted 105 1332 183 182 288 21 4 

UAS 291 1146 0 0 291 188 102 

SRv2s_OG 113 1324 219 182 332 29 4 

SGFSV 112 1325 272 270 384 22 4 

FSV_m2 110 1327 291 287 401 24 7 

TSSV_FS 145 1292 420 381 565 50 8 

SG_OG 143 1294 511 484 654 49 10 

TSSV_OG 196 1241 780 460 976 103 18 

FSV_m1 110 1327 1516 1499 1626 27 10 

SG_FS 138 1299 1500 1476 1638 43 5 

 
Unexpectedly, the results showed almost no difference in the ranking of allele calling results (ranked 

by lowest number of missing and extra allele calls). AutoDAC, being trained on data generated by 

SRv2s_OG, was expected to result in better allele calls (lower number of incorrect calls) on sequence 

data generated by the same tool, as the models would have been adjusted to the data, but this was 

not the case. The use of alternative training data did have an effect on allele calling, as observed in 

the allele calling statistics such as correct, missed and extra alleles upon comparing the result tables 

of the two data-providing tools (Table 6.5, Table 6.6).  

This suggest that some sequence extraction tools produce results that were inherently compatible 

with AutoDAC’s allele calling algorithm, although this was more likely due to the allele lengths and 

flanking sequence files rather than the sequence extraction tools themselves.  

6.4.4 Denoising, stutter resolution and allele read reconstruction 

The denoising and stutter resolution results of different tools, processed by AutoDAC with the 

STRgazer m2 model, are shown in Table 6.7.  
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Besides STRgazer m1 and TSSV, which has possible algorithmic/flanking sequence incompatibility 

issues (discussed in Chapter 4, Section 4.4.1), tools that used the ForenSeqv1.2.config file had higher 

percentage increases after the merging of noise reads following denoising that range from 9-13%, 

compared with increases of 4-7% for tools using the locus.config file. 

The results for STRait Razor v2s with the locus.config file was an exception. It had both the highest 

percent increase in post-adjustment reads, as well as very high number of noise variants and delta 

values before and after optimization. Upon investigation, the SRv2s sequence extraction data 

contained sequences in both forward and reverse orientations, and since AutoDAC uses one 

sequence as the reference allele sequence, all sequences in the alternative orientation becomes 

outliers and their components become unexplainable by the noise and stutter models (for example, 

the optimal amount of the motif AGAT would never be found when the algorithm searches for the 

reverse-complement motif, ATCG).  

Furthermore, due to the lack of outlier filtering in AutoDAC, the reads for all outliers (or sequences 

in the odd orientation), would be merged to the default target: the reference allele. This warrants 

further investigation.  

When the sequence sorting algorithm that was used to prepare the SRv2s_OG training data (Section 

6.4.3) was applied to the SRv2s_OG results (abbreviated as SRv2s_OG_sorted in Table 6.7), the post-

denoising and stutter resolution read increases dropped to ranges similar to the other tools.  
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Table 6.7: Denoising and stutter resolution results of AutoDAC, using the STRgazer m2 model, on sequence data produced 
by various tools. The tools compared include: ForenSeq™ Universal Analysis Software (UAS), STRait Razor v2s with 
locus.config file (SRv2s_OG), STRait Razor v2s with locus.config file with sorted results (SRv2s_OG sorted), STRait Razor v2s 
with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config file (TSSV_OG), TSSV with 
Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 (FSV_m2), STRgazer 
prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with Forenseqv1.2.config file (SG_FS), 
STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). The columns show tool names and mean 
values for: reads per allele in the raw input data, percentage increase in allele reads after denoising, percentage increase in 
allele reads after stutter resolution (performed on the denoised sequences), percentage increase in allele reads from 
original counts after all processing, difference of observed stutter components versus expected stutter components 
calculated from raw allele reads (initial delta), lowest difference of predicted and observed component when optimal total 
allele reads were found (optimized delta), and total allele reads (alleles merged with all associated noise and stutter 
artefacts). Sorted by optimized delta to accentuate the fit of the stutter model with each tool.  

Tool 
Original 

reads 
Increase after 

denoising 
Increase after 

stutter resolution 
Total 

increase 
Initial 
delta 

Optimized 
delta 

Total 
allele 
reads 

FSV_m2 1091 0.04 0.08 0.13 503 174 1233 

FSV_m1 1004 0.05 0.09 0.14 453 188 1145 

SG_OG 891 0.07 0.08 0.16 467 190 1036 

SGFSV 1065 0.04 0.08 0.12 537 205 1197 

SG_m2 1073 0.10 0.10 0.22 1003 223 1308 

UAS 1785 0.01 0.08 0.09 742 228 1941 

SRv3_FS 1082 0.10 0.12 0.23 1184 267 1329 

SG_FS 855 0.13 0.12 0.26 1140 272 1080 

TSSV_FS 1017 0.11 0.12 0.24 1346 440 1262 

SRv2s_OG 
(sorted) 

1176 0.05 0.19 0.25 1131 569 1472 

SRv2s_FS 1083 0.09 0.13 0.23 2050 993 1335 

TSSV_OG 1049 0.11 0.09 0.21 9357 7703 1274 

SRv2s_OG 1108 0.94 0.05 1.04 93973 87167 2255 

 
As the delta value represents the dissonance between the expected stutter components of the 

alleles (as predicted using the stutter models) and the actual components observed in data, the 

results in Table 6.7 suggest that the extraction data of some tools were less compatible with the 

stutter models. For example, the mean optimized delta value for Fragsifier mark 2 (FSV_m2 in the 

table) is 174 and the lowest out of all tools, meaning that the with the best allele read predictions, 

there are 174 repeat stretch variations (such as -2 and +1 stretches) that remain unexplained. STRait 

Razor v2s with the locus.config file has a mean delta of 569, even after sorting the sequence 

orientations in the results files. It can also be observed from Table 6.7 that higher optimized delta 

values were also associated with overestimation of the total number of reads associated with the 

allele (allele, stutter and associated noise sequences combined) hereafter called total allele reads. 

This suggests that the sequence data extracted by some tools were incompatible with the stutter 

model, and this incompatibility likely causes an over-estimation of the total allele reads.  

6.4.4.1 Alternative model results 

The same analysis was performed using the STRait Razor v2s model to investigate if the denoising 

and stutter resolution results change according to the model. The results, in Table 6.8, showed that 

while the denoising results were similar based on the read increase after noise read merging (FS 
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tools now 9-12% versus 9-13% as before, OG tools 4-7% the same as before), the optimized delta 

values and increase in reads after stutter resolution were higher.  

Table 6.8: Denoising and stutter resolution results of AutoDAC, using the STRait Razor v2s model, on sequence data 
produced by various tools. The tools compared include: ForenSeq™ Universal Analysis Software (UAS), STRait Razor v2s with 
locus.config file (SRv2s_OG), STRait Razor v2s with locus.config file with sorted results (SRv2s_OG sorted), STRait Razor v2s 
with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with Locus.config file (TSSV_OG), TSSV with 
Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier mark 2 (FSV_m2), STRgazer 
prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with Forenseqv1.2.config file (SG_FS), 
STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). The columns show tool names and mean 
values for: reads per allele in the raw input data, percentage increase in allele reads after denoising, percentage increase in 
allele reads after stutter resolution (performed on the denoised sequences), percentage increase in allele reads from 
original counts after all processing, difference of observed stutter components versus expected stutter components 
calculated from raw allele reads (initial delta), lowest difference of predicted and observed component when optimal total 
allele reads were found (optimized delta), and total allele reads (alleles merged with all associated noise and stutter 
artefacts). Sorted by optimized delta to accentuate the fit of the stutter model with each tool.  

Tool 
Original 

reads 
Increase after 

denoising 
Increase after 

stutter resolution 
Total 

increase 
Initial 
delta 

Optimized 
delta 

Total 
allele 
reads 

SG_OG 906 0.07 0.19 0.28 892 477 1160 

FSV_m1 1027 0.05 0.20 0.26 910 481 1290 

FSV_m2 1108 0.04 0.19 0.24 1024 527 1375 

SGFSV 1090 0.04 0.18 0.23 1053 561 1343 

SRv2s_OG 
(sorted) 

1190 0.05 0.20 0.26 1172 583 1495 

SG_FS 867 0.12 0.18 0.32 1950 788 1147 

SG_m2 1091 0.10 0.16 0.28 1825 792 1392 

SRv3_FS 1102 0.10 0.17 0.28 2038 825 1416 

UAS 1785 0.01 0.18 0.19 1643 837 2123 

TSSV_FS 1027 0.11 0.18 0.30 2177 987 1336 

SRv2s_FS 1104 0.09 0.18 0.29 2894 1579 1423 

TSSV_OG 1079 0.11 0.18 0.32 10312 8409 1422 

SRv2s_OG 1122 0.93 0.13 1.18 546392 396914 2441 

 
For example, STRait Razor v2s with the locus.config file and sorted results had an optimized delta 

value of 569 and predicted allele reads of 1472 using the model trained with STRgazer m2 data, 

which increased to 584 and 1495 respectively. STRgazer m2 results had an optimized delta value of 

223 and predicted allele reads of 1308 using the model trained with STRgazer m2 data, which 

increased to 792 and 1392 respectively.  

This suggests that the stutter models trained from the sorted STRait Razor v2s data were less able to 

predict the amounts of stutter products that match well with the observed amounts: a decline in 

stutter model quality, or relevance.  

This shows that stutter resolution and the calculation of the total allele reads are dependent on the 

training data, and the stutter information contained in the extraction data of specific tools (such as 

STRgazer m2, in comparison with STRait Razor v2s with the locus.config file) may be more ideal for 

the construction of the stutter models. Once constructed, the stutter models performed better on 

data of all tools.  
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6.4.5 Analytical threshold 

So far, in the analysis of the allele calling data, an arbitrary value of 10 reads was used to examine 

the number of called alleles with low reads. The results in Table 6.5 and Table 6.6 showed that the 

extra alleles called were especially likely to have low reads as compared to alleles that were not 

called, which suggests that an analytical threshold could be used to filter allele call results that are 

likely to be noise. 

The analytic threshold in this study was defined as the number of reads that, when applied across all 

loci, removes all the extra alleles while keeping the maximum number of correctly called alleles. The 

analysis of allele call results in Section 6.4.3 was repeated using threshold values to remove low-read 

allele calls, ranging from 0 to 19, and identifying the threshold value that results in the lowest 

number of extra alleles while retaining the highest number of correct alleles possible. This analysis 

was performed for both the STRgazer m2 model and the STRait Razor v2s model, and the results are 

shown in Table 6.9.  

Table 6.9: Analytical threshold values required to minimize extra allele calls while preserving the maximum correct allele 
calls for the STRgazer m2 (left) and STRait Razor AutoDAC models. The tools compared include: ForenSeq™ Universal 
Analysis Software (UAS), STRait Razor v2s with locus.config file (SRv2s_OG), STRait Razor v2s with locus.config file with 
sorted results (SRv2s_OG sorted), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), 
TSSV with Locus.config file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), 
Fragsifier mark 2 (FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with 
Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). 
Columns show the number of missing, correct and extra allele at the optimal analytical thresholds. 

STRgazer m2 model 
Tool 

STRait Razor v2s model 

Missing Correct Extra Threshold Threshold Extra Correct Missing 

222 1215 2 9 SRv2s_OG (sorted) 9 1 1219 218 

222 1215 2 9 SGFSV 10 1 1214 223 

226 1211 2 9 SRv3_FS 9 2 1215 222 

226 1211 2 9 SRv2s_FS 9 2 1215 222 

225 1212 2 9 SG_m2 9 2 1214 223 

236 1201 3 14 FSV_m2 14 2 1206 231 

235 1202 15 13 FSV_m1 13 14 1206 231 

230 1207 38 9 SRv2s_OG 9 37 1210 227 

245 1192 24 9 SG_FS 9 24 1193 244 

265 1172 25 19 SG_OG 19 24 1176 261 

291 1146 0 0 UAS 0 0 1146 291 

260 1177 38 13 TSSV_FS 11 38 1184 253 

306 1131 343 17 TSSV_OG 17 319 1133 304 

 
For both models, a threshold value of 9-10 reads worked best in minimizing extra allele calls while 

retaining correct allele calls for most tools across both models and was able to reduce the number of 

extra allele calls to 2. For other tools, the threshold values tested were not able to reduce the 

number of extra allele calls to the same amount. This was investigated and found to be due to the 

stutter sequence reads exceeding the stutter vs allele thresholds, causing them to be identified as 
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alleles. The UAS-extracted data did not produce extra alleles when allele called, due to the presence 

of an analytical threshold within the tool itself (this can be changed in the UAS software). 

For the STRait Razor v2s model, there were slightly more (around 3) correct allele calls made for 

most tools at the optimal thresholds (as shown in Table 6.9). This again shows that the tools used to 

produce the training data does influence allele calling results.  

A review of the AutoDAC algorithm revealed that, in Learning mode, the allele calling threshold 

(allele vs stutter threshold) was calculated from the raw sequence reads of the training data, but was 

used on post-denoising (noise-merged) sequence data in Analysis mode. After denoising, the noise 

sequences are merged to their parent sequences and would have higher read counts than expected 

by the model built from the raw sequence reads.  

This post denoising read discrepancy would be higher using the Forenseqv1.2.config file due to the 

higher noise to allele ratios as a result of the wider-spaced flanking sequences and longer alleles. 

This was observed in the analysis of noise in Chapter 4, Section 4.3.3.2 and AutoDAC denoising 

results in Table 6.8, where the amount of noise account for approximately 10% in 

ForenSeqv1.2.config file tools, and only 5% in locus.config file tools. This may explain the better 

allele calling performance, or allele calling thresholds derived from data extracted by STRait Razor 

v2s using the locus.config file. 

6.4.6 Modifications to fix allele calling and account for outliers 

At this point, there were two issues that when addressed might improve AutoDAC allele calling 

performance: outliers being merged with the alleles, and the allele calling models that have been 

trained on raw sequence reads being used on noise-merged data. Consequently, the allele calling 

process was changed to be performed on the read counts of the original sequence, and a general 

outlier threshold was added to AutoDAC. 

6.4.6.1 Finding an outlier threshold 

To select a general outlier detection threshold, the mean number and standard deviation of events 

(d-elements) were calculated for each locus (including amelogenin) from each sample, as well as 

recording the read length of the longest allele sequence (to account for the possible effect of 

sequence length on the number of noise and stutter events). Outlier values were calculated for each 

locus example by adding three time the standard deviation to the mean number of d-element tags. 

Then, the outlier values calculated from each locus (from each sample) were plotted onto a 

regression plot against their respective read lengths (Figure 6.11). 
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Figure 6.11: Regression plot of the outlier thresholds calculated from each locus example from each sample versus allele 
length. The thresholds were calculated as the mean number of d-elements (indel/substitution and stutter events) plus three 
times the standard deviation. Aside from two outliers in the plot, most datapoints were below 10, leading to the choice of 
10 as the outlier threshold. 

As most outlier values fall under 10 reads, the general outlier threshold was set at 10. This outlier 

threshold was added to the AutoDAC code into the denoising routine to remove all sequences with 

more than 10 d-elements from downstream analysis. 

6.4.6.2 Results 

The modifications resulted in reductions in extra and missing allele calls, and increases in correct 

allele calls for both STRgazer m2 and STRait Razor v2s models (shown in Table 6.10 and Table 6.11 

respectively). These improvements were true when tools that achieved best results using the 

analytical threshold of 9 (in Section 6.4.5) were compared at the same analytical threshold value, 

except for the unsorted STRait Razor v2s with locus.config file data due to the reverse-complement 

sequences it contains.  

While the results of the two models remained the same for most tools, STRait Razor performed a 

little better (1 more correct allele call) when called using the STRait Razor v2s model, and STRgazer 

m2 had 2 more correct allele calls when called using the STRgazer m2 model. 



 

166 
 

Table 6.10: Comparison of allele calling results of pre and post-modification AutoDAC, using the STRgazer m2 model. The 
modifications include the change in allele calling to be performed on the read counts of the original sequence instead of the 
post-read merged sequences, and the addition of an outlier sequence removal process. An analysis threshold of 9 was used 
in the analysis of the allele calls. The tools shown in the comparison were tools that achieved best results using the 
analytical threshold of 9 (see Table 6.9), these include: STRait Razor v2s with locus.config file with sorted results 
(SRv2s_OG_sorted), STRait Razor v3 (SRv3_FS), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRgazer mark 2 
(SG_m2), STRait Razor v2s with locus.config file (SRv2s_OG), STRgazer prototype/mark 1 with locus.config file (SG_OG). 
Columns show the number of missing, correct and extra allele at the analytical thresholds. 

STRgazer m2 model 

AutoDAC prior to modifications 
Tool Threshold 

AutoDAC after modifications 

Missing Correct Extra Extra Correct Missing 

222 1215 2 SRv2s_OG_sorted 9 0 1220 217 

226 1211 2 SRv3_FS 9 0 1216 221 

226 1211 2 SRv2s_FS 9 0 1216 221 

225 1212 2 SG_m2 9 0 1216 221 

230 1207 38 SRv2s_OG 9 19 1201 236 

245 1192 24 SG_FS 9 22 1195 242 

 

Table 6.11: Comparison of allele calling results of pre and post-modification AutoDAC, using the STRait Razor v2s model. 
The modifications include the change in allele calling to be performed on the read counts of the original sequence instead of 
the post-read merged sequences, and the addition of an outlier sequence removal process. An analysis threshold of 9 was 
used in the analysis of the allele calls. The tools shown in the comparison were tools that achieved best results using the 
analytical threshold of 9 reads (see Table 6.9), these include: STRait Razor v2s with locus.config file with sorted results 
(SRv2s_OG_sorted), STRait Razor v3 (SRv3_FS), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRgazer mark 2 
(SG_m2), STRait Razor v2s with locus.config file (SRv2s_OG), STRgazer prototype/mark 1 with locus.config file (SG_OG). 
Columns show the number of missing, correct and extra allele at the analytical thresholds. 

STRait Razor v2s model 

AutoDAC prior to modifications 
Tool Threshold 

AutoDAC after modifications 

Missing Correct Extra Extra Correct Missing 

218 1219 1 SRv2s_OG_sorted 9 0 1221 216 

222 1215 2 SRv3_FS 9 0 1216 221 

222 1215 2 SRv2s_FS 9 0 1216 221 

223 1214 2 SG_m2 9 0 1214 223 

227 1210 37 SRv2s_OG 9 19 1201 236 

244 1193 24 SG_FS 9 22 1195 242 

 
The modifications also had an effect on the post-optimization delta values (Table 6.12). The scores 

were lower for most tools with the STRait Razor v2s model, meaning that the stutter model fitted 

better to the observed data, while overall higher for the STRgazer m2 model, for unknown reasons. 

This improvement was most observable in the unsorted STRait Razor v2s with locus.config file data, 

as the outlier sequences, in this case the sequences in the reverse complement orientation, were 

removed. 
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Table 6.12: Comparison of post-optimization delta values (indication of stutter model fit to the observed data) of pre and 
post-modification AutoDAC, using the STRait Razor v2s model. The modifications include the change in allele calling to be 
performed on the read counts of the original sequence instead of the post-read merged sequences, and the addition of an 
outlier sequence removal process. The tools shown in the comparison include: ForenSeq™ Universal Analysis Software 
(UAS), STRait Razor v2s with locus.config file (SRv2s_OG), STRait Razor v2s with locus.config file with sorted results 
(SRv2s_OG_sorted), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), TSSV with 
Locus.config file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), Fragsifier 
mark 2 (FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with 
Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2). 

Tool 

Post optimization delta values 

STRgazer m2 model STRait Razor v2s model 

AutoDAC prior to 
modifications 

AutoDAC after 
modifications 

AutoDAC prior to 
modifications 

AutoDAC after 
modifications 

FSV_m2 174 486 527 516 

FSV_m1 188 445 481 479 

SG_OG 190 465 477 493 

SGFSV 205 519 561 554 

UAS 228 780 837 823 

SG_m2 238 713 792 776 

SRv3_FS 267 764 825 834 

SG_FS 272 691 788 779 

TSSV_FS 440 792 987 868 

SRv2s_OG_sorted 569 560 583 557 

SRv2s_FS 993 768 1579 865 

TSSV_OG 7703 1189 8409 1264 

SRv2s_OG 87167 11251 396914 563 

 

6.5 Discussion  

6.5.1 On Denoising 

While some STR tools treat reads containing indel/substitutions as noise sequences (Jønck et al., 

2020), AutoDAC perceives these reads as allele reads that have been contaminated with discrete 

noise events, which, when identified and removed, result in the original allele sequence.  

While the use of noise sequences via the denoising process was anticipated to improve heterozygote 

balance as described by (Hoogenboom et al., 2017), this effect was not examined in this study. 

Before merging, the noise sequence must be checked to be a product of the presumed allele to 

prevent overinflation of the allele read counts. This is achieved in 6.4.6.1 by the use of an outlier 

threshold. The risk of such a method is the possible removal of low-read allele of minor contributors. 

AutoDAC’s denoising method was based on the general idea of error correction: that sequencing 

errors occur less frequently as correct calls, and by laying out all the reads covering a specific 

position, noise bases can be corrected using the majority called base. Error correction methods can 

be, briefly, classified in three types: k-spectrum based, suffix tree/array based and MSA based. The 

k-spectrum based method decomposes the dataset of sequences into k-mers, using a ‘stability’ 

threshold M, all rare k-mers with reads under this threshold are considered as ‘unstable’ (containing 

sequence errors), and are converted to the ‘stable’ k-mers (which has reads over the threshold M) 
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that are most similar in sequence. The suffix tree/array based method expands on the previous 

method by having multiple k values (allows for different k-mer sizes) and M threshold values. In 

contrast to the above two methods that rely on the data-wide statistical properties of k-mers, the 

MSA approach corrects noise by majority bases at specific locations using the alignment. 

(Laehnemann et al., 2016; Yang et al., 2013). AutoDAC models the appearance rate of noise events 

at one specific position on the reads, and thus AutoDAC’s noise identification method is most similar 

to the MSA approach but would be more accurately described as a pairwise alignment approach. 

Prior to the development of the AutoDAC denoising approach, several other similarity-based 

approaches were attempted. Since all sequences were assumed to originate from the alleles, 

similarity scores could be calculated between all sequence pairs and the allele could be identified as 

the sequences having the highest number of similar sequences. Alternatively, hierarchical clustering 

could be used to produce a dendrogram that reveals the similarity relationships in the form of a 

phylogenetic tree, and a threshold used to cut the tree to reveal the main branches that are the 

alleles. The immediate problem encountered when attempting these approaches was the sheer 

computational expense in pairwise similarity calculations, a factorial growth. For a locus of 5 

sequences, 120 pairwise calculations are required, for 10 sequences this becomes 3628800. For 

samples used in this study, with locus sequences frequently number in the thousands, this approach 

was not feasible.  

Another flaw of these alternative denoising methods is the indiscriminate treatment of stutters. As 

the alignment algorithm aligns two sequences based on individual bases, it is blind to the causal 

relationships of the differences, considers the stutter motifs no different from indel/substitution of 

bases of the same amount. This results in the alignment algorithm not hesitating to split a stutter 

motif stretch just to achieve the lowest alignment score. As a result, similarity-based methods are 

oblivious to stutter without additional interventions. Although, AutoDAC contains algorithms to 

detect these stutter alignment problems, they are fallible and not an elegant solution.  

Regarding the training data used to build the AutoDAC models, while not the case in this study, it is 

possible that some samples may have a tri-allelic pattern at a locus. Since from the third sequence 

(when ranked by reads) all sequences are considered noise, it is likely that the d-elements of a third 

allele will be collected as a noise datapoint, resulting in a high outlier value which may shift the noise 

threshold. One way to account for this is to collect noise datapoints from the fourth sequences 

(accounting for the possibility of locus having 3 alleles), or use a method to remove outliers prior to 

calculating the noise thresholds. 
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One limitation to the reference-based, pairwise alignment approach used by AutoDAC was that 

noise was corrected using the reference sequence. Put differently, if a noisy sequence originated 

from a minor allele, the bases identified as noise would be corrected by default to the corresponding 

bases of the reference allele sequence, instead of the minor allele sequence. Due to this, it is 

possible that if there was an indel/substitution event that replaces the bases on a minor allele 

sequence that distinguishes it from the reference allele, it would be corrected to the base of the 

reference allele sequence. An extreme result of this effect was the merging of outlier sequences to 

the reference sequence (as observed in the SRv2s_OG tool in Table 6.8). The differences between 

the reference allele and all non-allele or sequences in the reverse orientation were treated as noise 

and ‘corrected’ to the reference allele sequence.  

Another limitation is that the characterizing differences (d-elements) of sufficiently small minor 

allele sequences may be treated as noise and be corrected. Aside from building more detailed noise 

models (for example, assessing noise from the perspective of each possible allele), one way would 

be to consider commonly co-occurring sets of d-elements, for example, if two or more d-elements 

are observed across a certain read threshold, then it may be minor allele as it was unlikely that 

sequencing noise would appear at the same positions over several reads by chance. 

In theory, this focus on discrete indel/substitution events may reduce the chance of noisy minor 

alleles being treated as noise sequences and neglected during allele calling. However, following the 

modifications in Section 6.4.6 to perform allele calling on the original raw read counts, this benefit is 

lost. Ideally, the stutter vs allele thresholds (this is discussed with allele calling in Section 6.5.3) 

should be calculated from denoised data, on the foundation of robust denoising and outlier removal 

methods. 

6.5.2 On stutter resolution 

Instead of being treated as artefacts, stutter sequences should be viewed as stutter-affected 

variations of the allele sequence. This implies that they are intrinsically related to the allele 

sequences and thus is useful for the identification of alleles.  

Currently, most tools concerned with stutter employ the sequence-based stutter resolution 

approach (Friis et al., 2016; Ganschow et al., 2018; Hoogenboom et al., 2017; Jønck et al., 2020), 

which process can be summarized as follows: 

• Stutter sequences are defined as any sequence that differ from the allele sequence by an 

extension or contraction or one or several motifs. 
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• Stutter ratios are calculated by dividing the reads of the stutter sequences to the reads of 

the allele 

• In analysis, a stutter sequence can be identified by finding a sequence that differs by motif-

wise extension/contraction, whose stutter ratio is consistent to that previously determined 

• More advanced tools actively search for stutter sequences that are expected to appear with 

an allele, with each stutter class (-1, -2, +1 stutter for example) having its own stutter ratio 

used to predict the expected amount of stutter that should exist  

• FDStools (Hoogenboom et al., 2017) builds a model for the prediction of stutter ratios from 

sequence information, so that expected stutter ratios could be calculated for novel alleles 

without stutter profile information 

In capillary electrophoresis, it is appropriate to analyse stutter as stutter sequences (stutter peaks), 

as only the net effect of the stuttering is observable; in MPS, where the specific stuttering stretch 

can be seen, resolving stutter using the entire sequence as the basic unit downplays the major 

strength of MPS, which is discrete base resolution. 

The discussion in Chapter 5 argued against this, with the main argument being that stutter 

sequences are the stochastic results of stutter events. In other words, this means that modelling 

stutter sequences is not the same as modelling stutter itself. For example, in STRs with several 

repeat stretches, any of the stretches may stutter during replication to create one of many possible 

stutter sequences. For an STR with 2 stretches, there are 3 possible sequences that contain a -1 

stutter (stutter at A, stutter at B, stutter at AB), and for an STR with 3 stretches, there are then 7 

possible sequences (A, B, C, AB, BC, AC, ABC). From this, it is apparent that the more complex the 

STR, the more the total locus reads will be diluted across just the -1 stutter variants. Simple STRs are 

the exception: with only one repeat stretch to stutter, modelling by sequence is the same as 

modelling the one repeat stretch itself. With more stretches present, the chance of all the repeat 

stretches stuttering is much rarer than having only one stretch stuttering, this explains why some 

allele calling tools model stutter ratios using a polynomial function (Hoogenboom et al., 2017), while 

studies analysing stutter at individual stretches found linear relationships (Brookes et al., 2012; 

Vilsen et al., 2018), including the current study (Figure 6.8). 

However, if stutter sequences are viewed as stutter-affected variations of the allele sequence, all the 

repeat stretches on a stutter sequence can be seen as variations of the individual repeat stretches 

on the parent allele sequence, whether the stretch has stuttered or not. By dissolving the stutter 

sequences into discrete repeat stretch variants, stutter resolution (calculating the stutter 

components belonging to each allele) can be performed at individual repeat stretches. 
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In AutoDAC, stutter is considered as an inseparable part of the allele’s existence. With models 

describing the expected variations (both the allelic and stutter) at each repeat stretch of an allele 

sequence, stutter resolution is achieved by finding the collection of expected repeat stretch variants 

in the data for all the alleles present.  

One limitation of the AutoDAC stutter models is that the models were limited to stutter classes 

ranging from -3 to +2, since there may be stutters beyond these classes. -7 stutter have been 

observed in data where the locus has extremely high read counts. This suggests that the future 

implementation should consider a continuous model to model stutter ratios given an arbitrary 

stutter class. 

One drawback of AutoDAC’s stutter resolution approach is the lack of discrete stutter sequences 

being identified and reported, which may appear as foreign to analysts accustomed to 

sequence/read-based stutter analysis. However, it may be possible to estimate the total stutter 

sequence read counts by subtracting the denoised allele reads from the total allele read counts or 

assign the stutter sequences to alleles by the relative amounts of stutter components predicted for 

each allele.  

Further research is required to elucidate the cause and effects of training data and the trained 

stutter models, and also the potential uses of the delta value in determining if the presumed allele 

fit the observed data, or if a minor allele have been missed.  

6.5.3 On allele identification 

AutoDAC learns locus-specific allele calling thresholds from data, as opposed to requiring a user-set 

value as seen in other allele calling tools, such as toaSTR (Ganschow et al., 2018), STRinNGS v2.0 

(Jønck et al., 2020), and the naïve allele calling ‘Allelefinder’ tool used by FDStools (Hoogenboom et 

al., 2017) in the initial database curation.  

One limitation of the methods used to calculate the allele vs stutter thresholds is the unclear 

boundary at the overlap of the two normal distributions corresponding to allele and stutter read 

ratio clusters. For example, in Figure 6.6, the overlap between the allele and stutter distributions 

falls at a value of 0.45, resulting in a threshold that permits stutters to be up to 45% of the allele 

sequence reads. This suggest that a normal distribution may not be the ideal distribution to use for 

modelling stutter and allele read ratios, and that different distributions should be tested in future 

work.  
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Despite this, thresholds are inherently intolerant of outliers in the data, and when used in allele 

calling may cause sufficiently small minor alleles to be missed, or extra alleles being called, and both 

of these issues were observed in this study (Section 6.4). 

In AutoDAC, alleles are identified using the allele vs stutter threshold, and alleles not reaching this 

threshold will be considered an artefact sequence. While this method might work for single-source 

samples without issue, highly imbalanced alleles in mixture samples from multiple contributors is 

problematic.  

Currently, the allele vs stutter threshold models the relationship of allele and stutters from the 

perspective of the one highest-read allele sequence from the one contributor. This sequence is the 

point of reference, based on which the allele vs stutter ratio is valid. In a mixture sample, several 

contributors, each contributing different amounts of DNA, introduces several points of reference, 

rendering the threshold invalid; although all alleles could be successfully identified if the amount of 

DNA from each contributor is close or equal. While not discussed in their respective papers, toaSTR 

and STRinNGS v2.0 also uses a threshold for allele calling and would likely encounter the same 

issues. FDStools ameliorates this by using an ensemble of thresholds to assess each sequence as a 

possible allele. 

In the development of AutoDAC it was observed that solely relying on a stutter model to identify 

allele sequences (by checking if the predicted stutter products of a sequence exists in the observed 

data) was likely unfeasible, as some stutter sequences also seem to have its own stutter products. To 

further complicate matters, minor alleles with sufficiently low reads may resemble and merge with 

the stutter products of a larger allele. From this perspective, this ‘relative’ method (of finding 

expected components of an allele) alone is ambiguous and may not be specific enough for accurate 

allele calling, and so more information may be required to ground the allele identification decision.  

Due to this, it is likely that a top-down approach from the level of contributors may be more 

appropriate, as the number of contributors sets (or impose) a framework of the expected allele calls 

structure on the data, such as the number of alleles expected from each locus. There exists 

approaches developed for the automated estimation of contributors (Benschop et al., 2019). On this 

foundation, the amount of DNA from each contributor can be estimated using an algorithm similar 

to the stutter resolution algorithm described in Section 6.3.4. This would allow the allele caller to set 

multiple interpretation thresholds, or points of reference, that allow the allele calling thresholds to 

be used to find the alleles and their artefact products.  
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6.5.4 AutoDAC performance and suggested STR analysis pipeline 

Although AutoDAC, comprising of several machine-learning models, was trained on a small dataset 

of 45 files, the fact that the majority of alleles were correctly called showed that this amount of data 

was able to build models that functioned as intended. This might be due to the use of relatively 

simple models AutoDAC uses, which were tasked with separating two classes (such as stutter vs 

allele) instead of multiclass and multilabel classification like the STRgazer network (Chapter 3), which 

requires much higher amounts of training data. 

Across all samples in the testing data, AutoDAC using models trained on STRgazer m2 or STRait Razor 

v2s data and an analytical threshold of 9 reads called approximately 1216-1220 correct alleles 

between 8 tools (all tools except UAS, STRgazer mark 1, TSSV, and STRait Razor v2s with the 

locus.config file and unsorted results) out of a total of 1437 alleles (85% of total CE-called alleles) 

(Table 6.13). There were 103 CE-called alleles missed by all tools (7% of total CE-called alleles) and 

were not found in the raw sequence extraction data, suggesting that these may have dropped out or 

not been sequenced. The analytical threshold of 9 removes extra alleles called while also removing 

approximately 99-103 (around 7% of total CE-called alleles) correct but low read alleles. There were 

around 15 alleles (0.9% of total CE-called alleles) that were missing due to failing the analytical 

threshold. 

Table 6.13: Breakdown of allele calling results of post-modification AutoDAC, using the STRgazer m2 model and the optimal 
analytical thresholds for each tool found between 0 and 19 reads. The tools compared include: ForenSeq™ Universal 
Analysis Software (UAS), STRait Razor v2s with locus.config file (SRv2s_OG), STRait Razor v2s with locus.config file with 
sorted results (SRv2s_OG_sorted), STRait Razor v2s with Forenseqv1.2.config file (SRv2s _FS), STRait Razor v3 (SRv3_FS), 
TSSV with Locus.config file (TSSV_OG), TSSV with Forenseqv1.2.config file (TSSV_FS), Fragsifier prototype/mark 1 (FSV_m1), 
Fragsifier mark 2 (FSV_m2), STRgazer prototype/mark 1 with locus.config file (SG_OG), STRgazer prototype/mark 1 with 
Forenseqv1.2.config file (SG_FS), STRgazer with the Fragsifier modification (SGFSV), and STRgazer mark 2 (SG_m2).   

Tool 
Analytical 
threshold 

Correct 
alleles 

Extra 
alleles 

Alleles missing from results 

Total 
Removed by 

analytical 
threshold 

Not in 
sequence 

data 

Missed 
due to 

Threshold 

SGFSV 9 1220 0 217 100 103 14 

SRv2s_OG_sorted 9 1220 0 217 100 103 14 

SRv3_FS 9 1216 0 221 103 103 15 

SRv2s_FS 9 1216 0 221 103 103 15 

SG_m2 9 1197 0 240 103 103 34 

UAS 0 1147 0 290 102 103 85 

FSV_m2 12 1220 2 217 99 103 15 

FSV_m1 13 1221 16 216 99 103 14 

SRv2s_OG 9 1201 19 236 100 103 33 

SG_FS 9 1195 22 242 103 103 36 

SG_OG 19 1175 24 262 103 103 56 

TSSV_FS 12 1176 35 261 103 103 55 

TSSV_OG 17 1109 282 328 103 103 122 

 
Although some tools share identical results, this does not mean that their allele to artefact ratios 

were the same, but that the learned threshold value was located at a position that was generally 
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able to differentiate alleles to artefacts in these tools. Since the size of the gap between allele and 

artefact are different across tools it is possible that shifting this threshold (the allele vs stutter 

threshold) higher or lower may affect the allele calling in some tools while having no effect on 

others. 

While the STRait Razor v2s model initially produced better allele calling results, after the 

modifications made to the allele calling and the addition of outlier removal, both models performed 

almost identical when tool-specific optimal analytical thresholds were used (Table 6.10, Table 6.11). 

The STRgazer m2 model, however, still performed better than the STRait Razor v2s model in stutter 

resolution, as evidenced by the higher delta value before and after optimization. This higher delta 

value, or lower model fit, was associated with higher increases in reads after adjusting for stutter. 

This suggests that the STRait Razor v2s model may overestimate the total allele reads. 

Some tools (STRgazer mark 1, TSSV, and STRait Razor v2s with the locus.config file and unsorted 

results) were unable to find correct alleles and reduce extra called alleles given the tested analytical 

threshold values (that ranged from 0 to 19). These discrepancies were likely 

algorithmic/bioinformatic issues and not due to locus files, as the testing conditions were the same 

for all tested tools. The refined (mark 2) Fragsifier and STRgazer tools outperformed their prototypes 

in all areas, reaffirming the improvements to their algorithms. It is possible that the allele calling 

results for each tool may change when other loci are investigated, as the loci tested were only a 

subset of the total number of loci analysed by the tools.  

Based on the results presented in this study, the version of AutoDAC as of the developments up to 

Section 6.4.6 worked best in combination with STRait Razor v2s with the sequence sorting script due 

to the slightly higher number of called alleles.  

6.6 Conclusions 

An allele caller called the Automatic denoising allele caller (AutoDAC) was created in this Chapter. 

This allele caller features the ability to automatically builds all models and thresholds when given 

single source sequence extraction data, generated with any extraction tool.  

A novel paradigm of allele calling was developed, which identifies individual artefact events on reads 

such as stutter and sequencing error (noise). The AutoDAC artefact models determine if base-level 

differences are artefacts or legit variations such as SNPs. Individual noise events are removed from 

reads, correcting the read to the original parent sequence. Stutter (repeat stretch variations) is 

resolved by sequence at individual repeat stretches instead using read threshold to identify ‘stutter 

reads’. This means that no ‘stutter reads’ or ‘noise reads’ are discarded. 
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AutoDAC models built using data produced by two tools were able to be used to allele call sequence 

results from other tools and produce CE-concordant results that is similar between tools, 

demonstrating the robustness of the method. 

While this Chapter described an allele calling method that could utilize noise sequences, the effects 

beyond allele calling is yet to be studied. For example, the effects of denoising on the heterozygous 

balance. Overall while more research is required, the method shows promising results for automatic 

allele calling.  
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Chapter 7   

Conclusion and recommendations 
Summary of Research and final thoughts  

 

 

 

7.1 Introduction 

This Chapter provides a narrative overview of the sequence of studies undertaken in this thesis, on 

the topic of bioinformatic methods in forensic STR analysis. Following the summary of research, the 

learnings and insights gained from the research are restated and emphasized. The thesis concludes 

with a description of the limitations of the research and final recommendations for further research 

in this area. 

7.2 Overview of research 

This research began with the primary research goal of exploring effective bioinformatic techniques 

and methods for the analysis of STR sequencing data. This was to involve a search for all the STR 

relevant tools published online, followed by a comparison between them and the vendor specific 

sequencer software (ForenSeq UAS) in order to assemble a pipeline that would produce reliable and 

accurate STR genotype from sequence data. 

During a review of the literature on the algorithms used by different tools to extract STR sequences, 

it became apparent that the more information that such a tool has of its intended target, the higher 

its accuracy. These pieces of information were called ‘features’ from a data-science perspective, and 

the STR extraction tools reviewed at the time depended heavily on a single feature, the STR flanking 

sequences, which were most often manually curated by the authors and researchers. 

Machine-learning has the ability to automatically find features in data. Thus, the project took the 

direction of applying machine learning methods to the recognition of STR sequences, forming the 

essence of the secondary research question: how could data-driven techniques such as machine 

learning be applied to the analysis of MPS STR data? 

Part I of the Thesis explored the application of machine learning methods to STR sequence 

extraction. Applying machine learning methods led to the development of the Fragsifier tool in 

Chapter 2, which combines flanking sequence information and a machine-learned sequence model 
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to identify STRs. This approach aimed to utilize as much STR sequence information as possible for 

STR identification and extraction. While this resulted in a capable tool, there were still sequence 

information left unused: the entire amplicon sequence itself. This led to the development of 

STRgazer in Chapter 3, a tool that uses a convolutional neural network to recognize entire STR reads. 

As a comparison of the amount of STR sequence information used in locus identification: STRait 

Razor uses 12-20 bp STR flanking sequences; Fragsifier uses the flanking sequences in addition to 

patterns in the repeat stretches themselves; STRgazer uses the entire read.  

During the development of these tools, a temporary allele caller was used to make allele calls for 

performance comparison and concordance testing against CE results. The tool was unable to 

produce accurate calls alone, so it was used with low calling thresholds followed by filtering of allele 

calls from CE results.  

After the development of data-driven STR sequence extraction methods in Part I, Part II explored 

methods of applying data-driven methods to allele calling, specifically, the creation of an intelligent 

allele caller that utilized machine learning to improve calling accuracy.  

This began with a study of tool extraction characteristics in Chapter 4, which revealed that different 

tools produce different ratios of alleles, stutter and noise. An investigation of current methods in 

recognizing allele, stutter, and noise sequences in Chapter 5 led to a potential locus-specific allele 

calling method based on the read ratios vs the allele sequence. These insights led to the creation of 

AutoDAC in Chapter 6, an allele caller that learns all allele calling models from training data, and thus 

all thresholds are data-informed and require no manual input of arbitrary values. When tested on 

data with known CE results, AutoDAC produced CE-concordant allele calls from STR sequences 

extracted using several different extraction tools.  

7.3 Insights and implications 

7.3.1 Machine learning could and should be applied to Forensic STR analysis 

Based on the comparison results of the machine-learning STR extraction tools with currently 

available tools and CE-concordant allele calling results, it can be concluded that these approaches 

were effective, and have numerous benefits over manually-set features, thresholds or models. The 

main benefits are the tailored thresholds and models to the data, and the automated process which 

allows them to be easily updated with more data.  

It was clear that the stutter, noise, and inter-allele ratios were different across STR loci, and require 

different threshold values for allele calling. The use of a fixed-threshold allele caller (as in Chapter 4) 
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would not suffice for the accurate identification of alleles, and current available tools performing 

allele calling this way should be used with caution. 

7.3.2 Harmony of machine learning and manual programming 

Machine-learning methods can be very effective in tasks where there is a discernible and definite 

observable difference. For example, clustering algorithms easily found the boundaries between 

alleles and stutter based on the inherent large difference in read counts (see Chapter 6, Section 

6.2.4), while classification models may struggle to differentiate STRs that has similar repeating 

motifs. Therefore, machine-learning methods should be considered when facing tasks involving large 

number of datapoints where a decision boundary is intuited. In other words, if a pattern in the data 

can be detected by a person, it is likely that, if the training data is formulated correctly, machine 

learning algorithms will also detect it. 

Even though modern machine learning algorithms are powerful and flexible enough to be trained to 

perform complex tasks, it may be unsound to overly rely on them for precise tasks that can be solved 

by manual programming. For example, in supervised learning, the model is given a set of inputs and 

their expected outputs, and while the model may learn a way to produce the desired output, the 

user has limited control, especially in deep learning, on the final logic the model has developed to 

perform the required tasks.  

For example, in the training of the convolution network in Chapter 3 to recognize STR sequences, it 

is possible that the model learnt to associate the noisy section of training reads with the target label 

instead of the STR sequence as intended, and this occurs often when there is not enough data. It 

may be for this reason that Fragsifier, albeit using a less powerful machine learning model, 

outperformed STRgazer.  

As such, a successful data-driven tool would need to achieve a balance between the use of machine 

learning with its high adaptability to variations, and manual programming to enforce domain-specific 

prior knowledge of the data and system. 

7.3.3 Analysis tools are self-contained workflows 

The tools developed in this study can be viewed as self-contained statistical analysis workflows 

where the results are immediately utilized.  

To illustrate, instead of performing a study to calculate threshold values from raw data and another 

study to implement the values and test their efficiency, data-driven analysis tools combine the entire 

process into code that can be easily distributed and scrutinized by researchers. Upon collection of 

new data, updated models can be generated swiftly and reproducibly.  
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AutoDAC, developed in Chapter 6, is one example. The code contains methods ranging from the 

identification of alleles from stutter using a clustering method to the stutter data collection and 

modelling, and the way the models are used in allele calling. Instead of literal instructions to be 

manually performed in data analysis, the software performs all processes when executed. If there 

were suspected issues with stutter identification in the results, then the relevant section of the code 

can be perused to diagnose issues with the methods, then the software can be re-distributed after 

being updated. 

7.4 Limitations and recommendations for further research 

7.4.1 Small dataset 

With the essence of the research centred around the application of machine learning to STR 

analyses, the small dataset used for the development and testing of tools is a major limitation and 

would not have brought the developed tools to their potential. 

While attempts were made to expand the dataset (as in Chapter 3, Section 3.4) these approaches 

are artificial and not equivalent or as informative as genuine sequencing reads, and it was likely that 

the trained model has overfit on the data, as simulated reads added to the training data originate 

from the same small source.  

7.4.2 Lack of method testing and validation 

The methods and tools developed in the study also need extensive testing and validation before 

they can be considered reliable. Testing on a much larger dataset that includes more examples of 

different alleles and different allele combinations is required to test the methods reliability.  

The STR sequence extraction tools and allele calling tools developed in this thesis was developed and 

tested on data from the ForenSeq™ sequencing system. Since there may be nuances in the data 

produced across different sequencing systems, the tools and methods developed in this study 

should be tested on data from other sequencing systems to see if they function as expected. 

7.4.3 Many potential methods to explore 

Some bioinformatic problems encountered in this Thesis may be better (or more accurately) solved 

with other well-studied algorithms. For example, instead of using a machine learning model to learn 

the association between STR loci and k-mers in STR sequence extraction tools, a Profile Hidden 

Markov Model trained on sequences from each STR locus may (or may not) result in more accurate 

sequence classifications. 

In Chapter 6, Section 6.5, other denoising and allele identification approaches were discussed and 

could be tested and compared to the methods used in AutoDAC. 
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While an attempt was made to produce tools that utilize all possible information to extract STR 

sequences or make allele calls, I believe that I have yet to achieve the balance between machine 

learning and manual programming as discussed in Section 7.3.2, and the ideal tool is yet to be made.  

7.4.4 There is still unused information that may improve tool accuracy 

In the works in this thesis, attempts were made to utilize sequence and statistical information in STR 

sequence extraction and allele calling. For example, the stutter prediction models are both sequence 

(motif)-specific and utilize statistic information in the form of a regression line.  

In the allele calling methodology developed in this thesis, alleles were only identified as the highest 

read sequence and sequences above a threshold based on the reads of the top allele sequence. The 

statistical relationship between the alleles of the locus, and alleles of other loci may possibly be 

additional information for allele identification. For example, based on the amount of the allele reads 

in one locus, the allele reads of other loci may be estimated.  

Quality information was not utilized in this study, but to introduce quality information in analysis 

may result in more accurate results. For example, in the identification of noise bases, base quality 

scores may provide more indicative information on top of the statistical measures of their 

appearance. 

7.4.5 Yet to actually compare performance between tools 

While Chapter 4 introduced methods of comparing STR extraction tools and comparison metrics, the 

tools have yet to be compared. Tools can be compared and judged at different levels of operation, 

and in this Thesis this has been limited to the concordance with CE results. The notion of Total Alelle 

reads (or Total Alelle Products) introduced In Chapter 6 may be a potential target of future tool 

comparisons.  

In future work, novel sequence extraction tools should be compared against other available tools to 

confirm that the tools perform as expected, with their outputs containing a high ratio of usable 

information versus unrelated sequences, and that if these novel approaches provide any additional 

benefits over existing methods. 

7.4.6 Deeper investigations into allele calling 

From the analysis of allele calling data of Chapter 6, it was suspected (although not discussed) that 

the allele calling thresholds may change based on the number of allele reads. Specifically, at lower 

reads, the allele to noise read ratio may decrease. 
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For an extreme example, the noise sequence read ratios were much higher when allele reads were 

around 10 reads (Chapter 6, Section 6.4.5), and the allele calling thresholds were not able to 

correctly remove the noise sequences.  

In future work, the allele calling thresholds may need to be modelled to include total locus reads as a 

predictor variable.  

7.5 Afterword 

In this work, I have gained experience in the full coverage of the MPS data analysis workflow and 

developed pioneering methods and novel tools to demonstrate the practicality and benefits of data-

driven forensics STR analysis tools. The performance of these proof-of-concepts show great promise, 

and with ongoing efforts would bestow their strengths and benefits to forensic STR analysis. 
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Appendix 
Supplementary Table 2.1: Average number of allele reads extracted by each tool at all STR loci analysed by both 
locus.config and ForenSeqv1.2.config files. The loci DYS393, DYS449, DYS456, DYS458, DYS518, SE33 were not analysed by 
the ForenSeqv1.2.config file. 

Locus FSV SRv2s_OG UAS SRv3_FS SRv2s_FS 

CSF1PO 1264 1263 1241 1232 1233 

D10S1248 1209 1209 1195 1168 1168 

D12S391 91 91 88 81 81 

D13S317 1111 1111 1088 1055 1056 

D16S539 582 582 568 544 544 

D18S51 1298 1300 1266 1197 1199 

D19S433 1589 1585 1515 1345 1345 

D1S1656 152 150 145 145 146 

D21S11 1118 1113 1099 1056 1056 

D22S1045 920 919 909 819 819 

D2S1338 1671 1667 1637 1568 1568 

D2S441 2461 2458 2417 2353 2353 

D3S1358 2626 2619 2578 2443 2443 

D5S818 62 61 59 58 58 

D7S820 326 326 312 282 282 

D8S1179 1271 1266 1258 1238 1239 

DYF387S1 900 900 889 854 866 

DYS19 213 215 211 193 195 

DYS385 377 370 353 351 351 

DYS389I 5525 5521 5029 5029 5038 

DYS389II 322 315 313 308 305 

DYS390 547 553 539 524 524 

DYS391 3564 3597 3459 3369 3369 

DYS392 952 949 921 854 864 

DYS393 (not analyzed by the ForenSeqv1.2.config) 0 0 0 0 0 

DYS437 1406 1407 1377 1273 1273 

DYS438 7393 7355 7281 6591 6591 

DYS439 1419 1421 1352 1344 1346 

DYS448 555 555 541 536 536 

DYS449 (not analyzed by the ForenSeqv1.2.config) 0 0 0 0 0 

DYS456 (not analyzed by the ForenSeqv1.2.config) 554 550 0 0 0 

DYS458 (not analyzed by the ForenSeqv1.2.config) 0 0 0 0 0 

DYS460 95 95 94 86 86 

DYS481 1287 1293 1280 1197 1198 

DYS518 (not analyzed by the ForenSeqv1.2.config) 0 0 0 0 0 

DYS533 1000 996 982 947 954 

DYS570 1904 1901 1871 1814 1815 

DYS576 3435 3380 3357 3285 3287 

DYS635 512 511 495 479 479 

FGA 1313 1310 1289 1279 1279 

SE33 (not analyzed by the ForenSeqv1.2.config) 0 0 0 0 0 

TH01 11556 11541 11376 10774 10774 

TPOX 1089 1081 1067 1060 1061 

VWA 357 356 344 342 343 

YGATAH4 145 145 134 135 135 
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Supplementary Table 2.2: Number of alleles missed by all tools 

Locus 
Number of 

alleles 
Locus 

Number of 
alleles 

Locus 
Number of 

alleles 
Locus 

Number of 
alleles 

SE33 18 DYS19 7 DYS390 5 DYS635 3 

DYS393 17 YINDEL 7 D18S51 5 CSF1PO 2 

DYS449 17 D12S391 7 DYS385 5 D2S1338 2 

DYS458 17 D1S1656 7 D16S539 4 D8S1179 2 

DYS518 17 D21S11 7 DYS456 4 DYS570 2 

DYS627 17 FGA 7 YGATAH4 4 DYS389I 1 

D5S818 10 DYF387S1 6 D19S433 3 DYS391 1 

DYS392 8 DYS448 6 D3S1358 3 DYS438 1 

DYS460 8 D13S317 6 DYS437 3 DYS481 1 

D7S820 8 VWA 6 DYS439 3 DYS576 1 

D22S1045 7 DYS389II 5 DYS533 3   
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Supplementary Table 2.3: Number of CE-typed alleles missed by Fragsifier (FSV), STRait Razor v2s with original and 
ForenSeq™ config files (SRv2s_OG, SRv2s_FS), ForenSeq™ Universal Analysis system (UAS), STRait Razor v3 (SRv3_FS). CE 
alleles that were not typed across all tools are excluded. Full table. 

Locus 
Number of alleles  

typed by CE with at least one 
observation by one tool 

FSV SRv2s_OG UAS SRv3_FS SRv2s_FS 
Total alleles 

missed  
across tools 

CSF1PO 25 0 0 0 0 0 0 

D10S1248 16 0 0 0 0 0 0 

D12S391 9 0 0 0 0 0 0 

D13S317 32 0 0 0 0 0 0 

D16S539 25 0 0 0 0 0 0 

D18S51 33 0 0 0 0 0 0 

D19S433 27 0 0 0 0 0 0 

D1S1656 11 0 0 0 0 0 0 

D21S11 32 0 0 0 0 0 0 

D22S1045 7 0 0 0 0 0 0 

D2S1338 35 0 0 0 0 0 0 

D2S441 15 0 0 0 0 0 0 

D3S1358 25 0 0 0 0 0 0 

D5S818 26 0 0 0 0 0 0 

D7S820 27 0 0 0 0 0 0 

D8S1179 30 0 0 0 0 0 0 

DYF387S1 25 0 0 0 0 0 0 

DYS19 10 0 0 0 0 0 0 

DYS385 25 0 0 0 0 0 0 

DYS389I 16 0 0 0 0 0 0 

DYS389II 12 0 0 0 0 0 0 

DYS390 12 0 0 0 0 0 0 

DYS391 16 0 0 0 0 0 0 

DYS392 9 0 1 2 1 1 5 

DYS437 14 0 0 0 0 0 0 

DYS438 16 0 0 0 0 0 0 

DYS439 14 0 0 0 0 0 0 

DYS448 11 0 0 0 0 0 0 

DYS456 13 0 0 13 13 13 39 

DYS460 9 0 0 0 1 1 2 

DYS481 16 0 0 0 0 0 0 

DYS533 14 0 0 0 0 0 0 

DYS570 15 0 0 1 1 1 3 

DYS576 16 0 0 1 0 0 1 

DYS635 14 0 0 0 0 0 0 

FGA 32 0 0 0 0 0 0 

TH01 28 0 0 0 0 0 0 

TPOX 31 0 0 0 0 0 0 

VWA 26 0 0 0 0 0 0 

YGATAH4 13 0 0 0 0 0 0 
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Supplementary Table 2.4: Number of Non-CE typed alleles with mutually discordant allele calls between Fragsifier (FSV), 
STRait Razor v2s with original and ForenSeq™ config files (SRv2s_OG, SRv2s_FS), ForenSeq™ Universal Analysis system 
(UAS), STRait Razor v3 (SRv3_FS). Full table. 

Locus 
Number of 

alleles 

Number of  
mutually inconcordant 

loci calls 

Cause of inconcordant loci calls  
between tools 

DXS10074 34 34 OG allele number different to FS and UAS (+2) 

DXS8377 28 28 
Alleles not detected by UAS and when using FS 

configuration file 

DYS612 28 28 FS allele number different to UAS and OG (+6) 

SE33 23 23 
Occasionally missed by SRv2s_OG, and sometimes 

discordant allele designation 

DXS7423 19 19 Alleles not detected when using SRv2s_OG 

DXS10148 17 17 Alleles not detected when using FS configuration file 

DYS461 8 8 Alleles not detected by UAS 

DYS505 16 4 
SRv2s_OG detects a different allele from the rest (14 

instead of 17) 

PENTAE 17 3 Dropout when using FS configuration file 

D22S1045 14 1 Dropout when using FS configuration file 

YGATAH4 1 0   

DXS8378 12 0   

D4S2408 32 0   

HPRTB 16 0   

VWA 4 0   

D3S1358 3 0   

PENTAD 25 0   

TH01 4 0   

D6S1043 29 0   

TPOX 3 0   

DYS522 11 0   

DXS10135 17 0   

D19S433 3 0   

DYS643 14 0   

D12S391 20 0   

D10S1248 20 0   

D5S818 4 0   

DYS549 14 0   

D20S482 28 0   

D2S441 18 0   

D17S1301 30 0   

D1S1656 20 0   

DXS7132 16 0   

D9S1122 33 0   

DXS10103 18 0   

D8S1179 4 0   
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Supplementary Figure 3.1: Length distribution of trailing noise sequences 

 

Supplementary Figure 3.2: Maximum length of poly-A shared across trailing noise sequences 
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Supplementary Table 3.5: Unique amplicon sequences in the amplicon database used to generate reconstituted reads 

Locus Number Locus Number Locus Number Locus Number 

DYS389II 6 rs28777 38 rs917118 52 rs1871534 64 

DYS533 18 DYS389I 39 rs1382387 52 N29insA 64 

DYS643 19 rs1031825 39 rs159606 52 rs9522149 64 

Y-GATA-H4 19 rs11652805 40 D2S441 52 rs4471745 64 

DYS439 19 mh16-MCR1B 40 DYS391 53 rs717302 66 

DYS438 22 rs740598 42 rs200354 53 D4S2408 66 

DYS549 23 rs719366 42 rs737681 54 rs1109037 66 

rs1426654 26 rs6990312 42 rs214955 54 rs1355366 66 

rs12203592 28 rs2196051 42 rs576261 54 rs2269355 66 

rs7997709 29 rs7251928 43 rs6444724 54 rs12997453 67 

rs3827760 30 DYS481 43 rs1015250 54 rs722290 68 

rs310644 30 rs6754311 44 rs1528460 54 rs1490413 68 

rs1393350 30 rs192655 44 rs12047255 54 DYS392 68 

rs17642714 30 rs4918664 44 rs873196 54 rs6955448 68 

rs12439433 30 rs4411548 44 rs876724 54 rs907100 69 

rs260690 30 rs2920816 45 rs1736442 54 DYS390 70 

rs1876482 30 rs2402130 46 rs1360288 54 rs2111980 72 

rs1800414 30 rs2024566 46 rs9951171 54 rs10488710 73 

DYS389II 31 DYS522 46 rs1336071 54 rs987640 76 

rs459920 31 rs735155 46 rs279844 54 rs1821380 76 

rs2042762 32 rs683 46 rs6811238 56 rs10776839 76 

rs1919550 32 rs917115 46 rs445251 56 rs430046 76 

rs2814778 32 rs321198 46 rs2399332 56 rs1005533 76 

rs1834619 32 rs4833103 46 rs727811 56 rs221956 76 

mh16-MCR1C 32 rs1024116 46 rs7722456 56 D17S1301 88 

rs2378249 32 rs338882 47 rs2238151 56 DXS7132 93 

rs7657799 32 rs1523537 48 HPRTB 56 D21S11 93 

rs3823159 32 CSF1PO 48 rs901398 56 PENTAE 96 

rs1079597 32 rs729172 48 rs1028528 56 D10S1248 98 

rs3811801 32 rs2040411 48 rs1058083 56 TPOX 100 

rs1800407 32 rs560681 48 rs1886510 56 TH01 101 

rs1229984 32 DYS576 48 rs826472 56 D16S539 104 

rs174570 32 DYS635 48 rs2056277 56 D18S51 105 

rs12498138 32 rs2076848 48 rs1979255 56 DXS10103 111 

rs12821256 32 rs12896399 48 rs2046361 56 vWA 112 

rs3737576 32 DYS460 49 rs13218440 57 D6S1043 114 

rs16891982 32 rs1805009 49 rs1294331 57 D22S1045 122 

rs1462906 32 rs4959270 49 rs2593595 58 DXS10135 123 

rs3916235 32 rs2107612 50 rs8037429 58 DXS10074 126 

rs1042602 32 rs7554936 50 rs870347 58 Amelogenin 127 

rs671 32 rs4364205 50 rs964681 58 D7S820 129 

rs7226659 32 rs10495407 50 rs740910 58 D3S1358 134 

rs7326934 32 rs1498553 50 DXS7423 58 FGA 135 

DYS448 33 rs7041158 50 rs1413212 59 D5S818 136 

DYS570 34 rs798443 50 rs10092491 59 D8S1179 137 

DYS437 35 rs1357617 50 rs9905977 60 D9S1122 140 

DYS19 35 rs2342747 51 rs722098 60 D1S1656 144 

rs4891825 36 rs1335873 51 rs10773760 60 D13S317 148 

rs12913832 36 rs1463729 52 rs3780962 60 DXS8378 149 

DYS612 36 rs2166624 52 rs1454361 60 D19S433 150 

rs3814134 36 rs8078417 52 rs733164 60 PENTAD 151 

rs251934 36 rs763869 52 rs10497191 61 D2S1338 152 

rs1572018 37 rs993934 52 DYF387S1 61 D20S482 152 

rs735480 38 rs1493232 52 DYS385 61 D12S391 152 

DYS505 38 rs755095 52 rs4530059 62   

rs938283 38 rs2831700 52 rs2830795 62   

rs4606077 38 rs13182883 52 rs354439 63   
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Supplementary Table 3.6: Average number of allele reads extracted by each tool 

Locus FSV SRv2s_OG SRv3_FS SG SRv2s_FS UAS 

CSF1PO 1264 1263 1232 1233 1233 1241 

D10S1248 1209 1209 1168 1173 1168 1195 

D12S391 91 91 81 82 81 88 

D13S317 1111 1111 1055 1054 1056 1088 

D16S539 582 582 544 546 544 568 

D18S51 1298 1300 1197 1204 1199 1266 

D19S433 1589 1585 1345 1346 1345 1515 

D1S1656 152 150 145 147 146 145 

D21S11 1118 1113 1056 1052 1056 1099 

D22S1045 920 919 819 820 819 909 

D2S1338 1671 1667 1568 1590 1568 1637 

D2S441 2461 2458 2353 2328 2353 2417 

D3S1358 2626 2619 2443 2439 2443 2578 

D5S818 62 61 58 59 58 59 

D7S820 326 326 282 282 282 312 

D8S1179 1271 1266 1238 1240 1239 1258 

DYF387S1 900 900 854 859 866 889 

DYS19 213 215 193 193 195 211 

DYS385 377 370 351 350 351 353 

DYS389I 5525 5521 5029 5381 5038 5029 

DYS389II 322 315 308 303 305 313 

DYS390 547 553 524 523 524 539 

DYS391 3564 3597 3369 3334 3369 3459 

DYS392 952 949 854 864 864 921 

DYS437 1406 1407 1273 1271 1273 1377 

DYS438 7393 7355 6591 6586 6591 7281 

DYS439 1419 1421 1344 1340 1346 1352 

DYS448 555 555 536 514 536 541 

DYS460 95 95 86 85 86 94 

DYS481 1287 1293 1197 1194 1198 1280 

DYS533 1000 996 947 955 954 982 

DYS570 1904 1901 1814 1814 1815 1871 

DYS576 3435 3380 3285 3328 3287 3357 

DYS635 512 511 479 477 479 495 

FGA 1313 1310 1279 1278 1279 1289 

TH01 11556 11541 10774 10767 10774 11376 

TPOX 1089 1081 1060 1057 1061 1067 

VWA 357 356 342 342 343 344 

YGATAH4 145 145 135 135 135 134 

Average 1670 1667 1555 1563 1556 1626 
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Supplementary Table 3.7: Mean scores generated by flanking sequence alignment onto locus sequences versus non-locus 
sequences, and the decision boundary calculated by the linear SVM algorithm. 

Locus 
Target locus  

sequence score 
Off-target 

sequence score 
Difference 

SVM-derived  
threshold 

mh16-MCR1B 18 10.32 7.68 16.5 

rs755095 19 10.58 8.42 17 

rs891700 21 10.32 10.68 18 

rs914165 22 10.57 11.43 18.5 

rs987640 21.9 10.36 11.54 18 

rs12047255 22 10.32 11.68 18.5 

rs6990312 22 10.23 11.77 18 

rs729172 22 10.22 11.78 18.5 

mh16-MCR1C 22 9.87 12.13 18.5 

rs1800407 22 9.85 12.15 18 

rs9522149 22.5 10.23 12.27 19 

rs10497191 22.5 10.09 12.41 18.5 

rs7251928 23 10.53 12.47 19 

rs430046 23.1 10.23 12.87 18.5 

DXS10135 24 11.00 13.00 19.5 

rs354439 24 10.95 13.05 19.5 

rs221956 23.2 10.10 13.10 19 

rs2920816 24 10.87 13.13 19.5 

rs279844 24 10.86 13.14 19 

rs4918664 24 10.86 13.14 20 

DYS389II 23.7 10.47 13.23 19 

rs321198 24 10.77 13.23 19.5 

rs1805009 24 10.75 13.25 19 

rs2196051 24 10.68 13.32 19 

rs719366 24 10.67 13.33 19.5 

rs13218440 24 10.66 13.34 19.5 

rs4959270 24 10.65 13.35 19 

rs200354 24 10.64 13.36 19.5 

rs1800414 24 10.63 13.37 20 

rs1736442 24 10.60 13.40 19.5 

rs13182883 24 10.60 13.40 19.5 

rs826472 24 10.58 13.42 19 

rs2399332 24 10.54 13.46 19 

rs1015250 24 10.53 13.47 18.5 

rs1229984 24 10.53 13.47 20 

rs9905977 24 10.52 13.48 19.5 

rs727811 24 10.52 13.48 20 

rs717302 24 10.51 13.49 19 

rs870347 24 10.49 13.51 19 

rs10488710 24 10.48 13.52 19.5 

rs993934 24 10.47 13.53 19.5 

rs7226659 24 10.47 13.53 19.5 

rs1876482 24 10.47 13.53 19 

rs1528460 24 10.47 13.53 19.5 

rs12498138 24 10.46 13.54 19.5 

rs11652805 24 10.46 13.54 19 

rs1005533 24 10.44 13.56 19 

rs2378249 24 10.43 13.57 19.5 

rs2046361 24 10.43 13.57 19.5 

rs1886510 24 10.42 13.58 19 
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rs6811238 24 10.42 13.58 19 

rs1079597 24 10.42 13.58 20 

rs1357617 24 10.42 13.58 19 

rs2342747 24 10.42 13.58 19.5 

rs3823159 24 10.41 13.59 19 

rs174570 24 10.40 13.60 19.5 

rs310644 23.6 10.00 13.60 19 

rs3811801 24 10.39 13.61 20.5 

rs12821256 24 10.39 13.61 18.5 

rs4606077 24 10.39 13.61 19 

rs740910 24 10.38 13.62 19 

rs1031825 24 10.38 13.62 19 

rs4530059 24 10.38 13.62 20 

rs214955 24 10.38 13.62 18 

rs2830795 24 10.38 13.62 19 

rs1454361 24 10.36 13.64 19.5 

rs7657799 24 10.36 13.64 18.5 

rs445251 24 10.36 13.64 19 

rs9951171 24 10.36 13.64 19 

rs17642714 24 10.35 13.65 19 

rs683 24 10.35 13.65 19.5 

rs876724 24 10.35 13.65 19 

rs873196 24 10.35 13.65 19 

rs7041158 24 10.33 13.67 19 

rs4891825 24 10.33 13.67 19.5 

rs907100 24 10.33 13.67 20 

rs722290 24 10.32 13.68 19.5 

rs1572018 24 10.32 13.68 19.5 

rs260690 24 10.32 13.68 19 

rs740598 24 10.31 13.69 20 

rs735480 24 10.31 13.69 18.5 

rs1979255 24 10.31 13.69 19.5 

rs2107612 24 10.31 13.69 19.5 

rs4411548 24 10.31 13.69 19.5 

rs16891982 24 10.30 13.70 18.5 

rs3737576 24 10.30 13.70 20 

rs1523537 24 10.30 13.70 19 

rs12913832 24 10.29 13.71 18.5 

rs1335873 24 10.29 13.71 19 

rs3780962 24 10.29 13.71 18.5 

rs7554936 24 10.29 13.71 19.5 

rs12439433 24 10.28 13.72 19 

rs964681 24 10.28 13.72 19 

rs12997453 24 10.28 13.72 19 

rs722098 24 10.27 13.73 19 

rs10092491 24 10.27 13.73 19 

rs1821380 24 10.26 13.74 19 

rs735155 24 10.26 13.74 19 

rs1498553 24 10.26 13.74 19.5 

rs1042602 24 10.26 13.74 19.5 

rs12203592 24 10.25 13.75 18.5 

rs10495407 24 10.24 13.76 19 

rs763869 24 10.23 13.77 19 

rs4364205 24 10.23 13.77 19 
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rs338882 24 10.22 13.78 19.5 

rs6754311 24 10.22 13.78 19 

rs6955448 24 10.21 13.79 20 

rs2076848 24 10.21 13.79 19.5 

rs3916235 24 10.21 13.79 18 

rs1360288 24 10.20 13.80 19 

rs671 24 10.20 13.80 19 

rs7722456 24 10.19 13.81 19 

rs1355366 24 10.18 13.82 19 

rs938283 24 10.17 13.83 18.5 

rs159606 24 10.17 13.83 19.5 

rs2056277 24 10.17 13.83 20 

rs4833103 24 10.16 13.84 18.5 

rs10773760 24 10.16 13.84 18.5 

rs1336071 24 10.15 13.85 19 

rs1393350 24 10.15 13.85 19 

rs1463729 24 10.15 13.85 19 

rs251934 24 10.14 13.86 19 

rs7997709 24 10.13 13.87 19.5 

rs733164 24 10.13 13.87 19.5 

rs6444724 24 10.13 13.87 19 

rs1024116 24 10.13 13.87 18.5 

rs2831700 24 10.11 13.89 19 

rs7326934 24 10.11 13.89 19 

rs2238151 24 10.10 13.90 19 

rs737681 24 10.09 13.91 19.5 

rs1382387 24 10.07 13.93 19.5 

rs2042762 24 10.07 13.93 18.5 

rs8078417 24 10.06 13.94 18.5 

rs901398 24 10.06 13.94 19 

rs560681 24 10.05 13.95 19 

rs28777 24 10.05 13.95 19 

rs1109037 24 10.04 13.96 19 

rs1462906 24 10.04 13.96 19 

rs1490413 24 10.03 13.97 18.5 

rs1294331 24 10.02 13.98 19 

rs917118 24 10.01 13.99 19 

rs2814778 24 9.99 14.01 19 

rs1426654 24 9.99 14.01 18.5 

rs1834619 24 9.99 14.01 19 

rs1919550 24 9.98 14.02 19 

rs1028528 24 9.95 14.05 19 

rs798443 24 9.93 14.07 19.5 

rs2024566 24 9.92 14.08 18.5 

rs12896399 24 9.92 14.08 18.5 

rs2593595 24 9.91 14.09 19 

rs3827760 24 9.90 14.10 19 

rs2111980 24 9.89 14.11 19 

rs192655 24 9.87 14.13 18.5 

rs3814134 24 9.86 14.14 19 

DYS461 25 10.85 14.15 20 

rs1413212 24 9.84 14.16 18.5 

N29insA 24 9.83 14.17 19 

rs10776839 24 9.83 14.17 18.5 
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rs4471745 24 9.79 14.21 19.5 

rs917115 24 9.78 14.22 19 

rs1493232 24 9.78 14.22 18.5 

rs459920 24 9.73 14.27 19 

rs1058083 24 9.70 14.30 18.5 

rs2040411 24 9.68 14.32 19 

rs2166624 24 9.67 14.33 18.5 

rs1871534 24 9.64 14.36 19 

rs8037429 24 9.64 14.36 19 

rs576261 24 9.59 14.41 19 

rs2269355 24 9.50 14.50 19 

rs2402130 24 9.46 14.54 18.5 

DYS522 27.5 11.04 16.46 21.5 

TPOX 28 9.62 18.38 21 

D12S391 29.4 10.98 18.42 22.5 

D1S1656 29.8 10.39 19.41 22 

Amelogenin 29.8 10.23 19.57 22 

D20S482 29.9 10.16 19.74 22 

D9S1122 30.2 9.91 20.29 22 

DYS392 32 11.56 20.44 24 

D5S818 30.5 10.05 20.45 21.5 

DYS437 31 10.40 20.60 22 

DXS10103 30.8 10.12 20.68 23 

PENTA E 32 11.27 20.73 23.5 

DYS612 32 11.20 20.80 23.5 

D2S1338 30.8 9.94 20.86 22.5 

D19S433 31.4 10.46 20.94 23 

DXS8378 32 11.05 20.95 24 

DYS19 32 10.99 21.01 23.5 

DXS10074 32 10.97 21.03 23 

DYS635 32 10.86 21.14 23.5 

DYS438 31.5 10.24 21.26 23 

DXS7132 32 10.70 21.30 23 

HPRTB 32 10.67 21.33 24 

D22S1045 32 10.62 21.38 23 

DXS7423 32 10.58 21.42 23 

FGA 32 10.57 21.43 23 

D6S1043 32 10.55 21.45 23 

DYS549 32 10.53 21.47 23 

D3S1358 32 10.51 21.49 22.5 

D16S539 32 10.50 21.50 23 

DYS576 32 10.47 21.53 22.5 

D18S51 32 10.42 21.58 23 

D2S441 32 10.41 21.59 23.5 

DYS533 32 10.39 21.61 23.5 

DYS570 32 10.38 21.62 22.5 

D7S820 32 10.36 21.64 23 

DYS389I 32 10.36 21.64 23 

DYS439 32 10.36 21.64 23 

D13S317 32 10.30 21.70 23 

DYS643 32 10.28 21.72 23 

D17S1301 32 10.28 21.72 23.5 

DYS385 32 10.25 21.75 24.5 

D10S1248 32 10.23 21.77 23 



 

193 
 

D21S11 32 10.20 21.80 23 

DYS390 33 11.18 21.82 24 

DYS481 32 10.10 21.90 23 

vWA 32 10.04 21.96 22.5 

D4S2408 32 9.97 22.03 22.5 

Y-GATA-H4 32 9.96 22.04 22.5 

DYS391 32 9.94 22.06 23 

DYS505 32 9.90 22.10 23 

D8S1179 32 9.88 22.12 23 

TH01 32 9.83 22.17 23.5 

DYF387S1 32 9.83 22.17 23 

CSF1PO 32 9.58 22.42 22.5 

DYS448 33 10.40 22.60 24 

DYS460 37 10.79 26.21 25.5 

PENTA D 37 10.69 26.31 26 
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