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Abstract

With increasing rates of automation in industry, service, and home environments, robots
are required to perform progressively more sophisticated tasks and rapidly adapt to dy-
namic environments. Many of these tasks are simple and intuitive for humans, but have
proven to be incredibly difficult to reliably implement on a robot system, particularly in
the context of grasping and dexterous manipulation. The issue of efficiently transferring
human skill to robot systems is therefore becoming increasingly more important, with
approaches ranging from traditional robot programming to task learning with minimal
human guidance. This thesis progresses through methods that require varying degrees
of human involvement, proposing and evaluating approaches that facilitate manual robot
teaching, teleoperation, programming by demonstration, high-level process supervision,
and crowd participation. Beginning with manual robot teaching, an open-source, generic
robot teaching interface is proposed and compared with alternative devices in terms of
usability and efficiency. The work then focuses on human to robot motion mapping,
introducing methods that enhance robot teleoperation through intuitive motion capture,
interface design, mapping, and control. On a higher level of system autonomy, a method
of enhancing programming by demonstration is proposed, utilising path optimisation and
local replanning to allow for efficient teaching and execution of assembly tasks. The work
then advances to flexible robotic assembly that requires minimal human involvement,
proposing a framework that relies on compliance control, CAD based localisation, and
a multi-modal gripper to facilitate rapid adaptation to different task requirements. Fi-
nally, the thesis proposes a framework that leverages human perception by combining
crowdsourcing and gamification, employing it to enhance the grasping and manipulation
capabilities of assistive and autonomous robotic platforms. To evaluate the efficiency
of the developed methods, numerous experiments with different robot systems in both
structured and dynamic environments have been conducted.
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Chapter 1

Introduction

1.1 Motivation

The importance and use of robots in industry, service, and home environments is rapidly
increasing as they are expected to perform progressively more difficult tasks and quickly
adapt to varying conditions. Since their introduction to industry in the mid 20th century,
robots have served to remove human effort in monotonous or harmful tasks, increase
productivity andminimise faults. The first industrial robots, born from hydraulic assembly
and numerically controlledmachines, were designed for simple tasks in clean,well defined
workspaces in automotive factories [1]. As the technology spread and developed, robots
were equipped with sensors and their motion capacity increased, enabling them to execute
more complex tasks such as welding and assembly. Robots have thus evolved from specific
use case designs to multi-purpose assets capable of performing a wide range of duties.

As the task complexity increases, so do the set-up time and related costs, especially
in applications relying on grasping and manipulation capabilities of the robot system.
Although natural and intuitive for humans, such skills are incredibly challenging to
reliably implement on robot manipulators [2]. The issue of efficient skill transfer in
robot programming is thus becoming increasingly more important as industrial trends
move away from production in large series, demanding customisation and rapid product
line changes to accommodate for fast innovation [3]. The time and effort associated
with traditional approaches of robot teaching are often too high for small and medium-
sized enterprises [4], which do not have sufficient product volume to compensate for the
investment. Robots in smaller workshops might also be required to autonomously execute
diverse, short term tasks with specifications that change daily.
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Efficient methods of human to robot skill transfer are not desired only in industrial
environments. Robotic agents in service oriented applications should be able to learn from
their human collaborators, adapting to changing environments and acquiring new skills
over time [5]. This includes robots providing assistance and interacting with humans in
home environments, hospitals, or educational facilities. Some tasks are not feasible to
implement in an autonomous manner due to their complexity, time limitations, or the
hazardous nature of the environment. In such cases, humans can apply their expertise
through appropriate skill transfer interfaces that enable a robotic agent to serve as an
extension of the operator. Such teleoperation frameworks can prove essential in disaster
management [6], remote surgery [7], or space operations [8].

The most accessible and widely used approach to robot teaching is manual, human-
intensive programming on the physical or simulated robot [9]. The effectiveness of such
manual approaches depends on the quality of the skill transfer interface, which is in
most cases supplied by the robot manufacturer. These can range from simple, text-based
programming environments to sophisticated teaching pendants and virtual workcells [10,
11]. A popular approach with collaborative platforms is to physically guide the robot
through the desired motion and store its trajectory or key points [12]. Such paths can also
be generated by capturing human motion and mapping it to the robot platform [13], which
is suitable for applications where physical guidance is not feasible. Despite the significant
improvements in teaching interface quality, manually programmed motions are generally
rigid and require amendment with every change of the task specification.

These issues can be addressed by employing Learning by Demonstration (LfD) meth-
ods, where the robot system attempts to learn and generalise from the human demon-
strations [14, 15]. Such methods can be efficiently applied in skill transfer frameworks
ranging from low-level motion learning to high-level planning across a plethora of ap-
plications [16]. One of the applications gaining significant attention is robotic assembly,
where frequent reconfiguration is undesired due to the process complexity [17]. In high
level frameworks that operate with a set of flexible motion primitives or subroutines,
human input can be limited only to process planning and supervision.

Skill and expertise can also be aggregated from larger crowds of human participants
and employed to train or enhance the performance of autonomous robotic agents [18].
This concept can be utilised in many aspects of robotics, including navigation [19],
manipulation [20], and perception [21]. Despite their potential, most crowdsourcing
frameworks lack crowd motivation and require financial compensation to encourage
participation.
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1.2 Objectives

In this work, human to robot skill transfer refers to any method that relies on human
skill (motion, knowledge, or experience) to control, enhance, or correct the behaviour
of a robot system. This encompasses a broad spectrum of approaches, ranging from tra-
ditional robot programming to task learning with minimal human guidance. The thesis
progresses through skill transfer methodologies with varying degrees of human involve-
ment, proposing approaches that facilitate human-intensive robot teaching, teleoperation,
programming by demonstration, high-level process supervision, and crowd participation.
The main objectives of this work are:

1. Introduce a new, open-source, generic robot teaching interface and compare it with
alternative devices in terms of usability and efficiency.

2. Explore methods of enhancing real-time robot teleoperation and telemanipulation
in terms of motion capture, interface design, mapping, and control.

3. Investigate programming by demonstrationmethods that facilitate efficient teaching
of assembly tasks by compensating for human error and goal pose variation.

4. Explore approaches for assembly task programming that allow for rapid adaptation
to different task configurations with minimal human involvement.

5. Investigatemethods for enhancing robot perception in grasping andmanipulation by
leveraging crowd intelligence in a manner that intrinsically motivates participation.

Figure 1.1: The thesis progresses through skill transfer methodologies with varying
degrees of human involvement.
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1.3 Thesis Layout

The thesis addresses its objectives through the following structure:

• Chapter 2 presents an overview of human to robot skill transfer approaches. It con-
siders manual, human-intensive robot teaching, human to robot motion mapping,
learning from demonstration, and learning from experience.

• Chapter 3 presents the apparatus utilised in this work, including commercial robotic
manipulators, devices developed by the New Dexterity research group, as well as
apparatus developed specifically for the research conducted for this thesis.

• Chapter 4 examines the usability and efficiency of the developed open-source
robot teaching interface and compares it to alternative devices for the purposes of
assembly task programming.

• Chapter 5 presents a range of teleoperation interface design methods for enhancing
interaction with the robot system through intuitive motion capture, interface design,
mapping, and control.

• Chapter 6 presents a human to robot skill transfer methodology that combines
programming by demonstration with path optimisation and local replanning to
allow for efficient teaching and execution of assembly tasks.

• Chapter 7 presents a flexible robotic assembly system that combines compliance
control, CAD based localisation, and a multi-modal gripper to facilitate rapid
adaptation to different task specifications.

• Chapter 8 proposes a framework combining crowdsourcing and gamification to
leverage human intelligence, enhancing the object recognition and attribute esti-
mation processes of robot grasping.



Chapter 2

Related Work on Human to Robot
Skill Transfer

This chapter reviews established methods of human to robot skill transfer, with respect
to the level of user effort required and the degree of training autonomy. The presented
approaches are compared in terms of their advantages and limitations, providing a foun-
dation for the rest of the thesis. The methods are presented in order of increasing training
autonomy and decreasing user effort:

• Manual Robot Teaching (Section 2.1): This topic covers widely used manual
robot programming methods that generally require a significant amount of effort
from the user. There is no generalisation involved in the teaching process and the
robot exactly replicates the programmed behaviour.

• Human toRobotMotionMapping (Section 2.2): Thesemethods rely on capturing
usermotion and transferring it to the robot platform through an appropriatemapping
scheme. The robot exactly replicates the human motion (propagating also the
errors), without learning or acquiring any insight regarding the task.

• Learning from Demonstration (Section 2.3): These methods build on the direct
motionmapping in the sense that the robot attempts to learn and generalise from the
demonstrated behaviours. The robot system is trained with a degree of autonomy
that allows it to not only replicate the desired behaviour, but also interpret it.

• Learning from Experience (Section 2.4): This set of methods relies on the robot
learning from its own experience, with no human guidance or demonstration. It has
the highest degree of training autonomy and requires the user only to define the
task goals, demanding a very low level of robotics expertise.
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2.1 Manual Robot Teaching

Manual robot teaching is the most human intensive method of skill transfer used in the
industrial environment. Depending on the type of task being programmed, the teaching
process can be very complex and time consuming, which is not affordable for a small
or medium sized companies. For example, programming a robotic welding system can
take up to eight months, while the process cycle time is only 16 hours [22]. Manual
robot teaching methods can be broadly categorised into two groups: online programming
and offline programming. In online programming, the conventional method is to move
the robot end-effector manually and record the relevant configurations. Once recorded,
the robot can then be moved through those poses. In offline programming, the robot is
programmed through a simulated model of the workcell, allowing it to be configured
without the use of physical hardware. Online programming methods are presented in
Section 2.1.1, while offline programming methods are discussed in Section 2.1.2.

2.1.1 Online Programming Methods

This section presents online robot programming methods, considering the teach and
playback, lead-through teaching, and sensor-based teaching methods.

2.1.1.1 Teach and Playback Method

Themost commonly used robot programmingmethod in industry is the teach and playback
method [23]. In this context, the programmermoves the robot to the desired goal point and
records the corresponding joint values, which are later re-played by the robot controller.
For an inexperienced programmer, tool-frame jogging and manoeuvring the robots using
a pendant or joystick can be difficult and counter-intuitive. Usually, the operator needs to
constantly adjust his viewpoint and move around the robot to ensure adequate quality of
recorded motion. While moving around, it is often difficult to adjust to the new pose and
orientation of the teaching pendant, relative to the robot’s tool or base coordinate system.

2.1.1.2 Lead-Through Teaching Method

To overcome the above issues, the lead-through teaching methodology can be employed,
the programmer grasps the teaching handle mounted on the robot tool and manually leads
the robot through the desired path [24, 25]. This is similar to kinesthetic teaching [12],
where the operator physically moves the robot in gravity compensation mode (further
discussed in Section 2.3.1). In [26], the authors proposed two teaching devices developed
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for deburring and finishing robots. The first device consisted of tension wires supported
in three points like a kite, and the second was a 6-DoF arm. Both devices measured and
recorded the position and posture of the tool, which were then used to program the robot.
In [27], authors proposed a handle equipped with a force-torque sensor that helped the
user guide the robot on the required trajectory. These trajectories could be acquired and
later on adapted for other similar tasks using Personal Digital Assistants or 3D graphical
user interfaces. Lead-through teaching also has a few limitations. The developed robot
programs lack flexibility and reusability and small changes in the tasks to be performed
require repetition of tedious programming steps. In addition, the robot programmer may
be exposed to the dangerous factory floor environment and the quality of programmed
tasks depends on his skill. Finally, the robot cannot be used for production during the
teaching period.

2.1.1.3 Sensor Based Teaching Method

To overcome the issue of robot performance being dependent on the skill of the operator,
researchers proposed teaching methods which include use of sensor technologies such
as vision and force feedback systems [28]. In [29], the authors presented a lead-through
programmingmethod accompanied by a force controller. In this setting, the performed task
accuracy depended on the force controller rather than the skill of the robot programmer.
This method can be applied in machining applications, where the robotic tool is in
contact with the target component. In this approach, the robot operator is still exposed to
the potentially dangerous industrial environment during the teaching phase.

In [30], the authors presented an approach for tracking closed trajectories over a
surface of unknown geometry using structured lighting in the form of a laser spot matrix.
Following surface characterisation with simple image analysis, the user could select a
starting point in the image plane and a direction of reference over the surface for the
robot path. As information about the surface geometry was limited in the image plane,
a second order polynomial function was defined to approximate the 3D trajectory. Such
an approach is appropriate for welding or cutting tasks. As an additional solution for the
above tasks, [31] presented a system that used a stereo camera to find welding trajectories
in 3D space using edge detection algorithms.
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2.1.2 Offline Programming Methods

Offline programming methods rely on simulated workcells to generate desired robot
trajectories and perform any necessary parameter optimisation. Programs can be created
and tested in the simulated workspace before deploying them on the physical robot.

In addition to proprietary solutions of different robot manufacturers, generic robot
programming environments and simulators such as ROS [32] and Gazebo [33] are a
popular choice. Such frameworks provide a standard programming interface and can be
configured for any robot model. Custom offline robot programming environments can also
leverage Computer Aided Design (CAD) data to generate robot programs, as presented
in [34]. In [35], the authors used offline programming methods for thermal spraying
applications. The approach utilised the component CAD model to create trajectories,
taking into account the robot kinematics, heat transfer, and several other parameters.

Offline programming methods have many advantages over their online counterparts.
Because the actual robot is not needed during the programming phase, the down time is
reduced; programs can be developed while the robot cell is operational. In addition, the
workspace can be designed after testing the robot range in simulation. Programs validating
programs in simulation also reduces the risk of failure or robot collision. The offline
programming approach also comes with some downsides. Appropriately configuring and
working with such frameworks requires a higher level of robotics expertise, making them
less accessible for small or medium sized enterprises. Additionally, an accurate model of
the robot and its workspace is required and several parameters need to be fine-tuned to
replicate the real world in the simulated space.

2.2 Human to Robot Motion Mapping

The topic of human to robot motion mapping examines how to translate skills performed
by a human expert to a robot platform with different kinematic and dynamic characteris-
tics. These methods may be used directly on the platform without further processing or
as part of a demonstration approach serving as a generalisation basis in Learning from
Demonstration (Section 2.3.1). It is also worth noting that even though this section focuses
only on motion, other aspects such as force, torque and velocity profiles are often critical
for successful task execution. Motion mapping considers the methods of translating hu-
man body or limb movement with respect to the target robot kinematics. In the context
of industrial robot manipulators, the focus of mapping is on interpreting and transferring
motion from the human arm and hand.



Learning from Demonstration 9

Concerning robot arms, the default approach is matching the robot end-effector po-
sition and orientation to the human arm. This relies on forward and inverse kinematics
computations that have been largely solved for serial systems [36]. For redundant arms
with several degrees of freedom, unconstrained inverse kinematics solutions consist of
several possible configurations. Those should be checked for joint limits, which may also
be incorporated into the numeric or analytical computation algorithm [37, 38, 39]. When
transforming humanmovement, it is for safety and social reasons often desired to preserve
anthropomorphism in the robot motion. In [40], the anthropomorphic constraint was in-
corporated into the iterative inverse kinematics algorithm. Improving that solution, the
authors of [41] presented the concept of functional anthropomorphism, where mapping
was constrained by desired functionality (e.g., end effector pose) and redundant degrees
of freedom were utilised to resemble the human arm configuration as closely as possible.

The second set of motion mapping methods is aimed at robot hands, but can also
be applied to non-trivial grippers with more degrees of freedom. In this context, four
major mapping approaches have been found: fingertip mapping, joint-to-joint angle map-
ping, functional pose mapping, and object specific mapping. Fingertip mapping relies on
matching the human and robot fingertip positions in 3D space through forward and inverse
kinematics computation [42, 43, 44, 45]. The joint-to-joint angle mapping attempts to
match the human and robot finger joint angles and assumes that the kinematics of the two
hands are similar [46]. This method can not be directly applied to non-anthropomorphic
grippers. Functional pose mapping [47] is based on finding the relationship between hu-
man and robot hands in a number of similar functional poses and using that relationship
in the transformation. The last approach, object specific mapping [48, 49], provides a
mapping for the case of a specific object. Although promising, it can not generalise to
other objects and comes with a high computational load.

2.3 Learning from Demonstration

Learning from Demonstration (LfD) occupies a middle ground between manual, human
intensive robot teaching methods and autonomous learning from experience. In this
context, robot behaviours are learned from a set of examples provided by a teacher that
does not necessarily need expert knowledge in the field. The demonstration procedure is
generally designed to be intuitive and allows a fast training process that is accessible to a
wider range of users.
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A significant amount of research effort has already been invested in the field and
several works surveying LfD approaches have been published. In [50], the authors provide
a historical overview of the field and distinguish between learning on the trajectory and
symbolic level. Such categorisation is employed also in [15], which expands the topic
and offers guidelines for designing and evaluating an LfD study. In [14], LfD is defined
in terms of developing policies from state to action mappings (examples) provided by the
teacher. The authors present a comprehensive classification of data collection approaches
with respect to mapping complexity and distinguish between learning techniques based
on what is learned from the data (mapping function, system model or plans). A more
recent work [17] focuses on LfD in robotic assembly and presents an overview of methods
and challenges in a narrower scope.

This section provides a brief overview of the LfD field, focusing on applications
for industrial robot programming. Section 2.3.1 introduces the correspondence issue and
presents applicable data collection and demonstration approaches. Methods that focus on
low-level motion and high level task learning are presented separately in Sections 2.3.2.1
and 2.3.2.2, respectively. Section 2.3.2.3 discusses incremental learning approaches and
Section 2.3.3 finalises the section by considering LfD limitations.

2.3.1 Human Demonstration Approaches

A teacher can demonstrate their desired behaviour to the learner in ways that may differ
in the platform and recording methods used. When designing an LfD system, it is thus
important to consider the implications of chosen methods, namely how the demonstrated
behaviour will be mapped to the learner. For instance, human motion can not be directly
mapped to an arbitrary robot as they differ in their kinematic and dynamic character-
istics (refer to Section 2.2). It is also difficult to observe the full state that the teacher
experiences; for example, a vision system is not able to capture the forces exerted by the
human hand. These challenges, grouped under the term correspondence issues, were in
[14] classified with respect to embodiment and record mapping. Embodiment mapping
considers whether the recorded demonstrations directly map to the learner, while record
mapping refers to whether the recordings correspond exactly to the teacher’s experience
during demonstration. For simplicity, this chapter distinguishes only between direct and
indirect embodiment mapping (defined as demonstration and imitation in [14]).

Within the frame of direct embodiment mapping, the demonstrated behaviours can
be directly mapped to the learner platform. A prominent example of this is teleoperation,
where a teacher operates the robot arm through a control module or hints. The behaviours
are thus executed and recorded on the robot itself, meaning that no additional transfor-
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mation is necessary. In [51], the authors used a force-feedback teleoperation setup to
teach a robot various assembly tasks through guiding its end-effector. In [52], the teacher
moved a sensorised object of interest in an assembly task, while the robot copied the
movements with its tool frame. Other teleoperation types also include approaches based
on data gloves [53] or other motion sensors attached to the human hand [54]. Instead
of remotely controlling the robot, it can also be physically guided through the desired
motions; a process that is referred to as kinesthetic teaching. This type of demonstration
brings the user closer to the robot and lets him experience the physical limitations of the
system. Kinesthetic demonstration is used quite often, for example in [55, 56, 57], where
the teachers guided the robot arms to execute manipulation motions. A special case of
kinesthetic teaching was also applied in [58], where a master-slave robot arm system was
used to demonstrate the robot motion in an embodied fashion.

In the case of indirect embodiment mapping, demonstrated examples can not be
mapped directly to the learner robot and additional interpretation of recorded data is
necessary. The most common example of such indirect mapping is learning from a
human demonstrator performing the desired behaviour with his own body.Whenmapping
such data to the learner platform, the differences in kinematic, dynamic and sensory
characteristics must therefore be considered. One way of recording human motion is
through sensors mounted directly on the teacher. In [59], the authors used magnetic
motion sensors and a dataglove to capture grasp movements of the human arm and hand
in order to generate anthropomorphic robot trajectories. The authors of [60] tracked the
human motion by means of a specialised suit measuring joint angles of the teacher’s body
using Hall effect sensors. When using a dedicated camera-based motion capture system
such as in [61] or [62], the teacher (or object of interest) needs only to be equipped with
reflective visual markers. While the above methods offer high precision of the recorded
data, they generally come at a substantial cost and might hinder the teacher’s natural
movement. Alternatives that allow capturing human motion without directly attaching
sensors or markers on the user may rely on extracting information from 2D camera and/or
3D depth sensor data [63, 64, 65]. It is even possible to learn manipulation motions from
online, publicly available videos, as was demonstrated in [66]. While such systems are
attractive due to their greater flexibility and lower cost, one must also keep in mind that
they introduce an additional processing load and provide data with lower accuracy.

2.3.2 Learning Approaches

This section presents the LfD categories, including low-level motion learning, high-level
task learning, and incremental approaches.
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2.3.2.1 Low-Level Motion Learning

The goal of low-level motion learning is to construct a mapping between sensory and
motor information that can be used to generalise and replicate the demonstrated behaviour
on the learner platform. The learned trajectories can then be used individually or as basic
action blocks in more complex applications. Commonly studied low-level motions on
serial robots consist of reaching, grasping, gesturing and selected assembly and manipu-
lation primitives. While several supervised learning methods have already been applied
in the context of low-level motion learning, recent works are mainly based on Dynamic
Movement Primitives (DMP), probabilistic methods or various deep learning approaches.

The DMP-based trajectory learning approach, initially proposed in [60] and [67],
relies on modelling the robot’s degrees of freedom (DOF) as dynamic systems, coupled
with a common phase variable. Such models are robust, convergent, time-invariant and
can be used to train a controller from only a single demonstration, making them quite
popular in the LfD community. Authors of [58] presented an LfD framework built on
a labelled library of motions encoded as dynamic movement primitives. Their modified
DMP formulation allowed human-like obstacle avoidance and efficient online adaptation
to changing goals, demonstrated in a water-serving and pick-and-place task with a 10
DOF robot arm-hand system. In [68], an approach that enabled generalisation of dis-
crete and periodic movement trajectories based on DMPs was presented. Their method
allowed online motion synthesis for novel situations directly from sampled data, while
still maintaining all advantages of the standard DMP approach. When interacting with the
environment, especially in robotic assembly tasks, force and torque information is often
critical for successful completion. As the DMP formulation can be applied to any type
of data, such information can readily be included in the learned skill representation [69].
Examples of constructing higher level behaviours from low level motions represented as
DMPs are [70], where a robot arm learned to play table tennis from demonstrations and
[57], where the the robot was taught to use human tools.

Low level motions may also be encoded and generated by means of probabilistic
models. A popular choice in this context are methods based on Hidden Markov Models
(HMM), which allow encoding, as well as generation of temporal and spatial variables.
In [71] and [61], the authors presented a method for unsupervised segmentation of human
motion into primitives, which were then encoded using adaptive HMM and clustered
into a tree structure. Their approach allowed motion generation for a humanoid robot
through a motion graph representing the temporal relationships between encoded primi-
tives. Similarly, [72] demonstrated an approach for automatic motion segmentation and
representation using Parametric HMMs. An alternative approach to probabilistic tra-
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jectory learning is using Gaussian Mixture Models (GMM) for motion encoding and
Gaussian Mixture Regression (GMR) for its generation, which was employed in [73] and
[65]. In an effort to compensate for their individual shortcomings, a learning framework
combining HMM, GMR and dynamic systems was presented in [74, 75] and tested on
different robot platforms. In [54], a stable approach for statistically encoding dynamic
systems was presented and tested on handwriting motions and point-to-point robot tasks.

Following the success of deep neural architectures for solving complex problems in
various fields of science and engineering, this approach has in the recent years also been
applied in the field of LfD. A recent survey [76] provides an overview of deep learning
for robot control, covering fundamentals, examples and challenges in reinforcement and
imitation learning. Deep learning is attractive because it allows interpretation of raw
sensor data without manually designing complex features and it can be applied to a
wide range of problems without requiring detailed knowledge of the underlying process.
In [77], the authors trained a deep architecture on object manipulation data, where
the demonstrations were obtained through a VR-enabled teleoperation interface. Their
network comprised of convolutional and fully-connected layers to interpret the recorded
RGB, depth and robot pose data. In contrast, [78] presented an approach that used a
recurrent neural network to learn from push and pick-and-place demonstrations recorded
in a virtual environment. To unlock the full potential of deep neural architectures, large
amounts of training data are required, which poses an issue in the context of robot
control where real-world examples are generally expensive to obtain. To combat this
issue, [79] and [80] presented a meta-learning approach which allowed fast adaptation
of a pre-trained network to new demonstrations without requiring extensive amounts
of additional data. In their study, they demonstrated pushing and placing behaviour,
interpreted by a deep architecture comprising of convolutional and fully connected layers
receiving raw pixel and robot configuration data.

2.3.2.2 High-Level Task Learning

In complex tasks such as assembly, the robot motion can often be recognised to consist of
a finite number of action primitives. Such tasks are generally long and learning the entire
task sequence as a single motion is infeasible and prone to errors. It therefore makes more
sense to recognise the underlying action primitives and learn the policy that guides the
robot through task states by executing the appropriate actions. The action primitives used
in high level behaviours may be designed manually or learned through methods described
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in Section 2.3.2.1. This section highlights approaches for learning high level tasks from
demonstration, focusing on industrial robot applications.

A relatively straightforward way of approaching high-level task learning is by train-
ing a mapping function that links world states to appropriate actions. In this setting,
any compatible supervised learning method may be used on the state-action demonstra-
tion data to produce the desired policy model. Simpler methods include lazy learning
approaches that rely on demonstration data at run time, such as :-nearest neighbours.
Solutions may also be based on decision trees, such as [81], where they were used as part
of a hierarchical learning framework on a humanoid robot. In [66], the authors employed
grammar trees to sequence and execute higher level manipulation actions when learning
from unconstrained videos. Probabilistic models such as HMMs may also be useful for
learning action sequences on the task level.

A high-level robot task can also be represented as a plan. The main learning load in
this case is to associate appropriate pre- and post-conditions with robot actions, possibly
with the help of additional intent data provided by the teacher. Having learned the
condition rules, a planner is used to sequence the actions and solve the tasks. In [56], the
authors focused on learning manipulation action pre- and post-conditions from a small
number of demonstrations. They represented the actions symbolically, which allowed
them to integrate their system with state-of-the-art planners. Some works additionally
focused on recognising and extracting key events and actions in demonstrations, which
removed the need for manual labelling, speeding up the data collection process. In [62],
for example, the authors presented an assembly learning framework based on symbolic
planning, where key events were detected in low-level demonstrations. Some recent works
have successfully used the symbolic planning approach as the top level of a complete,
end-to-end assembly learning system [52, 64]. The presented frameworks combined
low-level trajectory learning, action recognition and planning to produce systems capable
of learning and reproducing complex tasks in laboratory environments.

2.3.2.3 Incremental LfD Approaches

One of the issues with standard LfD is that once a set of motions or tasks has been learned
from an initial set of demonstrations, it can not be improved or expanded.Within the frame
of incremental learning, researchers attempt to overcome this by designing architectures
that support building on previously learned knowledge. This allows different teachers
with varying levels of expertise to correct and refine robot behaviour or add new skills
over time.
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Incremental learning can be implemented on the low or high level of an LfD frame-
work. As a low level example, [82] presented an incremental learning approach combining
different demonstration methods. To teach motions to a robot, the user first demonstrated
them wearing motion sensors and then kinesthetically refined the learned trajectories.
In [83], the authors presented an incremental learning method that also assisted users
when performing kinesthetic teaching. The robot stiffness was modified based on previ-
ous demonstrations, making task refinement easier. On the higher level, [84] employed
incremental learning to improve sequencing of motion primitives in a furniture assembly
task. Through interactive corrections, additional examples were provided where they are
most needed. Another example of high level task refinement is [62], where the task plan
was initially extracted from low level demonstrations and then iteratively corrected in the
graphical user interface (GUI).

2.3.3 Limitations

Despite the extensive research effort invested in the field, Learning from Demonstration
is not yet widely adopted in industry. One of the reasons for this is that end-to-end
LfD solutions are not ubiquitous and are mostly designed for relatively narrow tasks
or learning problems. While meta-, incremental and flexible learning are all actively
researched, current solutions can not be applied to most of industrial problems of higher
complexity. Development and set up of a complete system is therefore still associated
with significant time and cost requirements. Another set of issues is related to the user
demonstrations. Very often, LfD systems are developed and tested by experts who have
in-depth knowledge and understanding of the underlying algorithms. When presented
to users with no expert knowledge, the system often fails to perform as expected [85].
Novices may provide sub-optimal demonstrations which can lead to extended training
times and user frustration. In industry, high speed and precision of robot motions is a
general requirement for many tasks. The user demonstration data must therefore be of
high quality and the motion capture systems capable of recording the subtle movement
details are often expensive or bulky.

2.4 Learning from Experience

At the highest degree of training autonomy, the robot system learns and improves its
behaviour based on its own experience, with no human in the loop. Compared to previous
methods, Learning fromExperience (LfE) demands less effort from the users and removes
teacher bias, allowing it to produce unexpected solutions for complex problems.
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Unfortunately, such unassisted exploration with no prior knowledge generally takes
a significant amount of time when performed with real hardware. In [86], the authors
presented a large scale project for autonomously learning robot hand-eye coordination
from monocular RGB images. In the experiments, an array of robots was attempting to
pick binswith novel objects, collectively generating over 800,000 samples of grasp attempt
data over a period of 2 months. With time, picking success was gradually increasing as the
controlling convolutional neural network learned from its past samples. Most developers
and users can not afford the time delays associated with such hardware exploration, so they
often resort to simulation where training is safer, faster, cheaper, and easily controllable.
However, issues often arise when attempting to transfer the learned policies into the
real world because simulated sensor readings and hardware dynamics usually differ from
those of the physical system. This problem is referred to as the reality gap, and has been
receiving attention proportional to complexity and success of the simulated algorithms
[87, 76].

2.4.1 Reinforcement Learning

In the context of industrial robot arm-hand systems, autonomous learning methods are
largely associated with reinforcement learning (RL) [88, 89]. The RL problem involves an
agent exploring the environment and receiving rewards for his actions that may be positive
or negative. Based on this information, the goal is to learn a policy that maximises the
cumulative reward received by the agent. In large search spaces, this task has proven to
be challenging as the agent may not always receive an immediate reward for his actions,
even though they still influence future results.

The success of an RL algorithm depends considerably on the choice of the reward
function, which is not always straightforward to design. It must sufficiently characterise
the desired agent behaviour while maintaining simplicity and, if possible, providing
intermediate rewards to aid with training. Because of the difficulties of manually design-
ing good reward functions, the idea of learning them from expert demonstrations has
emerged. These methods are collectively termed Inverse Reinforcement Learning [90,
91] or Learning Task Objectives [15], bearing close links to LfD approaches described
in Section 2.3.

Learning from Demonstration can also be used to provide initial motion primitives to
the RL agent, which reduces exploration time and allows the system to produce a solution
better than the teacher’s. In [92] and [93], the authors provided initial demonstrations that
were encoded as motion primitives for a pancake flipping and ball-in-a-cup movements.
These primitives were then optimised through selected RL methods.
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With the successes of deep learning methods in the recent years, RL has seen appli-
cations in progressively more complex problems, utilising powerful neural networks as
function approximators [76]. Recent works using industrial robots have reported results
of learning standard tasks such as pushing, reaching, lifting and placing. In [94], for
example, the authors presented and end-to-end system translating RGB image values to
motor torques for tasks such as coat hanger hanging, bottle cap screwing, etc. In [95],
robots cooperatively learned a door opening task in a relatively short time of 2.5 hours.
Some works have also focused on learning dexterous manipulation with robot hands [96,
97, 98], although this problem was shown to be quite difficult.

2.4.2 Evolutionary Computation

The second set of approaches to autonomous robot learning is based on evolutionary
computation (EC) [99]. Inspired by nature, the essence of EC is in a population of
agents that interact with the environment with more or less success with respect to
the desired task. The next generation is then produced by combining agent traits with
naturally inspired mechanisms, favouring the more successful individuals. With time, the
population evolves to solve the task at hand. Compared to RL, evolutionary algorithms
do not make use of a reward function, but require a measure of task success referred to
as a fitness function. While a fitness function is arguably easier to design than a reward
function, the training time for evolutionary algorithms is generally longer. In robot control,
EC was mostly used in navigation and interaction with mobile robots [100, 101].

2.4.3 Limitations

The difficulties of learning from experience can be clustered into 4 groups: dimension-
ality, real-world samples, model uncertainty and goal specification [89], some of which
were already mentioned above. Concerning dimensionality, issues arise in high search
dimensions where the complete state-action space can not be covered, influencing the
training time and feasibility for a specific task. The algorithms therefore need to find
a balance between exploration and exploitation to find a locally optimal solution. The
real-world samples issue refers to the discrepancies between simulated and real-world
data, which cause failures and unexpected behaviour of trained models. Additionally, the
robot system and its environment can not be modelled in sufficient detail and behaviour
simulation can quickly diverge from the real world. This is referred to as model uncer-
tainty or under-modelling. The final group, goal specification, covers issues related to
specifying the governing reward or fitness function, which must appropriately outline the
desired behaviour.
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2.5 Conclusion

The human intensive, manual robot teaching is currently the most widely used approach
for industrial robot programming. Accessibility and reliability of online, pendant based
methods makes them the default choice for many applications. Programming time and
effort grows with task complexity, making this method appropriate for simple tasks
consisting of a small number of motions such as pick and place from well defined
end points. For tasks consisting of many subroutines, online manual teaching becomes
infeasible and the robot cell is halted for the time of the programming. Many such
methods put the teacher in the same workspace as the robot which increases the risk of
injury. Offline methods, on the other hand, utilise training in simulation which is safer
for the user and does not require the physical robot during programming. These are more
appropriate for larger tasks consisting of several motions such as welding or assembly,
although they still take a significant amount of time to set up. This process is often tedious,
expensive and requires an expert operator. Human to robot motion mapping is appropriate
for programming simple tasks. The human skill is directly mapped to the robot, making
programming simple and intuitive, although prone to human error (it propagates on the
robot side). It is therefore generally impractical to attempt programming complex tasks
in advance as the system does not account for possible failures and external disturbances.
Compared to manual robot teaching, this set of methods is much faster and demands
less effort from the user. Learning from Demonstration is based on synthesising robot
behaviours from human examples. The learned behaviours can range from simple, low-
level motions to high-level tasks. This makes LfD appropriate for applications that require
frequent changes of the robot task specification as the training times are generally low.
Opposed to direct skill transfer methods, the method incorporates the task constraints and
can handle external disturbances. That allows LfD to be applied to tasks with varying
difficulty, ranging from simple motions to complex assembly. While the end user effort is
quite low, designing an effective LfD system is difficult and may not be feasible for small
ventures. Learning fromExperience attempts to solve the user defined tasks independently,
without human guidance.While this approach has great potential, it is currently associated
with long training times, uncertain results and difficulties with learning complex tasks.
Pure learning from experience is therefore still limited to simple behaviours which can be
easily implemented using one of the alternative approaches mentioned above. However,
when LfE is provided with initial guidance, it offers a powerful optimisation mechanism
that can improve the process beyond the teacher’s examples.



Chapter 3

Apparatus

This chapter introduces the robotic equipment used throughout this thesis. This includes
commercial robotic manipulators, devices developed by the New Dexterity research
group, as well as apparatus developed within the frame of this thesis.

3.1 Robotic Manipulators

Figure 3.1: Collaborative robotic manipulators by Universal Robots: a) UR5 with a
Robotiq FT300 force torque sensor and b) UR10.

Collaborative, 6 DoF robot arms by Universal Robots were the default manipulators
used throughout this thesis. Most chapters employed the UR5 model (Figure 3.1a), with
a payload of 5 kg and a reach of 850 mm. The UR10 model (Figure 3.1b), with a payload
of 10 kg and a reach of 1300 mm, was utilised in applications that required a larger
workspace. Each robot was accompanied by a dedicated CB2 series control box, which
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also provided a pendant offering basic teaching functionality and a gravity compensation
mode. The robots were controlled within ROS [32], through the URModern Driver [102]
and ROS Control [103] packages. In applications that required force and torque sensing,
the Robotiq FT300 sensor was employed, as presented in Figure 3.1a.

3.2 Robotic Grippers and Hands

This section presents the robotic grippers and hands utilised in this work.

3.2.1 Multi-Modal Gripper combining a Parallel-Jaw Element and a
Rotary Module

Figure 3.2: The multi-modal gripper consists of a 3-fingered rotary module and a parallel-
jaw element. The rotary module utilises a scroll wheel mechanism and a clutch to perform
grasping and rotational motions. The full mechanism is depicted in exploded view. The
parallel-jaw element uses a rack and pinion mechanism to execute grasping motions with
a pair of modular fingers with compliant finger pads.

The multi-modal gripper was developed by Geng Gao in the New Dexterity research
group [104]. The gripper combines a parallel-jaw element and an axially compliant, non-
backdrivable, 3-fingered rotary module (Figure 3.2). This allows for efficient execution
of diverse assembly tasks with minimal retooling, as demonstrated in Chapter 7. The
gripper is powered by three smart actuators (two Dynamixel XM-430-W350-R, and one
Dynamixel XL-320). The parallel-jaw element of the gripper utilises a rack and pinion
mechanism to linearly drive a pair of modular fingers with compliant finger pads. The
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rotation module uses a scroll wheel mechanism to enable grasping and rotation of a
grasped object. Switching between the two states is achieved through a friction clutch,
which allows the gripper to employ a single high-torque motor for both grasping and
rotation. To reduce the robot arm control complexity, mechanical compliance along the
rotation axis of the rotary module was implemented to compensate for potential errors
during the execution of threading and insertion tasks.

Figure 3.3: Multiple grasping primitives of the developed gripper showing different
manufacturing actions being performed on the manufacturing track task board of the
Robotic Grasping and Manipulation Competition of the IEEE IROS 2019. Subfigure a)
displays the pinching primitive executing an assembly motion mounting a gear onto a
shaft. Subfigure b) presents a bolt being threaded into a screw holewith the spinning action
of the rotary module. Lastly, subfigure c) shows the extension primitive with fingernail
support to install a belt around a pulley system.
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The gripper supports three different grasping primitives. To maximise the system
versatility, the primitives were selected to complement each other, equipping the robot
with at least one primitive per task class. The grasping primitives can be seen in Figure
3.3 and are as follows:

• Pinch: This primitive utilises the parallel-jaw module to execute pinching grasps
that are required for insertion tasks or wire routing.

• Extension: The use of extending motions in the parallel jaw gripper allows contact
forces to be exerted with the back of the fingers, enabling better handling of certain
objects like the belt, as depicted in Figure 3.3c. Grasping of such components is
further facilitated by the inverted fingernail structures.

• Rotation:Many tasks inmanufacturing scenarios require rotarymotions, including
drilling, threading, milling, etc. The rotation primitive accomplishes this through
the non-backdrivable, 3 fingered rotary module that complements the main parallel
jaw element. The rotary module can spin continuously in both directions while
securely holding on to screws, drill bits, and other rotary tools. The module is
mechanically compliant in the rotation axis, which passively compensates for robot
arm motion errors during threading.

3.2.2 Parallel-Jaw Gripper with Compliant, Pre-Shaped Fingers

Figure 3.4: The adaptive parallel-jaw gripper with compliant, pre-shaped fingers that can
conform to the object shape. A single actuator is used to control both fingers, which move
in a coupled manner on linear rails.
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The parallel-jaw gripperwith compliant, pre-shaped fingers (Figure 3.4) was proposed
by Chang et al. [105]. It was designed to maximise the contact area between the object
and the fingers during grasping, compensating also for object positioning uncertainties.
The pre-shaped structure of the fingers allows them to conform to the shape of both
round and irregular objects, improving grasp quality. Each finger consists of a rigid wrist
module, a rigid finger base, and an elastic finger body. The finger backbone is made out of
polyurethane rubber (SmoothOn PMC 780) and the finger pads are made out of silicone
rubber (SmoothOn Vytaflex 40). To facilitate grasping of small objects, the fingers are
also equipped with thin rigid fingernails. The fingers move linearly in a coupled manner,
driven by a single actuator through a rack and pinion mechanism.

3.2.3 New Dexterity Adaptive, Humanlike Robot Hand

Figure 3.5: The prototype (left) and final (right) version of the New Dexterity adaptive,
humanlike robot hand.

The adaptive, humanlike robot hand was developed by Gao et al. [106] within the New
Dexterity research group. The hand is underactuated, utilising 5 motors to control 15 de-
grees of freedom. The thumb and fingers are controlled throughDynamixel XM430-W350
smart actuators, where the ring and pinky finger are coupled together through a differen-
tial mechanism. The thumb opposition is controlled through an additional Faulhaber DC
motor and a non-backdrivable gearbox. The hand also features compliant fingerpads and
palm to facilitate object grasping and manipulation.
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3.3 Robotic Exoskeleton Glove

Figure 3.6: The hybrid exoskeleton glove utilises a tendon-driven system for finger flexion,
powered by smart actuators housed in the control box. Image adapted from [107].

The exoskeleton glove was developed by Gerez et al. [107] within the New Dexterity
research group. The device was designed to assist human hands with limited mobility
during the motion rehabilitation process and to improve the grasping and dexterous
manipulation capabilities of the hand, in both impaired and able-bodied individuals. The
device is composed of a glove, a tendon-driven system with six tendons (five tendons for
finger flexion and one for thumb opposition), and a pneumatic system that consists of four
soft actuators and five laminar jamming structures, as presented in Figure 3.6. The glove
was employed in the assisted manipulation experiments in Chapter 8.

3.4 Wearable, Open-Source, Generic Robot Teaching
Interface

The developed wearable, open-source generic robot teaching interface is presented in
Figure 3.7. The device offers buttons for end-effector control in separate axes, as well as a
switch to change between translation and rotation. A switch is also available for changing
the motion reference frame, while the speed can be adjusted by means of a dedicated dial.
The interface also offers functionality for controlling the gripper effort through a Force
Sensing Resistor (FSR) and a release button. Finally, a waypoint button is available to
define keyframes in the task procedure. User input is collected by an on-board Arduino
Nano 33 IoT and distributed through a simpleWiFi web server server on the local network.
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Figure 3.7: The developed wearable, open-source generic robot teaching interface. Sub-
figure a) presents the functionality of the interface. User input is collected through an
on-board microcontroller and transmitted wirelessly through the local network. Subfigure
b) presents an exploded view of the device.

The interface design and Arduino code were made available in an open-source manner1,
in order to facilitate adoption and allow for adaptation by the community. The combined
cost of components for the proposed interface is 100 USD, excluding the power bank and
3D printing filament.

3.5 New Dexterity ARoA: An Autonomous Robotic Assistant

This section presents the Autonomous Robotic Assistant (ARoA) [108]: a general-
purpose, bimanual robot platform employed for testing and evaluation of selected skill
transfer methods presented in this thesis. The chapter also introduces supporting algo-
rithms for plane detection, object pose estimation, and grasp pose generation, which
were implemented on the platform to facilitate the deployment of developed skill trans-
fer methodologies. The platform (Figure 3.8) is equipped with two 6 DoF robot arms,
adaptive end-effectors, and a perception system. The arms are supported by a rail-based
torso capable of horizontal and vertical movement, which is mounted on a mobile base
to ensure appropriate mobility in indoor environments. The platform’s capabilities were
demonstrated through autonomous execution of object tidying tasks and surface cleaning.

1https://github.com/newdexterity/teaching_interface

https://github.com/newdexterity/teaching_interface
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Figure 3.8: The Autonomous Robotic Assistant (ARoA) platform [108]. The platform
consists of a mobile base unit, a reconfigurable torso based on linear rails, two adaptive
robot arm hand systems supported by the torso, and a robotic head housing the vision
sensors. The vertical rails are positioned near their top configuration and the horizontal
rails are positioned in the central configuration.

3.5.1 Design

The developed ARoA platform (Figure 3.8) is a mobile, bimanual robotic platform that
supports the execution of grasping and dexterous manipulation tasks in unstructured
environments, developed by the New Dexterity research group. The platform is mounted
on a mobile base unit carrying a reconfigurable torso, which supports two 6 DoF robot
arms (UR5, Universal Robots), as well as a robotic head housing an RGB-D camera
(Azure Kinect DK, Microsoft). The arms are equipped with a multi-modal gripper [104],
an adaptive three-fingered gripper. The reconfigurable torso allows ARoA to move the
base links of the robot arms horizontally and vertically with respect to the mobile base
and head (Figure 3.9), which increases their reachable workspace and allows ARoA to
perform tasks under tables or on higher shelving. The design consists of two pairs of
parallel linear actuators. The first pair is mounted directly on the mobile base and enables
horizontal motion, while the second pair is mounted normal to the first, allowing for
vertical motion.
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Figure 3.9: The reconfigurable torso of the ARoA platform can offset the robot arms to
maximise their dexterous workspace for a given task. Subfigure a) shows the rails in their
back and top position, while subfigure b) shows them in the forward and bottom positions.

3.5.2 Control Framework

Figure 3.10: The framework for navigation and task execution of the ARoA platform.

An overview of the developed framework for the developed robot platform is shown
in Figure 3.10. The framework was implemented in ROS [32], which facilitates the
communication between different modules and provides testing and visualisation utilities.
The Perception module interfaces with the RGB-D camera and acquires the point cloud
data. Point cloud data is then utilised to extract the poses of the largest plane, as well
as any objects in view. It is also used to build an obstacle space of the environment.
The Task Synthesis block consists of two sub-modules: Grasp Pose Estimation and Task
Sequence Planning. TheGrasp Pose Estimation sub-module receives the plane and object
pose estimates, which are used to generate the candidate grasp poses. The Task Sequence
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Planning sub-module generates the active task sequence in terms of control signals for
the platform head, rails, arms, and grippers. The Path Planning and Navigation module
generates the robot trajectories using the goal pose, the obstacle space, and the current
robot state. The ARoA Control Interface module interfaces with the robot hardware and
executes the received commands.

3.5.2.1 Perception

The autonomous cleaning methodology of the intelligent robot platform relies on a
perception module that extracts 3D plane and object poses from RGB-D data recorded by
the robot head. It relies on the PCL library [109], which offers amultitude of algorithms for
point cloud filtering, feature estimation, and segmentation. The normals of planar surfaces
are segmented from the point cloud by fitting a standard plane model to the filtered cloud
through the RANSAC method [110]. To facilitate use in cleaning applications, an SE(3)
transformation of the largest detected plane Tplane

cam is constructed from its corresponding
model. The positional part of the plane transformation matrix is selected as the centroid
of plane inlier points. The rotational part of the plane transformation matrix Rplane

cam is
constructed from the estimated plane normal nplane and its cross products with an axis of
the parent camera frame:

rz = nplane (3.1)

rx =
rz × zbase
‖rz × zbase‖

(3.2)

ry = rz × rx (3.3)

Rplane
cam =

[
rx ry rz

]
(3.4)

where zbase is the unit vector of the I axis of the parent camera frame. In addition, the
edge points of the largest segmented plane are extracted by applying an alpha-shape based
concave hull extraction algorithm to the plane inliers.

After extracting the dominant planar surface in the robot view, the perception module
estimates the poses of any objects placed on the surface. This is achieved by isolating a
volume in the direction of the plane normal and performing Euclidean clustering [111] on
the resulting points. Each extracted cluster thus corresponds to an object on the detected
surface. The position of each object is defined as the centroid of its respective cluster,
with respect to the plane transform Rplane

cam . The orientation of each object is obtained by
applying Principal Component Analysis (PCA) [112] to its cluster of points and setting
the obtained principal components as the basis vectors of the rotation matrix Robj

plane. The
obtained positional and rotational components are used to construct the poses of detected
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objects with respect to the plane Tobj
plane. The developed perception module can also be

supplemented by external perception plugins. These may include GraspNet [113] for
generating grasp poses for extracted object clusters, Detectron2 [114] for object detection
and scene segmentation, or DOPE [115] for estimating object poses from RGB video.

3.5.2.2 Object Picking and Surface Cleaning

Object picking relies on the object poses extracted by the perception module to synthe-
sise grasp and pre-grasp poses for its end-effector tooltips. The grasp pose generation
procedure considers the relationship between the dominant principal component of the
object cluster and the detected plane normal. If the dominant object axis is roughly per-
pendicular to the plane normal, the object is regarded as lying flat on the surface and the
generated candidate grasp poses correspond to grasping from the top. If the dominant
object axis is roughly aligned with the plane normal, the object is regarded as standing
up and is attempted to be grasped from the side. Several grasp poses are generated for
each object, varying in terms of the approach angle. When tidying up a room, the robot
platform attempts to pick the largest object first, planning for each of the generated grasp
and pre-grasp poses. Once a valid motion plan is found for both the grasp and pre-grasp
pose for a particular object, the object is picked up and dropped in a container. If no
valid motion plan is found for any of the generated poses, the robot focuses on the next
object. Depending on the distance between the detected plane and the camera, the robot
can adjust the horizontal and vertical rail positions to reach the objects.

The autonomous surface cleaning procedure can utilise the edge points and the pose of
the largest planar surface in the robot view, which is extracted by the perception module.
The edge points of the plane are sorted with respect to their angle with the plane transform
Tplane
cam , creating a chain around the surface edge. Different types of surface cleaning paths

(e.g. spiral path and concentric path) can be planned using the scaled sorted edge points.
Before cleaning the surface, the robot platform dips the cleaning tool mounted on the
robot gripper into a cleaning product, placed at a pre-defined position. Once the cleaning
tool touches the surface to be cleaned, the rotary module of the gripper is activated for
effective cleaning. After executing the planned trajectory, the robot platform stops the
rotary tool and returns to the stand-by position. In case the surface to be cleaned has
objects on it, the robot platform can first tidy the surface by putting the objects in a
container. If the object on the surface is required to remain there after cleaning, the robot
platform can perform a bimanual cleaning task, where it picks up the object using one
arm, cleans the surface using the other arm, and returns the object back to its original
position once cleaning is completed.
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Figure 3.11: The ARoA platform can perform picking tasks in a cluttered environment.
In subfigures a) to f)), the robot picks a t-shirt, jelly box, and Windex spray bottle from a
table surface and places them in the designated container. In subfigures d), e), and f), the
torso is lowered to grasp objects from the floor.

3.5.3 Experiments and Results

This section demonstrates the capabilities of ARoA through a set of experiments that
include object picking and surface cleaning.

3.5.3.1 Object Picking

The first experiment consisted of picking scattered household objects from the target
surface and disposing them into a designated container. To achieve this, the point cloud
based object pose estimation and grasp synthesis described in Section 3.5.2 were em-
ployed. Object picking was performed on a table, as well as on the floor to demonstrate
the advantages and extended dexterous workspace provided by the torso rail system. The
objects used in the experiments included a chips can, a Windex spray bottle, a shirt, a
cardboard container, a sponge, and a plastic bottle. In the table tidying subtask, ARoAwas
able to reliably pick and store objects from the table surface, as depicted in the first row
of Figure 3.11. This process was directly transferable to the floor-based subtask, where
the vertical rail was lowered to ensure the objects were in reach of the robot arms (second
row of Figure 3.11). To demonstrate the efficiency of the process, the objects were thrown
in front of the robot or shaken out of the container.
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Figure 3.12: The ARoA platform can perform cleaning and disinfection tasks on flat
surfaces such as tables or windows. The cleaning task was carried out under different
environmental conditions in subfigure a) and b).

3.5.3.2 Surface Cleaning and Disinfection

The second set of experiments focused on cleaning and disinfection of planar surfaces,
such as tables, windows, or whiteboards. In the table cleaning subtask, the robot utilised a
variation of a multi-modal gripper developed by New Dexterity [104], which consists of
a 3-fingered rotary module and a parallel-jaw element. The 3-fingered rotary module was
used to grasp a cleaning tooltip (sponge), which the robot dipped into disinfectant before
performing the cleaning motion. Using the perception and surface cleaning methods
described in Section 3.5.2, the platform planned a spiral path over the table surface. Upon
contact with the table, the rotary module of the gripper was triggered to spin, in order
to increase its cleaning efficiency. The cleaning procedure and tool path are depicted in
the first column of Figure 3.12. During the execution of the window/whiteboard cleaning
task, the platform utilised the New Dexterity adaptive, anthropomorphic robot hand [106]
to grasp and manipulate a window cleaning tool. Since the window cleaning tool requires
a different type of cleaning motion, the task was taught kinesthetically, in reference to an
external marker on the vertical surface. The robot was demonstrated to grasp the cleaning
tool and traverse the surface with vertical motions, as depicted in the second column of
Figure 3.12.
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3.5.4 Conclusions

This section presented the design and supporting algorithms of the Autonomous Robotic
Assistant (ARoA), which served as an experimental platform for a number of skill transfer
methodologies throughout this thesis. The platform was validated through experiments
involving the picking of scattered objects from a table surface and from the floor, high-
lighting its object identification and grasping capabilities, as well as its extended reachable
workspace. The plane segmentation and planning capabilities were demonstrated through
table and whiteboard cleaning experiments.

3.6 Low-Cost, Open-Source, Robotic Airship for Education
and Research

Figure 3.13: The developed low-cost, open-source, indoor robotic airship.

This section presents an open-source, helium-based, indoor robotic airship that can be
used for education and research purposes. First, the environmental and financial feasibility
of the platform with respect to the helium losses through different envelope materials is
examined. The results offer yearly helium loss and related cost estimates for a range of
commercially available balloons in an indoor environment. The mechanical properties of
candidatematerials are also evaluated. The section then presents a compact gondola design
and explores the effects of its placement and rotor angle positioning on flight stability.
The efficiency of the final design is experimentally validated via a proof-of-concept path
following exercise that proves its manoeuvring capabilities, while the airship’s motion
is being tracked by a Vicon motion capture system. Finally, the platform is examined in
terms of cost and possible education and research applications are discussed2.

2The majority of this section is based on [116], © 2020, IEEE. Reprinted, with permission, from Gal
Gorjup and Minas Liarokapis, A Low-Cost, Open-Source, Robotic Airship for Education and Research,
IEEE Access, 2020.
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3.6.1 Introduction

At the time of their introduction, giant airships had surpassed the fixed wing aircraft
in terms of flight range, payload, and fuel efficiency. Even though their popularity has
significantly decreased over the last decades, the advantages of lighter-than-air (LTA)
crafts remain. These can be applied in several fields of robotics education and research,
where miniature robotic devices are slowly but surely making their appearance.

In terms of indoor exploration and navigation, airships offer higher mobility and
looser path planning constraints when compared to ground robots. Additionally, their
field of view is less obstructed and locomotion issues over different terrain and obstacles
are bypassed completely. Conventional unmanned aerial vehicles (UAV) that are capable
of static hovering in most cases generate lift purely through rotor thrust, which typically
drains their battery in under 20 minutes. LTA vehicles, on the other hand, are able to
maintain a desired altitude for significantly longer periods of time on a single battery
charge [117]. In addition, airship platforms generally do not require precise collision
control indoors, as their low speed and soft envelope prevent damage to themselves and
their environment.

These attributes render LTA platforms an interesting solution for various robotics
education and research applications. Even though their physical interaction capabilities
are limited, their higher mobility and lower cost makes them a viable alternative to static
or ground-based robots in many applications involving tele-embodiment, monitoring,
guidance, and entertainment [118, 119, 120, 121]. Compared to rotorcraft, airships are
silent and safer due to the absence of sharp, high velocity rotor blades. This allows close
proximity interaction and makes them more attractive to users [122].

Despite their promising features, the spread of indoor airship platforms is slow due
to the design and control challenges they involve. The first task in LTA vehicle design is
choosing an appropriate lifting gas. For indoor applications, helium is the default choice
because of its non-reactive properties and high lift capabilities. Helium is non-renewable,
making the choice of envelope material critical when considering environmental and
financial aspects. Because of the small size of helium molecules, the gas escapes quickly
through most conventional films which results in loss of lift over time. For indoor ap-
plications, the airship size is also constrained by standard corridor and doorway widths,
limiting their maximum lift and weight of mechanical and electronic components. Once
built, an airship is hard to control due to its slow response times and nonlinear dynamics.
This imposes some very nice problems in terms of control design from an educational
perspective. Small crafts are also highly susceptible to external disturbances, as drafts
and air conditioning may greatly influence the airship’s behaviour.
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3.6.2 Background

With the spread of intelligent robotic agents, numerous robotic platforms have been
developed and disseminated in an open-source manner to allow replication by others
in robotics education and research [123, 124]. Even though considerable progress has
already been made in the field, most of the related work has focused on ground-based,
stationary, or humanlike robotic devices [123, 125, 126, 127]. While they are certainly
a reasonable choice in many educational and research scenarios, such robots are often
heavy, expensive, hard to replicate, or have limited mobility.

Such limitations can be overcome by indoor aerial platforms, which have in the recent
years received a lot of attention. The most popular choice of such systems are quadrotors
that have been developed as fully autonomous indoor, aerial robotic platforms [128, 129,
130]. Other studies have focused on indoor robotic airships. Skye [121] is a spherical
omnidirectional blimp actuated by 4 rotors and equipped with a high resolution camera
unit. It was intended for entertainment and interaction in large indoor and outdoor venues
as the platform itself is quite large, with a diameter of 2.7 m. Another entertainment-
oriented indoor airship platform is the Blimpduino [131], which features an Arduino-
based control board that allows communication and basic control through a mobile app.
The Blimpduino came at a very affordable price of 90 USD, although it is not available
for purchase anymore at the time of writing. A notable example of an autonomous indoor
blimp is also the GT-MAB [132], one of the smallest autonomous indoor LTA platforms
designed for human-robot interaction and autonomy studies. In [133], the GT-MAB was
demonstrated in a human following and gesture recognition scheme, paving the road for
flying airship companions.

Some research has also focused on human interaction with rotorcraft, where work was
mainly based on one-directional communication through gesture recognition. In [134],
the authors presented an agent capable of full-pose person tracking and accepting simple
gestural commands.Authors of [135] expanded this concept by developing a gesture-based
interface for communicating with teams of quadrotors. In [136], the authors reversed the
information flow and examined the communication of UAV intent to a human user
through motion. Regarding rotorcraft, only the visual mode of interaction was considered
in human robot interaction research because these platforms are generally too loud for
auditory communication and too dangerous for tactile communication. LTA vehicles, on
the other hand, can be silent and harmless to the user, provided that an appropriate lifting
gas is chosen.
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The miniaturisation and democratisation of electronic components (access to so-
phisticated technology has become more accessible to more people) has allowed for
progressively smaller and more low-cost designs of indoor airships, which have since
become relevant for both robotics education and research. Initial studies have focused
mainly on airship control and navigation, utilising the aerodynamic envelope shapes of
their larger, outdoor airship counterparts. In [137], the authors presented an early indoor
blimp system and studied visual servoing techniques. In [138], a dynamic airship model
was developed and successfully applied in an indoor testing environment. Other examples
that make use of the classic blimp envelope shapes include developments in blimp auton-
omy and navigation as described in [139, 140]. But all these studies have not focused on
the feasibility of the robotic airship platforms, have not examined the permeability and
applicability of different materials, the yearly helium losses, and the projected costs and
none of these studies has proposed an open-source, platform that can be used for both
robotics education and research.

3.6.3 Methods

The lifting gas chosen for the proposed robotic airship platform is helium as it is safe
and provides high lifting capacity. An alternative with comparable buoyancy is hydrogen,
which was immediately discarded due to its high flammability characteristics. Hot air was
also considered, but its lifting potential is significantly lower than that of the above gases.
In addition, the heating element would pose a safety risk, especially for indoor use. Other
lifting gas choices are either toxic, flammable or offer minimal buoyancy, making them
inappropriate for this application.

Figure 3.14: Evaluated balloons, from left to right: Qualatex untreated round 41 cm
latex balloon, Qualatex untreated round 61 cm latex balloon, Qualatex round 61 cm latex
balloon treated with UHF, Qualatex round 61 cm Bubble balloon and Qualatex round 91
cm Microfoil balloon.
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3.6.3.1 Envelope material

Before designing the gondola, a number of envelope material candidates were examined
with respect to their helium permeability and mechanical properties. To ensure a low
cost platform, the envelope was chosen from the following set of commercially available
balloons (see Figure 3.14):

• Qualatex untreated round 41 cm (16 inch) latex balloon

• Qualatex untreated round 61 cm (24 inch) latex balloon

• Qualatex round 61 cm (24 inch) latex balloon treated with Ultra Hi-Float (UHF)
[141]

• Qualatex 61 cm (24 inch) clear Bubble balloon (layered membrane including a high
barrier layer of ethylene vinyl alcohol copolymer)

• Qualatex round 91 cm (36 inch) Microfoil (metallised PET) balloon

To evaluate their helium permeability, the balloons’ lifting capacities, along with
their surfaces, were measured daily over the course of 16 days. Because of their elastic
properties, the surfaces of latex and Bubble balloons were determined through their
circumferences. The Microfoil balloon surface was measured before inflation as the
material does not stretch. After collection, the helium escape rate was computed as the
flux through the balloon envelope, given by:

� =
d&
dC
· 1
�
, (3.5)

where � is the gas flux, & is the amount of gas escaping, C is time and � is the envelope
surface. The obtained helium escape rates were then averaged and used in a feasibility
study projecting expected helium losses through the membrane of an ideal spherical
balloon. The approximate cost of helium used in the study was based on commercially
available balloon gas tanks.

The mechanical properties of latex, Bubble and Microfoil materials were examined
in terms of membrane thickness in the inflated state, membrane area density in the in-
flated state,membrane tensile strength, andmembrane elongation characteristics.Material
samples for latex were taken from the Qualatex untreated round 61 cm balloon. For the
Microfoil balloon, thickness was measured in the uninflated state because the material
stretching is negligible during inflation. As the latex and Bubble balloons stretch during
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inflation, their inflated membrane thickness Ci was estimated by assuming constant density
of the material:

Ci = Cu ·
�u
�i
, (3.6)

Where Cu is the uninflated membrane thickness, �u is the uninflated balloon surface, and
�i is the inflated balloon surface. The area density for all balloons was computed from the
uninflated balloonmass and inflated balloon area.Material tensile strength and elongation
were obtained experimentally, in accordance with the ASTM D412-16 Standard [142]
for latex, and ASTM D882-18 Standard [143] for the Bubble and Microfoil materials.
Samples were cut with the Standard Die C, as per ASTM D412-16 for all materials. The
strain rate was 50 mm/min for Microfoil, and 500 mm/min for latex and Bubble samples.
For each material, five samples were tested.

3.6.3.2 Gondola design and placement

Figure 3.15: The assembled gondola of the robotic airship. All the electronics are located
inside the gondola body and three rotors are used (see also Figure 3.16). The gondola is
attached to the balloon through Velcro pads.

The airship gondola was built around the chosen electronic components and actuators.
The central control and communication unit is a Raspberry Pi Zero W running a Lite
version of the Raspbian Stretch operating system. Peripheral components include a single
cell 500 mAh Li-Ion battery, step-up voltage regulator, motor drivers, three 7x16 mm
DC motors, three 57x20 mm propeller units and a camera module that will facilitate the
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formulation of HRI frameworks. Rotor speeds can either be controlled by on-board logic
or manually via a wireless connection through SSH or a compatible ROS package [32].
The combined cost of the gondola components (excluding the 3D printing filament and
wiring) comes to 90 USD, which drops to 54 USD if the camera module is not required.
Parameters for all subsystems of the robotic airship, including component descriptions,
product codes, prices, and links to reseller webpages are collected in a bill of materials
available through the website listed in Section 3.6.6.

Figure 3.16: Exploded view of the robotic gondola. The electronics are depicted at the
top of the figure, including the single cell Li-Ion battery. The camera is positioned in an
angled configuration on the gondola and is depicted at the left of the figure. The modular
rotor brackets and airship legs allow for easy replacement and fast modification.

The physical frame is 3D printed and built in a modular fashion: the gondola legs and
rotor brackets were detachable to facilitate component modification and replacement. The
assembled gondola and its exploded view model are presented in Figures 3.15 and 3.16,
respectively. The gondola is attached to the chosen envelope using Velcro. The gondola
placement on the chosen envelope and the rotor angles with respect to the horizontal
axis of gondola symmetry were determined experimentally to optimise flight stability.
Two gondola placement options were considered. The first placement was centred and
symmetric with respect to the envelope, in which case the side rotors were horizontal and a
third one would in principle be required to control the airship altitude (Figure 3.17a). The
second option angled the gondola with respect to the envelope centre, tilting the airship
and shifting its side rotors out of the horizontal plane (Figure 3.17b). In this configuration,
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the airship orientation and altitude could be controlled using only the two side rotors.
The side rotor angles of 0°, 5°, 10° and 20° were examined in the experiments. The
four evaluated rotor angle configurations are depicted in Figure 3.18. The experiments
consisted of 10 trials for each rotor angle and gondola placement at 25% and 50% of
the rotor maximum speed (160 trials in total). The airship was released from a height
of 1.5 m. During flight, the airship position and rotation were recorded with the Vicon
motion optical capture system, which consists of 8 Vicon T-series cameras connected to
the Giganet system. The Vicon Tracker software was used to capture the trajectories of
reflective markers mounted on the airship envelope. The sampling rate was 100 Hz.

(a) (b)

Figure 3.17: Centred (a) and angled (b) gondola positioning considered in the flight
stability experiments.

Figure 3.18: Side rotor angle configurations, with respect to the gondola axis of symmetry.
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3.6.3.3 Proof-of-concept path following

The airship was evaluated in terms of its path following ability in an indoor environment.
The angled gondola placement (Figure 3.17b) with 5° rotor angles was used in the
experiments. Path following was implemented using a discrete variation of the carrot-
chasing algorithm described in [144]. Because the two side rotors affected the airship’s
altitude in addition to its speed and heading, the algorithmwasmodifiedwith a P controller
that adjusted the baseline rotor speeds depending on the platform’s current altitude.

Algorithm 1: Modified carrot-chasing path following
Data: (G, H, I), k,,0...= = [(G0, H0), . . . (G=, H=)], #C , IC , %k, %I , �10B4, �<8=,

�<0G
Result: 2;, 2A

1 8 = argmin8 ‖,8 − (G, H)‖ ;
2 ,C = ,8+#C

;
3 k3 = atan2(HC − H, GC − G) ;
4 �̃10B4 = �10B4 + %I (IC − I) ;
5 2;,A = �̃10B4 ± %k (k3 − k) ;
6 2;,A = max(�<8=,min(�<0G , 2;,A )) ;

The implemented computational flow of the modified carrot-chasing path following
algorithm is presented in Method 6, where (G, H, I) is the current airship position, k
is its heading (yaw) angle, ,0...= is the desired path segmented into a sequence of
equidistant waypoints, #C is the look ahead index, IC is the desired altitude, %k and
%I are the heading and altitude gains, �10B4 is the default rotor control signal and
�<8=, �<0G are the minimum and maximum allowed rotor values. The method outputs
control signals for the left and right rotor 2; and 2A . The proposed airship relies on two
rotors for both altitude and heading control for simplicity reasons. This choice imposes
certain instability to the platform. Multiple basic control methods that are typically used
in undergraduate Engineering courses were examined and a basic proportional control
provided the best results in terms of path tracking efficiency and simplicity. Other, more
sophisticated methods can also be used, which is a matter of future research from users of
the proposed device. The framework was implemented as a collection of nodes within the
ROS architecture, which provided the basic communication utilities and allowed for easy
debugging. The airship real time position and orientation were continuously published
by a node tracking the airship, which was connected to the Vicon data stream. It ran on a
personal computer, alongwith a node running the path following algorithm and publishing
the rotor control signals with a rate of 5 Hz. The airship was running a single node that was
receiving the control signals and setting the desired rotor speeds. For this application, the
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path following and rotor control nodes were written in Python. The airship node running
on the Raspberry Pi Zero was communicating with the rest of the system through Wi-Fi,
on a dedicated local network. The associated communication latency was in the range of
approximately 3 ms, which has proven to be sufficiently low for the proposed application.
The system was tested on a circular path with a diameter of 4 m and waypoint spacing
of 10 cm. The target altitude IC was set to 1.8 m, with a gain of %I = 25. The base rotor
control signal was set to�10B4 = 53 on a scale of 0 to 255, while�<8= and�<0G were set
to 30 and 255, respectively. The look ahead index #C and heading gain %k were manually
tuned with the goal of minimising the cross-track error. Position and orientation of the
airship during path following was recorded and examined.

3.6.4 Results

This section presents the envelope material evaluation results, the effects of gondola
positioning and rotor angles on flight stability, and the proof-of-concept path following.

3.6.4.1 Envelope

Figure 3.19: Balloon lift over time. The untreated latex balloons experienced a rapid
decrease in the available lift, while the Bubble and Microfoil provided the best results.

From the raw balloon lift measurements (Figure 3.19), it is visible that the untreated
latex balloons lost their lifting ability in a matter of days, while others were deflating
linearly at a much slower rate. A more direct material comparison was possible through
determining the helium flux through the balloon membranes. To accommodate the exper-
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imental data, (3.5) was converted into an approximate, discrete form:

� =
Δ&

ΔC
· 1
�
, (3.7)

where Δ& was computed from the daily lift loss and ΔC was the time between mea-
surements. The amount of gas escaping & was defined as the volume of helium at
standard temperature and pressure (STP), according to IUPAC which defines them as
)STP = 273.15 K and ?STP = 105 Pa [145]. Assuming that helium behaves like an ideal
gas, the actual escaped gas volume +0 can be converted into +STP according to the ideal
gas law:

+STP = +0 ·
?0

?STP
· )STP
)0

(3.8)

Because the balloons were kept in a laboratory environment at sea level, the actual
pressure and temperature were assumed constant at ?0 = 101.325 kPa and)0 = 293.15 K.
Assuming the pressure difference on the balloon membrane was negligible, the helium
lifting capacity ;He in the laboratory environment was computed as:

;He =
<

+0
, (3.9)

where < is the lifted mass and +0 is the helium volume at laboratory conditions. The ;He

for the used balloon grade helium was experimentally determined to be 0.95 kg
m3 from the

latex balloon volumes, lifts and masses. Combining the above, the daily helium escape
flux through the balloon membranes was computed (Figure 3.20).

Figure 3.20: Daily helium flux through the balloon membranes. The two untreated latex
balloons deflated after 2 and 4 days. The Bubble and Microfoil balloons provided the best
helium retention capabilities.
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Examining the obtained results, it is immediately visible that untreated latex is the
least appropriate for an airship application. The helium was lost through the porous
material in a matter of days and latex itself ages with time and UV exposure. Latex treated
with UHF exhibits substantially better helium retention properties, comparable to those of
the Bubble and Microfoil balloon materials. However, even UHF treated latex is subject
to ageing and easily bursts on impact with a rough surface. The Bubble and Microfoil
balloons performed equally well in terms of helium retention, although an issue with
Bubble balloons is their availability in terms of different sizes. For the experiments, the
largest available Bubble size was selected and it could only lift 40 g at maximum inflation.
While this might be enough for an optimised solution, it did not suffice in the prototyping
stage. The helium escape flux measurements were averaged over the experiment period
and collected in Table 3.1, where values for untreated latex balloons were merged. The
table also presents the daily and yearly helium losses through the membrane of a spherical
balloon that has a diameter of 60 cm corresponding to a surface of � = 1.13 m2. The flux
values in the first row present the helium loss per day and per square meter, while the daily
and yearly rates demonstrate the actual helium loss through the balloon membrane. Using
approximate retail balloon gas costs, the yearly expenses of compensating the lost helium
were computed (note that the yearly costs do not include the initial cost of filling the
balloon, which is 16.5 USD). Examining these yearly cost projections, it is evident that
helium related maintenance of an indoor airship is cheap, given an appropriate choice of
envelope material. Such platforms are thus feasible from an environmental and financial
standpoint.

Table 3.1: Average helium flux values and yearly refill cost projections for helium lost
through the membrane of spherical balloons of different types with diameters of 60 cm
and helium gas price of 150 USD/m3

STP (as of 20.1.2020).

Balloon
Type

Average He Flux

[ m3
STP

day·m2 ]
Daily He Loss
[m3

STP]
Yearly He Loss
[m3

STP]
Yearly Refill Cost

[USD]

Latex 0.0270 0.0305 11.1 1665
UHF Latex 0.00146 0.00165 0.602 90
Bubble 0.000757 0.000855 0.312 47
Microfoil 0.000641 0.000724 0.264 40

Concerning the mechanical properties of evaluated materials (Table 3.2), the bubble
balloon stands out with a roughly 20% lower area density, which converts to a higher
payload for equal envelope volumes. The latex balloon was found to have a comparably
low tensile strength, as well as an elongation of over 800 %, which is due to the material’s
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considerable thickness in the uninflated state. The Microfoil material was measured to
have highest tensile strength with minimal spread, as well as a comparably low elongation.
Since the proposed platform is not intended for high altitude operation, the envelope does
not need to withstand extreme pressure and temperature changes. Instead, the critical
material characteristic is its area density, which greatly influences the payload in cases
where size is a hard constraint. From a mechanical aspect, the Bubble material would thus
be most appropriate, with lowest area density and suitable material strength. However, the
maximum achievable payload with a commercially available Bubble balloon is too low
(40 g), and manufacturing custom envelopes would significantly increase the platform
cost and reduce accessibility. The chosen envelope for this application was therefore
the 90 cm Microfoil balloon, with excellent helium retention capabilities, high enough
payload, and appropriate material strength characteristics.

Table 3.2: Mechanical properties of the evaluated latex, Bubble, and Microfoil balloon
membrane materials.

Membrane
Material

Thickness
(Inflated)
[`m]

Area Density
(Inflated)
[g/m2]

Tensile Strength
[MPa]

Elongation at Break
[%]

Mean Std. Dev. Mean Std. Dev.

Latex 24 25.3 25.1 3.46 824 22.27
Bubble 33 20.7 77.5 13.85 141 21.07
Microfoil 23 26.0 96.7 3.20 65 11.21

3.6.4.2 Gondola placement and rotor angles

The experiment results are presented in terms of the airship horizontal XY position
(Figure 3.21) and its yaw (Figure 3.22) during flight. Examining the figures, it is evident
that the angled gondola offers greater flight stability than the centred option in the open
loop. With the centred gondola, the airship tends to drift and turn right in most of the
trials, which is even clearer at higher rotor speeds. With the angled gondola, airship
flight is much more stable and its heading oscillates around a mean value instead of
diverging. Even though the drifting present in the centred gondola experiments is likely a
result of unbalanced thrust in the open loop, it is still evident that the angled positioning
is more robust to such disturbances. This increased robustness is likely a result of air
flow dynamics around the asymmetric shape of the angled solution, although a dedicated
aerodynamic analysis would be necessary to determine the exact cause. In addition to
its disturbance robustness, the angled solution was interesting also because it allowed
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altitude and heading control using only the two side rotors, reducing the overall gondola
weight. The varying rotor angles were not found to have a large impact on the overall
airship behaviour in straight-line flight. However, in the case of the angled gondola, larger
rotor angles tend to cause higher frequency oscillations of the yaw angle (Figure 3.22b
and 3.22d). In addition, higher rotor angles seem less appropriate also because they waste
a portion of their thrust negating each other.

(a) Centred gondola, 25% speed (b) Angled gondola, 25% speed

(c) Centred gondola, 50% speed (d) Angled gondola, 50% speed

Figure 3.21: Open loop airship XY trajectories at different rotor angles for the centred and
angled gondola configuration, at 25% and 50% rotor speed. It is evident that the angled
configuration can better maintain the set course.
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(a) Centred gondola, 25% speed (b) Angled gondola, 25% speed

(c) Centred gondola, 50% speed (d) Angled gondola, 50% speed

Figure 3.22: Open loop airship yaw at different rotor angles for the centred and angled
gondola configuration, at 25% and 50% rotor speed. The yaw angles have been shifted to
initialise at 0°. It is visible that the angled configuration is able to better maintain the set
yaw angle, with minor oscillations.

3.6.4.3 Proof-of-concept path following

In this proof-of-concept application, the control parameters were found manually, as
could be the case in basic design and control courses, where modelling and simulation
are typically not part of the curriculum. Through the manual optimisation of the look
ahead index and heading gain parameters presented in Section 3.6.3.3, it was found that
the values #C = 11 and %k = 50 produce a reasonably low cross-track error and stable path
following behaviour (Figure 3.23a). As the distance between path waypoints was set to
be 10 cm, the #C value of 11 means that at every position on the path, the airship attempts
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to direct itself towards the waypoint that is 1.1 m ahead. The airship’s altitude during
path following exhibited some oscillations (Figure 3.23b), but there was no collision with
either the floor or the ceiling of the motion capture laboratory. The recorded altitude is
lower than the goal (1.8 m), which was expected considering the fact that it was regulated
by means of a simple proportional controller. Overall, the path following experiments
showed that simultaneous heading and altitude control using only the two rotors is indeed
feasible. The results were not ideal in terms of cross-track error and oscillations in the
airship altitude, but that is due to the fact that the chosen controller was not optimal for
this setting and its parameters were determined manually. This experiment was conducted
for proof-of-concept educational purposes.

(a)

(b)

Figure 3.23: Airship path (a) and altitude (b) with look ahead index #C = 11 and heading
gain %k = 50. It can be easily noticed that the airship can track the circular trajectory and
maintain a constant altitude with some oscillations.
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3.6.5 Applications

As discussed in Section 3.6.3.2, the developed platform has a cost of 90USD. If we include
also the recommended balloon type (4 USD) and the initial filling cost (16.5 USD), the
total cost of the airship comes to 110.5 USD. This is comparable to alternative indoor
blimp kits, such as the Blimpduino 2.0 [131], which costs 90 USD. The Blimpduino
kit, however, features a simple microcontroller that is less flexible than the single-board
computer integrated into the proposed platform. Considering also the camera module, the
open-source gondola design, the ROS compatibility, and the sample closed-loop control
scheme, the proposed platform is much better suited for research and education purposes.

Concerning educational use, the platform can be easily incorporated into science
and engineering courses on the secondary or tertiary level. For a mechanically-oriented
curriculum, the students can work on gondola design and weight optimisation, developing
their CAD and rapid prototyping skills. The airship is also ideal for control courses, where
the students can develop and apply controllers that range from basic PID to complex,
model-based control. An advantage of using a single-board computer as the core control
component is also that the code is not limited to a single programming language, since
the airship can be controlled through the provided ROS interface, C/C++ or Python.
Combining the above with assembly, wiring, and optional circuit design for motor drivers,
the platform can be used as a complete mechatronics project that encompasses mechanics,
electronics, and control.

For research, the small LTA platform is interesting in terms of controller development,
as it is susceptible to drafts and ventilation that make reliable control difficult. This
can be addressed by employing shared control schemes, as presented in Section 5.6.1.
Another opportunity is also in guidance and indoor exploration, where the challenge is
to effectively utilise the limited computational power and simple RGB input to interpret
its surroundings. Due to its safety and quiet operation, the platform can also be used in
human-robot interaction studies. As the payload is limited, the challenge is to design a
lightweight interface that can still effectively convey information and engage the user.

3.6.6 Conclusions

This section presented an open-source, helium-based, indoor robotic airship for robotics
education and research. Several commercially available balloonmaterialswere considered
for the development of the airship envelope and they were evaluated in terms of their
helium retention capability, as well as their mechanical properties. A cost projection
based on the obtained material properties showed that indoor airships are environmentally
and financially feasible. The effects of mechanical properties of the airship, including
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the gondola placement and rotor angles were examined, finding that an asymmetric
placement yields higher flight stability than its symmetric counterpart. The airship was
in the end shown to be capable of simultaneous path following and altitude control in
a proof-of-concept experiment involving a Vicon optical motion capture system. All the
airship designs, electronics, and code are disseminated in an open-source manner to allow
replications by others. The files can be found through the following URL:

www.newdexterity.org/openairship

3.7 Motion Capture Systems

This section presents the human motion capture equipment used in this thesis.

3.7.1 Virtual Reality Controllers

Figure 3.24: The HTC Vive controllers.

The HTC Vive virtual reality system consists of a headset, two hand-held controllers,
and two base stations that emit light signals required for 6D pose tracking of the headset
and controllers. The controllers (Figure 3.24) can capture additional user input through
a trigger, trackpad, and two buttons. The system was employed in robot teleoperation, as
presented in Chapter 5.

http://www.newdexterity.org/openairship
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3.7.2 High-Accuracy Dataglove

Figure 3.25: The developed dataglove system that combines inertial and magnetic motion
capture sensors [146].

To record human demonstrations with high accuracy in Chapter 6, a dataglove com-
bining an inertial and a magnetic motion capture system was developed (Figure 3.25).
Fusing the two motion capture systems allows the developed glove to compensate for
standalone weaknesses of each, thus producing rich, accurate, and drift-free data in an
absolute frame of reference. The Synertial Cobra sensors were selected as the inertial
motion capture system. More precisely, 16 Inertial Measurement Units (IMUs) were used
per hand and two additional IMUs were used for the forearm and the upper-arm. The
Cobra system does not suffer from occlusion-related issues and is reasonably robust to
magnetic disturbances. However, since it is IMU-based, the system accuracy is limited
and the measured angles tend to drift over time. These errors propagate through the skele-
ton to the fingertips. Furthermore, the inertial glove is not able to measure the hand pose
with respect to the global coordinate frame and a system with absolute pose estimation
capability is required. To overcome the drift and absolute reference issues, a magnetic
motion capture system was included to track the fingertips and correct the inertial system
data. For this purpose, the Polhemus Liberty magnetic motion capture systemwas chosen.
The Liberty system offers accurate pose tracking through standard sensors that can be
attached to the hand or arm, and micro sensors that can be mounted on the fingertips
(Figure 3.25). Measurements are expressed as poses in the global reference frame and
are not prone to drifting, making the system appropriate for correcting the IMU-based
system.
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The correction of the joint angles from the inertial motion capture system is performed
by solving the inverse kinematics as a constrained numerical optimisation problem, where
the goal pose is the Liberty pose estimate for each finger. The decision variables are the
joint angles, and the non-equality constraints are determined by the joint limits. The same
formulation is used for all five fingers of the hand and the combined results provide the
calibrated joint values of the full human arm hand system. Let R represent the current
rotation matrix and Rgoal the goal rotation matrix, then the angle difference Δ\ can be
obtained by,

Δ\ = arccos
©«
trace

(
(R)−1 Rgoal

)
− 1

2
ª®®¬, (3.10)

Furthermore, let x = 5 (q) be the forward kinematics mapping from joint to task space
for each finger and q is the vector of joint angles for each finger. Let also xgoal ∈ R3 be the
goal translation vector. Then, the objective function for the correction of the joint angles
can be defined as,

� (q) B Fx
x − xgoal + FrΔ\ + Fs

q − qimu
 , (3.11)

where Fx and Fr are the position and rotation goal weights and Fs is the weight of the
similarity measure and q is the joint angle vector from the inertial motion capture system.
The weights are non-negative and sum up to one. Finally, the optimal pose is obtained by,

q★ = argmin
q∈Q

� (q), (3.12)

where Q ∈ (q−, q+) is the feasible joint set bounded by the lower q− and upper q+ joint
limits.
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3.8 Apparatus Relevance

This thesis employs the presented apparatus in the following context:

• The robotic manipulators (Section 3.1) are used in every chapter of this thesis as
the default experimental base.

• The multi-modal gripper (Section 3.2.1) is a core part of the flexible assembly
system presented in Chapter 7. It was also employed in the compliance-based
teleoperation system (Section 5.6.2) and the bottle sorting experiments of Chapter 8.

• The adaptive parallel-jaw gripper (Section 3.2.2) was utilised in the peg-in-hole
experiments of Chapter 6.

• The anthropomorphic robot hand (Section 3.2.3) was employed in two of the
teleoperation systems presented in Chapter 5.

• The robotic exoskeleton glove (Section 3.3) was used in the crowdsourced stiffness
estimation experiments of Chapter 8.

• The open-source, generic robot teaching interface (Section 3.4) was included in
the interface comparison of Chapter 4. It was also employed as one of the airship
teleoperation devices in Section 5.6.1.

• The ARoA platform (Section 3.5) was utilised in the crowdsourced bottle sorting
experiments of Chapter 8.

• The robotic airship (Section 3.6) was employed as the experimental platform for
the shared control teleoperation framework of Section 5.6.1.

• The HTC Vive (Section 3.7.1) was utilised to capture user motion for robot teleop-
eration in Sections 5.5, 5.6.1, and 5.4.

• The high-accuracy dataglove (Section 3.7.2) was employed to capture user motion
in the teleoperation-based peg-in-hole task demonstration of Chapter 6.



Chapter 4

A Comparison of Accessible,
Generic Robot Teaching Interfaces

This chapter explores skill transfer in the context of manual robot teaching, which requires
a high level of human involvement and attention. More specifically, it focuses on the
comparison of accessible, generic robot teaching interfaces, which can simplify task
programming and reduce the operator training time. The goal of this study is to highlight
the advantages and drawbacks of different user input devices, including three wireless,
commercially available devices and a proposed wearable, open-source teaching interface.
To support the comparison, a simple, robot-agnostic, waypoint-based teaching framework
was implemented, integrated with the input devices, and made available online. The
devices were compared and evaluated through a user study, where the subjects were asked
to program two insertion tasks of varying difficulty on a standard dexterity test board. The
teaching interface variants were compared in terms of price, perceived usability, mental
workload, and time efficiency when programming the tasks. The findings are intended to
aid system designers in selecting an appropriate interface type, depending on the target
application.
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Figure 4.1: Programming an insertion task with the developed wearable, open-source,
generic robot teaching interface (Section 3.4). The interface is wireless, offering func-
tionality for robot end-effector translation and rotation in different reference frames,
gripper control, and waypoint creation.

4.1 Introduction

Due to their precision, speed, and efficiency, robot manipulators are becoming an essential
tool in industrial, service, and research environments. One of their main advantages is
the extensive customisation potential they offer, which allows them to effectively adapt
to changing task requirements dictated by rapid technological advancements. Such fre-
quent reconfiguration of robot systems represents a significant investment in terms of
time and effort [147], posing an issue particularly for small and medium-sized enter-
prises (SMEs) [148]. In [27], the requirements for successful integration of robot systems
in SMEs were recognised as: i) training for new users should be reduced to one day,
ii) programs should be easily changed, and iii) programming time should be signifi-
cantly reduced. Smaller teams often lack the expertise to undertake robot programming
by themselves, which means that they need to rely on expensive external services for
robot maintenance and configuration. To address this issue, most modern commercially
available robots ship with dedicated control interfaces that offer some form of teaching
functionality [11]. However, those interfaces vary in the level of offered capabilities and
are difficult to pair with end-effectors of different manufacturers. The delays associated
with training and re-training users with different robot teaching interfaces can be sig-
nificant in research, where frequent interaction with different robot brands is required.
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Diverse robot hardware also needs to be managed in the Robot as a Service (RaaS)
business model, which is projected to grow significantly in the coming years [149].

These concerns can be addressed by employing a generic robot teaching interface
that can be paired with different robot hardware [10]. Such compatibility can be ensured
by basing the interface on generic robot programming software such as ROS [32]. With
an active community and increasing adoption in industry, the ROS ecosystem offers
open-source drivers for the majority of commercial robots. Generic interfaces can effec-
tively bridge the learning gap between proprietary robot teaching pendants, speeding up
the transition process and enabling efficient customisation in smaller production runs.
Through a holistic integration of robots with custom grippers and other external com-
ponents, additional teaching support can be implemented in terms of on-line collision
detection. A generic teaching interface may also be used for testing and evaluation of
robot prototypes, where dedicated teaching pendants have not yet been finalised. Systems
based on such interfaces can also be easily configured for use in teleoperation [150].

4.2 Background

As presented in Chapter 2, manual methods of industrial robot teaching can be categorised
into two main groups: offline and online programming [9]. In offline programming, the
desired motions are generated in a virtual model of the robot cell and the physical
robot is not required until the final stages of testing. While appropriate for large-scale
endeavours, offline programming generally requires a significant level of expertise and
familiarity with the chosen simulation environment. In online robot programming, the
user directly interacts with the physical robot during the teaching process. This approach
is suitable for teaching tasks with lower complexity and is more accessible to novice users.
Many modern robot manufacturers further enhance the intuitiveness of their products by
integrating input devices such as the 6D mouse or 3D joystick into the teaching pendants
[11]. However, these proprietary interfaces are limited to their respective robots and can
not be used with other systems.

In the context of online robot programming, several interface variants have been
proposed with the aim of simplifying the teaching process. A popular approach is to
demonstrate the desired task by physically moving the robot through the desired motion
(kinesthetic teaching) [12, 151]. Such interaction can be further enhanced by introducing
robot stiffness modulation into the teaching process [152, 83]. Despite the intuitive nature
of kinesthetic teaching, this method is infeasible in many industrial environments due
to robot size and user safety considerations. Furthermore, it can not be implemented
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in a generic manner with robots that do not return joint effort data in the application
programming interface. An alternative means of guiding the robot in online programming
is through human to robot motion mapping. In [153], for instance, the authors present a
wearable robot teaching interface that captures human motion through an elbow-mounted
potentiometer and a pair of inertial measurement units (IMUs). Despite the low cost of
IMU-based systems, they are often inappropriate for tasks that require high accuracy. This
can be addressed by utilising Virtual Reality (VR) controllers to capture human motion,
as demonstrated in [154] and [155]. VR-based teleoperation systems are intuitive to use,
although their motion tracking systems are generally sensitive to occlusion and require
the user to stay in a bounded workspace.

The final, most common group of generic, online robot teaching interfaces collect
user input through buttons, touchpads, joysticks, and dials. Due to their robustness and
accessibility, they are often utilised as a baseline in comparisons with new interface pro-
totypes [153, 156]. In a comprehensive study, the authors of [157] compare a 6D mouse,
a 3D haptic controller, an XBOX controller, and a keyboard/mouse interface for home
care telemanipulation. In their preliminary study, users achieved the fastest completion
of the task with the haptic controller, while the keyboard and mouse combination scored
best in the usability and mental workload tests. However, the evaluated tasks did not
require high precision and the programming aspect was not considered. Overall, there is
a lack of studies that directly compare such interfaces for repeatable task programming,
particularly in robotic assembly. In addition, generic interface prototypes are also rarely
disseminated in an open-source manner. This chapter aims to address this gap by per-
forming a comparison of accessible, commercial interfaces, as well as presenting a novel,
open-source design.

4.3 Methods

This section presents the evaluated user input devices, the developed waypoint-based
teaching framework architecture, and the user study methodology.

4.3.1 Evaluated User Input Devices

User input devices for the generic robot programming interface were chosen with respect
to their cost, accessibility, and connectivity characteristics. The following commercially
available wireless devices were selected for comparison (Figure 4.2): a standard Logitech
keyboard (36 USD), a PlayStation DualShock 4 controller (73 USD), and a 3DConnexion
SpaceMouse (256 USD). In addition, the developed wearable, open-source generic robot
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Figure 4.2: The evaluated user input devices, from left to right: Logitech wireless key-
board, PlayStation DualShock 4wireless controller, 3DConnexion SpaceMouseWireless,
and the developed wearable, open-source generic robot teaching interface (Section 3.4).

teaching interface presented in Section 3.4 was included in the comparison. In the user
study, the devices were evaluated on the Universal Robots UR10 manipulator, equipped
with a parallel gripper module presented in Section 3.2.1. As a proof of concept, the
generic robot teaching interface was also tested on the Mitsubishi Electric industrial
robot MELFA RV-4FRL.

4.3.2 Teaching Framework

To support the study, a simple, waypoint-based online robot teaching framework was
developed. The framework was developed in ROS [32], offering basic task teaching and
replaying functionality, as depicted in Figure 4.3. It is designed to support any input
device that is configured to output a Teaching Command message type. This is defined
to contain unitless end-effector velocity vectors, the reference frame for the velocity
commands, the gripper command (position, effort), and the waypoint trigger. This format
facilitates the integration of input devices that already have a ROS driver available, such
as the DualShock controller and the 6Dmouse. During the teaching process, the Teaching
Command is received by three different node groups. The Gripper Control Interface
handles gripper control in a standardised manner, in order to ensure compatibility with a
wide range of parallel gripper models. The Arm Motion Control group handles robot arm
control by converting the input end-effector velocity commands into goal joint positions
or velocities. This is achieved through the inverse Jacobian method [158], implemented
within the moveit_servo package of MoveIt [159]. The package is compatible with any
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Figure 4.3: Architecture of the developed waypoint-based online robot teaching frame-
work. It can be applied with any manipulator configured in MoveIt.

robot configured in MoveIt, and provides additional safety in terms of collision detection
and joint limit enforcement during live operation. The Servo Node is also configured
to adjust the input velocity commands, in order to prevent acceleration spikes. The
Teaching Node continuously monitors the Teaching Command message stream and takes
a snapshot of the robot state whenever the user requests to save a waypoint. The saved
waypoint information consists of the robot configuration, gripper position, and gripper
effort. After the task is finished, the waypoint sequence is saved as a YAML file. When
replaying a programmed task, the YAML file is read and sequentially executed by the
Replay Node, which communicates with the standard robot and gripper interfaces. The
teaching framework is also open-sourced1.

The commercial input devices were integrated through Teaching Adapters, which
converted raw user input into the Teaching Command message type. On the keyboard,
the QWE and ASD keys were configured to control end-effector translation and rotation,
toggled by the Shift key. The left and right arrow keys were mapped to adjust the speed,
while up and down were used to select the reference frame. Space bar controlled the
gripper and the Return key triggered a waypoint. On the DualShock controller, end-
effector motion and velocity were controlled through the two joysticks and the gripper
aperture was mapped to the trigger. Reference was changed with the up/down keys, while
the translation, rotation, and waypoint triggers were mapped to action buttons. The 6D
mouse knob was directly mapped to end-effector translation and rotation, and the two
remaining buttons were used to trigger the gripper and waypoints.

1https://github.com/newdexterity/teaching_interface_ros

https://github.com/newdexterity/teaching_interface_ros
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Figure 4.4: Insertion tasks used as a baseline for comparing the robot teaching interfaces.
Subfigures a) to d) present the insertion of the round peg, which only requires end-effector
translation. Subfigures e) to h) present the insertion of the square peg, which requires
both translation and rotation of the end-effector.

4.3.3 User Study

The user study was performed with 5 able-bodied participants aged between 19 and 27.
The study has received the approval of the University of Auckland Human Participants
Ethics Committee (UAHPEC) with the reference number #019043. Prior to the study,
participants provided written and informed consent to the experimental procedures. The
participants have not used any of the evaluated devices for robot teaching before the
experiments, and the average level of expertise with programming robot arms was found
to be 2.4 on the 5-point Likert scale. On average, the participants have also indicated that
they rarely play computer and console games (2.2 on the 5-point Likert scale for both),
indicating a moderate level of familiarity with the DualShock controller.

Each participant was asked to program two insertion tasks with each of the four
evaluated interfaces. The experiments were performed with a standardized dexterity test
presented in [160]. The first insertion task consisted of picking up a circular peg from a
pre-defined position and inserting it into the designated hole on the board, as depicted
in the first row of Figure 4.4. This task did not require any rotation of the end-effector,
although the participants had the freedom to do so. The second insertion task consisted
of picking up a square peg lying flat in a pre-defined position and inserting it into the
designated hole with a specific orientation, as depicted in the second row of Figure 4.4.
This task was rotation-intensive, since the peg needed to be rotated in two axes after
grasping to achieve the required orientation. Before attempting the tasks with a specific
interface, participants were given an introduction on the controls and a maximum of 10
minutes to practice. During practice, the participants did not have access to the pegs used
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Table 4.1: Results of the experimental evaluation. A higher SUS score indicates a more
intuitive interface (higher is better), while a higher NASA-TLX score indicates that an
interface is harder to use (lower is better).

Device
(Price) SUS [161] NASA

TLX [162]
Round Peg
Time [s]

Square Peg
Time [s] Advantages Disadvantages

Keyboard
(36 USD)

56.50
(16.16)

57.73
(10.32)

137.00
(50.61)

268.20
(63.10)

cheap and
widely

accessible

complex, non
intuitive
mapping

DS4 Controller
(73 USD)

58.50
(21.55)

60.93
(13.87)

101.40
(37.07)

209.40
(23.16)

moderate price,
ergonomic

difficulties with
fine motions

6D Mouse
(256 USD)

87.50
(12.99)

42.53
(14.55)

77.60
(28.06)

128.60
(34.68)

very intuitive,
ergonomic

hard to isolate
single axis,
expensive

Teaching
Interface
(100 USD)

63.00
(8.91)

57.60
(10.34)

118.80
(21.06)

213.00
(36.98)

open-source,
dedicated inputs

button-based,
requires
assembly

in the experiments. The participants were free to stop the practice period when they have
felt comfortable with a given interface. The participants were timed while programming
each of the insertion tasks. After successfully inserting the peg, the timer was stopped and
the task sequence was replayed to ensure its integrity. After programming both tasks with
a specific interface, participants were asked to fill in the System Usability Scale (SUS)
questionnaire [161], as well as the NASA Task Load Index (NASA-TLX) questionnaire
[162]. Participants were also free to include any other comments. The tested interfaces
were in the end compared in terms the average programming time, usability scale, and
workload index.

4.4 Results

The user study results are collected in Table 4.1, which includes the average and standard
deviation for programming times, usability score, and task load index for each of the
evaluated interfaces.

Examining the programming times for the round and square peg, it is evident that
the 6D mouse was most efficient in both cases. Programming times for the DualShock
controller and the proposed open-source programming interface were comparable, while
the keyboard-based approach took the most time. Results with the keyboard also exhibit
the highest programming time variance for both insertion tasks. Finally, it is visible that
the square peg insertion that requires end-effector rotation took approximately twice as
long as the task that requires only translation.
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Concerning usability and task load, it should be noted that a higher SUS score
corresponds to a more intuitive interface, while a higher NASA-TLX score means that
the interface is harder to use. In this context, the 6D mouse again scored best in both
surveys, achieving the highest SUS rate and the lowest NASA-TLX index. The differences
between other three interfaces were not significant, although it is visible that the proposed
open-source interface design exhibited the lowest variance in terms of user scores.

In addition to the survey results, a number of participants have remarked that the Du-
alShock controller was difficult to use for finer motions due to the activation profile of the
joysticks used to control end-effector motion. Even though all the input devices were con-
figured with the samemaximum speed, the controller joystick sensitivity seemed to be too
high around the zero position. Users have also commented that the 6Dmouse was themost
intuitive to use, although it was sometimes difficult to perform pure translation/rotation
motions or isolate a specific axis.

A video presenting the functionality of the proposed open-source interface with two
different robot models, as well as the experimental evaluation procedure, is available in
HD quality at the following URL: http://www.newdexterity.org/teachinginterface

4.5 Discussion

Themain advantage of the keyboard-based interface is its low price and high accessibility.
However, it was shown to be the least appropriate for online robot teaching, which is likely
due to the relatively complex mapping scheme that can be, as least initially, difficult to
memorise. Furthermore, the keyboard offers only binary activations, which renders the
adjustment of end-effector velocity non intuitive, compared to other devices.

The DualShock controller, on the other hand, offers joysticks that can be used to
control the direction and velocity of the end-effector simultaneously, even though their
activation profile was found to cause difficulties for finer motions. This was also noted
by the study participants, where one stated that it was "tricky taking finer steps" with the
controller. Despite the higher price, the controller offers a more ergonomic design and a
more intuitive mapping, compared to the keyboard.

The proposed teaching interface was shown to be comparable to the controller in
terms of usability, workload, and programming time. The current iteration of the device
is largely button-based, which was found to be less preferred in the study. The main
advantage of this interface is the open-source availability of its design and software,
which facilitates customisation and adaptation to specific application requirements. The
device is also reasonably priced, with the cost of components similar to the price of the
DualShock controller.

http://www.newdexterity.org/teachinginterface


62 A Comparison of Accessible, Generic Robot Teaching Interfaces

Finally, the 6D mouse was found to be the preferred solution in the selected tasks,
which is likely due to its integration of end-effector translation, rotation, and velocity
into a single control knob. One of the users remarked that it "felt like I was physically
interacting with the object". However, another participant commented that although the
system is intuitive, it is "sometimes tricky splitting the rotation and translation". Due to
this motion coupling, this interface might be less effective in industrial applications that
require precise, single-axis offsets. In addition, the 6D mouse is twice as expensive as
any of the other evaluated devices, and features only two buttons in addition to the main
knob. Although this lack of inputs can be resolved by purchasing the professional model,
it comes at almost double the cost (482 USD).

4.6 Conclusion

This chapter compared and evaluated four accessible, generic teaching interfaces for
online robot programming in the context of assembly tasks. An open-source teaching
interface design was also proposed and included in the evaluation. To support the ex-
periments, a waypoint-based teaching framework was developed and integrated with the
interfaces, as well as with with two different robot arm models. The interfaces were com-
pared in terms of the time required to teach two insertion tasks, the perceived usability,
the subjective workload, and their price. The advantages and drawbacks of individual
interface variants were discussed, finding that the 6Dmouse is most efficient and intuitive
to use in the context of assembly tasks, although it is also the most expensive.

Regarding future work, the study will be expanded to include more generic robot
teaching interface variants. With respect to user feedback, the 6D mouse will be used as
the basis for future development, and the proposed interface will be considered for the
control of dexterous robot grippers and hands. More participants will also be included
in the experiments and the adaptation to specific systems over time will be evaluated. In
addition, the task pool will be expanded to include other assembly task types, such as
fastener threading, belt tensioning, and wire routing. Finally, the developed open-source
teaching framework will be expanded to include kinesthetic teaching for robot models
that provide support for effort-based control.



Chapter 5

Simplifying Robot Telemanipulation
for Intuitive Execution of Complex
Tasks

This chapter explores human to robot skill transfer in terms of motion mapping, where
the user motion is captured and replicated on the robot platform through an appropriate
mapping scheme. In the context of robot teleoperation, this motion transfer is performed
in real time. Throughout the chapter, a range of teleoperation interface design methods are
presented, with the goal of simplifying user interaction with the robot systems. Section 5.3
presents an accessible motion capture approach based on fiducial marker tracking, which
is integrated with electromyography (EMG) based gesture decoding for the control of a
robot arm-hand system. In Section 5.4, a relative motion mapping scheme is implemented
within three variants of immersive mixed reality teleoperation environments, which are
evaluated in the context of pose matching and trajectory tracking. Section 5.5 presents
an assistive, affordance oriented teleoperation framework aimed at simplifying bimanual
telemanipulation with dexterous robot hands. Finally, Section 5.6 focuses on shared
control in robot teleoperation. It presents a teleoperation framework for miniature robotic
airships that supports several input devices and offers autonomous landing capabilities,
as well as an EMG-based teleoperation framework that compensates for human pose
estimation errors through active compliance of the robot arm.
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5.1 Introduction

Robot arm hand systems are reaching remarkable levels of speed and accuracy, making
them invaluable for applications that require precise and repetitive manipulation in un-
structured environments. Apart from working independently, such systems may also be
configured to serve as extensions of human operators in scenarios where autonomous op-
eration is infeasible or undesired. In such teleoperation frameworks, full or partial control
of the robot agent is granted to the remote user, allowing them to accomplish their intent
through the agent. Thus, human guidance enables the agent to solve complex tasks that
would not have been feasible to attempt through autonomous system development.

Teleoperation has proven its effectiveness in a wide range of applications that require
human skill without their physical presence. For operations in hazardous or inaccessible
environments, robot deployment is considerably safer and more practical, compared
to human expeditions. In NASA’s Robonaut project [8], for example, a teleoperated
robot was developed for the purposes of space station maintenance. After the Fukushima
Daiichi nuclear disaster in 2011, the plant environment was too dangerous for recovery
through direct human involvement and several remotely operated robots were considered
for the missions [163]. Apart from environmental factors, teleoperation may also be
desired for the objective of reducing travel-related time delays and increasing operator
efficiency. An application with high impact in healthcare is remote surgery, where expert
knowledge can be applied over great distances, with no time spent on transport [164,
165]. Other examples also include teleoperation for more commercial purposes such
as communication, telepresence, or mobile manipulation in home environments [166].
Opposed to purely practical applications, remote robot operation is also frequently used
in research, namely as a means of providing examples in various learning frameworks
[14, 17]. In this context, the data is recorded on the robot itself while the human operator
compensates for differences in kinematics and dynamics of the platform. The learning
framework is therefore not burdened with considering additional embodiment mappings,
which generally results in shorter training times and better results.

In manipulation tasks, it is most intuitive for the user to operate a bimanual system
that maps to their left and right hand. With two arms, the ability of the system to
execute complex tasks drastically increases, especially when equipped with appropriately
dexterous hands. While mapping human motion to robot arms in 3D space is relatively
straightforward for most applications, issues often arise when it comes to controlling
hands and grippers with several degrees of freedom. Various mapping strategies have
been proposed to tackle this challenge [45, 46, 47, 48], but most of them require human
finger pose data captured through expensive sensory systems. Alternatively, when using
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commercial, widely accessible controllers, managing dexterous hands often becomes
difficult, tedious or both. Attempting to directly map individual hand actuators to the
limited interface inputs is not feasible and would most likely confuse the user. On the
other hand, defining a fixed set of grasp primitives requires the operator to comb through
the grasp types in order to find one appropriate for the target task.

5.2 Background

As one of the earliest aspects of robotics, the field of teleoperation has seen significant de-
velopment since its introduction in the early 1950s. In the context of remote manipulation
with arm hand systems, teleoperation was in the early stages explored mostly from a con-
trol theoretic perspective [167, 168]. Interfaces were generally implemented in the form
of classic I/O devices (joysticks, keyboards and monitors) or master/slave robots, where
the master module often kinematically resembled the slave to provide intuitive control to
the user. As technology progressed, the operated system functionality expanded through
increased robot hand dexterity, arm range of motion and number of manipulators. To
maximise control efficiency and convenience, alternative interfacing and control options
were explored and adapted to the novel frameworks.

The standard solution for intuitively guiding a robot arm is mapping operator motion
to the tool position and orientation. Examples employ inertial [169] or magnetic [170]
motion sensors to track the human hand and achieve stable arm control. The above works
also recorded elbow pose of the human arm and used it to grant a degree of anthropo-
morphism to the robot motion. Attempts with no sensors mounted on the arm were also
explored, but the human motion data obtained through a vision system was noisy and not
as reliable [171]. Concerning end-effector control, a trivial parallel gripper may be man-
aged by a simple button or switch accessible by the operator. For frameworks employing
dexterous, possibly anthropomorphic hands, a popular choice are data gloves which may
track finger poses, forces and wrist orientation [8, 172]. A solution that combines user
hand pose tracking and a rich robot hand control potential came in the form of Virtual Re-
ality (VR) interfaces, which were promptly considered for telemanipulation [173]. Some
recent examples include utilising the Leap Motion tracking system to obtain hand and
finger poses and use them in a gesture-based, VR powered teleoperation framework [174].
In [77], the authors used the commercial HTC Vive VR system to collect teleoperation
data in a learning framework for a PR2 robot.

The natural inconsistencies and imperfections of human motion propagate through
the tracking system to produce a jittery and, depending on the choice of sensor, noisy
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signal. If left uncompensated, these errors lead to unstable robot motion which can hinder
execution of precise tasks and frustrate the user. To account for this, the concept of shared
control and assistive teleoperation was introduced, where the robot operates with a degree
of autonomy to reduce user effort. Early assistive frameworks assumed to know the user’s
intent [175], which later evolved into classifying motion into a predefined set of paths or
behaviours to aid with execution of the task [176, 177]. More recent approaches focused
on predicting arbitrary goals in real-world environments which expanded the application
range [178, 179]. It is worth noting that the bulk of work in assistive teleoperation targeted
movement compensation and neglected any support with grasping and manipulation.
Even though the topic of grasp detection and synthesis has received much attention in
the robotics research sphere, it has yet to be successfully integrated in remote operation
frameworks. This chapter moves towards manipulation aid in teleoperation by presenting
a framework with an incorporated affordance system that simplifies control of multi-DoF
hands with commercial controllers.

5.3 Accessible Motion Capture through Fiducial Markers

As the complexity of teleoperated devices increases, classic hand-held controllers become
inadequate for intuitive and non-fatiguing teleoperation [180]. They may confuse the user
and impede their motion, raising a need for a more natural means of controlling the robot.
As found in Chapter 4, it is most intuitive for the user to simultaneously control the robot
translation and rotation. One of themore natural approaches in teleoperation is therefore to
map the motion of the human operator to the robot end-effector. Several motion capture
options are available for tracking the hand pose, including systems based on inertial
[169] or magnetic [170] motion sensors mounted on the user. Markerless systems for
human motion tracking have also been explored, but the data obtained through vision
systems are noisy and not as reliable as the alternatives [171]. With the development of
Virtual Reality (VR) technology, the introduced interfaces were promptly considered for
telemanipulation [173]. Recent examples include using theHTCViveVR system to collect
teleoperation data in a learning framework for a PR2 robot [77]. However, such motion
capture devices are often expensive and require significant preparation and calibration
time. Motion tracking based on fiducial markers is an affordable solution that requires
only a regular camera for operation and offers pose estimates of reasonable quality. Their
use in teleoperation was initially considered in [181], but they have not yet been effectively
used for capturing target pose data for robot arm manipulators. However, they have been
utilised for enhancing the teleoperation environment [182] and pose tracking [183].
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Figure 5.1: The robot arm is controlled through fiducial marker tracking, while the robot
hand is controlled through EMG gesture classification.

This section presents an affordable and portable telemanipulation framework that can
be used with a dexterous robot arm hand system. It utilises fiducial markers to capture
the user hand motion and control the robot arm, while the gripper is controlled through
EMG-based gesture decoding. This combination allows for a natural control of the robot,
with minimal set-up and room preparation effort. In addition, all the components are
mounted on the user, which makes the system highly portable (Figure 5.1).

5.3.1 Methods

This section presents the developed framework architecture, the intent decoding scheme,
and the marker-based pose tracking methodology.

5.3.1.1 Framework Structure

An overview of the telemanipulation framework structure is presented in Figure 5.2,
where the two main component groups are highlighted. Each block layout conceptually
corresponds to a node architecture implemented within ROS [32], which provided the
necessary communication, testing and visualisation utilities.

The Grasp Identification group focuses on decoding the user’s intent (triggering of
a telemanipulation action and grasp type selection) and interpreting it for the intuitive
control of the New Dexterity adaptive, humanlike robot hand (Section 3.2.3). The user



68 Simplifying Robot Telemanipulation for Intuitive Execution of Complex Tasks

Figure 5.2: Framework architecture for the proposed methodology. Grasp selection and
execution is based on real-time EMG classification of the user’s hand postures and
gestures. The robot arm trajectories are controlled by tracking theArUcomarkersmounted
on the user’s shoulder and hand.

muscle activations are captured by the EMG signal acquisition system and passed to the
Intention Decodingmodule which produces posture class labels (presented in more detail
in Section 5.3.1.2) that correspond to specific grasp types. The resulting grasp types
are then passed to the robot hand controller that handles the low level motor control. A
selected hand posture is used as an enable signal for activating live tracking.

The Arm Trajectory Generation block maps the user’s motion to robot arm (Universal
Robots UR5) motion. The video stream captured by the head-mounted camera is passed
to an image processing module that extracts the fiducial marker pose with respect to the
camera frame (further described in Section 5.3.1.3). The obtained marker pose is passed
to the Pose Mapping and Inverse Kinematics module, which maps it to the robot end-
effector and computes the corresponding inverse kinematics, obtaining the target robot
joint angles. The goal robot configuration @ is forwarded to the Robot Arm Controller,
which is based on the UR Modern Driver [102] and ROS Control [103] packages. To
enable smooth and responsive real-time pose tracking, a closed-loop velocity controller
for the UR robots was implemented because the joint speed commands provide best
performance with the used robot models and control boxes [184]. The controller loops at
125 Hz, which is the maximum frequency allowed by the UR system real-time interface.

5.3.1.2 EMG Based Intent Decoding

User intent was extracted from the user arm and hand posture through myoelectric signal
classification. TheEMG-based intent decodingwas developed and implemented byAnany
Dwivedi at the New Dexterity research group, as described in [185]. The signals were
captured through surface EMG electrodes and preprocessed with the g.Tec g.USBamp
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Figure 5.3: Video frame from the head-mounted camera with overlaid marker edges (thin
red lines) and estimated poses (RGB coordinate frame).

bioamplifier. The classification models were trained offline on the following posture
states: rest, pinch grasp, tripod grasp, power grasp, and muscle co-contraction. Among
the evaluated algorithms, the Random Forest (RF) classification algorithm offered the
highest accuracy, with a sufficiently high prediction rate. The pinch, tripod, and power
grasp were used to control the robot hand, while the co-contraction was employed to
enable or disable robot arm motion mapping.

5.3.1.3 Fiducial Marker Based Pose Tracking

The real-time pose tracking component of the telemanipulation framework was based on
theArUco class of fiducial markers [186]. Themarkers were attached to the user’s arm and
captured by a commercial Logitech Brio webcam mounted on their head, streaming 720p
video at 60 Hz. To compensate for the subject head motion and consequent shifting of the
view angle, a reference marker was attached on the user’s shoulder. The marker detection
and pose estimation relied on the OpenCV [187] implementation of the ArUco Library,
which extracted 6-DoF marker poses with respect to the camera frame. An example video
frame with overlaid marker edges and pose estimates is presented in Figure 5.3.

The homogeneous transform of the hand marker with respect to the shoulder Thand
shoulder

was used as a basis for the mapping protocol. Upon receiving an enable signal from
the user (co-contraction of the forearm muscles), a snapshot of the current marker pose
Thand,ref
shoulder is taken, along with the current end-effector pose with respect to the robot base

Ttool,ref
base . The goal end-effector translation ttool, goalbase of the robot is then defined relative to

the positional components of snapshots taken at enable time:

ttool, goalbase = ttool, refbase + thandhand, ref (5.1)
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The goal rotation of the end-effector Rtool, goal
base , however, is defined to directly mirror the

orientation of the hand with reference to the shoulder frame:

Rtool, goal
base = Rhand

shoulder (5.2)

This relative translation and absolute rotation mapping allows for intuitive control of
the robot end-effector, since the orientation of the reference frames feels natural from
the user’s perspective. The resulting pose is filtered to reduce noise and exclude outliers
before being passed to the inverse kinematics solver and robot controller. As an added
safety measure, live robot tracking is immediately disabled on marker occlusion and can
be re-activated by the user once markers are visible again.

5.3.2 Results and Discussion

Thefiducialmarker based teleoperation systemwas evaluated in terms of stability, tracking
delay, and accuracy. The EMG-based intent decoding was evaluated in a separate study,
available in [185]. Finally, complete system was then evaluated in a real-time pick and
place task. The experiment has received the approval of the University of Auckland
Human Participants Ethics Committee (UAHPEC) with the reference number #019043.
A video presenting the experimental evaluation is available in HD quality at:

www.newdexterity.org/emgtelemanipulation

The pose tracking and mapping component of the system was validated in three
experimental settings. The first experiment tested the effects of user head motion on
the robot end-effector pose. As the head moves, the camera view shifts and with it
the estimated marker poses. This is compensated by referencing the hand marker to
the shoulder and it is evident in the video that the target end-effector pose offsets are
negligible even during large head tilts. In the second experiment, the user moved their
hand periodically in a single dimension to determine the teleoperation system delay. The
motion consisted of three slow and three fast repetitions. The recorded goal and actual
end-effector pose during the motion are presented in Figure 5.4A. In this experiment,
the robot arm tracking delay was measured to be 0.2 s, which allows for reliable control
with low-frequency actuation. For instance, it is visible in Figure 5.4A that the tracking
is less accurate in the three repetitions with higher frequency. In the third experiment,
the user performed a circular motion with the aim of assessing the tracking accuracy and
jitter. The recorded goal and actual end-effector pose during the motion are presented in
Figure 5.4B. It is evident that the robot motion follows its target quite closely and is not
disrupted by the noise that is present in the goal due to marker pose estimation errors.

http://www.newdexterity.org/emgtelemanipulation
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Figure 5.4: Tracking of the human motion by the UR robot. Subfigure A shows the target
and actual position for one-dimensional periodic motion. Subfigure B shows the tracking
for a two-dimensional trajectory.

It is visible from the video that the tracking range is limited by the camera field of
view, since the marker must stay in the frame during live operation. However, this does
not mean that the robot is limited to a fixed volume - the enable signal can be utilised to
offset the arm to the desired location in segments, while tracking is intermittently paused
to reset the marker pose. Alternatively, the mapping scale parameter can be adjusted to
increase the ratio between relative robot and marker offsets.

In the final experiment, the system components were integrated and the complete
telemanipulation framework was tested in a pick-and-place task. This task was selected
to highlight the translational and rotation tracking capabilities of the system, as well as
the EMG-based grasping functionality. The user was able to grasp the object from the
workspace and drop it in a bin successfully and with low effort. The experiment is best
observed in the accompanying video.

5.3.3 Conclusion

This section presented a teleoperation framework for controlling a dexterous robot arm-
hand system through fiducial marker tracking and electromyography. The results showed
that a reasonable level of tracking accuracy can be achieved with a minimal cost. The
reference marker also proved effective for compensating the offsets induced by the head
motion. The integrated system was also validated in a real-time pick-and-place task.

The system can be further improved by placing additional markers on the opera-
tor’s arm, in order to increase the tracking robustness and accessible range of rotation.
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Additional markers could also inform the inverse kinematics algorithm to provide an-
thropomorphic robot configurations that match the human arm. The pose tracking could
also be improved by combining the recorded marker poses with myoelectric activation
signals. Finally, the control interface could be enhanced by providing head camera view
angle information and grasp success feedback to the user.

5.4 Immersive Teleoperation in Enhanced Virtual Reality

In recent years, there has been an increasing research interest in methods that allow
operators to utilise the potential ofVirtual Reality (VR) andMixedReality (MR) interfaces
to control and collaborate with robotic platforms. In this setting, VR is defined as an
immersive environment that consists of purely digital models and renders, while MR is
defined as an immersive environment that is constructed from live scans of the physical
world. This was facilitated through the development of newRGB-D cameras that allow for
accurate, real-time capturing of the surrounding physical environment. Kohn et al. [188]
presented anMR system to visualise the real world with high efficiency by segmenting and
replacing known objectswith virtual assets to reduce bandwidth and computational power.
Sun et al. [189] developed two types of control modes to tune the position, orientation,
and force of an industrial manipulator in MR. Similarly, Whitney et al. described a
remote teleoperation system [190, 191] to control a robotic arm in MR in a typical pick-
and-place task. However, the state of the art in MR based robotic teleoperation mainly
focuses on simple pick-and-place tasks and no studies have been conducted to analyse the
effectiveness and accuracy of MR interfaces in more complex, path following tasks.

This section presents an MR based teleoperation framework for tasks that require
highly accurate control of the end-effector position and velocity, such as remote surgery
[164, 192] or welding [193, 194]. To facilitate intuitive control and interaction with the
robot, a relative motion mapping scheme is employed. The framework was evaluated in
terms of the end-effector pose accuracy, the end-effector trajectory tracking performance,
the usability / workload of the interface, and the user’s impression of the immersive
control environment.

5.4.1 System Design

The proposed framework consists of a local and remote environment. The local envi-
ronment includes a PC running ROS [32], two Intel RealSense D415 cameras, and the
humanoid robot presented in Chapter 3.5. The remote environment consists of a PC run-
ning Windows 10 and the HTC Vive Pro system. The two environments are connected



Immersive Teleoperation in Enhanced Virtual Reality 73

on the same Local Area Network (LAN) and they exchange data using both TCP and
UDP protocols. The RGB-D camera frames are sent using a custom solution based on
the TCP/UDP protocols, whereas the robot data is exchanged between an application
developed in Unity3D and the ROS controller on the LAN using the ROS# Library [195].
The point cloud data transfer and Unity rendering were developed and implemented by
Francesco De Pace (further details are available in [196] and [197]).

The user can visualise and interact with the remote environment through the HTC
Vive Pro. The first mode of interaction in the immersive interface is teleportation, which
allows the user to virtually jump anywhere in the virtual world by pressing the touchpad
button of the Vive controller. The second mode of interaction is live robot control, which
allows the user to teleoperate the robotic arm by pressing and holding the side joystick
button. Once the side button is pressed, the position and rotation of the joystick with
respect to the robot base are sent to the ROS-based robot control scheme over the LAN.
A virtual reference system is also attached to the virtual joystick, in order to help the user
visually track the end-effector translation and rotation.

5.4.1.1 Robot Teleoperation

In order to ensure intuitive interfacing and compatibility with the teleportation feature,
a relative motion mapping scheme is employed, which takes into account the Vive con-
troller’s pose with respect to the virtual robot. The 6 DoF pose of the Vive joystick with
respect to the robot end-effector is expressed as an SE(3) transformation matrix. Upon en-
abling teleoperation, the reference end-effector pose with respect to the robot base Tee,ref

base
and the reference joystick pose with respect to the end-effectorTjoy,ref

ee,ref are stored. On every
control loop update, the goal end-effector offset with respect to the initial reference pose
is obtained as:

Tee,goal
ee,ref = Tjoy

ee ·
(
Tjoy,ref
ee,ref

)−1
, (5.3)

where Tjoy
ee is the live, tracked joystick pose with respect to the end-effector. The goal

end-effector pose is expressed in the base robot frame as:

Tee,goal
base = Tee,ref

base · T
ee,goal
ee,ref , (5.4)

which is passed to the inverse kinematics algorithm that outputs goal joint values. The
robot end-effector thus follows the joystick translation and rotationwith respect to arbitrary
reference poses determined by the user. This ensures a consistent control interface from
every angle in the virtual environment.
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Figure 5.5: Comparison of the real robot environment (a) with the mixed and virtual
reality interfaces: (b) the pure virtual interface, (c) the pure point cloud interface, (d) the
point cloud and the virtual robot interface (enhanced MR). The purple line represents the
reference robot trajectory for one of the speed tasks.

5.4.2 User Study

Three immersive teleoperation interface variants were evaluated in the user study. The
first was a pure VR interface, where a robot CAD model was rendered in the virtual
environment and configured to replicate the joint states of the real robot. The second was
a pure point cloud interface (pure MR), where only the captured point cloud data was
rendered in the virtual environment. The final interface variant was the combination of
the first two, where the robot CAD model was overlaid on the recorded point cloud data
(enhanced MR). The three interface variants are presented in Figure 5.5.

In the study, 18 users were asked to perform several robot teleoperation tasks, which
were split into two categories: pose tasks and speed tasks. In the Pose Task (PT), the users
were instructed to align the robot end-effector with a specific position and orientation
in 3D space. This task was selected to evaluate the effects of the immersive interface
variants on positional and rotational accuracy of robot teleoperation. This is relevant
for applications that require precise interaction with the robot’s environment, such as



Immersive Teleoperation in Enhanced Virtual Reality 75

teleoperated assembly or packing. In the Speed Task (ST), the users were instructed to
move the robot end-effector along a pre-determined trajectory with a specific velocity
profile. This task was selected to evaluate the effects of the immersive interfaces on
trajectory tracking with the robot end-effector, which is relevant for tasks like teleoperated
welding or painting. To establish a comparison baseline, the robot poses and trajectories
were pre-recorded on the target robot platform. The users were also asked to fill in a
questionnaire, in order to determine the subjective interface usability, the task workload,
and the overall user experience.

In the pose task, users had to align the end-effector with three configurations in 3D
space (position and orientation). These poses have been highlighted in the immersive
interface using a virtual representation of the robot end-effector. Although the users were
not forced to follow a specific trajectory, the tasks have been divided to evaluate three
types of movements: pure translation, pure rotation and roto-translation. Starting from an
initial configuration, the users had to match the target position and orientation as closely
as possible. The task was terminated when the user was satisfied with the performance.

In the speed task, the users had to follow a pre-determined trajectory with the robot
end-effector, matching the position and orientation as closely as possible. Similarly to
pose tasks, the speed task consisted of three trajectories that requires only translation,
only rotation, and roto-translation, respectively. The trajectories were highlighted with
purple lines in the virtual environment, as depicted in Figure 5.5. The task started with
the virtual end-effector target following the highlighted trajectory, and ended when both
the target and user reached the final configuration.

5.4.3 Results and Discussion

Pose task performance was evaluated in terms of end-effector positioning accuracy,
with respect to the target. The translational error was computed as the Euclidean distance
between the user and target end-effector position, while the rotational error was computed
as the minimal angle between the user and target end-effector orientation. The results are
collected in Table 5.1. The pure MR environment, consisting of only the recorded point
cloud data, was found to exhibit significantly larger translational error compared to the
other two interfaces. For VR and enhanced MR interfaces, the errors were in the range
of 1 cm, which is still insufficient for high-precision tasks like welding. No significant
differences were found between the interfaces in terms of rotational error, which was in
all cases relatively high.

Speed task performance was evaluated by analysing the similarity between user tra-
jectories and the robot baseline. This was computed through the Dynamic Time Warping
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Table 5.1: Mean errors of the pose sub-tasks (across subjects).

Interface
Translation [m] Rotation [rad]

PT 0 PT 1 PT 2 PT 0 PT 1 PT 2

Pure VR 0.007 0.009 0.009 0.241 0.365 0.450
Pure MR 0.033 0.033 0.048 0.308 0.442 0.446

Enhanced MR 0.010 0.015 0.062 0.321 0.319 0.433

Table 5.2: Mean errors of the speed sub-tasks (across subjects).

Interface
Translation [m] Rotation [rad]

ST 0 ST 1 ST 2 ST 0 ST 1 ST 2

Pure VR 0.012 0.006 0.012 0.108 0.123 0.128
Pure MR 0.018 0.016 0.028 0.146 0.140 0.213

Enhanced MR 0.016 0.001 0.013 0.119 0.142 0.112

(DTW) algorithm [198], which finds an optimal match between two time sequences, with
certain restrictions for preserving continuity. Translation and rotation were evaluated
separately, where the chosen metrics were Euclidean distance and minimal angle offset,
respectively. The trajectory tracking error was defined as the normalised alignment cost,
corresponding to the sum of distances between individual matched points, divided by the
total number of points. The error was thus obtained in meters for translation and in radians
for rotation, where a lower score indicates a higher degree of similarity between the user
trajectory and the baseline. The obtained results are collected in Table 5.2. Some sample
trajectories are also presented in Figure 5.6, where the translational tracking delays are
lowest for the pure VR interface (columns 1-3 in the figure). However, trajectories ob-
tained through the enhanced MR interface seem to match the baseline more closely than
others (column 4 in Figure 5.6).

For most speed task aspects, significant differences were found between the pure VR
and the pure MR interface, showing that the pure virtual reality interface better supports
accurate trajectory tracking. Similar findings were recognised between the enhanced and
pure MR interfaces for some of the speed tasks. Much like the pose tasks, the speed
task results exhibit errors in the range of centimetres (translation) and several degrees
(rotation). While this is again not suitable for tasks that require very high accuracy, the
enhanced MR interface could be readily used in task with looser requirements, such as
painting. In such cases, the immersive interface can provide rich visual feedback and
sufficient accuracy to allow for successful task completion.
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Figure 5.6: Performance for the speed task. First three columns present the end-effector
position (x, y, z) with respect to time. Last column presents the baseline and user trajec-
tories in 3D space.

The statistical analysis of the pose/speed tasks and the evaluation of subjective results
were performed by Francesco De Pace, and are available in [197]. Overall, the results
show that the pure point cloud interface is not adequate to control robotic arms in high
accuracy tasks, although it can be greatly improved through the visualisation of the virtual
robot. In all interface variants, users were able to effectively control the robot end-effector
from different perspectives, supported by the employed relative mapping scheme.

5.4.4 Conclusion

This section considered the use of immersive interfaces for accurate robot teleoperation.
A relative motion mapping scheme was employed, in order to ensure intuitive interaction
from any point of view in the virtual interface. Three immersive interface variants have
been evaluated and compared: i) pure VR, with the robot model rendered with respect
to its real joint states, ii) pure MR, where the robot and its environment were captured
through RGB-D cameras, and iii) enhanced MR, with the robot model rendered over the
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captured point cloud. The interfaces were evaluated in terms of the end-effector pose
accuracy, the end-effector trajectory tracking performance, the usability and workload of
the interface, and the user impression of the interface.

5.5 An Affordances Oriented Telemanipulation Framework

This section presents an assistive, affordance oriented teleoperation framework aimed
at simplifying remote bimanual manipulation with dexterous hands using commercial
virtual reality controllers. Instead of defining a static library of hand-specific grasp types,
the framework relies on visual object recognition to propose a set of affordances to the
user. Based on the desired task and object in focus, the system determines an appropriate
grasp type that enables successful task execution with minimal user effort. The framework
was experimentally validated to determine its suitability in practical applications1.

Affordances can be described as the sum of “all action possibilities” for a given object
[199]. They are characterised by the properties of the object and robot to determine the
possible interactions between them [200]. Affordances can either be defined explicitly,
where only the object attributes are considered, or implicitly, where information about
the action and outcomes is incorporated (object-robot interaction). Studying explicit
affordances, the work of [201] extended the affordance attributes to identify visual cues
(such as handles) as suitable interaction points. A later work [202] proposed a system for
detection of functional object attributes (such as “liftable”) based on affordance cues from
image features. In [200], the authors introduced visual object grouping (balls, boxes, etc.)
as an intermediate step that enabled scalability of their affordance methodology. Such
explicit affordances only offer object attributes, without considering robot capabilities.
Contrary to this, studies such as [203], [204] utilised the implicit affordance representation
that involves mapping object and robot affordances to predicted outcomes that can be
directly used for planning and control. Authors of [204] proposed object-action complexes
to map representational differences between the high level intelligence planning and low
level robot control. In [203], the relationships between the actions, objects and effects
were encoded in affordances, whose learning and usage was then discussed in detail.

1The majority of this section is based on [154], © 2019, IEEE. Reprinted, with permission, from Gal
Gorjup, Anany Dwivedi, Nathan Elangovan, and Minas Liarokapis, An Intuitive, Affordances Oriented
Telemanipulation Framework for a Dual Robot Arm Hand System: On the Execution of Bimanual Tasks,
Proceedings of the IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), 2019.
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Figure 5.7: Framework architecture for the proposed methodology. The robot arm trajec-
tories are controlled using the Vive controllers. The objects in proximity to the robot arms
are identified using a camera-based environment sensing module. The grasp affordances
of the objects closest to the end-effector are displayed on the visual interface. A particular
grasp is selected and executed by the user.

5.5.1 Methods

This section presents the telemanipulation framework architecture, object affordance
analysis, and the employed experimental methods.

5.5.1.1 Hardware and Framework

The system relied on two 6-DoF serial robots (UR5 and UR10), equipped with adap-
tive robot hands developed by New Dexterity (presented in Section 3.2.3). The control
interface was implemented with a commercial virtual reality system (HTC Vive).

The software side of the framework was created within ROS [32]. The framework
layout is presented in Figure 5.7, where the blocks conceptually correspond to the im-
plemented ROS node architecture. For clarity, the diagram only presents the architecture
corresponding to a single arm hand system. For bimanual operation, the arm and hand
control capability was efficiently extended.

A VR interface module provides connectivity to the HTC Vive system, tracking the
controller poses and button states, in addition to offering haptic feedback functionality
through controller vibration. The tracked controller position, orientation and button states
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are passed to the Pose Mapping and Inverse Kinematics node which maps them to the
robot end-effectors and computes the corresponding inverse kinematics (IK). A safety
mechanism is incorporated into the module and the controller pose is only forwarded to
the robot if an “enable” button is held on the controller. The robot tool position follows
the relative controller offset with respect to the initial state where tracking was enabled
through the safety switch, while orientation tracking is absolute. The computed robot
configuration @ is forwarded to the Arm Controller, which is based on the UR Modern
Driver [102] and ROS Control [103] packages. As in Section 5.3, a closed-loop velocity
controller looping at 125 Hz was employed for real-time pose tracking.

Affordance analysis is based on object detection performed on a 2D video stream
of the teleoperated system workspace. Images from an HD webcam are passed to the
Object Detection module employing a pre-trained deep Convolutional Neural Network
(CNN) on common household items (Tensorflow ssd_mobilenet_v1_coco model [205])
to extract the labels and bounding boxes for objects of interest. These are processed with
methods described in Section 5.5.1.1 to produce a grasp appropriate for the task that the
user wishes to execute. The Hand Controller translates the obtained grasp into positions
and velocities of motors used in the robot hands. To provide the user with a sense of
executed grasp strength, hand motor current is mapped to vibration of the VR controllers.
The webcam feed with overlaid object bounding boxes and affordance lists is streamed to
a remote screen visible to the operator. A simple selection mechanism was implemented
within the affordance analysis module, allowing the user to loop through and select the
desired task through buttons on the VR controllers. The selected option is highlighted in
the affordance list, where the default selection was for every object set to a neutral rest
state to avoid accidental triggering of the grasping motion.

5.5.1.2 Object Affordance Analysis

The implicit approach to affordance analysis is used when linking the object functionality
and robot grasp affordances to find actions that can be performed on the object by the
robot hand. For this proof of concept, the object and grasp affordances were defined
manually and an example subset for the objects in Figure 5.8 is presented in Table 5.3.

Following object detection through methods presented in Section 5.5.1.1, the objects
are filtered to find the ones with which the user most likely intends to interact. This is
achieved by projecting the current robot end-effector pose on to the camera image and
comparing the distances of the detected objects to the tool projection (Algorithm 2).
Once the closest objects for each hand have been found, the database is queried for the
appropriate set of functional affordances. These are presented in a tree structure to the
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Figure 5.8: Example subset of the object set used for affordance analysis.

Table 5.3: Functional and grasp affordances of the example object set.

Objects Functional
Affordance

Grasp
Affordance

Apple
Move
- Side Power
- Top Pinch

Cup

Move
- Side Power
- Top Pinch
Drink Power

Sports Ball Move Tripod
Throw Spherical

Bottle

Move
- Side Power
- Top Pinch
Drink Power

Mouse Move Palm
Click Palm

user, who chooses the desired functionality through the interface. The offered options also
include information regarding the corresponding grasp type so the user can account for
it when deciding on the angle of hand approach. For example, if the robot recognises an
open water bottle, the bottle-cap and a glass, it might provide the functionality affordances
of “drink”, “pour” or “close” to the user, as well as their corresponding grasp types. If
the user chooses to “close”, the framework selects the power grasp to hold the bottle with
the left arm, while the pinch grasp is proposed for the right arm picking up the cap.
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Algorithm 2: Affordance analysis: Linking detected objects to hands
1 >1 942CB = �8=3$1 942CB(E834>_BCA40<, CℎA4Bℎ>;3);
2 for ℎ0=3 in [;4 5 C_ℎ0=3, A86ℎC_ℎ0=3] do
3 ℎ0=3_?>B = %A> 942C)>>;)>�<064(C>>;_?>B4);
4 2;>B4BC = >1 942CB[0];
5 3<8= = �8BC0=24(2;>B4BC, ℎ0=3_?>B);
6 for >1 942C in >1 942CB do
7 3 = �8BC0=24(>1 942C, ℎ0=3_?>B);
8 if 3 < 3<8= then
9 2;>B4BC = >1 942C;
10 3<8= = 3;
11 end
12 end
13 0 5 5 >A30=24B = "0?(2;>B4BC, 30C010B4[ℎ0=3]);
14 �8B?;0H(0 5 5 >A30=24B, E834>_BCA40<);
15 end

5.5.1.3 Experiments

In the first stage, the pose tracking capabilities of the developed framework were validated
by recording and examining the desired and actual pose of the robot end-effector. The
purpose of this experiment was to demonstrate that the motion mapping system is func-
tional and sufficiently accurate. The operator first performed a one-dimensional motion
with varying frequency which was used to characterise system lag. This was followed by
arbitrary 2D and 3D motion which was examined in terms of tracking error. The sec-
ond experiment was aimed at testing the affordance analysis and object-to-hand linking.
A selection of objects from the set presented in Table 5.3 was placed on the table, in
clear view of the camera. One of the hands was then hovered over each of the objects
while observing its matching affordance list. Through this, the object recognition, robot
tool-to-image projection, and affordance linking was verified.

The final set of experiments utilised the entire framework in a remote manipulation
setting. The VR system and visual interface were set up in a remote location, streaming
the VR controller data and receiving the video feed. The operator was in control of both
robot arms and hands, monitoring them on the feedback screen (Figure 5.9). Two tasks
were performed in this context:

1. Pick and place: A ball was placed at an arbitrary position on the table and the
operator was asked to pick it up choosing a grasp from the different available
affordance options.
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2. Pouring: A bottle filled with small loose components and a cup were placed in the
workspace. The operator was asked to pour the bottle contents into the cup.

During task execution, the user and robot actions were recorded and compiled into a
video.

Figure 5.9: Bimanual telemanipulation with the developed framework. The user guides
robot arms with VR controllers, receiving visual and haptic feedback. The framework
offers grasping and manipulation assistance in the form of an affordance menu, where the
user selects the option corresponding to the desired task.

Figure 5.10: Tracking of the controller motion by the UR robot. Subfigure A shows the
target and actual position for one-dimensional periodic motion. Subfigure B shows the
tracking for a two-dimensional trajectory, while subfigure C shows the trajectory tracking
in a three-dimensional motion.
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5.5.2 Results and Discussion

Figure 5.10 presents results of the teleoperation tracking experiment. In the one-
dimensional case, it is visible that the robot tool smoothly follows the controller with
a delay of 0.3 s. This allows for stable control with low-frequency actuation, as was dis-
cussed in Section 5.3. Observing the 2D and 3D motions, it is visible that some amount
of tracking error is present, although it is for this application insignificant, as it can be
easily compensated by the user through visual feedback. Figure 5.11 shows snapshots of a
robot arm hovering over a set of objects in the workspace. As the hand moves close to an
object, the system assumes the user intends to interact with it and responds accordingly.
The displayed object affordance menu updates and changes to the options available for
the closest object. Concerning the final set of experiments, the results are best observed
in the accompanying video available also in HD quality at the following URL:

www.newdexterity.org/telemanipulation

The clip highlights the advantages of using an assistive, affordance based telemanipula-
tion framework for simple bimanual tasks. The tasks were successfully completed with
minimal effort from the operator’s side.

Figure 5.11: Linking object affordances to current robot end-effector pose. Robot tool
pose is projected to the camera image and the affordances of the closest detected object
are presented in the selection menu.

5.5.3 Conclusion

This chapter presented an affordances oriented, assistive telemanipulation framework
implemented on a dual robot arm hand system. A commercially available VR system
was used for guiding the arms and interfacing with the affordance selection menu, which
provided grasping and manipulation assistance. The framework was validated in a remote
manipulation setting, where a number of bimanual tasks were successfully executed.

http://www.newdexterity.org/telemanipulation
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Regarding future work, several aspects of the concept can be expanded and improved.
Currently, the system relies on a manually defined, static affordance database and can not
provide the affordances of completely new objects. This can be solved by implementing
a scalable knowledge base that employs a set of inference rules to estimate affordances
of previously unseen objects. System control could be improved by including assistance
in the form of local motion correction for object grasping, effectively shrinking the
dimensionality of the user control space. The user experience could also be enhanced
by enforcing anthropomorphism of the the robot motion and by embedding the control
interface into the video stream using augmented reality approaches. Further work should
also be invested into system validation and comparison with alternative solutions from
an ergonomic viewpoint. A user experience survey or an appropriate benchmark would
provide valuable information regarding the system’s ease of use and its intuitiveness.

5.6 Shared Control

This section focuses on approaches that simplify robot teleoperation through shared
control. Section 5.6.1 presents a teleoperation framework for miniature robotic airships
that offers autonomous landing capabilities, while Section 5.6.2 introduces a framework
that compensates for pose tracking inaccuracies through active compliance.

5.6.1 A Shared Control Teleoperation Framework for Robotic Airships

Due to their safety and extended flight times, miniature robotic airships are highly ap-
propriate for indoor exploration and monitoring. They are suitable for operation in public
environments, since their low speed and soft envelope poses no risk of damage or injury.
This section presents a shared control teleoperation framework for miniature robotic air-
ships, which facilitates long-term operation by offering autonomous landing capabilities.
It supports several different input devices and provides video feedback of the airship
field of view to the remote user. The framework was validated through a set of indoor
exploration tasks, employing an upgraded version of the airship presented in Section 3.6.

5.6.1.1 Framework Design

The framework architecture is presented in Figure 5.12, where the blocks correspond to
nodes implemented inROS [32]. Three different input devices are supported: i) the generic
robot teaching interface presented in Section 3.4, ii) the 3DConnexion SpaceMouse
Wireless, and iii) the HTC Vive controller. The devices are connected through their
respective drivers, which pass the raw input to the Input Mapping module, which converts
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Figure 5.12: Architecture of the developed shared control framework. The subsystems
highlighted in blue are running on the Raspberry Pi Zero W of the airship, the green
interface is exposed by the landing station Arduino, while the other components are
running on a dedicated PC.

them tomotor efforts for the airship.When triggered by the user, the Autonomous Landing
module searches for an array of ArUco markers [186] in the video streamed by the
Raspberry Pi camera mounted on the airship. Based on the markers, the relative pose of
the airship with respect to the landing station is estimated and passed to the vertical and
horizontal controllers. The controllers produce goal efforts for the airship rotors, as well
as the target servo motor positions for the landing station. The Control Selector module
switches between manual and autonomous control inputs, with respect to the Trigger
state. Finally, the video captured by the on-board camera is streamed to a dedicated
screen, providing feedback to the user during teleoperation.

5.6.1.2 Input Mapping

The generic robot teaching interface was configured to control the airship thrust, yaw, and
lift through the x, y, and z buttons on the Axis Motion Control panel (Figure 3.7). With
the 3DConnexion SpaceMouse, offset in the x and z axis of the 6D mouse were mapped
to the airship thrust and lift, while rotation around the z axis was mapped to the airship
yaw. The HTC Vive controller was configured in a similar manner, controlling the airship
thrust, lift, and yaw through x offset, z offset, and z rotation of the controller, with respect
to an initial controller pose. This initial pose can be defined and re-set by the user through
a button on the controller.
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Figure 5.13: Airship teleoperation with a) the generic robot teaching interface presented
in Chapter 4, b) the 3DConnexion SpaceMouseWireless, and c) the HTC Vive controller.
Video from the on-board camera is streamed to the screen in front of the operator.

5.6.1.3 Teleoperation Experiments

The teleoperation framework was validated through a set of indoor exploration tasks. The
experimental setup for each of the supported input devices is presented in Figure 5.13,
where the airship video was streamed to a screen in front of the user. The user was able
to successfully navigate the airship through the laboratory environment, avoiding pillars
and other obstacles.
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5.6.1.4 Autonomous Landing

The Autonomous Landing module and the landing/charging station were developed by
Caleb Probine with the NewDexterity research group. The landing station is accompanied
with an array of ArUco markers to facilitate detection and localisation by the airship. The
station consists of a wireless charging module and a neodymium magnet mounted on a
winch system. In turn, the airship is equipped with a magnetic component that snaps to
the landing station magnet when in close proximity. After this connection is established,
the winch system pulls down the airship, centering it above the wireless charging module.

5.6.2 Utilising Compliance to Facilitate Manipulation

Different interfaces employed in robot teleoperation offer varying degrees of reliability
and accuracy. Interfaces that capture user intent through buttons or joysticks are generally
more reliable than interfaces that capture user motion by means of markers and cameras.
This section considers an interface that can estimate user motion from muscle activation
signals, through electromyography (EMG). Even though the interface offers several ad-
vantages in terms of accessibility and ease of use, the pose predictions obtained through
EMG regression are generally noisy and may contain artefacts that hinder precise control
of the robot end-effector. To compensate for such errors, an active compliance control
scheme was employed to adjust the motion of the robot arm. The compliance controller
was implemented within the ROS Control [103] framework, adapted from [206] to func-
tion with teleoperated systems. The controller receives force and torque data from the
Robotiq FT 300 force-torque sensor mounted on the robot wrist and converts them into
end-effector velocity adjustments, as presented in the Generalised Contact Control Frame-
work in [207]. These end-effector velocity corrections are converted to joint velocities
using the robot arm’s Jacobian and then passed to the low-level controllers. The velocity
adjustments are computed with respect to user-defined stiffness and damping parameters,
where the stiffness regulates the end-effector resistance against external forces, and damp-
ing regulates the response rate. Different parameter values may be defined for separate
axes of the end-effector, allowing for selective compliance profiles. During teleoperation,
the actual end-effector pose may diverge from the user commands due to the effects of
external forces. These positional errors are used to adjust the goal robot pose over time,
providing a smooth trajectory output. The compliance controller can compensate for pose
estimation inaccuracies, prevent hardware damage in case of inadvertent collision, and
can be used to ensure a consistent force profile when interacting with the environment.
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Figure 5.14: Architecture of the EMG-based teleoperation framework.

The EMG-based teleoperation framework is presented in Figure 5.14. User muscle
activations are converted to wrist pose estimates through the EMG-based Motion Regres-
sionmodule, which was developed byAnanyDwivedi, Dasha Shieff, and Amber Turner at
the New Dexterity research group. The wrist pose is mapped to the robot en-effector and
converted to target joint angles, which are passed to the Arm Control Interface communi-
cating with the UR5 serial manipulator equipped with the multi-modal gripper presented
in Section 3.2.1. A cleaning sponge was mounted on the rotary module of the gripper
to facilitate surface cleaning. The end-effector contact with the environment is captured
through the force-torque sensor and converted to joint velocity adjustments that are added
to the arm control signals. The framework was successfully validated through a white-
board cleaning task, where the compliance component ensured appropriate contact forces
and compensated for pose estimation errors (Figure 5.15). More details on EMG-based
motion regression, experimental procedure, and evaluation are available in [208].

Figure 5.15: The EMG-based teleoperation framework applied in a whiteboard cleaning
task. The arm compliance ensured appropriate contact forces and compensated for pose
estimation errors.
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5.7 Conclusion

This chapter introduced a range of intuitive teleoperation and telemanipulation frame-
works that enhance user interaction with the robot system. Since they target different
aspects of human-robot interaction in teleoperation, the systems were evaluated qual-
itatively. Motion capture accessibility and intuitive end-effector control was addressed
through the presented framework combining fiducial marker based motion tracking and
EMG based gesture decoding. Exploring teleoperation in immersive environments, the
user experience and trajectory tracking performance was evaluated across three variants
of virtual and mixed reality interfaces. The control of dexterous robot grippers and hands
was also enhanced through the developed affordances oriented teleoperation interface,
which offered grasping assistance with respect to action possibilities of objects in prox-
imity to the robot. Finally, two shared control teleoperation interfaces were proposed. The
first offered teleoperation assistance for miniature robotic airships, blending user input
through a range of control devices with an autonomous landing subroutine. The second
shared control framework employed active compliance of the robot arm to compensate
for EMG-based motion decoding errors.



Chapter 6

Combining PbD with Path
Optimisation and Local Replanning
to Facilitate the Execution of
Assembly Tasks

This chapter focuses on skill transfer through programming by demonstration (PbD),
where the robot system attempts to interpret and generalise the demonstrations shown by
a human operator. To enable efficient execution of assembly tasks, the PbD methodology
is combined with path optimisation and local replanning. The developed system performs
collision-aware optimisation of non-functional demonstrated trajectory segments in terms
of path length, ensuring fast execution of the desired task. This reduces the effects of sub-
optimal user demonstrations that may influence the quality of programmed motions in
other, learning based approaches, as discussed in Chapter 2. The system can adapt to
dynamic task goal changes by employing a local replanning scheme that updates the tail
of the global path during its execution, based on real-time feedback from the perception
system. The efficiency of the proposed methods has been validated with a series of
experiments focusing on the execution of peg-in-hole assembly tasks with a robot system.
As a secondary contribution, three different task demonstration approaches have been
compared and evaluated in terms of teaching time and ease-of-use.

91
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Figure 6.1: The robot arm and gripper system performing a peg-in-hole task on a pol-
ishing machine replica. The insertion is executed in a heavily constrained space, which
corresponds to real-life assembly scenarios.

6.1 Introduction

Industrial robots have allowed production and assembly lines to reach extraordinary lev-
els of automation, increasing process efficiency and minimising faults. Adapting to the
high rate of technological advancement, the market has started to move away from mass
production, demanding progressively more customised products. In order to effectively
respond to the rapidly changing task requirements, robot systems must allow for fast and
efficient re-programming that does not require expert knowledge in the field. Traditional
robot programming methods (such as pendant teaching) have proven to be less efficient in
cases where the system must be adapted to novel, complex tasks on a regular basis. On-
line, pendant-based teaching methods are often tedious, time-consuming, and introduce
production delays because the robot must be halted for the duration of re-programming.
Offline, simulation-based methods can be utilised without using the physical robot, but
require professional knowledge and a considerable amount of effort to be properly con-
figured. These issues have motivated several industrial and research groups to develop
alternative methods of transferring human skill to robot systems1.

1The majority of this chapter is based on [146], © 2020, IEEE. Reprinted, with permission, from
Gal Gorjup, George Kontoudis, Anany Dwivedi, Geng Gao, Saori Matsunaga, Toshisada Mariyama, Bruce
MacDonald, and Minas Liarokapis, Combining Programming by Demonstration with Path Optimization and
Local Replanning to Facilitate the Execution of Assembly Tasks, Proceedings of the IEEE International
Conference on Systems, Man, and Cybernetics (SMC), 2020.
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Most skill transfer approaches are based on Programming by Demonstration (PbD),
where the human operator demonstrates a task or skill, which is then transferred to the
target robot system. The skill transfer can be arbitrarily complex, ranging from simple
trajectory reproduction to sophisticated skill acquisition that interprets the task context and
adapts to external disturbances. Teaching by showing comes naturally to human operators,
making most developed PbD approaches accessible to untrained operators. From the user
perspective, the time and effort required to program tasks of varying complexity is fairly
low when using an effective PbD framework. The flexibility offered by such approaches
facilitates the development of reconfigurable manufacturing environments suited for the
future. In addition, it introduces new automation frontiers for smaller businesses that may
require the robots to perform short term, daily changing tasks. The concept of PbD can
also play a major role in human-robot collaboration, where the robot can learn and adapt
its behaviour based on human observation.

6.2 Background

This section provides a brief review of the fields relevant to this chapter, including PbD,
trajectory optimisation, and path planning.

6.2.1 Programming by Demonstration

Over the last decades, significant research effort has been invested in the field of PbD,
with developments ranging from simple trajectory mapping to high level representations
of complete task procedures [50, 14, 15]. Such approaches have also been employed
in robotic assembly studies [17], where much of the work has focused on a set of
representative tasks, such as peg-in-hole, pick-and-place, bolt screwing, etc.

Several methods of capturing user demonstrations have been considered in literature.
Kinesthetic teaching and teleoperation produce data that is recorded directly on the tar-
get robotic platform with the human operator compensating for kinematic and dynamic
embodiment differences. This makes the demonstrations easier to interpret, but can some-
times be inconvenient for the operator and prevent them from effectively demonstrating
the target skill [209]. Alternatively, a PbD scheme can be based on motions that the
operators execute with their own bodies, mapping them to the target platforms [60, 59].
Although this is more intuitive for the operator, it requires additional motion mapping
steps [210].

Once the demonstration trajectories have been obtained, the simplest approach is
to map them directly to the robot platform. While this might be sufficient for simple
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motions with loose accuracy requirements, such an approach is typically inadequate for
assembly oriented applications. Such a basic motion replay cannot account for external
disturbances and any operator errors are propagated to the robot. These errors can be
amended either through independent trajectory optimisation or by employing appropriate
local replanning methods.

6.2.2 Trajectory Optimisation

In assembly tasks, the operator is typically trying to program short, efficient robot motions
that complete a given task as quickly as possible. Human demonstrations are in most cases
sub-optimal in terms of speed of execution. To effectively shorten the path length, the
human demonstrated trajectories can be efficiently optimised by employing appropriate
path planning algorithms [211]. Moreover, given an existing robot trajectory, methods
such as the Shortcut or the Partial Shortcut [212], are able to refine and shorten the path
with respect to the identified obstacles in the space. Alternatively, reinforcement learning
methods that produce a set of feasible trajectories in constrained environments can also
be employed [213]. As such methods discard any functional motion that may be present
in the segment, they can only be applied to the non-functional parts of the demonstrated
skill. In this context, functional motions refer to trajectory segments and force profiles
that are critical for the success of a particular assembly task, such as part alignment and
insertion. Non-functional motions refer to trajectory segments that can be significantly
altered without affecting task success, such as the reach to grasp path.

6.2.3 Path Planning and Local Replanning

The path planning problem for continuous obstacle spaces and arbitrary robot shapes
has been addressed by sampling-based algorithms, such as the rapidly-exploring random
tree (RRT) [214] and probabilistic roadmaps (PRM) [215]. A variant of the RRT with
rewiring of the search-tree, the RRT★, was proposed in [216]. RRT★ is a probabilistically
complete and asymptotically optimal, single-query algorithm that can be applied only
to static environments. Replanning can be employed to efficiently identify a new path
for dynamic or even uncertain environments. An asymptotically optimal sampling-based,
single-query framework for dynamic environments, namely RRTX, was presented in
[217]. The methodology performs local replanning to repair and refine the precomputed
global search-graph. The authors in [218] introduced the informedRRT★ that significantly
reduces the convergence rate. In [219], local replanning was utilized to recompute a path
in an online fashion. In this approach, the RRT★ has been executed on a relatively small
space, where planning completeness is guaranteed with topological connectedness tools.
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6.3 Hardware and Equipment

The framework employs the UR5 serial manipulator, equipped with the adaptive parallel-
jaw gripper with pre-shaped fingers (presented in Section 3.2.2). This gripper was chosen
as it maximises the contact area with the objects while grasping and compensates for
object positioning uncertainties. The perception module relies on an Intel RealSense
depth camera (model D435) mounted on the robot end-effector. The hand-eye calibration
is performed through fiducial marker detection, as described in [220]. Human motion was
captured through the high accuracy dataglove presented in Section 3.7.2.

The system was experimentally validated with a peg-in-hole task executed on a
replica of the Rana-3 sample polishing machine (Figure 6.1). The task involves inserting
cylindrical specimens into the carrier disk of the polishing machine, which stops at an
arbitrary angle after every polishing cycle. The cylindrical samples have varying height
and a diameter of Ø29.5± 0.1 mm, while the hole diameter is Ø30.2± 0.1 mm. Since the
samples are circular, this insertion task is comparably easier than one involving prismatic
shapes. Even though this is not evaluated in this work, the in-hand object pose tracking
component of the framework is designed to account for such object pose considerations.

6.4 Framework

The PbD framework was implemented within ROS [32], which provided the necessary
communication, testing, and visualisation utilities. The framework architecture is pre-
sented in Figure 6.2, where the blocks conceptually correspond to the implemented ROS
node structure. In the teaching phase, the Demonstration module handles capturing and
mapping human demonstrations to the robot platform, relying on either kinesthetic teach-
ing or dataglove teleoperation. The Perception module contains an interface for the Intel
RealSense camera that streams colour and depth data to the network. Relying on the PCL
library [109], the module also tracks the object and the target pose, which are stored along
with the human demonstrations.

In the execution phase, the initial pose and approach angle are extracted from the
human demonstration in the grasping stage, with respect to the live object detection.
The goal pose and approach angle are extracted from the human demonstration in the
releasing stage, with respect to the tracked object in the gripper. These are passed to
the Path Planning module, which relies on the MoveIt [159] planning environment that
maintains a simulated workcell with respect to the robot state and collision space. The
global planning and local replanning strategies are based on the RRT* algorithm [216].
Computed trajectories are executed on the physical robot system through an interface
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Figure 6.2: Framework architecture for the proposed Programming by Demonstration
methodology. Pendant and kinesthetic teaching are executed manually. The glove based
teleoperation involves a human to robot motion mapping procedure that projects the
demonstrated motions onto the robot joint space.

based on ROS Control [103]. During trajectory execution, local replanning is triggered
when the target slot is detected by the vision system. State control and high-level task
execution is managed by the PbD Master.

6.4.1 Demonstration Approaches

Trajectory samples were captured through two demonstration methods: i) kinesthetic
teaching and ii) teleoperation based teaching. Kinesthetic teaching was based on the
built-in robot gravity compensation mode, with an external trigger for gripper opening
and closing. In this setting, the user physically guides the robot, operating the gripper
when necessary. In the second approach, hand and finger motion data obtained from the
dataglove are mapped to the robot arm and gripper in real time. This mapping allows
the user to execute the task without physically interacting with the platform. In this case,
translation mapping is relative to the initial position, while rotation mapping is absolute
with respect to a common reference frame. Gripper aperture control is based on the
distance between the human thumb and index fingertips.

6.4.2 Perception

The perception module handles filtering and interpretation of streamed point cloud data
for the purposes of obstacle space identification, pose tracking of the grasped object, and
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target (hole) estimation. A distance limit filter is applied to remove the gripper points
from the point cloud set before passing the depth data to the path planning module.
Object pose tracking during grasping and manipulation is crucial for the success of
most assembly tasks, especially when utilising non-rigid, adaptive grippers, which are
susceptible to grasping inaccuracy and post-contact reconfiguration. The grasped object
pose with respect to the end-effector is in this setting tracked through a two-stage, parallel
point cloud processing procedure. The first component performs global pose estimation
by aligning Fast Point Feature Histogram (FPFH) features [221] of the object mesh to
the observed scene. To ensure adequate alignment speed, a pre-rejective variant of the
Random Sample Consensus (RANSAC) procedure [222], is used. Once an initial pose
estimate is available, continuous, real-time tracking is performed by the Iterative Closest
Point (ICP) algorithm [223].

Algorithm 3: HoleEstimate (%base,Ttarget
base , ;, U, %obj, d)

1 Thole
base ← Ttarget

base ;
2 %target ← TransformCloud(%base,Ttarget

base );
3 %local ← CropCloud(%target, ;);
4 if %local ≠ ∅ then
5 (%inliers, �model) ← SACPlaneSegmentation(%local);
6 %plane ← ProjectInliers(%inliers, �model);
7 %polygons ← ConcaveHull(%plane, U);
8 3min ← ;;
9 for each : % ∈ %polygons do
10 if AreaRatio(%, %obj) > d then
11 3 ←

thole − t%;
12 if 3 < 3min then
13 Thole

base ← T%base;
14 3min ← 3;

15 return Thole
base;

In several applications, including the one examined in this work, the assembly target
pose may change between executions. For the peg-in-hole task, an online, vision-based
goal pose estimation algorithmwas developed, as presented inAlgorithm3. The procedure
takes as input the raw point cloud data in the base reference frame %base = {p8}#8=1 where
p8 ∈ R3, the goal object pose obtained from human demonstrationTtarget

base ∈ R
4×4, the local

hole search volume defined by a cube with side ; ∈ R+, the U ∈ R+ parameter determining
concave hull computation, the point cloud of the grasped object %obj = {p 9}"9=1 where
p 9 ∈ R3, and the area ratio threshold d ∈ R+. First, the demonstrated target Ttarget

base is
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assigned as the initial hole pose estimate Thole
base. The TransformCloud function takes as

input the point cloud data defined in the base reference frame %base and projects them
onto the target frame Ttarget

base , which yields %target. The transformed cloud %target is cropped
using the CropCloud function to extract a volume of interest around the goal point. If
the extracted volume %local is not empty, a plane model is fitted to the cloud through
the SACPlaneSegmentation function, which employs a sample consensus approach to
return a collection of resulting plane inliers %inliers and the plane parameters �model. The
plane parameters �model are used to construct the plane S ∈ R2. The ProjectInliers
function projects the input point cloud of inliers %inliers onto the plane S, generating a
flattened set of points %plane. The ConcaveHull function applies an alpha-shape based
concave hull extraction algorithm to its input cloud %plane, producing a set of polygons
%polygons = {%: } :=1 corresponding to closed contours in the plane. The AreaRatio
function compares the area of polygon % with the projection of the object model %obj
onto the polygon plane, returning a scalar ratio. If the areas match within the provided
threshold d, the centroid transform T%base of the current polygon % is stored as a hole pose
candidate Thole

base. The polygon with its centroid closest to the human demonstration target
Ttarget
base is selected as the final hole pose estimate Thole

base. To achieve this, the distance 3
between the translation vector of the current hole estimate thole ∈ R3 and each translation
vector of the examined polygon centroids t% ∈ R3 is calculated.

6.4.3 Global Planning

Human demonstrations are often sub-optimal in terms of path length, containing un-
necessary motion segments. To compensate for this redundancy, the trajectory segments
that are not critical for the demonstrated assembly task are refined using the RRT★ path
planning algorithm [216].

Let the known obstacle closed space denoted Xobs ⊂ X. For multiple obstacles, the
obstacle space is defined as Xobs B

⋃&

@=1Xobs,@, where & ∈ N is the total number of
obstacles. The free open space results in Xfree B (Xobs){ = X\Xobs. Let the known
initial start state represented as xinitstart and the known initial goal state as xinitgoal. The RRT

★

algorithm rewires the tree by considering the potential cost-to-go to every node E ∈ +
(we refer to nodes E and states x interchangeably), that lies in a circular set near the
node of interest. The computational complexity of the RRT★ is Θ( |+ | log |+ |), where |+ |
denotes the cardinality of the set of nodes + and Θ(·) a tight bound. Thus, RRT★ is a
computationally demanding algorithm for large spaces. However, if we consider a small
subspace, this methodology allows for real-time implementation.
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Algorithm 4: RRT* (X,Xobs, xinitstart, xinitgoal, #)

1 + ← xinitstart, xinitgoal; � ← ∅;
2 for = = 1 to # do
3 xrand ← Sample(Xfree, #);
4 xnearest ← Nearest(+, xrand);
5 xnew ← Steer(xnearest, xrand);
6 if NoCollision(xnearest, xnew,Xobs) then
7 -near ← Near(+, xnew);
8 [← Line(xnearest, xnew);
9 (xmin, 2min)← Parent(xnew, -near, [);
10 + ← + ∪ {xnew};
11 � ← � ∪ {(xmin, xnew)};
12 G ← Rewire(G, -near, xnew);

13 return G(+, �);

The RRT★ is used to compute offline the global graph G(+, �) which contains the
global path c(xinitstart, xinitgoal). The RRT★ is presented in Algorithm 4 and is described as
follows. The Sample provides a random state xrand by randomly sampling the free state
space Xfree with a uniform distribution. Then, the randomly sampled state xrand and the
rest states in the set of nodes+ are compared to yield the nearest state xnearest to the random
state. The function Steer indicates a new state xnew which is closer to nearest state, by
connecting the xrand and xnearest with a steering function. In our case, the steering function
follows a straight path. Next, the NoCollision function examines potential collisions
from xnew to xnearest with the obstacle spaceXobs. If the path is collision free, the algorithm
proceeds to the rewiring process. The function Near collects the set of states that lie in
the circle ‖xnew − xnearest‖ ≤ W(log #s/#s)1/(=+1) , where W ∈ R+ is the connection radius
for the rewiring process, #s is the number of samples, and = is the state space dimension
[224]. The function Line connects the nearest state xnearest to the new state xnew with a
straight line. The subroutine Parent identifies a parent state xmin and a corresponding
cost-to-go 2min from any state in the near set -near to the new state xnew. Next, the new
state xnew is added to the set of nodes + and the new edge connecting the parent state
xmin with the new state xnew to the set of edges � . The Rewire function indicates the path
with minimum cost, by adding or discarding edges between states in the near set -near
accordingly. After evaluating #s number of samples, the process terminates and returns
the graph G(+, �).
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6.4.4 Local Replanning

The final phase of the task consists of placing the peg exactly above the hole. That is
a challenging task, as the exact location of the hole is not known a priori. To this end,
we exploit the perception system throughout the task execution to estimate the exact
location of the hole. Then, we set the location of the hole as the final goal. Next, the local
replanning framework is employed to modify the path tail according to the final goal.
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Figure 6.3: The space of the global path is compressed to a sufficiently small subspace that
allows the implementation of the RRT★ in real time. The computed subspace on the right
side of the figure is the relative complement of the obstacle space in the circular space.
The geometric center $ of the circular space is the center of the line, connecting xlocstart
and xfinalgoal . Additionally, xobserv denotes the first state at which the final goal is observed.
The dotted line denotes the part of the global trajectory that the system keeps following
until the replanned trajectory is executed.

The general process is illustrated in Figure 6.3. The robot starts at the initial start state
xinitstart and computes the global path c(xinitstart, xinitgoal). The initial goal state x

init
goal is selected

from one of the demonstration goal states. Through the task execution, the perception
system seeks to observe the final goal state of the hole xfinalgoal in real time. We name the
first state at which the final goal state is observed as xobserv. The corresponding traversed
path from the initial start state to the observation state is shown with a blue dashed line
in Figure 6.3. Since the RRT★ is computationally demanding, we provide sufficient time
for the replanning computation, by assigning as the local replanning start state xlocstart a
future state after the observation of the hole. The traversed path from xobserv up to the xlocstart

follows the global path and is indicated with blue dotted line in Figure 6.3. We condense
the original space by defining a circular subspace Xloc

circle B {x ∈ Xfree | ‖x −$‖
2 ≤ A2},

based on the local replanning start state and the final goal state $ = (xlocstart + xfinalgoal)/2
and with radius A = ‖xlocstart − xfinalgoal ‖, i.e. the geometric center of xlocstart and xfinalgoal . Next, the
local free subspace Xloc

free is produced as the relative complement of the obstacle space
in the circular subspace Xloc

free = X
loc
circle\Xobs, as shown in the right part of Figure 6.3.
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The completeness of the RRT★ in the local free subspace is assessed with topological
connectedness tools [219]-(Lemma 3). The resulted local free subspace is sufficiently
small to allow for the computation of the local path in real time. Lastly, provided the local
start state xlocstart and the final goal state xfinalgoal we execute the RRT

★ algorithm in the Xloc
free

to obtain a new path c(xlocstart, xfinalgoal).
To verify that the peg-in-hole task is completed, the system exploits the adaptive

nature of the utilized gripper. After arriving to the final goal state, the end-effector
executes a “Z” motion in the estimated hole plane, while tracking the object pose with
respect to the camera frame. This final alignment motion can also compensate for minor
hole estimation inaccuracies. When the object is detected within the hole edges, the task
execution is considered successful.

6.5 Results and Discussion

To validate the implemented system experimentally, a group of five able-bodied subjects
(male, ages: 26 ± 1) was instructed to demonstrate the peg-in-hole task using three
different approaches: pendant-based teaching, kinesthetic teaching, and dataglove-based
teleoperation. The pendant-based method served as a comparison baseline, utilising the
translation and rotation jog interface on the robot control box to guide the end-effector to
the desired position. The demonstrations obtained through teleoperation and kinesthetic
teachingwere examinedwith- andwithout path optimisation and local replanning enabled.
For each experiment, the sample was placed in a pre-defined initial position on a tray
adjacent to the experimental platform. Only demonstrations that resulted in the successful
execution of the assembly task have been considered for comparison and optimisation.
After completing the teaching experiments, subjects were instructed to complete a survey
asking them to evaluate the three demonstration approaches. The study has received the
approval of theUniversity of AucklandHuman Participants Ethics Committee (UAHPEC)
with the reference number #019043. Prior to the study, all subjects provided written and
informed consent to the experimental procedures.

Table 6.1: Average teaching time, ease-of-use score, and trajectory length comparison.

Teaching
Method

Teaching Time
[s]

Ease of Use
[0 − 10]

User
Trajectory
[m]

Optimised
Trajectory
[m]

Pendant 85.16 5.80 / /
Kinesthetic 22.15 1.00 1.02 0.81
Teleoperation 49.75 5.00 1.21 0.86
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The first stage of the system evaluation consisted of a comparison between the different
demonstration approaches in terms of teaching time and ease of use. For each subject and
demonstration approach, the teaching time was measured as the time between grasping
the object on the tray and releasing it after successful insertion. The ease of use was
obtained through the survey, where the subjects were asked to evaluate teaching difficulty
on a scale of 0 to 10 (0 being very easy and 10 being very difficult). The obtained average
teaching time and ease of use values for each demonstration approach are collected in
Table 6.1. The kinesthetic teaching approach has proven to be the fastest and most user
friendly among the three, with subjects completing the task nearly four times faster than
with the pendant. Even though teleoperation was reported to be very engaging, it was
rather difficult to use due to the necessary safety distance from the operated robot. It must
be noted, however, that the robot was not very large compared to the human user, which
contributed to the better kinesthetic teaching score. For bigger robots, the teleoperation
approach would likely be more appropriate from a safety and accessibility perspective.

The demonstrated and optimised object trajectories obtained through kinesthetic
teaching and teleoperation are presented in Figure 6.4, where a single pair of kinesthetic
teaching trajectories is isolated in subfigures (c) and (d) to allow for closer inspection.
Examining the figures, it is clear that the raw user paths are longer and contain jittery
motion that compromises execution efficiency. Such perturbations are particularly evident
closer to the goal, where the user needs to guide the robot end-effector (adaptive gripper)
with greater precision. Directly replaying a demonstration results in speed fluctuations
and rarely results in successful sample insertion due to grasping and positioning inac-
curacies. The teleoperated demonstration path lengths were on average 20% longer than
the kinesthetic demonstrations, as the users need significantly more time and alignment
effort in teleoperation due to the safety distance and decreased visibility. The optimised
trajectories, on the other hand, are much smoother. The local replanning (from point B
to point C, depicted in Figure 6.4) took on average less than 0.1 s due to the constrained
search space and introduced no delay in the overall task execution. The optimised kines-
thetic teaching and teleoperation trajectories were on average 20.3% and 28.9% shorter
than the demonstrations, respectively. Overall, the optimised trajectories were on average
26.4% shorter than the demonstrations across all teleoperation and kinesthetic teaching
trials. The experiments involving both the demonstrated and the optimised trajectories are
presented in the accompanying video, which is available in HD quality at the following
URL: www.newdexterity.org/skilltransfer

http://www.newdexterity.org/skilltransfer
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Figure 6.4: Comparison of object trajectories for (a) kinesthetic and teleoperated user
demonstrations, and (b) optimised trajectory executions of the corresponding demonstra-
tions. Subfigures (c) and (d) isolate a demonstrated and optimised trajectory obtained
through kinesthetic teaching. More precisely, subfigure (c) presents the full motion from
grasp to sample placement, and subfigure (d) focuses on the local replanning. In subfig-
ure (c), point A corresponds to the object grasping pose, point B to the initial pose for
local replanning, and point C represents the sample insertion/placement point. The sharp
rerouting of the optimised trajectory is due to the geometry of the obstacle space.

6.6 Conclusion

This chapter focused on combining programming by demonstrationwith path optimisation
and local replanning methods to facilitate a fast and intuitive execution of assembly tasks
requiring minimal user expertise and involvement. The framework can also be extended
to enhance task programming in service robotics. Two demonstration approaches were
developed, integrated into the framework, and compared: i) kinesthetic teaching and
ii) teleoperation based teaching. The two approaches have also been compared with the
classic, pendant based teaching. Both developedmethods employ a trajectory optimisation
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step that transforms the demonstrated robot trajectories with respect to the obstacle space
and the provided task specifications. The local replanning adjusts the optimised robot
path based on online feedback from the perception system, guaranteeing a collision-free
navigation and efficient task execution. The efficiency of the methods has been validated
with a series of experiments involving the execution of a complex assembly task with a
robot arm and gripper system. The different approaches have been evaluated in terms of
teaching time, ease of use, and path length.



Chapter 7

A Flexible Robotic Assembly System
Combining CAD Based
Localisation, Compliance Control,
and a Multi-Modal Gripper

This chapter explores skill transfer the context of process supervision, where the human
operator is involved only in the high-level process configuration phase. In this case,
the robot system is configured to perform low-level tasks autonomously, but relies on
the visual recognition and task sequencing skills of the human operator. Focusing on
robotic assembly, this chapter presents a flexible manufacturing system that combines
compliance control, CAD based localisation and a multi-modal gripper for fast and
efficient task programming. By extracting information from provided assembly CADdata,
the system is capable of rapid adaptation to arbitrary configurations of the manufacturing
taskwithout human involvement. The component types and categories in novel assemblies
can be easily identified through a Graphical User Interface (GUI), which also facilitates
task sequencing. The utilised active compliance control scheme compensates for minor
positioning errors and enables passive contact handling with appropriate force profiles.
Through a novel gripper design incorporating a parallel jaw element and a rotating
module (presented in Section 3.2.1), the system is able to tackle different assembly task
types without retooling. Placing first in the manufacturing track of the Robotic Grasping
and Manipulation Competition of the IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS) 2019, the system has been thoroughly validated.

105
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Figure 7.1: The developed flexible assembly system won the manufacturing track of the
Robotic Grasping and Manipulation Competition of IEEE IROS 2019 (Macau, China).

7.1 Introduction

Industrial robots have become a core component of modern manufacturing processes.
Particularly in the context of assembly tasks, such automation offers several advantages.
Automated assembly lines have the capacity to operate at considerably high speed, low-
ering production costs and increasing process efficiency. Due to the high repeatability of
robot systems, an appropriately configured production line can also reduce the amount of
faulty products. Another consideration is worker health and safety, as prolonged labour in
production lines increases the risk of work-related musculoskeletal disorders [225, 226].

Despite their exceptional run-time performance, the deployment and reconfiguration
of most existing robot systems still requires a significant amount of time and effort [147].
This is largely due to the inherent complexity of assembly operations involving contact-
rich object manipulation in constrained spaces, such as bolt screwing, tight fit insertions,
and cable routing. Furthermore, the success or failure of a particular task affects the sub-
sequent steps. To increase process robustness, most existing approaches use customised
jigs and fixtures that ensure repeatable positioning of individual parts. Frequently, such
adaptations escalate to dedicated end-effectors for different components and sub-tasks,
demanding elaborate gripper replacement procedures during execution. Although these
methods increase process stability, they are specific to particular component types and
assembly layouts. This introduces additional development delays with every change of
the underlying task requirements, further reducing the overall system agility1.

1The majority of this chapter is based on [104], © 2020, IEEE. Reprinted, with permission, from
Gal Gorjup, Geng Gao, Anany Dwivedi, and Minas Liarokapis, Combining Compliance Control, CAD
Based Localization, and a Multi-Modal Gripper for Rapid and Robust Programming of Assembly Tasks,
Proceedings of the IEEE International Conference on Intelligent Robots and Systems (IROS), 2020.
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Assembly system flexibility is becoming progressively more important as manufac-
turing trends move away from production in large series to accommodate for the fast pace
of innovation and rapidly changing market demands [3]. For smaller enterprises, the time
and effort associated with the setup and reconfiguration of robotic systems are not the only
factors limiting their adoption. Often, the level of robotics expertise in such businesses
is limited, raising a demand for systems that are not only agile in terms of adaptation
capability, but also easy to configure. To challenge global research and encourage novel
ideas, pioneers in the field organise challenges that test the flexibility and robustness of
novel systems in various manufacturing tasks [227, 228].

7.2 Background

Rising product demands and labour costs have led researchers to explore robotic assembly
automation for improving the task efficiency while maintaining product quality [229]. To
evaluate the capabilities of developed systems, a number of benchmarking procedures
and performance metrics that rely on standardized task boards have been proposed [230,
231]. In many aspects, such task boards can accurately represent a real-world assembly
problem, as they are designed to contain several classes of different assembly sub-tasks.
The board-based benchmarks consider important factors such as the size and symmetry
of parts, tool usage, mechanical resistance, mechanical fastening, visual and physical
obstruction, etc.

The default approach used in industry to program a robotic system is the teach and
playback method, as discussed in Chapter 2. In the teaching phase, users may utilise
teaching pendants, joysticks, or the gravity compensation mode for kinesthetic teaching
[232] to guide the robots along the desired trajectories. During teaching, the robot joint
values are recorded and later replayed through the controller to execute the desired task
[233, 23]. While this method is fast and easy to apply for simpler tasks, it lacks flexibility
and reusability. A small change in the manufactured product may require retraining of
the whole assembly process, which is tedious and time consuming for tasks of higher
complexity. To increase system flexibility, the recorded robot motions can be used by
various learning algorithms [17], although their performance depends on user skill and
the complexity of the task. Moreover, during teaching, the user may be exposed to the
dangerous factory environment and the robot can not be used in production.

To increase system flexibility in the manufacturing tasks, vision based methods can be
used to detect and localise objects of interest. Such systems can be expanded to recognise
new objects, allowing the system to adapt to the changing manufacturing environment.
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They can either use an image database of the objects or a well defined geometric model
to support detection and tracking [234, 235]. Vision based servoing can also be used
for autonomous end-effector alignment in Cartesian space [236]. This methodology can
remove the robot programmer from the factory floor during system configuration. The
main weakness of vision based methods is their sensitivity to environmental lighting and
occlusion. Some object detectionmodels may also require a large image training database,
leading to longer setup times.

Computer Aided Design (CAD) represents a core visualisation and simulation com-
ponent in most modern product development workflows. Nearly all products suited for
automated assembly are therefore accompanied by a collection of CAD files precisely de-
scribing the component geometry and positioning. Despite their availability, these models
are rarely used to enhance the flexibility of manufacturing systems. The CAD files can be
employed to drastically increase the rate of system adaptation to novel products, with the
extracted information utilised in applications ranging from basic component localisation
to automated planning of complete assembly processes [237]. Additionally, motion plans
obtained through CAD-based approaches may be used to enhance the performance and
training speed of various reinforcement learning approaches [238]. Component CAD
models can also be used to generate stable pose candidates through simulation, boosting
the perception system’s efficiency [239]. Methods relying on CAD data are thus showing
great potential for increasing assembly system flexibility, particularly when combined
with established teaching methods [240].

Amajor concern inmanufacturing are errors associatedwith partmisalignment during
grasping and assembly, which are caused by positioning or pose estimation uncertainty.
Failing to compensate for such errors may result in large contact forces which can damage
the robot or assembly components. To overcome these issues and make up for perception
uncertainty, many existing approaches utilise active compliance and force control [241,
232]. The other approach for minimising positioning uncertainty is through customised
jigs, fixtures, and dedicated grippers [240], at the cost of longer reconfiguration time.
Particularly for assembly operations involving diverse task classes, frequent retooling
introduces significant delays. This can be bypassed by employing versatile systems. Such
general-purpose designs were proposed in [234], where the authors utilised two robot
arms; one equipped with a pinching gripper, and the other with a rotary gripper. A multi-
modal end-effector integrating a suction module and a parallel-jaw element was also
effectively employed in the Amazon Picking Challenge [242].
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Figure 7.2: The task board incorporates four task classes: 1. Fastener Threading, 2.
Insertions, 3. Wire Routing, and 4. Belt Threading and Tensioning. During disassembly,
removed components are placed into the kit tray. For assembly, the fasteners are initially
arranged in the fastener rack, while the rest of the components lie on the kit layout.

7.3 Manufacturing Track

The task specifications for the manufacturing track of the Robotic Grasping and Ma-
nipulation Competition of the IEEE IROS 2019 was defined by the National Institute
on Standards and Technology (NIST) [243]. The track was composed of assembly and
disassembly operations performed on a dedicated task board that incorporated four repre-
sentative classes of industrial assembly tasks (Figure 7.2). The Fastener Threading class
consisted of 18 standard socket cap screws with size M4, M6, and M8, threaded into
holes on the task board. The Insertions class consisted of four different-sized pegs (2x
round, 2x square), two meshing gears, a BNC connector, an RJ45 connector, and a USB
connector. The Wire Routing class consisted of a USB cable routed around two vertical
pins, through two brackets, and plugged into its respective slot (as part of the Insertions
class). The Belt Threading and Tensioning class consisted of an elastic belt tensioned
on two pulleys. The class components were randomly positioned within their respective
quadrants. The task board, kit tray, and fastener rack were fixed on a rigid table surface.
Participants were able to obtain a practice board and associated CAD files ahead of time,
but the final component locations on the task board and kit layout were undisclosed until
the start of the official competition.

Scoring was point based, with the disassembly operation worth half as many points
as assembly. In disassembly, each component that was removed from the fully assembled
board and placed into the kit tray was worth the same amount of points. The exception
was the cable, where marks were assigned based on each successfully completed bracket.
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In assembly, the belt and Insertions components were initially placed on the kit layout,
the fasteners were arranged in the fastener rack, and the USB cable was unrouted. The
four task classes were worth roughly the same amount of points, with additional marks
obtained for picking and placing components on the board.

The total time available for the competition was 120 min (40 min for disassembly and
80 min for assembly). At time 0, the participants received a new, unseen configuration
of the task board and kit layout, along with the associated CAD files. To encourage
development of flexible systems, the allotted time included the time required for adapting
the system to the new task board, as well as for executing the assembly and disassembly
operations. After starting autonomous operation, no manual intervention or tool changes
were allowed. The participants could choose to restart the assembly or disassembly
operation at any point, losing all secured points for that task and resetting the board. Fully
completing either the disassembly or the assembly task within the allocated time was
worth additional marks.

7.4 Designs and Methods

Figure 7.3: Framework architecture of the developed flexible assembly system.

An overview of the developed framework structure is presented in Figure 7.3. The
framework is implemented within ROS [32], which provides the necessary communica-
tion, testing, and visualisation utilities. TheCAD Interfacemodule interprets the provided
CAD data of the assembly, extracting component positions, orientations, and collision
models. The component types and categories are assigned through the GUI, which also
allows the user to define the preferred component assembly sequence. The Perception
module processes RGB video data obtained from the Intel RealSense Depth Camera
(model D435), performing detection and pose estimation of the ArUco markers [186]
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detected in the image. The system was designed to accommodate a depth camera in order
to support future extensions that might require 3D data, although a standard RGB camera
suffices in this setting. The Arm Control group handles planning and control of a UR5
serial manipulator, equipped with a Robotiq FT 300 force torque sensor. The group relies
on theMoveIt [159] motion planning environment, which produces arm trajectories based
on the desired goal poses and the collision space extracted from CAD. The Compliance
Controller executes and adjusts arm trajectories with respect to detected end-effector
forces and compliance parameters. The framework relies on the multi-modal gripper pre-
sented in Section 3.2.1, which is controlled through a custom Gripper Interface offering
command inputs for the desired grasp type, effort and offset. The Assembly Master mod-
ule represents the central component of the framework, handling process state control
and subsystem synchronisation. Depending on component type, the main module calls
upon task execution subroutines that rely on part poses extracted by the CAD Interface
and ordered with respect to user preferences obtained from the GUI.

7.4.1 CAD Localisation

A core feature of an effective flexible assembly system is rapid adaptation to different
component types and variations in their positioning. The first step in a conventional
assembly procedure is thus obtaining this information and feeding it into the system,
which can take a considerable amount of time, depending on the method. Since all
modern product development workflows rely on CAD for visualisation and simulation,
the developed system utilises available models to instantaneously extract ground truth
goal pose data for each part. In addition to the component poses, the CAD files offer
geometric data that can be efficiently employed in the collision checking routines of the
path planning module. The CAD Interface module of the framework was designed to
accept assembly CADmodels in the STEP file format defined by the ISO 10303 standard.
The format is awidely accepted 3Dobject and assembly encoding scheme that is supported
by most commercial and open source CAD applications. The developed interface extracts
origins of assembly components associated with a set of defined labels, encouraging a
synergistic collaboration between product modelling and assembly design. An example
assembly setup with component poses and geometries extracted from practice CAD files
is presented in Figure 7.4.
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Figure 7.4: Assembly component poses and geometries extracted from the practice CAD
files and imported into the RViz visualisation environment.

7.4.2 Graphical User Interface

The GUI (presented in Figure 7.5) was designed to facilitate the assembly process config-
uration. It allows the user to associate components in the CAD file to their respective types
and categories, select which parts will be assembled, and define the assembly sequence.
The GUI consists of three different windows, namely: i) Assembler GUI, ii) Component
Enable/Disable, and iii) Visualiser.

The Assembler GUI consists of three lists. The first list (left) shows the name of all
the components loaded from the CAD. The second list (middle) displays the different
component categories, while the third list (right) has the different component types in
a particular component category. When a component is selected on the left list, its
corresponding geometric model is highlighted in the visualiser. If the component is not
already linked with a category and type, the user can create the relation by selecting the
appropriate values and update the database by clicking the Update Component Relation
button. The Assembler GUI also allows the user to define the component assembly
sequence. This can be done by reordering the component category and type lists using
the Move Up and Move Down buttons.

The Component Enable/Disable window allows the user to disable certain compo-
nents that should not be assembled or disassembled. This window consists of two lists,
where the left list shows all the components that are enabled, while the right list shows the
disabled components. Multiple components can be selected from either list and moved to
the other side by clicking the appropriate arrow button.
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Figure 7.5: The GUI that allows for assembly/disassembly task configuration. The inter-
face has three components (Assembler GUI, Component Enable/Disable, and Visualiser).
The components selected in the Assembler GUI are highlighted in blue, the components
enabled for assembly or disassembly tasks are highlighted in green, while the disabled
components are highlighted in red.

The Visualiser allows the user to load and view arbitrary CAD assemblies. It provides
the zoom, tilt, and pan capabilities, allowing the user to inspect the models in detail. All
enabled components are highlighted in green, disabled components are highlighted in
red, while the current selection in the Assembler GUI is highlighted in blue.

7.4.3 Pose Calibration

The component poses extracted from CAD data are all obtained in reference to the origin
of the 3D model of the task board assembly. Before starting the manufacturing process,
the assembly origin must be identified in the global frame, with respect to the robot
platform. The developed framework supports two calibration methods for placing the
task board and components into the global reference frame. The first approach utilises
the end-effector camera to estimate the poses of fiducial markers mounted on the main
assembly components (e.g., fastener rack in Figure 7.2). The marker pose estimates for
each major component are appropriately offset to coincide with the model origin and they
are averaged to increase accuracy of the result. The advantage of thismethod is its speed, as
the robot only needs to have the components in view to perform the calibration. However,
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the resulting estimate quality depends on the accuracy of hand-eye calibration, marker
placement, and depth estimation from the 2D images. The second, kinesthetic calibration
approach requires the user to physically guide the robot in gravity compensation mode
and mark key positions with the rotary module of the gripper. The captured key positions
(e.g., the corners of the task board) are then used to construct the full component pose with
respect to the global reference frame. This method is slower and requires more human
involvement, but produces results with higher accuracy as it relies only on the forward
kinematics of the robot.

7.4.4 Active Compliance

In general, the component poses are estimated with a certain amount of error, especially
if the calibration result is sub-optimal. To compensate for this, an active compliance
control scheme for the robot arm was integrated into the platform. The scheme is based
on a compliance controller [206], built within the ROS Control [103] framework. The
controller adjusts the robot end-effector velocity based on force/torque data recorded with
the FT 300 sensor mounted on the wrist, as discussed in the Generalised Contact Control
Framework in [207]. The velocity adjustment is computed for each end-effector degree
of freedom separately and supports selective compliance in different axes. Adjusted end-
effector velocity values are converted to joint velocities using the arm Jacobian and they
are passed to the low-level robot controllers. The stiffness and damping parameters can be
adjusted online, which enables indirect control over force and torque profiles acting on, or
exerted by the gripper. The stiffness parameter corresponds to the end-effector resistance
against external forces, while the damping parameter influences the response rate. The
velocity adjustments of the compliance controller can be performed while following a
trajectory, which affects the final goal pose. This behaviour can be effectively exploited in
disassembly, especiallywhen grasping fixed objects such as pegs or plugged-in connectors
with position uncertainty. Even if the end-effector is off by several millimetres, the arm
compliance will passively align the gripper while it is closing. The same mechanism can
be employed for hole alignment in peg or screw assembly. Starting at the initial, uncertain
hole pose estimate, a simple spiral search motion is executed until the part locks against
the hole edges and prevents further end-effector motion.

7.4.5 Assembly Master

The central module of the framework, the Assembly Master, handles process state control
and execution by interfacing with its peripheral modules. Upon system initialisation,
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it checks for a valid global pose calibration of the CAD models (Section 7.4.3) and
constructs the obstacle space. For each part to be assembled, the CAD Interface provides
a pose with respect to the assembly origin, which is then transformed into the global
reference frame. This is performed for the part’s initial pose in the kit layout or bolt rack,
as well as for its goal pose in the task board. Upon obtaining the relevant information,
the central module loads the appropriate subroutine from the Task group, which depends
on the part type. Each subroutine contains an execution strategy for its particular part
type, generally involving grasping, alignment, assembly, and releasing. The strategies
adapt to the extracted part poses, which means that the same subroutine can be used
for assembling several components of similar type. The task subroutines can handle the
peripheral interfaces, allowing them to directly control the hardware, change compliance
parameters, and request additional information from the CAD models.

7.5 Results

This section presents the official results from the manufacturing track of the Robotic
Grasping and Manipulation Competition of the IEEE IROS 2019. The teams were given
120 minutes to program and perform the complete assembly and disassembly sequences,
using an unseen configuration of the task board and kit layout revealed at time 0. Due to
technical difficulties, all teams were given a 20 minute extension in the assembly task,
and a 40 minute extension to attempt disassembly again, with the condition of losing their
previous disassembly score. Once properly configured, the system performed very well,
placing first in the competition. The results are reported in Table 7.1, where the number
of successfully assembled or disassembled components is presented with respect to the
total number of components in the task class. Highlights of the competition assembly and
disassembly processes are presented in Figure 7.6, as well as in the accompanying video,
which is available in HD quality at the following URL:

www.newdexterity.org/irosrgmc

For the assembly task, the global poses of the task board, kit layout, and bolt rack
were identified with the kinesthetic pose calibration approach. The task was started three
times in total, as the first two attempts were cancelled in order to improve calibration
accuracy. The Placement column in Table 7.1 presents the number of components that
were successfully picked up and placed on the task board, while the Assembled column
presents the number of components that were successfully assembled. Belt fastening was
attempted first. Although the component was successfully picked up and brought to the

http://www.newdexterity.org/irosrgmc
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Table 7.1: Competition score based on the number of assembled and disassembled com-
ponents.

Class
Assembly Disassembly

Placement Assembled Removed Placed in Tray

Threading Fasteners 16 / 18 13 / 18 Not Attempted Not Attempted

Insertions 6 / 9 4 / 9 8 / 9 8 / 9

Wire Routing Not Attempted Not Attempted 4 / 4 1 / 1*

Belt Fastening 1 / 1* 0 / 1 1 / 1 1 / 1

correct position, belt assembly was not successful. Since it was partially executed in one
of the cancelled trials, belt positioning was not counted in the final score2. The final
assembly trial was started with the insertion class, where three of the larger pegs and the
BNC connector were successfully assembled. The two gears were brought to the correct
goal position, but were not properly seated. After insertions, nearly all fasteners were
successfully positioned, with 13 of them threaded and 10 fully seated. Even though the
rotary module was operating at maximum speed, the fastener threading task took over 30
minutes. Due to the time limit, wire routing was not attempted during the competition.

For the disassembly task, the global pose of the task board was obtained through
kinesthetic calibration, while the pose of the kit tray was obtained through the marker-
based calibration approach. In Table 7.1, the Removed column presents the number of
components that were successfully removed from the task board, while the Placed in
Tray column presents the number of components that were successfully placed into the
kit tray. Wire routing was attempted first, and the USB cable was successfully unplugged
and unhooked from all four brackets. The USB connector was also placed into the kit
tray, although that was not required and did not contribute to the competition score. After
that, the belt was successfully removed and placed into the tray. From the insertion class,
all components except the RJ45 connector were successfully disassembled and placed
into the kit tray. Upon starting with fastener disassembly, the robot control hardware shut
down completely and remained unresponsive for the rest of the competition, possibly due
to a power surge or grid overload in the venue. Because of this outage, unfortunately, the
straightforward fastener disassembly was not attempted during the competition.

2Results with asterisk are not counted in the final score in Table 7.1
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Figure 7.6: The proposed system performing: (a) BNC connector assembly, (b) fastener
threading, (c) cable disassembly, and (d) belt disassembly during the IEEE IROS 2019
Robotic Grasping and Manipulation Competition.

7.6 Discussion

Even though the developed system performed well in the competition, there are several
aspects of the approach that can be improved. In its current state, the system only uses
the CAD interface for component pose extraction and relies on the user to configure
the assembly procedure. This means that the framework can be rapidly adapted to ac-
commodate similar tasks of the same class, such as threading new types of fasteners, by
updating the fastener names, targets, and offsets in the rack. Updating the framework for
a completely new class of tasks (e.g., sliding insertions), would take more time because
new task subroutines would have to be prepared. In the current state of the framework,
preparing new task subroutines still requires an expert, but expanding the GUI with new
functionality could potentially allow any user to define the paths and forces required.
For even higher framework flexibility, the available 3D model data could be used for
autonomous synthesis of the assembly process.
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The overall framework functionality can also be enhanced in several aspects. The
implemented calibration procedures, for instance, have proven to be reliable, but they
were not able to produce results with exceptional accuracy due to sensor or human
calibration errors. A possible solution could be a continuous calibration, where the
system starts with an initial estimate that is gradually refined during task execution.
This approach would be appropriate for the marker-based calibration, where the estimate
could be refined whenever the markers are in view. The solution may also be applied in
disassembly, where a calibration sample could be taken whenever the gripper passively
aligns to a fixed grasped component (peg or connector) due to the system compliance. To
facilitate adaptation to novel assembly tasks and surprise parts, an intuitive kinesthetic
programming approach could be incorporated into the framework. The system could also
be expanded to support multiple arms, which would facilitate part re-grasping and speed
up the assembly process.

7.7 Conclusion

This chapter presented a flexible manufacturing system that allows for fast and robust
programming of assembly tasks. Relying on CAD file processing to extract component
poses and geometries, the developed system can adapt to arbitrary task configurations
with minimal human involvement. The component categories and assembly sequence are
defined through a Graphical User Interface (GUI), which also provides a visualisation of
the assembly. Minor errors in positioning and calibration are compensated through arm
and gripper compliance, which enables the system to self-align during task execution.
The utilised gripper supports three different grasping primitives by integrating a parallel-
jaw element and a rotary module, which maximise its versatility in executing different
manufacturing tasks. The proposed system was successfully validated by winning an
international grasping and manipulation competition. Based on the system performance,
possible improvements and future directions were discussed.



Chapter 8

Leveraging Human Perception in
Robot Grasping and Manipulation
through Crowdsourcing and
Gamification

This chapter focuses on harnessing skill from large groups of human participants, propos-
ing a crowdsourced attribute matching framework that leverages human perception to
support and improve the grasping and manipulation capabilities of autonomous robotic
platforms. The system encodes visual information into an engaging online puzzle game,
relying on the collective intelligence of players to identify the attributes of unknown
objects and images. The game employs a popular tile-matching format, where the players
connect images that share the same attributes. Correct matches make the connected tiles
disappear, awarding points to the player. A small fraction of unknown images are mixed
with known ones, which facilitates attribute identification through the game’s match-
ing mechanism. This is used to expand an initial object database and solve perception
problems in near real-time. The game interface is designed to challenge and entertain
the players, as opposed to traditional robotic crowdsourcing approaches such as [244] or
[245] that directly expose the robot context and often fail to intrinsicallymotivate the users
to participate without financial compensation. The developed interface also effectively
obfuscates the underlying robotic application to address any security and confidentiality
concerns. The framework was evaluated in two real-time, proof-of-concept applications:
i) enhancing the control of a wearable robotic exoskeleton glove for assisted manipulation
and ii) improving object identification for autonomous robot grasping.

119
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8.1 Introduction

Over the last decades, autonomous intelligent robotic systems have achieved notable
levels of speed, precision, and repeatability, surpassing human ability to execute a wide
range of tasks that involve some form of interaction with the environment. Despite the
significant progress in the robot grasping andmanipulation fields [246], humans still excel
in activities related to perception and reasoning due to the complexity, subjectivity, and
uncertainty involved in these processes [247]. In order for robots to better understand and
react to changes in their surroundings, they need environmental awareness and intelligent
reasoning. This is not yet feasible with traditional artificial intelligence methods, but can
be achieved by involving humans in the decision-making process1.

Recently, robotics researchers started utilising human intelligence through crowd-
sourcing to solve complex tasks, improving the capabilities of existing autonomous in-
telligent systems [18, 249, 250, 251, 252]. For instance, in [21], the authors propose a
system that employs online non-expert human crowds to cooperate with robots to segment
and label objects in 3D point clouds. Through the system, a single worker was able to
segment a scene with an average time of 89 seconds and a mean precision of 96%. With
a crowd of three workers, the segmentation time dropped to an average of 26.5 seconds,
with a decrease in precision of 15%. In [19], the authors explore the use of a crowd-based
navigation system to assist visually impaired people in navigating public spaces. Utilising
the system, a crowd of 11 participants was able to navigate artificially generated mazes in
times ranging from 3 to 4 minutes. The RoboTurk platform [20] employs crowdsourcing
to collect robot arm manipulation data for training reinforcement learning models. Rely-
ing on contracted workers, the platform was able to collect over 2200 demonstrations in
20 hours of system usage. In [253], the authors relied on the Amazon Mechanical Turk
crowdsourcing platform [254] to segment and annotate 3D scenes into labelled objects,
improving robot grasping. Response time and annotation quality on the Turk platform
depends on the payment, with rates exceeding 300 annotations per hour for an hourly
compensation of 1 USD at the time of the study [255].

Although crowdsourcing platforms are an effective way of solving complex reason-
ing problems through collective thinking, most of them lack crowd motivation, requiring
expensive incentives, such as rewards or payments for user participation [254]. An al-
ternative for increasing the participant engagement in problem-solving environments is

1The majority of this chapter is based on [248], © 2021, IEEE. Reprinted, with permission, from
Gal Gorjup, Lucas Gerez, and Minas Liarokapis, Enhancing Robot Perception in Grasping and Dexterous
Manipulation through Crowdsourcing and Gamification, IEEE International Conference on Robotics and
Automation (ICRA), 2021.
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to provide aesthetically pleasing, easy to learn, intellectually challenging interfaces that
entertain and motivate the user, such as gaming platforms. Every year, more than two
billion people spend a considerable amount of time daily playing games that test their
problem-solving skills in diverse scenarios [256]. The data collected through these ro-
bust, synchronised, and high-speed gaming networks can be used to deal with real-world
problems, even without players being aware of the process [257, 258, 259]. The NASA
Neural Multi-Modal Observation and Training Network (NeMO-Net) [258] and Foldit
[259] are examples of games that extract scientific outcomes and value through player
participation. In the first, players identify and classify coral reefs using satellite and drone
images, and the data is used to train a Convolutional Neural Network (CNN). The Foldit
online game is used to engage non-scientists in predicting complex protein structures.

There are several features that make the combination of gamification and crowdsourc-
ing frameworks specifically applicable to robotic contexts. Robots require sophisticated
perception that should be able to sense and understand dynamic and unstructured sur-
roundings to execute tasks with ease [260]. To accomplish this, the robotic and gaming
environments should share common parameters that are based on simulated real-life con-
ditions. In the gaming environment, human players can understand, evaluate, and respond
to these simulated conditions by altering their gameplay, improving robot performance
[261]. Such gamification schemes contribute towards a synergistic human-machine col-
laboration that improves and facilitates robotic problem-solving [262].

A previous work [263], proposes abstract foundations for a framework combining
gamification and crowdsourcing in a synergistic manner for robotics applications. The
work also introduces a standardized terminology for describing crowdsourcing techniques
in robotics. It discusses some implementation challenges and how gamification can con-
tribute to the cost-effectiveness, privacy, scalability, and ethical integrity considerations
of crowdsourcing. However, that work is purely theoretical and does not offer a solution
to any specific problem in robotics. Nevertheless, the abstract flow of information in
the gamified crowd computer concept served as a guideline in the development of the
framework proposed in this chapter.

8.2 Framework Design

A high-level diagram of the framework interacting with a group of clients is depicted in
Figure 8.1. The framework consists of three modules: a client managing a robot context,
the server handling client requests and generating game parameters, and a game that is
distributed to players for crowdsourcing. A client can also be a group of clients. Each
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Figure 8.1: Structure and flow of information within the proposed attribute matching
framework. The example client manages a Robot Context that relies on an Attribute
Classifier to characterise objects detected in the robot environment. Predictions of the
Attribute Classifier are assessed based on their confidence, and the client can request
assistance with labelling the low-confidence predictions. The Label Request passes to
the server, which synthesises Game Parameters by combining ground truth and received
data. The Game Parameters are passed to the Game Engine, which is accessible to the
users. The players create matches between the known and unknown images based on their
attributes. The matches are filtered and returned to the server, which aggregates them
to estimate the Attributes of the unknown images. The results are passed to the client,
which can use them directly in the Task Planner. When a label reaches high enough
confidence and number of matches, it becomes known / validated and is included in the
database, which can be utilized to re-train the classifier of the client. Icons were sourced
and modified from [264].

client is solving a task that requires the extraction of characteristics of objects that exist
in the robot’s environment and are captured through a vision-based system. Typically,
the client accomplishes that using a machine learning method (marked as Attribute
Classifier in Figure 8.1), which processes segmented scene images and outputs attribute
predictions with certain confidence values. If the prediction confidence is sufficiently
high for a particular object, the client needs no assistance and execution can continue
autonomously. However, when encountering predictions with low confidence or objects
that the classifier was not trained on, the Confidence Assessment module may submit
a Label Request to the framework and rely on the players to obtain an estimate of the
unknown object attribute. The Label Request contains an image of the object in the scene,
as well as its attribute group that describes what kind of attributes the players should
look for (e.g., stiffness and object class). The Server collects label requests from multiple
clients and uses them to construct parameter sets for game instances distributed to the
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Figure 8.2: Interface of the developed tile-matching game. The player matches adjacent
tiles based on the classes listed in the top right corner. To facilitate attribute recognition
of individual tiles, they can be enlarged in the tile inspection mode. If connected tiles
share the same attribute, they disappear and increase the player score. The number of
permitted matching errors per level is limited, which encourages the player to inspect the
tiles closely before matching. If players are stuck on a level, they can utilise boosters that
can either reload the board, shuffle the tiles, or remove a specific type of tile. The game is
compatible withWindows, Linux, Android, iOS, and HTML5 (can run in a web browser).

players. The game parameters include approved labels from the Attribute Database, as
well as a small fraction of unknown images sampled from the label requests. The Game
Engine encodes the received images into the developed tile-matching game presented in
Figure 8.2. In the game, players receive points for matching three or more tiles that share
the same attributes. The web interface offers a levelling system that unlocks in-game
rewards, as well as a leaderboard that increases competitiveness and motivation. The
players are incentivised to enlarge and closely inspect the tiles before matching, as the
level is lost after a number of matching errors. Every time an unlabelled tile is paired with
two or more tiles of the same type, the match is sent to the server. The server aggregates
matches received from all active game instances and updates the status of labels submitted
by the clients. Once a sufficiently large number of matches for a specific label is reached
and the crowd consensus exceeds a chosen confidence threshold, the label is approved and
included in the database for future use. Once the label is approved, the new information
(Attribute) is passed to the Task Planner for immediate use in generating robot commands.
The framework and game are available at: https://www.newdexterity.org/aispy

https://www.newdexterity.org/aispy
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The framework is very flexible on the client side and does not impose a specific
structure on their solution design. Depending on the task specifications, the clients can
choose to periodically re-train their Attribute Classifier on the growing database to im-
prove performance over time. In case re-training becomes computationally too expensive
as the database grows in size, clients may use only a limited subset of labels to train on.
They also have full control over the images they submit, and they are free to delete any of
their own labels to keep their database size under control. Apart from its effects on model
training, the knowledge acquired over time does not negatively impact the framework
performance and is limited only by the amount of available server storage. The frame-
work can only assign pre-defined attribute classes to new images, which means that the
initial client configuration does not get changed through crowd participation. Clients are
also free to choose how much trust they place in the prediction of their classifier. They
can use the proposed framework to verify only predictions with lower confidence, or they
can choose to employ both the framework and classifier for every prediction, in order to
establish an additional layer of verification. This behaviour may be controlled through
thresholds in the Confidence Assessment module.

8.2.1 Server Architecture

The server accepts label requests from clients, encodes them into game instances, and
interprets the results. It consists of three main components: the attribute database, the
client Application Programming Interface (API), and the game engine API. In addition,
it offers a simple website for user registration and access to the game.

For storing the user, image, and label data, a relational database type is employed.
Registered users can act as clients or players, opting in to link their identity to any images,
label requests, or matches submitted to the server. The database can be initialised with
an arbitrary number of image collections and ground truth labels. Each label contains an
image reference, bounding box, attribute group, attribute name, and confidence value. The
attribute group represents a high-level description of object attributes, such as “stiffness”
or “object class”. The matches submitted by players are stored in a separate table and
linked to their respective label requests. Once the number of matches for a particular label
exceeds the set threshold, the most common match is assigned as label attribute and the
label confidence is calculated as the ratio between the number of most common matches
and the total number of matches. A label request is accepted as ground truth when the
number of matches reaches a certain threshold and its confidence value exceeds 95%.
These values can be adjusted according to the client and task specifications.
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On the client side, the server allows for label submission and querying through the
Hypertext Transfer Protocol (HTTP). The clients are able to submit label requests paired
with new images, or in reference to existing images stored on the server. After submission,
clients can receive updates for their label requests in terms of confidence and number
of matches. Clients may also withdraw any labels they submitted. On the game side,
the server offers an HTTP API for requesting tile textures and submitting matches with
unlabelled tiles. Upon request from a game instance, the server randomly selects one or
more active label requests, along with a number of ground truth labels from the same
attribute group. These are compiled into an atlas image and sent to the game instance,
along with the attribute names of ground truth labels, and the identities (ID) of the label
requests. When a valid match that includes an unknown image is submitted by the player,
the game sends an update containing the label ID and attribute name back to the server.

8.2.2 Game Interface

The game design was inspired by the addictive tile-matching genre of video games, where
players manipulate tiles in order to make them disappear according to a defined matching
criterion. In the game, the player is presented with an 8x10 grid of tiles overlaid with the
images received from the server, as depicted in Figure 8.2. Each tile is tagged with its
corresponding attribute name if the image is known, or a label request ID if the image is
unknown. The player can highlight a chain of three or more adjacent tiles which disappear
if their attributesmatch. Amatch is also accepted if the tile chain includes known tiles with
the same attribute and a single unlabelled tile. In this case, the game submits to the server
a match that links the unlabelled tile with the common attribute of the rest of the chain.
To authenticate their matches, users are required to input their credentials before starting
the game. For completing a level, the player must reach a target score by performing
successful matches. The number of permitted matching errors per level is limited, which
motivates the players to inspect the tiles closely before creating a match. To facilitate
this, the player can enlarge any tile in inspection mode, which is particularly valuable for
mobile devices. To help players identify matching tiles, the list of relevant attributes is
displayed in the top right corner of the game interface. The players are also motivated
through a levelling system and an online leaderboard. Upon levelling up, helpful boosters
such as “shuffle” and “reload” are unlocked to prevent players from getting stuck. Early
levels in the game are configured to contain only known tiles in order to train new players
and familiarise them with the game mechanics. Higher levels require a higher score to
complete, and permit a lower number of matching errors. The game can be exported for
Windows, Linux, Android, iOS, or HTML5 to run in a web browser.
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8.2.3 Security

In order to ensure responsive gameplay, the game runs fully on the user’s device. This
presents a security risk, since individuals with malicious intent might abuse the game-
server communication to submit artificial matches and sabotage the labelling system.
To prevent this, all critical communication with the server, such as matching and level
completion, must be accompanied by what we call a Proof of Play. The server provides
each game instance with a random seed that is used to populate and refill the tile grid.
This is a method of cheating detection [265], where the secure server provides each game
instance with a random seed that is used to populate and refill the tile grid. Proof of Play
includes this seed, and the sequence of player actions leading to the current game state.
Before accepting any request from a game, the server can therefore check the player’s
actions and verify that the game was actually played. This drastically reduces the risk of
system exploitation and provides added security to the client applications.

8.3 Matching Rate Estimation

Performance of the framework from a client’s perspective can be characterised through
the time required to resolve a submitted label request. Assuming a constant matching rate
of individual players, the expected number of matches per submitted label < over time C
can be estimated by:

< =
2< · ? · 06
3 · ; · 0C

· C, (8.1)

where 2< is the matching constant, ? is the number of active players, 06 is the number
of attributes sampled in each game instance, 0C is the total number of attributes in the
attribute group, ; is the number of active labels, and 3 is the matching difficulty. The
matching constant 2< is static for a given game format, and can be estimated from live
game data by monitoring and/or varying the other parameters. The role of ? and ; is
intuitive; a higher number of players increases the matching rate, while a higher number
of candidate labels decreases it. The ratio between 06 and 0C represents the matching
capacity; if a given attribute group contains more attributes than a single game instance
can contain, there is only a 06/0C chance that the unknown label can be matched with
its true class. In other words, a randomly sampled attribute group with dozens of classes
will produce only a handful of cases in which the unlabelled images are mixed with
known images that share the same attribute. Finally, the matching difficulty 3 is defined
in terms of similarity between objects (images) with different attributes. In this setting, the
measure of similarity was based on object super-categories of the COCO dataset [266].
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For instance, matching between images that all belong to a single super-category (e.g.,
fork, knife, spoon) is more difficult than matching between diverse super-categories (e.g.,
orange, tv, teddy bear). The matching difficulty was therefore defined as:

3 =
06

E
[
B6

] , (8.2)

where E
[
B6

]
represents the expected number of different super-categories in a game

instance B6. This is obtained by:

E
[
B6

]
=

06∑
8=1

8 · P
(
B6 = 8 | 06

)
, (8.3)

where P
(
B6 = 8 | 06

)
represents the probability of sampling 8 super-categories in a game

instance, given the sample size of 06. This can be calculated as the ratio between possible
samples that contain 8 super-categories and all possible sampling combinations:

P
(
B6 = 8 | 06

)
=

[
G06 H8

]
� (G, H)(0C
06

) . (8.4)

Here, � (G, H) is a bivariate generating function of the form � (G, H) = ∑
<,=>0 6<,=G

<H=,
while [G<H=] � (G, H) refers to coefficient 6<,= of� (G, H). The expression

(0C
06

)
represents

all possible combinations of sampling 06 attributes from a total of 0C , computed through a
binomial coefficient. The generating function� (G, H) is constructed to have the G variable
tracking the number of sampled attributes, and H tracking the number of super-categories:

� (G, H) =
|( |∏
8=1

©«1 +
B8∑
9=1

(
B8

9

)
· G 9 Hª®¬ , (8.5)

where ( is the set of all super-categories in the attribute group, with |( | 6 0C , and B8 is
the number of attributes belonging to the 8-th super-category of set (.

8.4 Evaluation Methods

This section presents the experimental setup and methods for evaluating the attribute
matching performance of the proposed framework, as well as the apparatus and methods
for the two proof-of-concept applications.
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8.4.1 Attribute Matching

In the first stage of experiments, the attribute matching capability of the proposed frame-
work was evaluated in terms of labelling accuracy and matching rate. For this purpose,
the system was deployed on a local network, accessible to a subject group of 25 players.
After registering with the game server, the players were given a brief introduction to the
game mechanics, as well as some time to practice. The game was configured to receive
5 random attribute classes with 5 different images per class, plus an additional two unla-
belled validation images. The chosen attribute group for the evaluation experiments was
“object type”, which corresponds to a traditional object classification problem. Object
images were sourced from the COCO database [266], in particular from the 2017 training
set. The experimental evaluation consisted of multiple runs, where the seed database
of the framework was initialised with 5, 10, and 15 randomly selected attribute classes
(object types). In each run, a group of 2 and 5 validation images were submitted to the
framework for labelling. For each validation image set, the number of matches and the
label confidence for each image was monitored over a time period of 10 min, with 25
users playing simultaneously. The recorded data was also used to estimate the matching
constant 2<.

8.4.2 Classification Confidence Interval Estimation

In order to evaluate the proposed framework, the results obtained during the object
classification experiments with the robotic exoskeleton glove and the intelligent robotic
platform require an estimation of their classification confidence. The confidence intervals
for binary classification can be estimated through a number ofmethods, where the simplest
and most common approach relies on approximating the error with a standard normal
distribution. However, this approach has been shown to perform poorly, especially with
small sample sizes and in cases where the expected success proportions are close to 0 or
1 [267]. Since some samples obtained through the framework are likely to fall into the
above categories, the confidence intervals are estimated through the method introduced
by Wilson [268], which offers better performance in corner cases. For proportion ?, the
Wilson confidence interval is defined as follows:

F− < ? < F+ (8.6)
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The lower limit F− and upper limit F+ of the interval for confidence U can be obtained
through:

F−, F+ =
1

1 +
I2
U/2
=

(
?̂ +

I2
U/2
2=

)
± 1

1 +
I2
U/2
=

√
?̂ (1 − ?̂)

=
+
I2
U/2

4=2 (8.7)

Where ?̂ is the observed success proportion, = is the number of matches, and IU/2 is
the z-score for which the area of U/2 is found under the normal curve. The classification
interval calculation for a high level of confidence (95%) gives an estimate of the reliability
of the framework results for a group of players.

8.4.3 Enhancing the Control of a Wearable Robotic Exoskeleton Glove

The first application focused on utilising the framework for enhancing the control of a
wearable, soft robotic exoskeleton glove for assisted manipulation in a food preparation
task. In the experiment, the exoskeleton glove developed by the New Dexterity research
group was employed (presented in Section 3.3). A small camera (Raspberry Pi Camera
Module V2, Raspberry Pi Foundation, UK) was mounted on the palm of the robotic ex-
oskeleton glove to capture images for the object tracking algorithm during task execution,
as presented in Figure 8.3.

The kitchen is one of the most complex environments for robots in terms of control
complexity when attempting to grasp and manipulate objects. The variety of object
shapes, textures, and materials make such robot-assisted tasks still a challenge for the
current exoskeleton glove devices [270, 271]. For this reason, this experiment consisted
of executing force-controlled, cooking-related tasks with the assistance of the exoskeleton
glove. A ground truth database of 100 common kitchen object images was constructed
and labelled to initialise the server. The images were labelled as “soft”, “medium”, or
“hard” within the “stiffness” attribute group. Since the seed database was very small, it
was not possible to train an attribute classifier that relies only on traditional Machine
Learning methods in order to reliably estimate the stiffness of completely new objects.
Such issues with training set size are common in robotic applications, reinforcing the
need for solutions based on gamification and crowdsourcing.

In the experiment, a set of common kitchen objects was placed on a table and the
user was equipped with the exoskeleton glove. Initially, the glove was pointed to the
table so that the camera could capture all the objects in its field of view. The object
bounding boxes were segmented from the video frames by first applying the Canny
edge detector [272], dilating the result, extracting closed contours [273] and finding
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Figure 8.3: Information flow in the exoskeleton glove control enhancement experiment.
The camera mounted on the exoskeleton glove captures the scene image, where object
bounding boxes are detected through edge detection and contour extraction. The unknown
object images are submitted for labelling to the server, within the “stiffness” attribute
group. The server generates game instances where the players connect objects that share
the same stiffness attribute (“soft”, “medium”, “hard”). Player matches are aggregated
and the assigned stiffness attributes of unknown objects are returned to the glove. As the
glove gets pre-positioned above an object, the object image is linked to the labelled results
by comparing its ORB [269] descriptors. When the user attempts to grasp an object and
occludes the palm camera, the glove triggers a grasp that exerts an appropriate amount of
force on the object, with respect to its stiffness.

their bounding rectangles. Since no trained attribute classifier was available for this task,
all extracted objects were sent to the game server for labelling. The participants who
played the game thus received the unknown object images from the glove environment as
additional tiles in the game, which they connected with the ground-truth tiles to identify
their stiffness. The glove wearer waited until all submitted label requests for unknown
object stiffness were classified with at least 3 matches. As the glove moved across the
scene, the bounding box closest to the centre of the video frame was considered to be
the target object for grasping. To find which object corresponds to the central bounding
box, ORB keypoints and descriptors [269] were extracted from the central bounding box
and the initial images labelled by the framework. The central bounding box in the live
feed was thus linked to the object with the highest number of descriptor matches. When
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the wearer attempted to grasp an object by touching it with the palm, the camera view
got occluded, shading the image. The relative image brightness was thus used to trigger
the grasp. With the stiffness of the grasped object known, the glove was able to apply
the ideal amount of force to successfully execute the task. The maximum force applied
by the robotic exoskeleton glove was set for each level of stiffness (soft, medium, and
hard) by limiting the maximum current applied to the motors of the tendon-driven system
(which assists on the execution of the fingers flexion). The players were not aware which
underlying perception problem they were solving through gameplay, which demonstrated
the generalisation and obfuscation capabilities of the proposed framework. A total of 5
objects were labelled in this experiment, with 25 users playing the game simultaneously.
The matching rates for individual objects were also compared with predicted values over
a time period of 10 minutes.

8.4.4 Improving Object Identification for Autonomous Robot Grasping

In the second application, the developed framework was employed for executing au-
tonomous robotic grasping tasks. In particular, it refined the perception estimates of
a trained object detection and classification algorithm. The task consisted of detecting
and picking out bottles from a group of objects with the ARoA platform (Section 3.5),
as shown in Figure 8.4. The platform is equipped with two 6-DoF serial manipulators
(Universal Robots UR5), a reconfigurable torso, and a head housing the Microsoft Azure
Kinect DK camera, which streamed RGB and depth data of the scene. Only one arm was
used in the experiments, equipped with the multi-modal gripper presented in Chapter 7.

In the experiment, 6 objects were placed on a table surface in front of the bimanual
robotic platform, as depicted in Figure 8.4. The objects consisted of a bowl, a cup, a
chips can, and three bottles of different sizes and shapes. The RGB video stream of the
scene was processed by a CNN, pre-trained on the COCO database [274]. The network
produced results in terms of object classes, confidences, and bounding boxes that were
drawn on the output image for visualisation. The required 6D grasp poses were generated
from object point clusters segmented from the depth cloud data stream, as described in
Section 3.5.2. The object clusters were connected to their bounding boxes by projecting
their centroids to the RGB image and matching them based on the distance from the
centres of the bounding boxes.
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Figure 8.4: Information flow in the object identification for the autonomous robotic
grasping experiment. The camera in the robot head captures the scene image, which is
processed by a pre-trained Convolutional Neural Network (CNN) [274]. The network
detects and classifies the objects in the robot scene, highlighting in green the bottles
with high confidence, and in blue bottles with lower confidence. The bottles with high
confidence are immediately picked up and disposed of, while bottles with low confidence
are submitted to the framework for identification. The server generates game instances
where the players connect objects that share the same class (bottles, cups, bowls, etc.). The
player matches are aggregated and the assigned classes of unknown objects are returned
to the robot. As the confidence of detected bottles gets refined by the framework, they are
scheduled for pick-up. The chips can is incorrectly classified by the CNN, but the players
reject the classifier prediction, preventing a sorting error.

The network outputs were filtered to highlight the bounding boxes of any detected
bottles in the scene and depict other classes in grey. Any bottles that were detected
with confidence higher than 90% by the CNN were immediately scheduled for pick-up.
Predictions with lower confidence were submitted for re-evaluation to the game server
while the robot picked up the high-confidence bottles. This allowed for a parallel execution
of the perception processing tasks in a synergistic manner between the humans and the
robot. Any lower-confidence objects that were labelled as bottles by the game server were
scheduled for pick-up by the robot. Labelling was performed with 25 users playing the
game simultaneously. The labelling time and confidence were recorded and the matching
rates were again compared with the theoretical values.



Results 133

Figure 8.5: Results from the framework evaluation experiments. Subfigure a) presents
the average number of matches per validation label over time, with respect to the number
of attribute classes and the number of submitted validation labels. Subfigure b) presents
the classification distribution and confidence for the evaluated test cases with varying
numbers of attribute classes and unknown validation labels. A label was considered
classified if it reached 5 or more player matches, a confidence exceeding 70%, and the
assigned crowd attribute was correct. The correct confidence was computed as the ratio
between the correct and total number of matches.

8.5 Results

8.5.1 Attribute Matching

The attribute estimation accuracy and response time of the proposed framework were
evaluated through a series of experiments where small sets of known images were sub-
mitted for processing. Performance was assessed under different conditions, varying the
size of the validation image set, and the number of different classes in the attribute group.
Figure 8.5 displays the framework evaluation results for a group of 25 players in six dif-
ferent conditions (attribute groups of size 5, 10, and 15, with 2 and 5 validation labels). In
Figure 8.5a, it is visible that the matching rate is linear, as assumed in the model proposed
in Section 8.3. The effects of the attribute group size and of the submitted label density
on matching speed can also be observed. The recorded data was used to estimate the
matching constant 2<, with respect to the proposed linear model. The matching constant
was computed for each test case, resulting in the average 2< = 0.0241 s−1, with a standard
deviation of 0.00408 s−1. Figure 8.5b shows that the proposed framework performs best
when the number of ground truth attribute classes is low. With attribute group sizes of 5
and 10, all validation labels were correctly classified by the system, with a confidence of
well over 90%. In the last case of 15 attribute classes, the percentage of classified labels
and the average confidence are considerably lower, which is mostly due to the lower
matching rate and higher chance of misclassification. This can be mitigated by employing
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a larger number of players or by including label hints that limit the permissible number
of attribute classes in the game. Larger attribute groups can also be divided through clus-
tering methods to boost the labelling performance. Overall, the results demonstrate that
the framework can be efficiently combined with robotic systems that are able to provide
a set of initial guesses with the submitted label requests, limiting the permissible number
of attribute classes in the game.

8.5.2 Enhancing the Control of a Robotic Exoskeleton Glove

Figure 8.6: Instances from the execution of the exoskeleton glove control enhancement
experiment. The top row shows the robotic exoskeleton glove executing the experiment.
The bottom row shows the camera field of view (subfigure e) with the detected objects.
Subfigure a) presents the user capturing a scene image that is segmented and submitted
for labelling to the framework. Subfigures b) to d) present the user grasping examples of
medium (cheese), soft (tomato), and hard (pepper) objects. Subfigures f) to h) present the
camera view during reach to grasp motions for the cheese, tomato, and pepper objects,
respectively.

The first set of experiments focused on validating the proposed framework in estimat-
ing the stiffness of multiple objects during the execution of cooking tasks using a robotic
exoskeleton glove. The goal of these experiments was to intuitively assist the user in
performing manipulation tasks, without them controlling the amount of force necessary
to grasp the objects, while the players were asked to match objects with similar level of
stiffness in the game (soft, medium, or hard). Figure 8.6 depicts the four critical steps
involved in the task execution: subfigure a) shows the soft robotic exoskeleton hovering
over the scene to detect objects, subfigure b) shows the user cutting a slice of cheese, while
the exoskeleton glove grasps the block of cheese with medium force (for “medium” object
stiffness), subfigure c) presents the exoskeleton glove grasping a cherry tomato with low
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force (for “soft” object stiffness), subfigure d) shows the exoskeleton glove grasping a
black pepper grinder with high force (for “hard” object stiffness), subfigure e) depicts
the camera view of the scene and the objects detected, and finally, subfigures f), g), and
h) present the camera field of view for the objects detected (cheese, tomato, and pepper
grinder) before they were grasped. The bounding box closest to the centre of the video
frame was considered to be the target object for grasping.

Figure 8.7: Average classification confidence for the exoskeleton glove control enhance-
ment experiment. The total number of matches over a period of 10 minutes was 375,
with 25 players playing the game simultaneously. The average confidence interval for the
object stiffness classification experiment was 82.1% < ? < 89.1%.

Figure 8.7 shows the classification confidence and interval in terms of stiffness for each
object during the experiments. All objects except the cheese were successfully classified
with a confidence above 90%. The lower confidence obtained for the block of cheese can
be associated with the lack of consensus on which level of stiffness the object belongs to.
The comparison between the actual and predicted matching rate for the exoskeleton glove
experiment is presented in Figure 8.8a. It is visible that the actual values closely match
the prediction, which was computed with respect to the matching constant 2< estimated
in Section 8.5.1. Although the the stiffness identification process was not instantaneous,
it could theoretically be reduced to under one second if approximately a thousand players
were playing the game at the same time (which represents less than 0.01% of the number
of users actively playing games in the Steam platform alone [275]). Conversely, the glove
would perform poorly with fewer players, since it does not have a dedicated classifier
to fall back on. To avoid such issues, robot systems should employ a local classifier
whenever possible, and rely on the crowdsourcing framework to verify its predictions.
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Overall, the experiments demonstrate that the combination of the gamification framework
and the on-board camera of the exoskeleton glove can assist the user by controlling the
grasping forces completely autonomously and in successfully executing a series of tasks
in unstructured environments.

Figure 8.8: The predicted and actual number of matches over time in the a) control
enhancement of the exoskeleton glove experiment and b) object identification for au-
tonomous grasping. The time is counted from the first received player match.

8.5.3 Improving Object Identification for Autonomous Robot Grasping

The second set of experiments focused on evaluating the proposed framework in improv-
ing object identification for grasping and sorting objects using an autonomous robotic
system. The goal of the experiment was to collect user data through the gaming platform
to optimise object identification for bottle sorting, improving the classification confidence
of a pre-trained CNN. Figure 8.9 presents the different critical stages involved in the task
execution: subfigures a) to c) present the intelligent robotic platform grasping and dispos-
ing bottles that are arbitrarily positioned in the environment, while subfigure d) presents
the completed bottle sorting task. Subfigure e) shows the initial confidence values for the
objects in the scene (bottles detected with confidence higher than 90% by the CNN were
scheduled for pick-up), subfigure f) presents the objects identified as bottles which were
submitted for re-evaluation to the game server, receiving at least three matches, while,
finally, subfigure g) shows the sorting of bottles identified by the game, leaving on the
table the cup, the bowl, and the chips can. The chips can was misclassified by the CNN
as a bottle, but this prediction was rejected by the players.
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Figure 8.9: Instances from the execution of the object identification experiment that
facilitates autonomous robot grasping. The top row shows the robotic platform executing
the experiment. The bottom row shows the camera field of view with the detected objects.
Subfigures a) to c) present the robotic platform grasping and disposing bottles placed
arbitrarily on a table, while subfigure d) presents the completed bottle sorting task.
Subfigure e) presents the camera view during grasping of the bottle that was identified
with high confidence by the CNN. Subfigures f) and g) present the camera view during
grasping of bottles that were identified with low confidence by the CNN, but confirmed
through the proposed attribute matching framework by the players.

Table 8.1 summarises the experimental results for the objects submitted to the game
for classification. The minimum number of matches for the bottles was obtained after
96 seconds, which triggered the pick-up. After that, labelling was still monitored until
the 10 minute mark for evaluation purposes. In Figure 8.8b, the matching rate of this
experiment is compared to the expected values predicted by the proposed model and the
matching constant 2< estimated in Section 8.5.1. The actual matches over time are slightly
lower than the prediction, but still closely match the trend. Compared to Figure 8.5a, the
average number of matches is considerably lower than the corresponding case with 5
attributes. This is due to the increased matching difficulty, as 4 out of 5 object types in the
bottle sorting experiment belonged to the same supercategory. Overall, the experiments
demonstrated the potential of crowdsourcing through gamification in autonomous robotic
environments, refining decision-making by employing human reasoning in the loop.
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Table 8.1: Summary of results for object identification.

Description Value
Can Confidence 50.0 %
Big Bottle Confidence 97.1 %
Small Bottle Confidence 82.7 %
Total Matches 87 matches
Average Bottle Confidence 90.6 %
Bottle Confidence Interval 80.7% < ? < 95.6%

8.6 Discussion

The proposed attribute matching framework showed positive results in the evaluations,
which indicate significant performance improvements with increasing crowd density.
Operating with a limited number of label requests, a small fraction of the daily active
player base could push labelling delays from minutes to near real-time performance. In
addition to the crowd density, the framework performance depends on a number of other
factors, including the game interface configuration, the number of submitted labels, the
size of the attribute group, and the matching difficulty. These were captured through the
proposed matching rate estimation model, which followed the actual matching activity
in the live robot applications with a slight error. The discrepancy is likely a result of the
chosen difficulty estimation method, which is based on the similarity of objects present
in the game. This approach can not fully capture the matching difficulty, as it does not
consider the object shape, background contrast, or image quality. The matching difficulty
estimation could potentially be improved by incorporating a no-reference image quality
assessment module such as BRISQUE [276].

An advantage of the proposed system is its flexibility, as it can be adapted and extended
for any type of object attribute that a human can identify visually. Human perception is for
instance unparalleled in the estimation of object affordances or ‘action possibilities’ [199,
200, 203]. Affordances play a major role in manipulation planning as they determine the
appropriate grasp types for particular objects, which can be very beneficial for frameworks
relying on vision [277, 278]. Visual estimation of object characteristics other than the
class was presented through the exoskeleton glove experiments, where the chosen object
attribute was its stiffness. Those experiments have also demonstrated the limits of visual
attribute estimation in the case of cheese, where a consensus on its stiffness could not be
reached.
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An inherent limitation of the matching system is that every attribute requires a number
of entries in the initial seed database. Since players can only match new images with
ground truth examples, a label request can only be assigned an attribute that is already
represented in the database. A solution for this would be to grant administrative rights
to verified clients, allowing them to create and manage their own seed databases and
attribute groups to fit their needs. Adding a new attribute to the seed database would, in
this case, require only a small amount of annotating effort on the client side.

Another issue exposed in the experiments is the effect of attribute group sizes on
labelling speed and accuracy. With increasing numbers of attribute classes and no prior
predictions on label requests, the number of game instances where unknown tiles can be
paired with the correct ground truth instances decreases. In many such cases, unknown
tiles are mixed with tiles that are unrelated to them in terms of attributes, confusing
the players and increasing the likelihood of incorrect matches. The objectively incorrect
matches with unlabelled tiles get accepted by the game since they can not be verified,
which reinforces the player to match the particular tiles in a wrong manner in the future.
This can be effectively addressed by including label hints or permissible attribute classes
into the label request. With an initial guess, the server would be able to create game
parameters where attributes of known tiles are more likely to match with the unlabelled
tiles. In addition, this issue would also be mitigated by larger crowds of participating
players.

8.7 Applications

The proposed framework can be employed in two main application categories: real time
robotic perception enhancement and passive database generation. The practical appli-
cations presented in this chapter were examples of the former, although the labelling
performance was not exceptionally responsive due to the relatively small group of par-
ticipating players. Depending on the crowd density and the number of submitted label
requests, this delay can range from seconds to minutes, which may not be sufficient for
certain real time applications. However, the methodology can be efficiently integrated
into systems that are able to postpone interaction with unknown objects. For instance,
the framework can be effectively applied with indoor service robots that operate in a
bounded environment. In such applications, the robot can request an attribute estimate as
soon as a new, unknown object is encountered, even though it may not need to interact
with it at that time. This allows the robot’s perception system to gradually adapt to a
changing environment through periodic re-training on newly labelled objects. Another
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example is autonomous waste sorting, where unrecognised objects or materials can be put
aside until the appropriate attribute estimates are received. While waiting on the crowd
consensus, the system can still manipulate objects that are recognised with the dedicated
vision system, as was demonstrated in the bottle picking experiments. The second group
of applications concerns passive database generation, where a client submits several label
requests with the goal of expanding their attribute database. In this context, the framework
does not need to support the operation of a live robot system, allowing such applications
to request estimates of higher confidence at the cost of longer labelling times. This ap-
proach can be employed to create labelled collections from raw images available in public
databases or obtained through mobile robot exploration in unknown environments.

The framework and game parameters should be configured with respect to the re-
quirements of the target application. Since the number of active label requests directly
affects estimation delays, real-time robot systems should aim to submit fewer labels at a
time, while offline systems can afford to submit larger quantities. If permissible, real-time
systems can also be configured with lower confidence thresholds to boost the estimation
speed. The number of attribute classes should be kept as low as possible with a recom-
mended maximum of 10, as the experiments have shown a significant drop in estimation
confidence above this limit. If shrinking the number of attribute classes is not an option,
the attribute group can be split into several smaller clusters of similar classes, which
are linked to a parent group of attribute categories. The images can thus be labelled in
a hierarchical manner through groups of appropriate size, providing attribute estimates
with higher confidence. The server is designed to grant as much flexibility to the robot
applications as possible, and will not attempt to adjust the client configuration in case
of poor performance. Instead, the client applications can monitor the framework perfor-
mance over time and employ the proposed matching rate estimation model to adjust their
parameters with respect to the desired confidence and response time.

8.8 Conclusion

This chapter proposed a crowdsourced attribute matching framework that enhances robot
perception by leveraging human intelligence in grasping and manipulation tasks. Deci-
sions of the participating crowd are collected through an online tile-matching game that is
designed to entertain and motivate the players. The framework can identify unknown ob-
ject attributes by linking them to a collection of ground truth images that expands through
crowd participation. The system was evaluated in terms of matching rate and attribute
estimation accuracy, with respect to the number of attribute classes and unknown labels.
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A model for estimating the expected matching rate was also proposed and validated.
The framework was successfully employed in two proof-of-concept robotic applications,
serving both as a primary attribute classification module and as a supplementary predic-
tion refinement tool. It was shown that the small crowd of players was able to efficiently
classify attributes of novel objects encountered by the robot, based on a compact database
of seed images.

To ensure stability of the proposed framework, its security and robustness will need
to be further considered. A large scale evaluation over a longer period of time will also be
necessary to accurately estimate the expected response timeswith respect to the number of
active players and label requests. This will enable the implementation of a load-balancing
system to limit the volume of accepted label requests and ensure appropriate response
times. This information could also be used in game level planning, to find the optimum
balance between player experience, game difficulty, and labelling quality. In this process,
game design aspects and theories will be taken into consideration.

Beyond the simple case of discrete label assignment, approaches for applying this
methodology to find solutions to continuous problems will be investigated. These may
include control of complex end-effectors, determining appropriate force profiles for object
manipulation, or reactive control in collaborative tasks. Such tasks will likely demand user
interfaces with higher flexibility, such as virtual or augmented reality devices (VR/AR).
Through VR/AR environments, the robot’s surroundings can be captured, encoded, and
reconstructed in an immersive manner, giving the player a richer experience with more
environmental detail. To tackle complex continuous problems, such interfaces can be
intuitively integrated with motion capture devices tracking the user head, body, and hand
motion.





Chapter 9

Conclusions and Major
Contributions

9.1 Conclusions

This thesis progressed through skill transfer methodologies with varying degrees of
human involvement, proposing approaches that facilitate human-intensive robot teaching,
teleoperation, programming by demonstration, high-level process supervision, and crowd
participation. The proposedmethodswere deployed and evaluatedwith real robot systems,
validating their efficiency.

In the context of manual robot teaching, a new wearable, open-source, robot teaching
interface was proposed and compared to other affordable generic robot teaching interfaces
in terms of usability and efficiency. The devices are compared in terms of perceived
usability, subjective workload, and time efficiency when programming insertion tasks
through a waypoint-based teaching scheme. The devices were also applied in a shared
control framework for the teleoperation of a robotic airship.

In the context of robot teleoperation, several methods of enhancing user interaction
with the robot system were proposed. The motion capture scheme based on fiducial
marker tracking allowed for a wearable and accessible teleoperation system, integrated
with EMG-based decoding of user grasp intent. Robot teleoperation in virtual and mixed
reality interfaces was also explored, evaluating the user experience and trajectory tracking
performance across different interface variants. Control of dexterous robot end-effectors
during bimanual teleoperation was addressed through an affordances oriented interface,
where grasping assistance was offered to the used based on the objects detected in the
robot’s environment. Finally, two shared control teleoperation schemes were proposed.
The first framework offered landing assistance for miniature, indoor robotic airships,
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and the second compensated for human pose estimation inaccuracies through active
compliance of the robot arm.

A framework combining programming by demonstration with path optimisation and
local replanning methods to allow for fast and intuitive programming of assembly tasks
was proposed. User demonstrations are optimised with respect to the detected obstacle
space and the provided task specifications and goals. In addition, the local replanning
scheme adjusts the optimised robot path based on online feedback from the camera-based
perception system, ensuring appropriate execution of critical assembly motions. Two
demonstration approaches have been developed and integrated in the framework, one
that relies on human to robot motion mapping and a kinesthetic teaching method. The
implemented methods have been evaluated in terms of teaching time, ease of use, and
path length through a series of assembly experiments.

A flexible manufacturing system was also proposed, relying on compliance control,
CAD based localisation, and a multi-modal gripper to enable fast and efficient task pro-
gramming for assembly operations. CADfile processing is employed to extract component
pose data from 3D assembly models, while the system’s active compliance compensates
for errors in calibration or positioning. To minimise retooling delays, a novel gripper
design incorporating both a parallel jaw element and a rotating module was employed.
The developed system placed first in the manufacturing track of the Robotic Grasping
and Manipulation Competition of the IEEE/RSJ International Conference on Intelligent
Robots and Systems (IROS) 2019 and third in the competition of IROS 2020.

Finally, a framework combining crowdsourcing and gamificationwas presented, lever-
aging human intelligence to enhance the object recognition and attribute estimation
processes of robot grasping. The framework employs an attribute matching system that
encodes visual information into an online puzzle game, utilising the collective intelligence
of players to expand an initial attribute database and react to real-time perception con-
flicts. The framework was deployed and evaluated in two proof-of-concept applications:
enhancing the control of a robotic exoskeleton glove and improving object identifica-
tion for autonomous robot grasping. In addition, a model for estimating the framework
response time was proposed and evaluated. The obtained results demonstrated that the
framework is capable of rapid adaptation to novel object classes, based purely on visual
information and human experience.
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9.2 Major Contributions

The main contributions of this PhD thesis are summarised as follows:

Robotic Devices and Supporting Algorithms

Several robotic technologies were developed and evaluated within the frame of this thesis:

• A high-accuracy dataglove combining an inertial and magnetic motion capture
system, along with a joint angle correction algorithm.

• An open-source, generic robot teaching interface for waypoint based task program-
ming, which was compared with alternative, commercially available devices.

• A planning, control, and perception framework for the New Dexterity Autonomous
Robotic Assistant (ARoA) platform.

• A low-cost, open-source, robotic airship for education and research, along with a
study of envelope materials and an evaluation in terms of path following perfor-
mance.

Robot Teleoperation

The following methods of enhancing user interaction with teleoperated robot systems
were proposed:

• An evaluation of virtual and mixed reality interfaces for accurate teleoperation.

• An affordance-based bimanual teleoperation framework for enhancing the control
of dexterous robot end-effectors.

• A shared control teleoperation scheme for robotic airships.

• Utilising active compliance to compensate for errors in contact-rich teleoperation.

Programming by Demonstration

In the context of programming by demonstration this thesis contributes through:

• Utilising path optimisation to refine user demonstrations.

• Employing local replanning for online adaptation to dynamic goal pose changes.

• A comparison of pendant-based, kinesthetic, and teleoperated user demonstration
approaches in terms of teaching time, ease of use, and path length.
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Flexible Robotic Assembly

A flexible robotic assembly framework was proposed, offering contribution through:

• CADfile processing to extract assembly component poses and geometries, allowing
rapid system adaptation to different task configurations.

• Compensating for calibration and positioning errors through robot arm and gripper
compliance.

• Informing the design for a multi-modal gripper to minimise retooling delays.

• The design of a graphical user interface to facilitate and speed up assembly process
configuration.

Crowdsourcing and Gamification

In terms of leveraging crowd intelligence, this thesis contributes through:

• A framework combining crowdsourcing and gamification to motivate participants
without financial compensation.

• Evaluation of the attribute estimation efficiency of the proposed framework.

• A model for estimating the expected matching rate of the framework.

• Deployment of the framework to enhance the grasping and manipulation capabili-
ties of assistive and autonomous robotic platforms.
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9.3 Future Directions

Future directions for each of the topics in this thesis are detailed in their respective
chapters. Overall, the main directions for future work are:

• Expand the robot teaching interface to include alternative input modalities and
support arbitrary gripper models.

• Merge the individual teleoperation approaches in a unified framework and evaluate
its performance.

• Apply the proposed programming by demonstration framework to complement the
flexible robotic assembly system.

• Expand the flexible assembly system to offer autonomous assembly sequence gen-
eration from CAD data.

• Examine how to apply the proposed crowdsourcing framework to continuous prob-
lems such as dexterous end-effector control and object manipulation.
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