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Abstract

The purpose of this thesis is to assess to what extent New Zealanders engage in website revisits
versus serendipitous browsing in the context of filter bubbles and echo chambers. Specifically,
this thesis will argue that:
•

website revisit rates provide a more comprehensive means for assessing whether filter
bubbles or echo chambers manifest online than past research.

•

a positive correlation between the level of overall browsing and revisit rates points to an
increased likelihood of belonging to tailored online worlds the more we engage with the Web.

•

the dynamic above is identified in New Zealander’s browsing based on a nationally
representative panel.
Past research on filter bubbles and echo chambers usually focused on sole platform types

(e.g., blog linking patterns, search engines, or social networks). However, we might belong to
filter bubbles or echo chambers on Facebook but not on other online platforms we access.
Website revisits rates, primarily researched in the computer science area and reflecting the
proportion of websites people visit that were accessed previously, addresses the limitation above
by considering all browsing activity. This method allows us to decode echo chambers and filter
bubbles as reinforcing loops: if our online behaviour is repetitive and we usually visit more
popular domains more frequently, this further exposes us to the same commercial interests,
opinions, and personalisation algorithms. Results based on the Nielsen Online Ratings panel
reveal this dynamic. That is, people’s browsing is highly repetitive: when going to a new page,
the probability it belongs to a domain we have visited within the same month ranges from 93% to
94% between March 2018 and May 2020, with 6 to 7% accounting for serendipitous browsing or
accessing new online platforms. Furthermore, increases in pageviews at an overall level or across
specific demographic groups are associated with higher return rates, pointing to deep engagement
with a limited set of domains driving higher Web usage rather than exploring it. Additionally,
more popular platforms, domain categories and subcategories are revisited more frequently by
their audiences. Therefore, we both seek and are exposed to content presented through a familiar
lens by online giants.
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Introduction
Background
The Web has become the most extensive information repository and our primary means for
communicating with others. This environment encompasses ever more of our lives, with COVID19 lockdowns accelerating its development. Despite the vastness available online, some concerns
have emerged around narrowing choices at an individual level due to personalisation strategies
that are now part of the Web’s infrastructure. One of the central metaphors in this area is that of
filter bubbles, defined as “a unique universe of information for each of us (…) which
fundamentally alters the way we encounter ideas and information” (Pariser, 2011b, p. 9). The
entities held responsible for filter bubbles are “[t]he new generation of Internet filters [that] looks
at the things you seem to like—the actual things you’ve done, or the things people like you like—
and tries to extrapolate” (Pariser, 2011b, p. 9). This is illustrated via two friends’ different Google
results when searching for BP during the Gulf of Mexico oil spill (one only seeing investment
information about the company, while the other received updates about the actual event) despite
the two having similar backgrounds, political orientation, and living in the same United States
region (Pariser, 2011b, p. 2-3).
Filter bubbles and echo chambers lead to the same highly tailored worlds and are
frequently used interchangeably, but they emphasise different processes. The first highlights how
and what content is filtered when we browse the Web, whereas the latter focuses on messages
that reverberate and strengthen online, leading to polarisation. The two also differ in how they
develop: filter bubbles are created by platform functionalities and algorithms, usually working in
the background without users being aware of them, while people’s homophilic tendencies
typically form echo chambers. However, other entities besides algorithms filter online content
(e.g., users), and algorithms can make messages echo online. Therefore, it is difficult to
differentiate between the two, and both remain ill-defined despite being often used in mainstream
news (Bruns, 2019, p. 8). Due to the difficulty in disentangling them, the two terms will be used
interchangeably throughout this thesis unless the emphasis is either on algorithms or people’s
choices leading to highly personalised digital universes. Furthermore, the two processes can
reinforce each other, leading to additional complications when differentiating them.
Whether the Web brings us together or isolates us in homogenous opinion spheres is one
of the primary contemporary debates and is regularly discussed outside of academia (e.g., Brexit,
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Trump’s 2016 election, fake news, the anti-vax movement, or extreme political groups).
Nevertheless, research until now has presented a fragmented view on the topic by focusing on
one platform or platform type such as blogs, search engines or social networks. Users have a
more substantial impact on the content they engage with than algorithms (Bakshy et al., 2015),
but standard filter bubble debates do not usually reference them in the selection process. Echo
chamber investigations partly address this impact, but these are also subject to a limited
perspective usually focused on how people behave on one platform. Someone participating in
what might appear as a filter bubble or “echo chamber on Facebook while consuming a broad diet
of mainstream news through other channels does not exist in an information cocoon, however
ideologically homogeneous their Facebook community might be” (Bruns, 2019, p. 12).
Therefore, the analysis should be expanded to all digital content people engage with.
The current thesis addresses the gaps referenced above by expanding the definition of
filter bubbles and employing website revisits as the primary analytical tool. Regarding the first
item, other actors besides algorithms that select digital content are included in the standard
definition to provide a comprehensive view of filter bubbles. Entities referenced here are Web
users, devices employed, and the intent programmed into algorithms. This list is by no means
complete and needs to be updated as the digital environment evolves. Secondly, website revisits
(i.e., examining how often we revisit domains we have already been to) consider all domains we
visit. The metric is used as a proxy for exposure to content and viewpoints generated by the same
source or influenced by the same interests instead of going to new platforms and potentially
exploring the Web.
Website revisit research is usually carried out in the field of computer science and, to the
best of my knowledge, has not been employed in media studies investigations until now. The
transition requires a change of focus from forecasting and developing methods for easier
identification of websites users want to revisit to measuring exposure to like-minded content.
This is done by assessing domain instead of full URL-level revisits: reading a new article on
nzherald.co.nz after already seeing another page belonging to this platform is defined as a website
revisit instead of serendipitous browsing (defined throughout this thesis as accessing an online
platform for the first time within the reported period). The metric considers all online platforms
people interact with; however, it lacks some depth in understanding dynamics specific to each
platform type, for example, the content users engage with on content aggregators like search
engines or social networks. Hence, a literature review of the other methods at our disposal for
identifying information online (following links, search engines, and social networks) supplements
the analysis. Using the filter bubbles and echo chambers interchangeably remains appropriate
2

when employing website revisits because this behaviour can be generated both by users (i.e.,
checking e-mails or visiting a newspaper homepage each day to keep up to date with news) and
algorithms or platform functionalities (i.e., update notifications aimed at increasing user
engagement).
Identifying a benchmark for an ideal situation where we do not belong to filter bubbles or
echo chambers can be challenging due to the many ways in which we employ the Web. A
relatively straightforward approach to achieve this is to assess whether people viewing more
pages online and, therefore, having a higher digital engagement, are as or more exploratory than
those browsing the Web to a lesser degree. Any choice to visit a digital place is an implicit choice
not to access another one or to disengage from non-digital activities (e.g., reading a book or
having face to face conversations). As a minimum requirement, the ideal Web user should use
additional pageviews and time spent online towards exploring as much or more than their
counterparts with a lower digital engagement.
The above reflects my expectation of people needing to actively search for information
and seek out new corners of the Web at least occasionally, as opposed to being habitual and
predictable. This behaviour ensures our opinions and preferences are created after exposure to a
wide range of options and is partly influenced by my upbringing in Romania towards the end of
the Communist regime and during the transition to a capitalist system. Going to new digital
domains, a proxy for using multiple information sources, can help us develop and adapt our
opinions to new knowledge. The information contributing to that knowledge is continually
evolving and helps us avoid the polarization generated by repeated exposure to like-minded
content (Sunstein, 2009, pp. 80-81). As noted in the first chapter, this behaviour benefits both
people and society. The model of the ideal Web user referenced in this thesis is not promoting a
specific way in which they should browse the Web and aligns with Cass Sunstein’s claim that
“[i]n a well-functioning democracy, people do not live in echo chambers or information cocoons.
They see and hear a wide range of topics and ideas” (2017, p. ix). The ideal Web user described
here is potentially different from that envisaged by online platform owners. The latter most likely
require users to engage as much as possible with their platform, to become dependent on platform
functionalities (e.g., collecting ‘likes’ on Facebook), or to post comments or content constantly
whilst receiving little in return.
Fake news is often discussed in the context of filter bubbles and echo chambers, but it
represents a singular manifestation of people exposed to incorrect information. We can belong to
filter bubbles or echo chambers created around actual news that do not portray all sides of the
debate. Alternatively, we can choose to engage with a very narrow information set (e.g., sport or
3

entertainment), which is also an instance of the two phenomena (e.g., people not wanting to read
anything else and algorithms recommending solely information based on users’ interests).
However, current debates do not usually include this. The definition of the ideal Web user also
touches on this type of behaviour because people should explore to encounter new interest areas
rather than only develop knowledge within narrow fields.

Personal motivation

As someone born in Communist Romania, my initial encounters with media were relatively
infrequent and something one had to look for actively due to the limited choices available. Before
1989 we had access to only two hours of television per day and a limited number of newspapers,
magazines, and radio stations, all aligned with the Communist philosophy. During the 1990s, this
changed to some extent due to cable TV access and a proliferation of private media owners.
Nevertheless, Romanians still had significant barriers when wanting to source specific content.
Moving from this to accessing the Web in 2000 via a dial-up connection opened a new world that
appeared never-ending and fascinating. As someone that shifted from black and white television
sets and Communist government-owned media to having an Internet connection at home in
eleven years, I was and remain grateful for being able to access the Web. Coming across
dynamics such as online filter bubbles or echo chambers initially appeared oxymoronic because
one could explore indefinitely to their heart’s desire, in contrast with my previous experience.
Facing narrowing perspectives online due to commercial or personal choices rather than
government policy was something surprising that concerned me and had personal significance.
Furthermore, current research on filter bubbles is somewhat disappointing because it
focuses almost entirely on algorithms and online functionalities while disregarding user choices.
In addition, filter bubbles and echo chambers are usually researched on a sole platform or
platform type rather than understanding how we engage with the entire Web. Access to
representative online panel data granted by Nielsen, my previous employer, allowed me to
overcome these limitations. Specifically, surpassing these constraints is achieved by analysing
online browsing behaviour collected passively without the standard sample limitations
characterising the previous website revisit research, bringing into focus how often New
Zealanders engage with the same digital platforms and how this differs across website categories
or demographic groups.
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Theoretical framework

Two major themes underpin the structure of the thesis and contribute to its originality: the impact
of users in the digital environments they interact with as primary content selectors and as entities
generating data employed by algorithms, and the power-law distributions manifesting at different
layers of the Web where a significant share of attention goes to top items (Shirky, 2003). The first
principle is intended to bring a positive perspective on the digital environment because it
acknowledges the power Web users have. The second principle acknowledges that power-law
distributions lead to unpredictable outcomes and make averages less meaningful. Supporting
these principles is the aspiration to look at full Web browsing, required because, as mentioned
earlier, belonging to social media echo chambers or filter bubbles while engaging with diverse
news sources does not lead to informational cocoons (Bruns, 2019, p. 12).
In the current literature, filter bubbles emphasise the selection process performed by
algorithms (Pariser, 2011b, p. 9), while echo chambers focus on messages that resonate online,
usually due to individual and social dynamics rather than algorithms (Dubois & Blank, 2018, p.
729). Both processes lead to a similar outcome, namely environments where people come into
contact mostly with people and information they already agree with. The first theme referenced in
the previous paragraph requires us to expand the standard definition of filter bubbles to consider
significant actors besides personalisation algorithms that can likewise select content, addressed in
detail in the first chapter of this thesis. Otherwise, the current definition (emphasising platform
owners and algorithms when it comes to us encountering highly tailored worlds) risks being
irrelevant for how we experience the Web. Entities referenced here are users as well as
programmers, devices, and intent programmed into algorithms. This is by no means the complete
list, and it requires updates going forward to reflect significant changes in our digital
environments (e.g., governments introducing regulation impacting current information flows or
new ways of monetising this environment).
Users have a significant impact online because they can always go to a new digital
location, return to one, or stop using the Web altogether. This is brought into focus throughout
the thesis as follows: the second chapter discusses how power-law distributions characterise not
just the Web typology but also user access patterns; the third chapter steps away from the
standard method of appraising search engine biases through a search engine component
perspective by reviewing how both users and programmers bring their own biases in the mix
(examples here include paying attention to top results only, choosing to reformulate queries if top
results do not include the desired page as well as whitelisting/blacklisting or artificially
5

promoting results); the fourth chapter follows the ways in which users influence and are likewise
influenced by others on social networks; the last theoretical chapter brings computer science
research in the filter bubble and echo chamber debate by discussing how and why Web users
return to the same places as well as limitations in the current literature. Following the same
direction, focusing on website revisits in the context of filter bubbles changes the emphasis from
algorithms to how users choose to visit all online platforms they engage with. This adjustment is
required because a fragmentary view of online browsing cannot properly assess whether we
belong to filter bubbles or echo chambers.
The second underlying theme is uncovering the Web’s fractal-like structure where
different layers of the digital space are characterised by power-law distributions: incoming links,
website traffic, path lengths from one page to another, search queries, social network posting
activity, webpages responsible for generating revisits, and many more. These types of skewed
distributions are referenced throughout this thesis across all four major focus areas reviewed (link
topology, search engine biases, social network usage, and website revisits), and manifest both at
an overall (e.g., Google’s search market share) and individual level (e.g., pages we spend most of
our time on). Power-law distributions are sensitive to changes in single observations (Taleb,
2007, p. 33), potentially leading to shifts throughout the entire system. For example, removing
Facebook might lead to more attention directed to less popular social networks and a lower
likelihood of a new platform accounting for a similar share of attention going forward. Likewise,
small changes in the system could either dispel the existence of filter bubbles or echo chambers
or minimise them when they occur.

Research questions

The questions the current thesis is aiming to address are:
1. How often do we return to the same online platforms?
2. What is the link between popularity and recurrent access?
3. To what extent do return rates vary by total pageviews, website categories, and demographic
groups?
Answering the first question is intended to provide a benchmark for exposure to the same
platform owner interests, functionalities, and algorithms regardless of whether we return to the
same digital spaces to engage with previously seen or updated content. The second question aims
to connect the standard dynamics of filter bubbles and echo chambers by understanding whether
6

users choose to return to popular digital platforms rather than niche ones. Returning more
frequently to platforms accessed by a high number of people is equivalent to our browsing
generating echo chambers and providing more power to a limited set of platform owners and
algorithms to isolate us in filter bubbles. The context for the third research question is that any
choice to visit a digital place is an implicit choice not to access another one or to disengage from
non-digital activities (e.g., reading a book or having face to face conversations). A positive
correlation between overall Web browsing and revisit rates points to an increased likelihood of
belonging to tailored online worlds the more we engage with the Web, counter to the ideal Web
user as defined in the previous section. As discussed in the fifth chapter, the website revisits
research up to now has not answered satisfactorily the questions above and has not analysed
results using a filter bubble or echo chamber lens until now.

Methodology

The data source for the analysis included in this thesis is Nielsen Online Ratings, a panel of
around 2000 New Zealanders representing the online population, with panellist weights applied
based on age, gender, and region. New Zealand’s online population, defined here as those that
access the Web at least once within a month, is estimated based on Statistics New Zealand and
Nielsen Consumer and Media Insights results for people stating they access the Web monthly or
more often. May 2020 online population estimates are displayed in charts below, with most New
Zealand Web users being aged 25 to 34 or living in Auckland:

7.9%

Chart 1. May-20 Nielsen Online Ratings age and gender distribution
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Chart 2. May-20 Nielsen Online Ratings region distribution

The two types of results collected via this panel are:
•

survey-based: people that want to join the panel are asked to complete a short survey to
collect demographic information about themselves and the household they live in, including
other household members that use the same device to browse the Web.

•

passive browsing information: after providing the information above, panellists are invited to
install tracking software on their home PC that collects information URLs visited, time of the
visit and time spent on the page. Additionally, household members need to identify
themselves every time they use the same home PC for browsing to be assigned to the relevant
person. Out-of-home activity is estimated via proprietary hybrid methodology detailed at the
beginning of Chapter 6.

The above allows for Web browsing information on each person living in the household to be
collected passively regardless of the browser used; therefore, it is not limited by respondent
recall. Due to both panel size and quotas used, this panel does not have the limitations
characterising standard website revisit studies reviewed in Chapter 5.
Nielsen granted access to this dataset for the purpose of this thesis on the condition that
individual online platforms or panellists are not identified in the analysis and that they can
provide input on the analysis before the thesis is submitted for examination. Being unable to
distinguish panel members is achieved by lack of access to browsing data across individual
URLs, which sometimes include personally identifiable information such as e-mails (West &
Aviv, 2014), as well as not reporting on online platforms accessed by fewer than 20 panellists,
impacting most results included in the current analysis. Carrying out the analysis detailed in the
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last two chapters of the thesis did not require ethics approval as the data was collected by a third
party and did not include personally identifiable details.
Results projected to reflect the total online population made available by Nielsen across
March 2018 to May 2020 are:
•

average pageviews and number of platforms accessed monthly for all panel members – this
allows for reporting of rates across all platforms accessed reported in section 6.2.

•

monthly unique audience, time spent, number of sessions and pageviews for each online
platform visited by 20 or more panel members. These results are available for each
demographic group reported in Chapter 7 and are detailed in sections 6.5, 6.6, 6.7 and the
entire seventh chapter.

•

a classification of online platforms into categories and subcategories, allowing reporting of
results across these groups of websites detailed in section 6.4.
Website revisits were chosen as the primary analysis tool in this thesis because they

consider all pages people access, moving away from the standard approach when researching
online echo chambers or filter bubbles (which usually only consider one platform type).
Additionally, the metric can be used to compare users or platform categories with vastly different
browsing patterns or number of people accessing them because it is reported as a percentage of
all pages viewed. Throughout this thesis, return rates are calculated based on accessing a domain
rather than a specific page. For example, different searches performed on the same engine or
accessing distinct sections of social networking sites are considered revisits rather than
serendipitous browsing. The main reasons for this approach are: firstly, regardless of what pages
we visit belonging to the same domain, these are all subject to the same decisions, algorithms and
objectives owners have chosen to implement or pursue; secondly, users are influenced by domain
bias or the “propensity to believe that a page is more relevant just because it comes from a
particular domain” (Ieong et al., 2012, p. 413); thirdly, this type of analysis controls for different
website structures (e.g., infinite scrolling on social media versus search engines generating a new
pageview for each search), update frequencies (e.g., homepages updated frequently versus article
pages that will only generate visits for a short period), pre- or post-URL parameters (e.g., using
different URLs when accessing the same website due to using different means to arrive there), or
personalisation strategies (leading to people seeing different content when visiting the same
URL). Additional metrics to estimate the prevalence of this behaviour using different parameters
(time and browsing sessions) are proposed in sections 6.6 and 6.7.
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Thesis structure

As mentioned earlier, the main obstacle when studying filter bubbles or echo chambers is the
breadth of the dynamic, involving all aspects of the digital space. These reflect an informational
model at a personal level as it assumes users interact with content they already agree with; thus,
research here needs to incorporate the multitude of ways people engage with online content:
following links, using search engines or employing social networks. Another means for
navigating the digital space is returning to places we have already visited to re-engage with
previously seen content or check for updates, also called website revisits. In previous research,
returns accounted for between 40% to 80% of all webpages people viewed depending on how
links were grouped (Obendorf et al., 2007; Zhang, H. & Zhao, 2011, Zemla et al., 2015, p. 46),
therefore a significant proportion of browsing. Results covered in the sixth and seventh chapters
based on domain-level return rates, as discussed previously, point to filter bubbles and echo
chambers manifesting online and potentially reinforcing each other. We return to the same online
platforms frequently, incentivising platform owners to employ strategies to make us return even
more often to the same places due to their strong reliance on advertising revenues. Between 93 to
94% of all pages we access belong to platforms we have visited within the same month, and
demographic groups with higher browsing appear to be even more repetitive than the average
Web user. Online engagement (defined here based on pageviews) is driven more by website
returns than accessing new platforms, increasing opportunities for exposure to the same
algorithms and leading to filter bubbles or echo chambers.
At a broad level, the first chapter of the thesis discusses current perspectives on echo
chambers and filter bubbles in the context of techno-utopianism and Internet scepticism. This is
followed by chapters reviewing filter bubble and echo chamber dynamics in each of the three
main strategies available for navigating the Web, namely using links, search engines, and social
networks. The three fields also provide a chronological progression of filter bubbles and echo
chambers research, with link topology studies mainly carried out in the late 1990s to early 2000s,
search engine studies developing from early the 2000s onwards but fading more recently, and
social networks coming into the spotlight in 2006 when Facebook become available to anyone.
Polarisation is a theme emerging in each of these strategies and is referenced in the first four
chapters of this thesis. Nevertheless, it is worth noting that online we do not always have two
opposite sides to choose from and that we select entertainment rather than polarised political
content in an estimated half of choices (Anspach, 2017, p. 600). While a significant amount of
research has been carried out in each of the three areas, it continues to provide a partial view on
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the topic rather than considering people’s full online browsing. The primary metric employed in
this project, website revisits, remedies this and at the same time accounts for the fourth strategy
available for navigating the Web, returning to previously seen platforms regardless of the method
used (bookmarks, following links, typing URLs, etc.).
The first chapter begins with discussing the main stances when it comes to the Web:
technical solutionists and Internet sceptics. The first group perceives the Internet and the Web as
enablers of human development and connections, a space without barriers where “the bottlenecks
that stand between supply and demand in our culture start to disappear and everything becomes
available to everyone” (Anderson, 2009, p. 11). For the latter, “[w]hile it’s true that anyone with
an internet connection can speak online, that doesn’t mean our megaphones blast our messages at
the same volume” (Taylor, A., 2014, p. 4). Instead, the Web isolates people due to commercial
and government interests via continuous tracking and personalisation (Morozov, 2013). A third
perspective acknowledging that the Web does both simultaneously (Harkaway, 2012, p. 98;
Kelly, 2016, p. 3; Wasik, 2009, p. 55) emerges here. This is used as context for filter bubbles and
their partial synonym of echo chambers. Both belong to the Internet sceptics’ corner and are
perceived as negative processes where personalisation algorithms or people’s tendencies to
gravitate towards information they already agree with leads to us experiencing a narrow Web
where we mostly encounter people and content congruent with current viewpoints. The result is a
world where we become trapped “in a static, ever narrowing version of yourself—an endless youloop” (Pariser, 2011b, p. 16). Chapter one then reviews how personalisation algorithms impact
the Web and broadens the filter bubble definition to include other entities that limit online
experiences alongside algorithms. These include psychosocial factors impacting users and
developers (e.g., normalization, groupthink, conformism), device/network controls, and how
algorithms interpret their programmed objectives. This section is followed by examining filter
bubble or echo chamber outcomes at a micro and macro level, leading to a world with a smaller
or non-existent common ground between opinion groups, increased conflicts, and fewer learning
opportunities. Aiming to end on a more positive note, tools available for users, corporations, and
governments to counteract filter bubbles and echo chambers are discussed at the end. As
mentioned earlier, the remaining four theoretical chapters cover the four main methods available
for navigating the Web, namely employing links, search engines and social networks, and
revisiting digital locations we have accessed previously.
Web linking patterns and their effects on users and the broader digital space are covered
in the second chapter. The research discussed here tends to be older than the other chapters due to
the ever-increasing digital space (requiring significant computational resources to collect the
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necessary data) and personalisation strategies (with people viewing the same page potentially
shown different content and links), making this type of analysis less relevant. Links are found to
turn the Web into space that is both connected and fragmented due to their unidirectionality,
reminiscent of the third stance on the Web discussed in the first chapter. Initial research on links
discussed in the filter bubbles area concludes that political blogs seldom connect to the opposite
side, and, in the few instances when they do, authors usually repudiate the other side (Adamic &
Glance, 2005; Hargittai et al., 2007). However, blogs researched here represent a small
proportion of the blogosphere, with most blogs being personal journals that seldom link to other
blogs or news sites. Furthermore, links between blogs usually guide readers from less to more
popular blogs (Herring, Scheidt et al., 2004; Herring et al., 2005). This results in “a grand system
of patronage”, where the former do so while hoping for reciprocity from the latter (Carr, 2006).
The dynamic is replicated when expanding the analysis to a broader set of websites, resulting in
winner-takes-all patterns guiding users to the most popular platforms overall or within their
category (Barabási & Albert, 1999; Hindman et al., 2003). Therefore, despite the ease of
publishing content online, a small number of platforms account for a high share of incoming
links, while most pages are subject to obscurity. The Web diameter or the number of links that
need to be traversed to arrive from one page to any other is much smaller than one might assume.
However, only a small proportion of paths can be completed, leading to a digital environment
that is both strongly connected and fragmented due to link unidirectionality (Broder et al., 2000).
Linking patterns are relevant when researching filter bubbles or echo chambers because they
guide a significant proportion of people from one page to another, with a page’s audience
correlating with the number of links leading to it (Hindman et al., 2003, p. 10). Furthermore,
links can impact perceptions of majority opinions by exposing people to few or no links pointing
to the opposing side.
The third chapter focuses on search engines and potential biases manifesting here as these
platforms guide a considerable proportion of referrals to websites, particularly when compared to
social networks (Vassio et al., 2018, p. 27). Search engines are a logical progression from the
previous chapter because they use links to crawl the Web and rank results. Reminiscent of powerlaw distributions referenced earlier, Google has a massive share of the online search market and
is perceived as “the current custodian of the Master Switch” (Wu, 2010, p. 279). Search engine
biases are generally defined as “non-proportional coverage of a particular group of Web sites, e.g.
sites from a particular country” (Vaughan & Thelwall, 2004, p. 694). They can be challenging to
research due to the complexity of finding an accurate benchmark, which is usually identified by
comparing results across various search engines. Biases on these platforms are usually researched
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from a components’ perspective (e.g., Van Couvering, 2010) because they function like black
boxes and unpacking them “is something of interest not only to technologists and marketers, but
to anyone who wants to understand how we make sense of a newly networked world” (Halavais,
2009, p. 1). Chapter three follows the same components’ structure because a page needs to be
reached by the search engine crawler, indexed, and ranked to be shown as a search result. To this,
biases introduced by users and developers are included to provide a more comprehensive picture.
Crawling and indexing the Web are strongly impacted by its typology discussed in the
previous chapter, resulting in less than half of online pages being returned as search results
(Lawrence, S. & Giles, 1998; Lawrence, S. & Giles, 1999). Furthermore, search engines rank
pages differently when controlling for crawling and indexing variations (Li et al., 2014; Spink et
al., 2006; Thelwall, 2008). These platforms are also less likely to help new pages become popular
(Cho & Roy, 2004; Frieze et al., 2006) and have a high propensity of placing their pages among
top results to keep audiences engaged for longer (Edelman, 2011; Wright, 2011). Users introduce
additional biases as over 75% employ search engines to reach news outlets in line with their
political leaning (Yom-Tov et al., 2014). They also use a small number of search terms that are
often too general (van Deursen & van Dijk, 2009), usually review top results only, and
reformulate their query if the desired page is not among the top results shown (Jansen & Spink,
2006). Programmers likewise introduce biases by actively interfering in algorithms (Van
Couvering, 2007, p. 882) and by personalising results displayed to keep users visiting the
platform regularly.
The fourth chapter discusses more recent research in the filter bubble and echo chamber
area focused on social networks. These platforms belong to the social media category and allow
users to build profiles, connect with other users, and traverse connections created there (boyd &
Ellison, 2007, p. 211). Because social connections are vital in these environments, using a
components’ lens like the one employed in the previous chapter is restrictive. Therefore, the
chapter reviews the two ways the platforms can influence users: identifying in real time what
others are revealing and self-disclosing in these environments (Margetts et al., 2016, p. 12). Two
areas are added for a comprehensive view of potential filter bubbles or echo chambers
manifesting on social networks, user communication patterns and influences introduced by
powerful actors such as platform owners and advertisers.
Visibility of others’ choices strongly impacts content that becomes popular online and
leads to unpredictability of outcomes (Salganik et al., 2006). Introducing incorrect information in
social networks leads to uneven effects, with artificial positive influence compounded and
negative influence cancelled by users’ additional votes (Muchnik et al., 2013, p. 650). The same
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process is identified for emotional contagion on social networks, with positive messages
generating additional positive posts, but negative messages suppressing displays of positive
emotion among friends (Coviello et al., 2014; Kramer et al., 2014; Kramer, 2012). This dynamic
helps inform how the visibility of others’ online choices influences self-disclosure. Additionally,
we tailor the information we post on social networks to perceived audiences (Kairam et al., 2012;
Shin & Thorson, 2017), and many of us engage in self-censorship (Das & Kramer, 2013). Studies
reliant on survey data conclude that we claim we speak to people with opposing views on these
platforms. However, this is contradicted by actual communication patterns, especially among
more polarised users (Boutyline & Willer, 2017; Feller et al., 2011; Himelboim et al., 2013).
Furthermore, platform owners employ algorithms to filter posts shown to users due to the amount
of content uploaded regularly, resulting in people being more likely to see content in line with
their preferences compared to random exposure benchmarks (Bakshy et al., 2015). However,
algorithms’ impact is weaker than users’ behaviour. Therefore, people have the final say on social
networks when it comes to exposure to the other side (Bakshy et al., 2015). This reasoning can be
applied to one’s full browsing, as regardless of algorithms employed on platforms we are visiting,
we always have the option to go to a new digital location.
The fifth and last theoretical chapter explores website revisit research, how it can help
inform filter bubbles or echo chamber debates and limitations with this approach. Website revisits
account for 30% to 80% of pageviews, with differences mainly driven by the URL level
considered (e.g., full URL including full parameters or grouping URLs at a domain level) and
whether browsers allow multiple tabs. Revisit rates are used as a proxy for users being exposed to
content influenced by the same objectives and interests, whereas serendipitous browsing
(accounting for the proportion of pages not accessed previously in the study period) is a sign of
exploring the digital space. Both website revisits and serendipitous browsing do not provide
visibility on the content people engage with on platforms accessed. Because we can access the
same platform to explore new content or different opinions, this type of research needs to be
supplemented with an understanding of the information we encounter on these online domains.
This is achieved in the previous theoretical chapters of the thesis focused on links, search engines
and social networks.
Revisit clusters arrive at similar groups when considering browsing via a PC or
smartphone as well as physical and online gaming locations accessed (Adar et al., 2008; Adar et
al., 2009; Cao et al., 2018; Jones et al., 2015; Thawonmas et al., 2011), pointing to stable human
behaviour traits. Despite these similarities, smartphone application usage is more repetitive than
browsing on the same device, and the latter has higher revisit rates than PC browsing. Social
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networks partially drive increased revisits on smartphones because they account for a higher
proportion of mobile browsing and generate less exploratory behaviour than search engines
(Tossell et al., 2012; Vassio et al., 2018; Zemla et al., 2015). With more of our browsing done via
these portable devices (Share of global mobile website traffic 2015-2019. 2020) and the current
focus on predicting and facilitating returns to previous pages, one can conclude that researchers
in this area further enable filter bubbles and echo chambers by increasing our likelihood of being
exposed to the same algorithms and commercial goals.
The final two chapters report on domain return rates based on the Nielsen Online Ratings
panel detailed in the previous section. The sixth chapter highlights that New Zealanders are
highly repetitive online: whenever we access a page, there is a 93% to 94% probability we have
visited the domain it belongs to within the same month. Increased browsing in specific months is
linked to higher return rates; therefore, revisiting platforms is a more significant driver of online
engagement than serendipitous browsing. Additionally, popular domain categories or
subcategories based on the share of pageviews and time spent on these generate higher return
rates, indicating they perform better at making visitors return to them. The Search Engines/
Portals & Communities category has the highest return rate of all groupings, supporting the focus
on researching both platform types in the context of filter bubbles and echo chambers. However,
subcategory results show that General Interest Portals & Communities (including popular search
engines) have a higher revisit rate than Member Communities (encompassing social networks)
due to different platform functionalities, generating the need to report on repeat behaviour not
just on pageviews but also time spent revisiting. Two methods for reporting repeat online access
are proposed at the end of the chapter, one based on browsing sessions (aiming to normalise oneoff deep browsing of a platform without returning to it afterwards) and the latter based on time
(seeking to control for differences in time spent per page across different domains). Both metrics
point to repeat online browsing accounting for a high proportion of our online engagement.
The last chapter of this thesis focuses on differences in browsing and return rates for
demographic groups rather than individuals due to lack of access to information at a panellist
level. Demographics such as age and gender, education, occupation, household income,
household size and presence/age of children at home are linked to higher variability in online
browsing. There is a significant relationship between pageviews and return rates or average
frequency for the same groups, pointing again to online engagement being driven by returning to
the same platforms rather than exploring the Web. Here the number of domains accessed within a
month and pages viewed across each of them increase in a somewhat linear manner: for each new
online domain accessed, we generally access one additional page across all domains we visit,
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leading to increased revisit rates the more pages we see. The region, ethnicity, and household
tenure groups do not follow the same patterns, primarily due to a small variability in online
browsing.

Contributions

The main contributions of this thesis which, to the best of my knowledge, have not been
completed before, are:
•

expanding the current filter bubble definition to include other entities that select online
content besides platform functionalities and algorithms such as users, devices and intent
programmed in algorithms.

•

including website revisit rates, usually researched within computer science, in filter bubble or
echo chamber debates. While this metric has its flaws, as discussed in the fifth chapter, it
considers all digital places people visit.

•

changing the focus of metric above to entire domains rather than individual URLs to assess
repetitive exposure to content produced by the same company or influenced by the same
interests. This approach is more appropriate nowadays despite massive content aggregators
such as search engines or social networks because of personalisation algorithms employed
and our tendency to seek information in line with our opinions on these platforms.

•

connecting average frequency and revisit rates to assess how they behave in relation to one
another; because frequency is reported as a number, it is a metric that aids with better
understanding the latter, which is reported as a percentage.

•

reporting domain revisit rates based on a nationally representative sample, with results
available at a total level and across website categories and subcategories.

•

establishing two new methods for assessing repeat online browsing, the first based on
sessions (which controls for deep browsing of the same platform within the same episode),
and the latter based on time (this normalises differences in time spent per page across online
domains, which shows significant differences between search engines and social networks).

•

reporting domain return rates at a demographic level and analysing them in conjunction with
pageviews to assess their degree of correlation.
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Chapter 1. The Infinite Web and Filter Bubbles/Echo
Chambers

Whether the Web connects or isolates us is a topic that has vast implications for people and
society because it has become our primary means of keeping up to date with news/information
and connecting/communicating with others. The current chapter considers this irony of
experiencing narrowing perspectives while accessing an ever-expanding space like the Web by
examining filter bubbles and their partial synonym, the echo chamber. Both phenomena
supposedly lead to an ecosystem that caters solely to individual preferences, leaving us isolated
and unable to build or expand our social environment. We are more likely to be challenged and
develop our ideas by discussing the same topics with people from different backgrounds and
viewpoints. This type of environment facilitates some commonality of knowledge (debating the
same issues) and diversity in perspectives. A world inhabited solely by familiarity would lead to
a commonality of expertise and viewpoints as we would only engage with like-minded
individuals. This can create isolated opinion spheres where nobody introduces an outsider’s
perspective, further strengthening the status quo within homogenous groups, despite accessing an
environment with unlimited content. Filter bubbles and echo chambers are also debated publicly
and were blamed for Brexit or Trump’s 2016 election (Baer, 2016; Jackson, 2017), with big
technology companies actively addressing them during the 2020 US election (Oreskovic, 2020).
COVID-19 lockdowns rushed the digitisation of our connections, work, and entertainment. The
lockdowns enabled main digital players to acquire a higher share of digital attention, data, and
revenues (UNCTAD, 2020), making their algorithms as well as our online choices more
influential.
The chapter starts by discussing the two main Web perspectives, technical solutionism
and Internet scepticism, usually placed at extremes of the debate, together with a third viewpoint
acknowledging the digital environment can simultaneously bring users together and isolate them.
The above is used as context for defining filter bubbles, belonging to the Internet scepticism
perspective. Filter bubbles are information ecosystems where algorithms analyse “the things you
seem to like—the actual things you’ve done, or the things people like you like – and tries to
extrapolate” (Pariser, 2011b, p. 9). One of the primary methods for creating filter bubbles is
through endless personalisation by online platform owners, motivated to employ this tactic
because it leads to increased advertising revenues (Pariser, 2011b, pp. 7-8). Echo chambers arrive
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at similar outcomes as filter bubbles but place responsibility on different entities creating them,
with the first focusing on the individual while the latter concentrates on algorithms and platform
functionalities. The chapter continues with a call for broadening the current definition of filter
bubbles because algorithms are not the only entities that can exclude content from our view when
we go online. Instead, psychosocial dynamics both users and programmers are susceptible to,
device as well as network control methods, and the way algorithms interpret their objectives can
lead us to experience filter bubbles in the digital space. Concerns, strategies and tools available at
the personal, private company and government level are discussed at the end of the chapter. The
objective here is to convey the broad influence filter bubbles and echo chambers can have on
ourselves and the organizations we interact with.

1.1. The three sides of the Web narrative

Since their launch, the Internet and the Web have been met with both optimism and scepticism
regarding their effects on people and society. Similar reactions have characterised prior
technologies and media channels. The telegraph, for example, the first to allow instantaneous
communication over long distances, was identified as a channel that could unify humanity, with
Charles Frederick Briggs and Augustus Maverick believing “it is impossible that old prejudices
and hostilities should longer exist, while such an instrument has been created for the exchange of
thought between all the nations of the Earth” (Standage, 1998, p. 82). Nevertheless, the same
means of communication can be used for deception and embezzlement (Standage, 1998, p. 105)
or make people experience information overload (Standage, 1998, p. 210). Although the terms
Internet and Web are frequently used interchangeably, they refer to different parts of the digital
network; “the Internet represents the hardware of the net – the infrastructure that is laid out and
operates with a common protocol that makes everything all work”, whereas “the World Wide
Web is the software of the net – the vast network of applications and protocols that make
everything communicate and <talk>” (Dube, 2012). The emphasis is placed on the latter in this
chapter and thesis because it is the most visible part of the network where filter bubbles or echo
chambers potentially occur.
The Web is built on the premise of allowing users to find (almost) anything they are
interested in, making it the most appropriate environment for understanding people's behaviour
when they have unlimited options. The Web is a pull medium because it is characterised by
customer sovereignty, with the audience deciding what websites to visit (Naughton, 2012, p.
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110). Conversely, push media like broadcast television are characterised by a small group of
producers controlling content creation and promoting it to a passive audience (Naughton, 2012, p.
109). Since its inception in the late 1980s, the Web has transitioned from phase 1.0 to 2.0 and to
what some define as its third stage (Maxwell, 2010). Version 1.0, receiving its name
retroactively, is characterised by the ability to display information that used to be included in
catalogues and brochures to potential consumers without geographic limitations (Getting, 2007).
Version 2.0 represents a move towards an application platform allowing companies to capitalize
on users’ collective intelligence through services like social networking, blogs, or virtual
communities (O'Reilly, 2005). More recently, some have used the Web 3.0 taxonomy or the
semantic/intelligent Web, focused “on the concept of enhancing the ‘intelligence’ of the
underlying architecture of the Internet” (Maxwell, 2010) and increasing “the potential for
applications that can speak to each other directly, and for broader searches for information
through simpler interfaces” (Getting, 2007). The next step in this progression is Web 4.0, or the
symbiotic Web, where mind-controlled interfaces can read and execute commands based on
users’ thoughts (Aghaei et al., 2012, p. 8).
One of the dilemmas scholars are disputing is whether the online environment connects or
isolates people. Evgeny Morozov (2013) labels these two groups as ‘technical solutionists’ and
‘Internet skeptics’. The first believe the Web makes people better connected and more
knowledgeable about diverse perspectives as everyone has a voice, and it is much easier to listen
to them than before. Internet sceptics argue that online we are more likely to be isolated in filter
bubbles or echo chambers due to personalisation algorithms and/or network constraints created
for profit reasons. Beyond this dichotomy, both sides “depend on some stable notion of ‘the
Internet’ to advance their arguments” (Morozov, 2013, p. 21) instead of contemplating that the
digital environment can change quickly and unexpectedly, and is itself determined by an array of
social forces. Treating the Internet or Web as fixed or stable entities becomes a limiting
perspective because it ignores how we can adapt technology to our objectives. Furthermore, this
standpoint makes debates about the Web “lazy, shallow and unproductive” because it stops us
from imagining a society without the Web or developing new means of communication
(Morozov, 2013, pp. 21-22). This dichotomy is alleviated by a third perspective where the two
paradoxes coexist and are determined by the broader social environment and users’ choices.
According to technical solutionists, the Web is characterised by the “economics of
abundance – what happens when the bottlenecks that stand between supply and demand in our
culture start to disappear and everything becomes available to everyone” (Anderson, 2009, p. 11).
In the past, we had to deal with the scarcity of distribution outlets incentivising distributors to
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focus on selling hits (Anderson, 2009, p. 18). The Web allows creators of less popular content to
find an online audience and make a profit, moving demand from a limited number of mainstream
products to countless niches or “the long tail” (Anderson, 2009, p. 52). Here the separation
between content creators and audiences gets blurred as we can easily transition from one group to
the other and effortlessly become content producers by rating and commenting on the original.
Abundance allows us to experiment with resources considered valuable in the past because we
can now afford to waste them (Shirky, 2010, p. 49). With so much online content available, we
can combine or experiment with it in countless ways. Traditional media had to work with a
“filter-then-publish” strategy as they had limited space available (e.g., pages in a newspaper or
minutes in a TV programme). On the Web, we have ample resources to “publish, then filter”
(Shirky, 2008a, p. 81), therefore, to make content available and let audiences filter it. This Web
characteristic makes the agenda-setting theory somewhat obsolete because there are almost no
limits to how much content can be broadcast through it. However, traditional media outlets
continue to dominate the Web, and users have limited time and attention to engage with the
digital environment. Here, when we are overwhelmed by the amount of information available, we
can create additional meta-information to cope with it (Weinberger, 2007, p, 13). We can also
share, cooperate, and create collective actions, generating a third alternative for accomplishing
tasks usually performed by governments or companies (Shirky, 2008a, pp. 47-49). Alternatively,
we can interact with like-minded people beyond geographical boundaries, “away from the mass
of us who just don’t get it” (Shirky, 2010, p. 89).
Internet sceptics acknowledge the abundance of online content and the ease with which
we can access it but argue that this plenitude is not experienced at an individual level. Cass
Sunstein was among the first to voice concerns about the dangers of a “hypothesized world of
perfect filtering” (2007, p. 43) that can occur online. In this system, people are likely to cluster
into “diverse speech communities whose members talk and listen mostly to one another” (2007,
p. 43). A second risk is that solidarity goods, defined as having “more value to the extent that
other people are enjoying them” (Sunstein & Ullmann-Margalit, 2000, p. 10), can diminish or
disappear altogether (Sunstein, 2007, p. 44). Media content is a solidarity good if it allows people
to engage in “valued social interactions, and other activities, because of their consumption”,
makes people more comfortable about engaging with the content (for example, not feeling
ashamed of liking a sitcom other people enjoy), or creates “desirable reputational effects of
joining the crowd” (Sunstein & Ullmann-Margalit, 2000, p. 10). The third risk Sunstein raises is
misunderstanding the notion of freedom, which refers to people forming preferences after
sufficient exposure to information or a wide range of options (2007, p. 45).
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Web 2.0 “promotes radical freedom on the surface of the web, but that freedom,
ironically, is more for machines than people” (Lanier, 2010, p.3) because online algorithms have
access to all information we generate while we have little visibility on how they use our data.
Companies are motivated to filter digital content as this method locks in their audiences and
enables them to define “what is important, relevant, and true on the Web and in the world”
(Vaidhyanathan, 2011, p. xi). Platforms compete in a race towards personalisation to make users
spend more time on their websites by giving us “the information we want, not necessarily the
information we might need” (Zuckerman, 2013, p. 27). This endless tailoring results in “a cozy
place, populated by our favourite people and things and ideas. (…) We are never bored. We’re
never annoyed. Our media is a perfect reflection of our interests and desires” (Pariser, 2011b,
p.12).
The two perspectives can be linked to Andrew Keen’s two-stage history of the Internet,
pre- and post-commercialization (2015, p. 37). When first established, the Internet and the Web
were decentralised spaces where people exchanged information without pursuing economic
gains. Once commercial entities entered this space, they quickly put in place what John Doerr
calls “the largest creation of legal wealth in the history of the planet” (Keen, 2015, p. 38). This is
like Tim Wu’s “cycle” from open to closed systems or shifting from a “phase of revolutionary
novelty and youthful utopianism” to “a highly centralized and integrated new industry” that
characterises all earlier means of communication (2010, p. 6). Wu believed the Internet was still
open in 2010, but concluded that the aftermath of turning it into a closed system would be
distressing (2010, p.7) because it is “a fledging universal network for all types of data” that can
replace all mass media and intellectual technologies of the past (2010, p. 255). We can already
see this process in action, with many media conglomerates releasing most or all their print, audio,
or video content online.
When tailoring their arguments, both technical solutionists and Internet sceptics focus
more on Web properties and less on people using or creating digital spaces and their choices.
Technical solutionists emphasise the multitude of ways in which we can use the Web
(crowdsourcing, social networking, etc.), while Internet sceptics claim that it has become easier
to control by governments or companies. As will be discussed later in this chapter, filter bubbles
are also perceived in this limiting perspective rather than in the context of human agency. The
Web is larger than any other medium up to this point as it can easily incorporate content created
for print, radio or television and allows for user-generated content to be easily uploaded and
accessed. These two properties enable unprecedented flexibility when it comes to uses. Analysing
the Web in its entirety is difficult because we have innumerable ways of accessing and generating
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information online. We also tailor the Web to suit us because we cannot pay attention to all
content available. If something is easily accessible online, it does not automatically mean it has
an audience (Taylor, A., 2014, p. 3). Or, in different terms, “[w]hile retrievability online is
absolute (a page can either be accessed or it cannot), visibility is relative”, and the first does not
necessarily lead to the latter (Hindman et al., 2003, p. 4).
Emphasis on features can make us “oblivious to the numerous forces that are constantly
reshaping the Internet” (Morozov, 2011, p. xvi) and the Web. A third perspective has emerged in
this debate, acknowledging that the Web comes with the paradox of bringing people together and
dividing them. Human agency and environmental factors are the deciders when it comes to how
the medium is shaping society. This point of view acknowledges that “the form of an internet – a
network of networks spanning the globe – was inevitable, but the specific kind of internet we
chose to have was not” (Kelly, 2016, p. 3), which is also applicable to the Web. Digital
technology is an amplifier of existing patterns as the way we approach it will dictate its effects on
us (Harkaway, 2012, p. 98). If we choose to use the Web actively, we will “get better at being
intellectually and emotionally engaged” (Harkaway, 2012, p. 98). Alternatively, we can agree to
receive free services and be continuously tracked by valuing “flash and laziness over
empowerment” (Lanier, 2013a). In this environment, the technology will make us better at
“practicing passivity” (Harkaway, 2012, p. 98). The Web is an environment where the Long Tail
and the bandwagon effect (believing or doing something because other people around us do)
interact to produce fascinating and potentially troublesome effects. Because of this intertwining
of “splintering niches […] and […] more clustering around the same thing” (Wasik, 2009, p. 55),
small interest groups can create spaces for sharing ideas. Some become “magnets for huge
followings” as the Web is one of the best information repositories that everyone can always
access (Wasik, 2009, p. 55). Nevertheless, only 54% of the world’s population use the Internet
(International telecommunication union statistics. 2019); therefore, the digital divide persists.
Aaron Swartz discusses the Internet and, by extension, the Web’s duality in one of his last
interviews:

There are sort of these two polarising perspectives, right? Everything is great, the Internet has created
all this freedom and liberty and everything is going to be fantastic. Or everything is terrible, the
Internet has created all these tools for cracking down and spying and […] controlling what we say.
[…]. The Internet has done both. And both are kind of amazing and astonishing. And which one will
win out in the long run is up to us […]. And it’s up to us which ones we emphasise and which ones we
take advantage of, because they’re both there and they’re both always going to be there. (War for the
web - excerpts from Aaron Swartz interview, July 10, 2012. 2013)
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1.2. Filter bubbles and echo chambers: definitions

According to Clay Shirky, information overload is a synonym for filter failures characterising all
information systems humans have interacted with since the beginning of the Guttenberg press.
The context used to validate this is spam: we feel overwhelmed by the number of unwanted emails we receive when filters no longer work as intended (2008b). While spam is a relatively
black and white area (most people do not want their inboxes inundated with it), this example
might not be appropriate when content is not easily defined as relevant for a receiver. A new
question arises: what happens when filters work so seamlessly in the background that we are no
longer aware of them or what they exclude from our view? A more recent metaphor in the
Internet sceptics’ corner tackling this is that of filter bubbles, defined as personalised online
worlds created by algorithms that infer our preferences based on “things you seem to like—the
actual things you’ve done, or the things people like you like” (Pariser, 2011b, p. 9).
Pariser is not worried about filtering per se because we have always selected content
based on our preferences throughout the history of media. Instead, he is concerned about three
new processes that change our Web experience. First, the presence of filter bubbles means we are
solitary online, even though it is easier than before to seek information and communicate with
people worldwide. This turns filter bubbles into “a centrifugal force, pulling us apart” (Pariser,
2011b, p. 9). Second, users are unaware of digital personalisation. Unlike Sunstein’s echo
chambers where consumer sovereignty allows individuals to select precisely what they want
(2007, p. 39), Pariser’s filter bubbles make us believe the news and information sources we come
across are delivered via nonpartisan technology because “from within the bubble, it’s nearly
impossible to see how biased it is” (2011b, p. 10). Lastly, these two processes turn personalised
filters into defaults challenging to bypass when accessing the Web. Despite raising awareness on
the paradox of being exposed to a limited range of opinions online, Pariser was accused of
creating filter bubbles through his project, Upworthy, a website containing solely positive news
that, “by its very construction, [is] dedicated to pushing one political point of view bound in a
certain package” (Silverman, 2015, p. 122).
The filter bubble term is sometimes used interchangeably with echo chambers, and both
are deemed poorly defined (Bruns, 2019, pp. 3, 8). Twitter mentions of both terms highlight that
echo chambers are more likely to be used in a pejorative sense about someone’s shortcomings,
while filter bubbles are employed more frequently in self-referential and academic tweets (Lum,
2017). However, the emphasis is different, with filter bubbles highlighting information defined as
unpopular or of low quality being hidden by algorithms, while echo chambers “result from people
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being over-exposed to information […], with the effect of reinforcing their existing beliefs and
creating a false impression of the extent to which those views are shared by the population as a
whole” (Fletcher & Nielsen, 2018, p. 978). According to other scholars, people are primarily
responsible for the latter (Dubois & Blank, 2018, p. 729; Hayat & Samuel-Azran, 2017, p. 292).
Nevertheless, this dynamic does not happen in a vacuum because “[m]odern technologies and
social media are dramatically increasing people’s ability to hear echo chambers of their own
voices and wall themselves off from others” (Sunstein, 2017, p. 57), leading to reinforcing effects
between filter bubbles and echo chambers. When focusing on empirical examinations of network
structures, filter bubbles appear when group members “choose to preferentially communicate
with each other”, while echo chambers manifest when they “choose to preferentially connect with
each other”. Both require the exclusion of others (Bruns, 2017, p. 3) and detract from the more
critical issue of increasing polarisation (Bruns, 2019, p. 2). The two definitions are somewhat
limiting because, as we will see throughout this thesis, platform design choices influence users’
choices of whom to connect or communicate with.
One can identify signs pointing towards filter bubbles and echo chambers in science and
academia because better search tools and academics’ use of these do not lead to a broader range
of citations. Instead, research published more recently displays a concentration of citations
towards a decreasing number of articles published more recently (Evans, J., 2008). This is
different to employing print libraries where poor indexing “may have facilitated broader
comparisons and led researchers into the past” (Evans, J., 2008, p. 398). Rather than enabling
researchers to widen their scope, online libraries “accelerate consensus and narrow the range of
findings” (Evans, J., 2008, p. 395) because scientists tend to reference articles deemed most
relevant for their topic. To make something more efficient starts with deciding what is significant
before we start the journey and therefore minimises serendipity. In the case of online map
directions, the default presented to us is the shortest route. The problem is not the shortest route
algorithm but the power of this default over users. The shortest route could become the only one
people consider when moving from A to B, not allowing them to engage appropriately with their
environment (Quercia, 2014).
When it comes to any topic, including filter bubbles or echo chambers, we should not fall
victims to chrono centricity or “the egotism that one’s own generation is poised on the very cusp
of history” (Standage, 1998, p. 212). Concerns about certain media isolating their audiences are
not new. People have blamed Cable TV for dividing American society since the 1980s because of
its niche influence rather than appealing to the broader society (Wu, 2010, pp. 212-213). This
mass-communication system also introduced lower production values to be profitable while
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reaching smaller audiences than national TV channels, such as unscripted programmes. One can
notice the amplification of this effect online, with most website owners providing the
infrastructure for users to post their content for free, therefore no longer needing to pay for
content creation. The Web has perfected this strategy to such an extent that “[i]f cable worked
like the Internet, the result would be a race to the bottom: shows that are free to watch, cheap to
make, and easy to forget” (Levine, 2011, p. 153).
Another potential bias here is that we analyse the effects of a new medium on society
against the state of that society before its introduction. Before the printing press, written texts
would vary slightly from one copy to the next as scribes made mistakes or changed some words.
Printed books allowed the reading of the exact text in all available copies. Radio and television
created the impression of a shared experience as people could listen to or watch the same
program together. The filter bubble metaphor stems from comparing the Web against radio or
television. We take common experiences offered by exposure to mass media for granted and
become critical if a new medium cannot deliver to this expectation. However, we should also
consider that shared media experiences are relatively new in the history of humankind, with most
people that have ever lived being constrained by temporal and geographic limitations when it
comes to the information they engage with.

1.3. Personalisation and filter bubbles/echo chambers

To avoid information overload while at the same time keeping their audience coming back for
more, online platform owners are using personalisation tactics that tailor website content based
on information they have available on their audience. For example, the YouTube homepage does
not show general video recommendations, but suggestions that its algorithm has decided might
interest us based on our past viewing habits. YouTube further developed this strategy through
Autoplay: when a YouTube video finishes, users no longer need to click on a new one; instead, a
new video like the one played before will start immediately after (Brinkmann, 2015). Algorithmic
recommendations now account for over 70% of the time spent watching YouTube videos
(Solsman, 2018). They can therefore be said to influence users greatly. In New Zealand, Trade
Me personalises job ads based on users’ resumes and employs cookies to tailor the user
experience, to recommend “things you might like”, and suggest search keywords “based on your
recent searches” (Trademe privacy policy. 2015). Personalisation strategies are becoming the
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norm online as platform owners believe they will help them increase revenues (Econsultancy,
2013).
According to Robert W. McChesney, most theories of the Internet, and by extension the
Web, are guilty of ignoring the political economy environment it operates in, which is vital for
understanding the digital space (2013, p. 13). This fallacy occurs because scholars find it
unthinkable “to challenge the prerogatives and privileges of those who stand atop it and benefit
from the status quo, even in political democracies” (2013, p. 17). As discussed previously,
technical solutionists and Internet sceptics are guilty of this. Pariser, however, places a strong
emphasis on how the pursuit of profits motivates digital platform owners to make content more
personally relevant for users. Powerful online companies like Yahoo, Google, Facebook,
YouTube, or Microsoft Live all have personalisation as a core strategy because “[t]he more
personally relevant their information offerings are, the more ads they can sell, and the more likely
you are to buy the products they’re offering” (2011b, pp. 7-8). One of the significant shifts
towards personalisation was Google’s algorithm offering tailored search to improve users’ search
experience. When first launched, this was only available to users logged into their Google
account (Kamvar & Mayer, 2007), but it has since been expanded to signed-out users based on up
to 180 days of search behaviour recorded by “an anonymous cookie in your browser” (Horling &
Kulick, 2009). This is the default for all users, with those wanting to opt out needing to turn off
Google’s search activity for their browsing information to no longer be captured (Google search
customization. 2016). The claimed purpose of extending personalised search to every user is for
Google to “better provide you with the most relevant results possible” (Google search
customization. 2016). A consequence of these developments is that “there is no standard Google
anymore” (Pariser, 2011b, p. 1) because we no longer have common reference points or
“universal navigational tools” (Sullivan, 2009) when we use it. Instead, it is an environment
where the computer monitor is a “one-way mirror, reflecting your own interests while algorithmic
observers watch what you click [on]” (Pariser, 2011b, p. 3), leading to a never-ending “you-loop”
(Pariser, 2011b, p. 16) where Google becomes “a huge ego search reinforcement tool” (Sullivan,
2009).
The continuous personalisation of online experiences “fractures a sense of common
knowledge or common priorities rather than enhances it” and “is not making universal knowledge
universally accessible” (Vaidhyanathan, 2011, p. 139). This customisation leads to fewer
common experiences and “fails to confer some of the benefits that come when individuals receive
information, often more helpful to others than to themselves, that they would not have chosen in
advance” (Sunstein, 2007, pp. 117-118). Personalisation algorithms also isolate ideas that users
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have not linked previously. If no Google user has searched for two different topics in the same
search, future users are less likely to be shown results referring to both areas because the
association is deemed irrelevant. Once information technology designs (e.g., search/social
network algorithms, or online recommender systems) gain momentum, they should ideally allow
for more heterogeneity of uses “unless we hope to dumb down our species to have limited
variation in cognitive style” (Lanier, 2013b, p. 313). Personalisation leads to variations between
users based on their interests because it aims to recommend content they already have an affinity
with. We should therefore accept some level of irrelevance when using search engines or other
types of digital platforms because “[t]here’s absolutely no reason to expect every information
tech design to be right for everyone” (Lanier, 2013b, p. 313) and every use.
Google managers aim to create working settings that are “highly interactive, with
boisterous, crowded offices brimming with hectic energy” (Schmidt & Rosenberg, 2014, p. 36).
Paradoxically, none of that occurs for Google users. Instead, they receive a simplified and clean
interface that removes opportunities to interact with new ideas and gives the impression that the
information world is highly organised and tailored to suit them. For Google’s ex CEO, filtering is
instead a euphemism for censorship dictated by governments as “’[e]ach state will attempt to
regulate the Internet, and shape it in its own image” (Schmidt & Cohen, 2014, p. 84). One could
argue this is a narrow understanding of the term because, even though censorship is a form of
filtering, not all filtering is censorship. Governments usually do the latter to control the
information people are exposed to, while people can filter content created and posted by their
friends, corporations, or government agencies, to name just a few, for a variety of purposes.
An art project that can be interpreted through a personalisation lens is Julian Oliver and
Daniil Vasiliev’s Newstweek (2011). This is a device that, once placed within reach of wireless
hotspots, permits “editors” to change news people are reading on websites they visit without
being aware of it. The purpose is to disturb the top-down news distribution model dictated by
political and private interests, hence its motto: “Behind every mind is a network. Own it.”
However, the slogan allows a different reading in the context of personalisation and filter
bubbles: digital information can be easily altered without users being aware of it. One could share
an article modified in this way; however, friends would be exposed to different content when
accessing the same webpage. Furthermore, we do not always have the option to return to the
same news article if the platform owners decide to remove or update it.
According to Eric Schmidt, “the technology will be so good it will be very hard for people
to watch or consume something that has not in some sense been tailored for them” (Jenkins,
Holman W. Jr, 2010). While it is relatively easy to customize text (e.g., articles,
27

recommendations, search results), video has remained elusive until now as it is more resourceintensive to personalise. This is changing with the BBC’s experiment on personalising video
content so that “the narrative, background music, colour grading and general feel of a drama is
shaped in real time to suit your personality” (Visual perceptive media. 2015). More recently,
deepfakes or “realistic seeming but falsified audio and video made with AI techniques” are
causing significant concerns because confirmation bias decreases people’s ability to spot them
(Rasser, 2019). While everything on the Web can be personalised, not everything should. We
need to be left to our own devices in some browsing instances to develop information-processing
skills. Continuous Web personalisation can be associated with always having our hand held by a
personalisation algorithm, even when we believe we are wandering alone. While most of us
might react positively to personalised digital information, we should not believe a particular
information technology or design will be appropriate for all users (Lanier, 2013b, p. 313). For
example, just because a user engaged with information in a specific area in previous sessions
does not mean they will always be interested in the same topic afterwards.
Personalisation is usually marketed as a service offered for users’ benefit so Google
searches improve “based on what we know about your preferences, without you having to do any
extra work” (Kamvar & Mayer, 2007). Nevertheless, digital customization raises privacy
concerns as everything we do online is tracked and recorded. Here our information is used by
“what we would call algorithmic superegos – systems that determine what we see and what we
don’t, channelling us toward certain choices while cutting others off” (Taylor, A., 2014, p. 131).
Fear directs attention, and digital platforms like search engines or social networks can be used to
create fear and therefore attract more attention (boyd, 2012), leading to higher advertising
revenues. This dynamic creates a new political economy where “[c]apitalist companies seek to
control unpredictability of investments, especially in time of crisis, and therefore welcome
Google advertising because it is based on a form of economic user surveillance” (Fuchs, 2014, p.
129).
Personalisation algorithms are like siren servers that analyse the information they have
collected from the network they are part of but keep the conclusions to themselves and their
owners to “manipulate the rest of the world to their advantage” (Lanier, 2013b, p. 55). Siren
servers funnel human productivity “into an informal economy of barter and reputation” (Lanier,
2013b, p. 57) and produce enormous profits for owners to the detriment of traditional businesses.
These platforms are “characterized by narcissism, hyperamplified risk aversion, and extreme
information asymmetry” (Lanier, 2013b, p. 54) because they are built to deflect risk back to
entities with lower computing means. An example here is that of service providers not being
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responsible for copyright infringement on their platforms, creating financial incentives to keep
content they have not produced or paid for as long as possible on their websites in order to benefit
from increased audiences and advertising revenues (Levine, 2011, pp. 32-33). These examples
are by no means exhaustive, with risks ranging from informational (exposing audiences to fake
news) to algorithmic (creating credit score profiles) or financial (deeming certain people as
uninsurable). Personalisation and filter bubbles are, therefore, mechanisms that allow algorithm
owners to deflect risk to users and society while significantly increasing earnings, creating a
vicious circle as some of these digital platforms join the ranks of the most valuable companies in
the world:

The unfolding technological landscape is confusing – a modern version of the Wild West, in which
prospector engineers discover gold in the form of a new software application or approach to social
networking. Once the prospector becomes a baron, he joins the ranks of business leaders protective of
their economic niche and scornful of regulations that interfere with their profits, freedoms, and
privileges. (Wallach, 2015, p. 19)

We may have lower probabilities of changing our opinions when we browse the Web in a
personalised world as algorithms recommend or guide us towards information we agree with.
This could lead to risks at a macro level because society and institutions might have to deal with
dispersed groups unable to communicate or find common ground. Similarly to smaller forest fires
preventing bigger ones by helping regeneration (Nijhuis, 2012, p. 353), smaller and more
frequent disagreements could help us avoid more significant conflicts “so that a disturbance in
one part does not interrupt the whole” (Zolli, 2012, p. 6). Personalisation appears to work the
opposite way because it minimises user exposure to conflicting information or people. Facebook
is one of the few companies to have publicly researched digital filter bubbles, potentially to deter
public accusations of creating them. In a study using data on over 10 million users, researchers
from its Core Data Science Team concluded that “the power to expose oneself to perspectives
from the other side in social media lies first and foremost with individuals” rather than
Facebook’s personalisation algorithms (Bakshy et al., 2015, p. 1132). Trying to prevent relying
solely on passive data collection (clicks) when tailoring user experiences, Facebook is testing a
new approach: the company has established a group of 600 randomly chosen users that are
exposed to randomised news items they read and rate individually (Levy, 2015). The company
has come to realise it cannot rely entirely on algorithms because “user metrics have become a
feedback loop for useless diversions” and have created a system that displays mainly information
we would not read if we would not see it. Results indicate that news stories ranking highest are
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the ones with strong emotional appeal, suggesting users seek immediate emotional reactions
regardless of consequences (Levy, 2015). This group was developed into Facebook’s Feed
Quality Panel, where more than a thousand users provide suggestions for improvement and rate
their experience with the platform each day. The panel data is supplemented by tens of thousands
of users rating stories shown in their News Feed each day, and both information sources are now
used by Facebook’s algorithm (Zhang, C. & Chen, 2016).
Through a personalisation lens, the filter bubble concept is an evolution of the Daily Me
metaphor used by Nicholas Negroponte to imagine the newspaper of the future filtered by
personal interests. This newspaper would allow for filtering usually carried out by readers
(browsing titles, throwing away sections or inserts) to be achieved by the newspaper interface.
The Daily Me can thus create a personalised summary more valuable to the reader than the entire
newspaper because everything in it is personally relevant (1995, p. 153). As location services
become more widely used, the next possible evolution for the Daily Me is to apply personal
filters based on users’ interests and precise location (Bilton, 2010, p. 239). By focusing mainly on
The Daily Me, current platform owners appear to have forgotten about The Daily Us. This is the
complementary newspaper model described by Negroponte in the same book that, together with
The Daily Me, better accounts for how people engage with news. Here we would read about
things we did not know would be of interest by allowing serendipity to shape our version of the
newspaper when we have time and desire to explore. Both the Daily Me and the Daily Us are part
of a rich news experience. We might want The Daily Me version that leaves out science or
entertainment updates during a weekday. However, we do not always act as maximising agents,
only seeking what we think we need or want to know. The Daily Us could be a better alternative
if we have more time available during weekends. Another feature Negroponte imagined is having
the user decide how much and what type of information is filtered (1995, p. 154). This implies
that Web users have control, unlike filter bubbles where personalisation algorithms are hidden
from them. The current type of personalisation means that control is shifting from the user to the
algorithm or code because “you don’t need to create a Daily Me. Others are creating it for you
right now (and you may have no idea that they’re doing it)” (Sunstein, 2017, p. 3).

1.4. Expanding the filter bubble definition

While algorithms are proficient in filtering content, they are not the sole entities that can select
content in the digital space. For instance, bloggers can act as “intelligent filters” for their
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audience “by selecting, contextualizing, and presenting links of particular interest for that public”
(Rheingold, 2012, p. 123). Thus, other dynamics besides algorithmic filtering can make us
susceptible to experiencing highly tailored worlds online, which creates the need to broaden the
current definition of filter bubbles. Here we need to incorporate psychosocial factors influencing
both users as well as owners or developers of these platforms, device and network means of
control, and how algorithms interpret the objectives they are given.
The first dynamic refers to processes in our lives that account for our tendency to aim
towards the familiar and the known, leading us to seek personalised digital universes. Prior to the
1980s, theories like normalization, groupthink, conformism, and the “spiral of silence” have
portrayed individuals as striving towards consensus with people around them such that they
become submissive to the tyranny of the group for fear of being excluded. Cognitive dissonance
transfers the search for coherence to the internal realm by claiming we are unable to handle
agreeing with conflicting information simultaneously. Since then, the concepts of homophily
(McPherson et al., 2001) and The Big Sort (Bishop, 2008) have completed the picture by
depicting the search for consensus as a two-way street: we also select individuals around us and
decide where to live based on how similar they are to us. While these phenomena have been well
researched in the past, it is challenging to ascertain whether this strive for consistency applies to
the online environment. The Web is highly flexible, and it is easier to become part of different
(and potentially opposing) online communities than to become members of a new group in our
non-digital lives. A danger in this area is the potential for users to develop narcissistic tendencies
because the digital environment “may be giving them the opportunity to show off even more and
to fall in love with themselves all over again” (Aboujaoude, 2011, p. 72). This tendency can lead
to fewer interactions with various people and ideas because “[a]s society becomes ever more
computerised, the programmer becomes its unacknowledged legislator” (Carr, 2014, p. 161). We
need to include psychosocial factors influencing developers and owners of these platforms in the
same category. One might say this group is more important than users because “[s]oftware begins
to make choices for us, with the software itself influenced by the whims of the marketers and
programmers who created it” (Silverman, 2015, p. 202).
As our attention is not keeping up with the explosion of digital content available, we may
be increasingly driven to choose the familiar rather than the unfamiliar (Zuckerman, 2013, p. 69).
Personalisation processes can populate our online universes solely with our current preferences
and opinions, potentially giving us “a narrower picture of the world than in less connected days”
(Zuckerman, 2013, p. 19). Offline we might socialise only with friends from the same
background and only read articles of interest to us; however, we cannot completely filter out
31

ideas dissimilar to our own. When going shopping, we might still need to drive through
neighbourhoods different from our own or interact with people from different social groups.
Before changing the TV channel, radio station or turning the newspaper page, we first need to
expose ourselves to the content and afterwards decide whether we want to keep watching,
listening, or reading. Through their use, people become aware of information outside their
interest sphere. Instead, filtering in the digital space can be quickly done prior to exposing users
to content (Sunstein, 2007, p. 3). This leads to Web users having fewer opportunities to come
across information they were not directly seeking or discuss with people from diverse
backgrounds.
The second category of filters refers to devices and networks we use when accessing the
Web. The initial tool available for this purpose was the personal computer, a generative device
that could be reprogrammed for new tasks by any user (Zittrain, 2008, p. 19). PCs could
communicate with each other through an Internet connection, a generative network where anyone
could contribute if they followed protocols. Both the PC and the Internet “were released
unfinished, relying on their users to figure out what to do with them—and to deal with problems
as they arose” (Zittrain, 2008, p. ix), leading to unprecedented tinkering and experimentation.
However, the PC is by no means the ideal device, especially for those not familiar with it. The
main problem with the device is that it “tries to be all things to all people”, making it more
complex than necessary and making all tasks fit its unvarying design (Norman, 1999, p. 70). This
makes the “general purpose computer […] a great compromise, sacrificing simplicity, ease of
use, and stability for the technical goals of having one device do all” (Norman, 1999, p. 70). The
solution is to replace PCs with human-centred appliances designed with a primary task in mind
permitting specialised functions (Norman, 1999, p. 52).
While ease of use is a crucial device feature, the move above might make us trade the
generativity of the PC for more popular “sterile appliances tethered to a network of control”
(Zittrain, 2008, p. 3). Here companies repackage the generative PC and system into devices and
networks that can be controlled from a distance long after the first are purchased (Zittrain, 2008,
p. 8), impacting developments, self-expression, and personal freedoms (Zittrain, 2008, p. 64).
How we manage computer ownership is significant because “all of our sociopolitical problems in
the future will have a computer inside them” (Doctorow, 2012b). This oversight is seen as the
“war on general-purpose computing”, where both government and private entities want to control
our computers from a distance despite it violating human and property rights. Producers
controlling our devices also implies that users would be unable to adapt devices for contingencies
unanticipated by programmers (Doctorow, 2012b). As not everyone would accept this, “all
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attempts at controlling PCs will converge on rootkits, and all attempts at controlling the Internet
will converge on surveillance and censorship” (Doctorow, 2012a).
We also need to incorporate the algorithm’s interpretation of its objective in the current
definition of the filter bubble. This inclusion is required because these are the only entities
parsing through all the digital data they collect and making decisions based on code. Using this
perspective:

the word filter bubble is very much looking at it from the point of view of the human being who’s in it
and how it affects your opinions over time. But look at this from the point of view of the machine.
What is the purpose put into the machine? The purpose is: maximise clickthrough. Feed people stuff
that they’re going to click on cause that’s how we make money. And you might say “how do we
maximise clickthrough”? (…) It changes you in a way that makes you more predicable so that it can
then send you stuff that it knows you are going to click on. And who is more predictable than a raving
fascist or a raving communist? (John Brockman: Possible Minds.2019)

1.5. Filter bubble and echo chamber consequences

Whether we get isolated or isolate ourselves in filter bubbles/echo chambers or open ourselves to
new experiences and viewpoints has ramifications for almost all aspects of personal and social
life. Some claim that most Web users react positively to personalisation because automatic filters
do not burden them and act as navigational aids (Anderson, 2009; Maccatrozzo, 2012). However,
personalisation is based on correlation algorithms that can be “mistaken for understanding”
because they might not reveal anything significant by themselves and are not built on coherent
knowledge models (Lanier, 2013b, p. 115). Just because a specific type of online behaviour
correlates strongly with another does not necessarily mean the first causes the latter. The problem
is not that correlations might be false, but that algorithms act based on these assumptions. This
way, mistakes can scale to affect a large proportion of Web users. Another potential trap when
relying on automatic personalisation is that some visitors might not fit in the categories
programmed in the background. For example, not all online computer science articles readers are
males; however, an algorithm can act like they are and only recommend male beauty products.
One person could consistently be misclassified when using the Web with feedback loops intrinsic
here.
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For David Weinberger, education requires putting students in contact with ideas they
disagree with (2011), reminiscent of the ideal Web user referenced in the introduction of this
thesis. If we belong to online filter bubbles where we only encounter information in accordance
with our current beliefs or expectations, then the Web cannot provide education as per this
condition. Personalisation might create more choices at a macro level as it allows niche groups
without representation in other media to have an audience. However, constantly filtering,
personalising, or choosing digital content based on existing preferences could make individuals
experience limited options whenever they go online without being aware of it. If this is true, the
current Web is not an environment that allows free communication and development
opportunities. While we are theoretically free to send messages to more individuals than ever
before, we might not interact with people dissimilar to our online profile as defined by online
algorithms. Pariser, for instance, explores no longer seeing Facebook posts from his conservative
friends. This occurred not because they were quiet but because Facebook had filtered them out
due to him being more likely to click on posts from liberal friends (2011a). Although
personalisation satisfies our wants here and now, this should not stop us from thinking about its
macro-level or long-term implications and imagining ways to improve it.
Living in filter bubbles or echo chambers would make us experience only positive
feedback loops (e.g., getting more of the same type of information due to algorithm choices) in a
system without negative or corrective feedback. If we only use the Web to read entertainment
news, there would be no corrective system to expose us to other information. In the longer term,
we might become stuck in the current version of ourselves as we would have fewer serendipitous
encounters with new ideas or opinions. We would also fail to see variety as everything
encountered would be familiar or congruent with our existing worldview. This is because we no
longer have an understanding of what is blocked from view when something is filtered (Lessig,
2006, p. 259), making us “oblivious to the dangers lurking in the dark territories of the unknown”
(Pariser, 2011b, p. 14). While we might want to listen to people around us, we would only hear
extensions of our opinions and interests without being cognizant of it.
Aggregating filter bubbles and echo chambers at a macro level could lead to more
negative effects. We may evolve towards a news model such as Pandora, an automated music
recommendation system described as “a much more personalized radio experience – stations that
play music you’ll love – and nothing else” (About the music genome project®, 2016). By
applying this algorithm to information, people would only see news and opinions they think they
want without testing whether they are interested in other previously unexplored areas. Always
looking for the familiar would also hinder innovations because it would break the mix of order
34

and chaos Christopher Langton believes is needed to make them happen (Johnson, 2010, p. 52).
We could also have problems addressing social issues as we would no longer have mutual
experiences (Sunstein, 2007, p. 5) with people outside our opinion groups. Not having a common
ground for discussing more significant issues could also raise concerns around which priorities
we should pursue first, as each of us would have our own agenda.
The classical models for dystopian societies are usually epitomised by George Orwell’s
1984 and Aldous Huxley’s Brave New World. The first is an extension of classical surveillance
mechanisms from Communist regimes where reality and history are written and re-written by Big
Brother. For Huxley, hedonism and consumption leading to alienation characterise the future.
While these two types of prediction are seen as extremes, Evgeny Morozov believes this
dichotomy is no longer relevant because “to assume that a government would be choosing
between reading their citizens’ mail or feeding them with cheap entertainment is to lose sight of
the possibility that a smart regime may be doing both” (2011, p. 79). The incentives for a future
where Brave New World and 1984 happen concurrently are also enticing for corporate content
producers and media owners. They could collect all information we generate to know almost
everything about us for advertising purposes. However, we would also be entertained and live in
a cosy world where everything is recognisable. With more and more of our lives moving online,
understanding whether people only use the Web to return to the same mental spaces becomes
more relevant. Using the Web as a generative medium by exposing ourselves to new viewpoints,
topics, and opinions could improve social debates and decision-making.

1.6. Tools against digital filter bubbles and echo chambers

The current version of the Web comes with different defaults compared to previous media, such
as users needing to opt out (e.g., by deleting cookies) not to be tracked. Even when opting out,
pageviews capture data on the content we visualise online. Despite being highly susceptible to
artificial inflation via bots, the pageview metric remains one of the main variables tracking online
advertising audiences (Greenberg, J., 2015). For TV, radio or print, audience measurement is an
opt-in decision as this information cannot be collected (yet) without people agreeing to
participate in audience panels or surveys. Another default quickly developing online is
personalisation. We engage with identical information when watching the same TV program or
reading the same newspaper article. However, different users can be exposed to different content
due to algorithmic recommendations when going to the same webpage.
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Pariser identifies three types of entities that can employ strategies for countering filter
bubbles and, by extension, echo chambers: “individual action, corporate responsibility, and
governmental regulation” (2011b, p. 219). At the individual level, one of the tactics available is
to become more mindful by actively expanding our browsing behaviour. This behaviour leads to
personalisation algorithms having more options to choose from when making recommendations
(Pariser, 2011b, p. 223). We can actively search for different opinions by visiting websites such
as GlobalVoices or Parlio. The first was created to better publicize news coming from
“marginalized and misrepresented communities” (Global voices. 2016). The latter is an online
community where people with conflicting viewpoints are encouraged to discuss and change their
minds (Parlio. 2016). We can further control our attention when deciding to click on a
recommended link as what we have clicked on previously determines what we will see in the
future (Pariser, 2011b, p. 16).
We likewise have tools at our disposal that anonymise or keep browsing information
private. DuckDuckGo and Ixquick are both search engines that do not use cookies; therefore, they
cannot track or share users’ information with third parties (DuckDuckGo privacy policy. 2012;
Ixquick protects your privacy! 2015). Disconnect, Ghostery, and DoNotTrackMe are other means
developed for this purpose. All three are browser extensions that anonymise Web usage
information and stop third parties from collecting browsing details (Disconnect. 2016; Ghostery.
2016; DoNotTrackMe. 2016). The tools described above focus on removing or hiding personal
information. TrackMeNot and AdNauseam are browser extensions with the same purpose in
mind, but they create noise or fake data that make it difficult for personalisation algorithms to
identify or classify users. TrackMeNot “periodically issues randomized search-queries to popular
search engines” (TrackMeNot. 2016), while AdNauseam works by “clicking on ads so you don’t
have to” (AdNauseam. 2016). Registering a clickthrough for each ad displayed makes
AdNauseam the only tool referenced here that could create costs for advertisers.
Another strategy in this area is developing an understanding of the power of defaults on
users (e.g., personalisation algorithms). Defaults, including minor changes, can lead to significant
differences in outcomes, “from increasing savings to improving health care to providing organs
for lifesaving transplant operations” (Thaler & Sunstein, 2008, p. 8). These represent implied
recommendations, and some are unavoidable choices for designers (Thaler & Sunstein, 2008, pp.
35, 86). One of the principal Web defaults is its reliance on advertising rather than subscriptions
as the primary revenue source, leading to an evident dynamic: “[w]e need more data so we can
make our targeted ads appear to be more effective” (Zuckerman, 2014), potentially leading to
filter bubbles. For algorithms, we need to be mindful that social beliefs “about justice, freedom,
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and opportunity are embedded in how code is written and what it solves” (Pariser, 2011b, p. 226).
This awareness is required because:

[a]s the world is now, code writers are increasingly lawmakers. They determine what the defaults of
the Internet will be; whether privacy will be protected; the degree to which anonymity will be allowed;
the extent to which access will be guaranteed. (Lessig, 2006, p. 79)

The power of defaults creates the need for algorithmic transparency so users can ascertain
the principles and predispositions of algorithms that influence them (Diakopoulos & Koliska,
2017, p. 813). A requirement to enable this is for companies to release information on the
personalisation algorithms used on their digital platforms, what type of information is
personalised, and to what extent (Pariser, 2011b, pp. 229, 231). Making this type of information
public would allow for debates on personalisation biases and effects on users and society.
Unfortunately, significant obstacles for algorithmic transparency occur at an individual and
company level: “(1) a lack of business incentives for disclosure, and (2) the concern of
overwhelming end-users with too much information” (Diakopoulos & Koliska, 2017, p. 822).
Many of the digital tools we use are programmed for specificity and precise outcomes, but
we need to consider that “[a]n architecture of serendipity counteracts homophily, and promotes
self-government and individual liberty” (Sunstein, 2017, p. 4). While digital content providers
aim to help users deal with additional information through personalisation, this can lead to filter
bubbles. Therefore, serendipity needs to be included as a “performance measure for
recommendation algorithms” to counteract it (Maccatrozzo, 2012, p. 1). Pariser also references
this suggestion (2011b, p. 235). Along these lines, Google includes a randomised element when
delivering Knowledge Graph results (Adams, 2013), and The Guardian has added a digital
section titled ‘Burst your bubble’, positioned as “The Guardian’s weekly guide to conservative
articles worth reading to expand your thinking” (2019).
Implementing these tools by themselves is entirely reliant on algorithms. Therefore, they
fall under the technical solutionism umbrella. They can also be overturned by users seeking a
small amount of homophily (Blex & Yasseri, 2020). These also provide only a short-term
solution for maintaining “anonymity while browsing the Internet, but they do little to overturn the
industry’s status quo, which remains single-mindedly focused on knowing more about user
activities than the users themselves” (Silverman, 2015, p. 297). Should usage of these tools reach
a significant level, it would motivate online platform owners to change their websites or apps to
bypass them. We should also avoid thinking that using a different search engine or installing a
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browser extension is enough to expand the range of opinions we encounter online. Users of
recommendation systems that incorporate serendipity might react differently to a new set of
search results, such as avoiding recommendations outside of their search area or the platform
altogether for one that does not include serendipity in its algorithm. An opportunity here is to
make some search results work similarly to the Vidéothèque de Paris, which was programmed to:

return the most possible results. So instead of having people watch the same three videos of the Eiffel
Tower over and over again, they wanted to be able to get as many different possibilities for learning
and for dredging up this information whenever you searched for something (Clark, 2015).

Possibly the biggest obstacle to solutions reliant solely on corporations is that “[t]o expect
Silicon Valley to embrace such high levels of cultural paternalism in a responsible manner seems
premature” (Morozov, 2013, p. 290). One option to counteract this and minimise filter bubbles is
to move the current revenue model from advertising to subscription-based, so we can “vote with
our money” rather than attention. Netflix is one of the more successful digital platforms reliant on
subscriptions, and because they do not depend on advertisers, they are unwilling to share user
data with third parties. Another option is to set up nano payments “proportional both to the
degree of contribution and the resultant value” for individuals generating any amount of
information captured and included in a digital database. This would “lead to a new social contract
in which people are motivated to contribute to an information economy in ever more substantial
ways” (Lanier, 2013b, p. 20). The challenge here is that we might end up paying less attention to
interacting with each other because we would earn “money not for the ways we create value for
people but for all the passive activities that happen to be data intensive” (Rushkoff, 2016, p. 45).
Governments also have a role to play in this area by balancing the knowledge asymmetry
between users and companies by giving individuals control over their personal information
(Pariser, 2011b, pp. 238-239). This strategy is pursued in the United States via The Filter Bubble
Transparency Act, asking platforms to notify users when they deliver personalised content.
However, the proposed bill does not prevent platforms from manipulating users through
algorithms not reliant on personal information or collecting personal data to generate undisclosed
consumer scores or segmentations (Robertson, 2019). Another solution is for authorities to enable
the Separations Principle, where the main information economy layers (content development,
network infrastructure, and access to the latter) are kept disconnected and without government
intervention (Wu, 2010, p. 304). Nevertheless, governments are biased in relation to information
flows in society and planning from the centre might inhibit innovation and solutions from the
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edge. Furthermore, digital platform owners are not usually willing to agree to government
involvement and tighter regulation because these might jeopardise their revenue streams.
Moreover, sharing information about their ecosystem is perceived as a threat to intellectual
property. Governments also benefit from “Big Data technologies [which] are too great to give up
without a fight” (Pasquale, 2015, p. 17), creating the need “to hold business and government to
the same standard of openness that they impose upon us— and complement their scrutiny with
new forms of accountability” (Pasquale, 2015, p. 56). Consequently, according to Eli Pariser, a
new option for structuring the digital space is having the public take ownership and responsibility
of these spaces via publicly owned platforms like social media (as cited in Schiffer, 2019), data
infrastructures, or browsing tools. This setup would limit society’s exposure to externalities
generated by tech giants such as Facebook, Amazon, or Google because their mandate would be
much broader than just generating higher revenues (Srnicek, 2019).
This chapter aimed to provide a theoretical perspective on filter bubbles and echo
chambers. Filter bubbles refer to informational environments created by “prediction engines,
constantly creating and refining a theory of who you are and what you’ll do and want next (…)
[that] create a unique universe of information for each of us” (Pariser, 2015, p. 9). Online
platform owners’ focus on increasing revenues creates a race towards content personalisation to
make people spend more time on their websites, potentially isolating users in filter bubbles.
These are partially synonymous with echo chambers, with the first focusing on design choices
and the latter drawing attention to user selection, but both leading to similar outcomes. The
current definition of filter bubbles is somewhat limiting because dynamics like psychosocial
processes, device/network control and personalisation algorithms’ interpretation of their objective
support the creation of highly tailored digital worlds. The above creates the need to expand the
current definition by including these processes. The chapter ends with filter bubble and echo
chamber consequences, as well as how the two dynamics can be minimised at an individual,
corporate, and government level.
The following four theoretical chapters will focus on whether filter bubbles manifest in
each of the four strategies available for identifying information online, following links, using
search engines as well as social networks, and returning to previously seen pages. The first three
methods also provide a chronological progression on filter bubbles research, with social media
currently being the leading platform type blamed for creating them. The main challenge with the
current research is its focus on one platform or platform type instead of reflecting how we engage
with the entire Web. This limitation is addressed here by employing website revisits as the
primary analysis tool, which considers all platforms we access. The central hypothesis of this
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thesis is that overall Web browsing increasing in line with revisit rates points to the creation of
filter bubbles and echo chambers because we seek and are exposed more frequently to the same
algorithms and commercial interests as well as information presented through a familiar lens
instead of exploring the vast digital space.
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Chapter 2. Link Patterns or the Connected and Fragmented
Web

The focus of the current chapter is to understand the early research into how links transform the
structure of the accessible Web as they guide users to either new or familiar websites. The
chapter also assesses how useful link analysis is for understanding user behaviour and
determining the existence of filter bubbles or echo chambers. The accessible Web refers to
websites that can be reached through a standard browser and may or may not be indexed by
search engines; thus, it includes the Surface Web and the Deep Web (Finklea, 2015, p. 2). The
Dark Web, “a place without limits, a place to push boundaries, a place to express ideas without
censorship, a place to sate our curiosities and desires, whatever they may be” (Bartlett, 2014, p.
11), is excluded from this review as it is challenging to research. Results point to a
simultaneously connected and fragmented Web due to link properties and dynamics. The chapter
starts with discussing link properties that inform filter bubbles and echo chambers as they guide
users from one page to another. It continues with an analysis of linking patterns across political
blogs, where less than 10% of links cross the political divide and half of those that do repudiate
the other side. While these results can be interpreted as a sign of filter bubbles and echo
chambers, blogs represent a small corner of the Web; therefore, we need to expand the analysis to
a more varied set of websites. When changing the data collection method to massive crawls
collecting linking patterns across millions or billions of webpages, results point to striking
winner-take-all patterns (where the top spot accounts for a significant share of the entire
distribution) at multiple levels: incoming links, path lengths between websites, user visitation
patterns or website referrals. However, because links are unidirectional, they create parts of the
Web a user cannot reach just by following links, leading to a fragmented Web.
Employing the metaphor of the Web as a city allows us to understand additional nuances
of the digital environment in the context of filter bubbles or echo chambers. In this model,
domains are the equivalent of specific locations (e.g., schools or art galleries), with links akin to
streets leading us from one location to another. Unlike physical streets, links can be easily
modified and take the same time to navigate because the Web “is a space without distance”, and
websites “are located relative to one another but not in an abstract spatial grid” (Weinberger,
2002, p. 33). Therefore, a website placed close to another does not deter other websites from
being closely located to it. Nevertheless, despite this malleability and unlike most roads, all links
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are unidirectional: they point from one website to another and cannot be navigated in reverse
unless we use the “Back” browser functionality. The major limitation of research discussed here
is that while roads influence how we move from one place to another, they are not the sole factor
determining the locations we visit. Similarly, we do not just follow links when we browse but use
bookmarks, search engine queries or friends’ social media posts to discover new spaces. The
availability of other online browsing methods makes link analysis an indicator of filter bubbles or
echo chambers instead of a comprehensive type of research. Another restriction is the need for a
significant amount of computing power to collect and analyse a representative selection of links
to understand the current structure because of the exponential growth of the Web, which is a
significant deterrent to using this method more recently.

2.1. Link properties and filter bubbles/echo chambers

Matthew Hindman sees following links and using search engines as the two strategies people
have available for accessing previously unknown content online (2009, p. 42). As mentioned in
the introduction, two more strategies are relevant here and will be covered in the following
chapters: social media and website revisits. For Eli Pariser, clicking on a link is the first step in
creating filter bubbles because it is interpreted as an attention signifier: “[y]ou click on a link,
which signals an interest in something, which means you’re more likely to see articles about that
topic in the future, which in turn prime the topic for you” (2011b, p. 125). Following links is the
primary activity Web users engage in, estimated at over 40% of browser actions (Catledge &
Pitkow, 1995; Tauscher & Greenberg, 1997; Weinreich et al., 2008). Links can also be viewed as
communication between digital domains, with the small proportion of links between blogs from
opposing political sides (Adamic & Glance, 2005; Hargittai et al., 2007) used as one of the first
proofs of filter bubbles: “if linking behaviour on blogs can be taken as a proxy for how people are
using the blogosphere, it is reasonable to think that many readers are obtaining one-sided views
of political issues” (Sunstein, 2007, p. 150). However, as mentioned earlier, we can always
choose not to follow links or go to different domains altogether.
Understanding linking behaviour can inform filter bubbles and echo chambers because
they are one of the easiest proxies for how people navigate the Web without capturing actual
browsing data or relying on claimed information (asking people what webpages they visit). Links
are pathways between different spaces, and we can easily assume they will direct a proportion of
visitors from one website to another because “hyperlinks exist to be followed” (Hindman et al.,
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2003, p. 10). As early as 1997 research identified a strong correlation between incoming links and
visitors, therefore “[t]he number of hyperlinks pointing to a site does seem to be a good predictor
of its traffic” (Hindman et al., 2003, p. 9). Should links form circular connections between likeminded websites, one could easily assume this is correlated with a sizeable proportion of Web
where users mostly visit similar websites, therefore belonging to echo chambers or filter bubbles.
Perceptions regarding the presence or absence of specific opinions online can likewise be
controlled through links suggested to visitors. This tactic provides a second way in which links
can create filter bubbles (i.e., some might believe everyone agrees with their viewpoint because
they do not see links to pages suggesting otherwise).
Links are one of the primary methods for navigating the Web because they connect
websites or online documents and allow users to visit new webpages without knowing the full
URL. Because of their ease of use, they “enable our attention to fly off and provide no unifying
theme beyond what seemed interesting for some reason, any reason” (Weinberger, 2002, p. 64).
Links turn the Web into an infinite space as it is (almost) impossible to find webpages without at
least one link directing us somewhere else. By joining together various places, they are
suggestions to visit other digital locations and deciding whether to click on a link is proof of us
exercising attention control (Rheingold, 2012, p. 97). The Web is unlimited when it comes to the
content and connections it can contain because online “anything can link to anything else […],
[t]he entirety of human thought becomes a hologram, where any piece might reflect on any other,
or even recapitulate its entirety” (Rushkoff, 2010, p. 78). Links are so influential that they can be
imagined as “the stitches that keep the fabric of our modern information society together. (…)
Remove the links, and the genie would spectacularly vanish” (Barabási, 2014, p. 31).
Links are created to provide navigational aids, reveal relationships between different
spaces, and be shared with others so they can engage with specific content. Due to these multiple
uses, “since the very inception of the World Wide Web, the hyperlink has acted as a social
element” (Adamic, 2008, p. 227). Because “[h]yperlinks encode a considerable amount of latent
human judgment” (Kleinberg, 1999, p. 606), they are relevant not just because they guide visitors
from one page to another, but also because “most search engines in practice end up ranking sites
based on the number of inlinks these sites receive” (Hindman et al., 2003, p. 10). The following
chapter examines search engines and how they influence users. Another factor aiding link
research, especially in the early stages of the Web, is that they are easy to capture. Link
information is available to anyone with Internet access, whereas Web usage data requires a much
more detailed research methodology, especially when collecting actual rather than claimed
behaviour.
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The same link can be interpreted differently depending on the focus: one link guiding
visitors from page A to page B is an outgoing link for A and an incoming link for B. Outgoing
links placed on the same website represent the knowledge of a smaller group of people (usually
the website creators) compared to incoming links, where anyone has the option to link to a
specific page. Consequently, incoming links represent collective behaviour and are more difficult
to control than outgoing links. There is a natural limit to how many outgoing links can be placed
on the same webpage, while the number of incoming links can become astronomical, as revealed
later in this chapter. Link studies have advanced following two broad directions: one closer to the
network science field and one more directly related to social sciences. “The former aims at
describing hyperlink networks, at discovering their properties, while the latter interpret links as
indicators of other phenomena” (De Maeyer, 2013, p. 738). Exemplars of the two paths reviewed
in the following sections are blog links for the latter and large-scale link analysis for the first.

2.2. Blogs or fractured dialogues through outgoing links

Link analysis started in the blog area because the latter began as “link-driven sites”, granting “a
valuable filtering function for their readers” (Blood, 2000). Furthermore, they “provide one of the
most important human-centric applications in the World Wide Web” (Meinel et al., 2015, p. v).
Blogs are usually defined based on their affordances. These are “frequently updated webpages
with a series of archived posts, typically in reverse-chronological order” (Nardi et al., 2004, p.
222). However, this type of structural conceptualization does not explain the blogging practice,
their increased popularity, and how they evolved as more people started blogging (boyd, 2006).
Instead, the definition needs to emphasise blogs’ reliance on creating “digital content with the
intention of sharing it asynchronously with a conceptualized audience” (boyd, 2006).
Blogs are relevant in the filter bubble or echo chamber debate as exemplars of digital
platforms with inexistent entry barriers, granting users without financial resources or
programming skills the opportunity to publish content online. Blogs “allow authors to experience
social interaction while giving them control over the communication space” (Herring et al., 2004,
p. 11) and “provide non-elites with an easy and relatively inexpensive way to set out their
opinions” (Lawrence, E. et al., 2010, p. 142). Commercial pressures are weaker than other media
because the audience size does not threaten their existence (Lessig, 2004, p. 43). Linking to
different digital places on blogs tends to reflect authors’ interests and be less skewed compared to
commercial platforms. Blogs also provide easy access to links that can be categorised into three
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groups based on their visibility: included on homepages, posts, or in comments (Meinel et al.,
2015, p. 187). Most blogs have a “blogroll” or a list of links pointing to other blogs, usually
appearing on the side bar. These are typically accessible on every blog page and are updated less
frequently, turning them into fixtures that “serve as a way for the blogger to identify with his or
her friends, community, and interests” (Adamic, 2008, p. 230). Bloggers also use links in their
posts to point to other pages, usually related to the topic discussed. The third category, links
included in blog comments, are usually excluded from research because blog authors have little
control over them, and they can sometimes be abusive or spam (e.g., Adamic & Glance, 2005).

2.2.1. “Divided they blog” in popular blogs
One of the most cited studies on blog linking behaviour in the context of filter bubbles and echo
chambers is that of Lada Adamic and Natalie Glance (2005). The researchers analysed 20
Democratic and 20 Republican A-list political blogs in the two months prior to the 2004 US
presidential election to “measure the degree of interaction (…) and to uncover any differences in
the structure of the two communities” (Adamic & Glance, 2005, p. 36). Blogroll and post links
were included in the analysis, with the limitation that they are given the same importance even
though the first remain active for much longer than the latter (Adamic & Glance, 2005 p. 38).
Results revealed that very few political blogs linked to the opposite side. 91% of outgoing links
captured were to websites with the same political orientation, with Republican blogs using links
more often than Democratic ones. Adamic raises three potential explanations for this polarization,
all requiring stepping outside standard link analysis: authors “are primarily seeking validation for
their own ideas and lending support to similar blogs”, “they are limiting their own exposure to
opposing points of view by selectively reading the posts of those blogs they are already in
agreement with”, or they participate in criticising blogs they disagree with but without linking to
them (2008, p. 234). The divide between the two sides extends to politicians and news sources
mentioned. Those with most mentions in the Democratic blogosphere had three times fewer
mentions in the Republican space, and the most cited information source by Republican bloggers
was the 15th most referenced by Democratic bloggers. Media source polarization also surfaced in
the authors’ analysis of more than 1000 political blogs across one day. The result is a “divided
blogosphere: liberals and conservatives linking primarily within their separate communities”
(Adamic & Glance, 2005, p. 43) despite the ease of connecting to any webpage.
Eszter Hargittai, Jason Gallo and Matthew Kane (2007) developed the methodology
above and applied it across a more extended period. The authors selected the same number of top
or A-list conservative and liberal blogs and explored if the extent of linking to blogs from the
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same side of the debate changed over ten months. They likewise found that “the vast majority
(91%) of these blogroll links is to sites that resemble blogs’ ideological positions” (Hargittai et
al., p. 76). The remaining 9% cross the political divide and are present on nearly all blogs.
Therefore, most blogs link to the opposing side, albeit much less often (Hargittai et al., p. 78).
The ratio remains relatively unchanged across ten months, proving that the digital environment is
not becoming more polarized over time. Another layer added here is a qualitative analysis of
links crossing the political divide. Of these, around one in two were strawman arguments, or “a
basic repudiation” of the opposing side (Hargittai et al., p. 80). This result illustrates a somewhat
grim picture of political debates in the blogosphere: when authors connect to the opposing side,
they often claim the others are illogical. Links can signal communication between authors, but
they can also be employed for a myriad of reasons. For example, some links are “votes of
derision, generated by a critic to point to flaws, falsehoods, or weaknesses” while “others exist
for purely functional purposes, such as to enable the downloading of a file” (Vaidhyanathan,
2011, p. 62).
Similar linking patterns were confirmed for Korean National Assembly members (Hsu &
Park, 2012) and across climate sceptic and advocate blog posts (Häussler et al., 2017). The
proportion of links crossing the divide is relatively small in both Germany (14%) and the United
States (24.5%) (Häussler et al., 2017, p. 3107). The difference between the two countries is
potentially driven by contentiousness, with the US having a relatively equal number of actors
across the two sides, whereas climate change deniers represent 17.9% of domains in Germany.
Both values are higher than the two blog-focused studies mentioned above, potentially because
climate change is more polarising than politics. A large-scale analysis of 1.3 million Englishlanguage climate change blog posts concluded that non-sceptical communities have “a much
higher level of mutual linking with the skeptical community than the other accepter
communities”, implying more robust engagement with the other side (Elgesem et al., 2014, p.
184). While the actual proportion of links crossing the divide is not referenced here, one could
easily assume most of these are strawman arguments as per results reviewed in the previous
paragraph. Link homophily occurs outside of blogs, for example, in international non-government
organisations, where “offline behavior, like engaging common social issues, financial ties,
membership ties, collaborative ties, and instrumental action leading to media visibility, are
associated with hyperlink patterns” (Pilny & Shumate, 2012, p. 280). Moreover, this behaviour
does not happen in a vacuum; reading political blogs is a “negative predictor of discussion with
political out-group members” (Ponder & Haridakis, 2014, p. 297), potentially reflecting blog
linking patterns.
46

A potential gap identified by Adamic and Glance is that selecting the most popular blogs
excludes those that are independent or middle-of-the-road because they usually do not attract
many readers. However, “whether they act as bridges between the liberal and conservative
communities, or if they form their own community which may be just as isolated” (2005, p. 43)
can potentially impact the entire political blogosphere. A smaller number of readers per
individual blog does not exclude the possibility of a considerable proportion of the population
reading the entire category. If these blogs link to both sides of the political spectrum and are
included in the average blog reader’s repertoire, a sizable audience will be exposed to
contradictory information. Nevertheless, the lack of either of the two conditions can further
exacerbate polarization. Limited research into this group of blogs shows that they contain more
genuine discussions instead of “sarcasm, combative one-liners, or short linking posts” (Benkler &
Shaw, 2012, p. 30). However, they have fewer features permitting collaboration, making centre
blogs different from the left and the right blogospheres (Benkler & Shaw, 2012, p. 30).

2.2.2. But popular blogs are not representative of the entire blogosphere
Another issue when ascertaining the relevance of results reviewed in the previous section is that
popular blogs are used as a proxy for the entire blogosphere when they represent a small
minority. More than two-thirds of blogs are personal journals, focused on authors’ lives and
feelings, usually ignored by most blog research. The next most popular category, filter blogs,
representing only 12.6% of all blogs, comprises primarily links to other blogs or websites the
authors comment on and direct readers’ attention to (Herring et al., 2004). The prevalence of
personal blogs significantly transforms the blogosphere linking patterns, with only half of all
blogs containing links to other blogs, around a third linking to news sites and almost one in ten
not including any external links. This depiction is “in contrast to the popular characterization of
blogs as heavily interlinked and oriented towards external events” (Herring et al., 2004, p. 8).
Considering that most filter blog authors are adult males and that this category is most likely to
be researched, it can be perceived as a way to dismiss teen and women bloggers, “thereby
indirectly reproducing societal sexism and ageism, and misrepresenting the fundamental nature of
the weblog phenomenon” (Herring, Kouper et al., 2004, p. 2).
Obtaining a comprehensive depiction of the blogosphere is further impeded by the fact
that most links on popular and unpopular blogs point to filter or type-A blogs (Herring et al.,
2004; Herring et al., 2005), a pattern also identified in the Portuguese blogosphere (Silva, 2014,
p. 193). While it is relatively easy to move from a niche to a popular blog, the reverse is not the
case as filter blogs tend to direct readers’ attention to other popular blogs. Therefore, “the
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blogosphere appears to be selectively interconnected, with dense clusters in parts, and blogs
minimally connected in local neighbourhoods, or free-floating individually, constituting the
majority” (Herring et al., 2005, p. 10). This depiction makes a seemingly egalitarian space appear
like “a grand system of patronage” that gets perpetuated by smaller blogs happy to link to popular
blogs for an uncertain modicum of attention (Carr, 2006). The dynamic of less popular entities
connecting to more popular ones is identified in other Web layers discussed later in this chapter.
For example, pages with a small number of views include links pointing primarily to domains
that already have a high number of incoming links (Cho & Roy, 2004; Hindman et al., 2003). A
significant proportion of these pages surround most mainstream media outlets and contain fake
news (Albright, 2016). When it comes to social media, users are more likely to follow other users
with a high number of followers (Huberman et al., 2009). However, this characteristic appears to
be reflective of social networks that contain mostly public content like Twitter and manifests to a
lesser degree on Facebook due to limits imposed on the maximum number of friends (Ugander et
al., 2011), and because content posted by users is less likely to be made available to all people
accessing the platform. Unless employing a random selection of blogs from a wide-ranging list,
blog research can either display a heavily connected space that most likely directs readers to
popular blogs or one that has relatively few or no links pointing to external pages. These types of
blogs are reminiscent of the Web’s strongly connected and, respectively, the disconnected
components (Broder et al., 2000) that will be reviewed in the next section.
Focusing on links pointing to other blogs and their context does not provide a
comprehensive picture of the blogosphere for various reasons. Firstly, they do not account for all
links placed on blogs: for the top 20 Portuguese citizen political blogs, the leading group points to
mainstream media sites (43%), followed by those guiding users to blogs (32.5%), of which 40%
are links to the same blog (Silva, 2014, p. 193). Inter-blog links also only represent one type of
what Yochai Benkler and Aaron Shaw call “practices of discursive production and participation”
(2012, p. 2). These practices include participatory and mobilization platforms, mediation of sole
versus multi-authorship, and boundaries between primary and secondary content (i.e., user
comments). The two authors blame link analysis for ignoring specific blogs, their authors, and
affordances in favour of analysing the blogosphere as a whole (2012, p. 30). A similar proportion
of links from the US political left and the right blogosphere link to the opposite side (Adamic &
Glance, 2005; Hargittai et al., 2007), but the two groups display different patterns when it comes
to enabling user participation, multi-authorship, length and depth of posts. Compared to the right
blogosphere, the left is more likely to employ technological features that boost user participation,
utilize enhanced platforms, and apply fewer rigid boundaries between the front page and content
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that can be reached through additional clicks. These blogs tend to have a higher word count and
to concentrate more on reporting and opinions, using links less often. Blogs on the right side of
the US political spectrum are twice as likely to be single-authored and to favour short posts
linking to external sites, explaining why they usually contain more links than Democratic blogs
(Benkler & Shaw, 2012). Conservative blogs can be portrayed as more conversant if we only
consider the number of links (pointing to any location of the Web, not just to the opposite side),
but the other practices identified by Benkler and Shaw prove that answering this question is not
straightforward.

2.3. Winner-take-all distributions for incoming links

A logical fallacy in the digital space is to assume that equal starting conditions are inconsistent
with inequality further down the line. However, in an environment where we are aware of others’
choices, “[d]iversity plus freedom of choice creates inequality, and the greater the diversity, the
more extreme the inequality” (Shirky, 2003). The “preference premium”, or when choices
expressed in the initial stages influence the behaviour of people joining the system afterwards,
causes this outcome. In a space with abundant information, too many choices can paralyze
maximisers, those who “seek and accept only the best” (Schwartz, 2004, p. 77). A strategy
available to both online platform owners and users aimed at decreasing this risk is to use past
browsing patterns as signifiers of relevance for people displaying similar online behaviour. An
example is Amazon’s recommender system based on “Customers Who Bought This Item Also
Bought…”, but this is not limited to online shopping:

Alice, the first user, chooses her blogs unaffected by anyone else, but Bob has a slightly higher chance
of liking Alice’s blogs than the others. When Bob is done, any blog that both he and Alice like has a
higher chance of being picked by Carmen, and so on, with a small number of blogs becoming
increasingly likely to be chosen in the future because they were chosen in the past. (Shirky, 2003)

This behaviour leads to two unexpected consequences: most blogs will sit below the average,
and, as some become more popular than the rest, they will lead to greater differences between
high and low-ranked items (Shirky, 2008a, p. 127).
The preference premium is synonymous with positive feedback: the more a website is
read or linked to, the higher the probability of new users doing the same. The perceived gains of
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pointing to specific types of blogs can also influence linking behaviour. This could explain why
less popular blogs tend to “link preferentially to A-list blogs, but do not experience high rates of
reciprocation” because more popular blogs link mostly with one another (Herring et al., 2005, p.
6). The compounding preference premium effects turn the distribution of choices into a powerlaw distribution that becomes more skewed the more people participate in it (Shirky, 2003). The
dynamic is like informational cascades or bandwagon effects, where we choose an option because
those around us have made the same choice (Birchler & Bütler, 2007, p. 206). This influence
increases the more people have chosen the same option before us. In a system where we are
aware of others’ selections, popular choices can become even more popular not necessarily
because of their quality but because of their perceived recognition, to the point where quality
determines success only partially (Salganik et al., 2006). This “social influence (…) contributes
both to inequality and unpredictability in cultural markets” (Salganik et al., 2006, p. 855), and
generating perceptions of false popularity can create real popularity further down the line
(Salganik & Watts, 2008).
Research studies mentioned previously analysed up to a couple of thousand blogs selected
randomly or based on popularity; thus, results have limited applicability. Ascertaining if Shirky’s
“preference premium” model is accurate requires much bigger samples, ideally allowing
systematic analysis of subcategories. Blogs accounted for just 0.4% of all pageviews of Yahoo
toolbar users in 2009 (Kumar & Tomkins, 2010, p. 565), and this count has declined since then
with the increasing popularity of social networks. Therefore, blogs are not representative of the
entire Web, and a comprehensive dataset needs to capture information on other types of websites.
Studies above also mainly relied on outgoing link patterns, raising the question of whether
incoming links have a different dynamic as they provide information about collective behaviour
rather than just blog authors.

2.3.1. Googlearchy or “the rule of the most heavily linked”
A partial move in the directions mentioned above that highlights a power-law distribution of
incoming links is Hindman, Tsioutsiouliklis and Johnson’s study (2003). The researchers used
Yahoo and Google to identify up to 200 popular political websites for each search engine in each
of the following categories: abortion, death penalty, gun control, the president, the congress, and
general politics. Twelve different crawlers were afterwards employed to collect information on
and codify all outgoing links. Web crawlers or spiders are programmes that automatically browse
the World Wide Web to index website content and links (Stanway, 2009). As will be discussed in
the following chapters, search engines also employ crawlers, and this method has been used to
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understand social network connections (e.g., Chan & Fu, 2017). In the interest of collecting a
representative sample of webpages, the crawlers used in Hindman, Tsioutsiouliklis and Johnson’s
study catalogued and classified links three steps away from their starting points, reaching a total
of almost three million links, significantly larger than the initial selection of websites. Results
show that between 2 to 12% of collected links were relevant to the starting points within each of
the six categories. For example, when someone opens a page on general politics, they are exposed
to at least 88% of links guiding them outside the category. Therefore, the number of pages within
each category that are easy to arrive at is smaller than expected. This pattern raises concerns
because, “[g]iven the vastness of the medium, these accessible pages are likely only a fraction of
the whole” (Hindman et al., 2003, p. 20).
While the authors collected outgoing links from popular starting points, they changed
their focus to incoming links to determine how many point to the same websites. Identified links
display a significant concentration towards the most popular domain across each of the twelve
crawlers, ranging between 6.5% (defined as an outlier) and 53% of all links. The top 10% most
popular websites account for a minimum of more than a third to a maximum of over two-thirds of
all incoming links within each crawler. The researchers employed the term of Googlearchy or
“the rule of the most heavily linked” to describe this consolidation of visibility and attention
(Hindman et al., 2003, p. 26). They believe Googlearchy is a method for decreasing information
costs, where users can access credible mainstream information by selecting only a limited number
of focal points within each community. Therefore, while “[t]he end-to-end design of the Web
might not limit the political sites that citizens visit, (…) the link structure of the Web certainly
does” (Hindman, 2009, p. 57). This pattern leads to a narrowing of the accessible Web because
“power laws do an excellent job of characterizing link distribution within these communities”
(Hindman et al., 2003, pp. 23-24). These skewed distributions are defined as “statistical
relationship[s] in which the probability of observing a particular ‘size’ of some event is inversely
proportional to some power (exponent) of that size” (Spirling, 2011, p. 518). Examples of power
laws are ‘wealth distributions’ when the selection includes Bill Gates or ‘book sales’ when
considering J.K. Rowling, as both individuals account for a high share of wealth/book sales
(Taleb, 2007, p. 33). These distributions are characterised by a higher occurrence of “heavy tails”
or extreme events compared to normal distributions (Stumpf & Porter, 2012, p. 665). For
example, there is a natural limit for how tall someone can be, but no such limits exist for wealth
or book sales. As discussed throughout this thesis, power-law distributions manifest at many
different Web layers.
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Pennock et al. arrive at “a qualitatively different and considerably less biased link
distribution among subcategories of pages” (2002, p. 5207) compared to the Googlearchy model.
This group of researchers analysed inbound links pointing to homepages of US companies and
universities, American newspapers, and scientist homepages. The authors do not discredit the
power-law distribution of inbound links at an aggregate level but conclude that they no longer
display the same concentration towards most popular domains within subcategories, leading to a
more balanced distribution. Hindman, Tsioutsiouliklis and Johnson argue the discrepancy
between the two studies is caused by the four categories not being representative of the Web
because “there is a high degree of mutual recognition among the actors” (2003, p. 33). Another
reason for the contrasting results is that placing links guiding readers to a homepage is
qualitatively different to linking to a specific page belonging to the same domain. For example, a
link to nzherald.co.nz can be an invitation to keep up to date with the most recent news
considering the homepage changes more often than once a day. However, a link to a specific
nzherald.co.nz article can signify a discussion on it. Another potential reason for the differences
between the two studies is the fact that Pennock et al. consider all links pointing to homepages
within their selection while Hindman, Tsioutsiouliklis and Johnson focus solely on outbound
links deemed relevant to the crawl category, excluding a minimum of 88% links within each
crawl because they are deemed irrelevant. As it represents such a high proportion, this group can
lead people to different places rather than the most popular websites within their category.
The Googlearchy model validates Shirky’s “preference premium” for political websites
and links pointing to sites within the same category. However, this is, to some extent, a circular
phenomenon. Link oligopolies can be expected when using popular websites on Yahoo and
Google as starting points because search engines use incoming links to rank results or gather top
website lists (Brin & Page, 1998; Kleinberg, 1999). Despite the filters used, the power-law
distribution followed by incoming links is confirmed when employing significantly larger Web
crawls and including all links, as shown in the next section.

2.3.2. Preferential attachment and stochastic growth models
Albert-László Barabási, Réka Albert, and Hawoong Jeong also used crawls to capture all
outbound links from four starting points: nd.edu, whitehouse.gov, yahoo.com and snu.ac.kr. Their
results point to the same power-law distribution of incoming links, proof that
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while the owner of each web page has complete freedom in choosing the number of links on a
document and the addresses to which they point, the overall system obeys scaling laws characteristic
only of highly interactive self-organized systems and critical phenomena. (2000, p. 72)

The results align with other studies that arrive at the same distribution of links (Broder et al.,
2000; Faloutsos et al., 1999; Gibson et al., 1998). Power laws make a system susceptible to
viruses spreading throughout the network (Pastor-Satorras & Vespignani, 2001), but also create
resilience because “a connected cluster of sites that spans the Internet survives even for arbitrarily
large fractions of crashed sites” (Cohen, R. et al., 2000, p. 4626). However, only removing
random pages makes this outcome valid. Eliminating hubs that concentrate most incoming links
transforms the Web into “many isolated islands” (Albert et al., 2000).
The same group of researchers developed the preferential attachment model to describe
the power-law distribution of links, citation patterns, actor networks, or systems called “scale-free
networks” (Barabási & Albert, 1999; Barabási et al., 2000). The model represents a distancing
from Paul Erdős and Alfréd Rényi’s random model where actors in large networks end up with a
similar number of links because they are just as likely to connect to anyone around them
(Barabási, 2014, p. 22). Rather than assuming random connections, the authors added two
elements to describe the network evolution: the addition of new actors in the system and the
likelihood of these linking to highly connected hubs. Due to the two factors, “a newly created
Web page will be more likely to include links to well-known popular documents with alreadyhigh connectivity” (Barabási & Albert, 1999, p. 510). This tendency is reminiscent of Shirky’s
description of bloggers choosing which blogs to link to (2003). Therefore, online hubs
commanding the most attention will capture an even more considerable proportion of links and
become easier to arrive at with time (Barabási et al., 2000, p. 72).
Lada Adamic and Bernardo Huberman also employed crawls across 260,000 domains to
arrive at a power-law distribution of incoming links. However, the two authors question the
preferential attachment model because it presumes older websites have an advantage in acquiring
links, which is not confirmed in their dataset. Instead, “[t]he rate of acquisition of new links is
probably proportional to the number of links the site already has, because the more links a site
has, the more visible it becomes and the more new links it will get” (2000b, p. 2115). This
distribution also characterises the number of pages belonging to the same domain, leading to the
assumption that “stochastic multiplicative growth, combined with the fact that sites appear at
different times and/or grow at different rates” can explain these skewed distributions in the digital
space (Huberman & Adamic, 1999, p. 131). Or in more simple terms, “sites appear at different
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times, and some sites grow faster than others” (Adamic & Huberman, 2001, p. 57), growth here
referring to links and traffic. The power-law distribution for both inbound links and the number
of pages belonging to the same domain suggests the possibility of a more balanced allocation of
inbound links per page.
The disagreement between the two models could stem from the different research aims,
with Adamic and Huberman focusing on websites acquiring links from other websites (incoming
links), whereas Barabási et al. concentrate on how new websites choose to link to existing ones
(outgoing links). The latter group of researchers acknowledge that “the www has a much richer
structure, that cannot be captured by such simple ingredients” (2000, p. 75). We also need to
consider links disappearing or being reassigned to other domains (2000, p. 76) and understand
how new websites become link hubs despite older websites’ time advantage. The two models
might not necessarily contradict each other, especially when incorporating the concept of fitness
to acknowledge that the preferential model in its original form does not clarify how some
latecomers become hubs (Bianconi & Barabási, 2001). Fitness is defined as the “ability to
compete for links at the expense of other nodes” (Bianconi & Barabási, 2001, p. 437) or “a
quantitative measure of a node’s ability to stay in front of the competition”, with websites that
have a higher fitness level acquiring links at a much faster rate (Barabási, 2014, pp. 95-96). The
acquisition of outgoing links by websites with already high numbers of links pointing to them has
been replicated in another study (Cho & Roy, 2004). Results collected seven months apart show
that the top 20% of websites based on popularity or the number of incoming links acquired 70%
of new links generated, while the bottom 60% gained none. As the number of new links surpasses
that of deleted links over time, there is a decrease in relative popularity for websites not gaining
new incoming links (Cho & Roy, 2004, p. 23). This outcome is attributed to search engines
because they guide most users to webpages, which will be reviewed in the following chapter.

2.3.3. A surprisingly small diameter of the Web
Barabási et al. used the same dataset to calculate the diameter of the Web (Albert et al., 1999;
Barabási et al., 2000), variable impacting information accessibility. This represents the smallest
number of links users need to follow to arrive from a webpage to another. An average of 19 links
separates any two webpages. Despite the vastness of the digital space, “the surprisingly small
diameter of the web means that all that information is just a few clicks away” (Albert et al., 1999,
p. 130). This average would only increase from 19 to 21 if the Web were ten times bigger
compared to the data collection time (Barabási et al., 2000, p. 72). Lada Adamic arrives at a
diameter of 4 steps when analysing .edu domains and concludes that “Web sites tend to be
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clustered, but at the same time only a few links separate any one site from any other” (1999, p.
444). Broder et al. estimate a web diameter of 16 links (2000, p. 319), while a more recent crawl
arrives at an average of 13, caused by an increase in links per webpage (Meusel et al., 2014, pp.
429, 431). Although these values are surprisingly small considering the number of pages
available, the Web diameter values also follow a power-law distribution (Broder et al., 2000).
Therefore the average is meaningless because it does not characterise a significant number of
journeys between pages (Adamic & Huberman, 2000b, p. 56; Barabási, 2014, p. 70), and a single
observation has the potential to distort it significantly (Taleb, 2007, p. 33). The Web diameter can
also be of little value to users, who are usually unaware of the shortest paths between websites
and might end up revisiting the same domains concentrating most outgoing links. The diameter is
also highly susceptible to the existence of highly connected hubs: this metric becomes twice as
big when removing the top 5% of websites based on the number of incoming links (Albert et al.,
2000, p. 380).
The Web diameter is a measure related to Stanley Milgram’s concept of the small world:
“any two people in the world, no matter how remote from each other, can be linked in terms of
intermediate acquaintances, and (…) the number of such intermediate links is relatively small”
(1967, p. 63). In these experiments, participants were asked to post a letter to two targets via
people they knew on a first-name basis. While this study is very often mentioned as proof of
living “in a world in which no one is more than a few handshakes from anyone else” (Barabási,
2014, p. 30), Milgram reported that under a third of letter chains reached their target (most of the
rest stopping after completing one or two links), a value likely to be much smaller due to
sampling selection bias (Kleinfeld, 2002). This result is comparable to 75% of possible paths
between random web pages not being completed (Broder et al., 2000, p. 319). In a 2012 crawl,
the proportion decreased to 52% and resulted in a more connected Web (Meusel et al., 2014, p.
431); however, it is worth noting that the number of links per webpage was five times bigger
compared to the first study (Meusel et al., 2014, p. 429); therefore this metric would need to
increase indefinitely for all Web paths to be completed.
If links would allow users to “browse along both forward and backward”, the proportion
of incomplete paths would decline from 76% to 9%, resulting in “a very well connected graph”
(Broder et al., 2000, pp. 314-315). Bidirectional links would also change the average distance of
the 24% of Web paths that can be completed from 16 to 7 (Broder et al., 2000, p. 319). This
decline reinforces the importance of being able to navigate links in both directions envisioned in
Ted Nelson’s Xanadu project, described as:
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an entire form of literature where links do not break as versions change; where documents may be
closely compared side by side and closely annotated; where it is possible to see the origins of every
quotation; and in which there is a valid copyright system – a literary, legal and business arrangement –
for frictionless, non-negotiated quotation at any time and in any amount. (Nelson, 1999, p. 1)

Links in this system are bidirectional, superimposed on specific sections they refer to, can overlap
with countless others while referring to the same content and do not disappear when pages are
modified or updated. Perhaps the most relevant feature is that they always allow users to track the
original content source, minimising the probability of sections being taken out of context.
Unfortunately, providing link bidirectionality follows opposite principles to those employed by
search engines. Although incoming links are signs of credibility for the source, and search engine
ranking algorithms are heavily reliant on them (Brin & Page, 1998; Kleinberg, 1999), these are
concealed for users. Social networks might correct this to some extent: who and how many
shared or liked a piece of content is relatively easy to identify on these platforms or on websites
choosing to display this information.

2.3.4. The different shapes of the Web
Unidirectional links are the main culprit for incomplete Web paths, and they create a fragmented
digital space that is bound to emerge as long as they only point in one direction (Barabási, 2014,
pp. 168-169). Generated by link directionality, the Web comprises five areas based on a crawl of
over 200 million pages and 1.4 billion links: the strongly connected component (SCC), the IN
and OUT domains, tendrils, and disconnected components. The SCC represents 28% of
webpages and is “the heart of the web” (Broder et al., 2000, p. 310) because it is effortless to
navigate between pages in this category or to transition to the OUT domain. The latter has many
incoming links from the SCC and partly from the IN domain. However, once users find
themselves here, they cannot access other domains (i.e., corporate websites can be easily
accessed through popular search engines, but they do not usually contain links guiding visitors to
other platforms). The IN domain includes websites with links guiding users to the SCC or the
OUT domain, but it lacks links pointing back to it. New websites linking to popular sites belong
to this category, reminiscent of less popular blogs linking to more popular ones (Herring et al.,
2005). Some of these pages might be fake news sites that link “heavily to mainstream media,
social networks, and informational resources (most of which are in the ‘center’ of the network),
but not many sites in their peer group are sending links back” (Albright, 2016). The IN and OUT
domains each contain approximately 21% of the websites available. Tendrils account for a similar
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proportion of pages (22%) and comprise websites linking to either the IN or the OUT domain but
not the SCC. Disconnected components are completely isolated from the other four domains and
account for 8% of total websites. The dataset potentially underreports tendrils and disconnected
domains because it excludes websites not registered with the AltaVista search engine or without
incoming links from registered domains.
Based on this crawl, the resulting Web shape is a ‘bowtie’ (Broder et al., 2000). While the
term is not mentioned in the paper, this is an intuitive structure when considering that “given a
collection of web pages that are allowed to link one or more times to any other web page of the
collection they choose to, an SCC is bound to arise, and with it a Bowtie” (Metaxas, 2012, p. 4).
Furthermore, islands or disconnected components will also be shaped like bowties (Metaxas,
2012, p. 4), but this is not the case for the IN and OUT domains (Donato et al., 2008, p. 6). The
two areas are instead comprised of weakly connected components (WCC), resulting in a daisy
structure where “the IN and OUT regions are fragmented into large number of small and shallow
petals (the WCCs) hanging from the central dense CORE” or SCC (Donato et al., 2008, p.11).
Crawling the Chinese Web results in a different structure, in this case, a teapot, because the SSC
is significantly bigger and the OUT domain much smaller compared to the two studies mentioned
earlier (Zhu et al., 2008, p. 2). A more recent Web crawl of 3.5 billion pages and 128.7 billion
links estimates a higher SCC than any previous study (at 51.3% of pages) driven by the higher
number of links per webpage (Meusel et al., 2014, pp. 429, 431). This increase could be
explained by Web providers “trying to make the CORE as large as possible for their own benefit”
(Metaxas, 2012, p. 7), and is proof that “the web has become significantly more dense and
connected in the last 13 years” (Meusel et al., 2014, p. 431). The crawling algorithm used here
decreased the number of pages with no content (Meusel et al., 2014, p. 428), thereby potentially
artificially increasing the connectivity of the Web.

2.4. Link Topology Implications for User Behaviour and Filter Bubbles/Echo
Chambers

Placing a link on a personal website is more deliberate than moving from one page to another.
Therefore, browsing behaviour should be somewhat removed from Web topology because users
can choose not to follow links and direct their attention towards different digital spaces.
However, it takes less effort to click on a link than to arrive at a website via bookmarks or typing
a URL. So far, this chapter has focused on links as communications acts. However, they are also
57

relevant because they influence the paths users follow, and “[t]he more hyperlinks there are to a
given site, the more chances users on connecting sites have to follow them, and the more traffic
the site ultimately receives” (Hindman et al., 2003, p. 10). Furthermore, as discussed in the next
chapter, incoming links impact search engine rankings, exacerbating winner-take-all effects.
Analysis of the 2006 Cooperative Congressional Election Study results reveals that the
lack of linkages between Conservative and Democratic popular blogs reflects readers’
engagement (Lawrence, E. et al., 2010). Political blog readers represent a small proportion of the
general population, are significantly more likely to be interested in politics, and have a low
propensity to read blogs from both sides of the debate. Of the 14% of respondents claiming to
read political blogs, 94% only read those belonging to one side of the political spectrum, slightly
higher than the proportion of links staying within the Conservative or Democratic sphere (90%).
Therefore, most political blog readers “read political blogs that provide ideological comfort”
(Lawrence, E. et al., 2010, p. 146). The 94% that only read blogs from one ideological side are
also more partisan than the average respondent. Blog comments about the posts they refer to
portray a somewhat different pattern: on average, around half of them are neutral, a category not
included in the research mentioned earlier in this chapter. Nevertheless, just under four out of five
comments agree with the initial blogger among the polarised half (Gilbert, E. et al., 2009).
Results discussed in the following sections of the current chapter point to additional parallels
between link topology and Web browsing.

2.4.1. Web visitation patterns also follow power-law distributions
Web traffic or the number of visits to websites also follow a power-law distribution, with most
popular websites concentrating significantly more visitors than less popular ones. Results based
on 60,000 AOL users’ access to 120,000 websites across one day display winner-take-all patterns
at two distinct levels: the number of unique visits across all websites and within the same
category (Adamic & Huberman, 2000a). Therefore “rewards tend to be concentrated into a few of
the sites providing the same service, thus leading to a very large difference in user visits to sites
with similar offerings” (Adamic & Huberman, 2000a, p. 12). The top 50% of websites included
in the analysis account for 94.92% of total visits; thus, users are almost 19 times as likely to visit
websites in this group than the remaining half. Furthermore, the top 5% account for almost threequarters of all visits, and the top 0.1% for almost one in three visits. This pattern is also evident in
data analysed in the sixth chapter of the current thesis. The success of new webpages also follows
a power-law distribution: “a newly established site will, with high probability, join the ranks of
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sites which attract a handful of visitors a day, while with an extremely low probability it will
capture a significant number of users” (Adamic & Huberman, 2000a, p. 7).
Winner-take-all patterns are relevant for additional Web layers such as referrals and how
many pages belonging to the same domain users will visit. The number of referrals or visitors
arriving at a specific website from other domains follows a power-law distribution. This pattern
translates to a high proportion of visitors arriving at the exact location via the same digital path
(from website A to website B, with website A most likely a search engine) (Nielsen, 1997a;
Nielsen, 1997b; Nielsen, 2006). Once they arrive, there is a 50% probability that visitors will
leave the domain after seeing one page, this likelihood increasing to 75% once visitors see two
pages (Huberman et al., 1998). While the average number of pages viewed per visit on one
domain is three, 75% of visitors will stop after seeing just two pages (Huberman et al., 1998, pp.
3-4). Power laws also characterise the distribution of pages belonging to the same domain: “many
sites have only a few pages, whereas very few sites have hundreds of thousands of pages”
(Huberman & Adamic, 1999, p. 131).
Visitation patterns for news articles tend to display the same winner-take-all patterns as
“the vast majority of news generates little interest, while a few items are highly popular” (Dezso
et al., 2006, p. 3). Pageviews per user also follow a power-law distribution, with the top 20%
generating 60% of total pageviews, and most of the additional time spent online by this group is
dedicated to social networking websites (Goel et al., 2012). Significant variances in digital
engagement drive this outcome: the top 1% of users spend over nine hours per day browsing the
Web and view over 900 pages compared to three minutes and less than five pages for the bottom
10% (Kumar & Tomkins, 2010, p. 563). New iPhone users also have a skewed engagement with
digital content: participants view between 112 and 4948 unique pages via their browser across a
whole year, with the median sitting at 1511 (Zemla et al., 2015, p. 46). The median number of
iPhone native apps installed by the same group is 43, lower than the number of unique pages
viewed, but the range also points to skewed usage, fluctuating between 10 and 451 (Tossell et al.,
2012, p. 2772). Time spent per page follows the same distribution: “25% of all documents were
displayed for less than 4 seconds, and 52% of all visits were shorter than 10 seconds” while
“nearly 10% of the page visits were longer than two minutes” (Weinreich et al., 2008, pp. 15-16).
Moreover, as discussed in the next chapter, search engine queries also follow a strongly skewed
distribution (Nielsen, 2006).
Winner-take-all patterns are characteristic of both Web typology and browsing behaviour.
What might seem like a liberating environment can display a concentration hard to envision:
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the Web’s large-scale topology – that is, its true architecture – enforces more severe limitations on our
behavior and visibility on the Web than governments or industry could ever achieve by tinkering with
the code. Regulations come and go, but the topology and the fundamental natural laws governing it are
time invariant. As long as we continue to delegate to the individual the choice of where to link, we will
not be able to significantly alter the Web’s large-scale topology, and we will have to live with the
consequences. (Barabási, 2014, p. 175)

Online, therefore, winner-take-all distributions or “Zipf’s law appears to be the rule rather than
the exception” (Adamic & Huberman, 2002, p. 149). Nevertheless, digital power-law
distributions could also have desirable effects. They may appear because users need a
straightforward way to coordinate or identify the prominent opinions about a particular area with
limited time and attention resources (Farrell & Drezner, 2008). With digital content growing
exponentially, we need ways to filter information and tend to do so by relying on what those
before us have chosen.

2.4.2. Links, power laws, and filter bubbles/echo chambers
The fragmentation of pages when considering incoming links appears valid for the entire Web,
resulting in

a complicated organism, in which the local structure at a microscopic scale looks very regular like a
biological cell, but the global structure exhibits interesting morphological structure (body and limbs)
that are not obviously evident in the local structure. (Broder et al., 2000, p. 310).

Linking patterns lead to highly connected digital regions separated from others, making it
difficult to travel from one to another via outgoing links. However, like-minded content
clustering online is not direct proof of users following the same patterns. While these polarising
tendencies are easier to confirm in areas like US politics, we do not always have two opposite
sides to select from. For example, when deciding what type of news to read, we can choose
between national, international, political, economic, entertainment news, and so on. We also
come across competition among different content categories: should I visit Facebook to catch up
with friends or visit nzherald.co.nz to read the latest news? While websites tend to cluster
together around a common stance or popular hubs as per the Googlearchy model, the number of
links separating any two random websites can be surprisingly small (Adamic, 1999; Albert et al.,
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1999). We can move from any digital location to another with a few clicks, but this is only
possible for paths that can be completed (Broder, 2002; Meusel et al., 2014).
Incoming links and visitors to websites following power-law distributions can be viewed
as network topography countering filter bubbles or echo chambers because we seek to know more
about the latest and most popular news items despite individual interests (Pettman, 2016, pp. 4445). If more popular websites concentrate a considerable proportion of traffic or visitors, one can
easily assume most people will visit the same places. However, visitor results include a
significant amount of duplication as users will be counted multiple times if they delete their
cookies or visit the same domain using different devices. Visitor numbers also include
duplication across domains: for example, someone visiting ten websites within the same category
will be counted ten times in the overall number of category visitors. More frequent users or those
accessing a higher number of websites will have a greater impact on visitor numbers than those
going to fewer domains or visiting them less often. Although “the patterns of concentration that
do exist have made online discourse less accessible in some ways than traditional media outlets”
(Hindman, 2008, p. 282), power-law distributions for visitor numbers might not reflect website
repertoire at a user level. Furthermore, popular websites like Facebook or Google rely on
personalisation strategies to keep current users returning and acquire new visitors via “people like
you” strategies discussed in the following chapters. Therefore, while we might visit the same
online domains, we are likely to be exposed to different content that is deemed congruent with
our opinions and interests. Another dynamic complicating the connection between link topology
and user behaviour is the ease of following links through search engines or social networks,
platforms that can amplify, mirror, or obliterate filter bubbles and echo chambers, areas also
covered in the following chapters. Here capturing link information is no longer straightforward as
they differ from one user to the next due to personal data embedded in URLs (West & Aviv,
2014).
Link analysis has become somewhat obsolete as actual browsing data has become easier
to capture and analyse on a large scale by digital platforms and the high degree of personalisation
employed by these (where users viewing the same URL are shown different information). The
rapid Web growth and the move towards mobile applications have increased its obsolescence,
with fewer studies in this area carried out more recently. However, the dynamics highlighted in
this chapter remain relevant because “[t]he link structure of the Web is critical in determining
what content citizens see” (Hindman, 2009, p. 15), and it “prevents us from seeing anything but a
mere handful of the billion documents out there” (Barabási, 2014, p. 56). While most of these
studies were carried out over a decade ago, one can expect links to follow power-law
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distributions still, perhaps even more heavily skewed due to popular pages acquiring more
incoming links over time (Cho & Roy, 2004). Potentially perceived as undesirable, power laws
become inevitable when prioritising our scarcest non-renewable resource, time (Barabási, 2010,
p. 125). This pattern creates “significantly enhanced activity levels over short periods of time
followed by long periods of inactivity” in user behaviour (Goh & Barabási, 2008, p. 1).
This chapter has portrayed a connected yet fragmented digital space with winner-take-all
patterns manifesting across link typology and visitor behaviour. Focusing on links to understand
filter bubbles and echo chambers is synonymous with studying paths when grasping how people
move through a city. Both have a strong influence on how we use digital and real spaces, but we
have a degree of freedom when choosing our destinations. Thus, link analysis is an indicator and
not a genuine test for whether people isolate themselves in filter bubbles or echo chambers. One
needs to understand how people identify information through the other strategies mentioned in
the introduction (search engines, social networks, and website revisits) to assess this topic, which
is the focus of the following chapters.
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Chapter 3. Search Engine Biases and Filter Bubbles/Echo
Chambers

Examining search engine biases in the context of filter bubbles or echo chambers might seem
somewhat obsolete as social networks are considered the main culprits nowadays. Nevertheless,
any debate about the Web is incomplete without understanding search engines. These help users
navigate the ever-expanding digital space and are one of our primary tools for finding and refinding digital destinations. The current chapter focuses on search engine biases and how they
can generate filter bubbles or echo chambers. Biases in this context are defined as “the balance
and representativeness of items in a collection retrieved from a database for a set of queries”
(Mowshowitz & Kawaguchi, 2002, p. 141). A search engine is always biased one way or another
because its “results are always a product of the algorithmic interpretation of the Web’s content by
the given search engine” (Lewandowski, 2017, p. 62). However, this attribute does not exempt it
from providing fair results obtained via an objective content treatment while indexing and
ranking webpages (Lewandowski, 2017, p. 62). Doing this could minimise filter bubbles or echo
chambers by providing users with an accurate representation of perspectives on the topic they are
searching about. Equally, search engines can further reinforce filter bubbles and echo chambers if
the reverse is true.
The first part of this chapter provides an overview of these platforms and their reliance on
outgoing links to discover webpages and rank results. Biases will be discussed from a search
engine component perspective because their elements (crawler, algorithm, and user interface) are
usually hidden from view, yet they impact what and how results are shown. Nevertheless, one of
the key features here is that “[i]ntent drives search” (Battelle, 2005, p. 20); usually, we need to
know what we want to search for on these platforms. Search engine bias debates need to
reference how the platforms produce results and how users and developers engage with and
program them, discussed at the end of this chapter. Like link topology, using a search engine lens
to understand filter bubbles and echo chambers is not comprehensive because it does not reflect
how people engage with the entire Web. Website revisits, the analysis tool employed in this
thesis and reviewed in the fifth chapter, considers all digital locations people access, therefore
provides a better method for ascertaining if filter bubbles or echo chambers occur online.
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3.1. Search engines: background, relevance, and components

Search engines are computer programs that help users “find answers to queries in a collection of
information, which might be a library catalogue or a database but is most commonly the World
Wide Web” (Britannica Academic, 2012). Search engines started as non-commercial entities in
the mid-1990s and were developed within the information retrieval and library/information
science areas. The first focused on “technical developments and system-centred evaluation”, and
the latter was directed at “user aspects and user-centred evaluation” (Lewandowski, 2012, pp. 34). Initially, these platforms focused on increasing their database, aiming to include all or most
items a searcher would want to find. Nowadays, because of the ever-increasing Web, ranking is
more important: if the domain a user wants to reach is placed 100th in the search result list, one
could argue it might as well not exist because users rarely look beyond the first page of results
(van Deursen & van Dijk, 2009). Through this lens, Eszter Hargittai defines search engines as
“gatekeepers on the World Wide Web” because “information abundance still leaves the problem
of attention scarcity” (2000, p. 235). Progressively more content became available online as
content production costs declined significantly, leading to the bottleneck moving from content
production to users discovering it (Hargittai, 2000, p. 236), with search engines guiding a
significant proportion of online attention. Nowadays, the original areas focused on researching
search engines are challenged by other research communities because “it becomes clear that only
a deeper understanding of Web searching will suffice, which requires a combination of methods
from different disciplines” (Lewandowski, 2012, p. 4).

3.1.1. Search engines follow and rank links
As discussed in the previous chapter, incoming links are vital to understanding the Web because
they guide users from one page to the next and are the equivalent of (primarily one-way) paths
connecting different digital spaces. Link topology can limit our choices because of the striking
concentration of attention towards the most popular choices. Incoming links and search engines
are involved in a mutually reinforcing relationship because the first are among the main criteria
used by the latter to crawl, index, and rank results; therefore, both can reduce our options and
obscure the “long tail” (Anderson, 2009).
Linking behaviour can appear disorganised because a website can link to any other. But it
leads to hyperlinked communities displaying “a natural type of hierarchical topic generalization
that can be inferred directly from the pattern of linkage” (Gibson et al., 1998, p. 225) at a macro
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level. These communities are created by hub pages (i.e., resource lists) that link and therefore
provide credibility to authoritative pages covering a common topic. The central assumption here
is that an outgoing link is equal to its author conferring prestige to the page it leads to. While it
provides a relatively narrow understanding of linking reasons (some links point to discredited
pages), applying this model produces relevant search results across a broad series of topics. These
patterns led to the development of HITS or Hyperlink-Induced Topic Search, one of the first
search engines to employ information encoded in incoming links when identifying and ranking
results (Kleinberg, 1999). Hubs and authoritative pages can engage in mutually reinforcing
relationships because “a good hub is a page that points to many good authorities; a good authority
is a page that is pointed to by many good hubs” (Kleinberg, 1999, p. 611). This dynamic can lead
to power-law distributions for incoming links discussed in the previous chapter and provides a
better method for identifying and accessing information available on the Web (Kleinberg &
Lawrence, 2001). Nevertheless, using links as the sole criterion for ranking results is not the best
approach because “the integration of link- and content-based analysis will typically improve upon
either method alone” (Kleinberg & Lawrence, 2001, p. 1850).
In parallel with the advancement of HITS, Sergey Brin and Larry Page developed the
BackRub search algorithm, later renamed PageRank. This enabled the creation of Google,
currently the most widely used search engine. From the start, Google’s algorithm used incoming
links as indicators of relevance and quality when delivering search results by thinking of them as
citations in scholarly articles (Levy, 2011, p. 17). The search engine “makes use of the link
structure of the Web to calculate a quality ranking for each Web page” and “utilizes links to
improve search results” (Brin & Page, 1998, p. 109). The model is conceptualised as a “random
surfer” following links without relying on the “Back” button until boredom makes it jump to
another arbitrary page (Brin & Page, 1998, p. 110). Unlike HITS, the PageRank algorithm does
not differentiate between hubs and authority pages because all links are viewed from an
authority-transfer angle (Kleinberg, 1999, p. 620). A website’s PageRank is equal to “[t]he
probability that the random surfer visits a page” (Brin & Page, 1998, p. 110), which considers
both the number and quality of incoming links. For Larry Page, this characteristic leads to a
recursive system because influential webpages are more likely to link to other influential
webpages: “how good you are is determined by who links to you and who you link to determines
how good you are” (Levy, 2011, p. 21), reminiscent of the reinforcing relationship between hubs
and authoritative pages. Such a concentration of attention could explain why PageRank values
follow a power-law distribution for most webpages (Pandurangan et al., 2002, p. 334). Because
HITS and PageRank rely heavily on incoming links, they provide similar results. Furthermore,
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both are responsible for providing higher rankings to dominant topics (e.g., “Star Wars” being
among top results when searching for “star”), with users potentially not shown relevant content
(Ding et al., 2002, p. 10). However, PageRank tends to be more stable than HITS if the Web
contains more than one Connected Component because it can access them through random jumps
(Ding et al., 2002, p. 10).
Translating the PageRank model to a real surfer can be limiting because other factors
might stop them from continuing to visit links (e.g., having identified all desired information on a
specific topic or classifying pages as irrelevant). The random leaps are “a way of dealing with the
resulting problem that many authorities are essentially ‘dead-ends’ in their conferral process”
(Kleinberg, 1999, p. 620), evocative of pages belonging to the OUT domain containing no links
to other areas (Broder et al., 2000). A real surfer can also stop following links when ending up in
a small loop of webpages (Page et al., 1999, p. 5). This behaviour is accounted for in the
PageRank algorithm by incorporating random jumps and hints at the future of search
personalisation: leaps allow users to get either a broad or a tailored view through personalised
PageRanks “virtually immune to manipulation by commercial interests” (Page et al., 1999, pp.
11-12). The underlying assumption is that users will always want to visit new domains, but this
does not diminish the possibility of users ending up in ideological loops comprised of different
websites when using search engines. Introducing randomness by including new pages that have
not had the chance to obtain a high PageRank in results displayed reduces “the bias against new
pages by transiently promoting them in rank [and] can improve overall result quality
substantially” (Pandey et al., 2005, p. 791). This modification needs to be done within certain
limits; otherwise, users could disengage with the platform. Therefore, the unpredictability implied
by PageRank random jumps can help minimise filter bubbles or echo chambers, but only if the
metric is made visible to users rather than limiting it to the crawling stage.
Google uses over 200 criteria when ordering results (How google search works. Learn
how google discovers, crawls, and serves web pages. 2017). However, incoming links still
heavily influence ranking: links from authority sites, competitors, Wikipedia, or multiple sources
help a page receive higher rankings (Dean, 2016). Relying on links also allows search platforms
to manage and improve ranking quality in an ever-increasing digital space: a greater Web leads to
more links, and newly created links help keep results current (Levy, 2011, p. 22). PageRank, “the
secret sauce that Google used to become the giant of the search world”, has attracted significant
incentives to manipulate it, leading to the parent company no longer making it public to third
parties (Sullivan, 2016). Despite this obscurity, Google remains “built on the assumption that
hyperlinks somehow transmit power or credibility”, and it “sends more traffic to the heavily
66

linked sites, reinforcing that position of authority and leading to even more links” (Halavais,
2009, p. 49).

3.1.2. Search engines are the Web’s ‘Master Switch’
Search engines can decide the fate of digital platforms because they direct most referrals or
visitors: in 2017, 66% of Web referrals were generated by organic or paid search, up from 61% in
2014 (Brightedge, 2014; 2017). Referrals only capture information on the last website the person
visited before arriving at the specific page; thus, the actual percentage could be significantly
higher as some visitors may have previously discovered the website through a search engine and
bookmarked it for later access. A second reason for search engines being highly influential is
their inclusion on most websites through search boxes (Halavais, 2009, p. 9). Because these
platforms shape “both what people know and how people know it, search engines and their
organisations are able to wield an immense amount of social power” (Carroll, 2014, p. 12).
As it accounts for the largest market share with at least 89% of worldwide searches since
January 2009 (StatCounter GlobalStats, 2019b), Google is the leading representative of the search
engine category, with the two terms sometimes used interchangeably. This is like Facebook
employed as a synonym for social networks. In New Zealand, Google has the highest monthly
audience of all platforms, followed by Facebook (Nielsen online rankings reveal New Zealand's
biggest websites—UPDATED. 2017). Due to the audience size of both Google and Facebook,
“[i]t takes only a tiny group of engineers to create technology that can shape the entire future of
human experience with incredible speed” (Lanier, 2010, p. 3). This concentration is spreading to
other categories, with Google Chrome being the most widely used browser since May 2012 and
reaching a global market share of 62.3% in December 2018 (StatCounter GlobalStats, 2019a).
The purchase of DoubleClick in 2008 allowed Google to track usage behaviour across the entire
Web (Levy, 2011, pp. 333-334), further strengthening Google’s position. The primary concern
here is that “[a] concentrated media can hide more from the public than an unconcentrated media
can” (Lessig, 2004, p. 43) because one institution has the most decisive influence across a
specific industry. In this case, the leading player, Google, “causes damage mostly by crowding
out other alternatives” and deters potential improvements in the category (Vaidhyanathan, 2011,
p. 6). We are also lacking a backup option should Google no longer work.
Google and, by extension, search engines are treated in a similar way to the Web, being
portrayed in both positive and negative light. For example, techno-utopians claim that “Google’s
rules—are (...) built on connections, links, transparency, openness, publicness, listening, trust,
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wisdom, generosity, efficiency, markets, niches, platforms, networks, speed, and abundance”
(Jarvis, 2009, pp. 240-241). On the other hand, techno-sceptics blame Google and the Internet for
degrading our ability to contemplate and concentrate because of how information is structured
and presented (Carr, 2008). Regardless of the stance taken, one cannot question Google’s
significant impact, with Tim Wu calling it the guardian of the Master Switch:

Google offers a fast, accurate, and polite way to reach your party. In other words, Google is the
Internet’s switch. In fact, it’s the world’s most popular Internet switch, and as such, it might even be
described as the current custodian of the Master Switch. (2010, p. 279)

Search data is a research field on its own as it aggregates uncensored information from a
substantial number of users. For this reason, it is called “the database of our intentions” (Battelle,
2005, p. 4), and Stephens-Davidowitz argues that “Google searches are the most important
dataset ever collected on the human psyche” (2017, p. 14). The latter completed a PhD using
solely secondary analysis of Google searches across three areas: US election turnout, racial bias
in US elections, and child maltreatment (2013). The last two topics are challenging to research
through surveys due to social desirability bias, discussed in more detail in the following chapter.
Significant relationships were identified between uplifts in racially charged searches and declines
in Obama votes in the 2008/2012 elections compared to 2004 votes for the Democratic candidate
John Kerry, as well as surges in queries related to child maltreatment and increases in
unemployment rates. Therefore, what we search for online is tied with our non-digital world,
though we cannot distinguish which causes the other.
Because of its massive market share within the search space, some argue we need to
regulate Google to “take responsibility for how the Web delivers knowledge” (Vaidhyanathan,
2011, p. xi). With this search platform defined as an “essential cultural and political facility”,
public opinion should be involved in how it operates because Google is an intermediary between
knowledge creators and consumers (Pasquale, 2010, pp. 402, 417). The purpose here is to limit
search engine bias, where results displayed do not accurately represent what is available on the
Web. Four strategies for achieving this are: ensuring Google does not use ranking factors
favouring their pages, requiring Google to disclose manual adjustments, allowing users to
integrate components from different vendors on their personal Google interface, and forbidding
the engine from forcing online platforms to use their technology (e.g., by displaying search
results that do not use Google AdWords) (Edelman, 2011).
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3.1.3. Search engine components
Search engines are “the most and the least visible part of the digital, networked revolution”
(Halavais, 2009, p. 2) and are present on most websites via search boxes. However, we cannot
easily access details on how search results are identified and ranked as the process is considered
intellectual property. Commercial interest can even distort projects started in academia. While
Sergey Brin and Larry Page emphasized the lack of search engine details in the public domain
and intended to “push more development and understanding into the academic realm” (1998, p.
109), they monetized PageRank after understanding its commercial potential. Although “to gain a
better understanding of users’ interactions with Web search engines, search engine providers
should make more such data available to the research community” (Lewandowski, 2012, p. 12),
this is currently lacking due to fears of others replicating algorithms employed. At their most
basic level, search engines require three elements to function correctly: a crawler, an algorithm,
and a user interface (Battelle, 2005, pp. 19-24; Halavais, 2009, pp. 14-18; Van Couvering, 2010,
p. 19). While their number might seem small for such a complex platform, “there are literally
hundreds of factors in each that affect the overall search experience delivered” (Battelle, 2005, p.
20).
The crawler, also called a spider or bot and referenced in the previous chapter, uses a list
of websites as a starting point and follows all links it comes across to categorize them. In other
words, “[c]rawling is the process of identifying and fetching Web pages, usually for indexing, by
traversing the Web link graph from a set of starting points” (Bailey et al., 2003, p. 855). Crawlers
were invented in the early 1990s to measure the growth of the Web (Baker, 2005). Crawlers have
remained relatively unchanged and relatively simple to build despite significant search engine
developments (Halavais, 2009, p. 15). However, they have been altered to collect new types of
information such as tags, images, or videos (Baker, 2005). Google’s seed list or starting point
includes URLs from past crawls and those submitted by website owners for crawling purposes
(How search organizes information. 2019). As discussed in the following section, the crawlers
and seed lists used by search engines determine the visibility of online places: what is not crawled
is not displayed as a search result, and more frequent crawling leads to a more comprehensive
index (Battelle, 2005, p. 21).
The end-product of a crawl is a dataset of webpages and links that requires tagging to
produce relevant results. The cataloguing is accomplished by an algorithm or indexer that
classifies the information before searches are conducted. Its primary purpose is to increase the
speed of producing results by adding metadata (e.g., content category, update frequency,
language) to crawled webpages and creating lists of keywords associated with them (Battelle,
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2005, pp. 21-22). The indexer is usually the component responsible for most of the computing
work. This part also provides uniqueness to the specific search engine, and developments have
been focused on this component since the late 1990s (Battelle, 2005, p. 22). Google claims its
index “contains hundreds of billions of webpages and is well over 100,000,000 gigabytes in size”
(How search organizes information. 2019). Nevertheless, a search engine’s index size has
diminished in importance because of the increasing prominence of update recency and
personalisation (Bosch et al., 2016, p. 840; Jarvis, 2009, p. 104). Few users would be interested in
a massive index not updated recently and results not tailored to their interests or location.
The interface or front end is the most visible search engine part and is usually a search
box where users can type in search keywords. When a search is performed, the interface displays
a ranked list of results based on what its indexer deems most relevant for the specific keyword(s).
The challenge here is that “[a]s search users, we are extraordinarily good at incoherence, making
the task of procuring useful search results a Herculean task” (Battelle, 2005, p. 23). For example,
when searching for a specific keyword, the engine needs to identify pages that include related
information without containing the actual word and consider potential spelling mistakes or sheer
laziness impacting specificity (Battelle, 2005, pp. 24 - 25).
Without advertising interests, the system described above produces organic search results.
In parallel to these components, search engines relying on advertising revenues have “an
analogous advertising engine, in which the index is built up of paid entries, and matching
algorithm and display may be configured slightly differently” (Van Couvering, 2010, p. 19). This
arrangement produces paid search results which are generally displayed separately from organic
results. We might assume users are primarily seeking organic search results not impacted by
advertising interests. However, Alphabet results contradict this: 2018 year-on-year growth rates
for paid clicks or traffic on Google properties ranged between 58% and 62% compared to only
1% for overall impressions generated by Google Network members (Alphabet investor relations.
2018). Thus, paid search is displacing organic search to some extent and guides a higher
proportion of digital traffic, though Alphabet is not disclosing the exact proportions.

3.2. Search engine biases

3.2.1. Definitions and difficulty in identifying impartial benchmarks
We could assume that search results are a fair reflection of content related to their keywords, but
“search engines affirmatively control their users’ experiences, which has the consequence of
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skewing search results” (Goldman, 2006, p. 188). This outcome occurs because platforms are
incentivised to keep their audience engaged and returning frequently. Others believe debating
whether search engines are biased is irrelevant because “[t]here are no ‘perfect’ search results,
nor will you ever find a set that’s ‘neutral’. An algorithm, ultimately, is an opinion. Opinions are
not neutral” (Sullivan, 2011). Instead, as a society, we should be concerned with whether Google
is delivering relevant results (Sullivan, 2011). Others argue we should legislate search neutrality
or ensure that “search engines should have no editorial policies other than that their results be
comprehensive, impartial and based solely on relevance” (Raff, 2009).
At its most basic level, search engine bias is “conceptually defined as a non-proportional
coverage of a particular group of Web sites, e.g. sites from a particular country” (Vaughan &
Thelwall, 2004, p. 694). Along similar lines, search engine bias can be defined as “the balance
and representativeness of items in a collection retrieved from a database for a set of queries”
(Mowshowitz & Kawaguchi, 2002, p. 144). An impartial search engine produces results
corresponding to the actual distribution of attention in the digital space for the search terms used
and requires “assessing the degree to which the distribution of items in a collection deviates from
the ideal” (Mowshowitz & Kawaguchi, 2002, p. 144). Using a group of comparable search
engines to identify the ideal distribution is key for assessing the ecosystem of search results seen
by people (Mowshowitz & Kawaguchi, 2005, p. 1196). Therefore, we can avoid search engine
biases by combining multiple engines (Bar-Ilan, 2005; Lawrence, S. & Giles, 1998; Lawrence, S.
& Giles, 1999) because “the bias inherent in search algorithms in fact leads to the severe need for
more search engines rather than the demand for Google to reduce or even erase the bias in its
search results” (Lewandowski, 2017, p. 67). However, these definitions do not reference the selfreinforcing loop between search results and user attention, with top results receiving significantly
more attention than the rest (Edelman & Lockwood, 2011; Jansen & Spink, 2006, p. 257; van
Deursen & van Dijk, 2009, p. 398).
According to a stricter definition, “[s]earch engine bias is the tendency of a search engine
to prefer certain results through the assumptions inherent in its algorithms” (Lewandowski, 2017,
p. 66). Unbiased search engines do not exist as all are based on human supposition, and we
should instead focus on fair results based on websites having the same probability of being
indexed and ranked without human intervention (Lewandowski, 2017, pp. 66-67). However,
entirely removing manual interference makes search engines susceptible to spammers, rendering
them worthless to users (Goldman, 2006, p. 196). Spammers usually find algorithm loopholes
and manipulate inputs to place specific websites at the top of the list for desired keywords, a
process by which “Jew Watch” was shown as the first or second result when searching for the
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word “Jew” (Bar‐Ilan, 2006). This was achieved through the process of “Googlebombing” or
artificially growing the number of outgoing links when, in fact, “the number of links pointing to
these pages in appreciation of their content is extremely small” (Bar‐Ilan, 2006, p. 1581).
A benchmark for identifying search engine bias is assessing whether this type of platform
engages in strategies that benefit its own content to the detriment of competitors (Jiang, 2014, p.
1091). Another method available is determining if “[w]ebsites from different countries are not
indexed equally by (major) search engines” (Pirkola, 2009). Like Mowshowitz and Kawaguchi’s
approach, comparing results across search engines helps detect both types of biases. This
prerequisite is critical because search engines produce very different rankings even for topics that
have little commercial relevance (Bar-Ilan, 2005) and thus are less likely to be impacted by
advertising interests. The main difference between the two benchmarks resides in how
differences are interpreted: the first focuses on identifying whether proprietary search results are
treated preferentially (for example, Google Maps shown first when using Google but not Bing),
whereas the second places emphasis on the country of origin. As discussed later in the current
chapter, these benchmarks provide a somewhat narrow understanding of the topic, and Google’s
quasi-monopoly in this category makes evaluating whether smaller search engines produce fair
results less relevant.
Contrary to the architecture and principles that have sustained the Web’s growth, search
engine biases would lead to a restricted purpose of these platforms in society (Introna, 2000, p.
169). This is because, despite the ever-growing digital space, “[i]f users have no way of getting to
these diverse types of content, how valuable is the mere existence of such diversity” (Hargittai,
2000, p. 249)? Personalising results might deliver different search experiences and may minimise
biases by counteracting the tyranny of the one-size-fits-all approach. The latter is blamed for
creating winners (i.e., the results all users see at the top of the list when searching for similar
keywords) and delivering unsatisfactory search experiences when users belong to minority
interests (Goldman, 2006, p. 188). Instead, different users would see different websites as their
top results, leading to a better spread of attention across different platforms and declining search
engine biases by making attention metrics less relevant (Goldman, 2006, p. 188). While biases
would not disappear entirely, tailored results could have a smaller impact than non-personalised
results because they would influence fewer people similarly (Goldman, 2011, p. 102). Thus,
biasing search results is not always negative; instead, it could be “both necessary and desirable”
(Goldman, 2006, p. 188). In other words, “search bias is likely beneficial to consumers—and is
clearly not indicative of harm to consumer welfare” (Wright, 2011, p. 49). However, tailoring
search results does not translate to diversity at an individual level because these would be filtered
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by the same personal predispositions, diminishing serendipitous information encounters due to
continuous personalisation. Pariser’s main concern about the new digital world is the extent of
personalisation, which can be so extreme as to “serve up a kind of invisible autopropaganda,
indoctrinating us with our own ideas […] and leaving us oblivious to the dangers lurking in the
dark territory of the unknown” (2011b, p. 14).

3.2.2. Search engine biases through a component perspective
We can think of the three search engine components discussed in the previous section as funnels:
not everything available online is crawled, not everything that is crawled is indexed, and not
everything that is indexed is displayed as a search result. All are interpreted as biases that can
seriously impact online visibility; therefore, search biases can appear across all search engine
components. Although assessing whether a search engine is biased is rather inadequately defined
in the current literature (for example, using a group of comparable search engines to identify the
fair distribution of results), it is worth noting that these platforms do not disclose they are unable
to index and rank the entire Web and that some of their result rankings might be tampered with.
Four main dynamics can impact search results and thus introduce biases from a search
engine component perspective: the starting list of websites used by the crawler (i.e., if links
identified and crawled do not reach all corners of the Web), the crawler algorithm (i.e., the
information it chooses to collect or how it decides whether a webpage has been updated since its
last crawl), cleaning of the data collected by the crawler (i.e., criteria for deleting webpages
deemed irrelevant), and including paid-for search results for advertising purposes (Van
Couvering, 2010, pp. 20-21). But this perspective is too narrow to encompass all relevant
dynamics. Search engine users also introduce biases; thus, they need to be considered when
developing a comprehensive understanding of the topic. Furthermore, algorithmic and index
biases can start as solutions to user behaviour (e.g., when a result is no longer displayed at the top
because too few users have clicked on it, or the personalisation algorithm assesses the page as
irrelevant for the user). The rest of the chapter will focus on each type of search engine
component bias, including those generated by users and developers. This structure places
emphasis on the need to understand how search engines function: “[w]ithout knowing what
Google actually does when it ranks sites, we cannot assess when it is acting in good faith to help
users, and when it is biasing results to favor its own commercial interests” (Pasquale, 2015, p. 9).
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3.3. Crawling or coverage biases

Crawlers are “the least visible of the search engine’s components, but they are arguably the most
important” (Battelle, 2005, p. 20) because they dictate visibility on the Web and create relevance
of results. Even if crawlers have not been through as many developments as the other
components, what is not crawled is not indexed and thus will not be displayed as a search result
even for pages most relevant for the keywords used. As its name suggests, crawling or coverage
bias pertains to the crawler component not permitting the search engine to provide representative
results. In general, a website is not crawled by a search engine if its crawler does not come across
it from its seed list, owners have opted out of allowing the website to be crawled, or the domain is
not publicly available. We can identify crawling biases to some extent by searching for a set list
of domains and assessing whether they are shown as search results without paying attention to
their ranking. The main weakness here is that some pages are crawled but excluded from search
results because they are not indexed due to human intervention. To differentiate between
crawling and indexing bias, one needs access to proprietary information search engines are
unwilling to supply to third parties. Because of this impediment, some coverage biases could be
index biases.
Employing the bow-tie-shape metaphor of five continents of the Web displayed in Figure
1 provides a relevant reference point for understanding the mutually reinforcing relationship
between links and search engine crawlers. Websites without incoming links such as those
belonging to the IN domain, tendrils, or disconnected islands (representing more than half of all
webpages available online) have a small probability of being crawled and indexed by a search
engine. Unless their owners register the domain with search engines, new users are highly
unlikely to discover these pages (Barabási, 2014, p. 168). However, crawling and indexing the
entire Web has diminishing returns “because most queries made to the search engines can be
satisfied with a relatively small database” (Lawrence, S. & Giles, 1999, p. 109). Searching in an
environment where links follow a power-law distribution appears to be more efficient for users
(Hindman et al., 2003) and search algorithms. This characteristic holds true because “when 50%
of the graph has been visited, nodes are revisited about 80% of the time, which implies that the
same high degree nodes are being revisited before new low degree ones” (Adamic et al., 2001, p.
6).
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Figure 1. The Bow-tie-shape of the Web (Broder et al., 2000, p. 318)

3.3.1. Search engines are not a portal to the entire Web
Initial research on search engine crawling and indexing showed unsatisfactory results for a
technology most people rely on. In 1997 the top-performing search engine (HotBot, still
operating with a strong emphasis on user privacy) covered only 34% of the estimated indexable
Web (Lawrence, S. & Giles, 1998). Two years later, only 42% of estimated websites were
indexed by any of the ten search engines included in the analysis, with the best performing
Northern Light at 16% (Lawrence, S. & Giles, 1999). However, providing a higher coverage
seems to hinder the crawling frequency and engine index update, with Northern Light also having
one of the higher percentages of invalid links (9.8% versus lowest at 2.2%) and median ages of
new documents (84 days, compared to best performing at 33 days). Therefore, aiming to achieve
a higher coverage could further deter new websites from gaining visibility because “[s]earch
engines do not index sites equally, may not index new pages for months, and no engine indexes
more than about 16% of the web” (Lawrence, S. & Giles, 1999, p. 107).
Research from the same period confirmed that one in four commercial domains were not
registered with any of the five search engines included in the analysis (Yahoo!, Hotbot,
AltaVista, MSN, and InfoSeek), and thus had diminished chances of being discovered by new
audiences (Thelwall, 2000). The coverage here is almost twice as big as the previous study (77%
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versus 42% of sites indexed by at least one search engine) because the latter used a selection of
complete URLs, whereas Thelwall assessed if any page of a specific domain was returned as a
search result. Furthermore, Lawrence and Giles employed a random sample of the entire Web
while Thelwall randomly generated commercial websites with three letters in their name, which
could produce more traffic and links than domains with longer names. Searching for domains
compared to specific pages also creates differences in results overlap (the proportion of results
that are returned as results by all search engines included in the study), from 18% of all
commercial domains for Thelwall to 1.4% of all webpages indexed by four major search engines,
HotBot, AltaVista, Excite, and Infoseek (Bharat & Broder, 1998). The last result is replicated
using a different methodology (analysing the first page of results across the same 10,316 random
queries), with only 3% of results returned by all search engines analysed (Google, Yahoo! And
Ask). An additional 12% of results are returned by two out of three search engines, and 85% are
retrieved by one engine only, reflecting “major differences in web search engines retrieval and
ranking results” (Spink et al., 2006, p. 419). All types of search engine biases discussed in this
chapter can cause the low proportion of common results returned by search engines. Due to the
limited availability of information on how these platforms operate, it is difficult to ascertain
which type of bias has a more substantial impact.
The two studies mentioned above also differ when it comes to reasons identified and
placing blame for the current state. Lawrence and Giles believe “search engines are increasingly
falling behind in their efforts to index the web” (1999, p. 108), while Thelwall claims the
situation is potentially primarily caused by a “misunderstanding of the importance of search
engines by Web site designers or by a lack of knowledge of how to get sites registered and to
remain registered” (2000, p. 158). They also demonstrate blurred lines between crawling and
indexing webpages: even though both studies focused on the proportion of websites returned as
results by search engines, Lawrence and Giles (1998; 1999) refer to these as indexed sites,
whereas Thelwall (2000) reviews domains registered or crawled by a search engine.
Unfortunately, one cannot differentiate between crawling and indexing bias without access to
proprietary data because domains might not show up as search results due to either not being
crawled, indexed, or displayed as results due to internal filters.
One could argue that search engines’ indexing abilities have increased considerably since
this research was conducted, but it is difficult to ascertain without access to proprietary data. A
different method for approximating the number of pages indexed by Google and Bing compared
to Bharat & Broder (1998) and Lawrence & Giles (1998; 1999) identified significant variations
between 2006 and 2015, with Google’s index in general significantly higher than that of Bing.
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For example, Google’s index increased from under 10 billion webpages in 2007 to a peak of
almost 50 billion at the beginning of 2012 (Bosch et al., 2016, p. 849). Changes to their
infrastructure can explain most fluctuations in their index size: 20 of the 24 publicly announced
Google changes and 6 out of the 12 reported Bing alterations are linked to significant oscillations
in their index size (Bosch et al., 2016, p. 850). This is worrying because changes across a few
digital platforms can severely impact online visibility. Perhaps more troubling is that the number
of pages recorded by both search engines appears to have declined since late 2013, some of
which can be attributed to the growth of the Deep Web, which is currently unindexable.

3.3.2. Some countries are more visible than others
A search engine’s crawler can introduce additional biases by prioritising updating content from
specific countries instead of ensuring each new website has the same probability of being crawled
regardless of its origin (Pirkola, 2009). While the two studies by Lawrence & Giles focused on a
total view of the Web (1998; 1999), Thelwall (2000) also provides a regional lens. Results
showed that only 9% of websites belonging to the “.com” domain were not covered by any of the
five search engines included in the analysis, compared to the highest equivalent for Indian (55%)
and Egyptian commercial websites (54%). This difference indicates “clear national coverage
differences, greater than would be expected from their differing speeds and size alone, with
evidence of probably unintentional domain bias in their page finding or page retention
algorithms” (Thelwall, 2000, p. 158). Regional biases are further explored in a study focused on
US, Chinese, Taiwanese, and Singaporean commercial pages indexed by Google, AllTheWeb
and AltaVista (Vaughan & Thelwall, 2004). The proportion of US sites covered by one of the
three search engines ranged from 80% to 87%, with Taiwan at the opposite side of the scale
fluctuating between 4% and 75%. The difference in coverage is explained by the variance in link
counts, with US webpages having a much higher number of incoming links and thus being more
likely to be crawled and indexed by search engines. The authors conclude that “coverage bias
does exist but this is due not to deliberate choices of the search engines but occurs as a natural
result of cumulative advantage effects of US sites on the Web” (Vaughan & Thelwall, 2004, p.
693). If this is true, the disparity will continue unless non-US websites catch up when it comes to
incoming links.
However, Liwen Vaughan and Zhang Yanjun contest the last conclusion when comparing
US, Chinese, Singaporean, and Taiwanese sites and their likelihood of being indexed by four
major search engines (Google, Yahoo!, MSN, and Yahoo! China). Country differences remain
significant in this dataset: 93.6% of US websites were returned as results by at least one search
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engine compared to a low of 79.8% for Chinese pages (Vaughan & Yanjun, 2007, pp. 901, 903).
Also, sites with more incoming links had a higher probability of being indexed, but their number
is similar for US and Chinese websites. Therefore, “inlink count is a factor contributing to the
chance of being indexed, but does little in the way of explaining the differentiated coverage of
sites across countries” (Vaughan & Yanjun, 2007, p. 898). The Great Firewall blocking access to
some Chinese websites outside of China (Xiao, 2019) and the age of websites might have played
a role in the gap identified (Vaughan & Yanjun, 2007, p. 904).
In 2009 search engine coverage of US websites had improved significantly for new
domains three weeks after being registered at 97.5% compared to Lawrence and Giles’ 42%
(1999) and Thelwall’s 72% (2000). Nevertheless, there were still significant regional differences
as coverage at the same point in time for French and Finnish sites was much lower (both at 39%).
While improving after 25 weeks from the registration date, these did not reach US results even if
French and Finish websites had more incoming links. Therefore, Google displayed a significant
bias for US websites, raising concerns because of its widespread use worldwide (Pirkola, 2009).
Furthermore, a dedicated search engine did not appear to address the inequality between countries
as Yahoo! China performed relatively in line with Google and MSN when it came to indexing
non-US websites (Vaughan & Yanjun, 2007, pp. 897-899).
More recent evidence from mainland China pointed to stronger search concentration
(guiding users to established websites) and parochialism (delivering results within the users’
national borders) compared to search bias (defined here as favouring own websites to the
detriment of competitor content) for top 10 search results delivered by Baidu, Google, and Jike
(Jiang, 2014). This bias definition is different from the one employed in this section (when pages
from certain countries are less likely to be crawled by a search engine). However, it is in line with
Edelman and Lockwood’s definition that will be discussed in the next section where “each search
engine favors its own services in that each search engine links to its own services more often than
other search engines do so” (2011). All three processes mentioned above are more noticeable
when considering the top five Baidu results. Despite both Baidu and Google delivering
personalised results at the time of data collection (2011 and 2012), tailoring results was yet to
diminish search engine concentration and parochialism. Thus, “[i]n an age of globalization, the
local is ironically reclaiming its place in our everyday life” (Jiang, 2014, p. 1106). Both
concentration and parochialism of results can be interpreted as dispelling filter bubbles because
users will be guided towards the same local websites. However, the findings might not be
generalisable across all search terms (the study only analysed 20 top events and 15 general terms)
or at a global level.
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3.4. Algorithmic and display biases

Biases pertaining to the second component are usually labelled algorithmic biases, and they refer
to some pages receiving a high rank compared to others that are very similar. However, a more
obvious way search engines can introduce algorithmic bias is by concealing certain pages or not
returning all indexed websites as results (Bar-Ilan, 2002). While it is challenging to identify
causes, results show that even for less politically charged topics (links pointing to the
Cybermetrics e-journal), all but one of the seven search engines included in the analysis hid a part
of their index. Google displayed both the highest number of indexed URLs and the highest
concealment rate, with 70% of webpages with links guiding users to Cybermetrics only displayed
when searching for the full URL and not shown when using keyword searches. Why the
obscuring is happening is unclear, with the author hypothesising that search engines employ
different methods when retrieving keyword versus URL searches (Bar-Ilan, 2002, p. 459).
Most search engine biases research has focused on algorithmic biases because ranking
documents is more important than the number of indexed pages (Brin & Page, 1998, pp. 108109). This focus is a natural consequence of the increase in webpages and, therefore, potential
search results, with users providing significantly more attention to top results and very seldom
reviewing results not included on the first page (Jansen & Spink, 2006). Nonetheless,
concealment of search results persists in current times and raises questions about Google’s ability
to function as “the backbone of the modern internet” (Gilbert, B., 2019). The third type of bias,
display bias, occurs when some results are given visual preference to the detriment of others, for
example, using different colours or fonts (Van Couvering, 2010, p. 21). An example here is how
paid search results are presented by Google and Yahoo, specifically at the top of the list and
separated from organic results by a section of top stories, images, or maps. Display bias is less
researched than the other types of biases because it is much more visible and therefore easier to
identify, and it “seems restricted to the balance between ‘natural’ search results and advertisinggenerated results, or to the intermixing of advertising and non-advertising results” (Van
Couvering, 2010, p. 21).
Algorithmic biases analysis requires isolating the algorithmic component that ranks
specific results more favourably than the others. A method available here is capturing outgoing
links from pages returned as search results following the Googlearchy model (Hindman et al.,
2003) and comparing them against search rankings. This model was included in the previous
chapter because it reflects linking patterns and does not necessarily describe search engine
functionalities or uses despite its name. The approach described above is valid for isolating
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algorithmic biases because it minimises crawling and indexing biases (all pages are returned as
search results, and information on links they point to has most likely been captured through the
random surfer model). Employing this to nanotechnology searches shows that top Google results
“had a thematic emphasis on environment, technology, and risk relevant to nanotechnology”
despite both links and results ranked between 1 and 32 assigning “equal weights to the
environment- and health-related aspects of nanotechnology” (Li et al., 2014, p. 571). Therefore,
when employing Google, “lay users might miss opportunities to encounter diverse opinions and
factual information” as top results appear to lean towards specific themes of the searched topic
(Li et al., 2014, p. 572).
Algorithmic biases impact search results displayed as text as well as images. Google
image results amplify gender stereotypes compared to the actual gender distribution of
occupations as per the US Bureau of Labor and Statistics. In addition, they underrepresent
women and portray gender minorities in a less professional way (Kay et al., 2015), with this
dynamic not stopping at gender. A highly publicised case was the disparity in image results when
googling “three white teenagers” compared to “three black teenagers” (Allen, 2016). In the first
instance, results show stock photography of generic people smiling, whereas the latter displays
mostly mug shots. Google has defended the quality of its results by stating that:

Our search results are a reflection of the content across the web. This means that sometimes unpleasant
portrayals of sensitive subject matter online can affect what search results appear for a given query.
These results don’t reflect Google’s own opinions or beliefs – as a company, we strongly value a
diversity of perspectives, ideas and cultures. (Cadwalladr, 2016)

Along the same lines, searching for names perceived as black on Google and Reuters.com
results in a significantly higher proportion of ads indicating the person has an arrest record
compared to names deemed neutral or white. This pattern occurs irrespective of whether the
advertiser has an arrest record for searched names (Sweeney, 2013). Thus, it is incorrect to
believe “that no difference exists in the delivery of ads suggestive of an arrest record based on
searches of racially associated names” (Sweeney, 2013, p. 52). Gender and racial biases are also
evident when searching for images of white and black women. Therefore, should search engines
reflect our interests, “both sexism and pornography are the most ‘popular’ values on the Internet
when it comes to women, especially women and girls of color” (Noble, 2018, p. 63). Of
potentially greater concern is that US-based search engine users believe results are better when
they echo existing stereotypes, strengthening assessments of occupational gender differences
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(Kay et al., 2015, p. 3827). Google’s autocomplete functionality can likewise be viewed through
the lens of algorithmic and display bias. While it decreases typing by around 25% (Sullivan,
2018), algorithms help identify potential keywords based on the first letters typed, potentially
influencing users.

3.4.1. Are search engines condemning new pages to obscurity?
Discovering a benchmark for measuring accurate search result rankings and thus algorithmic
biases can prove difficult, and, not surprisingly, different benchmarks lead to different
conclusions. Comparing search rankings and the proportion of pageviews received by the same
domain disproves the existence of search engine biases towards more popular websites because
the first are less concentrated than the last (Fortunato et al., 2006; Fortunato et al., 2005).
Therefore, using search engines leads “to a more level playing field, in which new Web sites have
a greater chance of being discovered and thus of acquiring links and popularity — as long as they
are about specific topics that match the interests of users” (Fortunato et al., 2005, p. 6). These
studies are not without their critics. Mathew Hindman, for example, states that the data is flawed
and that other processes unrelated to search engines might cause the discrepancy (Egalitarian
engines.2005). The pageview data was based only on Alexa toolbar users, and this metric cannot
be directly linked to people (multiple individuals can use the same device and browser, or the
same person can use different devices). Additionally, users do not rely solely on search engines to
discover new websites, but also follow links or use social media.
The results above disprove models that incorporate preferential attachment dynamics with
search engine use, which lead to a steeper power-law distribution across new links and thus to
more attention allocated to more popular websites. As mentioned in the previous chapter, popular
websites accumulate a higher proportion of incoming links with time, leading to relative
popularity drops for less popular websites (Cho & Roy, 2004). Additionally, when ranking
websites based on PageRank rather than incoming links, “the pages in the 70%-100% group
increase their popularity, [and] the pages in the 20%-50% group actually decrease their popularity
(…) because PageRank is a normalized metric” (Cho & Roy, 2004, p. 23). The same researchers
modelled two types of behaviour to identify search engines’ impact on acquiring popularity: a
search-dominant model (where people use search engines whenever they want to discover new
pages) and a random-surfer model (used as a benchmark for people not influenced by search
engines, with people employing links to navigate the Web). Ironically, while Google’s PageRank
algorithm uses the random-surfer model, “it takes 66 times longer under the search-dominant
model than under the random-surfer model in order for a page to become popular” (Cho & Roy,
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2004, p. 25). Nevertheless, popularity has a steeper growth when people use search engines as
navigation tools (Cho & Roy, 2004, p. 27).
Applying a similar model to how authors identify pages to link to provides additional
support that “search engines offer new webpages a steep, self-sustaining barrier to entry to wellconnected, entrenched web communities” (Frieze et al., 2006, p. 361). This manifests via top
websites collecting a constant proportion of new links generated, with the remaining websites
(including new ones) having a sharper power-law distribution of acquired links (Frieze et al.,
2006, p. 379). Thus, most websites will be part of the long tail of obscurity with few or no
incoming links. The funnelling of attention towards more popular websites to the detriment of
new ones contradicts the existence of online filter bubbles or echo chambers. In these models,
users access the same popular websites, but researchers did not consider the impact of
personalisation, which might change results significantly. Personalisation algorithms need past
behaviour for serving a specific website as a search result. Therefore, they create additional
barriers for new websites, with biases introduced via personalisation reviewed later in the current
chapter.

3.4.2. Preferential treatment of own pages
Crawling or indexing biases are less evident to external researchers than algorithmic and display
biases due to the lack of visibility on how search engines collect and classify pages before they
are ranked and shown. Therefore, most methods for identifying search engine biases are based on
understanding what results are shown and how these are ranked. One of the more obvious ways
search engines engage in algorithmic bias is by placing their services at the top of result pages.
For example, when searching for “map”, Google might tweak its algorithm so that Google Maps
is shown as the first or second result regardless of its PageRank. This outcome reflects biases
related to “organic search” aimed at making users spend more time on domains owned by the
same companies. To assess the extent of this type of bias, Edelman and Lockwood (2011)
searched for 32 terms related to services offered by these platforms (e.g., mail, calendar, maps)
across different search engines and analysed how many returned results were proprietary. Google
and Yahoo appear more biased than other search engines: 10% of Google and 12% of Yahoo
first-page results point to their own services, with Bing placed 3rd at 3%. This skew is more
substantial when focusing on top results: 34% of results displayed first by Google and Yahoo are
proprietary compared to 0% for Bing. The two authors call upon external scrutiny of search
algorithms to minimise this bias because results point to search engines interfering to promote
their own services.
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For Joshua Wright, biases are “differences among search engines’ rankings of their own
or affiliated content” (2011, p. 33). Therefore, biases are non-existent if the first result for “map”
is Google Maps across different search engines because all platforms are placing the same result
at the top. This exemplification is reminiscent of Mowshowitz and Kawaguchi’s definition
referenced earlier (2002, p. 144). Due to the different emphasis, Wright arrives at a different
conclusion when replicating the exact searches as Edelman and Lockwood, with Bing more
biased than Google. Among Google first page results, only 7.9% represent proprietary services
not included by any other search engine on the same page when searching for the same keyword
compared to 13.2% for Bing’s inclusion of Microsoft results. Extending this methodology to
1000 random queries shows that the levels for this type of “bias are similar between Google and
Bing when considering the entire first page of results, but that Bing is far more likely than
Google to reference its own content in its very first results position” (2011, p. 37). But because
these proportions are relatively small, “(1) the absolute level of search engine ‘bias’ is extremely
low, and (2) ‘bias’ is not a function of market power, but an effective strategy that has arisen as a
result of serious competition and innovation between and by search engines” (2011, p. 46). As
Edelman and Lockwood failed to include information on competitor ranking of proprietary
searches, Wright concludes their results are insufficient to warrant antitrust interventions (2011,
p. 49). Despite this conclusion, Google received fines because the platform was found to engage
in antitrust behaviour by increasing the rank of its own price comparison service to the detriment
of competitors (Titcomb, 2017b), with the European Union also looking into a second fine for
Google’s advertising platform AdSense (Titcomb, 2017a).
A critique pertaining to both studies is not thinking of search engines as media owners
such as newspapers or TV networks. Google pointing to Bing Maps among the first results would
be like newspapers using competitors’ content rather than creating specific sections (Sullivan,
2011). This perspective leads to a search engine shifting from being seen as “a facilitator between
searchers and the rest of the web” to “a portal that wants to keep searchers within its offerings”
(Goldman, 2011, p. 105). Nevertheless, engines function similarly to commercial media owners
because they generate revenues via advertising and thus are focused on gathering attention and
repeat visitors (Introna, 2000, p. 176). Interestingly, this statement goes against Google’s claim
that its results are “a reflection of content from across the web” (York, 2016). As discussed later
in this chapter, it is difficult to ascertain whether users have created the current situation. Another
critique is that the results included are relatively narrow and cannot be generalized to how search
engines function overall.
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3.4.3. Differences in returning and ranking results across search engines
Expanding the analysis to all results regardless of ownership identifies significant differences in
pages shown and how these are ranked. Searching for the exact keywords across different engines
(Google, Yahoo! And Live Search) shows that they are “reasonably consistent in their hit count
estimates and the number of different top-level domains in the URLs of their results” (Thelwall,
2008, p. 1709). However, “they have significant inconsistencies for the number of different
URLs, sites, and domains returned within the search results” (Thelwall, 2008, p. 1709).
Therefore, we might believe we access the same index, but search engines vary significantly
when it comes to the websites they return as search results, leading us to different corners of the
Web. This difference is confirmed for top 10 results across a partially different set of search
engines (Google, Yahoo!, Msn, and Ask), emphasizing differences in algorithmic ranking
(Isfandyari-Moghaddam & Ranjbar, 2008, p. 15).
As mentioned earlier in the current chapter, first page results across 10,000 random
queries on three different engines (Google, Yahoo and Ask.com) lead to small overlaps, with
85% of results retrieved by one engine only (Spink et al., 2006). This outcome could be caused
not just by algorithmic but also by coverage bias. Another method for isolating algorithmic bias
is to focus on the 3% of results displayed by all three search engines. Researchers applying this
methodology conclude that “even when the results among search engines overlap, the individual
search engines rank the results differently” (Spink et al., 2006, p. 423). Non-sponsored results are
slightly more consistent than to sponsored results; therefore, commercial interests can further
exacerbate differences in rankings: 14% of non-sponsored overlapping results are shown in the
first spot compared to 3% of sponsored results (Spink et al., 2006, p. 423).
These dynamics are replicated more recently across the top 20 results for the exact
keywords related to 2008 US presidential candidates and the same search engines as the previous
study. Therefore, “search software programs structure the vast amount of online political
information differently from each other” (Muddiman, 2013, p. 152). Google returns a higher
proportion of campaign controlled and advocacy-type results than the other two to the detriment
of e-Government, e-Journalism, and commercial sites (Muddiman, 2013, p. 147). This difference
leads to a lower proportion of results deemed neutral or not overtly persuading users to challenge
or endorse candidates for Google (67.5% compared to an average of 72%) and a higher share of
supporting and opposing results (22.5% versus an average of 13.8% for the first and 10.6%
compared to 6.5% for the latter) (Muddiman, 2013, p. 149). Despite these differences, all three
search engines are deemed to “align closely with the market paradigm” where “the ability of less
popular Web sites to rank highly in the search results decreases as fewer users find the source
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relevant to their needs and beliefs” (Muddiman, 2013, p. 152). Two main reasons are invoked
here: typical results like traditional media sources, government, and campaign pages comprise
almost two-thirds of all results returned, and the top three results have a higher proportion of
campaign controlled and supporting candidate pages (Muddiman, 2013, p. 151). The marketparadigm orientation contradicts filter bubbles as everyone is exposed to popular pages.
Nevertheless, users are shown 2.1 supporting for every opposing site in the top 20 results;
therefore, they can reinforce biases via the search terms used, discussed in the next section.
Moreover, the first category accounts for a third of the top three results (with Google the highest
at 54.2%) and opposing pages have virtually no representation here (Muddiman, 2013, p. 150).
Personalisation effects, which might further increase the proportion of supporting results shown
to a user, are not considered here.

3.5. User and developer biases

Potentially the most critical types of search engine biases are those created by developers and
users of these platforms because “[w]e have to accept that computers and search engines do not
think for themselves. They are a reflection of their creators, and in the case of search engines, a
reflection of those who use them – us” (Allen, 2016). At a basic level, simply using these tools
“inflates self-assessed knowledge in unrelated domains” and “may cause a systematic failure to
recognize the extent to which we rely on outsourced knowledge” (Fisher et al., 2015, p. 683).
Search engines also impact information recall because we expect them to be available constantly,
potentially making us feel we do not need to remember information since we can always search
for it (Sparrow et al., 2011, p. 777).
These platforms also function in a social environment where users can access other
information sources and are exposed to numerous influences. Both descriptive and regression
analysis results based on survey data across four countries (UK, USA, Germany, and Spain)
conclude that search engine users claim to access more online news sources spread across both
sides of the political spectrum, therefore do not belong to filter bubbles or echo chambers
(Fletcher & Nielsen, 2018). However, the ratio between right-leaning and left-leaning sources
read by the same person is smaller compared to non-users, defined as having a more balanced
news repertoire. News source orientation is defined based on their audiences claimed political
leaning ranging from “very left-wing” to “centre” to “very right-wing” (Fletcher & Nielsen,
2018, p. 981). Nevertheless, these results are not generalisable because the questionnaire only
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included left and right-leaning news sources. Therefore, it excluded sources that are in the
middle, which might be engaged with differently than the rest (Fletcher & Nielsen, 2018, p. 986).
Furthermore, survey results are susceptible to social desirability bias and contradict how we
engage with these platforms, as discussed in this section.
User bias in search and recommender systems does not function in a vacuum. Instead,
searches or selections done by previous users will influence those of people joining the system
afterwards. This process is reminiscent of preferential attachment (Shirky, 2003) and can lead to
surprising results at a macro level. From the point of view of Google as a “database of intentions”
(Battelle, 2005, p. 4), search activity mirrors people’s interest in the respective topics. For
example, the number of 2008 US presidential candidate searches are strongly correlated to
polling results, “suggestive of a public that forms opinions and searches for information in similar
ways and volumes” (Westwood, 2012, p. 10). Therefore, the search engine does not operate
independently of people’s behaviour. Instead, “the information indexed by Google responds to
the rise of new information networks and (…) these networks are driven—or at least—related to
the opinion of the actual public” (Westwood, 2012, p. 10). Due to this dynamic, search engines
“tend not to question the society’s basic hierarchy” (Flaxman et al., 2016, p. 117).

3.5.1. Biases in how we use search engines
Users employ search engines for specific needs, implying different ways to rank results:
navigational, informational, and transactional (Broder, 2002). The first type is reminiscent of
using physical libraries, although users are trying to locate a specific website instead of a book.
Informational searches involve attempting to find details on specific topics regardless of the
website accessed, and transactional searches involve users engaging in Web-mediated activities
like purchasing an online newspaper subscription. In the early 2000s, almost half of all searches
were informational, followed by transactional at 30% and informational at 20% (Broder, 2002).
Developments such as streaming services and the increase in online shopping, particularly during
COVID-19 lockdowns (Calugar-Pop & Lee, 2020), might have driven a higher proportion of
transactional searches since then. The three categories are also used to identify search engine
development stages from a technical perspective (producing results), which overlap significantly
with van Couvering’s chronology focused on search engine integration with other media
companies (2010, p. 91).
Google is a crucial tool for seeking everyday information, and usage is often automatic;
however, people appraise the results instead of accepting them at face value (Tran & Yerbury,
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2015, p. 281). Therefore, how we use search engines (e.g., by comparing results across search
engines or using diverse search terms) can help minimise biases programmed in their structure.
Results, nonetheless, show a relatively narrow user focus. Over 75% of users engaged with
polarised news outlets in line with their political leaning after a search on Bing, with only one in
twenty reading news pages from the opposing side (Yom-Tov et al., 2014, p. 152). The latter is
lower than the proportion of blog links crossing the political divide (Adamic & Glance, 2005;
Hargittai et al., 2007), or that of opposing candidate websites displayed in the top 20 search
results returned, but is slightly greater than the equivalent share among top three results
(Muddiman, 2013, pp. 149-150). Modifying search engines to include results from the opposing
side and zip codes with opposite leanings leads to a 13% increase in clicks to these pages and a
25% drop in polarisation scores (Yom-Tov et al., 2014, pp. 149, 151). This alteration also
generates a slightly higher number of news queries and pages accessed, suggesting “that people
who were exposed to both views on a topic read more opposing views and became more
interested in news” (Yom-Tov et al., 2014, p. 152). But the results are not entirely generalisable
because they exclude visitation patterns to news sites from other sources (e.g., accessed via social
networks or bookmarks) or long-term effects (e.g., users changing keywords or platforms entirely
if results delivered are not to their liking).
Another potential user bias is query formulation, for example, searching for keywords
covering just one side of the debate. Between 20% to 35% of searches in Europe and the US are
estimated to be one-word queries (Jansen & Spink, 2006, p. 256). Furthermore, when asked to
perform informational search tasks, more than half of a representative sample of Dutch
information seekers “performed search operations using search queries that did not fit the
information problem or were too general” and selected at least one unrelated result. In contrast,
only 5% used Boolean operators such as OR, AND, NOT (van Deursen & van Dijk, 2009, p.
398). In these situations, “[f]inding the answer seems to be the primary objective; it does not
seem to matter where the information comes from” (van Deursen & van Dijk, 2009, p. 398),
portraying imprecise searchers not making use of all functionalities at their disposal and not
paying attention to results. US and Norwegian users appear to have similar behaviours as they use
on average around 2.5 words per query (Ozmutlu et al., 2004, pp. 331-332). Surprisingly, around
half of knowledge workers (in this case HP employees) using Google as their sole search engine
are not aware of PageRank and incorrectly assume that the default operator when using two or
more search terms is OR instead of AND (Aula et al., 2005, pp. 586-587); therefore, the group
likewise has limited knowledge in this area.
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User bias can also manifest after seeing search results due to our “propensity to believe
that a page is more relevant just because it comes from a particular domain” (Ieong et al., 2012, p.
413). This tendency, defined as domain bias, leads to stability in search results people click on
across one year despite significant search engine ranking changes within the same period (Ieong
et al., 2012, p. 415). Re-finding the same pages via search engines or “repeated clicks on the
same search result(s) in response to queries issued by the same user at different times”, estimated
to account for 40% of queries and 28% of clicks (Teevan et al., 2006, p. 703) could cause a
proportion of this behaviour. The difference between the two percentages indicates that we click
on fewer results when re-finding, potentially because we already know the page we want to
reach. Perhaps more surprising, search results and user clicks concentrate on fewer domains when
analysed one year apart despite domain preferences remaining stable across different search
engines, query terms, or visual snippets (Ieong et al., 2012, pp. 417-421). Therefore, algorithmic
and domain biases narrow browsing behaviour over time despite an expanding Web, pointing to
the creation of filter bubbles and echo chambers.

3.5.2. Programmer biases
Search engine programmers can also introduce biases in these platforms because “algorithms
cannot exist without the humans who create them. As such, any programmer can either
consciously or unconsciously code their own biases into the system” (Holmes, 2019). The lack of
information on how the platforms function extends to research on this group of workers. In-depth
interviews with search engine producers highlight that they perceive the platforms within a
market and science-technology schema. The first refers to search engines seen as commercial
services in a competitive marketplace where customer satisfaction is critical for achieving
revenues and competitive goals (Van Couvering, 2007, p. 871). Via the latter, “the search engine
is both interesting in itself as a research object and as a potential solution to people’s needs”, and
quality is based on relevance (Van Couvering, 2007, pp. 874-875). Programmers perceive
themselves as constrained within the more prevalent first schema compared to the latter (Van
Couvering, 2007, p. 878). A minor schema is that of war, which translates to fighting against
competitors and actors manipulating results for their benefit (Van Couvering, 2007, pp. 876-877).
Relevant to the topic of this chapter, programmers referenced many daily instances that can be
defined as introducing biases, none being considered problematic because they were linked to
increasing search relevance. Activities include blacklisting and whitelisting (removing or
including certain pages from search results) or modifying results based on whether sources are
perceived as authoritative or pressure from company leaders (Van Couvering, 2007, p. 882).
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Furthermore, “[f]airness and representativeness, (…) are not key determiners of search engine
quality in the minds of search engine producers”. Instead, they are replaced by customer
satisfaction and relevance (Van Couvering, 2007, p. 866).
Another bias in this category is that coding and programming is an activity few people
engage in. For example, US programmers are not representative of the population. Instead, they
have a higher propensity to White or Asian males (Computer programmers. 2020). As more and
more of our lives move online, we need to understand that our choice is between “program or be
programmed” (Rushkoff, 2016) or making software versus being software users influenced by
settings others have embedded in it. Institutional actors such as search engine marketers or
optimisers aiming to control search engine rankings for their clients or themselves can likewise
bias search engine results. Consequently, search results “are a product of both the algorithms
written by search engine producers and an ongoing engagement by those who produce content
online, be they website owners or their agents”, motivated by the market schema of achieving the
highest revenues (Van Couvering, 2010, p. 202).

3.5.3. Search personalisation
In 2010, according to Larry Page, the focus for what is still the most widely used search engine
was to “know about your preferences and find things that you don’t know about but want to know
about” (Levy, 2011, p. 67). Google introduced results personalisation in 2009 on an opt-out basis
for all users regardless of whether they are logged into a Google account, becoming what could
be deemed as “a huge ego search reinforcement tool” (Sullivan, 2009). Incorporating data
generated by users through personalisation was initially seen as a step-change in increasing the
relevance of results (Sullivan, 2008). Nevertheless, this also increases the possibility for new
biases to arise. Search engines could be defined as biased through a filter bubble and echo
chamber lens if personalising results overrides other factors used in ranking results for the exact
keywords. This “could lead to polarizing effects across populations, which could create divisions
in society” (Dillahunt et al., 2015, p. 18). Furthermore, it provides a method for visualising filter
bubbles in search engine usage, with people being served dissimilar results to the rest when
searching for the same keywords being more likely to be part of one (Dillahunt et al., 2015, p.
23). Personalising search results is the main feature blamed for filter bubbles occurring on these
types of platforms as “the proponents of personalization offer a vision of a custom-tailored world,
every facet of which fits us perfectly. It’s a cozy place, populated by our favorite people and
things and ideas” (Pariser, 2011b, p. 12). As personalisation becomes better at tailoring content
for the individual user, it can tip the equilibrium between acquiring new opinions and making our
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current ideas stronger towards the latter by surrounding us with information we already agree
with and removing prompts motivating us to learn (Pariser, 2011b, p. 84). Because we will not
engage with the same type of information continuously, “[p]ersonalization is about building an
environment that consists entirely of the adjacent unknown—the sports trivia or political
punctuation marks that don’t really shake our schemata but feel like new information” (Pariser,
2011b, p. 91).
Algorithms include personalisation strategies for search engine results to be deemed more
relevant for the specific user, strongly linked to differential ad delivery being the core of online
advertising (Sweeney, 2013, p. 53). The incentive to provide personalised content cannot be
ignored from a profit perspective because including implicit feedback enhances “the accuracy of
a competitive web search ranking algorithms by as much as 31% relative to the original
performance” based on human assessments (Agichtein et al., 2006, p. 19). User behaviour is used
to improve results in many ways, with actions like changing query terms or going to the next
page of results perceived as indicators of bad search experiences requiring improvements (Levy,
2011, p. 47). Personalisation can also be employed when users seek to return to previously visited
sites, for example, by displaying these pages within top results (Tyler et al., 2010). Despite its
prevalence, awareness of search personalisation on Google is relatively low at just over half of
study participants (Tran & Yerbury, 2015, p. 281) but relatively higher than awareness of
Facebook personalisation (Eslami et al., 2015; Powers, 2017). Remarkably, discovering Google
uses it does not increase concerns on how personal information is handled and does not impact
claimed future use of the tool (Tran & Yerbury, 2015, p. 281). Nonetheless, even though “Google
is becoming institutionalised as a source of expertise, users significantly control the way they use
search results and conceptualise the authority of these results” by developing different criteria
when assessing quality, seeking authoritative pages, or avoiding sponsored ads (Tran & Yerbury,
2015, pp. 275, 281-282).
While personalisation is embedded in Google’s algorithm, this tactic is estimated to
modify around 12% of results displayed on the first page, with more substantial effects identified
for results displayed further down the first page. It also has varying effects depending on search
terms used: those related to companies, politics and location have a higher degree of
personalisation than factual or health-related searches (Hannak et al., 2013, p. 5). Furthermore,
users logged in to their Google account get reordered results for two out of the ten results
compared to users clearing their cookies (Hannak et al., 2013, p. 6). However, personalising
results does not appear to be impacted by gender, age, previous browsing behaviour, search, or
click history (Hannak et al., 2013, pp. 7-8). Another study using the same methodology likewise
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concludes that “[t]he obtained results do not show a marked level of Google personalization” for
the queries included in the analysis (Hoang et al., 2015, p. 57). The relatively low personalisation
effect is replicated more recently on Google News, with the caveat that personalisation based on
different locations was not included (Haim et al., 2018). Explicit personalisation or overt
selection of news preferences results in a maximum variation of 15% for news types displayed to
users, while implicit personalisation based on demographic selections is estimated to impact just
2.5% of articles shown on the platform. The general bias identified in this study is for news
outlets, with 11 of them accounting for 86% of all articles available (Haim et al., 2018, pp. 334335, 337). Therefore “Google News over-represented certain news outlets and under-represented
other, highly frequented, news outlets” across both implicit and explicit personalisation
conditions (Haim et al., 2018, p. 339).
Several could argue that personalised results are better for the individual because items
one might not be interested in are removed. However, search engines create tensions between the
individual and the social because they are tools that aggregate individual behaviour, make it
available to, and influence society. Aggregated judgements are more stable than individual
opinions and fluctuate by between 30 to 60% compared to search engine rankings (ZhitomirskyGeffet et al., 2016, pp. 415 - 416). Almost 70% of individual assessments changed across two
months; therefore, “taking the consensus ranking into account may be a reasonable solution to
improving the quality of results’ ranking” (Zhitomirsky-Geffet et al., 2016, p. 423). When
searching for information relevant for the whole group instead of the individual, popularity-based
rankings rather than personalised results increase “the efficiency of individual choices, and
enhance the aggregation of the private information dispersed among individuals and websites”
(Germano & Sobbrio, 2016, pp. 25-26), reminiscent of solidarity goods described in the first
chapter. However, popularity-based rankings are also susceptible to misinformation. On the other
hand, personalised results deter learning about common value topics and perform better when
searching for private value areas (Germano & Sobbrio, 2016, p. 26).
To minimise filter bubbles, some recommend adding results sourced from social media so
that “search engine users will be able to get a more thorough and holistic view of the issue that
they are searching for” (Deeswe & Kosala, 2015, p. 487). This inclusion could also support
learning related to common value topics, but only if results are sourced in a balanced manner
(e.g., showing all sides of the debate together with indicators of more prevalent opinions).
Nevertheless, as there is strong consensus between people’s ordering of results and Google’s
rankings for the exact keywords when it comes to informational tasks (Keane et al., 2008, p. 51),
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it is difficult to imagine users deliberately engaging in more exploratory tasks without search
engines enabling these functionalities.

3.5.4. The tyranny of top search results
A significant user bias is that the majority will only view results displayed on the first page of
results, thus at most ten results, accounting for 73% of all US searchers in 2002, up from 29% in
1997 (Jansen & Spink, 2006, p. 257). Similarly, when asked to perform informational search
tasks, over a third of participants do not visit results beyond the top three ranked items (van
Deursen & van Dijk, 2009, p. 398). Likewise, based on ComScore and other corroborating data
across all search engines, “the first result received, on average, 72% of users’ clicks, while the
second and third results received 13% and 8% of clicks, respectively” (Edelman & Lockwood,
2011). This behaviour is driven by most users scanning results in an F pattern, “with the eye
travelling vertically along the far left side of the results looking for visual cues (e.g., relevant
words, brands) and then scanning to the right, as if something caught the participant’s attention”,
resulting in 100% visibility of top three results and dropping gradually to 20% for the 10th ranked
result (Sherman, 2005). The findings imply that results not included in the first page might as
well not exist because users choose to “reformulate the Web query rather than wade through
result listings” (Jansen & Spink, 2006, p. 261).
Significant improvements in search relevance could have created this behaviour.
However, it is restricting to believe such a small number of results provide a comprehensive view
on a topic considering the current size of the Web. Furthermore, assuming people pay attention to
all search results displayed on the first page appears overly optimistic. Users spend significantly
more time reviewing details on the top two search results than those further down the list.
Furthermore, while the top two results are reviewed for relatively similar amounts of time, the
first result is almost three times more likely to be clicked on than the second (Granka et al., 2004,
p. 479). Users also scan the results page from top to bottom, with some stopping only after one or
two results, while most of those who review results further down the page also examine the first
results (Granka et al., 2004, p. 479). This behaviour occurs despite users finding relevant
documents throughout the first four pages of Google results when asked to visit and assess them
individually (Hariri, 2011). Therefore, “users evaluate retrieved information in such a subjective
way that search engine ranking cannot be in complete accordance with their views of relevance”
(Hariri, 2011, p. 608). Going beyond the first two pages is a practical solution if these do not
contain relevant search results (Hariri, 2011, p. 606).
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Among the more sobering effects of this behaviour is the impact on election outcomes for
undecided voters. Because we trust its rankings, “a search engine company has the power to
influence the results of a substantial number of elections with impunity. The impact of such
manipulations would be especially large in countries dominated by a single search engine
company” (Epstein & Robertson, 2015, p. 4512) like Google. Experiment participants spend
most of their time on the first page of results, primarily the top-ranked result. Therefore,
manipulating rankings so results partial to one candidate are displayed first leads to an increase of
48.4% for participants claiming they would vote for them (Epstein & Robertson, 2015, p. 4514).
While the manipulation was temporary, repeated use of the tools across a long period is expected
to lead to more permanent effects (Epstein & Robertson, 2015, p. 4519). Because regulating these
effects is difficult in a personalised and dynamic environment where users receive different
results and rankings change over time, “unregulated election-related search rankings could pose a
significant threat to the democratic system of government” (Epstein & Robertson, 2015, p. 4520).
Employing a “leading the herd astray” methodology to assess the impact of ranking on
user behaviour – like that of Salganik and Watts (2008), which will be discussed in the next
chapter – Guan and Cutrell (2007) reversed the order of search results displayed on the first page.
Participants were “more likely to deprecate their own sense of objective relevance and obey the
ranking determined by the search engine” (Guan & Cutrell, 2007, p. 420). Displaying websites
users are asked to identify beyond the third rank makes them spend significantly more time
searching. It also decreases the probability of identifying pages from 78% when displayed in the
first position to half of that or less when webpages are displayed in fourth to eighth place. This
outcome is partially due to users not tending to look lower down the list of results and expecting
the information they are searching for to be shown within the top five results. When asking
participants to seek information regardless of where it is placed, accuracy drops from 89% to
17% between the first and fourth position, an even steeper decline. Furthermore, almost half of
experiment participants click on the first result when the target result is in the fourth position or
lower (Guan & Cutrell, 2007, pp. 418-419). These results are in line with other experiments
employing the same methodology. Most users select the first item in the control and reversed
condition when asked to identify specific pages, though with a significant gap between the two
(70% for the first versus 40% for the latter) (Keane et al., 2008, p. 51). The click patterns in the
control and the reversed condition are proof for these researchers that users are partially biased
when using search engines because they are somewhat misled by the order of the results (Guan &
Cutrell, 2007, pp. 418-419).
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Like experiments above, Bing Pan et al. (2007) compared results for the same types of
tasks on Google across three conditions: displaying the original ranked order, swapping the first
with the second result, and switching results on the first page of results (1st ranked items
displayed in the 10th position and so on). Results point to the same decrease in accuracy and
increased length of time in the reversed condition, with smaller effects in the case of the swapped
condition (Bing Pan et al., 2007, p. 812). Participants “trust Google’s positioning more than their
rational judgments based on the evaluation of different alternatives” (Bing Pan et al., 2007, p.
816) and tend to blame themselves for the lower accuracy in the reversed and swapped condition.
This behaviour leads to a power-law distribution when it comes to visitors being guided to the
most popular sites, with the caveat that the personalisation of results introduced after these
studies were conducted could potentially distribute attention more evenly. Therefore, one could
argue that “[s]maller, less affluent, alternative sites are doubly punished by ranking algorithms
and lethargic searchers” (Bing Pan et al., 2007, p. 817).
Experiments discussed above did not assess search behaviour beyond the first page of
results. Nevertheless, the knowledge gap is much smaller than might appear because users rarely
visit them. When asking experiment participants to complete the search tasks, users only looked
at the first page across 96% of all queries, with none visiting the 3rd page or beyond (Lorigo et al.,
2006, p. 1127). Users focus primarily on the top two results, click more frequently on the toprated result, and “rely heavily on the abstracts alone to determine the relevance of the
corresponding web page” (Lorigo et al., 2006, p. 1127). Reformulating queries without clicking
on any result accounts for more than one in two search episodes, most likely due to the reliance
on abstracts. However, few users pay attention to all results displayed on the respective keywords
before using new search terms for accomplishing the same task (Lorigo et al., 2006, pp. 11271128). Because lower-ranked results receive little attention, we can define search engine bias as
“a conflict about what should come at the top of the search results screen, rather than being
necessarily an intentional distortion of reality” (Van Couvering, 2010, p. 31).
Search engines guide a significant proportion of attention in the digital space, therefore
“[s]earch results matter: to culture, to business, and to society” (Grimmelmann, 2009, p. 950).
The current chapter addressed search engine biases as means for creating filter bubbles and echo
chambers. These platforms are a natural continuation of linking patterns for understanding the
Web because they rely on links to identify pages and establish relevance as well as authority.
Search engine biases, defined broadly as “the balance and representativeness of items in a
collection retrieved from a database for a set of queries” (Mowshowitz & Kawaguchi, 2002, p.
144), can be challenging to ascertain due to the difficulty in finding a fair benchmark to compare
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against. Research here is usually directed towards biases introduced by search engine components
because they act as funnels: not all webpages are crawled, what is crawled is not necessarily
indexed, and indexed pages are not necessarily displayed as search results or might be ranked
differently to other similar websites. These lead to cumulative effects often difficult to untangle
because of search engines’ relative “black box” status driven by commercial interests.
Echoing the call in the first chapter to expand the filter bubble definition to include
psychosocial factors, biases introduced by users and developers were covered in the last section
of the chapter. This extension is required because, despite search engine personalisation changing
what results are delivered to some extent, users filter to a much higher degree by using simple
search terms and seldom going beyond the top results displayed. Additionally, developers engage
in practices that introduce biases such as blacklisting or whitelisting and changing search
rankings. Due to biases discussed in this chapter, search engines in general and Google in
particular “might indeed be ‘organizing the world’s information and making it universally
accessible,’ but it is not making universal knowledge universally accessible” (Vaidhyanathan,
2011, p. 139). Most research in the digital space and filter bubbles or echo chambers is currently
focused on social media and particularly social networks, which are discussed in the next chapter.
This attention is due to us spending a significant amount of time on these platforms. However, it
does not deter the noteworthiness of search engines because they still direct a significant amount
of traffic to websites. Moreover, it is likely that “search will continue to become more closely tied
to social relationships, moving to provide information not only about text, but about people who
may have the expertise a searcher is seeking” (Halavais, 2009, p. 9). In line with linking pattern
research, search engine biases do not provide a comprehensive view of filter bubbles and echo
chambers because they are not the only platforms we use online. Instead, website revisits are a
measurement tool considering all digital places accessed by individuals; therefore, they are better
at assessing whether we are likely to belong to online filter bubbles or echo chambers.
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Chapter 4. Social Media, Social Networks, Social Filtering

Social networks have become one of the main ways in which we find information online or
communicate with others. These platforms belong to the social media group and allow us to form
profiles, establish connections with other users, and traverse others’ connections (boyd & Ellison,
2007, p. 211). Social networks are currently the platforms most often referenced in filter bubble
and echo chamber debates because they attract a significant proportion of the overall online
attention, minimise the barrier between content consumption and creation, are used for supporting
both analogue and digital connections, and have a significant impact on users when platform
changes are made. A components perspective like the one employed in the previous chapter is not
suitable here due to the importance of the social for these platforms. Focusing on affordances is
also not recommended due to their inconsistent use in current literature and the risk of quickly
becoming obsolete. Instead, the chapter is structured around how social networks can influence
people, specifically identifying what other users reveal about themselves and self-disclosure on
these platforms (Margetts et al., 2016, pp. 12-13). Communication flows between users and
influences introduced by platform owners are discussed at the end of the chapter to provide a
comprehensive view of this topic. Research reviewed in this chapter portrays social networks as
catering primarily to homophilic content exposure and connections despite us claiming we talk to
the opposite side or being exposed to more content via weak links. In line with the previous
chapter, focusing solely on social networks when researching filter bubbles or echo chambers is
not recommended because we can always choose to interact with other types of platforms.
However, this understanding complements the website revisit analysis carried out in this thesis
because the metric does not provide visibility on what we do on this type of platform.

4.1. The ‘social’ in social media and social networks

4.1.1. What is ‘social media’?
The term ‘social media’ might be interpreted as redundant because all media are a technology
used for social communication and as oxymoronic due to the belief that it interferes with face-toface interactions such as ignoring the family dinner in order to engage with it (Pettman, 2016, pp.
31-32). At a basic level, social media is:
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[a] broad category or genre of communications media which occasion or enable social interaction
among groups of people, whether they are known to each other or strangers, localized in the same
place or geographically dispersed. […] Such media can be thought of metaphorically as virtual
meeting places which function to occasion the exchange of media content among users who are both
producers and consumers. (Chandler, 2016)

Different types of platforms belong to the social media category, from online multiplayer roleplaying games to newsgroups and social networking sites, making the category wide-ranging
(Chandler, 2016). More broadly, “social media are networked database platforms that combine
public with personal communication” (Meikle, 2016, p. 6). Therefore, they enable people “to say
or make things; to share those things with others; and to have that saying, making or sharing
made visible to still others” (Meikle, 2016, p. 4). These affordances highlight the participatory
surveillance facilitated by it: we perform and watch others do the same, with all information
generated accessible to impenetrable audiences such as algorithms, security agencies, or
governments (Meikle, 2016, p. 116).
Other definitions such as the one below emphasise functionalities made available to users
and platform owners:

Social media refers to a set of technical features and social practices – real names, sharing widgets,
fixed identities and profiles, behavioural tracking, data mining, the spreading of media and
personalities through viral channels, a process of relentless personalization – that have come to define
the Web and our place in digital culture. (Silverman, 2015, p. vii)

This definition highlights how these platforms are monetised – considering access is generally
offered for free to users – and that they compete directly with traditional media. The most
valuable trading commodity is not producing content that a significant number of people engage
with, but detailed user information continuously collected and used to better tailor advertising
messages and target receptive audiences.
Tarleton Gillespie offers a more comprehensive description of social media platforms.
These are:

online sites and services that a) host, organize, and circulate users’ shared content or social interactions
for them, b) without having produced or commissioned (the bulk of) that content, c) built on an
infrastructure, beneath that circulation of information, for processing data for customer service,
advertising, and profit. (2018, p. 18)
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The emphasis here is on content management and monetization without producing or paying for
its creation. Because platform users can post unlimited content, a fourth characteristic is added:
“platforms do, and must, moderate the content and activity of users, using some logistics of
detection, review, and enforcement” (2018, p. 21). This moderation affects all users and
potentially impacts strongly on some of them (e.g., having one’s social media account removed
because something they posted is deemed inappropriate). Moderation is a mandatory requirement
(social media platforms cannot survive without it). However, it is also relatively hidden from
sight to preserve the impression of open platforms and evade both the cultural and legal
responsibilities of making content public (2018. p. 21).
Social media and social networks are sometimes used interchangeably because they are
perceived as synonymous: “[s]ocial media is inherently a social network, meaning that people use
it to create collections of connections that have an emergent form, structure and shape” (Smith et
al., 2015, p. 68). Others concur that the first category is significantly broader and incorporates the
latter. For example, social media is “a group of Internet-based applications that build on the
ideological and technological foundations of Web 2.0, and that allow the creation and exchange
of User Generated Content”, which includes platforms such as blogs, collaborative projects,
content communities, social networks, and virtual game or social worlds (Kaplan & Haenlein,
2010, pp. 61-62). A third element can be added here, specifically the continuous connectivity
enabled by portable devices (Meikle, 2016, p. xiv), allowing users always to access social media
platforms. On the other hand, social networks are platforms that:

enable users to connect by creating personal information profiles, inviting friends and colleagues to
register in order to have access to those profiles, and sending e-mails and instant messages between
each other. (Kaplan & Haenlein, 2010, p. 63)

The remainder of this chapter will focus on social networks to direct the discussion
towards popular platforms such as Facebook or Instagram and avoid overlapping with blogs
discussed in the second chapter. Social networking sites have been debated from both an
optimistic and pessimistic perspective, reminiscent of Evgeny Morozov’s classification of
technical solutionists and Internet sceptics (2013). For techno-utopians, these platforms allow “a
remarkable increase in our ability to share, to cooperate with one another, and to take collective
action, all outside the framework of traditional institutions and organizations” (Shirky, 2008a,
pp.20-21). Conversely, because of the information collected and made public through social
media, they can easily be used for non-democratic purposes:
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[i]f authoritarian governments master the art of aggregating the most popular links that their opponents
share on Twitter, Facebook, and other social media sites, they can create a very elegant, sophisticated,
and, most disturbingly, accurate solution to their censorship needs. (Morozov, 2011, p. 100)

On social networks, exposure to content posted by other users, self-disclosure, communication
flows and owners increase the likelihood of people being exposed to content they already agree
with. This is concerning considering we spend a significant amount of time engaged with the
category and that they aggregate various types of content and functionalities (e.g., sharing posts,
keeping up to date with news). Nevertheless, how we engage with social networks cannot be
expanded to the entire Web; therefore, the research reviewed here provides an incomplete view
on filter bubbles and echo chambers.

4.1.2. Social networks
danah boyd and Nicole Ellison provide a more comprehensive definition of social networks by
adding that users can navigate the relationships formed in these environments and can connect
with people they do not know in real life. These platforms are:

web-based services that allow individuals to (1) construct a public or semi-public profile within a
bounded system, (2) articulate a list of other users with whom they share a connection, and (3) view
and traverse their list of connections and those made by others within the system. (2007, p. 211)

The three affordances help determine that “social network sites are structured as personal (or
‘egocentric’) networks, with the individual at the center of their own community” (2007, p. 219).
The main driver here is that “network technology has […] put the individual at the center, often
displacing the traditional role of the place or the group” (Rheingold, 2012, p. 210). This placing
leads to the concept of networked individualism, where the person rather than the group or
community is the focus (Rainie & Wellman, 2012, p. 6). Pervasive connectivity, weaker group
confines and higher personal autonomy have aided the transition to networked individualism
(Rainie & Wellman, 2012, pp. 22-34). The new “social operating system” challenges our ability
to deal with others and with information as it requires us to navigate our networks actively and
deal with increasing volumes of data (Rainie & Wellman, 2012, pp. 6, 18). While the above
focuses on the individual, many social media platforms rely on advertising as their primary
revenue source; thus, a comprehensive definition needs to reference the monetising of user data.
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When shifting focus from social media to social networking sites, one can still notice a
broad range of examples, from the likes of Snapchat (where shared content is deleted after a short
amount of time) to LinkedIn (aimed at managing professional networks) or YouTube (focused
chiefly on video-sharing). This category is becoming even broader as some platforms provide
additional functionalities such as Facebook Marketplace (for selling or buying items), Facebook
Payments (enabling friend-to-friend payments), and the planned Facebook cryptocurrency named
Libra, reminiscent of search engines’ expansion to other areas mentioned in the previous chapter.
We also encounter prominent media convergence via mobile apps allowing users to engage with
social networks in many ways and share personal information throughout the day.
The first social media networks emerged after the first online search engines, with
SixDegrees.com becoming available in 1997 (boyd & Ellison, 2007, p. 214). This category has
become one of the most dominant platform types from a usage perspective (Nielsen online
rankings reveal New Zealand’s biggest websites—UPDATED. 2017). Social is a key word, with
recent Facebook algorithm changes bringing this focus to the forefront. Since early 2018, the
platform has been prioritising “posts that spark conversations and meaningful interactions
between people” to the detriment of public content or posts from businesses or media outlets
(Mosseri, 2018). Mark Zuckerberg claimed this was driven by users affirming that the latter are
“crowding out the personal moments that lead us to connect more with each other” (Mosseri,
2018) and is consistent with the company’s focus on reducing clickbait (Peysakhovich &
Hendrix, 2016). Posts about users’ personal lives or ‘original posts’ produce higher engagement
with the platform, and these have declined significantly between 2015 and 2016 (Efrati, 2016).
Thus, one can conclude that the changes were aimed at increasing time spent on the platform and
collecting more personal information to support a highly tailored advertising environment. This
change raised significant concerns for publishers when it comes to traffic generated through
Facebook posts, leading to declines in visibility and revenues (Wagner, 2018). It also was not the
first time Facebook changed their algorithms in this direction: initially, people that “liked” a
specific company were able to see all the posts generated by it on their News Feed, but in 2014 it
was limited to 1 to 2% of this group, with the only alternative for reaching the entire group being
to pay Facebook (Biddle, 2014). Through this lens, Facebook is “an information environment
where the content is ours but the selection is theirs” (Gillespie, 2014).
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4.1.3. Filter bubbles/echo chambers or social bubbles/chambers
The term ‘social network’ is frequently used interchangeably with Facebook, currently among the
most widely used digital platforms. The strong association between search engines and social
networks on one side and filter bubbles on the other is made explicit by Eli Pariser:

Google and Facebook have different starting points and different strategies—one starts with the
relationships among pieces of information, while the other starts with the relationships among
people—but ultimately, they’re competing for the same advertising dollars. (2011b, p. 40)

One could argue that social networks can also incorporate and influence the relationships among
pieces of information because a significant number of people use these platforms as news
sources. For example, 43% of United States adults access news content on Facebook, followed by
YouTube at 21% and Twitter at 12% (Shearer & Matsa, 2018). Furthermore, relationships
between people can be more critical than those among pieces of information: when users
“encounter news on social media, how much they trust the content is determined less by who
creates the news than by who shares it” (The Media Insight Project, 2017). Therefore, social
networks could have a bigger impact on filter bubbles and echo chambers than search engines.
Several reasons explain the strong link between filter bubbles/echo chambers and social
networks. Firstly, we spend a significant amount of time on these platforms. Arguing filter
bubbles manifest online is no longer a robust claim if they cannot be identified on social
networking sites. In 2009-2010, when social networks were still relatively new, the average US
digital user spent just under 20% of their time online on social media websites compared to only
5% on search engines and even less on gaming. This increased to 35% for people in the top daily
pageviews decile to the detriment of e-mail, suggesting a displacement between the two
categories. The results dispel the myth that heavy digital use is driven mainly by gaming as this
category represents 10% of the online time for the same top decile (Goel et al., 2012). In New
Zealand, Facebook was the second most visited domain in April 2017 before Google at just over
2.7 million monthly users (Nielsen online rankings reveal New Zealand's biggest websites—
UPDATED. 2017). The time New Zealanders spend on Facebook is also substantial and has
almost doubled between 2013 and 2017 to almost 11 hours per week (The New Zealand
Facebook report.2017, p. 7).
Secondly, the barrier between content creation and consumption is minimised because
“[o]ur social tools remove older obstacles to public expression, and thus remove bottlenecks that
characterized mass media” (Shirky, 2008a, p. 55). Having users engage with existing posts and
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quickly create new content increases the amount of data collected on these platforms.
Consequently, social networking sites are, at least for now, the top choice for researching filter
bubbles or echo chambers because researchers can use additional data types in their analysis (e.g.,
reactions to messages, user comments, shared articles, or posted photos).
Another reason for the strong association between social networks and filter bubbles or
echo chambers is that social networks support and collect data on analogue and digital networks.
For example, a user can connect with real-life friends or family and online groups they feel an
affinity with, generating a comprehensive trail of digital information. The exchanges, dialogues,
and disclosures in these environments raise substantial privacy concerns. They also lead to people
no longer being able to manage their personal information on social networks because others can
upload or make it public without their consent (for example, a friend posting a picture of
someone who would not like it in the public domain). An extension of this dynamic is that the
credibility of information available on social networks is no longer directly shaped by the
creator’s trustworthiness but by the sharer’s credibility, which will be discussed in detail later in
this chapter.
Another reason for the link between filter bubbles and social networks is that owners have
a significant say in how the platform is accessed and used. For example, on Facebook, we can
only like, comment, or post, narrowing our choices of expression. Mark Zuckerberg justifies
Facebook’s decision in simplistic terms:

Some people have asked for a dislike button because they want to be able to say, ‘That thing isn’t
good’. That’s not something that we think is good. We’re not going to build that, and I don’t think
there needs to be a voting mechanism on Facebook about whether posts are good or bad. I don’t think
that’s socially very valuable or good for the community to help people share the important moments in
their lives. (Cohen, D., 2014)

Instead, the leading social network opted for adding Reactions as functionalities available to
provide feedback, namely Like, Love, Haha, Wow, Sad, and Angry. Nevertheless, these are
somehow obscured by the interface, with users having to “hold down the Like button on mobile
or hover over the Like button on desktop to see the reaction image options” (Krug, 2016).
Christian Fuchs provides a more cynical interpretation of this design choice: “it could be harmful
for Facebook’s profits if users would massively dislike certain companies that are important
advertising clients of the platform” (2014, p. 160). Instead, the platform extracts value from users
via the dynamics of affective economics, which creates “the need to quantify desire, to measure
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connections, and to commodify commitments—and perhaps most importantly of all, the need to
transform all of the above into return on investment” (Jenkins, 2006, p. 62).
Affective economics also brings positive consequences as it allows “consumers to form
their own kind of collective bargaining structure that they can use to challenge corporate
decisions” (Jenkins, Henry, 2006, p. 63). The above is valid for traditional media where people
can choose to stop reading a newspaper or watch a TV show, which would lead to audience drops
and therefore declines in advertising revenues without impacting means available for talking to
others. However, this type of behaviour is obscured on social networks because ads can be
shown, and therefore value can be extracted, regardless of the activity users are involved in
(messaging a friend, posting a comment or photo). The only requirement is for users to engage
with the platform. Therefore, the primary way for us to challenge Facebook is to stop using it
altogether, limiting links between us, our connections, and shared content. Filter bubbles and
echo chambers have become a research topic for Facebook, active in the academic research
domain via Facebook Research, a department reminiscent of Bell Labs. Projects of this division
are available on their dedicated online domain (research.fb.com), and some are published in
journals such as Science, with a few that will be reviewed later in the chapter raising significant
concerns.

4.1.4. How social networks influence users
A components’ perspective like the one used in the previous chapter is incompatible here because
the social is such a vital characteristic of these platforms, making it restrictive and potentially
biased. When exploring social networks, “looking at the algorithms will not yield much insight,
because the interplay of social algorithms and behaviours yields patterns that are fundamentally
emergent” (Lazer, 2015). Focusing on available affordances is another potential method for
understanding whether filter bubbles or echo chambers manifest on social networks. An
affordance is “a relationship that holds between the object and the organism that is acting on the
object”, and therefore the same object can lead to “different affordances for different individuals”
(Norman, 1999, p. 123). However, digital affordances are significantly more malleable than
traditional media because software interfaces “are possibility spaces, open to near-infinite range
of experimentation” (Johnson, 2012, pp. 116-117). This leads to affordance frameworks being
applied inconsistently and has made it challenging to build a systematic theoretical approach
(Evans, S. K. et al., 2017, p 36). An affordance perspective can be unpredictable and become
obsolete when features are modified or added; therefore, it will not be employed in this chapter.
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Helen Margetts et al. reference two ways in which social media can persuade people to
join a collective activity, in their case, signing online petitions. This reasoning can also be applied
to researching filter bubbles or echo chambers on social networks. Firstly, we can identify what
other people are doing online in a specific area accurately and in real-time. For example,
information on how many times a news article was shared or commented on a platform is usually
placed very close to its heading. By making this type of information available, social networks
“affect the perceived viability of political mobilizations and hence the political benefits of
joining, thereby altering the incentives of individuals to participate” (2016, p. 12). Secondly, we
can use these platforms to disclose our own choices, political or otherwise, and “[t]his new
visibility expands our possibilities for undertaking collective action in terms of how we might try
to spread ideas or information and draw in other people” (2016, p. 13). In different terms,
according to Duncan Watts, social networks serve “the essential purpose (…) of seeing and being
seen” (Cassidy, 2006). However, not every behaviour is digitised and/or made public on these
platforms, potentially leading to silent majorities. Another way social networks can influence
users is through communication flows between users, one of the main functionalities of these
platforms. Additionally, individuals are not the only entities present on social networks, with
powerful actors such as platform owners (focused on monetising this environment) and
advertisers (interested in using social networks for marketing/advertising purposes) also shaping
these platforms. The influences discussed above do not manifest separately and are not mutually
exclusive. Instead, feedback spirals can appear through personal disclosures leading to reactions
and conversations from others, generating additional information used in segmenting or tailoring
messages by institutional actors. The rest of this chapter is structured around these four areas to
investigate if or how filter bubbles or echo chambers manifest on social networks.

4.2. Filter bubble and echo chamber dynamics through visibility of others

The interplay between visibility and user effects is significantly more varied on these platforms
than link topology or search engines. Links on regular webpages are usually visible and displayed
in the same way to all visitors unless personalisation algorithms are employed. Search engines
obfuscate methods used to rank search results and personalise them, with other users’ choices
among the many variables incorporated in algorithms used. On social networks, users usually
have access to three options when it comes to the visibility of content posted. The first, and for
some social networks, the default, is to make all content public or accessible to anyone via the
105

platform. A more restrictive option is for content to be made available only to a selected group
(such as posting photos just friends can view and comment on). The most restrictive alternative is
for content to be accessed only by the user that posted it. The first option is the most beneficial
for social networking sites because it leads to users having more content to engage with and
information on who has shared or commented on it, therefore leading to users spending more
time on the platform and generating higher advertising revenues.

4.2.1. Absence and presence of online indicators on others’ choices
The content displayed on social networks usually comes with explicit indicators of attention or
reactions from others. For example, we can quickly see how many people retweeted a specific
tweet, commented on a Facebook post, liked an image on Instagram, or watched a YouTube
video. One of the first studies to tackle how social information made available online impacts
user behaviour is Experimental Study of Inequality and Unpredictability in an Artificial Cultural
Market (Salganik et al., 2006). Here, the artificial cultural market is a website where participants
can listen, rate, and download songs in sequential order. The experiment included two different
conditions users were randomly assigned to: with and without social influence or visibility on
how many times previous users downloaded the songs. Copying a song could only be done after
listening to and rating it, indicating that prior participants enjoyed it. Song quality was captured
by asking participants to rate them on a five-point scale. However, this information was not
available to participants in the control and social influence conditions. The researchers set up
eight separate worlds under the social influence condition to assess different potential outcomes,
thus allowing them to compare nine independent systems. One could easily assume the two
experimental conditions produce similar ratings considering the number of songs available on the
website is manageable (48 in total) and that the system lacks user ratings, unlike the unlimited
amount of content and ratings available on the Web. However, users being aware of earlier
participants’ downloads leads to higher inequality, defined here as top songs accounting for a
bigger proportion of all downloads.
Reinforcing social cues by displaying songs in descending order based on the number of
downloads leads to even higher inequality and unpredictability of outcomes, defined as the
variability in the share of downloads between distinct experimental worlds. This result is
reminiscent of power-law distributions discussed in the second chapter of this thesis, with the
most downloaded song generating around 50% of downloads under the social influence condition
across all eight separate worlds and 20% in the independent condition. The researchers conclude
that “[t]he ‘best’ songs never do very badly, and the ‘worst’ songs never do extremely well, but
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almost any other result is possible” (Salganik et al., 2006, p. 855) when social influence is
introduced. Some music listening platforms exhibit clear popularity indicators, for example, the
number of views on YouTube or plays on SoundCloud. Others do not make this easily available,
with Spotify or Apple Music users having to go to specific webpages for top charts. Analysing
Billboard Hot-100 charts between 2009 and 2018 compared to the previous nine years
emphasizes that “dominant songs get even more dominant, even as the tail gets longer” in the
period when digital streaming platforms increased in popularity. While this chart included 27%
more songs compared to the 2000 – 2009 period, significantly fewer artists and songs are placed
in the middle of the distribution based on the number of weeks they made the chart (Tauberg,
2018).
The same skewed distribution for song downloads is replicated across different pools of
participants based on demographics, behavioural traits, and musical preferences (Salganik &
Watts, 2009). However, success becomes more predictable under the social influence condition if
participants listen to more songs (Salganik & Watts, 2009, p. 456). Arguably, this is because they
rely more on their experience rather than the number of downloads. While this result might
appear optimistic, it is of limited applicability to the Web due to its size and growth rate. Thus,
“some portion of the unpredictability of market success cannot be eliminated, even with perfect
information about the pre-existing preferences of individuals” (Salganik & Watts, 2009, p. 458).
Consequently, this visibility of popularity can produce unpredictability and can potentially be
manipulated. If a specific song or a piece of content shared online receives one or two positive
ratings sooner than the rest, this would give it an advantage and lead to more downloads later on.
In a personalised world where we are one of the few participants deemed similar by algorithms,
we could reach a situation where early behaviour leads to more recommendations tailored to
reflect initial choices, reminiscent of Clay Shirky’s preference premium (2003).
Studies above were replicated in a political context, with results highlighting a
concentration of signatures for most popular petitions after a trending functionality is made
visible to users. Across the same experiment, the total number of signatures remained relatively
stable before and after this capability was introduced (Margetts et al., 2016, pp. 98-100).
Therefore, the ability to identify the most popular petitions directs the same amount of user
attention to already popular appeals. From the standpoint of networked individualism, receiving
this sort of information is needed for users “to get information at their fingertips and act on it”
(Rainie & Wellman, 2012, p. 14). Moreover, there is a strong correlation between the number of
tweets for a specific petition (another indicator of visibility of popularity) and the number of
signatures achieved by it (Margetts et al., 2016, p. 23). This link can be interpreted as networked
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individualism in action because “as people gather information to help them make choices, they
cycle back and forth between internet searches and discussion with the members of their social
networks” in order to make sense of the information they encounter (Rainie & Wellman, 2012, p.
17). Of all UK petitions included in the analysis, only 6% gathered the required threshold of 500
signatures for receiving an official response. Those that did managed to do so quickly, with the
proportion of signatures collected on the first day being a lead indicator of success (Margetts et
al., 2016, p. 83). The social information effect is significantly stronger for petitions perceived as
having already received a high number of signatures and does not impact those seen as having a
lower number. These results point to “the existence of a threshold below which social
information does not influence the behaviour of potential participants in this context” (Margetts
et al., 2016, p. 132). The researchers conclude that whether online collective action “is
characterized by tipping points, then it fuels the argument that Internet-based collective action is
a source of instability, unpredictability, and turbulence in political systems” (Margetts et al.,
2016, p. 135). However, social information does not solely lead to negative effects as it allows
people to use their time, effort, attention or money more efficiently (Margetts et al., 2016, p.
141), like choosing causes that have a higher likelihood to reach their goals.
A more extreme example of research in this area is completely removing the visibility of
others via social networking platforms by no longer accessing them. A 2019 study asked
participants to deactivate their accounts for four weeks and tracked their behaviour during and
after this pause (Allcott et al.). Participants asked to disable their account in exchange for a
relatively small sum of money (100 USD) spent more time watching television alone or with
friends and family compared to the control group, suggesting a trade-off between these activities.
The same group also spent less time on other online activities, indicating that not only is social
media use linked with higher overall Web usage as per Goel, Hofman and Sirer’s study (2012)
but that it could also drive it. Two positive consequences of deactivating Facebook are significant
increases in reported wellbeing and an average decline of 23% in time spent on the platform after
the experiment ended compared to the control group, suggesting that using Facebook is habitforming. More relevant to filter bubbles or echo chamber debates, deactivating Facebook leads to
a decline in attention to politics and news awareness, together with a significant drop in
“polarization of views on policy issues and a measure of exposure to polarizing news” (Allcott et
al., 2019, p. 3). Although not statistically significant, declines were also identified for emotional
and factual polarisation, with the first defined as experiencing negative feelings for the other
political party.
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4.2.2. Manipulating online indicators
The cultural market experiments referenced in the previous section are further developed by
“leading the heard astray” or introducing incorrect information in the system (Salganik & Watts,
2008). The two experimental conditions are set up in the same way as the 2006 study. However,
once the number of downloads in the social influence condition reaches a steady state, additional
participants are assigned to two separate worlds where the song order is reversed (the number of
downloads for the most popular song is assigned to the least popular, and so on). Incorrect
information is introduced at this point, with future information on the number of downloads being
assigned correctly. Results illustrate “that ‘bad’ songs benefited from the inversion, while the
‘good’ songs suffered” (Salganik & Watts, 2008, p. 350). Top-rated songs still achieved the
highest number of downloads, but at around half of the number of downloads compared to the
original social influence condition once each experimental condition reached over 2,500
participants. While the self-fulfilling fallacy was short-lived due to incorrect information being
introduced only at the start of the experiment, the outcome raises questions on what would
happen if this process were continuous. Another finding of this study provides a potential answer
to this query: the download inversion made participants listen to and download significantly
fewer songs, thus leading to lower engagement.
Contemplating these results, we should consider the consequences of introducing
incorrect information in line with users’ preferences and providing them with a broader selection
of content. Recommendation algorithms focused on satisfying users are found to increase the
numbers of songs purchased and to make “‘users’ choice sets more similar than if users were not
members of the recommendation service” (Hosanagar et al., 2014, p. 821). On Facebook, content
overlap for both external and internal posts is also estimated to be high (Bechmann & Nielbo,
2018). The difference between the two is whether the posts include external links (thus produced
by external sources) or not (therefore created by other Facebook users, most likely friends).
Based on the first type of posts, under 10% of participants belong to “nonoverlapping content
segments” (Bechmann & Nielbo, 2018, p. 996), whereas the equivalent for internal posts is
27.8%. The authors believe these types of content segments are filter bubbles; however, the
threshold used here (one post across 14 days) might be too broad to identify them properly.
Instead, using a higher benchmark for identifying overlapping content groups leads to more filter
bubbles (Bechmann & Nielbo, 2018, p. 999). The results are consistent with a Facebook study
discussed later in this chapter, where a user’s behaviour is more likely to isolate them in filter
bubbles than the News Feed algorithm (Bakshy et al., 2015). These findings challenge the claim
that personalisation algorithms lead to a more fragmented society as users end up having more in
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common compared to an environment without recommendations. Nevertheless, “[e]ach algorithm
contains a point of view on the world” (Pariser, 2015); therefore, it is difficult to ascertain if all
personalisation algorithms have the same impact. The results also emphasise the need to include
psychosocial dynamics when researching filter bubbles as per the recommendation in the first
chapter.
Applying the “leading the herd astray” approach to comments posted on a social news
aggregation website result in uneven herding effects. Here, “positive social influence
accumulates, creating a tendency toward ratings bubbles”, whereas “negative social influence is
neutralized by crowd correction” (Muchnik et al., 2013, p. 650). The manipulation is significantly
smaller compared to the previous study, with new comments artificially receiving one up- or
down-vote when posted in the two treatment conditions. Applying a false upvote increases final
mean ratings by 25% compared to the control group over the five months of the study. When
comments receive false down-votes, they are likely to be up-voted by participants afterwards,
leading to statistically insignificant final average rating differences compared to the control group
(Muchnik et al., 2013, p. 649). The results help explain why most options on Facebook are geared
towards positive displays, leading to positive feedback loops where users tend to like or share
something because others did so previously. The influence did not impact the number of replies
or comments received by treated comments, potentially because they require more engagement
with the content than up- or down-voting it. Furthermore, herding effects appear to be topicspecific: content related to politics, culture and society or business is more susceptible to this
influence while economics, IT, entertainment, and general news comments do not display this
pattern. The website used in this experiment allows users to like or dislike other users, resulting
in social preference graphs. Based on this information, users are more than three times as likely to
up-vote friends’ comments than those generated by disliked users. They are also 32% more likely
to up-vote friends’ comments that received an artificial up-vote and almost twice as likely to
correct artificially down-voted posts compared to the control condition. Those disliking the
person generating the comment are not prone to this influence, potentially due to the small
number of comments generated by this group of users because they are less engaged with the
platform (Muchnik et al., 2013, p. 649).

4.2.3. Emotional contagion through visibility of others
Another dynamic driven by the perceptibility of others is emotional contagion, with observational
studies showing that social network posts can lead to this dynamic. Facebook users publishing
status updates with negative or positive emotional words generate similar patterns among those
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exposed to them (Kramer, 2012). Results are based on randomly selected English-speaking daily
status update posters and posts generated afterwards by their Facebook friends. The researchers
analysed emotional contagion within three days of the initial status update to minimise the
likelihood of the same event causing a similar emotional valence among the same group of
friends. Results continued to show a positive correlation with the original emotional disposition.
The same results also point to emotional suppression or instances when “users’ use of negative
words suppressed use of positive words by friends over the three day time period” (Kramer,
2012, p. 669). The effect is identified despite the researchers being unable to exclude friends
unexposed to the original post. The results are in line with other research on Facebook posts
concluding that “positive and negative emotional expressions tend to have an inhibitory effect on
one another” and that positive posts generate higher contagion levels than negative ones
(Coviello et al., 2014, p. 4). When considering people directly exposed to it, “an average rainy
day decreases the number of positive posts by 1.19% (…) and also increases the number of
negative posts by 1.16%” (Coviello et al., 2014, p. 3). The effects spread beyond the location
where it rains, leading to contagion rates 150% higher than the original event’s impact (Coviello
et al., 2014, p. 4).
Emotional contagion also occurs when actively controlling for emotionally charged
Facebook content across almost 700,000 users unaware they were participating in an experiment
(Kramer et al., 2014). Here, positively and negatively charged content posted by friends was
omitted from a person’s News Feed, resulting in significantly fewer words posted by this group
of users. A second more notable result in line with the emotional suppression effect discussed
earlier is that “[w]hen positive expressions were reduced, people produced fewer positive posts
and more negative posts; when negative expressions were reduced, the opposite pattern occurred”
(Kramer et al., 2014, p. 10779), pointing to manipulation strategies platform owners might
engage in. The study raised significant concerns due to participants’ lack of consent (Gillespie,
2014; Hill, 2014). Furthermore, being informed of similar practices done by massive platforms
needs to be extended from participants to the entire community because “the public has every
right to be informed of otherwise undetectable commercial or political practices that are made
possible by the results of research into high-tech manipulation, and to choose whether to give
consent” (Lanier, 2014). This stance is difficult to challenge when Facebook can use these results
to influence its entire user base and with emotional contagion also present on Twitter (Ferrara &
Yang, 2015). The results also highlight the potential presence of “emotional” filter bubbles where
“your mental state ends up being affected by the random blathering of whatever portion of your
social world Facebook decides to show you” (Mead, 2014), not just someone’s circle of friends.
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4.2.4. Trusting the content sharer or creator?
Social networks have democratised the ability to share content online, exponentially increasing
the number of information sources available. These platforms also benefit from “safe harbour”
provisions and are not responsible for users’ copyright breaches, disincentivising them from
removing copyrighted content before receiving a request to do so (Levine, 2011, pp. 32-33). The
result is a unique environment where social networks are motivated to help users share as much
as possible while not being held accountable for the consequences of such actions. Due to these
incentives, together with wanting to keep users engaged with the platform as much as possible,
all items displayed on someone’s News Feed have information on how many people “liked” it
together with the number of comments it generated. The outcome is a limited set of choices:

Your options are Facebook-centric options. You can like it. You can comment. You can share it!
Facebook has deliberately not called attention to how you click this to read it, because Facebook’s goal
is that you read this headline and this summary and then either move on or spend time creating
Facebook content — likes, comments, emojis, or shares. (Caulfield, 2016c)

Considering social network owners are the sole entities monetising sharing, it creates a division
between “them as the owners and we as the producers of personal information”, generating “the
greatest inequality of our knowledge economy” (Keen, 2012, p. 76).
Different people can share the same article on social networks, and while the final content
is the same, who shares it appears more important than the source. In an experimental setting
where social media users are asked to select between different news types on mock Facebook
News Feed articles, they “are more likely to select political news when their friends and family
post it, irrespective of its ideological slant” (Anspach, 2017, p. 600). Therefore, befriending
people from the opposite political side could potentially lessen filter bubbles and echo chambers
as it would influence us to read content we might disagree with. However, the strongest observed
effect is opting out of reading political content altogether, with participants in half of the
experimental situations choosing entertainment articles, followed by a selection of pro-attitudinal
content at 33% and counter-attitudinal content at 17% (Anspach, 2017, p. 600).
On social media and by extension on social networks, the trust placed in the sharer creates
a higher level of trust for a piece of shared content than its source even when the latter is fake
(The Media Insight Project, 2017), contradicting survey-based results on the same topic (The
Media Insight Project, 2016). This type of confidence translates to participants believing the
content is accurate, includes different points of view and is well reported when it is shared by
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someone they trust compared to when the sharer is disbelieved. Furthermore, when seeing
something a trusted person has posted, users “feel more likely to recommend the news source to
friends, follow the source on social media, and sign up for news alerts from the source” (The
Media Insight Project, 2017), potentially perpetuating vicious circles by influencing friends and
family. These could lead to social cascades where viewpoints propagate among users “to the
point where many people are relying not on what they actually know, but on what (they think)
other people think” (Sunstein, 2009, p. 90).
Another group of researchers replicated this study more recently using the same
experimental design. Results showed that whether people trust the sharer is a stronger predictor
of engagement with the piece of news compared to whether it comes from a reputable or fake
source, if the recipient is interested in the topic, or whether participants use social media to access
news content regularly (Sterrett et al., 2019). The same study provides evidence that people
approach unknown sources similarly to how they assess known and trusted sources (Sterrett et
al., 2019, p. 795). Both dynamics help explain situations where fake news items from fake local
newspapers receive more shares than any other news items published by actual local newspapers
(Caulfield, 2016b). The current social network design that emphasizes details about the sharer
could cause these results (Singal, 2017). Because we are simultaneously content creators, sharers,
and recipients on social networks, we need to be conscious that “one’s identity—and the values
and preferences that identity represents—matter way more than just about anything else” when
tackling fake news (Singal, 2017).

4.3. Online self-disclosures

On social networks, every self-disclosure, defined broadly as the act of posting or resharing
content, can become social by making it visible to a group of people. One of Facebook’s top
objectives is “to keep you creating Facebook content in the form of shares, likes, and comments”
(Caulfield, 2016a), and thus for users to continuously engage in self-disclosure. Extreme cases
here are Internet celebrities, defined as “all media formats (people, products, icons, figures, etc.)
that attain prominence and popularity native to the internet” (Abidin, 2018, p. 15). Someone
defined in this manner “has to be received, watched, and acknowledged by an audience” (Abidin,
2018, p. 16), which is achieved by frequently posting and disclosing information about oneself
online. The existence of Internet celebrities makes it evident that “[o]ur online communities
become engines of self-image, and self-image becomes the engine of community” (Marche,
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2012). This dynamic creates a vicious cycle where we use social networks because we divulge
information about ourselves and reveal personal details because we use social networks. Selfdisclosure can help create echo chambers if we prefer commenting or posting content our social
network groups agrees with. In contrast, if we choose to raise issues against our Facebook
friends’ opinions, it will expose them to conflicting information and counteract echo chambers.
Therefore, echo chambers manifest if we always strive for internal consistency instead of
updating our beliefs based on available information. In this situation, “I see something I agree
with and I reshare it—it doesn’t change my mind, because of course I already believed it when I
reshared it” (Caulfield, 2016a).

4.3.1. The mutually reinforcing relationship between the visibility of others and self-disclosure
Visibility of others’ behaviours on social networks influences self-disclose in this environment.
For example, when users are shown social information (in this case, how many messages are sent
to members of Parliament), they are significantly more likely to engage in the same behaviour
compared to when this type of information is unavailable (Margetts et al., 2016, p. 121).
Similarly, people exposed to contacts’ sharing behaviour have a higher propensity to share the
same content than those unexposed. Through this link between disclosure and visibility, echo
chambers and filter bubbles appear “if the political leaning of the content that users receive from
the network agrees with that of the content they share” (Garimella et al., 2018, p. 913).
Being able to see others’ choices appears to have a higher impact on one’s behaviour than
the visibility of one’s actions or support because it enables people “to target their contributions
where they feel they will make the most difference” (Margetts et al., 2016, p. 151). Furthermore,
producing and posting content on social networks follows a power-law distribution because most
users do not engage in this behaviour. For example, the top 1% of registered users accounts for
almost three-quarters of all messages posted on digital health social networks and the bottom
90%, called “lurkers”, post just over 1% of all community posts (Van Mierlo, 2014). These
results reflect a non-commercial environment and exclude people accessing community content
without registering as the entire content is publicly available. However, political debates on
Twitter follow a similar distribution, with the top 4% of users generating more than 40% of total
political messages (Tumasjan et al., 2010). Additionally, less than 1% of company tweets get
retweeted, and customers with a direct connection to the business account for more than nine out
of ten retweets; therefore, this medium does not appear to be conducive to significant word-ofmouth activity (Zhang, M. et al., 2011).
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How users share on Facebook’s News Feed leads to different effects on recipients: “active
sharing enables a selection effect that exposes peers who are more likely to adopt than the
population exposed under passive sharing” (Taylor, S. J. et al., 2013, p. 822). Passive sharing
here is done automatically after a purchase via Facebook Offers, while active sharing involves an
explicit user choice on whether to post or not, which is found to increase the effectiveness of
information dissemination (Taylor, S. J. et al., 2013, p. 833). An extreme example of the link
between visibility and disclosure are sharing cascades where “content is reshared from person to
person” (Cheng et al., 2016, p. 671), potentially until it reaches all users. Data collected via
person-to-person recommendations shows that cascade sizes follow a power-law distribution,
with most cascades involving a small number of people. At the opposite side of the scale, cascade
bursts involving long chains of sharing and reaching many people occur occasionally and are
influenced by the category they refer to, in this case, the product type (Leskovec et al., 2006).
This pattern is akin to power-law distributions discussed in this thesis's second and third chapters.
On Facebook, “recurrence is widespread in the temporal dynamics of large cascades”,
with most reshared images and video content having a 40% probability of creating sharing
surges, a proportion that increases to almost 70% once the content has at least one burst (Cheng et
al., 2016, p. 675). Long dormancy periods separate these bursts (Cheng et al., 2016, p. 674). Of
relevance for filter bubbles and echo chambers is that “people are more likely to share content
received from users similar to themselves”, a dynamic that increases the probability of recurrence
(Cheng et al., 2016, p. 672). This tendency towards homophily leads to demographic differences
between cascade participants and the rest. For example, younger users and women are more
likely to belong to the first group (Cheng et al., 2016, p. 675), potentially linked to the greater
amount of time they spend on these types of platforms (Goel et al., 2012, pp. 4-5); but country
and gender entropies increase the likelihood of cascades reoccurring. The existence of cascade
bursts demonstrates that social networks do not expose users to posts they would find interesting
as soon as they are created. This delay is a potential indicator for the existence of echo chambers
that take longer to permeate and is the reason why “it is not the most popular cascades that recur
the most, but those that are only moderately popular” (Cheng et al., 2016, p. 674) as the latter
might rapidly reach the population receptive to it.

4.3.2. Tailoring self-disclosure to perceived audiences
The relationship between disclosure and visibility is more nuanced than the users’ propensity to
disclose opinions and ideas in line with what they are exposed to on social networks. Instead,
users appear to engage in selective sharing, defined as “the extent to which individuals share
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primarily attitude-consistent content with their social networks” (Shin & Thorson, 2017, p. 233).
This behaviour occurs despite exposure to content from the opposite side of the political divide
(Bakshy et al., 2015). The behaviour appears on Twitter because fact checks beneficial to a
candidate are much more likely to be shared by ingroup than outgroup members. “[P]artisans
cherry-pick favorable media content from relatively balanced media outlets when they are
deciding what content to make visible to their personal social networks”, and their messages
reach an audience more than 350 times bigger than the group initially exposed due to
commenting on and retweeting these posts (Shin & Thorson, 2017, p. 247), potentially generating
sharing cascades.
On Google+, selective posting or sharing, defined as people publishing the same content
both publicly and to a select group (which is potentially driven by misunderstanding
functionalities available), is estimated at 61.8% of all posts created by active users (Kairam et al.,
2012, pp. 1066-1067). Group names used here reveal that users are “creating circles to manage
content across particular life facets, ties of varying strength, and interest-based groups” (Kairam
et al., 2012, p. 1065). The top reason for choosing a specific audience is whether the content is
relevant for the selected group, followed closely by privacy risks and to a much smaller extent by
social norms (e.g., not distributing content inappropriate to specific friends). However, alongside
selective posting, most users reference enhancing sharing to maximise the audience reached by
the post (Kairam et al., 2012, pp. 1071-1072).
Users are rewarded for selective sharing in these environments, with partisan users
reaching a more central network position, a higher number of connections with their community
and somewhat more retweets compared to bipartisan users (Garimella et al., 2018, p. 918). The
news diet of bipartisan users includes sources from broader political orientations than just from
the centre. Nevertheless, they “pay a price in terms of network centrality, community connection,
and endorsements from other users (retweets, favorites)”, therefore limiting the extent to which
they can minimise echo chambers (Garimella et al., 2018, p. 921). Furthermore, neutral factchecking posts generate more antagonistic comments from both sides of the political spectrum
than non-partisan ones, and those beneficial to one party cause significantly more hostile
comments from outgroup rather than ingroup members (Shin & Thorson, 2017, p. 248).
Rewarding extreme behaviour extends to political figures, with the United States House of
Representatives having more Twitter followers the more extreme their political ideology, even
when controlling for their Twitter activity and for how long they have been using the platform
(Hong & Kim, 2016). These consumption and production polarities are topic-dependent because
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they manifest for political content but not for non-political or less contentious themes (Garimella
et al., 2018, p. 917).

4.3.3. Censorship as extreme self-disclosure
Self-censorship or deciding not to post a specific message, which can also be an act of selfdisclosure, can cause some of the behaviours described in the previous section. We are members
of various groups (i.e., family, friends, or online-only connections) on social networks, and most
platforms allow users to adapt or block self-disclosure to selected groups. A week-long
longitudinal tracking of 18 participants highlights that almost half of self-censored content could
have potentially been shared if users “were able to share with or block some combination of
specific individuals, groups of individuals, and more ambiguous, attribute-defined groups”
(Sleeper et al., 2013, p. 793). Reasons for not engaging in this behaviour range from not trusting
Facebook’s settings to believing friends should be allowed to see everything they post or users no
longer maintaining friend groups (Sleeper et al., 2013, pp. 800-801). Around a third of censored
posts are not shared because participants are controlling self-presentation to others, followed in
equal amounts by not wanting to cause arguments, offending, being repetitive, boring or
problematic (Sleeper et al., 2013, p. 797).
Using a large-scale dataset of almost 4 million Facebook users over 17 days points to 71%
of them engaging in some form of last-minute self-censorship, defined as “any non-trivial content
that users began to write on Facebook but ultimately did not post” (Das & Kramer, 2013, p. 121).
This editing leads to 33% of posts and 13% of comments not being posted on Facebook.
Collecting this information points to the importance Facebook places on user activity, potentially
aiming to increase posting. The difference between post and comment censorship rates could be
driven by the fact that comments are short replies aimed at specific recipients, whereas posts
“make it hard to conceptualize an ‘audience’ relative to comments, because many posts (e.g.,
status updates) are undirected projections of content that might be read by anyone in one’s friend
list” (Das & Kramer, 2013, p. 126). Users are more likely to censor group posts (38%), followed
by their status updates (34%), possibly to manage communication with a defined audience and
self-presentation. Comments related to photos and group messages achieved higher last-minute
self-censorship rates (Das & Kramer, 2013, p. 123). Users belonging to more groups and those
using audience selection tools censor both posts and comments to a greater extent (Das &
Kramer, 2013, p. 125). Censorship rates across both posts and comments also increase when
users have a larger number of distinct friend groups but decline when they have more diverse
friends (Das & Kramer, 2013, p. 126), hypothetically because users assume at least a portion of
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their connections would react positively to it. Specific demographic groups self-censor to a
greater extent: male Facebook users censor more posts than females (behaviour explained by
males being comfortable with self-disclosure). This behaviour becomes more frequent when male
users have a higher proportion of male friends (Das & Kramer, 2013, p. 124). Older users and
those with older friends censor fewer posts, but this dynamic is not identified for comments (Das
& Kramer, 2013, p. 125). Using private messaging is linked to lower censorship rates across
comments, potentially because people use this functionality for targeting a specific person or
group (Das & Kramer, 2013, p. 126).

4.4. Filter bubbles and echo chambers in social networks communication

Communication, either one-to-one or one-to-many, is one of the primary purposes of social
networks. While visibility of others and self-disclosures are also communication acts, this section
refers to the ability to start and continue conversations online rather than one-off events.
Communication defined in this manner goes beyond seeing what the others are saying and
disclosing things about oneself due to the reciprocity (both parties pay attention to one another)
and repetitiveness of these steps. The focus on this feature is even more apparent recently, with
Facebook making private messages encrypted and no longer everlasting (Zuckerberg, 2019). This
is done to better serve “the future of communication [that] will increasingly shift to private,
encrypted services where people can be confident what they say to each other stays secure and
their messages and content won’t stick around forever” (Zuckerberg, 2019).

4.4.1. We claim we speak to the opposite side
Surveys are one of the leading research tools available for social scientists to collect standardised
information from a significant number of respondents and are widely used both in commercial
and non-commercial environments. However, one of the significant limitations of this method is
“the tendency of research subjects to give socially desirable responses instead of choosing
responses that are reflective of their true feelings” (Grimm, 2011); therefore, results obtained via
surveys need to be reviewed with caution. For example, polarisation measures collected via
surveys increased between 1996 and 2016 among the entire US population, a period when both
Internet and social media use increased significantly. However, the most significant increases
here were among people in the bottom Internet use quartile, highlighting a “limited role for the
Internet and social media in explaining the recent rise in measured political polarization” (Boxell
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et al., 2017, p. 10616). This result could be explained by the social desirability bias mentioned
above, with social media users potentially more likely to claim they converse with those from the
other side.
Survey-based results on social network communication patterns tend to dispel the
argument that filter bubbles or echo chambers appear here. Instead, these platforms are portrayed
as environments where users engage in partisan sorting (conversing with similar people) and
partisan mixing (dialogues across the divide). The two sides are usually defined along Democrat
and Republican lines and are based on United States respondents. Nationally representative
survey results highlight that Facebook users have a higher propensity to be exposed to news both
pro and counter to their political orientation than non-users. Furthermore, “Facebook news use
was related to a modest over-time spiral of depolarization” (Beam et al., 2018, p. 940), possibly
due to seeing news along both sides of the political spectrum. Among Spanish online newspaper
readers, increased social network use is likewise linked to higher exposure and increased
receptiveness to news in discord with their opinions (Masip et al., 2020). Another US
representative study concludes that the likelihood of discussing with the other side increases with
time spent on social networks. However, this mainly characterises users with low polarisation
scores: “polarized individuals hardly ever converse across ideological and political lines on
SNSs, while non-polarized individuals sometimes do” (Heatherly et al., 2017, p. 11). These
people have a similar declared propensity to seek like-minded individuals on social networks
compared to less polarised users, but the major caveat with these studies remains the social
desirability bias mentioned above.
Social media and, by extension, social network users report a higher frequency of
incidental exposure to information counter to their political beliefs compared to compatible
information purposefully sought online. Nevertheless, the first type of information “drives
stronger partisans to more actively seek out like-minded political content, which subsequently
encourages political information sharing” (Weeks et al., 2017, p. 363). Exposure to news items
counter to one’s orientation could be partly driven by the desire to be up to date with news
deemed important. This behaviour is linked to aiming to view a specific category of results even
if it is not interesting for the user (Lavie et al., 2010), reminiscent of solidarity goods discussed in
the first chapter. Similarly, users active in reading and posting content affirm a lower propensity
to support Donald Trump in the 2016 US presidential election than less engaged users (Groshek
& Koc-Michalska, 2017). Engagement here is connected to higher online and offline network
heterogeneity, defined as talking about politics with people with different political opinions or

119

from different social classes, ethnicities, or races, and is potential evidence against filter bubbles
(Groshek & Koc-Michalska, 2017) or echo chambers.

4.4.2. Talking on Twitter
Twitter allows users to post messages or tweets up to 280 characters that everyone can read
regardless of whether they are registered users. This is the default option, with users needing to
opt out to make their messages private (How to protect and unprotect your tweets. 2019). While
the platform has a much smaller user base compared to Facebook or YouTube, it is used in many
projects focused on social network communication because public tweets are easy to download
through readily available application programming interfaces. Additionally, hashtags help
identify references to specific people or topics and potential political leanings, aiding content
analysis. Twitter, however, is not as social as the other platforms because reciprocation, defined
as mutual connections between users, is scarce here (Hsu & Park, 2012; Huberman et al., 2009).
Since “the more people follow the candidate the less likely this will be reciprocated” on Twitter,
the social media label might not be appropriate because the medium appears unidirectional rather
than bidirectional (Vergeer et al., 2013, p. 497). This is akin to unidirectional links on blogs and
unlike Facebook, where friending someone is a two-way connection.
Political debates and campaigns continue to take the first spot when investigating filter
bubbles and echo chambers on Twitter. Algorithmic network analysis aimed at identifying
Twitter user clusters concludes that “political talk is highly partisan, where users’ clusters are
characterized by homogeneous views and are linked to information sources” in line with the
users’ orientation (Himelboim et al., 2013, p. 168). The analysis employed by Adamic and
Glance on blog linking behaviour (2005) can be applied to Twitter because users can reference
others or external links in their Tweets in a similar way to bloggers linking to other blogs or
webpages in their blogposts. This functionality makes the platform a layered communication
environment, with around 60% of tweets containing links (Himelboim et al., 2013, p. 169). The
main difference between the two environments is the character limit on Twitter, with tweeting
referred to as microblogging (Conover et al., 2011, p. 89). Results for German political Twitter
users arrive at a similar picture to that identified by Adamic and Glance (2005), with those
sharing the same affiliation (defined as mentioning the same party two times or more across the
study period) having a higher propensity to follow each other (Feller et al., 2011). Nevertheless,
political topics tend to be discussed by microbloggers of different political leanings, highlighting
a weaker polarization compared to Twitter connections. Like the 2005 study, users in the middle
of the political spectrum (in this case, microbloggers preferring more than one political party)
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were excluded from the analysis. This group could bridge the communication divide between
parties because they are connected to more than one of them; therefore, this analysis does not
reflect the entire Twittersphere.
The number of friends someone has on Twitter, defined as a user directing a minimum of
two tweets at someone else, is a better predictor of the number of posts someone will generate
than the number of followers (Huberman et al., 2009, pp. 3, 5). However, Twitter users have a
very small number of friends compared to the number of people they follow, suggesting “the
existence of two different networks: a very dense one made up of followers and followees, and a
sparser and simpler network of actual friends” (Huberman et al., 2009, p. 6). The difference in
Twitter communication layers is consistent with Catalan parliamentarians’ behaviour, potentially
explained by the fact that Twitter features encourage diverse kinds of communication where “the
following-follower network is a relational network, the retweet network is a support network, and
the mention network is a dialogical network” (Del Valle & Bravo, 2018, p. 1729). More extreme
Twitter users have a higher degree of homophily across political figures they follow compared to
more moderate users, potentially leading to networks embedding them “in denser webs of likeminded associations, which could then insulate individuals from the demotivating effects of
dissenting views” (Boutyline & Willer, 2017, p. 27). Furthermore, retweets appear to isolate
users in “two homogenous communities corresponding to the political left and right” whereas
“the mention network does not exhibit this kind of political segregation, resulting in users being
exposed to individuals and information they would not have been likely to choose in advance”
(Conover et al., 2011, p. 89). Most of the second dynamic is driven by users including hashtags
referring to opposing political audiences in their tweets, potentially aiming to respond to content
and expose others to information supporting their political views (Conover et al., 2011, p. 94).
The difference between these layers could be interpreted as communication acts being more
likely to cross the divide compared to self-disclosure on Twitter.
This behaviour is not limited to individuals, with analysis of European Union major
political parties and party leaders’ Twitter accounts highlighting that “lots of communication does
occur between different ideologies, especially across the left-right divide” (Bright, 2018, p. 29).
However, this is mainly within the centre ground, while extremists tend to be “separated both
from people of other viewpoints and even people who hold more moderate versions of their
viewpoint” (Bright, 2018, p. 29), thereby forming echo chambers. Analysis of other political
actors (Korean National Assembly members) concludes that Twitter is better at interparty than
intraparty communication compared to homepages or blogs (Hsu & Park, 2012). But interparty
connections are significantly lower than intraparty linkages across all three platform types.
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Twitter connections between politicians are more even compared to the other two types of
platforms, but all three environments are not immune to preferential attachment or “whether
politicians with more hyperlinks are more likely to attract even more links” (Hsu & Park, 2012, p.
173). This process leads to a small distance or degree of separation between participants,
necessitating on average 1.7 to 2 connections to reach any two connected politicians in all three
environments (Hsu & Park, 2012, p. 174). The overwhelming majority of path lengths on blogs
or homepages cannot be completed (at 99%), with Twitter in 2010 sitting at 38% (Hsu & Park,
2012, p. 176). The two dynamics are reminiscent of preferential attachment leading to a smaller
diameter of the Web considered in the second chapter, where a significant proportion of link
paths cannot be finished. These results are not generalisable because other interests could skew
political actors’ online behaviour and due to the relatively low Twitter uptake among the
researched group when data was collected (25%, of which less than half were connected to other
National Assembly members).

4.4.3. Weak and strong ties on social networks
While social psychology is outside the scope of this thesis, weak versus strong ties need to be
brought forward as they reveal unexpected human interaction patterns. Both connections can be
further enhanced in frictionless environments such as social networks and are highly relevant
when discussing filter bubbles and echo chambers. Strong ties refer to people we are in contact
with regularly, while weak ties are those we interact with infrequently (Granovetter, 1973). We
might assume most of the new information we encounter is exchanged via strong ties because we
spend most of our time with them. However, strong ties tend to be reflexive: if A and B are
strong ties and B and C are also strong ties, there is a strong likelihood that A and C are also
strong ties. This pattern leads to people exchanging a smaller amount of new information via
strong ties. Instead, “people receive crucial information from individuals whose very existence
they have forgotten” because weak ties have a higher propensity to link people belonging to
distinct groups, acting like social bridges (Granovetter, 1973, pp. 1372, 1374). Therefore,
“whatever is to be diffused can reach a larger number of people, and traverse greater social
distance (i.e., path length), when passed through weak ties rather than strong” (Granovetter, 1973,
p. 1366). People with few weak ties are not exposed to information from far-flung corners of the
society; instead, they “will be confined to the provincial news and views of their close friends”
(Granovetter, 1983, p. 202). A society without weak ties is fragmented and incoherent because of
these dynamics, with information unable to travel outside groups connected solely by strong ties
(Granovetter, 1983, p. 202).
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Users can develop and/or maintain both strong and weak ties on social networks because
these platforms overcome location or time restrictions when communicating with others.
Nonetheless, if filter bubbles or echo chambers are prevalent in these environments, we will
frequently engage with strong ties sharing our interests, while weak ties would become close to
non-existent. Researchers typically rely on comments received to analyse both types of ties,
presuming that strong ties exchange more comments than weak ties. Results using this
framework highlight that people “are more likely to share the information they were exposed to
by their strong ties than by their weak ties” on Facebook (Bakshy, 2012). Alternatively, weak ties
continue to be social connectors because “[e]ven though a person is more likely to share a single
piece of information from one of their close contacts, it turns out that weak ties are collectively
responsible for the majority of information spread” (Bakshy, 2012) because the average user has
significantly more weak ties than strong ties. Results from an experiment on over 253 million
Facebook users paint a more complex picture. Individuals “exposed to signals about friends’
sharing behavior are several times more likely to share that same information, and share sooner
than those who are not exposed”, resulting in 8% of links people see in their News Feed and click
on being reshared (Bakshy et al., 2012, p. 522). The probability of sharing increases with the
number of friends posting the same link, but it plateaus after five friends share it, a sign of
“greater redundancy in information exposure, which may either be caused by homophily in
visitation and sharing tendencies, or external influence” (Bakshy et al., 2012, pp. 523-524).
Furthermore, users are significantly more likely to share content disseminated by close ties, but
weak ties influence at least 75% of someone’s News Feed because of their sheer number (Bakshy
et al., 2012, p. 526). Since weak ties tend to be dissimilar to strong ties, these results challenge
the existence of online filter bubbles or echo chambers because we are more likely to encounter
information distributed by people with different viewpoints in this environment (Bakshy et al.,
2012, p. 526; Bakshy, 2012).
Survey-based results reach the same conclusion, with weak ties having “a positive,
significant relationship to online participation while strong-tie discussion did not” (Valenzuela et
al., 2012, p. 174). Online participation is based on Internet use frequency for writing to a
politician, making a campaign contribution, subscribing to a political listserv, signing up to
volunteer for a campaign/issue, sending a political message by e-mail, and posting comments on
political blogs (Valenzuela et al., 2012, p. 174, p. 171). An inhibiting effect identified here is that
“[d]iscussion agreement was positively related to participation online while disagreement was
negatively related with it” (Valenzuela et al., 2012, p. 174, p. 177). Again, this is reminiscent of
echo chambers. However, weak ties’ influence on social networks is muted because “ordinary
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Facebook friends may affect online expressive behaviour, but they do not seem to affect private
or real-world political behaviours” (Bond et al., 2012, p. 296). Close friends strongly influence
actual votes despite representing 7% of all Facebook friends. Therefore, “[o]nline mobilization
works because it primarily spreads through strong-tie networks that probably exist offline but
have an online representation” (Bond et al., 2012, pp. 297-298). The difference between the two
studies could be caused by disclosing similar voting behaviour on social media after many friends
have done so not being redundant, whereas sharing the same link or content is.
Studies above do not reference comparisons with the offline world, and offline homophily
could cause this type of clustering. Polarisation of users posting tweets referring to divisive USbased television programmes during broadcast time mirror those of partisan television networks’
audiences. Therefore, “their heightened interest and participation in related social networks (as
posters or followers) does not translate into democratically healthier political exchanges, and
instead strengthen echo chambers” (Hayat & Samuel-Azran, 2017, p. 305). Moreover, we can
apply the strong versus weak tie typology to online communities, not just individuals. Through
this lens, “strong ties-sharing is measured by sharing count among pages belonging to same
community and weak ties-sharing is estimated by the page sharing count between different
communities” (Chan & Fu, 2017, p. 272). This approach is reminiscent of blog linking research
discussed in the second chapter. In conjunction with survey data, the same analysis identifies that
Facebook communities appear to follow political ideologies and their segregation is consistent
with general Hong Kong political polarisation (Chan & Fu, 2017, p. 274).
Replicating the small world experiment (reaching a nominated person via chains of
personal acquaintances) on social networks reveals that a median of between five to seven steps
is enough to reach a specific target. In this case, targets are 18 people across 13 countries, with
half of the participants residing in the United States (Dodds et al., 2003), relatively in line with
the original study using letters (Milgram, 1967). Successful social network chains were carried
out mainly via intermediate or weak ties. However, unlike the original experiment, connectors or
hubs were not widely used; therefore, “social search appears to be largely an egalitarian exercise,
not one whose success depends on a small minority of exceptional individuals” (Milgram, 1967,
p. 827). Relevant for echo chambers is participants’ increased likelihood to rely on friends or
colleagues and people of the same gender over family members to pass on the message (Milgram,
1967, p. 827), highlighting potential homophily in communication flows.
However, the German political Twittersphere appears to use highly connected hubs that
make message transmission easier, replicating small-world patterns (Jürgens et al., 2011). The
analysis employed here better reflects social networks because users are more likely to post and
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read content shared by their friends rather than reach an unknown person via their connections.
Removing these hubs leads to a significant slowdown in communication; therefore, they play “a
crucial role in information diffusion, enabling them to function as Gatekeepers to political
content” (Jürgens et al., 2011, p. 3). Furthermore, both users and gatekeepers display strong
biases for messages they share compared to those they see in this environment. Consequently,
personal views “are heavily amplified by the technological bias of the structure of conversation
networks on Twitter” (Jürgens et al., 2011, p. 4). The difference between the two studies might be
driven by contrasting history and cultural norms, with weak links defined as both liabilities and
necessary to obtain goods and services during shortages for residents of the German Democratic
Republic (Völker & Flap, 2001).

4.5. Algorithmic selection and filter bubbles

Some social media definitions mentioned at the beginning of this chapter emphasize platform
owners’ impact on available functionalities and how they monetise user data and attention.
Simply put, “Facebook is free to do almost whatever it wants with your personal information, and
has no reason to put safeguards in place” (Parakilas, 2017). Understanding how both platform
owners and advertisers influence this environment is vital for comprehending filter bubbles or
echo chambers because dynamics discussed previously can be either enhanced or eliminated by
their choices. For example, platform owners can easily remove or add information about others’
activity, introduce personal messaging functionalities, censor specific content, or make algorithm
changes, which would significantly impact filter bubbles. Because of the different design choices:

[s]ocial media do not provide a homogenous environment: platforms have particular designs and
interfaces that offer (or do not offer) varying amounts of social influence. These various features of
interaction […] create different kinds of communities and information environments. (Margetts et al.,
2016, p. 13)

For example, a Twitter feature introduced in 2010 provides users with algorithmic
recommendations on whom to follow (Twitter Inc., 2010), potentially “nudging them towards
greater homophily” (Boutyline & Willer, 2017, p. 16) and therefore creating filter bubbles. Due
to this prodding, we need technology companies “to take more responsibility for fake news and
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misinformation” and to “consider cautiously how we want to shape our media environment”
(Spohr, 2017, p 157).
Videos recommended by the platform’s algorithm account for over 70% of the time spent
on YouTube (Solsman, 2018). According to Facebook, the average user sees around only 300
posts per day out of around 1,500 they would have access to on the platform (Luckerson, 2015),
giving Facebook incredible power over what users engage with. This selection is done
algorithmically together with the help of actual users “scrolling through their News Feeds to
assess how well the site places stories relative to their personal preferences” (Luckerson, 2015).
Awareness of Facebook’s personalisation algorithm of News Feed content appears to be low, at
24% (Powers, 2017) or 37.5% (Eslami et al., 2015). The caveat is that both results are based on
small samples, and the first is made up entirely of US college students. When stories from family
or close friends are hidden, ability akin to that of algorithmic ranking employed by search engines
discussed in the previous chapter, “participants often attributed missing stories to their friends’
decisions to exclude them” instead of Facebook’s algorithm (Eslami et al., 2015, p. 153).
A study in this area raising many concerns in academic and non-academic environments
is Exposure to ideologically diverse news and opinion on Facebook (Bakshy et al., 2015). The
dataset included over ten million active users with declared political affiliations and seven million
individual links shared by this group. Polarised content in line with users’ ideology has a
significantly higher probability of being shared on the platform: “[o]f the hard news stories
shared by liberals’ friends, 24% are crosscutting, compared with 35% for conservatives” versus a
benchmark of 40% and 45% in an environment based on random exposure (Bakshy et al., 2015,
pp. 1130-1131). Crosscutting refers to users sharing links from the opposite political side. The
News Feed algorithm decreases this proportion to under 25% for liberal and under 35% for
conservative content users are exposed to. Additionally, “[i]ndividual choice further limits
exposure to ideologically crosscutting content”, with the share of crosscutting links users select
dropping to under 30% for conservatives and 20% for liberals. Because the decline in
crosscutting content is bigger for users choosing to click on it compared to algorithmic selections,
the researchers conclude that “the power to expose oneself to perspectives from the other side in
social media lies first and foremost with individuals” (Bakshy et al., 2015, pp. 1131-1132).
This conclusion, however, can be misleading because algorithmic and user selection
effects are cumulative, with links displayed on one’s News Feed impacted by both (Jurgenson,
2015; Tufekci, 2015a; Tufekci, 2015b). Therefore, filter bubbles and echo chambers, as per their
usual definition, reinforce each other. Another challenge is that the sample does not represent the
total Facebook user base (Hargittai, 2015; Tufekci, 2015a; Tufekci, 2015b). In addition, only 7%
126

of content people click on is defined as “hard news”, suggesting that “‘soft’ news may be
winning the war for attention on social media” (Pariser, 2015). The study also raises a “need to
create a new field around the social algorithm, which examines the interplay of social and
computational code” (Lazer, 2015, p. 1091). This type of investigation is required because
“Facebook’s ideological push to dismiss the very real ways they structure what users see and do
is the company attempting to simultaneously embrace control and evade responsibility”
(Jurgenson, 2015). The challenge here is that “[t]he rise of the social algorithm is rather less
transparent than the post–Model T choice in automobiles” (Lazer, 2015, p. 1090). This
obfuscation is driven to some extent by the fact that disclosing details about one’s social network
algorithm “risks helping those who would game the system” (Gillespie, 2011). However, one of
the main ways of limiting the influence of both social networks and search engines is by enabling
algorithmic transparency as it “would allow users to determine the values, biases or ideologies in
operation in order to understand underlying points of view of a news product” (Diakopoulos &
Koliska, 2017, p. 813).
The current chapter focused on social networks and how they influence users by allowing
them to see others’ content and preferences, self-disclosure, and its extreme manifestation of selfcensorship, together with information flows on these platforms and influences introduced by
platform owners. Results portray an environment where we are highly susceptible to information
we are exposed to, tend to trust social network sharers more than content creators, and tailor what
we disclose based on perceived audiences. Furthermore, we are likely to claim we interact with
people of opposing views via survey-based results, but Twitter communication flows dispel this
conclusion as we are more likely to engage in exchanges with like-minded people. Extending the
analysis to other social networks concludes that we are exposed to and share more content posted
by weak ties due to their sheer number compared to strong ties, but weak ties are also
characterised to some extent by homophily. Lastly, social network owners are incentivised to
manipulate users into spending more time and disclosing as much as possible on these platforms,
both more easily done via methods that expose us to content we already agree with. As stated
earlier, social networks are not reflective of how people engage with the entire digital space;
therefore, they represent only a part of the debate, and the analysis needs to be supplemented with
broader measures. Website revisits, the metric employed in this thesis, does not provide the
granularity of research within link topology, search engines or social networks, but can provide
an overall metric for users engaging in exploratory or repetitive online behaviour, which is the
focus of the following chapter.
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Chapter 5. Website Revisits and Filter Bubbles/Echo
Chambers

Website revisits or recurrence rates have not yet been included in filter bubble or echo chamber
debates; however, they help provide a better perspective on the two topics compared to past
research by tracking actual Web use across all digital platforms a user interacts with rather than a
fragmented view of how they behave on a subset of websites (e.g., blogs, search engines, social
networking platforms) or through Web functionalities. Just because we can use the Web to
discover arguments coming from any side of a debate does not necessarily mean people will do
so. Visiting websites is a sign of interest on behalf of the person accessing the content. Whenever
we decide to go to a corner of the Web, we implicitly choose not to visit other digital spaces.
Furthermore, when we revisit the same websites rather than access new ones, we allocate more
attention to the same platform algorithms and owner interests.
By always choosing the familiar through revisiting websites, we implicitly say no to new
or different viewpoints or interest areas. Although some believe this is no longer the case as
platforms like Google and Facebook allow users to access infinite amounts of information,
personalisation strategies employed here are aimed at making users spend as much time as
possible on their platforms or to return to them often, therefore increasing opportunities for
influencing us as discussed in the previous chapters. We might assume that visiting a website, for
example, clicking on a link by mistake, is not always a sign of a conscious or relevant user
choice; nevertheless, the current digital ecosystem is programmed to interpret all clicks the same.
Personalisation algorithms act in a top-down fashion, where users are not given an understanding
and explicit options over what digital content they want to access. Using website revisit rates to
assess filter bubbles and echo chambers also shifts the focus from platform owners and
algorithms to how users engage with the entire Web. Regardless of how these digital platforms
are set up, people have the final say when it comes to what websites they access and revisit.
Website revisits studies have been based on surveys (Aula et al., 2005; Kellar et al.,
2007), user logs (Catledge & Pitkow, 1995; Cockburn & McKenzie, 2000; Herder, 2005;
Obendorf et al., 2007; Tauscher & Greenberg, 1997; Zhang, H. & Zhao, 2011) or a combination
of both (Adar et al., 2008; Adar et al., 2009; Dubroy & Balakrishnan, 2010; Herder, 2003; Sellen
et al., 2002). Ascertaining how often we visit the same websites versus going to new ones might
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seem like a simple question using either of the two approaches. Nevertheless, it has not been
answered adequately due to methodology, sample and/or browser limitations. Since revisits are
estimated to account for 30% to 80% of all pages/domains accessed, most researchers focus on
optimizing or facilitating website revisits to minimize “lostness in hyperspace” (Conklin, 1987)
because “any minor interface inefficiency in supporting revisitation will result in massive
productivity losses when multiplied across millions of users” (Cockburn & McKenzie, 2000, p.
13). One could argue that these researchers are trying to create or strengthen filter bubbles or
echo chambers because they help users return to viewpoints or perspectives they have been
exposed to in the past. This optimization raises the question of whether always finding what we
want decreases the likelihood of discovering things we did not know we wanted.
This chapter begins with defining website revisits and discussing considerations and
limitations when using this metric in the context of filter bubbles and echo chambers. The
following sections focus on log-based studies and differences in results when returning to
individual webpages versus domains. These parts are enhanced with reviews of large-scale
studies identifying revisitation clusters together with similarities between digital and human
mobility patterns. The chapter continues with click-streams analysis providing revisit estimates
for individual users and studies highlighting the impact of tabbed browsing on revisits, followed
by repetitive behaviour on mobile phones across websites and applications. PC browsing appears
more exploratory than browsing and accessing applications on smartphones, with the difference
partially driven by the higher usage of social networking or communication platforms to the
detriment of search engines on mobile phones (Vassio et al., 2018). This section is followed by
an analysis of different revisit layers following power-law distributions and by perceptions and
motivations for engaging in website revisits. The chapter concludes with an overview of more
recent research in this area on predicting and facilitating revisits across both PCs and
smartphones.

5.1. What are website revisits?

Website revisits are primarily researched in the computer science area and have been defined as
“the act of accessing a Web resource that has already been visited in the past” (Papadakis et al.,
2015, p. 337). Tauscher and Greenberg (1997, p. 112) have provided a formula used consistently
across revisit studies based on passive data collection:
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𝑅𝑒𝑣𝑖𝑠𝑖𝑡 𝑟𝑎𝑡𝑒 =

Total URLs visited−Different URLs visited
Total URLs visited

× 100%

An average revisit rate of 50% is equivalent to users going to pages they have visited previously
once out of every two pages they accessed. The remaining 50% represents visits to websites that
are only accessed once (defined by the author throughout this thesis as serendipitous browsing).
While the latter can generate revisits for users wanting to return to the same locations, the central
assumption of this thesis remains unchanged: with the Web continuing to expand, users engaging
in serendipitous browsing is a sign they are exploring the digital space and lessening the
probability of locking themselves in echo chambers or filter bubbles.
The same revisit rate shared by two different users has no connection to the specific
websites they interact with or how many pages they visit overall. Instead, it reveals that they are
revisiting the same proportion of websites within the same period across their entire website
repertoire. While the ideal analysis should consider the specific pages users interact with, this is
not easily achievable because of the number of webpages available, estimated at more than 50
billion in 2021 (The size of the world wide web. 2021), further complicated by the fact that
webpages are constantly changing. However, revisit rates can be analysed in conjunction with
user demographics and browsing details (e.g., website categories visited or total pageviews) to
understand when people explore new corners of the Web versus when they revisit the exact
digital locations.
Recurrence rates can be derived based on the frequency of visiting websites, one of the
primary metrics available in Web analytics platforms such as Google Analytics. This metric can
be calculated using the formula below, with the caveat that it is usually reported at a domain
rather than user level and employed in conjunction with visitation recency “to gauge visitor
loyalty and to uncover the behavioural trends distinguishing frequent users from occasional ones”
(Harley, 2016):

𝐹𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦 𝑜𝑓 𝑣𝑖𝑠𝑖𝑡𝑖𝑛𝑔 𝑤𝑒𝑏𝑠𝑖𝑡𝑒𝑠 =

Total URLs visited
Different URLs visited

Consequently, recurrence rates can also be derived from visitation frequency at a user level as per
the formula below:

𝑅𝑒𝑣𝑖𝑠𝑖𝑡 𝑟𝑎𝑡𝑒 = (1 −

1
Frequency of visiting websites

) × 100%
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Revisit rates equal zero for users not returning to the same URLs or with a frequency of
visiting websites equal to 1. The metric can also get close to but never reach 100% because
people will always visit at least one URL for the first time when navigating the Web within the
study period. In the hypothetical situation of a user only accessing the facebook.com URL
repeatedly, the first pageview is considered accessing a distinct webpage or serendipitous
browsing, with the rest accounting for website revisits. Higher frequencies lead to greater revisit
rates. For example, someone with an average frequency of visiting websites equal to 2 has a
revisit rate of 50%, the latter increasing to 90% for an average frequency of 5 as per below:

Table 1. Frequency of visiting websites versus revisit rates
Frequency of
visiting websites
Revisit rate
Frequency of
visiting websites
Revisit rate
Frequency of
visiting websites
Revisit rate

1

2

3

4

5

6

7

8

9

10

0.0%

50.0%

66.7%

75.0%

80.0%

83.3%

85.7%

87.5%

88.9%

90.0%

11

12

13

14

15

16

17

18

19

20

90.9%

91.7%

92.3%

92.9%

93.3%

93.8%

94.1%

94.4%

94.7%

95.0%

21

22

23

24

25

26

27

28

29

30

95.2%

95.5%

95.7%

95.8%

96.0%

96.2%

96.3%

96.4%

96.6%

96.7%

The two metrics follow different growth patterns, as shown in Chart 1. When frequency increases
linearly, return rates follow an asymptotic curve increasing at a slower pace as it gets closer to
100%:
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Chart 1. Revisit rates versus frequency of access
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The main difference in calculating website revisit rates across studies originates from the
page level taken into account. The latter can be retained in full, grouped at a domain level across
some categories (for example, considering different searches on the same engine, therefore with
different URLs, as revisits to the same domain) or all pages a user goes to (i.e., defining the
behaviour as a revisit when someone is accessing various pages belonging to the same domain
such as reading different articles on nzherald.co.nz). The above drives significant differences in
results collected on PCs across the same dataset, ranging from 43.7% when considering the full
URL to 69.4% when aggregating pages belonging to the same search engine (Obendorf et al.,
2007, p. 600). Grouping all pages to a domain level versus individual pages visited via
smartphones results in an even higher differential, with the first at over 80% for each user and the
second having an average of 26% (Zemla et al., 2015, p. 46). At home, people visit fewer
domains on smartphones than PCs (Vassio et al., 2018), but mobile phones are potentially more
relevant in the current digital space as they have become the primary device for accessing the
Web.
In my view, understanding revisit rates at a domain level is recommended in the current
digital environment as individual URLs become less indicative of digital content people engage
with, driven by personalisation strategies and the use of infinite scrolling on social networks like
Facebook. While Web browsing can be attributed to a specific page on a domain, this is not
currently the case when analysing application usage. Here researchers can at most collect
information about the app used, context (date, location), and/or claimed data based on surveys or
interviews. Using domain-level revisit rates provides an equivalent measurement for website
versus application usage, for example, accessing the Facebook app or Facebook domain
regardless of the section used. The metric can also include mobile phone browsing or app usage if
data is collected across these devices; therefore, it can reflect the full user engagement with the
Web. Furthermore, it helps differentiate between intrinsic user behaviours and those motivated by
the device used through identifying commonalities and differences between PC and smartphones
usage (Jones et al., 2015, p. 1197).
Another consideration when calculating website revisits is tabbed browsing, allowing
“multiple web pages to be open concurrently under a single top-level browser window, each page
in its own ‘tab’” (Dubroy & Balakrishnan, 2010, p. 673). This functionality is used to aid
revisitation within the same browsing session and drives a lower usage of the “Back” function
(Weinreich et al., 2008, p. 10), one of the main ways in which people revisited websites before
tabbed browsing became available (Catledge & Pitkow, 1995; Tauscher & Greenberg, 1997).
Because some pages are opened as new tabs without being seen, this requires a change in
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identifying website revisits based on pageviews rather than page loads. Defining returns to
previously opened tabs as revisits together with considering pages that are actively viewed
increases website revisits from 39% to 60% across the same dataset (Zhang, H. & Zhao, 2011, p.
1832). This approach requires a new website revisit definition, namely “the repetition of
obtaining previously seen information” (Zhang, H. & Zhao, 2011, p. 1834). However, this is not
entirely accurate because users can go to a previously seen page to engage with updated content,
with pages acquiring a higher revisit rate being updated more frequently (Adar et al., 2009, p.
1384). A more comprehensive definition for website revisits requires considering instances
“when users return to previously viewed web pages to view new or updated information” (Kellar
et al., 2007, p. 377) as well as content seen prior.
Revisit rates can be used to describe patterns for any repeatable behaviour, opening
avenues for comparing digital browsing with, for example, other media or human mobility.
Revisit rates within human mobility are not among the metrics reported at an overall level.
Instead, the focus here is on predicting patterns, with people spending most time across a few
locations and most travel happening between these places (Herder & Siehndel, 2012, p. 9).
Unlike the Web, where we can easily transition from any page to another, moving between
physical locations is impacted by the distance between them. This limitation translates to most
people moving within a restricted area, with few travelling significant distances (Song et al.,
2010, p. 1021). Human mobility patterns can be predicted with a minimum accuracy of 80% for
any individual. The average here is 93%, “an exceptionally high value rooted in the inherent
regularity of human behavior” (Song et al., 2010, p. 1021) and significantly above current
website revisits predictive methods discussed at the end of this chapter. Nevertheless, there are
strong similarities between how people revisit digital and physical places (Cao et al., 2018), also
covered later in the current chapter.

5.2. How website revisits inform filter bubbles/echo chambers

People revisit websites because they want to re-access the same information or see updated
content (Adar et al., 2009; Kellar et al., 2007). Because online content tends to cluster together
with like-minded information (Adamic & Glance, 2005), users can revisit pages also because
they want to encounter updated information presented through a familiar lens. Even though
people visiting the same URL might see different information, personalisation techniques and the
fear of alienating audiences leads to a high probability of new content being presented through
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the same viewpoint as providers tailor their content based on a user’s present self or “you loop”
(Pariser, 2011b, p. 112). One might argue this does not apply to online content aggregators, but
website revisit analysis has become a more reliable model across these platforms due to
personalisation strategies. We may have access to unlimited options on Google, Facebook, or
YouTube, but algorithms employed here customize their content for each user to motivate
audiences to return frequently.
Employing Granovetter’s terminology (1973; 1983), website revisits are the equivalent of
strong ties, indicating a deeper relationship between the user and the specific page or domain and
increased likelihood of the latter disseminating the same type of information or perspective to
returning users. The high frequency of visiting the same pages, directly linked to increased
website revisit rates as discussed above, leads to users spending more time on the same digital
platforms and is one of the main characteristics of strong ties (Granovetter, 1973, p. 1361).
Should these websites permit interaction between users, they can create strong connections
among their audience as “the stronger the tie between A and B, the larger the proportion of
individuals […] to whom they will both be tied” (Granovetter, 1973, p. 1362). This transitivity
principle can be applied to visitors and links placed on these pages that guide visitors to new
places. Nevertheless, increased time spent online linked to lower revisit rates is not as strong
proof against online filter bubbles or echo chambers as the reverse. Instead, the analysis should
be supplemented with link analysis to identify if some exploratory behaviour is driven by users
visiting multiple domains heavily connected to each other and therefore likely to belong to the
same side of the debate as discussed in the second chapter.
Other media like print, radio or television are also strongly focused on keeping their
audiences engaged and returning regularly. One of the main differences here is that measurement
for this group is sample-based versus collecting data on all visitors to a page or domain for the
Web. This allows the first group to better estimate the unduplicated audience size that engages
with their content across more extended periods via nationally representative surveys or panels
while losing some specificity at a granular level. For example, a TV network has access to
estimates on how many people have watched its content over an entire month but cannot assess
whether a specific person has done so unless the individual is a TV panel member. Digital
platform owners can check whether a specific IP address or browser has visited one of their pages
recently, what action guided them to their domain and how much time they spent on it via
cookies. However, online measurements have substantial problems when estimating the total
number of people visiting them across longer timeframes due to visitors being counted multiple
times when using different devices (ComScore, 2014) or deleting their browser cookies. Social
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media platforms are likewise guilty of overcounting their audiences as people can set up multiple
accounts on the same platform, leading to Facebook reporting UK audiences aged 15 to 24 bigger
than the country’s population in this age group (Mills, 2017). Furthermore, there are relatively
few comparable measures among digital platforms allowing us to understand, for example, “how
Facebook video stacks up against YouTube video for certain audiences at certain times”, making
them unreliable (Ritson, 2017). Due to the constraints mentioned above, increasing the frequency
of website revisits within a short timeframe becomes one of the more straightforward strategies
for growing revenues, either for ad or subscription-based models.
Going to new websites can allow us to go through “the experience of discovering
beneficial stories we weren’t intentionally seeking” (Zuckerman, 2013, p. 105). Encountering
something unplanned could widen our interests and permit associations not identified previously.
Although it is not the shortest mental route to get to a particular piece of information or might be
time-consuming and may not take us where we want to, keeping these opportunities open can
help us better understand the world. This behaviour, named serendipitous browsing, represents “a
purely random, unstructured, and undirected activity” (Cove & Walsh, 1988, p. 36) and is
threatened by the rush towards higher user relevance in the online space (Pariser, 2011b, p. 23).
“[T]he digital age is stamping out serendipity” because all information we come across is filtered
and scrutinized, therefore limiting innovations (Darlin, 2009). Furthermore, even when
serendipity is programmed in algorithms, for example, via the eBay “Discover” tab that seeks to
recreate experiences shoppers have in store by displaying unexpected items (Woyke, 2011), they
lead to pseudo-serendipity rather than real serendipity. Pseudo-serendipity is portrayed as
“accidental discoveries of ways to achieve an end sought for, in contrast to the meaning of (true)
serendipity, which describes accidental discoveries of things not sought for” (Roberts, 1989, p.
x). In the case of the Discover tab, items displayed are based on their description as well as the
user’s previous behaviour, and users can filter these serendipitous items by searching for specific
keywords or filtering categories (Woyke, 2011).
Serendipitous browsing can signify Granovetter’s weak ties (1973; 1983) that allow us to
engage with new content, information, or opinions. However, this is not always guaranteed due to
users potentially following links to pages within the same opinion spheres as mentioned earlier.
Individuals with a limited number of weak ties, or in this case a small proportion of websites
visited occasionally, tend to be confined to news presented through the same perspective as they
do not have access to information from other parts of society. Weak ties act as bridges between
close groups of friends, aiding political mobilization and decreasing social fragmentation
(Granovetter, 1983, p. 202). However, strong and weak ties serve different purposes, and one
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should not focus primarily on one of the two: “weak ties provide people with access to
information and resources beyond those available in their own social circle; but strong ties have
greater motivation to be of assistance and are typically more easily available” (Granovetter, 1983,
p. 209).
Revisits together with serendipitous browsing exemplify to some extent the Daily Me and
the Daily Us reviewed in the first chapter (Negroponte, 1995, p. 154). We want to encounter
specific information of interest by regularly visiting the same websites. Even though the website
content might be updated, we are already familiar with the lens used when providing the
information or opinions included. It is much easier to keep current visitors returning rather than
convince new people to visit the domain, making website owners generally apprehensive about
alienating the first group. Conversely, going to new websites signifies people wanting to engage
with new digital spaces, creating environments more prone to serendipitous encounters. Just like
the Daily Me and Daily Us “are not two distinct states of being, black and white” (Negroponte,
1995, p. 154), visiting the same online spaces comes with advantages and going to new websites
can have disadvantages. We could try to identify a website we have visited in the past to share it
with someone else who might find it interesting, leading the other person to engage in
serendipitous browsing. Alternatively, we might want to reread specific content to better
understand the topics covered. At the same time, returning to the same pages frequently within
the same browsing session can be a sign of disorientation or having difficulties understanding
where we are and how to get where we want to (Herder, 2003). For example, users might click on
the homepage button of the domain they are on repeatedly when searching a specific page, or
they might click on the Back or Forward browser buttons multiple times to return to the website
they are after, leading to higher revisit rates.
In the case of online communities, frequently visiting them can help build social capital
and group identities for minorities unable to easily congregate in the real world. Because social
networks can be used to create and maintain social ties between users, they generate social
capital, defined as “[a] form of capital based on social networks that can lead to economic as well
as [a] social benefit” (Jeanes, 2019). Social capital established on these platforms is related yet
different from face-to-face social capital. The first appears to be more targeted towards specific
objectives as it is defined as encouraging discussions on and solving community problems
together with nurturing community values and connecting members. The latter, instead, seems
more centred on the social because it is strongly focused on helping others, feeling connected
with the community, and sharing values (de Zúñiga et al., 2017, p. 50). Digital social capital
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becomes even more substantial for minorities unable to foster connections offline, and frequently
revisiting social networks helps establish stronger social ties.

5.3. How often do we revisit the same webpages?

5.3.1. Initial revisit rate estimates
Most online personalisation algorithms are based on cookies, text files that store details about
previous visits to the same website and identification codes that allow platform owners to
recognise returning visitors (Turow, 2011, p. 48). Cookies are a “natural vehicle to learn more
and more [about] what people were doing without having them knowingly raise their hands”
(Turow, 2011, pp. 54-55). Despite the magnitude of Web usage details stored by cookies, their
lifespan is limited because they can be easily deleted (e.g., deleting History files every time the
browser is closed). Cookies can lack demographic information even for websites requiring login,
as not all visitors register to the platform. Furthermore, a new cookie with no connection to the
original one is created when the same individual is accessing the same website using a different
browser or device, leading to a significant amount of cookie duplication. Even with third-party
agreements in place, cookies cannot capture Web usage behaviour across all websites through the
same device and browser as agreements are restricted to specific ad networks. Because of these
limitations, researchers cannot rely only on cookies to understand information retrieval. Instead,
different data collection methods are needed to assess website visit rates. Log-based studies
require participant consent to have a piece of software installed on their computer that captures
all online activities they undertake. As this is difficult to accomplish on a large scale, most
studies have used small samples comprised of students, university staff and/or IT employees
(e.g., Catledge & Pitkow, 1995; Herder, 2005; Tauscher & Greenberg, 1997), groups which are
not representative of the online population. The dataset used in this thesis is collected via the
same type of software across a representative sample of the New Zealand online population, and
therefore not subject to these sample limitations.
One of the first studies in this area dates to 1995 and estimates that a minimum of 42.6%
of browser actions completed by 107 participants (all university faculty, staff, or students) across
a month are website revisits. Of these, 40.6% represent the usage of the “Back” button, and 2%
are “Forward” actions (Catledge & Pitkow, p. 1067). Both browser functionalities are deemed
effective in helping users return to pages visited recently via “click until the desired page is
recognized” strategies (Greenberg, Saul & Cockburn, Andy, 1999, p. 3). Nevertheless, the high
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usage of the “Back” button within the same domain can be driven to some extent by the lack of
clearly defined menus to support navigation (Herder, 2003, p. 293). However, the top online
activity representing 52% of all actions is following links within the current webpage (Catledge
& Pitkow, 1995, p. 1067). Some of this is driven by users returning to previously visited websites
(e.g., accessing a homepage and using its menu to return to a specific section). Though not
explicitly stated in the original article, the total website recurrence rate is estimated to be 61%
(Weinreich et al., 2008, p. 7).
The relationship between the frequency of visiting a group of websites in the same order
and the number of websites included in this chain is used to identify three types of Web users
(highlighting a potential high variability in results that will be discussed later in this chapter):
serendipitous browsers, general purpose users, and searchers. The first group does not frequently
revisit a long chain of websites, potentially indicating a weakly connected repository of pages
they engage with. General purpose users reflect the average likelihood of repeating a more
complex surfing sequence, accounting for a quarter of all browsing episodes. Searchers
frequently engage in long sequences of browsing new websites and occasionally revisit a short
sequence of pages (Catledge & Pitkow, 1995, p. 1070). The researchers did not provide size
estimates for the three groups due to the small pool of participants used. While this study was
conducted when the Web was still relatively new, the results are relatively similar with more
recent PC usage studies reviewed later in this chapter (Herder, 2005; Kawase et al., 2010;
Obendorf et al., 2007).
Two years later, a study focused explicitly on website revisits estimated that 58% of all
pageviews generated by 23 participants (19 having links with the University of Calgary, and the
remaining four working in telecommunications) across six consecutive weeks fall in this category
(Tauscher & Greenberg, 1997), in line with Catledge and Pitkow’s overall recurrence rate (1995).
Because of the high result, the researchers deem that “browsing activity can be seen as a recurrent
system” and that Web surfing “should make revisits easier” (Tauscher & Greenberg, 1997, p.
113). Furthermore, users visit new pages at relatively equal intervals, and pages revisited more
recently have a higher probability of being revisited (Tauscher & Greenberg, 1997, p. 118). Both
characteristics lead to skewed distributions at a user level when it comes to websites generating
revisits and time between revisits that are discussed later in this chapter.
Website revisits are considerably lower for experiment participants aiming to accomplish
specific tasks for 45 minutes due to the short data collection time; however, they still represent a
significant proportion of browsing actions at an average of 38% and varying by categories: higher
when using personal finance websites (40.7%) compared to online stores (25.2%). In this
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instance, a high frequency of visiting the same pages correlates to some extent with user
disorientation, but not all revisits indicate lostness in the digital space (Herder, 2003, p. 293).
Perhaps a user feeling lost might return to a series of previously seen pages using the Back button
to identify a specific URL instead of searching or typing the full URL, generating a high revisit
rate. However, a user’s intention to check if the URL content has been updated since their last
visit can also drive the behaviour.
Return rates are calculated at an URL rather than domain level across all studies above.
As discussed in the next section, results are significantly higher if we define going to different
pages belonging to a domain we have been to before as website revisits. Calculating revisit rates
at a domain rather than a specific page level is more appropriate for understanding filter bubbles
or echo chambers because the aim is to identify the likelihood of engaging with content presented
from the same perspective or influenced by the same commercial objectives. Another reason for
evaluating revisits at a domain rather than URL level is the usage of URL query strings for
collecting browsing session parameters and user data. Visit the same page via a search engine
compared to clicking on an e-mail link can be recorded as different URLs referencing distinct
user actions (referrer data, device used) as well as personal information (geographic location, user
ID, e-mail address or the campaign ID for e-mails sent to subscribers). When one person uses
different methods for arriving at the same URL, this is classified as serendipitous browsing rather
than revisits if parameter information is not removed. More than half of URLs include at least
one parameter, with a small minority employing more than 100 variables (West & Aviv, 2014, p.
53). This process generates significant privacy concerns because 0.2% of publicly available
URLs are estimated to include online identity details (username, e-mail), and 0.1% reference user
passwords, full names, or gender (West & Aviv, 2014, p. 54). Domain-level data is not just an
artificial analysis layer for Web browsing behaviour. However, it is reflective of how we engage
with digital content because we are susceptible to domain bias referenced in the third chapter of
this thesis, defined as our “propensity to believe that a page is more relevant just because it comes
from a particular domain” (Ieong et al., 2012, p 413). Thus, we prefer specific domains regardless
of search engines used, result rankings, or query terms, potentially because we deem pages from
the same platform have the same author or undergo the same quality controls (Ieong et al., 2012,
p. 421).

5.3.2. Different methods for estimating website revisits
Two of the major limitations of the Catledge & Pitkow (1995) and Tauscher & Greenberg (1997)
studies are the relatively short durations and the fact that users were asked to use a different
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browser than their usual to enable data collection (Cockburn & McKenzie, 2000, p. 906).
Expanding the study duration to four months, enabling users to use their browser of choice, and
truncating search queries so they are considered website revisits when using the same search
engine leads to an average return rate of 81% (ranging between a minimum of 61% and a
maximum of 92% across the 17 participants). This result is significantly higher than the previous
studies (Cockburn & McKenzie, p. 911), with some of the difference potentially driven by
variations in data pre-processing, namely considering different searches across the same search
engine as revisits (Herder, 2006, p. 52). Therefore, users revisit on average four pages for every
new page they access. Reminiscent of the relatively low overlap between search engine results
discussed in Chapter 3, only 9.2% of unique URLs were visited by two or more participants
across the entire study duration (Cockburn & McKenzie, 2000, p. 914), emphasizing that
browsing repertoire is highly individualized. Like the two previous studies, the pool of
participants is small, and all are computer science faculty staff, tutors, or graduate students
(Cockburn & McKenzie, 2000, p. 907), making results difficult to generalize.
Data based on 25 German and Dutch participants (most working in computer science,
especially academia) collected across an average of 104 days resulted in a revisit rate of 51%
(Herder, 2005, p. 3). This average is lower than Cockburn and McKenzie (2000) due to
differences in analyzing search engine result pages, considered here as individual pages. The
results are relatively consistent with Catledge & Pitkow (1995) and Tauscher & Greenberg
(1997). Adding full website parameters on the same dataset (for example, considering
facebook.com and www.facebook.com as different pages) results in a slightly smaller return rate
of 45.6% (Kawase et al., 2010). This average is lower than potentially expected as more than half
of URLs include browsing or user parameters but is somewhat increased by users relying on the
same actions when revisiting a website, for example, using search engines (Teevan et al., 2006)
or bookmarks, therefore generating the same parameters. Revisit rates appear to stabilize after
users view 1000 pages, achieved on average after ten days of browsing (Herder, 2005, p. 3).
Consequently, collecting user-level data for long periods is not necessary unless we want to
understand instances where users deviate from their usual browsing (for example, when planning
a holiday). 44% of all revisits are across pages users have only visited during the same browsing
session, followed by revisits across pages visited in both a previous and the current session at
29%, with the remaining 26% representing website revisits across pages that were only visited in
previous sessions (Herder, 2005, p. 4). Thus, almost three-quarters of website revisits are across
pages users visit within the same session, some of which is driven by the high reliance on the
‘Back’ browser option as discussed earlier in the chapter. This result also generates the need to
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report revisit rates at a session-level undertaken in the next chapter. Both stabilization of revisit
rates after a short time and revisiting websites within a short amount of time (here within the
same session) are in line with past results (Tauscher & Greenberg, 1997, pp. 113, 118).
Additional cleaning of the same dataset results in slightly different recurrence rates and
significant variances depending on URL classifications used: truncating search page URLs so that
new searches on the same platform are considered revisits results in a recurrence rate of 69%,
whereas taking into account the full URL leads to a revisit rate of 44% (Obendorf et al., 2007, p.
600). Both results are somewhat lower than past results using the same website groupings
(Catledge & Pitkow, 1995; Cockburn & McKenzie, 2000; Tauscher & Greenberg, 1997);
however, the main point here is the substantial difference between the two averages. Search
engines drive a significant proportion of revisits at a domain level (here estimated at 25% of all
revisits), with new platforms that became popular after these studies like social networks or
online streaming services potentially generating similar or higher returns. When considering
whether the page content is updated, 35% of websites users go are unchanged since they were last
accessed. The stark difference in results creates the need for a more precise definition of revisit
rates that “should distinguish revisits motivated by reading the same content from revisits
motivated by reading updated content” (Obendorf et al., 2007, pp. 600-601). This variation is less
valuable for website revisit rates in the context of echo chambers or filter bubbles because the
metric is used as a proxy for exposure to like-minded content. Users going to a specific page
more frequently have a higher propensity to visit other pages belonging to the same domain.
Some of this is driven by the “Back” browser action generating 31% of all visits, with clicking on
links the second most popular at 30% (Obendorf et al., 2007, p. 602). Defining revisits at a full
URL level also produces different revisit results at a website category level, reflecting to some
extent the different website structures and functionalities made available: dictionaries and search
engine pages have a higher tendency to be visited only once, while institutional and project URLs
are revisited more frequently (Obendorf et al., 2007, p. 601).

5.4. Large-scale analysis of website revisits

5.4.1. Website (and human mobility) revisit clusters
The exception to using a relatively small number of participants consisting of computer science
students, university staff, or IT employees is the research relying on data captured via toolbars
carried out by Adar, Teevan & Dumais (2008; 2009) and Kumar & Tomkins (2010). Adar,
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Teevan and Dumais used logs from 612,000 and respectively 2.3 million English-speaking
Windows Live toolbar users over five weeks to identify revisitation patterns at a website category
level (based on their content and update frequency). This type of analysis is necessary because
“the same number of visits per user can result in very different revisitation curves”, for example,
fast repeats followed by a period with no pageviews to the website, slow consistent revisits or a
mix of both fast and slow returns (Adar et al., 2008, p. 2000, emphasis in original), resulting in
12 website categories grouped in four clusters: fast, medium, slow, or hybrid revisit pages (Adar
et al., 2008, p. 2001).
Websites in the first cluster prompt quick revisits (hourly or more frequently) “by forced
reloads or shallow exploration and receive almost no long term revisitations” (Adar et al., 2008,
p. 2002). Pages with this recurrence pattern are more likely to be pornography, spam, hub &
spoke (i.e., used for navigational purposes), shopping/reference (e.g., Wikipedia), auto-refresh
(page loads generated automatically at regular intervals) or fast monitoring websites (updated
frequently and requiring short revisits). Fast revisit pages are also most likely to have the same
URL or URLs belonging to the same domain as a referral (at 28.6% and 70%, respectively). They
also have a higher proportion of outgoing links guiding users to the same domain but fewer total
or unique links (Adar et al., 2008, pp. 2001-2002), reminiscent of the OUT domain (Broder et al.,
2000) discussed in Chapter 2.
Pages with medium recurrence rates (visited hourly or daily) have more unique visitors
compared to those belonging to the fast and slow revisit cluster and receive less traffic than the
hybrid cluster. Additionally, they have the highest number of visits per user and have a higher
propensity to belong to popular homepages (e.g., search engines, news websites, games), e-mail,
forum, educational, or browser domains. Unlike fast pages, this group has the lowest probability
of having the same page or pages belonging to the same domain as a referral and the smallest
proportion of outgoing links pointing to the same domain (Adar et al., 2008, pp. 2001-2002). The
usage of search engines as referrals drives a portion of this result, and the overall category
overlaps to some extent with the IN domain and the Strongly Connected Component (Broder et
al., 2000).
Slow pages are revisited less often than once a day and “most likely represented people’s
long-term interests and infrequent information needs”. These websites have a higher likelihood to
be entry pages (e.g., for products or specialty search engines), sites used for weekend activities
(e.g., event pages, movie listings or religious websites), search result pages used for revisitation
purposes (e.g., searching for the exact keywords in different browsing sessions), child-oriented
websites (potentially driven by controlled Web access), or software update download sites.
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Properties of this revisit cluster are like fast pages except for a lower proportion of referrals
coming from the same domain due to the less frequent access. Furthermore, pages here have a
slightly higher number of outgoing links (Adar et al., 2008, pp. 2001-2002), reminiscent of the
Strongly Connected Component and the IN domain (Broder et al., 2000).
Hybrid pages have a navigation pattern like that of fast pages but “appeared to be of
higher quality and [to] receive more long-term revisitations” (Adar et al., 2008, p. 2002). This
cluster has the highest number of unique visitors, overall links, and page changes between revisits
of all clusters. Furthermore, this category is more likely to be comprised of popular homepages
used infrequently, reflecting “a rarer need that nonetheless requires many page revisits for the
individual need to be met”, entertainment & hobby websites (e.g., shopping or game pages), and
pages that are “a combination of slow (rare information need) and fast (high ‘session’ revisits)”
(Adar et al., 2008, pp. 2001-2002). Predictably, websites with one consistent function tend to
belong to one cluster, whereas those providing “multiple roles have URLs that fall more equally
into all groups” (Adar et al., 2008, pp. 2003-2004) because users differentiate between sections of
the same domain with diverse purposes. For example, we might read the news section of a digital
newspaper daily and visit their local events page once a week to plan for the weekend. Website
revisit rates at a domain rather than URL level do not permit this nuance in results because
returning to different pages belonging to the same domain are defined as revisits. However, this
thesis intends to ascertain exposure to information coming from the same source in the context of
filter bubbles and echo chambers; therefore, a domain rather than URL specific metric is more
appropriate here.
The groups above overlap partially with a smaller-scale study of 1,324,041 overall visits
to 857,271 individual pages, resulting in six individual revisit clusters based on their revisit
patterns (Kawase & Herder, 2011). The results were supplemented with social bookmarking tags
providing details about the categories users assign to websites they revisit. Pages in the constant
interest cluster correspond to the medium revisit group (accessed hourly or daily) and consist of
search engines, newspapers, community, or webmail services. Those characterized as generating
constant interest with repetitive drops (less likely to be accessed during weekends) and repetitive
revisit peaks among visitors (linked to weekend routines) are closest to the slow revisit cluster
(visited less often than daily). Pages here are classified the same as the constant interest cluster
with the addition of institute, gaming, entertainment, streaming, or download sites. The hybrid
revisit cluster corresponds to three website groups: those generating one-off interests (e.g., jobs,
maps, real estate pages), sporadic standalone peaks (finance, films, specialized reference sites), or
sporadic connected peaks (online auction, travel, educational or humour pages), highlighting
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variability in browsing when engaging with them (Kawase & Herder, 2011, p. 107). The fast
revisit cluster does not have a corresponding classification based on social bookmarking
information, potentially due to a high proportion of revisits generated by automatic browser
reloads. Websites classified in the social bookmarking system accounted for only 7% of total
visits (Kawase & Herder, 2011, p. 106). Therefore, social desirability and mostly tagging
websites users need reminders for revisiting might also play a factor here. For example, one-time
interests account for only 5% of all pageviews but generate 55% of tags and the sporadic
connected peaks cluster accounts for more than half of user access but only 15% of tags (Kawase
& Herder, 2011, pp. 107-108).
The second large-scale analysis by Adar, Teevan and Dumais (2009) used a bigger sample
of toolbar users (2.3 million) and focused on the relationship between page revisit and page
changes. Results indicate a positive correlation between the number of unique visitors, website
updates, and decreasing time intervals between page changes. Therefore, “the pages individuals
revisited more times changed more frequently and at shorter intervals” (Adar et al., p. 1384), with
short-term revisits (occurring within the same day) being more closely linked to webpage
changes (Adar et al., p. 1386). Most high and low popularity pages have the biggest proportion of
website changes of all categories but attract a very different number of visitors. Thus “the amount
of change may not be as important as what is changing” (Adar et al., p. 1384) when it comes to
driving people and returns to the website. Nevertheless, not all revisits are motivated by
monitoring page updates because the relationship between the two variables is not linear (Adar et
al., p. 1386).
Applying the same approach on two human mobility datasets (Foursquare and passive
location data collected by a Chinese social networking platform) leads to similar clusters for both
places of interest and people’s behaviour, indicating core features of human patterns (Cao et al.,
2018, p. 1). The two datasets arrive at clusters based on different timeframes because people use
Foursquare more often for checking in at unusual places. Based on Foursquare results, fast
revisits tend to happen within a day and are usually done across places like residences, travel, and
work. Medium revisits occur weekly for places such as universities, shops/service locations or
food. Slow revisits or those recurring monthly tend to be across locations such as nightlife spots,
food, or shops/service businesses. Physical places with a hybrid revisitation pattern are locations
such as universities, great outdoors, or residences. The biggest Foursquare cluster is slow revisits,
at almost a third of all points of interest, followed by the hybrid group (28%), fast revisit
locations (22%), and the medium cluster (18%). Passive location data appears to mirror usual
mobility patterns more closely than the Foursquare dataset, with most locations visited daily. This
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arrives at a fast cluster of 12%, where revisits usually occur more often than every 12 hours
across locations like transport, hotels, or tourist attractions. The medium cluster is revisited daily
and accounts for almost 80% of all points of interest, with places such as home, work, school,
restaurants, or entertainment belonging to it. Slow revisits account for the smallest cluster (3%),
and these are locations visited weekly such as shops, gyms, tourist attractions, or entertainment.
Hybrid revisit locations account for around 6% of places and are more likely to belong to the
food, hospital, shop, cultural or transport categories (Cao et al., 2018, pp. 9-13).
A key difference between Web and physical revisits is the divergent timescale: website
returns occur much more quickly than physical revisits. This is partly due to the time and energy
involved in moving from one physical place to another, which drives randomness in revisiting
places that are closer to someone’s home or work and predictability for revisiting spots further
away from our daily locations (Cao et al., 2018, p. 18). Thus, we might choose to alternate coffee
or lunch places if they are close to our place of work, but a location further away from our daily
route needs planning and time to reach it. Furthermore, the bigger the distance between a place
and someone’s home or work, the less likely that person is to revisit it (Cao et al., 2018, p. 18),
which does not have an equivalent on the Web because a website is close to any other. Despite
this lack of distance between websites, we might not engage in exploratory browsing as often as
this property might allow. The Foursquare dataset points to bigger cities having more points of
interest with slow revisitation patterns to the detriment of fast revisit locations, driven to some
extent by metropolises having more recreational and cultural attractions (Cao et al., 2018, p. 14).
Applying this rationale to the Web would lead to slow revisit pages generating a significant
proportion of overall visits; however, this is not the case as they account for only 8% visits within
the final dataset used, the second-lowest category behind the fast revisit cluster at 6%. Instead,
medium revisit pages (visited hourly and daily) are highest at 50%, followed by hybrid pages at
36% (Adar et al., 2008, p. 2002). Predictably, the same revisit clusters characterize how players
revisit places within online games (Thawonmas et al., 2011) and how we reengage with
smartphone applications (Jones et al., 2015), the last discussed later in this chapter.
One of the main limitations of the two large-scale studies by Adar, Teevan and Dumais is
that researchers did not analyze the entire user website repertoire. Website A might be reaccessed
by most visitors every 24 hours, and Website B could be revisited every week. However, website
repertoires have little overlap between users (Cockburn & McKenzie, 2000, p. 914), highlighting
the possibility that some people might revisit mostly pages belonging to one cluster to the
detriment of others. Data reported in the first study results in an average revisit rate at a URL
level of 84%; however, this is not representative of the online population because the analysis
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excluded a proportion of users and websites (Adar et al., 2008, pp. 1198-1199). The result is
higher than previous studies estimating revisits at an individual page level (Catledge & Pitkow,
1995; Tauscher & Greenberg, 1997) and more in line with assessments considering different
searches across the same platforms as returns (Cockburn & McKenzie, 2000) because the top 1%
and bottom 10% of users along several dimensions were deemed outliers and removed. However,
comparisons with human mobility patterns mentioned in the previous paragraphs remain relevant
because the datasets were processed similarly.

5.4.2. Toolbar and clickstream revisit studies
Kumar and Tomkins overcame the limitation above in their 2010 study. Data captured via the
Yahoo! Toolbar over a week across more than fifty million pageviews estimates that around 31%
of these are revisits to the same URL (Kumar & Tomkins, 2010, p. 566). This proportion is lower
than studies in the previous two sections, potentially due to the smaller data collection period.
Two-thirds of these revisits are across pages seen by users during the same day while the rest
were visited in the last week (Kumar & Tomkins, 2010, p. 566), in line with past results across a
much smaller pool of participants (Herder, 2005, p. 4). Therefore, revisiting websites is a highfrequency activity, with pages having a significant probability of being revisited within the same
browsing session or day. Revisit rates at an individual URL level are significantly higher for
portal pages (82%) or main and result search pages (45% and 39%) and much lower than the
average for mail (16%), multimedia (23/24%) or social pages (28%) (Kumar & Tomkins, 2010,
p. 566). Social, news and mail “pageviews are largely insular, in the sense that users do not
typically navigate from these types of pages to other types of pages” (Kumar & Tomkins, 2010,
p. 567). Therefore, users that engage with these websites are likely to not visit any other types of
pages within the same browsing session, potentially leading to higher recurrence rates for this
group. Furthermore, search engines drive a smaller proportion of content discovery than initially
anticipated; hence these types of platforms “are a stepping stone along the way, rather than the
sole attributable provider of access to key content” (Kumar & Tomkins, 2010, p. 568). This is
because users follow longer browsing paths from initial result pages, using the latter to discover
new digital places (Kumar & Tomkins, 2010, p. 569). An example is searching for a specific
area, revisiting a series of pages to check if the content is updated, and returning to the original
search to investigate further. While data collection via a toolbar is not impacted by cookie
deletion, the primary caution is that “users with the sophistication to install a toolbar will behave
differently from other users” (Kumar & Tomkins, 2010, p. 563). Additionally, toolbars are
device-specific; therefore, data captured this way cannot distinguish between different users
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employing the same device (Adar et al., 2008, p. 1198) or the same user employing multiple
devices. Besides the sample and data collection limitations mentioned earlier, most log-based and
toolbar studies have only included users of specific browsers; therefore, people using two or more
browsers on the same device are not represented correctly in results.
Relying on a different methodology for data collection, in this case, a three-year-long
clickstream of 25,000 European households (Vassio et al., 2018), overcomes the browser
limitations described above as it includes any device connected to the same household
connection. Nevertheless, other restrictions pertinent to users’ browsing patterns remain: only
devices (therefore not individual users) can be identified in the dataset, and results do not include
encrypted websites (Vassio et al., 2018, pp. 3-4). The latter represents 38% of all PC actions and
47% of smartphone activity and leads to an underrepresentation of most popular domains because
Facebook and Google account for 65% of encrypted traffic, with the remaining 18 most visited
domains generating 20% of the same type of activity (Vassio et al., 2018, pp. 13-14). While not
directly estimating page or domain-level revisit rates, the results highlight that “Internet browsing
habits are in general light: the median number of domains visited in each day is pretty low and
constant over time”, ten for PCs and five for smartphones (Vassio et al., 2018, p. 22). Estimating
a 2016 average of 50 webpages seen per day via PCs and 14 for smartphones (Vassio et al., 2018,
p. 22) results in an average daily domain revisit rate of 80% for the first and 64% for the latter.
The second average is different from results discussed later in this chapter, indicating that
smartphone browsing is more repetitive than PC browsing, with the discrepancy due to the
current study not capturing out-of-home activity. Assuming someone employed a PC and a
smartphone to visit different domains, they would have an average domain revisit rate of 77%.
These three revisit results are relatively in line with past estimates; however, the main differences
are the page level considered (in this case, domains rather than full URLs, inflating the result) and
the study period (one day compared to a minimum of three weeks, which reduces the average). In
addition to relatively superficial daily browsing habits, the longest daily paths performed on each
device involve 1.8 domains on average. Therefore, within the same browsing session, “people
tend to perform deep navigation in web pages from the same domain rather than moving among
multiple consecutive domains” (Vassio et al., 2018, p. 24). For browsing paths involving over
100 pages, all of them belong to three separate domains (Vassio et al., 2018, p. 24). Hence users
go to different domains relatively seldom, and domain revisit rates could reach very high values,
reflecting results discussed in the following two chapters.
Google and Facebook account for the highest proportion of encrypted traffic and generate
the biggest share of traffic referrals: in June 2016, 65% of all domains visited by the 25,000
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European households used google.com or google.it as a referral, followed by Facebook at 9%
(Vassio et al., 2018, p. 26). This is dissimilar to other estimates based on the same dataset type,
potentially caused by different data processing methods (e.g., removing outliers) and estimating
referrals (e.g., opening a new tab to investigate a search result being considered direct access).
However, the significant gap between the two domains is consistent with other studies, with
Google at 11% of referrals compared to Facebook at under 2% (Ben-Houidi et al., 2014, p. 96).
Further highlighting that social networks narrow the number of domains accessed and in line with
previous results (Kumar & Tomkins, 2010, p. 568), search engines remain a “starting point of
longer and deeper navigation, while content promoted by OSNs [online social networks] typically
generates visits to a single or very few web pages” (Vassio et al., 2018, p. 3). Google’s proportion
of referrals and influence on generating richer navigational paths is declining, emphasizing a
potential growth in overall revisit rates: June 2016 referrals from google.com or google.it
decreased by 9% compared to June 2013, while Facebook referrals increased by 3% in the same
period (Vassio et al., 2018, p. 26). Some of the first drop is due to increased smartphone use,
where social networks “are much more important to discover content than for PC browsers”
(Vassio et al., 2018, p. 27), which will be discussed later in this chapter. Another study using the
same methodology concludes that Web traffic for 15,000 Italian households more than doubled
between 2014 and 2017 across broadband and fibre connections. Video streaming platforms and
social networking websites accessed via smartphones while at home have driven this increase
(Trevisan et al., 2020). The probability of video streaming services guiding users to other
platforms and therefore acting as referrals and enabling serendipitous browsing could be even
smaller than social networks, consequently increasing website revisit rate.

5.4.3. Tabbed browsing and website revisit rates
Besides smartphone browsing and predicting what websites or applications will be used next,
both of which are discussed later in this chapter, tabbed browsing is one of the more significant
browser changes since the initial website revisit studies were carried out. In this context, Web
navigation “is ceasing to become the only task that people perform using a browser. Rather, the
browser is becoming an alternative interface for many traditional computing tasks” (Dubroy &
Balakrishnan, 2010, p. 673). The functionality allows us to engage in parallel browsing, “a
behavior where users visit Web pages in multiple concurrent threads” (Huang, J. & White, 2010,
p. 13). Tabs are used frequently as reminders for specific tasks (Dubroy & Balakrishnan, 2010, p.
678), to keep a page open while exploring other relevant websites, for comparison purposes, to
save time while the page is loading, or to enable returns to a decisive page (Weinreich et al.,
149

2008, p. 13). Using multiple tabs decreases the usage of the “Back” browser option, one of the
primary methods employed when revisiting websites (Weinreich et al., 2008, p. 10) because it
allows users to open new pages in new tabs and to return to previously opened tabs.
The analysis of browser-plugin data across 50 million users concludes that 57% of tab
sessions (defined as pages viewed using the same tab) include at least one tab-switch; therefore,
parallel browsing is more prevalent than linear browsing. The average person views around 5 to
10 pages per tab they open, a value that follows a log-normal distribution. However, outclicks
(moving from one domain to another) and tab switching follow power-law distributions (Huang,
J. & White, 2010, p. 15), reflective of results discussed in the previous chapters pointing to
different Web layers following the same pattern. Accessing search result pages is a significant
driver of opening multiple tabs. This is because “while a small percentage of users branch
frequently, the majority always click results directly” (Huang, J. & White, 2010, p. 16), with the
second behaviour also recognised by experienced Web users in questionnaire results (Aula et al.,
2005, p. 585). Tab branching is more prevalent for ambiguous or informational rather than
navigational or transactional queries (Huang, J. & White, 2010, p. 16), potentially driven by users
seeking to identify domains likely to contain sought after information versus reaching specific
domains.
With browsers supporting multiple tabs since the mid-2000s, more recent studies have
analyzed how the functionality impacts revisit rates and information retrieval (Aula et al., 2005;
Dubroy & Balakrishnan, 2010; Zhang, H. & Zhao, 2011). The availability of this functionality
raises a new question relevant when researching Web revisits: whether pages accessed are in
focus/visualized. We might open ten tabs after a Google search, but if we only view two of them,
the rest should be excluded to reflect actual browsing. We also come across website revisits that
do not require page loads because visitors can return to them by simply switching tabs; therefore,
previous studies have tended to both overestimate and underestimate recurrence rates (Zhang, H.
& Zhao, 2011, p. 1833). As mentioned earlier in this chapter, moving from page-loads to pageviews increases revisit rates based on full URLs from an average of 39% to 60% based on a
visualization threshold of zero seconds (Zhang, H. & Zhao, 2011, p. 1833). The second result is
in line with Catledge & Pitkow (1995) and Tauscher & Greenberg (1997), indicating stability in
online browsing. Increasing the visualization threshold to four seconds decreases the result to
57% (Zhang, H. & Zhao, 2011, p. 1834); while slightly lower, returns still accounts for a
significant proportion of browsing behaviour despite users spending less time per page when
revisiting it compared to their first visit (Lehmann et al., 2013, p. 523; Weinreich et al., 2008, pp.
15-16).
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A study across 2.5 million users and 760 sites concludes that tab switching increases
pageviews by 30% compared to standard click-stream analysis (Lehmann et al., 2013, p. 522).
Thus, almost one in three pages viewed are returns to previously opened pages via changing
browser tabs, leading to higher revisit rates. Including tab switching results in an average sitelevel return rate of 22% within the same browsing session. This percentage increases with the
number of pageviews per session: the return rate is 0% for sessions with up to 2 pageviews
compared to 10% for sessions with up to 16 pageviews (Lehmann et al., 2013, pp. 522-523). If
the relationship between pageviews and revisit rates holds true across a user’s full browsing, it
points to filter bubbles or echo chambers occurring online as people become less exploratory the
more they browse the Web. This conclusion cannot be drawn from this study’s results as it
focused on individual browsing sessions, and we can revisit sites across different sessions. For a
more robust analysis, one should also factor in time spent per page because viewing one website
for longer is a different experience than skimming it for a couple of seconds. As mentioned
earlier, we spend less time on websites we revisit, potentially because we are already familiar
with their structure. The difference in first access compared to returns partially drives the lower
time spent per page for browsing sessions with a higher number of pageviews (which are more
likely to be revisited). Interestingly, the reverse is true for social media platforms: users spend
more time with these platforms during session revisits. A potential explanation offered here is
starting conversations with friends (Lehmann et al., p. 523), but it can also be influenced by
personalisation algorithms aimed at keeping us engaged with the platform for longer.

5.5. Repetitive browsing and application access on smartphones

Mobile phones are the primary devices we use to access websites, accounting for around half of
total website traffic since the beginning of 2017 (Share of global mobile website traffic 20152019. 2020). Hence, we visit more websites on our smartphones than on any other device. Most
platform owners provide mobile-dedicated versions, which are usually distinct from the full
desktop site and provide a fraction of functionalities available on the latter (Budiu, 2016).
Another way to access content on mobile devices is via apps, which provide users with
notifications or widgets when the device is inactive. Applications account for most Internet
access via smartphones, and their usage increases as users become more skilled with the device
(Tossell et al., 2012, p. 2775). Debates about the Web are incomplete without understanding how
mobile devices are used to access it, and they should focus on both Web browsing and app usage.
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At the beginning of their increase in popularity, smartphones were primarily used in
public places due to their portability. Despite this flexibility, these devices are mostly employed
in specific contexts, usually when people are stationary, without social interactions, and when
they are not working (Lee et al., 2005, p. 287). These are called “empty moments” when users are
not engaged in other activities or social interactions (Oulasvirta et al., 2012, p. 111). Even when
considering home Web access only, smartphones account for 55% of active devices and 29% of
all pageviews. However, half of mobile phone sessions while at home include up to five pages
and last up to two minutes, significantly lower than PCs despite being used in the exact location
(Vassio et al., 2018, pp. 3, 18). Therefore, browsing on mobiles at home is shallower compared to
PCs. Furthermore, “50% of the clickstream graphs include fewer than 27 web pages per day for
PCs (8 for smartphones), belonging to fewer than 9 domains (4 for smartphones)”, with these
results stable between 2013 and 2016 (Vassio et al., 2018, p. 3). Quick and limited usage is
among the main smartphone access characteristics and has been replicated in other studies
(Böhmer et al., 2011; MacKay, 2019; Tossell et al., 2012). This is called a checking habit and is
defined as a “brief, repetitive inspection of dynamic content quickly accessible on the device”
(Oulasvirta et al., 2012, p. 105). In the context of applications, this behaviour is labelled microusage or “brief bursts of interaction with applications”, describing sessions of 15 seconds or less
which account for more than 40% of application launches (Ferreira et al., 2014, p. 91). In the
commercial environment, they are called microsessions and interpreted as signs of positive user
experience because people can accomplish desired tasks quickly (Budiu, 2019). Recommended
design choices to aid these are notifications, widgets, quick actions, or intelligent assistants like
Siri (Budiu, 2019).
Compared to PC sessions, smartphone usage is more evenly distributed throughout the
day and is more likely to comprise these short sessions. Despite usually brief mobile sessions, the
overall time we spend with these devices is substantial: US and UK estimates sit at just under
three hours per day and close to or overtaking time spent watching television (Ofcom, 2018, pp.
15, 67; Wurmser, 2019). These devices are deemed to be habit-forming because increased usage
of reward-based applications (e.g., messaging or SMS) is linked to a higher incidence of checking
behaviour. The latter “may function as a <gateway> to other functionality and content on the
device” (Oulasvirta et al., 2012, pp. 107-108), for example, intending only to check a Facebook
message but ending up spending more time with the application on News Feed updates. This
checking habit leads to an estimated average session length of around one minute for Android
phone users, with 68.2% of sessions including just one application, 19.5% consisting of two apps,
and 6.6% containing three apps. Therefore, usually, “people turn on their phone, use a single app,
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and put their phone back in standby” (Böhmer et al., 2011, p. 51), behaviour identified in other
studies (e.g., Tossell et al., 2012, p. 2773). The first application accessed belongs to the
communication category (e.g., texting and calling) in almost 50% of sessions, followed by tools
and browser apps at under 10% each. Furthermore, when someone uses a communication app in a
session comprising two or more apps, there is a 67% probability that the other app belongs to the
same category (Böhmer et al., 2011, p. 52). Longer sessions are not linked to broader app
repertoires because “people who use more than 14 apps in sequence tend to re-use apps they
already have used before within the same session” (Böhmer et al., 2011, p. 51). This result
explains why in-session app revisit rates increase with session length but stabilise at around 55%
(Jones et al., 2015, p. 1203). Therefore, even when users have time to engage in exploratory
behaviour, they opt to reuse the same applications, in line with the results discussed in the
following chapters for online browsing.
As mentioned at the beginning of this chapter, overall website revisit rates on iPhones
across an entire year sit at an average of over 80% for online domains and 26% for full URLs
(Zemla et al., 2015, p. 46). The results are not entirely representative of browsing behaviour
because revisits within the same day were excluded due to Safari not recording timestamps
(Zemla et al., 2015, p. 45). Revisits within the same PC session, a close proxy for same-day
revisits, account for almost 75% of all revisits (Herder, 2005, p. 4). While the devices are
different, the high proportion for PCs points to an underestimation of smartphone revisit rates in
the results above. Also, the results do not include apps, and the 24 participants in this study were
new to using smartphones, resulting in relatively low usage levels (Tossell et al., 2012, p. 2771).
The same dataset is used to assess differences between engagement with webpages and
apps requiring an Internet connection or native apps. Overall usage levels reported by the two
studies show inconsistencies, potentially due to employing different criteria for aggregating
individual URLs at a domain level. Users opened 3.7 times as many URLs as native applications,
but the frequency of accessing the first group is 7.4 times smaller than the latter. Therefore,
browsing on smartphones results in a broader range of websites accessed less frequently
compared to apps. Browsing on smartphones is less exploratory than on PCs, resulting in an
average revisit rate of 90.3% for domains (higher than PC results discussed previously) and
25.3% for individual pages across an entire year. The significant difference between the two
results confirms that users access a small number of domains on these devices (Vassio et al.,
2018) and is partly driven by smartphone browsers reloading previously closed pages.
Search is a powerful means of reaccessing previously visited websites after more
prolonged periods, accounting for 37% of domain and 25% of page revisits after three days since
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they are last opened (Tossell et al., 2012, pp. 2771-2772). Nevertheless, search platforms are
accessed less frequently via apps compared to browsers, potentially because the first do not offer
additional features compared to the latter. Additionally, search engines are used to a much
smaller extent to discover new domains via smartphone browsers than PCs, with social networks
driving most of the exploratory behaviour on mobiles. This is concerning because social
networks “are less often used to discover web pages and very rarely to reach web pages not
directly promoted” (Vassio et al., 2018, p. 27), pointing to a higher probability of belonging to
echo chambers or filter bubbles when using smartphones. The average application revisit rate
across a year is 97%, linked to frequent use of apps such as mail, social media, maps, or games.
Exploratory behaviour is much higher for browsing rather than app usage because users do not
want to wait until an application is installed unless they foresee reaccessing it in the future.
Despite constraints when moving between physical compared to digital spaces, for the same
group of users, the physical location revisitation rate (estimated at 91%) is lower than their
application revisit rate (Tossell et al., 2012, pp. 2272-2273).
Page revisit clusters discussed earlier in this chapter characterise not just PC website
access or human mobility but also apps used on mobile devices, which is interpreted as proof that
“smartphone usage is driven by innate service needs rather than technology characteristics”
(Jones et al., 2015, p. 1197). Mobile app usage has two fast revisit clusters (reflecting
microsessions discussed earlier), one accessed every 1 to 2 minutes and one reopened every 8 to
16 minutes. The first group consists of instant messaging, social media, app store, dating, or
browsing apps and represents 13% of apps included in the analysis. The second fast reaccess
cluster accounts for a third of all apps used and consists of apps belonging to the same categories
as above together with maps, music, or video communication. E-mail and phone communication
apps are likely to be revisited every 1 to 16 hours and comprise most of the medium revisit group,
the latter accounting for a fifth of all apps accessed (Jones et al., 2015, pp. 1201-1202). There are
also two distinct slow revisits clusters, one accessed daily and one revisited every two to three
days. The first group consists of games, dating, or phone setting apps (e.g., alarm control), while
the second cluster includes utilities, photos, magazines, or health & fitness apps. Both groups
total 28% of apps used, while the last revisit cluster, hybrid apps, accounts for the smallest
fraction at 8%. This group is usually employed weekly or fortnightly but generates a series of
quick revisits when accessed and includes document/notes or navigation apps (Jones et al., 2015,
pp. 1201-1202, 1204-1205). Applying the same clustering method on smartphone app users leads
to three distinct groups: checkers, waiters, and responsives. The first account for 44% of all users,
with this group displaying short access patterns skewed towards fast revisits. Waiters represent
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almost half of all users and have an app repertoire evenly distributed between apps accessed
every 1 minute to 4 hours and those reopened every 2 hours to 3 days. Responsives are the
smallest group at 10% of all users and display brief and long revisit patterns (Jones et al., 2015, p.
1202).
A key difference between website and app revisit clusters is the time benchmarks
distinguishing them, shorter for applications compared to website access: the fast website revisit
cluster is accessed hourly or more often, whereas apps in this category are opened every 1 to 16
minutes. Because apps occupy space on a phone’s home screen (therefore reminding users of
their existence), almost all applications are revisited, generating high frequencies and revisit
rates. This is unlike fast revisit websites that generate very few long-term revisits. However, due
to the substantial similarity between the two, mobile device access patterns “can be attributed to
the service and not the technology”; therefore, “smartphones do not induce usage habits at a
macro-level” (Jones et al., 2015, pp. 1204-1205).
Clusters discussed above clarify to some extent how we engage with mobile apps
throughout the day: news apps are used chiefly in the morning, game and social apps become
more popular at night, while communication apps are employed throughout the day (Böhmer et
al., 2011). The number of applications opened increases steadily between 5am and 1pm, then
rises much more slowly until peaking at 6pm. However, time spent on apps follows an almost
reverse trajectory, increasing from around one minute per app at 10pm to over six minutes per
app at 5am, then declining strongly to less than one minute per app between 11am and 9pm
(Böhmer et al., 2011, p. 51). Therefore, time spent on each app declines as users access more of
them. Due to the high predictability of human mobility patterns by time of day, incorporating app
use location when already considering time does not improve prediction accuracy (Huang, K. et
al., 2012, p. 1064). External cues like emotional states and settings triggering checking habits
drive the strong link between these two contextual variables. The device allows users to “avoid
boredom and cope with a lack of stimuli in everyday situations as well as make them aware of
interesting events and social networks” (Oulasvirta et al., 2012, p. 107).

5.6. Website revisit power-law distributions

As discussed in the previous chapters, “[o]n the Internet, Zipf’s law appears to be the rule rather
than the exception” (Adamic & Huberman, 2002, p. 149). This distribution, also known as the
Pareto principle or power law, leads to little relevance for averages when it comes to how we
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experience the Web. In the context of website revisits, these distributions occur at a user level in
areas below:
•

pages or apps that drive revisits;

•

time between revisits.

Another potential layer with the same distribution are revisit rates at a user level, with results
showing a high variability when considering individual URLs visited.
Comparable to the power-law distribution for incoming links discussed in the second
chapter, “a small number of URLs are highly visited, and a very large number of URLs have very
low usage frequencies”: 60% of URLs belonging to a user’s online repertoire were visited only
once on average, 27% were accessed two or three times, and the remaining 13% had four or more
visits (Tauscher & Greenberg, 1997, p. 118). This skewed distribution appears in other studies:
the top three pages most often accessed by each individual account for 24% of all visits
(Cockburn & McKenzie, 2000, p. 912), and the 15 most recently accessed pages generate on
average 88% of all revisits (Weinreich et al., 2008, p. 14). The long tail of website revisits (with
most pages accessed seldom) drives the high proportion of websites that are only opened and
reopened within the same browsing session: 44% of revisits are across pages not accessed in
earlier browsing sessions (Herder, 2005, p. 4). Webpages accessed via smartphones follow the
same distribution, with around 60% only visited once and 15% accessed twice across one year
(Tossell et al., 2012, p. 2771). App usage follows the same pattern, with the top 3 applications
accounting for 45% of overall usage (Huang, K. et al., 2012, p. 1064). This result aligns with the
top 7% of all apps being used more than 100 times each across three months, while almost twothirds are accessed fewer than ten times within the same period (Jones et al., 2015, p. 1200).
Therefore, users regularly revisit a small group of digital platforms (either websites or
applications), leading to the high revisit rates discussed in this chapter.
The revisitation curve principle applied at a domain level by Adar, Teevan and Dumais
(2008) can be employed to the time distribution between revisits at a user level (Pushnyakov &
Gusev, 2014). This process leads to a power-law distribution; therefore, the same person has very
short intervals between revisits for some pages and very long times between revisits for others
(for example, accessing social networks frequently while visiting specific interest websites
seldom), explaining to some extent the skewed distribution for pages driving revisits covered in
the previous paragraph (as they require frequent access). Furthermore, the dataset used here
across millions of people shows that each user has “its own distribution of revisitation times. This
distribution follows Power Law with some exponent, which captures specific user peculiarities”,
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and the higher the exponent, the higher the probability of the user revisiting a page after a short
period (Pushnyakov & Gusev, 2014, pp. 359-360). Daily routines, time available for Web
browsing, and personal preferences potentially impact return patterns. With both revisit rates and
time spent on websites following power-law distributions at a user level, this can be used to
personalise search results (Pushnyakov & Gusev, 2014, p. 360) or predict website revisits,
discussed at the end of this chapter.
Initial website revisit studies identified significant variations between users, hinting at
power-law distributions but not confirmed due to sample limitations. Some of this variance might
be driven by how recurrence rates are calculated, with these ranging from 61% to 92% when
defining different search result pages on the same engine as revisits (Cockburn & McKenzie,
2000, p. 914) compared to a variance of 26% to 79% when considering the full URL (Herder,
2005, p. 3). The first study points to a strong relationship at a user level between total pageviews
and URL vocabulary or the number of individual pages visited during the study period (Pearson
correlation coefficient of +0.94). Therefore, users access new pages at a similar rate, resulting in
somewhat small revisit rate fluctuations. The same results also show a moderate relationship
between overall visits and revisitation rates (Pearson correlation coefficient of +0.5) (Cockburn &
McKenzie, 2000, p. 916). This indicates that users with a higher number of pageviews have
somewhat higher revisit rates, a relationship that could increase further when considering domain
rather than individual URL return rates. Another potential driver of the variance among users is
the disparity in employing tabbed browsing, with revisit rates based on pageviews (therefore
taking into account returns via switching tabs) varying much less compared to page-load
recurrence rates (Zhang, H. & Zhao, 2011, p. 1833).
The potential significant difference in revisit rates at a user level resonates with Eli
Pariser’s claim that filter bubbles manifest across a spectrum where “some people are super
bubbled, and some people are not” (Schiffer, 2019). Therefore, not all users might belong to filter
bubbles. Because of power-law distributions identified at different browsing layers, “reasoning
only on the average values of quantitative Web usage studies is often not advisable as it may lead
to an overly simplified model of user interaction with the Web” (Weinreich et al., 2008, p. 23).
Instead, we should focus on what is driving these variances and extreme Web usage, which does
not appear to be the case in current revisit research.
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5.7. Website revisit perceptions and motivations

As mentioned in the previous chapter, survey research is based on people’s awareness and is
susceptible to social desirability and recall bias. For example, it is unsuitable for tracking
browsing actions participants are unaware of, such as the frequent use of the Back button when
using specific pages as reference points, leading to higher revisit rates within the same browsing
session. Though the average person might not remember or define this as returning to the same
website, user logs allow researchers to decide whether to include it in the analysis or not. Surveybased research is carried out less frequently than user logs in the revisit area as it cannot provide
such detailed analysis as the latter. Most of these studies focus on longer-term revisits, potentially
due to the lower recall for revisits within the same browsing session. However, the methodology
is best suited for identifying respondent perceptions and motivations when Web browsing,
usually difficult to ascertain through passive data collection.
While relying on claimed data has its flaws, it is best used in conjunction with user logs to
provide a comprehensive view of browsing behaviour and perceptions. For example,
experimental and survey results highlight that website attributes cannot explain intentions to
revisit a retail domain. Instead, “it is the vividness of a Web site’s imagery in consumers’ mind
that predicts their intentions” (Argyriou, 2012, p. 30). Vividness here is partly generated by
website animation but is also highly dependent on our tendency to rely on intuitive rather than
rational cognitive processes (Argyriou, 2012, p. 25). Notwithstanding the relatively simple setup
compared to log studies (they do not require specific software for tracking participants’ browsing
behaviour), current survey-based studies are subject to similar limitations as the latter because
they use small and skewed samples not representative of the average Web user (students or
professors in the computer science area, or IT employees).
Claimed motivations for revisiting websites range from engaging with updated content,
wanting to review pages further, accessing navigational hubs (e.g., home or index pages, search
engines) or authority pages, to helping users reach other revisited pages (Tauscher & Greenberg,
1997, p. 113). The last two categories drove the high reliance on the ‘Back’ browser option for
revisiting websites within the same browsing session (Tauscher & Greenberg, 1997, p. 110),
replaced since then by tabbed browsing. Unlike PCs, smartphone browsers restart from where
they were closed, leading to the ‘Back’ button also supporting long-term revisits in these devices.
Likewise, tabs are perceived to be employed for accessing websites regularly, but this is not the
case for bookmarks, which are seldom used (Tossell et al., 2012, p. 2772). Survey data highlights
that the most popular methods for revisiting a page after the initial PC browsing session is
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finished (therefore, using the Back browser button or tabbed browsing is no longer an option) are
employing search engines, relying on bookmarks, typing the URL in the browser’s address bar,
or saving the document (Aula et al., 2005, p. 585; Jhaveri, 2004, pp. 22-23). This result helps
explain why an estimated 40% of queries are aimed at re-finding, defined as clicking on the same
search result when conducting a search engine query at different times (Teevan et al., 2006).
Employing search engines to identify previously visited websites is also acknowledged in survey
data on smartphone use (Tossell et al., 2012, p. 2772), but it does not always proceed as planned
because users do not always remember the original search terms used (Aula et al., 2005, p. 587).
When asked about their perceived frequency of engaging in webpage revisits, a selection
of Microsoft employees provides an average answer of 4 on a scale of 1 (never) to 5 (always).
This average is significantly higher than their actual page revisit rate of 39.4% across a week
(Teevan et al., 2010, pp. 1354-1355), the latter more in line with log-based studies reporting
URL-level revisit rates discussed earlier in the current chapter. Therefore, an impediment for
survey-based revisit studies is the low reliability in discerning between domain and URL-level
revisits. The average for revisiting a page to view new content on the same scale is 3.6,
highlighting that it is one of the key reasons for engaging in revisits. The gap between the two
averages is smaller than the difference between overall page revisits and revisits to pages that
were updated since they were last accessed (39.4% versus 21.5%). This difference indicates that
some revisits are not perceived as such or are generated by habitual checking, reminiscent of
smartphone usage. Average scores for visiting webpages that change regularly and for
unexpected online content changes are lower (3.3 and 2.6 on the same scale). Users believe news,
message boards/forums/newsgroups, search engines and blogs to change more frequently than
websites containing product information, Wikipedia, company sites, personal or reference pages
(Teevan et al., 2010, pp. 1354-1356). This expectation is relatively in line with actual website
updates mentioned earlier (Adar et al., 2009) except for personal websites.
The two large-scale studies conducted by Adar, Teevan and Dumais discussed earlier in
this chapter (2008; 2009) were supplemented with survey results likewise across a group of
Microsoft employees to understand recall for revisiting specific websites and their intent when
engaging in the behaviour. For pages that change more frequently, revisitation is mainly driven
by wanting to find or monitor new information (i.e., revisiting a newspaper’s homepage daily to
keep up to date with the news). Conversely, for websites that remain static for longer, people are
more likely to revisit them to refind the same information, for example, re-reading an online
article. Search engine homepages are somewhat outside this classification because they change
less frequently than their revisit rates might indicate, but these platforms are used as portals for
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monitoring and accessing information on specific areas (Adar et al., 2009, p. 1387). This variance
helps explain why we revisit some websites more frequently than others, with respondents
claiming to visit fast and medium revisit pages regularly and slow pages at random intervals.
Furthermore, the amount of expected significant website updates decreases with time between
website revisits. Fast revisit websites (visited more frequently than once an hour) are perceived as
containing information updated frequently and needing attention for a short period (e.g., websites
displaying live sporting events scores). Respondents see communication (mail and forums) and
browser homepages as belonging to the medium revisit group (accessed hourly or daily), with
people wanting to access them regularly. Slow revisit websites (visited less often than once a day)
include software updates for this group of users, thus requiring less frequent access compared to
the fast and medium clusters. The hybrid website group (accessed at varying intervals) is most
likely to be visited to catch up with updated content (Adar et al., 2008, pp. 2002-2004).
Web-based monitoring, defined as instances “when users return to previously viewed web
pages to view new or updated information” (Kellar et al., 2007, p. 377), is synonymous with
website revisits. Browsing is claimed to account for more than two out of five monitoring
activities and is usually done when we want to relax or take a break. This activity usually stops
when users lose interest and is perceived as having the highest frequency, with some reporting
addictive behaviour in this area. As discussed earlier in this chapter, the same triggers that
generate this behaviour manifest when people engage in smartphone microsessions. The second
most frequent reason for reaccessing pages, accounting for around a quarter of revisits, is fact
finding, aimed at identifying specific information. Unlike browsing, this activity ends once
identifying the sought-after details. Information gathering accounts for 10% of revisit activities,
and here users aim to collect updated information on a specific product, housing, or employment
opportunities. Transactions represent revisits where users check their account balances or
purchases, and they account for 9% of monitoring activities performed by the sample. E-mail
access is defined as a communication activity in this framework, with the latter generating 5% of
all revisits and performed regularly throughout the day. This category would potentially include
some social networking use (e.g., messenger) if the results were collected nowadays. The
remaining activities adding up to 7% of revisits are maintenance of personal homepages (most
likely identified because students represent half of the sample) and combined monitoring
activities (Kellar et al., 2007, pp. 379-383).
The categories and revisit percentages discussed above are relatively in line with results
on overall Web browsing (excluding e-mail) collected across 24 HP employees (Sellen et al.,
2002). The two studies differ when it comes to information gathering (accounting for 35% here
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versus 10% in the study above) and browsing (representing 27% of all Web activities here
compared to 43% in the previous study). Sample differences or focusing on overall Web access
versus website revisitation could cause some of these discrepancies. The methodology employed
by Sellen et al. (2002) has advantages because arriving at these classifications via user logs is
more complicated. Researchers cannot clearly differentiate between some of these activities, for
example, browsing and fact finding, when relying entirely on passive data collection. Somewhat
puzzling, while browsing could be a serendipitous endeavour, it accounts for the biggest
proportion of website revisits. Therefore, our tendency to access the same pages when wanting to
take a break or be entertained decreases the potential for exploratory behaviour.

5.8. Forecasting and facilitating website/app revisits

More recently, research on predicting and aiding website revisits has overtaken understanding the
behaviour because revisiting “is one of the most frequent actions in computer use, and
consequently any interface improvements in this area—no matter how small—can have a very
large effect” (Cockburn et al., 2003, p. 159). As mentioned at the beginning of this chapter, the
strong focus on enabling revisits rather than serendipitous browsing can be interpreted as
researchers helping create filter bubbles or echo chambers by influencing user behaviour. While
tools enabling serendipitous browsing and therefore decreasing revisits are part of the fabric of
the Web, browsers, and platforms we use (for example, following links, using search engines
including Google’s “I’m feeling lucky”, accessing content others share via e-mail or social
networks), the intense scholarly research emphasis in this area appears narrow and potentially
limits our experience with the digital space.
Algorithms in this area can be classified into two broad categories, a-priori or ranking
techniques (focused on calculating probabilities of revisiting websites based on access recency
and frequency) and a-posteriori or propagation methods (aimed at identifying website groups that
tend to be accessed within the same session). Alongside these methods, we also have propagation
drift methods, focused on user interests and habit changes over time, which perform worst when
it comes to prediction accuracy. Combining ranking and propagation methods leads highest
prediction rates (Papadakis et al., 2015). Additionally, researchers have proposed and tested new
browser functionalities that help users identify webpages they wish to return to. Examples of
tools aimed at helping users revisit previously accessed websites are mentioned below. However,
these are not discussed in detail as they are outside the focus of the current thesis:
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•

a new Back browser menu option that maintains the complete list of previously seen websites
compared to the standard stacked model (where newly seen pages are removed after one or
more backtracking actions) (Cockburn et al., 2003; Cockburn et al., 2002);

•

modifications to the Back and Forward buttons, allowing users to scroll between previously
visited pages (Cockburn et al., 2003);

•

compact website depictions involving text and thumbnails aimed at aiding search and website
revisits (Teevan et al., 2009);

•

Contextual Web History, a feature allowing users to search for websites they have opened
previously based keywords and indicative times of the previous visit (Won et al., 2009);

•

DiffIE, a browser plug-in that highlights text changes since a user’s last visit to the same page
(Teevan et al., 2010);

•

in-context annotations, which perform better than bookmarks or search engines when it
comes to facilitating long term revisitation (Kawase, Papadakis, Herder, & Nejdl, 2010);

•

Memento, a tool generating automated contextual topic-phrases based on Wikipedia topic
entries for pages visited (Kulkarni et al., 2010);

•

PivotBar, “a dynamic browser toolbar that reminds the users of visited pages that are related
to the page they are currently viewing” (Kawase et al., 2011, p. 227);

•

revisit prediction algorithms based on revisit recency and frequency, contextual details, and
user interest changes (Papadakis et al., 2011) or Polynomial Decay together with user’s
navigational patterns (Kawase et al., 2010);

•

Re:Search, a tool integrating both old and new results when using the exact keywords in
search queries (Teevan, 2005; Teevan, 2007);

•

Session Highlights, a browser companion collecting thumbnail images of pages accessed,
aimed at aiding revisits across different browsing sessions (Jhaveri, 2004);

•

Smartback, another modification of the Back button allowing users directly access pages
identified as navigation hubs, form submission results (e.g., search pages), or start points for
navigational paths (e.g., bookmarks or typing an URL) (Milic-Frayling et al., 2004);

•

SUPRA, a prediction library aimed at facilitating revisits (Papadakis et al., 2012);

•

WebPagePrev, a method helping users locate previously visited webpages based on
contextual information of the original access (time, location, or concurrent activities) together
with content keywords (Jin et al., 2017).
More recently, mirroring our increased browsing via smartphones, the focus has shifted to

application and website revisit prediction/facilitation on these devices:
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•

a Bayesian model aimed at predicting website revisits on mobile phones based on frequency
and recency of access as well as contextual information (Zemla et al., 2015);

•

a linear prediction model estimating almost 70% of applications used in chains of three
applications (Huang, K. et al., 2012);

•

frameworks for predicting what apps will be used next based on past usage and contextual
parameters like connection speed and location (Leroux et al., 2013);

•

PocketWeb, a machine-learning model able to identify the website a mobile phone user will
visit next with an accuracy of 60% for around 80 to 90% of users (Lymberopoulos et al.,
2012).
The current chapter focused on website revisits and how this lens can help inform filter

bubbles and echo chambers, achieved by capturing user behaviour across all pages they engage
with rather than a fragmented view focused on specific platforms reviewed in the previous
chapters (blogs, search engines, or social networks). This metric, representing the proportion of
websites reaccessed instead of those visited for the first time within the same period, varies
significantly when considering revisits at an individual URL versus full domain or page-views
versus page-loads when using different browser tabs. Regardless of the level at which it is
defined, revisiting a digital location accounts for a significant proportion of overall browsing
despite the size of the Web, allowing us to visit new pages indefinitely. Perhaps surprisingly,
browsing and using applications on smartphones is more repetitive compared to PC browsing or
human mobility, some of which is driven by the higher usage of social networking websites,
checking habits, and microsessions. This difference leads to a further narrowing of browsing
behaviour as smartphones account for a growing proportion of our overall Web access. More
recent research in this area aimed at aiding and forecasting revisit rates further supports the
creation of filter bubbles and echo chambers because they facilitate repeat exposure to the same
algorithms and commercial objectives. Some of the results reviewed here point to revisit rates
increasing with overall digital engagement, which will be analysed in-depth in the following
chapters across a representative online panel.
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Chapter 6. New Zealand Online Domain Revisits

The current chapter aims to understand variability in overall online engagement via domain-level
revisit rates based on a nationally representative panel of around 2000 New Zealanders. Results
reveal that the likelihood of encountering the same perspectives or objectives increases when we
view more pages across a month or when going to more popular domain categories and
subcategories. This dynamic points to both filter bubbles and echo chambers appearing
concurrently and potentially reinforcing each other: we revisit popular domains more often,
which increases revenues and motivates owners to make us return more often to their platforms,
leading to narrower viewpoints despite an enormous number of domains and content available
online. Specifically, the main findings discussed in this chapter are:
•

When people view a page, the probability it belongs to a domain they have visited within the
same month ranges from 93% to 94%, pointing to highly repetitive online browsing.

•

Revisit rates rise in months when we view more pages, indicating increased browsing is not
linked to a higher share of exploratory behaviour (defined here as visiting new domains). The
results referenced in the following chapter, which point to demographic groups with a higher
number of pageviews per month also generating higher return rates, further explore this
relationship.

•

Category-level return rates for reported domains (visited by at least 1% of the panel) are
highest for the Search Engines/ Portals & Communities group, which also accounts for the
highest share of pageviews and time spent browsing. These results support past and current
focus on search engines and social networks when it comes to filter bubbles or echo
chambers.

•

Subcategory results across reported domains highlight that General Interest Portals &
Communities (including popular search engines) have a significantly higher return rate than
Member Communities (comprising social networks). This difference is driven to some extent
by dissimilar platform functionalities (i.e., new searches generating new pageviews versus
unlimited scrolling) and requires new methods for reporting recurrent online access based on
time developed at the end of the chapter.

•

Except for two notable outliers (Personals and Genealogy), category and subcategory revisit
rates are lower among groups with a smaller share of overall browsing, indicating that
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categories accounting for a higher share of pageviews or time spent browsing also perform
better when it comes to returning visitors.
•

Power-law distributions are identified in current data, starting with monthly domain
audiences or the estimated number of people that visit these at least once within this period.
The same distribution characterises the share of pageviews and revisits, with the latter slightly
more skewed than the first. Time spent browsing across individual domains shows an even
stronger power-law distribution, reinforcing the need to analyse revisit behaviour based on
time rather than pageviews.

The chapter ends with two new proposed methods for calculating return rates, the first based on
browsing sessions (controlling for deep browsing of the same domain within the same session),
and the second based on revisit time (which is slightly higher than its equivalent for pageviews
when assuming time spent visiting versus revisiting the same domain within the same month are
equal).
The primary limitations with the approach used in this analysis, namely content
aggregators such as search engines and social networks allowing audiences to interact with varied
news sources via the same domains (therefore increasing return rates while allowing people to
engage with new content) as well as users browsing like-minded content dispersed across
different domains (defined as exploratory behaviour but in fact pointing to exposure to the same
viewpoints), were addressed in the previous chapters. A further restriction of data made available
for this analysis is that domains visited by less than 20 panellists are not reported individually.
Therefore, some results are based on platforms visited by 1% or more of the sample, labelled in
this analysis as reported domains. Browsing via portable or work devices is not captured directly
in the panel data. Instead, this is estimated via a hybrid methodology based on panel activity and
tagging. A third limitation is the lack of access to panellist-level data due to privacy concerns,
with results in the current and the following chapter reflecting the overall online population or
broad demographic groups.

6.1. Nielsen Online Ratings

The data source for the following analysis is Nielsen Online Ratings, a measurement service used
by New Zealand media owners and agencies to understand online audiences, plan digital
campaigns, and purchase advertising space. Panellists are asked to complete a short survey
covering demographic and Web usage details. Afterwards, they are invited to install a piece of
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software on their personal laptops or desktops that tracks all URLs visited together with the date
and time spent on the webpage. Data collected refers to pages in focus, excluding websites
opened and closed without being seen via tabbed browsing. The software also differentiates
between people in the household employing the same PC as users must identify themselves
before using the device.
The panel comprises around 2000 New Zealanders tracked each month and has been
available in New Zealand since 2012, with results made available for the most recent 27 months
(Mar-18 to May-20 in the current thesis). As per best practice rules, churn (members
unsubscribing from the panel and therefore no longer providing data for measurement purposes)
is managed by continuous targeted recruitment. This approach ensures the results represent the
New Zealand online population based on age, gender, and region, leading to a relatively stable
monthly sample size as per Chart 1. The May-20 online population profile across all demographic
variables is available in the introduction and Appendix 1, indicating potential sample skews the
weighting process does not control for (e.g., a low proportion of non-New Zealand Europeans).
Both panel composition and overall digital population estimates are based on Statistics New
Zealand demographic projections updated annually and Nielsen Consumer and Media Insights
estimates for people stating they access the Web monthly or more often. The two datasets lead to
a projected monthly digital audience of almost 4.2 million people in May-20, relatively stable
since Aug-19 and higher than previous months due to population estimates being updated to
reflect the 2018 New Zealand Census.

Chart 1. Nielsen Online Ratings monthly sample size and estimated online audience
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Data collected through Nielsen Online Ratings does not have the shortcomings of logbased revisit studies covered in the previous chapter because it uses a nationally representative
panel allowing analysis of demographic subgroups (discussed in the following chapter). The
sample size and depth of information collected through this panel allow for detailed analysis of
website revisits versus serendipitous browsing to be carried out, albeit with limitations, as
mentioned earlier in this chapter. The tracking software captures information on websites visited
on any browser; therefore, it is not subject to limitations of toolbar studies discussed in Chapter 5.
Additionally, results can be compared to other audience measurements to understand differences
in repetitive access of media outlets. The dataset also includes a standardised website
classification into categories and subcategories included in the analysis. As per the agreement in
place allowing access to results for the purpose of this thesis, specific online domains will not be
identified here.
Another Nielsen Online Ratings limitation is the lack of direct data capture across work or
mobile devices. Nielsen uses a hybrid methodology (people panel and tagging) to capture
visitation from all locations (home, work, public access and mobile). Full online browsing is
estimated by tracking total pageviews across all devices for a selection of domains (generating
14.5% of all pageviews in May-20) to understand out-of-home browsing activity. The
information is modelled to approximate overall Web activity excluding applications installed on
smartphones, smart TVs, or tablets (Online measurement. 2020). Another restriction is the lack of
access to panellist-level data due to privacy concerns. Panellists have agreed for their information
to be made available to third parties at an aggregate level so their individual browsing cannot be
linked back to them. Therefore, results will reflect averages across the New Zealand online
population or demographic groups rather than respondent-level variability. Furthermore, sample
thresholds are used for reporting individual domains to minimise the probability of identifying
panellists:
•

Audience estimates are not available for domains with fewer than ten panellists visiting
them across the entire month.

•

Pageviews and browsing time are not reported for domains accessed by under 20
panellists or around 1% of the sample within a month.

Partial versus full reporting of online access based on the hybrid methodology will be specified
throughout the analysis.
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6.2. Overall revisit rates

In May-20, as per Chart 2, New Zealanders accessing the Web are estimated to spend almost 41
hours and 40 minutes browsing, or just over one hour and 20 minutes per day. The result is lower
than other sources (e.g., Digital New Zealand. 2019), partly due to application usage not being
included and because of inactivity thresholds: pages viewed for over 30 minutes are not recorded
as being seen for the entire time, impacting instances when people are watching videos longer
than half an hour. This threshold does not change the primary metrics used in the analysis like
pageviews, return rates, and frequency, but it impacts time-based metrics (e.g., time spent online
or revisit time). Digitally active New Zealanders are estimated to visit an average of 78 domains
and generate 1,246 pageviews per person within the same month. Therefore, we spend an average
of 32 minutes and view around 16 pages per domain we visit either within the same or different
browsing sessions, referenced here as average frequency. The low monthly number of domains
could be interpreted as users not exploring when browsing the Web, potentially isolating
themselves in echo chambers or filter bubbles. A more precise way to assess this is via domainlevel return rate fluctuations in conjunction with overall digital usage (e.g., total pageviews or
total time spent browsing). If these metrics correlate positively, the likelihood of users being
exposed to content portrayed from the same viewpoints or impacted by the same interests
increases the more we engage with the Web. This would be accurate even when using platforms
such as search engines or social networks due to personalisation algorithms and personal choices
making us gravitate towards content congruent with our opinions, areas examined in the third and
fourth chapters of the current thesis.

Chart 2. Average monthly Web browsing
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The standard revisit rate formula (Tauscher & Greenberg, 1997, p. 112) is adapted here to
reflect return rates at a domain rather than individual URL level:

𝐷𝑜𝑚𝑎𝑖𝑛 𝑟𝑒𝑣𝑖𝑠𝑖𝑡 𝑟𝑎𝑡𝑒 =

Total pageviews − Domains visited
× 100%
Total pageviews

The formula above defines navigation to different pages belonging to the same domain as revisit
rather than serendipitous browsing and is used to estimate exposure to content produced using the
same perspectives and influenced by the same objectives. This formula leads to an average
domain-level revisit rate of 93.7% in May-20, as shown in Chart 3, much higher than PC
estimates referenced in the previous chapter (ranging between 30% and 80%). Calculating revisit
rates at a domain rather than URL level and the sample used in past studies (comprised mostly of
computer science employees, students, or university staff, groups potentially more exploratory
online than the average Web user) most likely drives the significant difference in results. This
return rate is relatively in line with smartphone browsing estimates with the caveat the latter
collected data across an entire year using a small sample of students new to this type of device
(Tossell et al., 2012). This is the first time domain-level revisit rates are reported using a
representative sample to the best of my knowledge.
The estimated revisit rate ranges from a minimum of 93% to a maximum of 94% across
the 27 months of available data. The fluctuations are small despite significant events in the period
analysed, such as the first COVID-19 lockdown (Mar-20 to May-20), linked to more time spent
online and a higher number of pageviews, but not necessarily across more online platforms. Thus,
when we open a page, there is a 93 to 94% probability we have accessed the domain it belongs to
within the same month, and only a 6 to 7% likelihood of viewing a platform we have not been to
in the same period. The estimated return rate translates to users accessing on average 14.3 to 16
pages belonging to the same domain within a month. As each month is reported individually, a
domain accessed the previous month and revisited for the first time in the reporting month will be
defined as serendipitous browsing rather than revisit. Therefore, revisit behaviour over a more
extended period could result in greater return rates compared to results discussed throughout this
analysis. Reporting revisit rates at an individual URL level is not possible in available data due to
reporting limitations driven by privacy concerns.
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Chart 3. Average domain revisit rates and frequency

Average domain frequency

The overall metrics displayed in the following three charts trend in a similar direction:
•

Average monthly domain-level revisit rates and number of domains accessed have a
correlation factor of 0.49; thus, the two metrics partly correlate, as shown in Chart 4.

•

Return rates and time spent online correlate more strongly at 0.63, displayed in Chart 5.

•

The correlation factor between average pageviews and return rates is higher than the two
above at 0.78, as shown in Chart 6.

In conclusion, in months when New Zealanders visit more domains, spend more time online
and/or view more webpages such as Apr-20 or May-20, they are more likely to have a higher
domain-level return rate. While rises in domains accessed, pageviews, or time spent online could
be indicators of exploratory behaviour, viewing these metrics in conjunction with return rates
results in a different perspective: increased digital consumption results in a higher likelihood of
returning to the same platforms and therefore increased exposure to content influenced by the
same opinions or interests. Considering the significant variances in digital behaviour at an
individual level leading to power-law distributions discussed throughout this thesis, the
relationship between revisit rates and digital engagement assessed via these three metrics is best
assessed at a panellist level. Nevertheless, access to individual browsing data is not available,
which is one of the main limitations of the analysis. The gap is partly addressed in the following
chapter focused on understanding demographic groups' variability in browsing and return rates.
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6.3. Reported domains in Nielsen Online Ratings

As per Chart 7, there are 1,192 domains visited by ten or more panellists in May-20 and therefore
reported at a unique audience level. Of these, 608 have at least 20 panel members accessing them
within the same period and consequently are also reported at a time spent and pageview level.
While seeming relatively small, the 608 domains account for a significant proportion of total
browsing as per Chart 8 (74.7% of time spent online and 64.1% of pageviews in May-20, with
similar results for the previous reported months). The first metric is higher than the latter,
pointing to New Zealanders spending less time per page when visiting niche domains.
Furthermore, the two metrics fluctuate much less than the number of domains visited by at least
10 or 20 panellists. Therefore, a sample threshold of approximately 1% of panellists will account
for around two-thirds of total pageviews and three-quarters of total time spent online regardless
of the number of domains that meet this criterion.

Chart 7. Number of domains reaching reporting sample thresholds
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Chart 8. Share of time spent/pageviews for reported domains
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The dataset made available for this analysis includes 2,512 domains visited by at least ten
panel members and 1,140 domains accessed by 20 or more panellists in at least one month
between Mar-18 and May-20. As per Chart 9, 385 domains and 210, respectively, reach sample
thresholds each month, while 567/225 are reported at an audience (sample size of 10+) or
audience and pageview level (sample size of 20+) for one month out of 27. The power-law
distribution in the number of visitors, leading to a long tail of domains with small monthly
audiences reflective of results discussed in Chapter 2 and discussed in more detail later in the
current chapter, drives the skewed distribution at both ends of the scale in Chart 9.

Chart 9. Number of domains reaching reporting sample thresholds by number of months
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Pageviews is one of the two metrics needed for determining revisit rates. Assuming
people only visit domains reported at a page and time spent level (visited by 20 panellists or
more) in May-20 results in an average of 96.3%. This is 2.5% higher than the return rate across
all domains, with the gap between the two metrics ranging between 2.4% and 3.1% in previous
months as per Chart 10. If people only accessed domains visited by fewer than 20 panel members
in a month, the average return rate would be 89.2% in May-20. This result is much lower than
revisit rates for reported domains, highlighting that visitors access niche domains less frequently.
Furthermore, as shown in Chart 10, return rates across unreported domains fluctuate much more
than across reported domains, pointing to unpredictable behaviour at the lower end of the online
popularity scale. Reported domains revisit rates are relevant for category-level comparisons,
revisit time and demographic variances discussed in the current and following chapter.

Chart 10. Revisit rates – total, reported, and unreported domains
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The average person is estimated to visit 78 domains in May-20, but activity for the 608
reported domains equates to an average of only 30 domains viewed per person. The average
number of reported domains accessed has a higher variance than previously discussed metrics, as
displayed in Chart 11. Domains visited by fewer than 20 panel members in May-20 account for
62% of domains visited, 40.6% of serendipitous browsing (defined as the proportion of
pageviews throughout the month across domains not accessed earlier in the same month), 35.9%
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of pageviews and 25.3% of time spent online. As per Chart 12, these proportions vary somewhat
by month; however, a reporting threshold of 20 panellists or more removes a comparable amount
of browsing activity based on these four metrics. While modelling can be employed to estimate
browsing for unreported domains, the rest of this analysis will focus on reported data only to
minimise potential biases.

Chart 11. Average domains visited – total versus domain-level reported activity
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Chart 12. Unreported domains activity (sample size under 20)
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6.4. Category-level revisit rates

Nielsen Online Ratings provides classifications for reported domains into categories and
subcategories and allow comparisons at this level. Revisit rates and access frequency can be used
to directly evaluate domain categories or subcategories with very different audience sizes. As far
as I am aware, this is the first time revisit rates are reported at a category level outside of
experimental settings (e.g., Herder, 2003). Results reflect domains visited by 20 or more
panellists per month and are weighted to monthly audiences for each domain within the same
category. The weighting process is used for averages to reflect the behaviour of users accessing
the category rather than domain averages potentially impacted by low-audience platforms with
atypical frequencies.
As per Table 1, three out of a total of 15 reported domain categories have higher weighted
average revisit rates compared to overall reported domains in May-20: Search Engines/Portals &
Communities, Finance/Insurance/Investment, and Family & Lifestyles. The first has by far the
highest proportion of pageviews and time spent, and together with the Entertainment category are
the only groups accounting for a much higher share of time spent compared to pageviews. The
same group is accessed almost twice as often as the second-highest revisited category, Finance/
Insurance/ Investment, and almost ten times as often as the least revisited category, Computers &
Consumer Electronics, pointing to highly repetitive browsing of the Search Engines/ Portals &
Communities category. The high share of pageviews and time spent together with algorithmic
filtering employed by these platforms and how we choose to use them, discussed in Chapters 3
and 4, explains the emphasis on search engines and community portals (also known as social
networks) in echo chambers and filter bubbles research. When New Zealanders access a search
engine or social network in May-20, the probability of visiting a domain they have not been to
within the same month is only 1.5%, giving platform owners many opportunities to influence
them.
The Multi-Category Commerce and News & Information groups are relatively on par with
the average, while the remaining ten categories have lower revisit rates. The comparatively low
proportion of pageviews and time spent browsing the News & Information category suggests it is
less relevant when researching filter bubbles or echo chambers compared to search engines and
social networks. People relying on Facebook, YouTube, or Twitter as their primary news source
(Shearer & Matsa, 2018) partly explain these results. Infrequent interest (e.g., researching before
a significant purchase) could drive the low results for categories such as Computers & Consumer
Electronics or Automotive. The lowest ten categories based on return rates also account for a
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small proportion of pageviews and time spent except for Entertainment. Category-level results
point to a concentration towards more popular groups not just for pageviews and time spent but
also for frequency of access and revisit rates. Consequently, they perform better than the average
when it comes to returning visitors.

Table 1. May-20 revisit rates by category (domains with sample sizes of 20+, ranked by revisit rates)1
Number of
Domains

Revisit
Rate

Average
Frequency

Pageview
Share

Time
Spent
Share

37

98.5%

65.5

22.4%

31.3%

51

97.0%

33.1

5.4%

2.2%

Family & Lifestyles

45

96.5%

28.7

2.8%

1.0%

Multi-Category Commerce

63

96.3%

27.3

9.4%

4.5%

News & Information

70

96.2%

26.0

8.3%

9.4%

Education & Careers

21

95.7%

23.3

0.9%

0.6%

Government & Non-Profit

20

95.2%

20.8

2.5%

1.2%

Entertainment

93

94.4%

18.0

6.1%

15.0%

Telecom/Internet Services

28

92.9%

14.1

1.5%

3.2%

Special Occasions

9

92.1%

12.7

0.5%

0.3%

Corporate Information

19

90.6%

10.7

0.5%

0.5%

Home & Fashion

78

90.6%

10.6

1.9%

0.9%

Travel

15

89.6%

9.6

0.4%

0.2%

Automotive
Computers & Consumer
Electronics
Total reported domains

8

87.1%

7.7

0.1%

0.1%

51

85.4%

6.9

1.2%

4.2%

608

96.3%

26.9

64.1%

74.7%

Category
Search Engines/Portals &
Communities
Finance/ Insurance/ Investment

While May-20 was an unusual period due to New Zealand exiting the first COVID-19
lockdown, trend results in the following charts show relatively small changes by month2, with
results available in tabular form in Appendix 2. This constancy is particularly evident for top
groupings: Search Engines/Portals & Communities return rates range between 98.2% and 98.6%,
with this category consistently reaching the highest revisit rate between Mar-18 and May-20. The
second most revisited category in May-20, Finance/Insurance/Investment, also shows minor
differences by month. Multi-Category Commerce, News & Information and Entertainment
likewise have stable monthly return rates, fluctuating by less than 2% during the 27 months of
available data. Revisit rate variances of 10% or more across the same period can be identified for
Special Occasions, Corporate Information, Automotive and Computers & Consumer Electronics
1

Results are based on people that visited a domain within the category at least once in the reported month.
Domains classified under different categories in reported months were reclassified as per the most recent month to
maintain consistent groupings.
2
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platforms, pointing once more to occasional interest shifting from one month to the next. The
different number of domains reaching the reporting threshold each month, which is generally
higher for categories with more stable revisit rates, explains some of this variability. Still, Home
& Fashion and Travel are unusual at the lower end of the scale because, despite their smaller
return rates, they oscillate much less (under 4%) compared to other lower-return categories,
emphasizing more constant attention throughout the 27 reported months.

Chart 13. Trended category revisit rates (domains with samples size of 20+) – 1 of 2
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Chart 14. Trended category revisit rates (domains with sample sizes of 20+) – 2 of 2
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Analysis at a subcategory level shown in Table 2 provides a more granular view of
previous results. The top subcategory belonging to the most revisited category is General Interest
Portals & Communities at 99%. Therefore, when someone visits domains within this subcategory
(which includes popular search engines), there is a 99% chance they are returning to one they
have visited previously within the same month. The revisit rate is lower at 97.7% for Member
Communities (which comprises social networks), but this group accounts for a much higher time
spent share than General Interest Portals & Communities (19.5% versus 11.7%). The difference is
driven to some extent by the different platform structures: social networks enable unlimited
scrolling and messaging or posting content within the same URL, therefore generating lower
pageviews and higher time spent per page compared to search engines where each search
produces a new pageview. This variance points to the need to focus on the two types of platforms
individually in line with research discussed in Chapters 3 and 4. Furthermore, the disparity in
pageviews and time spent share between the two subcategories requires developing a new
approach for analysing recurrent online behaviour based on time rather than pageviews, which
will be covered later in this chapter.
Two subcategories have higher revisit rates and therefore frequencies of access compared
to General Interest Portals & Communities, namely Personals or dating websites (at 99.8%) and
Genealogy (at 99.1%). These account for a small proportion of time spent and pageviews.
Therefore, having a small group of visitors generating a high number of pageviews makes them
significant outliers. On the opposite side of the scale, subcategories such as Computer &
Consumer Electronics News, Automotive Manufacturer, or Events account for very small
pageview and time spent shares together with lower return rates, pointing to transient interest.
The subcategory with the lowest return rate is Music (including domains such as SoundCloud or
New Zealand Symphony Orchestra) at 25.3% and with a frequency of 1.3 across the entire
month. Access via music streaming apps (not included here) or sporadic access to identify
concert information partly drive this result. Despite belonging to the most revisited category,
Targeted Portals & Communities (including domains like OverSixty or ResearchGATE) have a
much lower return rate, placing the subcategory among the least revisited groupings in May-20.
Notwithstanding some outliers, subcategory results show a similar link between pageview
share and revisit rate to category results, with popular subcategories having a higher probability
of being revisited compared to less popular ones. 65 out of 77 reported subcategories have a
below-average return rate. These account for 19.1% of pageviews compared to the top 12
categories that have a share of 45%, emphasizing the long tail of online popularity. Trended
subcategory results are not displayed here for brevity, but they point to similar dynamics as
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category results: sub-groups acquiring higher return rates tend to have smaller monthly
fluctuations compared to the rest. The number of domains reaching the reporting threshold
(sample size of 20+), which is much lower for categories with low return rates, drive some of this
pattern.

Table 2. May-20 subcategory revisit rates (domains with sample sizes of 20+)3

Category

Search
Engines/
Portals &
Communities

Finance/
Insurance/
Investment

Family &
Lifestyles

Multi-Category
Commerce

News &
Information

3

Number
of
Domains

Revisit
Rate

Average
Frequency

Pageview
Share

Time
Spent
Share

10

99.0%

103.9

14.5%

11.7%

16

97.7%

42.7

7.7%

19.5%

Search

8

87.6%

8.1

0.1%

0.1%

Targeted Portals & Communities
Full Service Banks & Credit
Unions
Online Trading

3

79.7%

4.9

0.0%

0.0%

10

98.0%

49.6

3.6%

1.4%

2

96.8%

31.5

0.1%

0.1%

Financial Tools

13

96.8%

30.8

1.4%

0.5%

Loans
Multi-category
Finance/Insurance/Investments
Financial News & Information

2

89.7%

9.7

0.0%

0.0%

11

87.7%

8.2

0.2%

0.1%

7

81.6%

5.4

0.1%

0.0%

Insurance

5

80.6%

5.2

0.0%

0.0%

Credit Card

1

80.1%

5.0

0.0%

0.0%

Personals

1

99.8%

584.8

0.8%

0.2%

Genealogy

5

99.1%

107.1

1.6%

0.5%

Pets

3

88.7%

8.9

0.0%

0.0%

Health, Fitness & Nutrition

21

84.1%

6.3

0.3%

0.2%

Kids, Games, Toys

4

82.7%

5.8

0.0%

0.1%

Family Resources

2

81.7%

5.5

0.0%

0.0%

Religion & Spirituality

2

73.7%

3.8

0.0%

0.0%

Multi-category Family & Lifestyles

7

68.6%

3.2

0.0%

0.0%

Classifieds/Auctions

3

99.0%

100.0

4.6%

2.2%

Mass Merchandiser

44

94.2%

17.4

4.2%

2.0%

Coupons/Rewards

8

91.7%

12.1

0.5%

0.2%

Shopping Directories & Guides

8

84.3%

6.4

0.1%

0.0%

Current Events & Global News

29

97.5%

40.3

7.0%

8.3%

Weather

2

95.1%

20.4

0.3%

0.3%

Research Tools

14

90.3%

10.3

0.6%

0.5%

Special Interest News

9

89.0%

9.1

0.2%

0.1%

Directories/Local Guides
Multi-category News &
Information

4

79.7%

4.9

0.0%

0.0%

12

71.4%

3.5

0.1%

0.2%

Subcategory
General Interest Portals &
Communities
Member Communities

Results based on people that visited a domain within the subcategory at least once in May-20.
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Table 2 continued

Category

Subcategory
Universities

Education &
Careers
Government &
Non-Profit

Entertainment

Telecom/
Internet
Services

Special
Occasions
Corporate
Information

Home &
Fashion

Travel

Number
of
Domains
9

39.6

Pageview
Share
0.6%

Time
Spent
Share
0.4%

Revisit
Rate

Average
Frequency

97.5%

Career Development

3

93.2%

14.7

0.2%

0.2%

Educational Resources

9

91.5%

11.8

0.1%

0.1%

Government

13

95.6%

22.5

2.5%

1.2%

Non-Profit

7

78.7%

4.7

0.1%

0.0%

Videos/Movies

10

96.5%

28.2

2.7%

10.2%

Adult

9

96.2%

26.4

0.6%

0.4%

Online Games

16

95.1%

20.2

0.8%

1.8%

Gambling/Sweepstakes

3

94.8%

19.2

0.3%

0.5%

Arts/Graphics

2

93.9%

16.3

0.1%

0.1%

Multi-category Entertainment

16

93.8%

16.2

0.6%

0.3%

Broadcast Media

18

90.5%

10.5

0.9%

1.1%

Books

10

87.6%

8.0

0.1%

0.1%

Sports

3

85.6%

7.0

0.0%

0.0%

Humor

2

80.4%

5.1

0.0%

0.0%

Events

2

79.6%

4.9

0.0%

0.0%

Music

2

25.3%

1.3

0.0%

0.4%

E-mail

1

98.2%

55.2

0.4%

0.5%

ISP

3

94.9%

19.6

0.1%

0.1%

Long Distance/Local Carrier
Multi-category Telecom/Internet
Services
Cellular/Paging

1

94.9%

19.5

0.2%

0.2%

2

94.5%

18.3

0.2%

0.1%

2

91.7%

12.0

0.1%

0.0%

Internet Tools/Web Services

14

88.6%

8.8

0.5%

1.9%

Web Hosting

3

85.6%

6.9

0.1%

0.0%

Instant Messaging

2

70.1%

3.3

0.0%

0.4%

Delivery/Stamps

9

92.1%

12.7

0.5%

0.3%

19

90.6%

10.7

0.5%

0.5%

Home & Garden

11

93.7%

15.8

0.7%

0.3%

Real Estate/Apartments

9

92.0%

12.5

0.3%

0.2%

Apparel/Beauty

14

90.4%

10.5

0.2%

0.1%

Multi-category Home & Fashion

4

89.9%

9.9

0.1%

0.0%

Food & Cooking

40

86.0%

7.1

0.5%

0.3%

Maps/Travel Info

2

95.8%

23.6

0.1%

0.0%

Ground Transportation

2

90.7%

10.8

0.1%

0.0%

Hotels/Hotel Directories

3

89.8%

9.8

0.1%

0.0%

Airlines

1

89.5%

9.5

0.1%

0.0%

Destinations

2

89.1%

9.1

0.0%

0.0%

Multi-category Travel

5

82.8%

5.8

0.1%

0.1%
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Table 2 continued

Category

Subcategory
Multi-category Automotive

Automotive

Computers &
Consumer
Electronics

Number
of
Domains
2

10.3

Pageview
Share
0.0%

Time
Spent
Share
0.0%

Revisit
Rate

Average
Frequency

90.3%

Parts & Accessories

2

89.7%

9.7

0.1%

0.0%

Automotive Information

2

86.1%

7.2

0.1%

0.0%

Automotive Manufacturer
Multi-category Computers &
Consumer Electronics
Software Manufacturers

2

67.4%

3.1

0.0%

0.0%

7

88.9%

9.0

0.2%

0.1%

28

86.4%

7.4

0.8%

3.8%

Hardware Manufacturers

5

84.8%

6.6

0.1%

0.3%

Photography
Computer & Consumer Electronics
News

3

65.0%

2.9

0.0%

0.0%

8

59.2%

2.5

0.0%

0.0%

608

96.3%

26.9

64.1%

74.7%

Total Reported
Domains

6.5. Power-law distributions

As discussed throughout this thesis, Zipf’s or power-law distributions can manifest at different
levels in the online space. One of the more noticeable ways it appears in Nielsen Online Ratings
is in active reach or the proportion of the online population visiting each domain across a month.
In May-20, as per Chart 15, the domain with the highest reach has approximately 2.4 as many
visitors as the tenth most visited domain (86.9% versus 35.9%). The differential between the two
platforms becomes even wider when considering pageviews and time spent share, at 15.5 for the
first and 36.6 for the latter. There are, however, some anomalies, with the second most visited
domain having a higher share of time spent browsing than the first due to the different categories
they belong to (the first is a search engine, and the latter is a social network allowing unlimited
scrolling). The same irregularity is noticeable for the seventh, eighth, and ninth most visited
online platforms, accounting for a higher proportion of pageviews and time spent compared to the
third domain based on active reach. These platforms are popular online news pages and a
commerce website, emphasising higher engagement among visitors. The power-law distribution
for active reach becomes more pronounced when expanding the results to the top 100 domains, as
shown in Chart 16.
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Chart 15. May-20 top 15 domains by active reach
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Chart 16. May-20 top 100 domains by active reach
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A domain’s active reach and frequency (multiplying the two equals total pageviews for
the platform) drives revisit share or the proportion of returns generated by the platform across a
month. This metric also follows a power-law distribution as per Chart 17. The platform
generating the highest proportion of revisits in May-20 accounts for 12.2% of all pageviews and
12.9% of all revisits, over twice as high as the second most visited domain across both metrics.
Return share is slightly greater than pageview share for these two domains because of their
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higher-than-average frequency, at 174 for the first and 104 for the second compared to an average
of 16 across all domains, as mentioned earlier in this chapter. Revisit share for the top 100
domains ranked by this metric reveals a more consistent power-law distribution, with some
outliers manifesting for frequency as per Chart 18.
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Chart 17. May-20 frequency and revisit share for top 15 domains
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Chart 18. May-20 frequency and revisit share for top 100 domains

Active Reach Domain Rank
Revisit share

Average domain frequency

185

Time spent displays a higher concentration level towards top domains than the other
metrics discussed in the current section. This skew is particularly evident for the top 10 domains
as per Chart 19 and, as stated earlier, creates the need to understand repetitive access based not
just on pageviews, but also on time. The proposed approach helps normalise differences in time
spent per page across domains and is covered in the last section of the current chapter. Revisit
share based on pageviews is more skewed across all top domains compared to pageviews share,
emphasizing again that top domains perform better than the average when it comes to visitors
returning within the same month. This result points to echo chambers and filter bubbles
manifesting simultaneously, leading to potentially reinforcing loops. Filter bubbles do not exist in
a vacuum where users’ choices are irrelevant. Instead, we can engage in discovering new online
content or perspectives. However, results discussed in this chapter point to a high degree of
domain-level revisits rather than serendipitous browsing, therefore, increased likelihood of users
being locked in the two dynamics the more they engage with the Web.

Chart 19. Pageviews, time spent, and revisit share for top domains
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6.6. Session-level revisit rates

The Nielsen Online Ratings dataset includes information about browsing sessions, defined as
continuous browsing where pauses between active navigation are below 30 minutes, which can
be used to estimate revisits based on sessions rather than pageviews. This metric controls for deep
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browsing of a domain within the same session and is relevant in the context of filter bubbles or
echo chambers because it estimates exposure to the same platforms across separate sessions. For
example, viewing one hundred pages belonging to the same domain within the same session
when shopping online and not returning to it afterwards increases revisit rates significantly as
return rates are based on pageviews. Nevertheless, the same behaviour does not lead to higher
session-level revisit rates because visitors only access the domain within one browsing episode.
As per Chart 20, the average user has between 55 to 62 monthly browsing sessions. This range is
lower than expected, potentially due to measurement not directly capturing out-of-home
browsing. The average time per browsing session is below 40 minutes, during which we view an
average of under 20 pages. These results reflect full online browsing, not just domains visited by
20 or more panellists within a month.

Chart 20. Browsing session monthly averages
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Calculating revisit rates using sessions rather than pageviews removes, to some extent, the
website setup impact (for example, social networks enabling infinite scrolling, therefore
generating fewer pageviews compared to newspaper websites with separate pages for each
article). As far as I am aware, this is the first time the metric has been employed to understand
online behaviour. The formula used is detailed below and can only be calculated based on
reported domains in Nielsen Online Ratings data made available (due to session information
missing for domains visited by less than 20 panellists).
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𝑆𝑒𝑠𝑠𝑖𝑜𝑛 − 𝑙𝑒𝑣𝑒𝑙 𝑑𝑜𝑚𝑎𝑖𝑛 𝑟𝑒𝑣𝑖𝑠𝑖𝑡 𝑟𝑎𝑡𝑒 =
Sum of domains accessed in each session − Total individual domains
× 100%
Sum of domains accessed in each session

Logically, the metric is lower than overall and reported domain-level return rates, sitting
at 84% in May-20. It also has small monthly fluctuations as per Chart 21, highlighting the
stability of repetitive browsing behaviour. Due to the common sample filter, reported domains
and session-level return rates are based on the same selection of domains within the same month;
therefore, they are directly comparable.

Chart 21. Overall, reported domains and session-level revisit rates
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Translating revisit rates to frequencies (shown in Chart 22) results in New Zealanders accessing
reported domains across an average of 6.2 browsing sessions in May-20, ranging between 6.2 and
6.9 across the 27 months reported here.
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Chart 22. Overall, reported domains and session-level frequencies
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Domain-level return rates may be artificially increased by browsers resuming from where
users finished the previous browsing sessions. However, this impact is relatively small, as
displayed in the chart below. Assuming each session starts with reloading the last page of the
previous session and removing it from overall browsing leads to a return rate decline of 0.3% in
May-20 (across all domains), with a maximum decline of 0.5% in Jan-20. Increasing the
threshold to five pages reloaded at the start of each browsing session decreases overall return
rates by an average of 2.3% across all 27 reported months. Therefore, even in the unlikely event
of all sessions starting with the reload of five pages viewed in the previous session, removing this
activity leads to a relatively small drop in return rates, reinforcing the stability and significant
share of revisits when accessing the Web.
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Chart 23. Revisit rates – removing pageviews potentially generated by resuming browsing from the previous session
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6.7. Revisit time rates

The availability of time spent browsing for reported domains allows the reporting of revisitation
not just based on pageviews, the standard approach used in past research, but also based on time.
This metric estimates how much time we spend revisiting websites compared to going to domains
we have not been to within the same month. It also normalises differences in the share of
pageviews and time spent for atypical categories such as Member Communities and the high
disparity in average time spent per pageview across domains (ranging from 16 seconds to 15
minutes and 31 seconds in May-20). Generating the estimate can be challenging because it
requires capturing active time spent on the page accessed rather than just opening it. To the best
of my knowledge, this approach has not been employed before, and the formula used here is:

𝑅𝑒𝑣𝑖𝑠𝑖𝑡 𝑡𝑖𝑚𝑒 =
Total time spent online − Time spent on first visits to domains
× 100%
Total time spent online
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In Nielsen Online Ratings data available, time spent is stated as an average across the
entire month for each reported domain (visited by 20+ panellists). Therefore, it is not split by first
and repeat visits. Due to this limitation, assumptions are needed to estimate how much we spend
accessing a new domain versus returning to it within the same month. Presuming we spend the
same amount of time across both types of activity provides an initial benchmark that is easily
comparable with pageview-level revisit rates. This initial assumption results in an average revisit
rate of 96.9% in May-20, slightly higher than the reported domains equivalent of 96.3% based on
pageviews. Therefore, we spend over 33 minutes returning to reported domains we have accessed
within the same month for every minute we visit a new domain that reaches the reporting
threshold. As per Chart 24, the average gap between revisit rates and revisit time is relatively
constant in all monthly data available, sitting at approximately 0.5%. The higher values for revisit
time rates compared to standard return rates point to people spending a slightly higher proportion
of their browsing time returning to reported domains compared to pageviews.

Chart 24. Reported domains revisit rates – pageviews versus time
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Different time thresholds have been applied to available data to assess how these impact
return times. As shown in Chart 25, return time declines by approximately 0.3% for every 10% of
additional time spent accessing the first page compared to the average pageview time for the

191

domain4. We need to spend 20% more time when first visiting a domain for return time to equal
the return rate. Even in the unlikely scenario of the first domain pageview accounting for 300%
more time compared to the average pageview for the same platform (e.g., spending 4 minutes
viewing the first page in the month compared to an average of 1 minute per page across the same
domain), the return time rate declines to only 88.1%. Data for previous months using the same
estimates displayed in Chart 26 reveals the same pattern, with tabular results available in
Appendix 2. Providing estimates for people spending less time when first visiting a page
compared to revisiting it is unnecessary because past research confirms this is not the case
(Lehmann et al., 2013, p. 523; Weinreich et al., 2008, pp. 15-16).

Chart 25. May-20 revisit time for reported domains
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These results are limited by the total time spent on a particular domain: if the estimate for spending 50% more on
the first page visited generates a total time higher than the total time reported in Nielsen Online Ratings, then the
total time spent is considered rather than the estimate.
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Chart 26. Revisit time trends for reported domains
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This chapter has focused on overall revisit rates based on a sample representative of New
Zealand’s online population, Nielsen Online Ratings. Results show a relatively small average
number of domains accessed across a month, with revisit rates increasing slightly in months when
people visit more domains. The average user appears to be highly repetitive: when someone
views a page, there is a 93% to 94% probability they have visited the domain it belongs to within
the same month despite the opportunity to access an unlimited number of platforms. The chapter
continues with identifying variances by domain categories and subcategories and power-law
distributions for share of pageviews, revisits, and time spent online (the last showing a more
skewed distribution than the rest). To conclude, two new metrics are proposed for estimating
repetitive behaviour in the online space, namely session-level return rates and revisit time. The
first controls for deep browsing of a domain within the same session as it only considers access
across different browsing episodes, resulting in lower values than pageview-level return rates.
Revisit time minimises differences in domain structure (e.g., social networks having a much
higher time spent per page due to unlimited scrolling versus search engines that generate a new
pageview for every search action) and is slightly higher than its equivalent pageview-level revisit
rate. Results discussed in this chapter support the existence of both online echo chambers (via
repeat access of the same platforms) and filter bubbles (because more popular domains, domain
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categories or subcategories have higher revisit rates and are more likely to use personalisation
strategies). The two might create reinforcing loops providing the average user with a narrow
perspective on opinions and information available online. The main limitation of data used here is
the lack of access to panellist-level statistics to understand variability at this level. Individual
browsing data becomes more valuable when considering power-law distributions in users’ online
behaviour discussed throughout this thesis. Furthermore, some of the metrics in the current
chapter do not include platforms visited by less than 1% of the panel.
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Chapter 7. Demographic Differences in Website Revisits
versus Web Browsing

As mentioned in the previous chapter, one of the main limitations in this analysis is the lack of
access to panellist-level data allowing proper assessment of the relationship between revisit rates
and browsing activity across all domains accessed. Should an increase in browsing relate to
higher revisit rates or revisit time (showing that we engage more with the Web to return to the
same domains rather than explore), it would point to people’s online behaviour increasing the
likelihood of echo chambers or filter bubbles the more they browse the digital space. This
limitation is partly addressed in the current chapter by analysing demographic variations in May20 browsing behaviour together with domain-level return rates. As seen in the previous chapter,
while it was a relatively unusual month due to the first COVID-19 lockdown, online behaviour
was not overly dissimilar to the Mar-18 to Apr-20 period. Results for previous months are not
included here due to space constraints.
The data used in this analysis is only available for domains visited by 20 or more
panellists per month (regardless of the demographic group they belong to), amounting to 608
domains in May-20. Consistent with the previous chapter, the results presented here are not based
on modelled domain-level access but only reported domains. Estimated revisit time for the same
platforms (assuming people spend the same amount of time when accessing the domain for the
first time within the month as when returning to it) across demographic groups available is
generally marginally higher than return rates. Therefore, it adds little to the current analysis and is
only included in Appendix 3. As past revisit studies relied on small and potentially biased
samples (e.g. Catledge & Pitkow, 1995; Cockburn & McKenzie, 2000; Herder, 2005; Jones et al.,
2015; Obendorf et al., 2007; Tauscher & Greenberg, 1997; Tossell et al., 2012; Zhang, H. &
Zhao, 2011) or anonymous data collection (e.g. Adar et al., 2008; Adar et al., 2009; Vassio et al.,
2018), this is the first time, as far as I am aware, that return rates are analysed at a demographic
level using a nationally representative panel.
The main findings of this chapter are:
•

Some demographics are linked to higher variability in online engagement compared to others.
These are age and gender, education, occupation, household income, household size, and
presence/age of children at home.
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•

When analysed by demographic variables above, pageviews (across reported domains and
overall) correlate positively with return rates or frequency of accessing reported domains.

•

Across demographic groups mentioned earlier, the average number of reported domains
accessed increases in a relatively linear manner with average pageviews for each reported
platform visited (particularly evident for household income or household size together with
presence/ age of children). Therefore, users returning to already visited platforms rather than
serendipitous browsing mainly drives Web engagement. This result points to people locking
themselves in filter bubbles or echo chambers the more they browse the Web.

•

Unlike previous demographic groups, region, ethnicity, or household tenure are linked to
relatively small differences in Web usage (based on total pageviews and time spent online),
leading to weak correlations between digital engagement and revisit rates or average
frequency of accessing reported domains.

A limitation of correlation coefficients and relationships between variables analysed in this
chapter is that each demographic group has the same impact on these regardless of the proportion
of the population they reflect. The population distribution of each demographic variable
discussed is available in the introduction and Appendix 1. Furthermore, the same data limitations
mentioned in Chapter 6 apply here, such as out-of-home browsing not being captured directly but
estimated via hybrid methodology and domain-level results not being available for platforms
visited by less than 1% of panellists.

7.1. Demographics with positive correlations between return rates and Web
browsing

7.1.1. Age and gender
As per Chart 1, women accessing the Web spend slightly less time online and view fewer pages
compared to males. Browsing activity (reflected by time spent online and pageviews) increases
with age up to the 40 to 44 age group. People aged under 40 appear to have a lower online
engagement, a dynamic driven partly by the lack of visibility of portable device usage in the
dataset, which is more prevalent among this age group (Boyte, 2016; Boyte, 2018). Contrary to
expectations, people aged 75+ appear to be more active online than the average New Zealander,
partially caused by people already belonging to third-party sample providers being invited to join
the panel. These participants previously joined online research communities to receive rewards
for completing online surveys, introducing potential self-selection bias. Another probable reason
196

is that portable devices (estimated via hybrid methodology rather than actual tracking) are used to
a smaller extent by this age group (Boyte, 2016; Boyte, 2018).
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Chart 1. Overall monthly browsing by age and gender
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Chart 2, displaying reported domain return rates by these two demographic variables,
points to a slight increase in this metric in line with pageviews across the same platforms. New
Zealanders aged 10-14 are estimated to access 81 pages per month across reported domains,
significantly less than people aged 70-74 who have the highest number of pageviews (1,470). The
discrepancy between the two groups can be driven by parental controls for the younger age
group, the panel recruitment method (leading to potentially more digitally active panellists among
the older age group), and out-of-home devices not measured directly (which, as mentioned
earlier, is strongest among younger New Zealanders). The two groups have the lowest, and
respectively, the highest reported domain revisit rate (89.8% compared to 97.4%.). Therefore,
when someone aged 10-14 opens a new page belonging to a reported domain, the probability of
visiting a platform they have not been to within the same month is 11.2% compared to 3.6% for
those aged 70-74. While the difference between the two revisit rates might appear relatively
small, it translates to a higher disparity in the average frequency of accessing domains (9.8 versus
39.1) as shown in Chart 3 (partly caused by the growth curves displayed by return rate and
frequency of accessing the same locations identified in Chapter 5). Reported domains account for
a slightly lower proportion of pageviews and time spent online for the 70 to 74 age group;
therefore, these metrics describe a smaller proportion of their Web browsing. The results point to
people aged 40+ being more likely to belong to echo chambers or filter bubbles due to them
having higher return rates. However, mobile device browsing (estimated via hybrid methodology
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in the dataset) is more habitual and therefore has higher return rates than PCs, as referenced in
Chapter 5, and this is more ubiquitous among Millennials or Generation Z (Boyte, 2016; Boyte,
2018). Therefore, people aged under 40 could potentially have higher revisit rates across mobile
devices and be less exploratory overall.
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A similar relationship between reported domain pageviews and revisit rates is noticeable
for interlocked age and gender groups displayed in Chart 4. The group with the most considerable
variance by gender is the under ten years of age cohort, with males viewing more pages and
having a higher return rate than females. The correlation factor between revisit rates for reported
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domains and pageviews across the same platforms by groups used here is 0.61, showing a
meaningful relationship between the two metrics. Total pageviews and reported domain return
rates have a slightly higher correlation factor (0.66); therefore, age and gender groups that view
more pages across a month are even more likely to return to domains visited by at least 1% of the
panel. The higher correlation factor is partly driven by differences in pageview shares for
reported domains displayed in Chart 5, lower for groups seeing more pages across reported
platforms. The frequency of accessing reported domains and total pageviews across these
platforms have a correlation factor of 0.82, higher than both values mentioned earlier. This is
partially explained by how frequency and revisit rates behave in relationship to each other: when
average frequency increases linearly, return rates follow an asymptotic curve that tapers off when
approaching values close to 100%, as discussed in Chapter 5. Furthermore, total pageviews and
average frequency of accessing reported domains correlate most strongly with a coefficient of
0.86. Therefore, an increase in pageviews (both overall and across reported domains) is linked to
higher return rates, and the first metric has an even stronger link with the average frequency of
accessing reported domains. The last metric is not usually reported in computer science literature,
potentially because it is relatively boundless compared to return rates that never reach 100%.

Chart 4. Reported domains pageviews and return rates by age and gender groups
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Chart 5. Reported domains pageview share and frequency by age and gender groups
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As per Chart 6, the number of reported domains accessed in May-20 increases somewhat
linearly with the frequency of accessing domains, leading to higher pageviews across these
platforms for age and gender groups used here. Pageviews are equal to the number of domains
visited multiplied by average domain frequency and is shown as bubble sizes in the same chart.
Groups that visit more reported domains in a month also view more pages per domain accessed
(shown here as average frequency), leading to higher return rates. This visualisation points again
to an increased likelihood of being influenced by the same platform owners the more people
browse the Web. Despite the massive number of online domains available, New Zealanders are
more likely to return to platforms they access within the same month rather than explore new
digital places. Coupled with personalisation strategies and narrowing user behaviours on
platforms such as blogs, search engines or social networks discussed in the previous chapters, this
increases the probability of Web users being exposed to like-minded content.
Based on the linear regression equation displayed in Chart 6, age and gender groups that
visit one additional reported domain during the month view on average approximately one
additional page across all reported domains accessed. Therefore, increased pageviews are driven
to a greater extent by returning to the same domains rather than visiting more platforms. The
linear regression displayed in Chart 6 explains 36% of the age and gender distribution by average
domains accessed and the average number of pageviews per domain. The different population
shares they account for (ranging from 0.7% for females aged 80+ to 7.9% for females aged 30200

34, as shown in the introduction) could impact the result. While a power regression has a higher
R squared value here (0.52), linear regressions are chosen across all demographic groups
discussed in this chapter for simplicity and to indicate that results at this level are not as precise
as analysis at a respondent level. The reverse hypothesis of this thesis (higher levels of browsing
being driven by accessing more platforms rather than returning to them) in the chart below is a
vertical regression line or a regression line with opposite orientation to the current one, showing
that people maintain the same domain frequency or lower it the more domains they visit. While
this visualisation only reflects the 608 reported domains for May-20, it is worth noting that
people only access on average 30 of them, as shown in Chapter 6, accounting for 5% of all
reported domains.

Chart 6. Average reported domains accessed and domain frequency by age and gender groups
70
y = 1.0075x + 5.1052
R² = 0.3583

Average Domains Accessed

60
50
40
30
20
10
0

10

20

30

Average Domain Frequency

40

50

60

LInear regression

7.1.2. Education
Mirroring younger age groups discussed in the previous section, New Zealanders with a primary
school education have a much lower Web engagement compared to the rest (based on pageviews
and time spent online shown in Chart 7). On the opposite side of the scale, people who attended
university or with a technical/trade qualification spend more time online and view more pages.
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Relatively in line with the national average for May-20 when it comes to pageviews (1,246) are
people with a university degree, university entrance, or school certificate.
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Consistent with age results discussed previously, New Zealanders with primary school
education spend the least amount of time browsing the Web and account for the lowest average
pageviews across reported domain and lowest revisit rate. The latter fluctuates less by education
than age and gender, ranging between 95.2% and 97%. The relationship between reported domain
return rates and pageviews shows a slightly stronger relationship than age and gender groups as
per Chart 8, with a correlation coefficient of 0.78. Despite a total of 608 reported domains in
May-20, educational groups that view a higher number of pages across these are more likely to
return to domains they have visited within the same month rather than access new ones. Reported
domains account for a smaller proportion of total pageviews for educational groups that view
more pages overall. However, correlation coefficients remain significant when considering full
browsing activity: 0.66 for total pageviews and reported domains return rates and 0.72 for the
first metric and average frequency across the same platforms.
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The relationship between exploratory behaviour (expressed as the number of domains

accessed) and repetitive access (displayed as the frequency of accessing reported domains), when

analysed by education, is also visible in Chart 10 despite the smaller variability in values and the
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smaller number of groups compared to age and gender results, resulting in a shorter linear
regression line. The linear regression equation between the two metrics is relatively like the one
discussed above, with educational groups viewing 1.1 new domains (based on the linear
regression slope) when opening one additional page across each reported domain visited. The
equation is strongly influenced by the low and high-frequency outliers (those with primary
education and people with a School Certificate/NCEA Level 1), becoming almost flat when
removing them and resulting in an R squared close to 0. Regression results shown below are
indicative only due to the small number of groups reported and the low R squared value.

Chart 10. Average reported domains accessed and domain frequency by education
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7.1.3. Occupation
In keeping with results discussed earlier in this chapter, children aged under 16, together with
primary and intermediary students, spend significantly less time online and view fewer pages
than the national average, potentially due to out-of-home devices being estimated via the hybrid
methodology. Farm owners or managers have similar browsing, potentially caused by
connectivity issues in rural parts of New Zealand. On the opposite side of the scale, social welfare
beneficiaries or unemployed people have a higher digital engagement. Pageviews and time spent
online increase as people have more available time (indicated by not having paid employment or
studying) once individuals have Internet access (except for farm owners or managers). Restricted
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Web access is no longer an issue as more people have unlimited broadband or mobile plans.
However, part of the digital divide remains present, with a reported 6% of the New Zealand
population not using the Internet at all (Dashfield, 2018).
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Reported domain revisit rates and pageviews by occupational groups have a correlation
factor of 0.81, higher than age, gender, and education groupings. Furthermore, the frequency of
visiting the same platforms and total pageviews across the 608 reported domains in May-20
correlate more strongly with a coefficient of 0.91. Total pageviews also correlate strongly with
reported domain return rates (0.80) and average frequency (0.85). Therefore, occupational groups
that view more pages overall continue to have a high propensity of returning to domains viewed
by at least 1% of the panel.
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The stronger relationship between variables discussed earlier across occupational groups
is also evident when considering average reported domains accessed and frequency of visiting
them displayed in Chart 14. Fewer occupational groups are further apart from the linear
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regression line, leading to an R squared value higher than previous demographic groups. In line
with linear regression equations discussed earlier, average domain frequency and average
domains accessed increase by a relatively similar amount (based on a slope of 0.98). Therefore,
occupational groups visiting one new reported domain view one additional page across each
reported platform they access within a month. The slope points to Web browsing being driven to
a greater extent by returning to the same platforms rather than accessing new ones, and therefore
to increased opportunities for being locked in echo chambers or filter bubbles the more pages we
view.

Chart 14. Average reported domains accessed and domain frequency by occupation
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7.1.4. Household income
Reflective of occupational variations in online browsing discussed earlier, time spent browsing
the Web and pageviews decrease as household income grows. Some of this relationship between
browsing time and pageviews can be explained by work devices not being tracked directly in the
dataset, which are more prevalent in higher-income groups. Those choosing not to disclose their
household income have a somewhat higher than average Web engagement, pointing to a
potentially lower income than the overall population average.
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Reported domain return rates follow a similar pattern to overall browsing, with the lowest
household income group having the highest return rate (96.8%), up by 2.4% compared to the
highest income cohort. The difference translates to a higher variance in frequency (31.7 versus
18.0), but both metrics fluctuate less by income than age & gender, educational, or occupational
groups. The small variability could be explained by the metric reflecting the household rather
than the individual, with parents’ income dictating the classification of unemployed children
living in the same household. Furthermore, costs for unlimited connections have declined and are
less of an impediment to Internet access. Lower-income groups overlap significantly with social
welfare beneficiaries or unemployed, identified earlier as having high Web browsing levels.
Despite the slight variability in repetitive browsing for household income groups, pageviews
across reported domains correlate strongly with revisit rates (with a correlation coefficient of
0.91) and average frequency (an even higher result of 0.95). When expanding the correlation
analysis to total pages (aimed at controlling to some extent the different share of pageviews
reported domains account for displayed in Chart 17), these decline slightly to 0.81 and
respectively 0.85. However, we can conclude that returning to reported domains increases in line
with overall online browsing across all income groups due to these high values.
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90%
88%

Pageviews per person (sample size of 20+)

Domain revisit rate (sample size of 20+)

Average Domain Frequency (Reported Domains)

80%
70%
60%
50%
40%
30%
20%
10%
0%

Share

67.2%

30.6

58.7%
18.0

23.7

64.7%

23.8

67.7%

25.4

65.6%

24.4

66.6%

29.6

69.9%

26.8

71.2%

28.1

63.8%

31.7

35
30
25
20
15
10
5
0

49.8%

Frequency

Chart 17. Reported domains average frequency and pageview share by household income
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Reflective of high correlation factors discussed in this section, the average number of
reported domains accessed and pageviews across each increase in a much stronger linear manner
for household income groups than previous demographics. Here the R squared value is 0.71, the
highest of all results discussed in this chapter except for household size and presence/age of
children at home. The resulting linear regression equation is akin to those discussed previously
except for a smaller slope of 0.90. Therefore, average frequency increases by a slightly smaller
amount than the average number of reported domains accessed. While this coefficient is below 1,
the average frequency characterises each reported domain visited, pointing again to increased
repetitive access the more we browse the Web.

209

Chart 18. Average reported domains accessed and domain frequency by household income
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7.1.5. Household size and presence of children in the household
Due to the small number of groups available in both demographics, results based on household
size and presence of children at home are displayed together in the same charts. The first is linked
to significant variations in time spent online: people in one or two-person households spend more
than twice as much time browsing the Web as those living in 5 or more person households. Some
of the variance is potentially driven by access limitations in bigger households (i.e., not everyone
having their own PC), lower incomes, and presence of children in the home (with younger people
having much lower home PC Web browsing levels). As per Chart 19, people without children
aged 2 to 17 at home (which includes families with adult children or children aged under 2) spend
almost twice as much time and view close to twice as many pages across a month compared to
those that have children aged 2 to 17 living with them. The “Children aged 2-17” group includes
people living in households with children aged 2-11 (the group spending the least amount of time
browsing the Web from home) or children aged 12-17. Therefore, the low level of online
engagement for New Zealanders with children aged 2-11 at home is partly caused by lower home
PC online browsing for this age group, as discussed earlier in this chapter. A second factor
potentially impacting these results is parents of younger children spending more time on
childcare activities, therefore having less time to browse the Web.
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Despite the small range of repetitive browsing, both revisit rates and frequencies increase
relatively linearly with pageviews across the two demographic variables. Reported domain
pageviews correlate strongly with repetitive access of reported platforms, having a coefficient of
0.94 in conjunction with return rates and 0.96 with frequency of access. Expanding the analysis to
total pageviews leads to slightly higher correlation coefficients (0.97 in conjunction with return
rates and 0.98 when considering frequency). Removing people with children aged 2-17 at home
(aimed at controlling for duplication in groups) leads to unchanged correlation coefficients.
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Consistent with the high correlation coefficients discussed in the previous paragraph and
the small range in results, the linear regression line in Chart 22 is relatively short and has the
highest R squared value of all demographic distributions discussed in this chapter (0.90). The
linear regression slope is 2.60; thus, for every 2.60 new online platforms people access, they view
one additional page across each reported domain visited in May-20. While the line is closer to an
upright one than the other variables, it would need to be vertical or have a reverse orientation
(therefore with a slope equal to zero or negative) to prove the null hypothesis of this thesis (that
increased Web browsing is driven by exploring rather than returning to the same platforms).

Chart 22. Average reported domains accessed and domain frequency by household size & children at home
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7.2. Demographics with weak correlations between return rates and Web
browsing

7.2.1. Region
Online engagement varies from a low of 430 pageviews per month for Gisborne to a maximum of
1,724 for Manawatu-Wanganui. The small sample could cause the low Gisborne results as it is
one of three regions accounting for 0.9% of the New Zealand online population (therefore
represented by around 20 panellists). The other regions with similar sample sizes are Tasman and
West Coast, reflecting the smaller population in these areas as per the introduction. Regions
where 10% or more of online New Zealanders live (Auckland, Canterbury, and Wellington) are
relatively on par with the national average for time spent online and pageviews in May-20.
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As per Chart 24, return rates for reported domains range from a low of 95.5% for
Gisborne, also the area with the smallest average time spent online and pageviews, to a high of
97.5% for Northland, a region with a higher-than-average Web usage. Pageviews across reported
domains and return rates have a correlation factor of 0.67, continuing to show a strong
relationship between overall and recurrent Web usage as prior demographic groups. This
coefficient remains relatively stable when considering reported domains frequency and
pageviews for the same platforms at 0.62. The share of overall pageviews across reported
domains does not vary in line with total pageviews, ranging between 59.2% for Auckland to
85.9% for Tasman. Some of this variance could be due to a higher proportion of people
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identifying as Other European, Chinese, Indian, or Other Asian ethnicities living in these regions,
groups that have a lower proportion of pageviews across reported domains as shown in the
following section (potentially due to a higher propensity to access platforms from their country of
origin). Correlation factors when considering total pageviews and reported domain return rates or
frequency decrease to 0.43, respectively 0.38, showing a weaker relationship between these
metrics. Therefore, regional differences in home PC Web browsing are not strongly linked with
repetitive access.
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The lower correlation factors discussed earlier lead to a linear regression equation
between reported domains accessed and pageviews or frequency across each domain with a very
low R squared value. Therefore, it explains little about how these two metrics are linked.
Furthermore, the regression line is much shorter than previous demographics due to the smaller
variance in revisit rates. Results point to regional differences not driving a significant link
between overall browsing and repetitive access of reported domains.

Chart 26. Average reported domains accessed and domain frequency by region
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7.2.2. Ethnicity
As per the population distribution shown in Appendix 1, ethnicity is the only demographic
variable where percentages do not add up to 100%. Due to changes to the Nielsen Online Ratings
platform in mid-2020, the ability to reproduce these results is no longer available. Despite this
limitation, reported ethnicities account for 93.6% of the overall population and results are
included for review here. Based on pageviews and time spent browsing, those that identify as
Tongan and Niuean appear to be most active Web browsing, with Other Pacific Islanders at the
opposite side of the scale. Each of the three groups accounts for 0.5% or less of the population;
thus, they are represented by a small number of panellists. The small samples lead to significant
margins of error in estimated browsing; consequently, results are indicative only. Among groups
215

representing 5% or more of the New Zealand online population, New Zealand Europeans (at
66%) have the highest browsing level, while Indians have the lowest average pageviews and time
spent online. Some of this is driven by the dataset not capturing portable devices directly, with
survey results pointing to Web engagement being strongest among NZ Europeans and Asians
(Crothers et al., 2015, p. 27).
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As shown in the chart below, return rates vary from a minimum of 91.3% for Other
Pacific Islanders to a high of 96.6% for those identifying as Chinese or other ethnicities, value
marginally above the national average of 96.3%. Despite having five ethnicity groups that
account for less than 1% of the New Zealand population (and therefore a higher probability of
significant outliers), the correlation coefficient between reported domain pageviews and return
rates reaches a value of 0.71. The first metric and average reported domain frequency correlate
similarly (0.72). Expanding the analysis to total pageviews results in even higher correlation
coefficients (0.77 and 0.79) despite the high variability in reported domain pageview share.
Therefore, ethnic groups viewing more pages across reported websites or overall (e.g., Tongan or
Niuean) are significantly more likely to revisit reported domains in May-20.
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Chart 28. Reported domains revisit rates and pageviews by ethnicity
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Chart 29. Reported domains average frequency and pageview share by ethnicity
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The linear regression between average domains accessed and average pageviews per
domain (synonymous with frequency throughout this thesis) is weaker when analysed by
ethnicity, as shown in Chart 30, with an R squared value of 0.13. This is partly due to significant
outliers for both metrics that account for a small proportion of the online population: Other
Pacific Islanders (with an average frequency of 12 and average domains at 10) account for 0.1%
of all online New Zealanders and those that did not disclose their ethnicity (accessing on average
50 domains and with an average frequency of 16), also represent 0.1% of the population.
Removing both groups results in an R squared value of 0.22, slightly higher than the original one,
together with a regression line with a similar slope. These results should be considered indicative
only due to the low R squared value.
217

Chart 30. Average reported domains accessed and domain frequency by ethnicity
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7.2.3. Household tenure
New Zealanders living in a house they own without a mortgage have the highest average
pageviews and time spent online of all tenure groups. The result can be partly explained by the
higher level of browsing for older New Zealanders in this dataset, which have a greater
propensity to belong to this group (Homeownership rate lowest in almost 70 years. 2020).
However, averages by tenure have a relatively small degree of variation because these groups
include children living with parents. People in rented accommodation spend slightly more time
online than the average person but tend to view fewer pages, driven partly by viewing more video
content online (12% of the time spent online is done on reported video/movie platforms
compared to a national average of 10%).
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The relatively small variability in online browsing by tenure groups is also visible when
considering return rates and pageviews across reported domains, as shown in Chart 32. Due to the
small number of groups reported here and the minor fluctuation in results, correlation coefficients
are not a useful analytical tool and show a relatively weak relationship between pageviews across
reported domains and repetitive access (0.33 when considering return rates and 0.32 for
frequency). These increase slightly when considering all pageviews (to 0.47 and respectively to
0.48) but should be treated with caution due to the small variance in browsing.
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Chart 32. Reported domains revisit rates and pageviews by tenure
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Consistent with tenure results discussed in the current section, the linear regression line
displayed in Chart 34 is much shorter compared to some of the demographic groups reviewed
previously and has a very low R squared value. Therefore, the equation explains very little when
it comes to how different tenure groups engage in recurrent versus exploratory browsing across
reported domains. Tenure appears to have no impact on how New Zealanders use the Web,
potentially driven by price decreases for unlimited broadband connections.

Chart 34. Average reported domains accessed and domain frequency by tenure
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The current chapter aimed to provide a more granular view of fluctuations in overall Web
browsing and repetitive domain access to assess if they correlate. As access to respondent-level
data was not granted due to privacy concerns, the information available is based on demographic
groups. Results reflecting May-20 browsing (with out-of-home devices being estimated via
hybrid methodology) show that variables like region, household tenure or ethnicity do not lead to
significant differences in digital engagement. This is potentially because restricted Web access
(e.g., limited broadband plans or low speeds) is less of a problem in New Zealand due to
declining Internet connection costs and the prevalence of unlimited plans. However, this does not
detract from the digital divide debate as the Nielsen Online Ratings dataset provides no visibility
on people that are not connected to the Internet. New Zealanders with a low household income,
those unemployed or retired, spend much more time online and view more pages across a month
than the rest, potentially due to a higher amount of free time they can allocate to this activity and
against the original concept of the digital divide. For the other demographics included in the
analysis (age, gender, education, occupation, household income and household size together with
presence/age of children in the home), groups that view more pages across both reported domains
and overall are more likely to engage in repetitive online access (based on reported domain revisit
rates and frequency). In addition, applying a linear regression for the average number of reported
domains visited within the month and pageviews across each (i.e., frequency) leads to a slope of
around 1.0. Therefore, groups that visit one additional domain across the month also view one
more page across all platforms they access within the same period. Because the latter describes
all domains visited, this points to repetitive access driving higher levels of Web browsing to a
greater extent than exploratory behaviour, indicating again increased probability of belonging to
echo chambers or filter bubbles the more we engage with the Web.
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Conclusion

Research problem

The main objective of the thesis has been to assess whether people’s behaviour points to filter
bubbles or echo chambers appearing online by analysing whether New Zealanders are more
likely to expose themselves to content presented through the same lens or explore new
perspectives when accessing the Web. Past research on filter bubbles has been focused chiefly on
platform functionalities and algorithms, but users appear to have a stronger impact on what
content they engage with online. For example, people’s choices filter the News Feed content they
encounter to a greater extent than algorithm selections (Bakshy et al., 2015), and we focus on a
very limited number of results when using search engines (Edelman & Lockwood, 2011). Echo
chambers, where individuals are usually credited with generating them (Dubois & Blank, 2018, p.
729; Hayat & Samuel-Azran, 2017, p. 292), address this drawback. Nevertheless, they continue
to be researched across one platform or platform type (e.g., Facebook or social networks) rather
than all digital places we interact with. The challenge here is that billions of websites belong to
the accessible Web (The size of the world wide web. 2021), all of which are as easy to visit.
The constraint above is addressed in the current thesis by employing a metric considering
all domains people visit, namely website revisit rates. This metric reflects the proportion of
websites people visit that were accessed previously by the same individuals. Therefore, to
manage the vastness of online content readily available to all users, the current research is
focused on the extent to which New Zealanders engage in website revisits versus serendipitous
browsing. The first reflects the probability of us accessing the same online domains when going
to new places and is used as a proxy for exposure to the same algorithms, commercial objectives,
and opinions. The latter, indicating the likelihood of users going to platforms not visited prior, is
a proxy for exploring the Web. However, this can be a weaker relationship, as discussed later in
this section, because people might explore new online spaces belonging to the same opinion
sphere by following links. This type of analysis can ascertain if, despite all digital platforms
available, people have a stronger tendency to choose the familiar when accessing the Web, which
in turn points to people isolating themselves in filter bubbles or echo chambers due to seeking
and being repeatedly exposed to the same content, functionalities, and algorithms.
As mentioned in the introduction, the two terms are used interchangeably throughout the
thesis unless the focus is on algorithms instead of people’s choices when generating a tailored
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online world. This is because filter bubbles and echo chambers are difficult to disentangle and
can reinforce each other. Website revisits or return rates are typically explored within computer
science rather than media studies. Current research includes browsing and application usage on
mobile devices and points to smartphone browsing being more repetitive than PC browsing and
application usage having the highest return rate of all three types of online engagement (Tossell
et al., 2012). Additionally, more recent revisit studies focus primarily on aiding or forecasting
websites or applications people will return to (e.g., Jin et al., 2017; Leroux et al., 2013; Zemla et
al., 2015), suggesting the researchers could facilitate filter bubbles and echo chambers by helping
Web users return to the same digital places. This focus on facilitating revisits is driven by the fact
that returning to the same digital location is among “the most frequent actions in computer use,
and consequently any interface improvements in this area—no matter how small—can have a
very large effect” (Cockburn et al., 2003, p. 159). Employing filter bubbles and echo chambers
interchangeably when researching website revisits is still relevant because repeat access of the
same platforms can be generated simultaneously by algorithms or platform functionalities and
users seeking like-minded content.
The main methods for researching website revisits are user logs and surveys. The first
category relies on small and biased samples (usually IT employees, computer science students or
professors) or toolbar/clickstream data collection unable to identify between people using the
same device and browser. The second research method, based on surveys, is constrained by
people’s recall. However, it is more appropriate for identifying motivations and emotional states
connected to this type of activity. Based on the first methodology, Web browsing is a habitual
activity because return rates account for between 30% to 80% of all pages we view online. The
difference in results is mainly driven by the page level considered, ranging from full URLs (e.g.,
returning to the same page such as the same online auction on trademe.co.nz or using the same
terms when performing a search on the same domain) or grouped for platforms like search
engines (therefore defining different searches across the same platform as revisits). Additionally,
tabbed browsing increases return rates significantly when considering pages viewed rather than
loaded (Zhang, H. & Zhao, 2011) because it enables users to return to pages by switching tabs.
Survey-based studies conclude that people engage in this type of activity to view updated content
(driving higher return rates for pages that are updated more frequently), engage more deeply with
the page, or use the page as a navigational hub (Adar et al., 2009, p. 1387; Tauscher &
Greenberg, 1997, p. 113). When using portable devices, people state they engage in checking
habits, defined as “brief, repetitive inspection of dynamic content quickly accessible on the
device” (Oulasvirta et al., 2012, p. 105). On these devices, users access webpages or applications
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regularly to counteract boredom or to “cope with a lack of stimuli in everyday situations” and
become “aware of interesting events and social networks” (Oulasvirta et al., 2012, p. 107),
potentially the primary driver of higher revisit rates compared to PC browsing.

Summary of findings

The research constraints mentioned in the previous section are surpassed by analysing data
collected via Nielsen Online Ratings, a nationally representative panel employing both sample
quotas and weights for age, gender, and region. This panel collects information on the home PC
browsing of approximately 2000 New Zealanders each month based on pages viewed rather than
pages opened without being seen as the tracking software identifies websites that are in focus.
Nielsen uses the hybrid methodology (people panel and website tagging) to estimate access from
all locations (home, work, public access and mobile). Revisit rates are calculated at a domain
rather than individual page or URL level to make results more pertinent to filter bubble and echo
chamber debates. Consequently, accessing a new page on nzherald.co.nz after having visited the
same domain in the past is defined as a website revisit rather than serendipitous browsing. This is
different to the standard approach where people need to return to the same page, in the case of
nzherald.co.nz the exact article or website section, for it to be considered a website return. The
change is required to ascertain exposure to content recommended by the same algorithms or
produced using the same objectives or opinions and reflect people’s likelihood of assessing a
page as more relevant because it belongs to a specific domain (Ieong et al., 2012, p. 413).
Furthermore, it permits direct comparisons between platforms with different structures, for
example, social networks where users can engage in multiple activities via the same URL (e.g.,
infinite scrolling of their Facebook News Feed or messaging friends) compared to search engines
where each search requires accessing a new URL. This approach also allows direct comparisons
with digital application usage (where we can view different content on the same section of the
app) or other media (for example, exposure to the same TV or radio programmes and newspaper
or magazine editions).
Results based on this dataset, representing population estimates rather than unweighted
panellist data, show people’s browsing is even more repetitive than past research indicated due to
reporting revisits at a domain rather than URL level and the sample source used (nationally
representative rather than one comprised of students and university or IT employees). When
going to a new page, the probability it belongs to a domain New Zealanders have visited within
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the same month ranges from 93 to 94% across the 27 months of available data (Mar-18 to May20), with 6 to 7% accounting for serendipitous browsing or accessing new online platforms. The
small variability in results points to stable online recurrent access despite significant events
towards the end of the period analysed, namely the national COVID-19 lockdown between March
and May 2020. It is worth noting that a domain accessed in the previous month and visited for the
first time in the reported month is defined here as serendipitous browsing. Therefore, recurrence
rates across periods more extended than one month could be higher than the results reported in
this thesis because the probability of returning to the same platforms increases with time.
Repetitive online domain browsing also transpires when moving away from the standard
methodology based on pageviews to reporting it based on sessions and time spent revisiting
domains, two approaches that, as far as I am aware, have not been employed previously. The first
requires returning to the same online domain across different browsing sessions to be defined as a
revisit. This method minimises deep exploration within the same episode, an activity that
accounts for three out of four revisits based on results using a small sample (Herder, 2005, p. 4).
For example, viewing many pages belonging to the same platform when shopping online but
never returning to it once the purchase is made increases pageview return rates significantly.
However, it does not raise session-level recurrence rates because users do not revisit the domain
across different browsing episodes. When considering domains visited by at least 1% of the
Nielsen Online Ratings panel (group labelled throughout the thesis as reported domains, with this
data limitation driven by privacy concerns), the probability of us returning to an online platform
visited in a previous session within the same month ranges from 84% to 86% across the same 27
months. This is, on average, only 12% lower compared to pageview return rates across the same
platforms. Therefore, returning to the same domains across different browsing sessions
characterises a high proportion of our digital engagement.
The second method for assessing repeat access helps control for significant variances in
time spent per page across different domains, fluctuating by a factor of 58 in May-20. However,
it also requires collecting time spent on the platform when first accessing compared to revisiting
it, which is not included in data made available for this thesis. Presuming we spend the same
amount of time regardless of whether we access a reported domain for the first time or revisit it
leads to a return time on average 0.5% higher than pageview recurrence rates across the same
platforms. Revisit time decreases by approximately 0.3% for every 10% of additional time spent
when first accessing the platform. This assumption is necessary because we spend more time
when first visiting a page compared to when returning to it (Lehmann et al., 2013, p. 523;
Weinreich et al., 2008, pp. 15-16). Thus, increasing this threshold to 20% leads to approximately
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equal return time and pageview revisit rates. Raising this amount of time by 300% generates a
return time on average 8% lower than recurrence rates based on pageviews across reported
domains; thus, repetitive online browsing is also evident when considering time.
More popular platforms, domain categories and subcategories are revisited more
frequently by their audiences; therefore, niche platforms attract a small proportion of the online
attention and perform worse when it comes to returning visitors. For example, reported domains
belonging to the Search Engines/Portals & Communities category account for almost a third of
all time spent browsing, over a fifth of total pageviews, and have the highest return rate of all
categories. Because they comprise such a high proportion of browsing and are sites we often
return to, this provides support for past research on echo chambers and filter bubbles focusing on
search engines or social networks. Exceptions here are the Genealogy and Personals or dating
subcategories, which are often visited by a relatively small number of people, potentially due to
increased engagement with the two categories for a relatively small amount of time (e.g., until
reviewing all genealogy information available on one’s family). Other exceptions in the same
group are specific New Zealand online newspapers and a commerce website, accessed much
more frequently than their unduplicated monthly audience might suggest.
The dynamic above leads to a power-law distribution slightly more skewed towards top
domains for return share compared to pageviews share. These distributions could be interpreted
as proof against filter bubbles and echo chambers because we congregate more frequently around
the same digital places to potentially view the same content (with return rates being a direct
function of frequency of access as discussed in Chapter 5). The metric does not provide visibility
on what people engage with on each platform they access; for example, some might return to the
same social networks or search engines to source information contrary to our views. The
literature review in chapters two through to four reflects the main strategies we rely on for finding
information online, and a historical progression on filter bubbles research (following links, using
search engines and social networks) dispels this hypothesis. Instead, platform algorithms and
functionalities, as well as how we choose to employ them, point to us seeking and being exposed
to like-minded content and connecting more often with people belonging to our own opinion
sphere.
In addition to the dynamic above, increases in pageviews at an overall level (referenced in
Chapter 6) or across specific demographic groups (analysed in Chapter 7) are linked to higher
return rates. This relationship suggests that deep engagement with a limited set of domains rather
than exploring the digital space increases overall Web engagement. Linear correlation equations
reported in Chapter 7 point to people viewing one additional page across all domains they visit
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for each new platform accessed within the same month. This is valid for demographic categories
linked to higher fluctuations in Web browsing, namely age and gender groups, education,
occupation, household income, household size, as well as presence and age of children at home.
The correlation is much weaker for the remaining variables available in this dataset (region,
ethnicity, and household tenure), driven mainly by a slight variability in overall digital
engagement across demographic subgroups available here.
This link discussed above can be somewhat disappointing because spending more time
online minimises that allocated to other activities such as engaging with other media or
connecting face-to-face with friends and family. While ensuring filter bubbles or echo chambers
do not manifest online is also a method against fake news (as these would be identified as such
by digital users exploring different interests and opinions when browsing the Web), results
suggest a somewhat negative dynamic: when we choose to allocate more time for online
browsing, rather than exploring the many corners of the Web, we have a higher propensity to
return to the same online locations, and therefore to be exposed to the same algorithms,
objectives and opinions.

Implications

Not acknowledged in current filter bubble research is that people act as powerful filters of digital
content and significantly impact their online browsing. We can always choose to explore the Web
and encounter opinions dissimilar to our own regardless of personalisation algorithms employed.
This choice helps us escape “a static, ever narrowing version” of ourselves that Pariser calls “an
endless you-loop” (2011b, p. 16) and represents a normative concern of this thesis that guiding
people into ever narrower information bubbles or echo chambers is detrimental to society.
Nevertheless, results discussed in the sixth and seventh chapter, extending website return rates
research usually carried out in the computer science area to media studies, portray Web users as
highly habitual despite the possibility of exploring the digital space indefinitely. Moreover, the
more we browse the Web, the higher the likelihood of us returning to the same platforms. This
increases our exposure to the same algorithms, interests, and opinions, and therefore the
probability of encountering highly personalised digital worlds. By spending more time online, we
allocate less of it to spontaneous experiences or serendipitous encounters outside the digital world
such as face-to-face discussions, reading newspapers or watching television, potentially further
limiting our exposure to different or divergent opinions.
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The link between popularity and recurrent access discussed in sections 6.4 and 6.5 allows
us to decode echo chambers and filter bubbles as reinforcing loops: our online behaviour is
repetitive when it comes to accessing online domains, and we usually visit more popular domains
more frequently, making us more susceptible to the same commercial interests, opinions, and
algorithms. This dynamic could be somewhat disappointing considering the Web is an
environment where we can always go to new platforms. Instead, it emerges as an ecosystem
where repeated exposure to the same type of information can lead to highly tailored digital
worlds. Nevertheless, it also provides power to platform owners to minimise filter bubbles or
echo chambers: we frequently congregate around more popular platforms (mainly search engines
and social networks); therefore, owners can decrease algorithmic personalisation for their
audiences to be exposed to various viewpoints on the same topics or new areas altogether. For
example, in the case of a user engaging with content mostly belonging to the political right,
algorithms might suggest opinion pieces belonging to the political centre or left, as well as nonpolitical information. However, this strategy could make users engage less with the platform and
become less predictable, leading to lower revenues in the case of platforms relying primarily on
advertising. The final decision rests with us because we can always choose which domains to
access or revisit despite their popularity or personalisation algorithms employed. We can also
choose to directly support platforms or content providers that expose us to new information via
micropayments or subscriptions, bypassing negative consequences stemming from the attention
economy.
By repeatedly going to the same websites, we are handing over the power to inform us to
a limited number of entities, creating a personal oligopoly over who decides what we are made
aware of. According to Eli Pariser, algorithms rather than users generate the repetitive access
visible in results discussed in the current thesis:

Personalized filters play to the most compulsive parts of you, creating <compulsive media> to get you
to click things more. (…) The faster the system learns from you, the more likely it is that you can get
trapped in a kind of identity cascade, in which a small initial action (…) indicates that you’re a person
who likes those kinds of things. This in turn supplies you with more information on the topic, which
you’re more inclined to click on because the topic has now been primed for you. (2011b, p. 127)

The tailored online world described above reflects my personal experience with the Web,
notwithstanding deleting my browsing information when closing the browser and not logging
into platforms unless required for accessing specific sections. Despite these measures impeding
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YouTube to track my viewing and personalise recommendations, I receive the same or similar
video suggestions across different browsing sessions after only a couple of clicks on the platform.
The trigger here might be the personalisation algorithm that requires little user information to
provide similar suggestions, but my automatic seeking of videos belonging to the same interest
categories could also be a significant factor. Moreover, this repetitive access may well
characterise intrinsic human behaviour rather than new functionalities introduced by the advent of
the Web because similar patterns are evident when accessing physical or digital locations in
online games (Cao et al., 2018; Thawonmas et al., 2011) as discussed in Chapter 5.
Another implication of these results is that the standard approach when reporting website
results needs to be tailored to research objectives. Firstly, returning to the exact webpage is
relevant when assessing whether it is used as a hub for exploring the platform it belongs to but
has less impact when understanding browsing behaviour across the entire Web in the context of
filter bubbles and echo chambers. Consequently, the current thesis adapted the metric to assess
platform rather than URL returns to gauge exposure to the same algorithms and owner objectives.
Additionally, because deep browsing across the same domains within the same session drives a
significant proportion of returns (Herder, 2005, p. 4), a new metric is used to estimate recurrent
platform access across different browsing episodes. Furthermore, pageviews do not necessarily
provide a like-for-like comparison across different platforms when considering the differential in
time spent per page across reported domains (varying by a factor of 58 in May-20) and the
different ways in which social networks are accessed compared to search engines (allowing most
functionalities via the same page versus generating visits to new pages whenever a new search is
done). This is addressed by proposing another metric for reporting on repeat access, revisit time.
Domain-level return rates appear exceedingly stable based on results across 27 months of
data made available in this thesis (Mar-18 to May-20). This constancy occurs despite events such
as the COVID-19 pandemic and the first national lockdown, when online engagement increased
marginally, with slight uplifts in revisit rates as well. Session-level return rates, revisit time, and
category-level return rates are also surprisingly stable at an overall online population level in the
period analysed. In the context of repetitive online behaviour, some scholars “expect that tools
that enable serendipity, that will help us stumble on unexpected and helpful information, will
become as important a utility as search engines and social networks are today” (Zuckerman,
2013, p. 239). This is potentially a measure against the current focus on personalisation
algorithms and enabling quick refinding of digital places, shifting the balance towards
encountering extensions of ourselves rather than different opinions and new interest areas.
Regardless of Web functionalities available and the ability to quickly change them, the implicit
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call in this thesis is to make us aware of how our behaviour can lock us in echo chambers and
filter bubbles and ideally minimise their occurrence by allowing more serendipitous encounters.

Contributions

This thesis contributes to current research in the filter bubbles and echo chambers areas via
theoretical, practical, and methodological improvements. The main theoretical contributions are
broadening the current definition of filter bubbles and including website revisits in filter bubble
and echo chamber debates. The first is needed to acknowledge that algorithms are not the sole nor
necessarily the most impactful entities filtering digital content. Other entities likewise influencing
the content we encounter online are Web users, devices employed, and objectives programmed in
algorithms. For example, past research highlights that users have a higher impact on the content
they are exposed to online compared to algorithms (Bakshy et al., 2015); therefore, we need to be
acknowledged when debating filter bubbles. Furthermore, we use PCs and smartphones
differently when browsing the Web (e.g., Tossell et al., 2012; Vassio et al., 2018; Zemla et al.,
2015), leading to different results based on the devices employed. Likewise, intent programmed
in algorithms such as maximising clickthrough rates could lead to different outcomes, such as
exposing people to increasingly more polarising content (John Brockman: Possible Minds.2019)
or content from the opposing side that increases rage. Additional elements can be added to this
broader definition of filter bubbles to adapt it to the ever-expanding and changing Web. The
second theoretical contribution of this thesis is analysing return rates, usually researched within
computer science, using a media studies lens within the context of echo chambers and filter
bubbles. The approach provides visibility across one’s full browsing and is not reliant on recall;
therefore, it provides a more comprehensive view of both dynamics than past research.
Website return rates are reported as a percentage reflective of all pages people engage
with. However, they are a direct function of how often we return to the same digital places or
average frequency, not referenced in research until now. This is detailed in section 5.1 and
represents the practical contribution of this thesis. Website revisits can range from 0% to values
approaching but never reaching 100%. Average frequency, instead, has no upper bound because
we can access the same places indefinitely. With these two metrics behaving differently,
acknowledging the link between them allows scholars to use either or both when assessing
correlations between metrics as carried out in the final two chapters of the thesis.
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One of the methodological contributions of the thesis is reporting return rates using a
nationally representative sample of around 2000 panellists, also enabling subgroup analysis by
demographic groups carried out in the last chapter. The approach is dissimilar to the small and
biased samples or toolbar data that cannot be linked directly to the same person using the device
employed in standard revisit research reviewed in the fifth chapter. A second methodological
addition to the current revisit literature is defining return rates at a domain rather than URL level.
This approach is a better reflection of the current Web for many reasons. Firstly, personalisation
algorithms employed at an overall platform level lead to people visiting the same URL potentially
being offered different content, making URL-level access less relevant. Furthermore, users are
susceptible to domain bias or the tendency to believe the relevance of a particular page is driven
by it belonging to a specific domain (Ieong et al., 2012, p 413). Moreover, domain-level return
rates are not susceptible to pre- and post- URL parameters used to collect user information and
help normalise differences across different website structures. An example for the latter is how
search engines are employed compared to social networks: each search generates access to a new
pageview compared to infinite scrolling and different functionalities on the likes of Facebook via
the same URL. Another methodological contribution is reporting return behaviour based on time
and accessing the same domain across different browsing sessions. Return behaviour in current
research is usually reported based on pageviews, which does not consider differences in time
spent engaging with pages (e.g., spending hours on the same social network page compared to a
couple of seconds reviewing one page of search results). Reporting on return time in section 6.7
partly addresses this. We can likewise view many pages belonging to the same domain within the
same session without returning to it afterwards, which drives return rates based on pageview. A
metric proposed in section 6.6 of this thesis is session-level return rates, which would define the
behaviour as serendipitous browsing and only considers returns as reaccessing the same platform
across different browsing episodes.

Limitations of current research

At a broader level, the primary constraint with the approach used in the current thesis is that it
does not provide visibility on content people engage with on the domains they access. Platforms
such as search engines or social networks can be used to explore infinitely, but any return to the
same platform is defined as a revisit rather than serendipitous browsing in this analysis. Research
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highlighting that algorithms and user dynamics lead to a narrow use of these platforms is
reviewed in the third and fourth chapters to address this constraint. Another related limitation is
that people can visit new online platforms belonging to the same ideological groups, for example,
by going from one blog to the next via following links placed on them. As mentioned in Chapter
2, these links have a high probability of belonging to the same political side (Adamic & Glance,
2005; Hargittai et al., 2007). Therefore, what is defined here as serendipitous browsing could be
repeated exposure to the same perspectives across multiple new domains. However, due to the
high monthly domain-level revisit rates identified in the Nielsen Online Ratings dataset, this is
less of a concern compared to the first shortcoming.
Other limitations linked to the dataset used in this thesis, Nielsen Online Ratings, also
referenced in the sixth and seventh chapter, are the lack of access to panellist-level data. This is
due to privacy concerns, as some panellists could be identified based on their browsing. Access to
these results would permit assessing the relationship between total pageviews and repeat visits to
the same domains at an individual rather than demographic subgroup level in Chapter 7. This data
would also allow reporting of all results across full browsing activity rather than across platforms
visited by at least 1% of the panel used in most analysis sections (also driven by the need to
maintain panellist privacy). However, as displayed in Chart 10 of Chapter 6, people are less likely
to return to these digital locations compared to domains visited by 20 or more panellists (which
are reported individually). This pattern reflects the link between popularity and return rates across
reported domains uncovered in section 6.5 (where digital locations accessed by a small group of
people are also revisited less often), therefore should not materially change the dynamics
uncovered in the final two chapters of the thesis.
The lack of direct measurement of portable and work device activity, which account for a
significant proportion of overall browsing, is another constraint of the dataset used. For this
reason, the seventh chapter moves away from stating that specific demographic groups have more
repetitive browsing and are therefore more likely to belong to echo chambers and filter bubbles.
For example, browsing and return rates are lower for people aged under 35 in the Nielsen Online
Ratings data; however, this group of people uses their smartphones to a much higher degree than
the average New Zealander (Boyte, 2016; Boyte, 2018). Furthermore, smartphone browsing and
application usage appear to be more repetitive compared to PC browsing (Tossell et al., 2012).
Therefore, this age group might have higher revisit rates overall. More generally, these results
reflect New Zealanders’ browsing excluding applications; therefore, they might not be
generalisable for countries with a different digital history or online controls (e.g., China’s Great
Firewall).
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Future research

The results included in the final two chapters of the thesis reflect how New Zealanders browse
the Web, which might be dissimilar to other countries. One of the avenues available for
developing the current research is to assess domain-level return rates across other nations, ideally
including ones with a different digital history to New Zealand. This can be achieved if similar
panels are employed to track online browsing, leading to results directly comparable to those
included here. Another research direction is understanding how revisit rates across online
platforms vary across devices such as smartphones, tablets, PCs, or smart TVs. This difference
was tackled to some extent in past research (e.g., Zemla et al., 2015), but the small sample used
makes the results difficult to generalise or to analyse at a sub-group level. The analysis suggested
here can identify if, for example, we return to the same places more often via devices we use
more frequently or if our serendipitous browsing is mainly done on specific devices.
Due to the primary metric used in this analysis, website revisit rates, not providing
visibility on the actual content users engage with, this type of research can be supplemented with
link pattern analysis. This method allows us to understand whether domains accessed frequently
and those visited less often are strongly connected and more likely to belong to the same opinion
sphere. For example, what might be at first sight classified as serendipitous browsing could be
accessing a page strongly linked or belonging to the same political orientation as a domain visited
often. However, due to the high proportion of repetitive access (93% to 94%) rather than
serendipitous browsing (ranging between 6% and 7%), this method would minimise the latter to
some extent, leading to even higher exposure to similar content and therefore opportunities for us
belonging to filter bubbles or echo chambers.
Content analysis across all platforms accessed can also further develop our understanding
of when and how we lock ourselves in filter bubbles or echo chambers, especially when it comes
to content aggregators such as search engines or social networks. While past research referenced
in the first four chapters of this thesis shows that like-minded content and users tend to cluster
into homogenous groups, this analysis would leave little doubt on this topic across someone’s full
online browsing. Because belonging to filter bubbles or echo chambers is not a black and white
area but a progression, with some people more likely to belong to them, research at an individual
user level is another research avenue relevant here. This can assess differences between habitual
browsers and those that engage in serendipitous browsing more often.
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The above, together with analysing referrals for serendipitous browsing or how people
arrive at domains they did not access previously, can supplement results reported in this thesis by
understanding what sparks this type of activity. Furthermore, another research avenue is assessing
the likelihood of new platforms becoming part of one’s regular website repertoire. Ideally, our
online browsing should be malleable to some degree and allow for changes across time, such as
discovering new interest areas. Research could also seek to understand what drives increased
serendipitous browsing. For example, whether we are more likely to engage in serendipitous
browsing in specific parts of the day or the year or when experiencing new life events. While this
analysis has not been carried out yet, it could provide insights on whether we are more receptive
to new information across the entire day or at specific times, or when going through significant
changes. Also, assessing what proportion of new visited websites are part of categories the user
was not exposed to previously can further refine the notion of serendipitous browsing by
identifying if or when we explore areas outside our current interests.
Reflective of cultural markets research referenced in sections 4.21 and 4.22 by Salganik et
al. (2006, 2008, 2009), future research can employ experimental conditions to assess if and to
what degree personalisation algorithms influence returns to the same online platforms and
exposure to like-minded content. This can be achieved by randomly assigning users to either a
control situation lacking personalisation or to different conditions using varying levels and types
of personalisation (e.g., based on location or past browsing behaviour). The approach
recommended here could also accurately assess whether filter bubbles rather than echo chambers
occur online as digital tailoring would be the sole variance between the control and experimental
conditions.
Repetitive access appears to be an intrinsic human behaviour considering people’s
mobility patterns are relatively like digital returns, as referenced in the fifth chapter of this thesis.
Future research in this area could ascertain if we are more repetitive when engaging with other
media such as television, radio, or print. For the data to be consistent, it would need to assess
repetitiveness at a TV/radio programme level rather than the entire TV channel because different
programmes broadcast by the same channel address different viewer needs (e.g., informational
versus entertainment). Another area that can help develop the current research referenced in
passing by Eli Pariser (2011b, p. 9) is understanding whether other people’s use of the Web
influences what we are exposed to online. This is because choosing to visit or link to a website,
buy a product online, or write an online review can create positive feedback loops not just for us
but also for other users defined as similar by personalisation algorithms. Acknowledging that our
choices influence what other people are exposed to online can refine the filter bubble and echo
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chamber metaphors as our online behaviour might lock other people into highly personalised
digital worlds. This area is outside the scope of this research project but worth considering when
browsing the Web because being predictable and not challenging algorithmic recommendations
can make Web platform owners feel more confident they are providing what customers want.
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Appendices

Appendix 1. May-20 online population demographic profile (remaining

variables available)

Chart 1. Education

University Other Tertiary
School
Graduate Qualification Certificate /
NCEA Level 1

Chart 2. Occupation
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Chart 3. Household income
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Chart 4. Household size & presence of children in the household
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Chart 5. Ethnicity (incomplete results)
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Chart 6. Household tenure
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Appendix 2. Trended revisit rates by category (reported domains)
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Appendix 3. Return time estimates (reported domains)
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Appendix 4. May-20 return time by demographics (reported domains)
Chart 1. Age and gender
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