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Abstract

Reinforcement learning (RL) is a powerful framework for sequential decision making

under uncertainties. In its setting, an agent interacts with the environment to pursue

a policy to maximise the long-term rewards. RL agents are prone to unexpected

behaviours if the reward function is misspecified. This motivates the problem called

inverse reinforcement learning (IRL), which aims to acquire a reward function from

expert demonstrations. Beyond single-agent cases, multi-agent RL and multi-agent

IRL extend RL and IRL to the multi-agent setting by incorporating notions and tools

from game theory. Multi-agent RL (MARL) aims to find policies for all agents

that constitute an equilibrium. Inversely, multi-agent IRL aims to infer the reward

function for each agent from demonstrated equilibrium behaviours.

The buildup of the theoretical foundations of RL dates back to three decades ago,

which involves mathematical concepts and tools from multiple fields such as control

theory, optimisation and statistics. The last decade has seen a surge of industrial

applications of RL, e.g., recommender systems, autonomous driving and behaviour

prediction. Recently, with the advances in deep learning, RL becomes promising in

tackling problems that are much more complex than ever before. However, despite

the advances in RL and IRL in recent years, several challenges remain. In this thesis,

following the thread that the agent number grows from one to a multitude and finally

approaches a large number, we study a series of important questions and contribute

new algorithms to resolve them.

First, for the single-agent case, we investigate the well-known exploration-

exploitation trade-off issue in environments with high-dimensional state representa-

tions and non-linear reward functions. We propose a novel multi-armed contextual
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bandit algorithm that achieves a good trade-off in this complex environment setting,

which was previously challenging to handle.

Then, for the multi-agent case, we develop an MARL algorithm that can re-

produce the emergence of structural norms in multi-agent systems where agents

are connected in a networked manner, i.e., the formation of particular structural

properties as a function of agent interactions. Our method bridges the gap between

structural norms and MARL as existing approaches for norm emergence either

ignores the structures in multi-agent systems or fail to analyse structural norms on

the ground of MARL.

Lastly, for the many-agent case where the number of agents is far more than two.

We study IRL for large-scale multi-agent systems, which has long been intractable

due to the curse of dimensionality. To achieve tractability, we adopt mean field

games as the model for multi-agent systems. We propose two novel IRL algorithms,

which we collectively call mean field IRL. The first algorithm builds the theoretical

foundations and justifications for IRL in mean field games; while the second algo-

rithm offers an efficient probabilistic framework for reward inference in mean field

games. These two algorithms transfer IRL to mean field games both theoretically

and practically, broadening our scope towards modelling purposeful behaviours for

large populations.

We empirically evaluate these new algorithms on simulated and real-world

scenarios, including recommender systems, simulated social interactions and simu-

lated economic problems. Experimental results justify the effectiveness of these new

algorithms and demonstrate their outperformance over the existing methods in the

literature.
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Chapter 1

Introduction

“We can only see a short distance ahead, but we can see plenty there that needs to

be done.”

— Alan Turing (Computer Scientist, 1912 – 1954).

Acquiring knowledge through interactions with the external environment is

probably the most natural idea when we think about the essence of learning. Imagine

that an infant learns to stand or walk, who requires no supervision from adults but

can perceive the effects of her gestures and positions. Through a period of trials

and errors, she can learn how to adjust her gestures and eventually master the skill

of standing and walking. In fact, interactions with the environment are the primary

source of information and knowledge that humans and animals obtain from nature.

For example, when we drive vehicles, play video games, and manipulate robots, we

can perceive the effects of our actions and then leverage these effects to refine our

strategy to react. Exercising the learning from interactions triggers the thinking of

how to act optimally, the causality over actions, and relationships among the history,

the present and the future.

Taking a computational view and adopting the perspective of an artificial intel-

ligence researcher, designing and evaluating an intelligent machine that can solve

the learning problem by interacting with environments is called the reinforcement

learning (RL). It learns how to react to the environment, i.e., taking action in a

particular situation, so as to maximise real-valued reinforce signals, which are called
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the rewards. RL is a goal-directed learning paradigm in the sense that the goal of a

task can be perfectly interpreted as maximal rewards. In many scenarios, specifying

reward functions is obvious. For instance, in chess games, our goal is to beat the

opponent. So we can define the reward in such a way that we get a positive reward

if we eventually win the game; otherwise, we get a zero reward. However, it is

challenging to design good rewards that can capture all critical aspects of the task

in many real-world applications. One example is autonomous driving, where it is

challenging to design a good reward signal as a car trained under imperfect reward

signals may lead to catastrophic danger for traffic in reality. It is thus important to

consider how to automatically design good reward signals that can adequately guide

a RL agent to the goal of a task. This motivates the problem of inverse reinforcement

learning (IRL), which aims to automate reward design using “good demonstrated

actions”. A straightforward example of “good demonstrated actions” in autonomous

driving is the driving trajectory provided by a human driver. IRL can be considered

an inverse problem or a complement of RL because the recovered reward signals can

then serve as eligible rewards in RL.

RL and IRL have progressed fast during the past two decades and have played

a vital role in contemporary machine learning and the broader artificial intelligence

society. However, accompanying the advances are unsolved fundamental issues

and newly emerging challenges. In this thesis, we attempt to resolve a series of

representative key challenges in RL and IRL. This chapter presents a panoramic

view of both RL and IRL, points out existing issues and challenges, highlights our

contributions to the field, and introduces the organisation of the thesis.

1.1 Reinforcement Learning

Reinforcement learning (RL), learning how to react to situations, is an essential

machine learning paradigm dedicated to understanding and automating sequential

decision making (Sutton and Barto, 2018). It not only mathematically formalises the

problem of sequential decision-making but also studies the solution algorithms and

provides a framework for evaluation and analysis. The subject of learning in RL is
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often called an intelligent agent, an entity that perceives environment through sensors

and act upon that environment (Padgham and Winikoff, 2005). RL is distinguished

in its unique learning paradigm: learning by interactions, i.e., the agent continuously

refines its strategy to take actions through trial-and-error (Young, 2009) so as to

maximise a real-valued reward signal. Trial-and-error – repeating attempts until

success or manual termination – is the most natural solution to a problem, which

makes RL not only simple in intuition but natural in philosophy. What makes RL

challenging, in theory, is the delayed reward: the action at present can be affected

by the previous actions and can influence the rewards in the future (Murphy et al.,

2001). The trial-and-error learning and delayed reward characterise RL and deeply

direct the design of RL algorithms.

RL is distinct from supervised learning (Liu, 2011), which is the most widely

used learning paradigm in the research of machine learning. Examples include face

recognition, image classification and natural language translation. In supervised

learning, we are given a set of labelled data drawn from some distribution, and the

aim is to train a model that can generalise towards unseen data drawn from the same

distribution. Each piece of data describes a specific situation, and the corresponding

label represents the correct action for this situation. In RL, however, the data is

collected by the active interactions with the environment rather than provided by a

human. Moreover, an RL agent is not supervised by an external entity via labels.

Instead, its strategy is reinforced by the reward signals. In the interactions with the

environment, it is often infeasible to observe all situations and all desirable actions

in a situation. This character requires the agent to learn from experiences, which

identify the uniqueness of RL. RL is distinguished from unsupervised learning

(Barlow, 1989) as well. In unsupervised learning, a set of data is also given but

without labels. The objective is to learn the hidden structure in the unlabelled data.

A typical example is to use K-means to partition a set of data points into several sets.

Learning hidden structures is also helpful in RL, but it cannot completely address

maximising the rewards. In this sense, besides supervised and unsupervised learning,

RL is often considered as the third paradigm of machine learning.
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The critical uniqueness of RL is that it frames the whole problem as a goal-

directed agent interacting with the environment under uncertainty. This sets RL

apart from supervised and unsupervised learning mentioned above and even the

broader artificial intelligence methods, which often consider specific problems but

fail to assemble solutions to these subproblems to solve a general problem. Also, the

uncertainty of the interactions makes RL different from planning methods, where the

environment is known in advance. Although the goal can be general in planning, the

inability to handle uncertainty prevents it from handling real-time decision-making

tasks.

RL is a multidisciplinary research field that is tightly connected to other scien-

tific and engineering subjects. It is deeply rooted in psychology and neural science

as the framework of learning from interactions is originally inspired the biological

learning systems. Therefore, RL is the most natural among all machine learning

paradigms because it imitates how humans and animals learn from nature. Techni-

cally, RL captures a trend of tighter integration with control theory (Recht, 2019),

statistics, optimisation and other mathematical subjects. In the body of this thesis,

we formalise the problem of RL and describe our proposed new algorithms using the

language style of control theory. We also demonstrate the application value of these

new algorithms in real-world problems of diverse subjects, including recommender

systems, social behaviour predictions, and marketing strategies in economics.

RL formalises the interactions between the agent and the environment using

a framework consisting of the following elements: a policy, a reward function, a

value function and a environment model.

A policy is a mapping from situations, often called states, to actions, i.e., it

directs an agent what to act in a situation. The policy plays a core role in RL as

the policy alone can determine the behaviour of an agent. A policy can be either

deterministic, i.e., a mapping from the state space to the action space, or stochastic,

i.e., taking input as a state and outputting a distribution over actions.

A reward function evaluates the quality of action in a state (Singh et al., 2009).

It indicates the goal of RL in the sense that the ultimate goal of RL is to find a policy
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that maximises the cumulative rewards. The reward function is the key to RL as

it determines whether we can adequately capture the goal of a task. An unsuitable

reward function can lead to a policy that deviates from the desired goal.

A value function predicts the rewards for an action taken in a specific state in

the long run. Unlike the reward function that specifies the immediate rewards of an

action, a value function evaluates the long-term cumulative rewards by considering

the possibly encountered future states and rewards of actions in these states. The

value function can reflect the “real quality” of an action, whereas the reward function

cannot. The reason is that an action with a low immediate reward may lead to

beneficial states where actions have high rewards, and reversely, an action with high

immediate reward may result in the following states where actions have poor rewards.

Thus, maximising the long-term rewards can be interpreted as finding the optimal

value function, which guides us to optimise the policy for the task at hand. Refining

the policy through increasing the value function is an entry point to RL, which is

called the value-based RL. While optimising the value function is not the only option

to solve RL problems, we may alternatively directly construct a model for the policy

and optimise such a model. We call such methods policy optimisation RL. Many

modern policy optimisation methods also involve value function estimation in order

to evaluate how good the policy is in the runtime.

A environment model determines how the environment changes as a function

of the agent’s behaviours. Such changes generally come under uncertainly. When

the agent takes an action, the state of the environment changes accordingly with

probabilities. The agent has no awareness of the environment model, and it can

choose to learn the model while interacting with the environment. Note that learning

the model is not necessary for a RL agent. Depending on whether learning the model

or not, RL methods can be classified into two categories: model-based methods and

model-free methods. In model-based methods, the agent learns the environment

model explicitly. Once a model is learned, we no longer need the interactions with

the environments as we can derive any information by querying the predictive model.

Model-free methods, instead, sidestep the learning of the model and directly optimise
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the policy. Model-free methods are more flexible if simulating the environment is

accessible and cheap. In practice, the border between model-based and model-free

methods is often blurred.

1.2 Multi-agent Reinforcement Learning

So far, we interpret RL as that an agent learns through interacting with the en-

vironment. Although the single agent-environment model can characterise many

decision-making problems, it cannot capture a broader range of real-world scenar-

ios involving multiple agents. One example is the chess game where two players

compete with each other. When one player decides to move, he needs to consider

the rule of chess, i.e., the environment and how the opponent will move due to his

move. Another example is the carrying robot systems, where many robots work

collaboratively to move a heap of goods to the target place. Each robot is equipped

with some sensors to detect the neighbourhood to find optimal route planning. For

each robot, what they sense are the obstacles and the position of all other robots.

When planning the optimal route, an individual robot thus needs to consider the

routes of all other robots. Such a system where multiple agents coexist and interact

is called a multi-agent system (MAS), i.e., a computerised system composed of

multiple interacting intelligent agents. In MASs, the policy and rewards of one

specific agent depend not only on the environment but also on all other agent’s

policies. In this sense, each agent faces a non-stationary environment. This makes

the analysis of multi-agent systems much more challenging as agents may have

different or even conflicting reward functions. To model an MAS, we thus need to

consider the influence of every other agent’s policy on one agent’s policy and vice

versa. This motivates a vital branch of RL, multi-agent reinforcement learning

(MARL) that is dedicated to MASs.

In MARL, the learning of decision making is reinforced between every agent

and all other agents. That is, an agent needs to consider all other agent’s actions,

either implicitly or explicitly. According to the level of conflict among agents’

rewards, the environments of a multi-agent system can be classified into three types,
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cooperative, competitive and mixed cooperative-competitive. As its name implies,

all agents in cooperative environments share the same reward functions, i.e., they

work together to achieve the same goal. An example of a cooperative MAS is the

aforementioned carrying robots system, where the common goal of robots is to move

all of the goods to the destination position. The research objectives of MARL for

cooperative MASs lie largely in how to coordinate multiple agents to succeed in

reaching the shared goal. Due to the simple structure of rewards, cooperative MASs

have received great attention, and many efficient algorithms for coordinating agents

have emerged.

In competitive MASs, in contrast, the sum of all agents’ total rewards is a

constant, which implies the other agents’ rewards would decrease if one’s increases.

In this sense, agents compete to gain rewards from all others. One example is the

chess game, where there can only be one winner. In real-world scenarios, we often

encounter mixed cooperative-competitive cases where cooperation and competition

coexist. As a result, optimising the rewards of a specific agent is no longer suitable

to define the goal of learning. Instead, the optimal notion shifts from maximising

one agent’s rewards to achieving a “balance” over rewards of multiple agents. Such a

balance is called a equilibrium point in game theory. A widely adopted equilibrium

concept is the well-known Nash equilibrium which is a joint policy of agents such

that no one can get a reward gain by unilaterally changing its own policy.

In this thesis, we put our focus mainly on the more general mixed cooperative-

competitive MASs. With the optimal notion shifts, there is a change of evaluation

criteria for MARL algorithms. In single-agent RL, we only care about whether

a learning algorithm can lead to a maximum of the agent’s reward. The situation

becomes more complex in MARL as we are simultaneously optimising all agent’s

policies. Thus, we have two natural considerations in MARL: (1) whether a learning

process can terminate or not; (2) if it terminates, would it terminate at an equilibrium

point? More formally, these two considerations correspond to two evaluation criteria

for MARL, convergence and rationality, respectively. An MARL algorithm is

said to converge if all agents’ policies become convergent after sufficient rounds
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of updates. Based on the convergence, the criterion of rationality further requires

that the convergent policy of an agent is a best response to all others’ policies

reflected by the maximised rewards. In particular, when every agent’s policy us a

best response to all others’, an Nash equilibrium is reached. These two criteria guide

the design of MARL algorithms. However, satisfying two criteria simultaneously is

generally challenging due to the difficulty of solving a game (Daskalakis et al., 2009).

Algorithms that satisfy both criteria are guarantee to exist for games with particular

assumptions (Hu and Wellman, 1998). For example, many convergent and rational

algorithms for cooperative games and competitive games have been proposed. As

for games in the mixed cooperative-competitive setting, however, it remains unclear

whether a convergent and rational algorithm exists or not (Hu and Wellman, 1998).

Although many challenges remain unsolved in theory, both single-agent and

MARL have already achieved exciting and promising applications. Single-agent

RL methods have long been applied in control and planning tasks, e.g., real-time

Helicopter attitude control (Abbeel et al., 2007), mechanical arm manipulation

(Nageshrao et al., 2014) and route planning for robot control (Zhang et al., 2015).

With the rise of deep learning, deep neural networks have been incorporated into RL,

enabling us to use RL to handle high-dimensional and continuous states/actions tasks.

The same trend applies to MARL. Conventionally, MARL methods are used to solve

simple multi-player tasks, such as multi-player card games (Matsuno et al., 2001)

and coordination among a handful of robots (Buşoniu et al., 2010). With the help

of deep neural networks with high expressive power, modern MARL methods are

now widely used to solve more complex multi-agent tasks, e.g., playing multi-player

real-time strategy videos games (Vinyals et al., 2019), controlling traffic systems

with millions of vehicles (Zhang et al., 2019b) and simulating social interactions

(Jaques et al., 2019).

1.3 Inverse Reinforcement Learning

The central factor to RL is the reward function, as it defines the ultimate goal of a

decision making task. In RL, we always expect that the reward function can properly
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guide the agent to the completeness of a task. For example, in a chess game, we

can define a reward function so that the agent gets a positive reward if the agent

eventually wins; otherwise, the reward is zero. Reinforced by this reward signal,

the agent is guaranteed to find a policy to win the chess if the chess does not allow

the draw. However, RL agents are prone to unexpected behaviours if the reward

function cannot capture all aspects of the task. In many real-world applications,

manually designing reward functions can be challenging as it requires human domain

knowledge. Take autonomous deriving as an example, where the driving of an

autonomous vehicle is affected by many factors such as obstacles, pedestrians, traffic

lights, weather, the road gradient, etc. A severe collision may happen if a reward

function does not take all of these factors into account. On the other hand, manually

designing a reward function that captures all these factors is challenging. We thus

ask for a method that can automatically find a suitable reward function.

What gives us hope to automatically learn a suitable reward function is an

observation that in many real-world scenarios, we know how to react in different

situations using our experience, but we do not know how these experience explicitly

helps us to react. In other words, it is cheap to get access to lots of good human expert

behaviours instead of the underlying reward signals. Let us again use autonomous

driving as an example. We can easily sample driving data from a skilful driver who

obviously knows how to avoid obstacles, keep away from pedestrians, stop when

the red light is on, and slow down the speed on rainy days. A natural question

arises that can we leverage these demonstrated human expert behaviours to infer the

underlying reward functions? This motivates a family of methods, called imitation

learning (Hussein et al., 2017), that aims to recover a suitable reward that can explain

demonstrated human expert behaviours. As its name implies, “imitate” means it aims

to imitate human expert behaviours, and “learning” means it uses machine learning

techniques to achieve imitation. More formally, imitation learning takes input as

an optimal policy or sampled states and actions from the policy (demonstrated

behaviours) and outputs an analogue to the optimal policy. At the early stage of the

development of imitation learning, the method that was widely analysed is called
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behaviour cloning (Bain and Sammut, 1995), a supervised learning technique that

trains a model (a policy) by matching the behaviours of the expert. However, a key

limitation of behaviour cloning is that the learned policy might behave inaccurately

when the environment dynamics changes. The reason for this is that the optimal

policy depends on the environment dynamics because a policy maximises the rewards

under the uncertainty quantified by the environment model. When the dynamics

changes, the expert policy may no longer persist optimality. As a result, the learned

expert-like policy by behaviour cloning may also be not optimal anymore.

Considering the issue in behaviour cloning, we ask whether there is an imitation

learning method that can preserve optimality under the changing environment? The

answer is yes, as an environment-independent factor captures the most succinct and

robust character of a task. That is the reward function. Imagine that if we know

the reward function in advance, we can still recompute an optimal policy under the

new environment dynamics even if the environment dynamics changes. In other

words, we do not directly use supervised learning to train a policy by minimising

the difference between it and the expert demonstrations. Instead, we derive an

optimal policy indirectly so that we first infer the underlying reward function from

expert demonstrations and then learn a policy by optimising the recovered reward

function. This idea motivates an important imitation learning paradigm, called

inverse reinforcement learning (IRL) (Ng and Russell, 2000).

Intuitively, IRL can be viewed as the inverse problem of RL in the sense that

it aims to infer the reward function from demonstrated expert policies, while RL

is to learn an optimal policy given a reward function. In general, analogous to

behaviour cloning, IRL falls in the supervised learning paradigm, where the data is a

set of expert demonstrations and the objective is to fit a reward model. The basic

principle to design IRL algorithms is to guarantee that the observed expert policy is

optimal under the inferred reward function. There are various criteria for justifying

the optimality of the recovered policy. One of the typical criteria is to match the

expected rewards of the recovered policy and the expert policy. Another more strict

criterion requires matching over the number of rewards and the matching over the
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probability of action selections. Different criteria can lead to different algorithm

designs for IRL. In Section 2.1.4, we survey several popular criteria for designing

IRL algorithms. In Chapter 5 and Chapter 6, we propose novel IRL algorithms using

these criteria.

Beyond single-agent scenarios, IRL has been extended to multi-agent systems

(Song et al., 2018; Yu et al., 2019b). Viewed as the inverse problem of MARL,

multi-agent IRL is pinned deeply into the game theory. In multi-agent IRL, we

observe demonstrations from a set of experts, each corresponding to a player in

a game. All experts’ behaviours are assumed to be sampled from an equilibrium

point. Our goal changes to infer the reward function of each player in the game

instead of to recover the reward function of a specific agent. Although IRL has

received extensive attention in the past two decades, the investigation for MARL

is still insufficient when this thesis is finished. The reasons are two-fold. First,

tuning multiple reward functions simultaneously for multiple players is challenging

because we fail to guarantee the equilibrium as long as one agent’s reward function

deviates from the ground truth. Second, with the number of agents increases, tuning

an extensive collection of rewards becomes intractable.

Along with the advances in theory, IRL has achieved a lot in applications, such

as mechanical control (Yu et al., 2019a), traffic management (You et al., 2019) and

mobile robot navigation (Kretzschmar et al., 2016). In these scenarios, the reward

function is often scarce or unclear. IRL methods are thus often used as a forerunner of

RL; that is to say, we first use IRL methods to obtain a suitable reward function for a

task, which allows us to apply reinforcement methods then to train a policy. Notably,

the learned policy can, in turn, generate new demonstrations that IRL can use to

refine the inferred reward functions. In this sense, IRL and RL are complementary

to and promotional of each other.

1.4 Challenges

Although RL and IRL advance fast in both theory and applications, some challenges

still remain. Some of these challenges are rooted in the theoretical framework of RL,
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while some other challenges arise from new demands at the application side. In this

thesis, we focus on typical challenges of both types and attempt at finding effective

algorithms to address or alleviate them.

A well-known challenge is the tradeoff between exploration and exploitation,

i.e., due to the incomplete knowledge about the environment, a learning system

faces the dilemma that whether to conservatively repeat known decisions that work

well so far (exploitation), or, to aggressively take new actions to dig out potentially

better rewards (exploration). Repeating already-tried actions leads to the optimal

decisions on top of the amount of knowledge on the environment but can miss the

opportunity to see even better actions; while exploration provides probability to gain

more information but faces risk in taking bad actions or comes with cost in exploring

new actions. In fact, exploration-exploitation tradeoff dilemma is an open issue

faced by almost all decision-making algorithms beyond RL. While, in RL this issue

can be even more serious as the exploration can bring uncertainties to the decision

making in the future, given that RL aims to resolve a sequential decision-making

problem where the actions at the present affects those in the future. As such, finding

a method to balance exploration and exploitation has long been a core problem in RL.

Although many principles for balancing exploration and exploitation come up, no

consensus has been achieved. In Section 2.1, we survey several canonical methods

for the exploration-exploitation tradeoff.

Moving the focus to multi-agent scenarios, another challenge is to design

MARL methods that can recover the process of the formation of unconsciously

shared conventions such as languages, communication protocols. and social choices.

These conventions are often referred to as norms and we say norm emergence

if a threshold or predetermined percentage of the overall agents share the norm

(Morris-Martin et al., 2019). Modelling norms and reproducing norm emergence can

facilitate the understanding of human human society operates and thereby exercise

control over it. Since an MARL agent learns from active interactions with other

agents rather than from human supervision, it has become an ideal machine-learning

paradigm for reproducing norm emergence in the sense that it frames the norm
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emergence as a function of autonomous interactions among agents. During the past

two decades, there has been a collection of works that adopt MARL to reproduce

norms such as social choices (Sen and Airiau, 2007; Villatoro et al., 2011) and

languages (Havrylov and Titov, 2017; Lazaridou et al., 2016), where some of them

have noticed the structures of multi-agent systems can affect norms (Sen and Sen,

2009). Despite these works offer descent interpretations for the natural emergence

of norms from agent interactions, they pay very limited attention to the formation

of structures in networked multi-agent systems. Formally, a structure amounts to

a particular pattern in the network consisting of agents and relationships among

them. For example, a prominent structural property in social media network is that

famous actors and politicians stay in the centre of the network with a large number

of followers located at the edge. In multi-agent systems, such a structural property

can serve as a factor in states, actions and rewards. The links among agents capture

the physical or virtual relationships. For example, a link in a social network can

represent a friend relationship. Structures in multi-agent systems can be used to

model a broad range of real-world scenarios such as online social media where

users are connected through the “follow” relationships, traffic control systems where

vehicles are interconnected within the road network, and article citation networks

where two authors are connected if their names appear in the same paper. Apply

MARL to mine information arising from these relationships would be a promising

research direction. In light of that, there is thus a need for a novel MARL that

provides explanations for the emergence of structures using MARL.

A third challenge is the curse of dimensionality in IRL: a learning agent in

MARL typically needs to consider the joint action and joint states (states and actions

of all agents) whose sizes expand exponentially as the number of agents grows.

The exploding joint state-action spaces can prevent an IRL algorithm from being

applied. Fortunately, a recently rising solution to achieve tractability in the face of a

large number of agents is to model a multi-agent system using the formalism of the

mean field game (Lasry and Lions, 2007). By leveraging mean field approximation,

a mean field game analyses system behaviours at the asymptotic limit when the
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number of agents tends to infinity, thereby reducing the interactions among agents

to those between a single agent and the population. To study IRL in the presence

of a large number of agents, it is thus promising to study IRL on top of mean field

games. However, existing IRL (Ng et al., 1999; Abbeel and Ng, 2004; Ziebart et al.,

2008; Finn et al., 2016; Yu et al., 2019b) methods can only handle one or a handful

of agents and rare work has transferred IRL to mean field games, i.e., acquiring a

reward function for mean field games. There is thus the need that bridging the gap

between mean field games and IRL.

1.5 Research Questions

This thesis attempts at resolving the challenges as mentioned above by asking three

research questions, each corresponding to one of the three cases: the sing-agent case,

the multi-agent case and the infinite-agent case.

Our first research question concerns the exploration-exploitation tradeoff

dilemma. For the sake of generality, the study of balancing exploration and exploita-

tion is often carried out in the single-agent setting. Furthermore, for simplification,

one often frame the problem of exploration-exploitation tradeoff as the multi-armed

bandit (MAB) (Auer et al., 2002), which makes the stateless assumption that en-

ables to solely consider exploration and exploitation over actions. In this thesis, we

following this convention to place our investigation on the ground of MAB. In its

setting, at each step, the agent observes a set of arms (actions) and chooses one using

a policy. Each action is associated a reward that follows an unknown distribution.

The agent thus needs to keep a good tradeoff between exploration and exploitation

over actions to maximise cumulative rewards. The conventional evaluation criterion

for MAB algorithms is not the amount of cumulative rewards, but equivalently, the

amount of cumulative regrets, which measures the difference between rewards of

the selected action and the optimal action. Our goal is thus to find an algorithm to

minimise the cumulative regret.

In the spectrum of the research of multi-armed bandits, a widely analysed

version is the contextual multi-armed bandit (CMAB) Lu et al. (2010), where
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each action is associated with a feature vector, called a context. Contextual multi-

armed bandits do can not only inherit from multi-armed bandit but also capture

a broad range of industrial applications of RL such as recommender systems and

general intelligent decision systems. We thus scale our focus down to CMAB. In

The reward of each arm is further assumed to be a function of the context. An

example of contextual multi-armed bandit is the article recommendation, where the

information of an article and the target user’s profile assemble a context. CMAB

has aroused both theoretical and industrial interests. In theory, it has long been

employed as a mathematical model for stochastic scheduling (Auer et al., 2002). In

application, it has been successfully applied to online advertisement (Schwartz et al.,

2017), recommender systems (Li et al., 2016) and social simulations (Vaswani et al.,

2017b).

Existing CMAB methods are mainly developed based on the linear and low-

dimensional assumption Li et al. (2010), i.e., the reward is linear in the context

that belongs to a low-dimensional space. In theory, although having a low regret

guarantee, these methods scale poorly to tasks with high-dimensional contexts and

nonlinear rewards. For example, the recommender system involves images where

the pixel values are from a high-dimensional space. Although several efforts have

been made to extend CMAB to non-linear and high-dimensional problems, existing

methods are either experiment-based without theoretically bounded regret (Zhou

et al., 2020) or theoretically elegant but without practical efficiency (Riquelme

et al., 2018). Towards a better exploration-exploitation tradeoff in tasks with high-

dimensional contexts and nonlinear rewards, we ask the following research question

(RQ):

Research Question 1. Can we develop a contextual multi-armed bandit algorithm

that is scalable for high-dimensional contexts and nonlinear rewards? If yes, can we

further derive the regret bound of the algorithm?

Moving the attention to the multi-agent setting, we investigate how to use

MARL to explain and reproduce structural norms in multi-agent systems, where
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agents are organised in a networked manner. As discussed earlier, to our knowledge,

almost all existing MARL methods neglect the structural norms or fail to reproduce

and explain them. To ground the study of structural norm emergence on specific

field, in thesis we motivate structural norms from the perspective of social network

analysis where a structural norm is embodied by a particular social structures. In

particular, we are interested in several renowned structures: (1) Community structure

(Girvan and Newman, 2002): a network can be partitioned into several groups and

agents are densely connected in the same group but sparsely linked between two

groups. This structure can be found in online social media networks where users

with the same interest form a group. (2) Small-world structure (Watts and Strogatz,

1998): every two agent are reachable within a small distance. Small-world properties

are typically detected in Internet and gene networks. (3) Core-periphery structure

(Csermely et al., 2013): a set agents are densely connected to form a core located in

the centre while all others are at the edge of the network. This structure commonly

appear in online social media networks and networks of the economy. The reasons

for why we choose social networks as the stage for performs investigation are two

fold. First, norm emergence is deeply rooted in sociology and was first introduced in

the context of social networks (Sen and Airiau, 2007), though initially the impact of

structures was ignored. Study structural norm emergence on top of social networks

can thus bring the coherence and consistency in terms of existing literature. Second,

social networks are rich in structural information in the sense that agents inside are

connected with links and structures can be changed thorough building and breaking

links.

In light of justifications above, to enable MARL in reproducing and explaining

structural norm emergence, the following question naturally arises:

Research Question 2. How can we develop a MARL algorithm capable of structural

norms in a multi-agent system?

We finally explore multi-agent systems with massive agents. As mentioned

in Section 1.4, MARL faces the issue of the curse of dimensionality. Due to the
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exponential growth of the state-action space as the agent number increases, MARL

becomes increasingly intractable. To scale MARL to a large agent number, a number

of efforts have been made in the literature (Agogino and Tumer, 2005; Chu et al.,

2016; Lin et al., 2018).

However, like all RL methods for finite-agent cases, these RL methods for

large-scale multi-agent systems also suffer from the issue of reward misspecification.

It is thus important to consider using IRL infer a reward function from demonstrated

Nash equilibrium behaviours. However, developing an effective and efficient IRL

algorithm for large-scale multi-agent systems is more challenging than single-agent

and finite-agent cases. To fill the gap between IRL and large-scale multi-agent

systems, we ask the third research question:

Research Question 3. How can we scale inverse reinforcement learning to large-

scale multi-agent systems to infer the reward function from demonstrated behaviours?

1.6 Methodologies
To properly answer the research questions proposed above, we apply three re-

search methodologies: problem formalisation and algorithm design using prescribed

decision-theoretic models; convergence analysis and error analysis; computer simula-

tion and empirical evaluation, corresponding to three phases of our investigation: (1)

problem formulation and algorithm design, (2) theoretical analysis and (3) empirical

evaluation.

1.6.1 Problem Formalisation and Algorithm Design Using Pre-

scribed Decision-Theoretic Models

Due to vast factors and intricate dependency relationships, decision-making problems

in real life are intractable to model without reasonable assumptions. One basic

assumption adopted across RL, game theory, and control theory is the memoryless

property, which is also called the Markov property. It amounts to a principle that

prescribes that the decisions in the past have no influence on the decisions at present.
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Throughout the thesis, this principle applies to investigations of all RQ.1, RQ.2 and

RQ.3.

Specifically, under the principle of Markov property, different prescribed and

well-justified decision-theoretic models are developed to model single-agent, multi-

agent and infinite-agent decision-making problems. One can see an evolutionary

relationship among these prescribed models as the agent number grows. For the

single-agent setting, the most popular and fundamental model is Markov decision

process (MDP) (Van Otterlo and Wiering, 2012), which formalise RQ. 1 on. Stochas-

tic game (also called Markov game) (Littman, 1994) extends MDP to the multi-agent

setting, which we use in addressing RQ. 2. Mean field games further extends stochas-

tic games to the infinite-agent setting, which we adopted as a framework for framing

the problem of RQ. 3.

After finishing the formalisation of our research questions, we are about to de-

sign algorithms. Besides simplification, another benefit brought by these prescribed

models is that they provide a complete mathematical framework for algorithm design.

In designing algorithms to address all research questions, we use terminologies,

notations provided by these models.

1.6.2 Convergence Analysis and Error Analysis

Once completing the algorithm design, we are left with theoretical analysis to

guarantee our algorithm’s performance in theory. In RL, there are two key types

of theoretical analysis, convergence analysis and error analysis. The convergence

analysis reveals whether an algorithm can achieve optimality under ideal assumptions

that computation and time resources are unlimited. For example, a RL algorithm

converges if it can find an optimal policy given unlimited time; an IRL algorithm

converges if the recovered reward function is consistent with the ground-truth reward

function. The error analysis aims to uncover to what extent an algorithm makes

mistakes, typically under limited resources. For example, the cumulative regrets

for a multi-armed bandit algorithm measure mistake under limited time resources.

Another example of a mistake is the estimation error resulted by a limited number of

samples.
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Notably, in this thesis, we do not always conduct both convergence and error

analyses when justifying an algorithm. When the time is not a limited resource, we

will omit the error analysis. Specifically, we conduct both for the algorithm to RQ.1

as a multi-armed bandit algorithm is time-sensitive. For the algorithm to RQ.2, we

verify its convergence as time is not an important factor there. For the algorithm

to RQ.3, we conduct convergence analysis and investigate the error resulted by the

limited number of samples.

1.6.3 Computer Simulations and Experiments

The final phase is to evaluate our algorithms empirically. We empirically evaluate our

proposed algorithms in two ways. The first way is the computer simulation which

amounts to a process of computer-based mathematical modelling that is designed for

predicting the outcome of a real-world system. It provides convincing evidence for

justifying the practical performance of the algorithm for RQ.2. Also, the outcome

of computer simulations verifies the correctness of the theoretical analysis. More

specifically, to empirically evaluate the MARL algorithm for structured multi-agent

systems, in Chapter 4 the algorithm is used in a simulated social network to predict

the emergence of social network patterns.

The second way is the experiment, where an algorithm is used to solve synthetic

or real-world tasks. Experiment based evaluation is conducted for algorithms for

RQ.1 and RQ.3. An experiment consists of four phases: experimental setup, data

collection, performing experiments and result presentation and analysis. In the setup

phase, the algorithm’s specific settings (e.g., hyper-parameters) and the baselines

for comparison are determined. Then, in the data collection phase, synthetic or real-

world tasks are chosen as a testbed for comparing an algorithm against baselines. In

the phase of performing experiments, the algorithm and all baselines are tested under

the same experimental environment. Finally, in the result presentation and analysis

phase, the results are summarised and presented in the form of figures or tables;

discussions are delivered to justify the results. In Chapter 3, the multi-armed bandit

algorithm for RQ.1 is tested against many representative baselines on both synthetic

and real-world recommendation system and image classification tasks. Chapter 5
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and Chapter 6 propose two algorithms for RQ.3, both evaluated on synthetic tasks

that are abstracted from real-world large-scale multi-agent system tasks.

1.7 Thesis Outline

Table 1.1: Thesis outline.

Part I Preliminaries: Introduction to the concepts of RL and IRL, current
challenges, research questions, research methodologies, thesis outline, contri-
butions and an overview of decision-making models.

Chapter 1 Concepts of RL and IRL, current challenges, research questions,
research methodologies, thesis outline and contributions.

Chapter 2 Overview of decision-making models and existing algorithms for
single-agent, multi-agent and infinite-agent decision-making theo-
retic models.

Part II Algorithms: New algorithms for RL and IRL.

Chapter 3 A contextual multi-armed bandit algorithms for balancing explo-
ration and exploitation, which is effective and scalable for high-
dimensional features and nonlinear rewards.

Chapter 4 An MARL algorithm for reproducing structural norms in structured
multi-agent systems.

Chapter 5 An IRL algorithm that can infer the ground-truth reward function
for mean field games, which is based margin optimisation.

Chapter 6 An IRL algorithm for mean field game, which is built upon the
maximum entropy principle.

Part III Conclusions: Final thoughts and summary of the thesis.

Chapter 7 Several open problems that remain in RL and IRL.

Chapter 8 Conclusions and summary of the thesis.

In this thesis, we aim to resolve the three research questions proposed above.

Following the thread that the number of agents grows from one to multitude and

finally approaches a large volume, we propose three classes of novel algorithms,

each targeting at one of three research mentioned above questions. The main body of

this thesis is organised into three parts: Preliminaries, Algorithms and Conclusions.

In addition, proofs and detailed justifications are presented in Appendices. The

structures of each chapter are summarised as follows, which are also shown in
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Tab. 1.1:

• Chapter 2. Since RL and MARL root deeply in control theory, decision-

making theory and game-theoretic foundations, in Chapter 2 we introduce

a series of prescribed models for the single-agent setting, the multi-agent

setting and the many-agent setting, along with canonical approaches and recent

advances. With the number of agent increases, one can see an evolution of

these models in mathematics. For each of these models, we will first introduce

RL problems and methods defined on it, followed by the IRL problems and

methods. Chapter 1 in conjunction with Chapter 2 forms a monograph review

of RL and IRL, which is also a contribution of this thesis because no article so

far has surveyed RL together IRL from the perspective of the agent number.

These two chapters provide a panoramic view for the readers who are interested

in the fast growing field of RL and IRL with different problem scale in terms

of agent number.

• Chapter 3. First, we will focus on single-agent scenarios. To resolve RQ.1, we

study balancing exploration and exploitation in online sequential decision mak-

ing problems with high-dimensional features (contexts) and non-linear reward

functions. A novel multi-armed contextual bandit algorithm is proposed with

rigorous theoretical analysis. To experimentally evaluate our new algorithm,

we conduct comprehensive experiments on benchmarks of classification tasks.

Results demonstrate the significant performance gain of our new algorithm

over baseline methods. This chapter is based on my published paper (Chen

et al., 2022b).

• Chapter 4. We then turn our attention to multi-agent scenario. To attempt

at solving RQ.2, we study the scenario in which agents make decisions in

a networked multi-agent system. Based on existing models in game theory

and by borrowing ideas from sociology, we put forward a novel model for

analysing structured norm emergence. The motivation here is modelling

agents’ purposeful behaviours in social networks in order to reproduce classic
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social structures. We propose an MARL algorithm dedicated to that model,

which is able to explicitly incorporate the structural information into RL. By

simulated experiments, we observe the successful emergence of classical social

structures. This chapter is based on my published papers (Chen et al., 2020b)

and (Chen and Liu, 2020).

• Chapter 5. Last, we investigate the most challenging massive agent scenarios.

Toward answering RQ.3, we investigate IRL for mean field games, which

remains mostly unexplored in the literature of RL. We formally define the

problem of IRL with many agents and put forward a solution framework for

it based on margin optimisation. Experiments on numerical and simulated

benchmarks show that our new method can recover the underlying reward

function for mean field games at a high accuracy. This chapter is based on my

published paper (Chen et al., 2022a).

• Chapter 6. In this chapter we continue the investigate of the problem of

IRL for mean field games. The goal is to capture and tackle uncertainties in

agent behaviour because the margin optimisation based method in Chapter 5

assumes every agent behaves optimally and thereby is powerless to reason

about uncertainties in agent behaviours. To that end, inspired by the convention

in game theory, we augment the reward with the causal entropy of the policy.

With this entropy regularisation, we show that the optimal policy can be

characterised in a principled and probabilistic way, which gives rise to a

probabilistic IRL methods for mean field games. This new algorithm is

more practical and more flexible than the one introduced in Chapter 5 in the

sense that it allows us to reason about uncertainties in agent behaviours and

provide us with a probabilistic framework to find a suitable reward function.

Its superiority is empirically verified on the same benchmarks as used in

Chapter 5. This chapter is based on my working paper (Chen et al., 2021).

• Chapter 7. In this chapter, we list several problems that has yet to be explored

in the RL and IRL community.
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• Chapter 8. This chapter concludes the thesis with final thoughts on RL and

IRL as well as future research directions.

1.8 Contributions
As a summary, we list the contributions of this thesis as follows.

• Interconnected neural linear contextual bandit algorithm (Chen et al., 2022b)

achieves a good trade-off between exploration and exploration for multi-armed

contextual bandits with high-dimensional contexts and non-linear rewards.

• Structured multi-agent reinforcement learning algorithm (Chen et al., 2020c;

Chen and Liu, 2020) makes it possible to interpret the formation of structural

norms using multi-agent reinforcement learning.

• Mean field inverse reinforcement learning algorithm (Chen et al., 2022a)

extends inverse reinforcement learning to mean field games, which facilitates

the optimal control over large-scale multi-agent systems.

• Mean field adversarial inverse reinforcement learning algorithm (Chen et al.,

2021) extends inverse reinforcement learning to mean field games based on the

maximum causal entropy principle and a new equilibrium concept. It adopts an

adversarial training scheme that is efficient for large-scale multi-agent systems

with high-dimensional state-action spaces.



Chapter 2

Backgrounds and Literature Review

“The future influences the present just as much as the past.”

— Friedrich Nietzsche (Philosopher, 1844 – 1900).

Many theoretic frameworks have been developed for sequential decision-

making, which formalises the influence factors of decision-making and then charac-

terise optimal decisions as a function of these factors. In this chapter, we overview

some common frameworks and the relevant algorithms. The overviews are ordered

according to the agent number. As the agent number grows, the frameworks evolve

correspondingly to be adaptive to a progressively larger system scale, as is illustrated

in Fig. 2.1 One common property of frameworks included in this thesis is that they

present the decision-making in a stochastic environment and interpret the finding of

optimal decisions as maximising the expected (discounted) rewards. We will later

build a series of new algorithms upon these prescribed frameworks.

Figure 2.1: The evolutionary relationship of decision-theoretic models as the agent number
grows.
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2.1 Single-agent Decision-Theoretic Models and Algo-

rithms

2.1.1 Markov Decision Processes

The most common model for single-agent decision making is the Markov Decision

Process (MDP) that frames the decision-making as selecting actions in states. An

action leads to a stochastic transition between states that captures the uncertainty of

the environment. Also, a reward signal is associated with each state-action, and the

ultimate goal is to maximise the total rewards.

Definition 2.1 (Markov Decision Process). A Markov Decision Process (MDP) is a

tuple M = (S,A, p,r,η0,γ), where

• S is the state space (s ∈ S).

• A is the action space (a ∈ A).

• P : S×A→ ∆(S) is the transition function that determines the transition

probability (P(s′|s,a)) between two states, where ∆(S) denotes the set of

probabilities over state space.

• r : S×A→ R is the reward function.

• η0 ∈ ∆(S) is the initial distribution of states (s0 ∼ η0).

• γ ∈ (0,1) is the discount factor.

Given an initial state s0 ∼ η0, a trajectory through an MDP with a possibly

infinite time horizon T > 0 is a sequence of state-action pairs τ = (s0,a0, . . . ,sT ,aT ),

where the subscript t denotes the corresponding variable at time step t. The cumu-

lative reward associated with a trajectory is ∑
T
t=0 γ tr(st ,at). The discount factor γ

makes the importance of rewards decay over time, which is to avoid the infinite

cumulative rewards if the time horizon T is large. One can interpret γ as a scale-down

of probabilities of transitions into future states.
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The solution to an MDP is a policy, denoted by π , specifying the selections

of actions in each state, which maximises the expect return (expected cumulative

rewards) E[∑T
t=0 γ tr(st ,at)|η0, p,π]. According to the stochasticity and historical-

information dependency, the policy can be classified using following taxonomies:

• Stochastic/Deterministic. A stochastic policy chooses actions with probabili-

ties in each state, which we denote by π(a|s). A deterministic policy selects

one action with probability one in each state, i.e., π(s) = a.

• Markovian/Non-Markovian. A Markovian policy is history independent

which means it choose actions conditioned only on the current state. In

the context of stochastic policies, a Markovian policy satisfies π(at |st) =

π(at |st ,st−1,at−1, . . . ,s0,a0). A non-Markovian policy depends on states and

actions of elapsed time steps.

• Stationary/Non-stationary. A stationary policy is time invariant, i.e.,

π(at |st)= π(at ′|st ′). A non-stationary is a sequence of policies (π0, . . . ,πt , . . . ,πT )

that possibly differ over time.

To simplify analysis, stochastic Markovian policies are commonly used. We

follow this convention in this thesis. In the remainder of the thesis, if not specified,

a policy refers to a stochastic Markovian policy. The stationary or non-stationary

property will be explicitly clarified in most cases or can be easily inferred from

contexts.

2.1.2 Single-agent Reinforcement Learning Algorithms

Single-agent reinforcement learning is defined on MDP. A method for finding optimal

policies for MDP is thus also a reinforcement learning algorithm. In MDP, the quality

of a policy is quantified by the value functions, which represent the expected return

of a policy starting from a state or a state-action pair.

Definition 2.2 (Value functions for MDP). Let (S,A,P,r,η0,γ) be an MDP with time

horizon T . The state value function for a policy π represents the resulting expected

return of a specific starting state:
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V π(s) = E

[
T

∑
t=0

γ
tr(st ,at)

∣∣∣s0 = s,P,π

]
. (2.1)

The action value function for a policy π represents the resulting expected return of

selecting an action in a specific starting state:

Qπ(s,a) = r(s,a)+ γ ∑
s′∈S

P(s′|s,a)V π(s′). (2.2)

The state value function in Eq. (2.1) can be expressed in terms of the action

value function:

V π(s) = Ea∼π

[
r(s,a)+ γ ∑

s′∈S
P(s′|s,a)V π(s′)

]
= Ea∼π [Qπ(s,a)] .

The optimal state value function can be obtained by solving the Bellman

equation:

V ∗(s) = max
a∈A

{
r(s,a)+ γ ∑

s′∈S
P(s′|s,a)V ∗(s′)

}
. (2.3)

An optimal policy π∗ can be defined as the one that achieves the optimal state

value function:

V π∗(s) =V ∗(s) ∀s ∈ S.

Specifically, for deterministic policies, we have

π(s) = argmax
a∈A

{
r(s,a)+ γ ∑

s′∈S
P(s′|s,a)V ∗(s′)

}
. (2.4)

2.1.2.1 Taxonomy of Single-agent RL Algorithms

We next summarise reinforcement learning methods according to the canonical

classification methods.

• Value Iteration and Policy Iteration. The Bellman equation (Eq. (2.3)) can

be solved by repeatedly updating V ∗ and optionally π∗ using dynamic pro-

gramming. The value iteration algorithm iteratively updates V ∗ according to
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Eq. (2.3), sidestepping the derivation of a policy. The policy iteration algo-

rithm alternates between obtaining an optimal policy π with respect to V using

Eq. (2.4) and updating the V by Eq. (2.1). Both algorithms terminate when

there is no change over the value function and the policy.

• Model-Based and Model-Free. The transition function P and the reward

function r are called the model of an MDP. In the policy iteration algorithm,

exactly computing the state value function is intractable if the model is not

completely known. In such cases, Monte Carlo (MC) methods can be used to

estimate the state value function through sampled trajectories. MC methods

set the state value function as the averaged return of a finite number of sampled

trajectories. Sampling trajectories can be either derived from actual experience

or simulated interactions if interacting with the real environment is costly.

Using MC methods, although we still need a model, it is only for generating

trajectories. MC methods are thus more efficient than dynamic programming

as the latter requires all possible trajectories for the iterative updating. In a

larger context, reinforcement learning algorithms can be classified into two

categories, model-based and model-free. Model-based methods, e.g., dynamic

programming, typically first learn a model from sampled trajectories and then

extract an optimal policy using value iteration or policy iteration. In contrast,

model-free algorithms, like MC methods, do not require the knowledge of the

model and estimate value functions from sampled trajectories.

• On-Policy and Off-policy. In the policy iteration algorithm, the value function

of a policy is estimated using sampled trajectories. The policy π(a|s) being

estimated is called the target policy and that used to generate samples are

called behavioural policy. If the target policy is identical to the behavioural

policy, i.e., the trajectories used to estimate a policy is sampled from itself,

such policy iteration algorithms are called on-policy. However, sampling

trajectories from an in-updating policy every iteration can be costly in practice.

An alternative way is to use a different behavioural policy b(a|s), which results

in the off-policy algorithms. Estimating value functions of a target policy from
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a different behavioural policy is not difficult; we can simply use importance

sampling with ρ(st ,at) =
π(at |st)
b(at |st)

as the importance ratio(Sutton and Barto,

2018).

2.1.2.2 Temporal Difference Learning

The temporal difference (TD) learning is the most representative and central rein-

forcement learning paradigm. TD learning combines dynamic programming and

Monte Carlo methods and takes advantage of both. Similar to Monte Carlo methods,

TD learning can estimate value functions from sampled trajectories (model-free).

Like dynamic programming, TD learning can bootstrap in the sense that it updates

the value function without waiting for the outcome of estimating a policy. The

simplest on-policy TD learning method looks only one step ahead, i.e., the value

function is updated immediately after transiting to the next state s′ and receiving the

reward r(s,a):

V π(s)←V π(s)+α[r(s,a)+ γV π(s′)−V (s)], (2.5)

where α > 0 is the learning rate and r(s,a)+γV (s′)−V (s) is the so-called temporal

difference. On-policy TD learning can also be applied to action value functions:

Qπ(s,a)← Qπ(s,a)+α[r(s,a)+ γQπ(s′,a′)−Qπ(s,a)]. (2.6)

The update rule specified in Eq. (2.6) is called SARSA (state-action-reward-

state-action) as it uses one-step transition to update the action-value function.

TD can also be used in the off-policy setting such that we update the value

function in a bootstrapping manner without explicitly considering the corresponding

policy. The most famous off-policy TD learning is the Q-learning (Watkins and

Dayan, 1992), which is also the breakthrough and the most representative reinforce-

ment learning method. Q-learning updates the action value function by:

Q(s,a)← Q(s,a)+α

[
r(s,a)+max

a′∈A
γQ(s′,a′)−Q(s,a)

]
. (2.7)
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Beyond using one-step temporal difference, we may look more steps ahead and

using n-step temporal difference, yielding n-step TD learning methods. We refer to

(Sutton and Barto, 2018, Chapter 7) as a comprehensive introduction and explanation

for n-step TD learning.

2.1.2.3 Approximate Algorithms with Function Approximators

Reinforcement learning methods introduced above are only suitable for the tabular

cases, i.e., the state and action space are discrete and can be represented using a

table. In practice, however, we often encounter high-dimensional and continuous

state-action spaces, where tabular methods are no longer suitable. Instead, we use

function approximators to estimate the value functions and policies. Assuming states

and actions can be represented by some feature vectors, we use parameterised value

function Vω (or Qω ) and parameterised policy πθ that are viewed as functions of

feature vectors. Here, w and θ are the parameters for the value function and policy,

respectively. Estimating the value function and the policy thus can thus be reduced

to tuning w and θ using gradient methods.

A straightforward approximation solution is to infer parameterised value

functions and derive the policy based on the values. Given a set of trajectories

{(s,a,r(s,a),s′,a′)} as the training data, the general parameter updating rule for

value functions is

ω ← ω− 1
2

α∇ [Qπ(s,a)−Qω(s,a)]
2

= ω +α [Qπ(s,a)−Qω(s,a)]∇Qω(s,a),
(2.8)

The real target values V π(s) and Qπ(s,a) are generally unknown in practice.

As discussed above, we can set them as the bootstrapping values Vω(s) and Qω(s,a),

yielding the following update rules (Sutton and Barto, 2018):

ω ← ω +α
[
r(s,a)+ γQω(s′,a′)−Qω(s,a)

]
∇Qω(s,a). (2.9)

After convergence, we can derive a policy according to Qω , e.g., the policy

can be greedy with respect to Qω . A representative method guided by the rule in
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Eq. (2.9) is the deep Q-learning (Mnih et al., 2015) that achieves fantastic results

in playing Atari games. In deep Q-learning, Qω is a neural network, and there is a

delay in the update of the bootstrapping target.

Another scheme is the policy gradient method, where we directly tune the

parameterised policy πθ with respect to some performance measure J(θ):

θ ← θ +α∇J(θ). (2.10)

The performance measure J(θ) is often chosen as the expected return (Sutton and

Barto, 2018):

J(θ) = ∑
s∈S

η0(s)V πθ (s). (2.11)

The policy gradient theorem tells us the gradient ∇J(θ) has the following form

(Sutton and Barto, 2018):

∇J(θ) ∝ ∑
s∈S

η0(s) ∑
a∈A

Qπθ (s,a)∇πθ (s,a). (2.12)

A basic policy gradient method is called REINFORCE, where we use Monte

Carlo methods to estimate ∇J(θ) and update θ according to Eq. (2.10).

A more complex and popular policy gradient method is the actor-critic, which

additionally maintain a parameterised value function (critic) to evaluate the quality

of the parameterised policy (actor). Actor-critic methods use the following general

update rule (Sutton and Barto, 2018):

δ ← r(s,a)+ γVω(s′)−V (s),

ω ← ω +α
ω

δ∇Vω(s),

θ ← θ +α
θ

∇ lnπθ (a|s).

(2.13)

Since the actor-critic regime is more flexible in practice, almost all popular

practical reinforcement learning methods are built upon it. Famous variants of

actor-critic methods include deep deterministic policy gradient (DDPG) (Silver et al.,

2014) that tunes a parametrised policy using policy gradient; trust region policy
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optimisation (TRPO) (Schulman et al., 2015) and proximal policy optimisation (PPO)

(Schulman et al., 2017) that achieve monotonic improvement of policy in terms of

rewards by leveraging trust region methods; soft actor-critic methods (Haarnoja

et al., 2017, 2018) that uses actor-critic scheme to tune a policy that maximise the

policy entropy-regularised rewards. Introducing these policy gradient methods are

out of the scope of this thesis. Readers can refer to these original papers if they are

interested.

2.1.3 Multi-armed Bandits

Keeping a tradeoff between exploration and exploitation has long been a key chal-

lenge in reinforcement learning. To better estimate the value functions, the learning

agent must take good actions that are previously tried (exploitation). But to encounter

such good actions, the agent has to try new actions (exploration). The dilemma that

the agent’s face is how and when to explore and exploit. Take Q-learning given

in Eq. (2.7) as an example, where the exploration and exploitation refer to using

the “max” operator to select the best-tried action and select an arbitrary action,

respectively.

Some simple and universal techniques are widely adopted in practical reinforce-

ment learning algorithms. The most naive one is the ε-greedy, which selects the best

action with a high probability 1− ε and arbitrarily select one with a low probability

ε:

π(s) =





argmax
a∈A

Q(s,a) with probability 1− ε

a ∈ A with probability ε

. (2.14)

Another commonly used method is the Boltzmann policy that sets the policy as

a Boltzmann distribution with respect to the action values, in the form of softmax

function:

π(a|s) = exp(Q(s,a))
∑a′∈A exp(Q(s,a′))

. (2.15)

A line of research called multi-armed bandits palce the investigation of bal-

ancing exploration and exploitation in a simple setting. A multi-armed bandit is a

stateless MDP with multiple actions and each action is called an arm. A reward
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r(a) is associated with each action a ∈ A. The objective is to find an algorithm to

“pull arms” so as to maximise the long-term cumulative rewards. Under this setting,

a good algorithm to pull arms is also a good method the balance exploration and

exploitation. Let at denote the arm pulled at step t and Qt(a) denote the action value

function at step t. The commonly adopted methods is the upper confidence bound

(UCB) (Auer et al., 2002) that pulls an arm according to

at = argmax
a∈A

[
Qt(a)+ c

√
ln t

Nt(a)

]
, (2.16)

where Nt(a) denotes the number of times that a is selected as of step t. The square

root term in Eq. (2.16) measures the variance (uncertainty) of estimating the reward

of action a and the constant c > 0 controls the degree of exploration.

In particular, when the action is presented using a feature vector xa ∈ Rd

and the reward ra is assumed to be a function of xa, the multi-armed bandit is

called the contextual multi-armed bandit, where the feature vector is called the

“context”. Contextual multi-armed bandit has wide applications in industry, such

as recommender systems, webpage ranking and information retrieval. We refer to

(Auer et al., 2002) and (Bouneffouf and Rish, 2019) as a theoretical study and an

application survey, respectively.

Viewed as an instance of reinforcement learning approach, the objective of a

bandit algorithm is still to maximise the cumulative rewards. While, the convention in

the literature of multi-armed bandits is to minimise the cumulative regret, equivalent

to maximising the cumulative rewards. Formally, the cumulative as of the step T is

defined by

RT ≜
T

∑
t=1

rt,a∗t −
T

∑
t=1

rt,at , (2.17)

where a∗t is the optimal action at step t that maximises the expected reward.

In Chapter 3, we will continue the study on the contextual multi-armed bandit.

Importantly, we propose a novel contextual multi-armed bandit method that is

effective and efficient for scenarios with high-dimensional contests and non-linear
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reward functions. We next present a survey of important multi-armed bandit methods

in the past two decades.

2.1.3.1 Classic and Contextual Bandits

Both classical multi-armed bandits and contextual bandits have been studied exten-

sively along with their variants. Classical bandit algorithms such as UCB (Auer,

2002) and Thompson Sampling (TS) (Agrawal and Goyal, 2011) achieve Õ(
√

KT )

regret, where K is the number of candidate arms, T is the number of steps, and

Õ(·) hides the logarithmic factors. Since this regret bound depends on K, they are

inefficient in real-world applications when K is large. To alleviate this problem, one

can assume that all arms share a certain parametric function, which is called the arms’

contexts (Li et al., 2010; Ghosh et al., 2017). As two widely-adopted contextual

bandit algorithms under the linear assumption, LINUCB (Chu et al., 2011) and

LINTS (Agrawal and Goyal, 2013) have a regret bound of Õ(
√

dT ) and Õ(d
√

T ),

respectively, which depends on the dimension d of features rather than K. However,

contextual bandits may result in high regrets when the reward function is non-linear

or the dimension d is large.

2.1.3.2 Bandits with Prior Knowledge

Another related family of methods that try to leverage prior knowledge, such as

arms’ clustering (Bouneffouf et al., 2019; Mersereau et al., 2009) and statistical

correlation structures (Pandey et al., 2007; Yue et al., 2012), into online bandits

for accelerating convergence. Bouneffouf et al. (2019) and Pandey et al. (2007)

proposed to consider pre-clustering information of arms. Yue et al. (2012) introduced

a coarse-to-fine hierarchical approach for encoding prior knowledge that drastically

reduces the amount of exploration. Moreover, Kveton et al. (2018) proposed a

bandit based algorithm called BUBBLERANK for the ranking task in online learning,

where the initial ranking of items can be seen as prior knowledge for online bandit.

Zhang et al. (2019a) studied the question of incorporating multiple data sources in

contextual bandit settings to warm-start with a strong assumption that the history data

is available. Although offline models can be treated as a kind of prior knowledge,

these existing algorithms are unsuitable to our studied problem, as generally no
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prior knowledge is given statically before the online learning. In contrast, from

a frequentist perspective, we naturally assume that the prior knowledge becomes

precise gradually with the proceeding of online learning.

2.1.3.3 Bandits for High-dimensional Contexts and Non-linear Re-

wards

Despite some recent works attempt to extend contextual bandits to the cases of

high-dimensional contexts or non-linear rewards, no method so far can resolve these

two challenges simultaneously with acceptable efficiency. Wang et al. (Wang et al.,

2018), Kim et al. (Kim and Paik, 2019), and Bastani et al. (Bastani and Bayati,

2020) investigate lasso regression for the sparse contexts. Although their regret

bound (Kim and Paik, 2019) is superior to LINUCB, optimising a lasso regression

problem online at each step makes it too time-consuming to be used in practice.

CBRAP (Yu et al., 2017) adopts random projection to map the high-dimensional

contexts onto a low-dimensional space. Although this dimension reduction improves

efficiency, its performance heavily relies on a good initial projection matrix, leading

to poor robustness. KERNELUCB (Valko et al., 2013) adopts kernel functions to

handle non-linear rewards but it incurs high computation cost on matrix inversions.

NEURAL-LINEAR (Zahavy and Mannor, 2019) and NEURALUCB (Zhou et al.,

2020) adopt neural networks to model rewards. Thanks to the expressive power of

neural networks, these neural network based bandit methods can learn a non-linear

and dimension-reduced representation of contexts.

2.1.4 Inverse Reinforcement Learning

All reinforcement learning algorithms discussed above rely on a fundamental as-

sumption: the goal of an agent can be quantified as the maximum rewards, and the

reward is known or can be perceived from the environment. However, the reward

function is not accessible or perceivable in all cases. Instead, in many cases, we know

the optimal empirical behaviours without the knowledge of reward signals. One ex-

ample is autonomous driving, where a human driver can demonstrate skilful deriving

behaviours without specifying the reward functions. While, from the perspective
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of behavioural science and neural science, human behaviours are driven by reward

signals from biochemistry processes. This motivates us to infer the underlying

reward function that can explain the expert demonstration.

Of course, the ultimate goal of reinforcement learning is to learn an optimal

policy, and we can use supervised learning methods to tune a policy from the given

expert demonstrations without inferring a reward function. Such methods are called

imitation learning (Hussein et al., 2017). A typical imitation learning method

is the behavioural cloning that tunes a parameterised policy by fitting the expert

demonstrations. But sidestepping inferring a reward function can bring an issue

to imitation learning; that is, the learned policy may no longer be optimal when

the environment dynamics (transition function) changes. To overcome this issue,

it is thus important to infer the underlying reward function and derive an optimal

policy from the recovered reward function. Inferring a reward function from expert

demonstrations is called inverse reinforcement learning (IRL) (Ng and Russell,

2000).

Formally, let M \ r = (S,A,P,η0,γ) denote an T -horizon MDP without reward

function. Suppose we have a set of expert demonstrations DE = {τ j}M
j=0 or an expert

policy πE , where each τ j is a trajectory. The objective of IRL is to infer a reward

function r such that πE is an optimal policy of the MDP M = (S,A,P,r,η0,γ). The

work (Ng and Russell, 2000) builds the algorithmic framework for IRL, where expert

policy πE is given. Succeeding works use a more general setting, where the πE is

unknown, and we have to infer a parameterised reward function rω from sampled

trajectories DE .

The conventional principle for designing IRL methods is the reward expectation

matching (REM) (Abbeel and Ng, 2004), that is, the expected return of the optimal

policy induced by the learned reward function should be the same as that of the expert

policy πE . Apprenticeship learning is a classical IRL method guided by the REM

principle. It assumes that the state-action pair is represented by some feature vector

φ(s,a) ∈ Rd and the reward is linear in the feature vector, i.e., rω(s,a) = ω⊤φ(s,a),

with an unknown vector ω ∈ Rd . Then, inferring a reward function reduces to tune
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ω so as to match the expected return of the expert policy, which can be succinctly

framed as the following optimisation problem:

min
θ

{
Eτ∼DE

[
t

∑
t=0

γ
t
ω
⊤

φ(st ,at)

]
−Eτ∼π∗

[
t

∑
t=0

γ
t
ω
⊤

φ(st ,at)

]}

subject to π
∗ = argmax

π

Eτ∼π

[
T

∑
t=0

γ
t
ω
⊤

φ(st ,at)

]
.

(2.18)

Solving the optimisation problem in Eq. (2.18) requires solving a reinforcement

learning problem in the inner loop, i.e., we update ω and compute π∗ with respect to

the current ω in two time scales. If the optimal reward parameter ω∗ can minimise

the objective in Eq. (2.18) to 0, i.e., the policy induced by ω∗ produce exactly the

same expected return as the expert policy, then the optimal policy ω∗ is an optimal

policy to the MDP M .

While, IRL is ill-defined in the sense that multiple policies can be optimal

to a reward function. A straightforward example is that an arbitrary policy is

optimal under a constant reward function. The maximum causal entropy IRL

(MaxCausalEnt IRL) (Ziebart et al., 2010) solves this issue by assuming the optimal

policy is derived from the maximum entropy (MaxEnt) reinforcement learning

procedure that augments the reward function with a causal entropy regularisation

term H (π) = Eπ [− logπ(a|s)], i.e., the objective is to find a policy π∗ such that

π
∗ = argmax

π

Eτ∼π

[
T

∑
t=0

γ
t(r(st ,at)+βH (π(·|st))

)
]
, (2.19)

where β > 0 controls relative importance of reward and entropy. Since the causal

entropy is strictly concave with respect to π , with a suitably large β (or equivalently

scale down the reward) the optimal policy π∗ is unique. Shown in (Ziebart et al.,

2010), with β = 1, a trajectory induced by the optimal policy found by MaxEnt RL

can be characterised with an energy-based model:

Prω(τ) ∝ ρ0(s0)exp

(
T

∑
t=0

γ
trω(st ,at)

)
T

∏
t=0

P(st+1|st ,at). (2.20)
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MaxCausalEnt IRL thus tunes the reward parameter ω by maximising the likelihood

of demonstrations, which can be reduced to the following maximum likelihood

estimation (MLE) problem:

max
ω

Eτ∼πE [logPrω(τ)] = Eτ∼πE

[
T

∑
t=0

γ
trω(st ,at)

]
− logZω . (2.21)

Intuitively, in MaxCausalEnt IRL, trajectories with high cumulative re-

wards are observed with exponentially high probabilities. Here, Zω =
∫

τ∼πE exp(∑T
t=0 γ trω(st ,at)) is the partition function of Eq. (6.3), i.e., an inte-

gral over all feasible trajectories. The initial distribution η0 and transition function

p is omitted in Zω since they do not depend on ω . Computing Zω is intractable if

state-action spaces are large or continuous. Many methods for estimating Zω are

proposed, and most are based on importance sampling (Boularias et al., 2011; Finn

et al., 2016; Fu et al., 2018).

Another ambiguity that IRL faces is the reward ambiguity, i.e., multiple reward

functions can induce the same optimal policy (expert policy). This is often called the

effect of reward shaping (Ng et al., 1999). To mitigate the effect of reward shaping,

the works (Fu et al., 2018; Yu et al., 2019b) further restricts the parameterised reward

function to a specific structure by supplying a potential-based reward shaping

function fφ (s):

r′ω,φ (st ,at ,st+1) = rω(st ,at)+ γ fφ (st+1)− fφ (st). (2.22)

As shown in (Fu et al., 2018), under certain conditions, rω in the above reward

structure will recover the ground-truth reward function up to a constant. It is shown

that PBRS is the sufficient and necessary condition to ensure policy invariance for

MDP (Ng et al., 1999).

Recently, many new imitation learning and IRL methods based on Max-

CausalEnt come up, such as generative adversarial imitation learning (GAIL) (Ho

and Ermon, 2016) and adversarial inverse reinforcement learning (AIRL) (Fu et al.,
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2018), which are both based on adversarial learning framework. We refer to (Arora

and Doshi, 2021) as a comprehensive survey of traditional and state-of-the-art IRL

methods.

2.2 Multi-agent System Models
In multi-agent systems, a group of agents make decision simultaneously in a shared

environment, each hoping to maximise their own cumulative rewards, much similar

to the single-agent setting. The difference is that the reward of each agent in

a multi-agent system depends on the actions and states of all other agents. Let

i ∈ {1,2, . . . ,N} be the index for N agents. Each agent i has a corresponding action

space Ai. For simplicity, assume all agents share a same local state space S. We use

the subscript i to denote the corresponding variable of the agent i and use bolded

variables to denote the concatenation of the variable from all agents. We adopt −i

to represent all agents except for i. For example, a = (a1,a2, . . . ,aN) = (ai,a−i)

denotes a a joint action. A joint state s = (s1,s2, . . . ,sN) ∈ SN characterises the state

of the environment seen as a whole.

2.2.1 Stochastic (Markov) Games

The commonly used model for multi-agent systems is the stochastic games, also

called Markov games, which extends MDP to the multi-agent and game-theoretic

setting.

Definition 2.3 (Stochastic (Markov) Games). A Stochastic (Markov) Game with N

agents is a tuple (S,{Ai}N
i=1,P,{ri}N

i=1,η0,γ), where

• S is the local state (si ∈ S) space for all agents.

• Ai is the action space for agent i (ai ∈ Ai).

• P : SN×Ai×·· ·×AN→ ∆(SN) determines the transition probability P(s′|s,a)
over joint states.

• ri : SN×Ai×·· ·×AN → R is the reward function for agent i (ri(s,a)).
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• η0 ∈ ∆(SN) is the initial distribution of joint states.

• γ ∈ (0,1) is the discount factor.

Each snapshot of a stochastic game at each time step is called a stage game.

Each agent uses a policy πi to select actions. The joint policy policy for all agents

is denoted by πππ = (π1,π2, . . . ,πN) = (πi,πππ−i). Each agent aims to maximise the

its own expected return E
[
∑

T
t=0 γ tri(st ,at)|η0,πππ, p

]
. Given a joint policy, we can

write the state value function and action value function analogous to their MDP

counterparts in Definition 2.2:

V πππ
i (s) = E

[
T

∑
t=0

γ
tri(st ,at)

∣∣∣η0,πππ, p,s0 = s

]
, (2.23)

Qπππ
i (s,a) = ri(s,a)+ ∑

s′∈SN

p(s′|s,a)V πππ
i (s′). (2.24)

2.2.2 Multi-agent Reinforcement Learning

Reinforcement learning methods for multi-agent systems are collectively called multi-

agent reinforcement learning (MARL). MARL is typically defined on stochastic

games that aim to learn a policy for each agent according to a certain equilibrium

concept. In an equilibrium, the policy of each agent is stable in terms of every other’s

policy. The basic assumption in MARL is that all agents use the same reinforcement

learning algorithm. Two criteria for evaluating a MARL algorithm are:

• Convergence. An MARL algorithm is said to satisfy the convergence require-

ment if the policy of each agent would converge as the learning progresses.

• Rationality. Each agent’s policy is optimal if all others’ policies are fixed.

If an MARL method satisfies both convergence and rationality requirements, it

is guaranteed to find an equilibrium. There are two main paradigms for designing

MARL methods: independent learning and joint action learning (Tan, 1993),

the former treats multi-agent environments as a single-agent one and only take
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into consideration its own action in learning; while the latter uses all agents’ joint

action. Independent learning methods largely resembles single-agent RL methods

by ignoring the presence of other agents. Although Independent learning methods

are efficient, they cannot guarantee convergence, even in cooperation games. Joint

action learning methods are more computationally expensive as it considers all

agents’ actions, but it has more reliable performance on convergence and rationality.

Since joint action learning is more consistent with the multi-agent nature, most of

state-of-the-art MARL methods can be classified into its category. We next present

an overview of existing MARL methods that follow the paradigm of joint action

learning.

MARL methods can be classified into two categories, value-based and policy-

based. Value-based methods inherit the bootstrapping nature of Q learning in single-

agent RL, as defined in Eq. (2.7). In value-based methods, each agent maintains

its own state-action value function and is generally assumed to be able to observe

state-action value functions of all other agents. At each step t, for each agent i, given

the transition data (s,a,ri(s,a),s′), it only updates the value Qi(st ,at) and keeps all

entries unchanged according to the following rule:

Qi(st ,at) = Qi(st ,at)+α

[
ri(s,a)+ γ evali

(
{Q j(s′, ·)}N

j=1

)
−Qi(st ,at)

]
. (2.25)

Compared with single-agent Q learning in Eq. (2.7), value-based MARL re-

places the max operator with evali
(
{Q j(s′, ·)}N

j=1

)
. This replacement captures the

fact the reward of each agent does not only depend on its own actions but on all

agents’ joint actions. To determine an action, each agent thus needs to evaluate its

long-term cumulative reward in the stage game where the reward of each agent is

specified by the current Q values.

Value-based MARL methods suffers from the issue of generalising to problems

with continuous and high-dimension state-action spaces. While, policy-based MARL

approaches are more flexible where each agent adopts a parameterised policy πθ i

i :

SN → ∆(Ai) and the joint policy can be represented by πππθθθ : SN → ∆(A1× ·· · ×
AN). Given that the goal of the agent i is to maximise cumulative rewards Ji(θθθ) =



2.2. Multi-agent System Models 43

Es∼P,a∼πππ

[
∑

T
t=0 γ tri(st ,at)

]
, we can extend the policy gradient theorem for the single-

agent setting in Section 2.1.2.3 to the multi-agent setting as follows:

∇θiJi(θθθ) ∝ ∑
s∈SN

η0(s) ∑
a∈A1×···×AN

Qπππθθθ

i (s,a)∇πππθθθ (s,a). (2.26)

Note that in order to calculate the gradient in Eq. (2.26), each agent is assumed

to be able to observe the Q values of all other agents. This assumption is common in

MARL algorithms.

Depending on the degree of consistency or conflicting over agents’ reward

functions, the environments of stochastic games can be classified into three types:

• Cooperative setting: All agent share a same reward function, i.e., r1 = r2 =

· · ·= rN , which means all agents collaborate to achieve the same goal.

• Zero-sum setting: The sum of all agents’ rewards is a constant which means

agents are fully competitive. Zero-sum games is widely analysed (Koller and

Megiddo, 1992). A canonical example for zero-sum games is the chess game,

where the winner gets a reward 1, and the loser gets a reward −1.

• General-sum setting: The most general scenarios, where cooperation and

competition coexist.

Different types of environments correspond to different learning methods. A

number of algorithms can guarantee to converge to an equilibrium for cooperative

games and zero-sum games. However, no method so far can find a Nash equilibrium

for general-sum games without modelling assumptions on rewards. We next present

a review of canonical methods and recent advances for each type of environments.

2.2.2.1 MARL for Cooperative Setting

A large of MARL algorithms focus on the setting that all agents collaborate to

achieve a shared goal. In this setting, all agents share the same reward function. The

goal of MARL is largely to coordinate the actions of agents so as to facilitate the

collaboration.
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Compared with the zero-sum setting and general-sum setting, the convenience

of analysing MARL in the cooperative Setting lies in that we extend extend single-

agent RL methods to the multi-agent setting without a significant amount of efforts,

because each agent in the cooperative setting has the same value function. We can

thus simply apply the value update rule in the single-agent setting to the update of

values of joint states and joint actions. Therefore, in general, in cooperative setting

Eq. (2.33) can be rewritten as

Qi(st ,at) = Qi(st ,at)+α

[
ri(s,a)+ γ max

a∈A1×···×AN
Qi(s′,a)−Qi(st ,at)

]
. (2.27)

MARL with this straightforward mechanism is first studied in (Littman, 1994).

However, this update rule cannot coordinate actions among agent. As a result, when

multiple optimal equilibria exist, the policies of agents may end up at different

equilibria, even though their values functions attain optimality. To resolve this issue,

Claus and Boutilier (1998) designed a mechanism to achieve coordination actions of

agents through building belief models for all other agents. That is, each agent chooses

action in accordance to its belief about other agents’ policies. To avoid converging to

a sub-optimal joint policy, Wang and Sandholm (2002) put forward optimal adaptive

learning that provably converges to the optimal a joint policy with almost-surely

guarantee. This method gives rise to subsequent advanced MARL algorithms for the

cooperative setting. Arslan and Yüksel (2016) proposed a decentralised Q-learning

algorithm that guarantees to converge to optimal policy. Yongacoglu et al. (2019)

further proposed a decentralised Q-learning algorithm with stronger convergence

guarantee for optimal policies.

Another line of works try to solve a stochastic game under the cooperative

setting using the technique of Q-function factorisation. With this technique, each

agent behaves like an independent learner in the sense that it only needs to maintain

the action value as a function its own state and action instead of the joint state and

joint action, i.e., Qi(si,ai). The combinatorial nature of MARL can thus be avoid

and thereby simplifying the computation. However, as introduced in Section 2.2.2,

independent learning cannot guarantee convergence in general. To guarantee the
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convergence, Q-function factorisation needs to factorise the Q values in a particular

way, that is, ∃{Qi}N
i=1∀s ∈ SN ,a ∈ A1×·· ·×AN :

argmax
a

Qπππ(s,a) =




argmax
a1

Q1(s1,a1)

...

argmax
aN

QN(sN ,aN)



. (2.28)

Eq. (2.28) suggests that the condition for convergence is that the local maxima on

the individual value function must be identical to the global maximum on the joint

value function. This condition provides the fundamental requirement for algorithms

based on Q-function factorisation. Different works with different techniques have

been proposed to satisfy this condition. Sunehag et al. (2018) proposed Value-

Decomposition Networks (VDN) that maintain an additivity structure of Q values,

i.e., Qπππ(s,a) = ∑
N
i=1 Qi(si,ai). Rashid et al. (2018) proposed QMIX that uses a

mixing network to ensure ∂Qπππ (s,a)
∂Qi(si,ai)

≥ 0,∀i = 1, . . . ,N, i.e., the joint Q value mono-

tonically increases with respect to the individual Q value of each agent. Based on

QMIX, Son et al. (2019) proposed QTRAN that adopts a more strict objective which

guarantees the condition in Eq. (2.28). However, a common drawback of these

methods is that they rely on specifically designed neural network structure for Q

values, which makes the factorisation unnatural to interpret. Moreover, a constrained

network structure can be detrimental to the efficiency of exploration. To avoid using

a constrained network structure, Yang et al. (2020) propose Q-DPP that instead

approximates Q functions through a determinantal point process (DPP) (Kulesza and

Taskar, 2012), which results in a more natural factorisation of Q values. It is shown

that Q-DPP recovers VDN, QMIX and QTRAN as special cases.

2.2.2.2 MARL for Zero-sum Setting

Zero-sum stochastic game capture the competitive nature among agents. In games

with competition, since the reward of an agent depends on the actions of all other

agents, the optimal notion can no longer be quantified by the maximum rewards of

either a specific agent or all agents, but needs to consider the dependency among



2.2. Multi-agent System Models 46

all agents. Stochastic games adopt equilibrium in game theory as the solution

concept, which is a joint policy such that no agent can increase its own reward

by unilaterally change its policy. The widely adopted equilibrium concept in the

reinforcement learning literature is the Nash equilibrium (Littman, 1994), where all

agents’ policies are independent of each other. There are also some other equilibrium

notions, e.g., correlated equilibrium (Solan and Vieille, 2002) that further considers

the dependency among agents’ policies. In this thesis, we particularly focus on the

Nash equilibrium as it is commonly used in the MARL literature.

Definition 2.4 (Nash Equilibrium). Let (S,{Ai}N
i=1,P,{ri}N

i=1,η0,γ) be a stochastic

game. A Nash equilibrium is a joint policy πππ∗ = (π∗1 ,π
∗
2 , . . . ,π

∗
N) such that

V πππ∗
i (s)≥V

πππ ′i,πππ
∗
−i

i (s) ∀i≤ N,s ∈ SN , and all valid π
′
i . (2.29)

Computing a Nash equilibrium in a zero-sum game with three or more game

is shown to be PPAD-hard (polynomial parity arguments on directed graphs)

(Daskalakis and Papadimitriou, 2005). As a result, a large number of works

focus on the two-player case. In a two-player zero-sum game, we know that

V π1,π2
1 (s) = −V π1,π2

2 (s) and thus any Nash equilibrium πππ∗ = (π∗1 ,π
∗
2 ) is a saddle

point in the sense that

V π1,π
∗
2

1 (s)≤V π∗1 ,π
∗
2

1 (s)≤V π∗1 ,π2
1 (s) for any valid π1,π2. (2.30)

By applying minimax theorem (Fan, 1953) in normal-from game (i.e., one-step) to

stochastic games with discrete states and actions, we have that the desired optimal

value function for two-player zero-sum games:

V ∗(s) = max
π1

min
π2

V π1,π2
1 (s) = min

π2
max

π1
V π1,π2

2 (s). (2.31)

Eq. (2.31) suggests that no matter the max player moves first or the min player

movers first, the form of Nash equilibria would not change. Based on the minimax
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theorem, a series of value-based MARL methods has been proposed. An early

value-iteration methods was proposed by (Shapley, 1953) that bootstraps the value

function as follows:

V (s) = min
π1

max
π2

Ea1∼π1,a2∼π2,s′∼P
[
r1(s,a1,a2)+ γV (s′)

]
. (2.32)

Shapley (1953) proved that the iteration in Eq. 2.32 is a fixed-point iteration, i.e., the

value function will asymptotically converge to V ∗ given in Eq. (2.30), i.e., the value

function induced by a Nash equilibrium.

The value-iteration method in Eq. (2.32) is model-based as it requires the prior

knowledge on the system dynamics P. In contrast to that, Littman (1994) proposed

Minimax-Q, a model-free Q learning method for zero-sum two-player games, which

combines minimax theorem and the bootstrapping rule of single-agent Q learning:

Q1(st ,a1,a2) =Q1(st ,a1,a2)+α

[
ri(s,a1,a2)+

γ min
π1

max
π2

Ea′1∼π1,a′2∼π2

[
Q1(st+1,a′1,a

′
2)
]
−Qi(st ,a1,a2)

]
.

(2.33)

Shown in (Szepesvári and Littman, 1999), Minimax-Q also achieves a fixed point

iteration that would asymptotically converge to the Q values induced by a Nash

equilibrium. Recently, several new algorithms have been proposed with efficient

sampling-based implementation of the idea of integrating minimax theorem and

Q learning. Fan et al. (2020) employed deep neural networks to parameterise Q

functions and derived a finite-sample error bound under mild assumptions. Zhang

et al. (2021b) performed a finite-sample analysis and derive a finite-sample bound

for linear function approximators in competitive MARL. For more detailed summary

of recently proposed MARL methods for zero-sum games, we refer to (Yang, 2021,

Section 3, Chapter 2) as the most recent comprehensive survey.

2.2.2.3 MARL for General-sum Setting

Due to the coexistence of cooperation and competition, general-sum games are

generally more challenging to solve compared with fully cooperative games and

zero-sum games. So far, there is no method that provably converges to a Nash
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equilibrium without modelling assumptions on the stochastic games. Instead, almost

all MARL algorithms for the general-sum setting converges to Nash equilibria under

strong assumptions.

Nash Q learning (Hu and Wellman, 2003) builds a general framework for

MARL for general-sum games, which updates action value functions for each agent

using temporal difference learning. In Nash Q learning, each agent not only maintains

its own Q values but also estimate the Q values for all other agents. At the iteration

of temporal difference learning, it first computes the Nash equilibrium πππQ of the

stage game determined by the current Q values (Q1,Q2, . . . ,QN). Then, the general

update rule for value based MARL methods in Eq. (2.33) can be instantiated as the

following rule:

Qi(s,a)← Qi(s,a)+α
(
ri(s,a)+ γNashQi(s′,a′)−Qi(s,a)

)
, (2.34)

where NashQi(s′,a′) = ∑a′∈A1×···×AN πππQ(a′|s′)Qi(s′,a′). It is shown that under cer-

tain assumptions, e.g., there exists a set of globally optimal Q values in each stage

game in the sense that all agents’ rewards are maximised, the resulting policy of

the update rule in Eq. (2.34) can lead to a Nash equilibrium (Hu and Wellman,

2003). Therefore, although Nash Q learning is principled, its converges to a Nash

equilibrium under restrictive conditions. One condition is that the Nash equilibrium

of every stage-game is globally optimal, i.e., the reward of agent is maximised under

a Nash equilibrium. An alternative condition is that the Nash equilibrium of every

stage-game is a saddle point in terms of agents rewards. Either one of the two

conditions can guarantee the fixed-point iteration in Eq. (2.34) converges to a unique

Nash equilibrium as a unique fixed point.

Another issue faced by MARL for general-sum stochastic games is the high

computational complexity of a Nash equilibrium. For two-player general-sum

games, computing a Nash equilibrium can be formulated as a linear complementarity

problem, which can subsequently be solved using the Lemke-Howson algorithm

(Shapley, 1974). However, it remains unclear how to exactly compute a Nash
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equilibrium in a general-sum game where players are more than two. In fact, a

Nash equilibrium is computationally difficult. Even in the two-player games, the

complexity of computing an Nash equilibrium is PPAD-hard (Daskalakis et al.,

2009). Therefore, in the worst case, the time required by Nash-Q learning and its

variants is exponential to the size of a stochastic game.

After Nash Q learning, many other MARL algorithms targeting at general-

sum games have been proposed. Littman et al. (2001) proposed Friend-or-Foe

Q-learning in which each agent determines every other agent as a friend or foe. This

manner allows it to compute a Nash equilibrium for each stage game using linear

programming, which is more efficient than the Lemke-Howson algorithm (Shapley,

1974). However, the convergence of Friend-or-Foe Q-learning can not be guaranteed

for two-player zero-sum games and fully cooperative games with a unique Nash

equilibrium. Greenwald and Hall (2003) proposed Correlated Q learning that takes

correlated equilibrium (Aumann, 1987) as the solution concept and replaces the

Nash operator in Eq. (2.34) with the operator for computing a correlated equilibrium.

Correlated Q learning is empirically shown to converge to a correlated equilibrium

in many applications. Recently, Pérolat et al. (2017) proposed a MARL method

for finding an approximate Nash equilibrium, which is based on Bellman residual

minimisation (Maillard et al., 2010).

Besides value-based methods introduced above, there are also many policy-

based MARL methods for general-sum games. The most famous one is MADDPG

(Lowe et al., 2017) that extends the deterministic policy gradient (DPG) with deep

neural networks as function approximators to the multi-agent setting. Each agent in

MADDPG refines a deep neural network-parameterised policy in an actor-critic man-

nar. MADDPG follows a centralised-training and decentralised-executing scheme.

That is, in the training phase, all agents are given the complete information of

the environment; in the executing phase, agents can only observe their local in-

formation. Although without theoretical guarantee for convergence, experimental

evidence demonstrates that MADDPG converges in cooperative, competitive and

mixed cooperative-competitive environments.
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In recent years, a number of variants of MADDPG have been propose, which

improve the original MADDPG method from different aspects. Li et al. (2019)

proposed MiniMax MADDPG (M3MADDPG) that introduces a minimax extension

of MADDPG for learning robust policies for each agent. Iqbal and Sha (2019) incor-

porated the attention mechanism (Vaswani et al., 2017a) to MADDPG for achieving

more effective and scalable learning in complex multi-agent environments. Also

focusing on the attention mechanism, Zhang et al. (2020) proposed continuous action

attention MADDPG (CAA-MADDPG) that applies the attention mechanism to the

action selection so that each agent pays attention to the actions and observations

of other agents that are more relevant with it. Wang et al. (2020) proposed Recur-

rent MADDPG (R-MADDPG) for handling multi-agent coordination under partial

observable environments and limited communication. Zhu et al. (2020) proposed

Prioritized Experience Replay-MADDPG (PER-MADDPG) that sample particular

transition data with the priority in order to realise a faster convergence than the uni-

form sampling. Ullah Sheikh and Bölöni (2020) proposed Decomposed MADDPG

(DE-MADDPG) that achieves more stable learning by coordinating local and global

rewards.

For more detail descriptions and comparisons among MARL methods for

general-sum games, we refer to (Zhang et al., 2021a) as a comprehensive survey.

2.2.3 Multi-agent Inverse Reinforcement Learning

Recently, IRL has been extended to the multi-agent setting, with the goal of recov-

ering the reward function for each agent from demonstrations provided by a set of

experts, each corresponding to an agent in the game. However, due to the complex

notion of (Nash) equilibrium, IRL for stochastic games is much more challenging

than that for MDP. As of the time when this thesis is finished, the literature is not

abundant, and most works assume specific reward structures.

For the cooperative setting, Natarajan et al. (2010) proposed Multi-Agent In-

verse Average Reward RL for the cooperative setting with the goal of maximising all

agents’ average reward. It uses a centralised scheme to coordinate actions among

agents, where a central control uses an MDP to model a group of cooperative agents.
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Bogert and Doshi (2014) proposed a Multi-agent IRL approach for cooperative

agents with partial observability. Due to the cooperative setting, each robot in this

method still is essentially modelled as an MDP and in pursuit of recovering a suit-

able reward function for the MDP. Although these multi-agent IRL approaches are

suitable for the cooperative setting, the underlying model is still an MDP, leading to

a restrictive generalisation capacity to games with competition.

For the zero-sum setting, (Lin et al., 2014) proposed a multi-agent IRL methods

dedicated to the two-player zero-sum games based on Bayesian optimization and

minimax theorem. Waugh et al. (2011) proposed a multi-agent IRL method based on

game-theoretic notion of regret (Zinkevich et al., 2007) and MaxEnt IRL (Ziebart

et al., 2008), which is effective for both zero-sum setting and cooperative setting.

Reddy et al. (2012) proposed a methods that is also suitable for both zero-sum setting

and cooperative setting. It reduces the problem of multi-agent IRL to a distributed

problem where the solution to each agent (the reward function for each agent) can

be solved independently using a similar formulation as for the single agent case.

For the general-sum setting, (Song et al., 2018) proposes MA-GAIL, an imi-

tation learning method based on generative adversarial learning (Goodfellow et al.,

2014). However, MA-GAIL bypasses the reward inference and can only imitate an

expert policy by matching the distribution of the learned actions and expert actions.

To address this issues, Yu et al. (2019b) proposed Multi-agent Adversarial Inverse

Reinforcement Learning (MA-AIRL) (Yu et al., 2019b), which extends single-agent

MaxEnt IRL (Ziebart et al., 2008) to general-sum stochastic games based on a new

equilibrium concept. This new equilibrium incorporates the causal entropy of the

policy into the reward objective, which allows us to characterise a trajectory with

an energy-based model according to the maximum entropy principle. To efficiently

tune a reward function, MA-AIRL uses an adversarial learning scheme to train a

parameterised reward. Very recently, Gruver et al. (2020) proposed MA-AIRL with

latent variables, an improved version of MA-AIRL for increasing sample efficiency

and training stability.
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2.3 Models for Multi-agent Systems with Many

Agents

2.3.1 Mean Field Games

MARL faces the issue of curse of dimensionality, i.e., the joint state and joint action

spaces grow exponentially as the agent number increases, which makes MARL in-

creasingly intractable. The Mean field game (MFG) (Lasry and Lions, 2007; Huang

et al., 2003) formalism approximates the interactions among homogeneous agents

by those between a representative agent and the population. MFG was pioneered

by (Lasry and Lions, 2007; Huang et al., 2006) in the continuous setting. Math-

ematically, the dynamics of the system is governed by two stochastic differential

equations: the Hamilton-Jacobi-Bellman equation (Peng, 1992) models the back-

ward dynamics of a representative agent’s value functions and the Fokker-Planck

equation (Risken, 1996) models the forward dynamics of mean fields. Discrete MFG

models were then proposed in (Gomes et al., 2010). Guéant et al. (2011) provides a

survey of MFG models and discussed various applications.

As agent number N goes large, instead of modelling each agent individually,

MFG models a representative agent and collapses the joint state into an empirical

distribution, called a mean field, given by

µ(s) = lim
N→∞

1
N

N

∑
i=1

1{si=s}, (2.35)

where 1 denotes the indicator function, i.e., 1x = 1 if x is true and 0 otherwise. The

transition function P : S×A×∆(S)→ ∆(S) specifies how states evolve at the agent-

level, i.e., an agent’s next state depends on its current state, action, and the current

mean field. This function also induces a transition of the mean field at the population

level which maps a current mean field to the next mean field based on all agents’

current states and actions. Let T ≥ 0 denote a finite time horizon. A mean field

flow (MF flow) thus consists of a sequence of T +1 mean fields µµµ = {µt}T
t=0, where

the initial value µ0 is given, and each µt (0 < t < T ) is the empirical distribution
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obtained by applying the transition above to µt−1. The reward of an agent at each

step is specified by the reward function r : S×A×∆(S)→ R. The agent’s long-term

reward is thus the sum ∑
T
t=0 γ tr(st ,at ,µt). Formally, the MFG is defined as follows.

Definition 2.5 (Mean Field Games). A mean field game (MFG) is a tuple

(S,A,P,µ0,r,γ), where

• S is the state space.

• A is the action space.

• P : S×A×∆(S)→ ∆(S) is the transition function.

• µ0 ∈ ∆(S) is the initial mean field.

• r : S×A×∆(S)→ R is the reward function.

• γ ∈ (0,1) is the discounted factor.

An MFG adopts the time-varying stochastic policy πππ ≜ {πt}T−1
t=0 where πt : S→

∆(A) is the per-step policy at step t. Given MF flow µµµ and policy πππ , the agent’s

expected to return during the whole course of the game is written as

J(µµµ,πππ) = Eµµµ,πππ

[
T

∑
t=0

γ
tr(st ,at ,µt)

]
, (2.36)

where s0 ∼ µ0,at ∼ πt(·|st),st+1 ∼ P(·|st ,at ,µt).

An agent seeks optimal policy so as to maximise the expected return. If an MF

flow µµµ is fixed, we will derive an induced MDP with a non-stationary transition

function. An optimal policy of the induced MDP is called a best response to the

corresponding fixed MF flow. We denote the set of all best-response policies to

a fixed MF flow µµµ by Ψ(µµµ) = argmaxπππ J(µµµ,πππ). However, the situation is more

complex as all agents optimise their policies simultaneously, the MF flow would

shift. The solution thus needs to consider how the policy at the agent level affects MF

flow at the population level. Since all agents are identical and rational, at optimality,
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everyone would follow the same policy. Under this assumption, the dynamics of MF

flow is governed by the (discrete-time) McKean-Vlasov (MKV) equation (Carmona

et al., 2013):

µt+1(s′) = ∑
s∈S

µt(s) ∑
a∈A

πt(a|s) P(s′|s,a,µt). (2.37)

Denote µµµ = Φ(πππ) as the MF flow that fulfils MKV equation given a policy πππ . The

conventional solution concept for MFG is the mean field Nash equilibrium (MFNE),

where agents adopt the same policy that is the best response to the MF flow, and in

turn, the MF flow is consistent with the policy.

Definition 2.6 (Mean Field Nash Equilibrium). A pair of MF flow and policy (µµµ⋆,πππ⋆)

consititutes a mean field Nash equilibrium if πππ⋆ ∈Ψ(µµµ⋆) and µµµ⋆ = Φ(πππ⋆).

Shown in (Saldi et al., 2018; Cui and Koeppl, 2021), an MFNE is guaranteed to

exist under the standard assumptions that both the reward function and the transition

function are continuous and bounded. Through defining any mapping Ψ̂ : µµµ 7→ πππ

that identifies a policy in Ψ(µµµ), we get a composition Γ = Φ ◦ Ψ̂, the so-called

MFNE operator. Repeating the MFNE operator (i.e., alternating between πππ = Ψ̂(µµµ)

and µµµ = Ψ(πππ)), we derive the fixed point iteration for the MF flow. The standard

assumption for the uniqueness of MFNE is that Γ is a contraction mapping (Cui

and Koeppl, 2021; Guo et al., 2019), i.e., the fixed-point iteration will converge to a

unique MF flow µµµ⋆. While, the contractility of Γ does not hold in general (Cui and

Koeppl, 2021), which means multiple MFNE may coexist.

2.3.2 Reinforcement Learning for Mean Field Games

Reinforcement learning for MFG has attracted great attention in recent five years. As

a first attempt, Yang et al. (2018b) did not target at solving an MFG, but used mean

field theory to approximate joint actions in large-population stochastic games to

approximate Nash equilibria. They implemented this idea as two specific algorithms,

the value-based MF-Q algorithm and the policy-based MF actor-critic algorithm.

Using a similar proof scheme as in Nash Q learning, they proved that MF-Q converges

to a Nash equilibrium under restrictive assumptions.
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Lately, several approaches have been proposed that directly aim at solving an

MFG in an RL mannar. Guo et al. (2019) presented a Q learning-based algorithm

for computing stationary MFNE, i.e., the policy and MF flow are stationary in

terms of time. It follows a policy-iteration scheme specified by the MFNE operator,

where the technique of ε-net (Shi and Wu, 2015) is employed to discretise the mean

field as each component of a mean field is a continuous variable (a probability).

Subramanian and Mahajan (2019) used RL to compute local MFNE that relaxes the

condition of optimality of the policy with respect to the MF flow. Similar to Guo et al.

(2019), it also follows the policy-iteration scheme specified by the MFNE operator

and uses a sampling-based method to estimate the value function. Vert recently, Cui

and Koeppl (2021) proposed to use RL with deep neural networks to solve policy

entropy-regularised MFGs. Authors argued that the non-uniqueness of MFNE may

make an RL method unstable as it may converge to an arbitrary MFNE. They thus

proposed new equilibrium concepts that augment the reward with the policy entropy,

and showed that these new equilibrium enjoy a property of more reliable uniqueness.

As a summary, these algorithms can be viewed as specific implementations of how

to repeat the MFNE operator.

2.3.3 Inverse Reinforcement Learning for Mean Field Games

IRL for MFGs, i.e., infer the ground-truth reward function for MFG from expert

demonstrations, has yet to be explored in the literature. The only exception is (Yang

et al., 2018a) that showed an MFG can be reduced to an MDP in the centralised

setting. We nest present a detailed explanation for the reduction from MFG to MDP.

Since an MFG is the limiting case of the corresponding stochastic game as

the number of agents N tends to infinity, MFG inherits the Markovian nature. In

the spirit of this, Yang et al. (2018a) convert a special type of MFG (finite-horizon

and without actions) to an MDP. Also, Carmona et al. (2019) reformulate MFG

with deterministic policies as MDP, based on which authors use DDPG to compute

an MFNE. Note that the reduction holds under the assumption that all agents are

rational, i.e., they always use an identical policy.

Here, we give a general description of these reduction methods through reformu-
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lating an MFG as an MDP. Formally, let (S,A, p,µ0,r,γ) be an MFG, we construct

an MDP as follows:

• States: µ ∈ P(S), i.e., the state at step t is the mean field µt .

• Actions: π ∈ Π ≜ {π|π : S→ P(A)}, a valid stochastic per-step policy in

MFG.

• Reward:

r̄(µ,π)≜ ∑
s∈S

µ(s) ∑
a∈A

r(s,a,µ)π(a|s), (2.38)

i.e., the average reward of the population.

• Transition: µt+1 = Φ(µt ,πt)
1 fulfilling the MKV equation (see Eq. (6.2)).

Note that this transition function is deterministic.

• Policy: π̄ : P(S)→Π, which is stationary.

Intuitively, one can interpret π̄ as that a specific agent chooses an action based

on two considerations: the population state distribution and her local state. We can

now draw a connection between the policy of MFG and the constructed MDP. Fixing

µ0, we derive a policy πππ and MF flow µµµ for the primitive MFG from the constructed

MDP in such a way that πt = π̄(µt) and µt+1 = Φ(µt ,πt). Consequently, Yang et al.

(2018a) concluded that the optimal policy for the constructed MDP, then the action

trajectory generated by π̄⋆ constitutes an MFNE for the original MFG.

They thus propose an IRL method for MFG by directly applying standard

MaxEnt IRL (Ziebart et al., 2008) to the constructed MDP. Intuitively, this method

takes a centralised view and runs at the population level. More formally, it assumes

that the expert trajectories are in the form of
{
{π j,t ,µ j,t}T

t=0
}M

j=1 sample from a total

number of M game plays, where each π j,t and µ j,t is estimated by:

π j,t =
N

∑
i=1

1{si
j,t=s,ai

j,t=a}

/ N

∑
i=1

1{si
j,t=s}, (2.39)

1Here, we abuse the notation Φ to denote the next mean field induced by the current mean field
and current per-step policy, according to the MKV equation.
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µ j,t(s) =
1
N

N

∑
i=1

1{si
j,t=s}. (2.40)

The main issue caused by the reduction from MFGs to MDPs is that there

will be a bias in the estimation of the ground-truth reward functions. We explain

the reason for this issue as follows. The optimal policy of the constructed MDP

can always induce an MFNE which attains a maximum of the average expected

cumulative rewards of the population. Hence, the reduction from MFG to MDP

implicitly assumes that an MFG is fully cooperative in the sense that all agents aim

to maximise the average reward (the societal reward) of the population. Therefore,

IRL on this MDP rationalises expert behaviours by finding a reward function under

which the expert policy maximises the population’s societal reward. However, an

MFNE is not unique in general and does not necessarily always maximise the

population’s societal reward (Bardi and Fischer, 2019; Dianetti et al., 2019; Delarue

and Tchuendom, 2020; Cui and Koeppl, 2021).

In Chapter 5, we will continue to discuss the hidden limitation behind the

reduction from MFGs to MDPs in detail, which motivates us to put forward a

more general IRL approach for MFGs that is effective to recover the ground-truth

reward functions for general-sum MFGs from demonstrated MFNE behaviours. We

name this more general approach Mean Field IRL (MFIRL) (Chen et al., 2022a).

Furthermore, in Chapter 6, we propose a more efficient and practical IRL method,

called Mean Field Adversarial IRL (MF-AIRL) (Chen et al., 2021), for MFG that is

based on MFIRL and MaxEnt IRL.

2.4 Notation and Terminology

We now present a summary of notations that are frequently used throughout this the-

sis. In the remainder of this paper, these notations may be used without declarations

but can still be understood from the context.
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General Notations:

≜ Equality by definition

≈ Approximately equal

∝ Proportional to

∆(S) Set of all probability distributions over the set S

Pr(X = x) Probability that a random variable X takes the value x

x∼ p Random value x ∈ X that is selected from the distribution p(X)

E[X ] Expectation of a random variable X

R Set of all real numbers

N Set of all natural numbers

N+ Set of all positive natural numbers

ln Natural logarithm

exp The base of the natural logarithm

f : X → Y A function maps from set X to set Y

← Assignment

(a,b] The interval between a and b excluding a and including b

α Learning rate (step size)

1{X=x} Indicator function (1{X=x} = 1 if a random variable X takes value x; otherwise 0 )

In Multi-armed Contextual Bandit Problems:

K Number of arms (actions)

T Number of time steps

at Arm select at step t

r Reward

RT Cumulative regrets over T steps

a∗t The action with maximum expected reward at step t

x A d-dimension vector

A A d×d matrix

∥ · ∥p p-norm (∥x∥n = (∑d
i=1 xp

i )
1/p)
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In Markov Decision Processes, Stochastic Games and Mean Field

Games:
S State space

A Action space

p Transition function

r Reward

γ Discount factor

η0 Initial State Distribution

T Time horizon

V State value function

Q Action value function

V ∗,V ⋆ Real (optimal) state value function

Q∗,Q⋆ Real (optimal) action value function

π policy

π∗,π⋆ Optimal (equilibrium) policy

N Number of agents

i Agent index

−i All agents except for i

s Joint state

a Joint action

πππ Joint policy in MDP and stochastic games; Time-varying policy in MFG

µ Mean field (µ ∈ ∆(S))

µµµ Mean field flow over T steps

H (X) The entropy of the random variable X (H (X) =−∑
n
i=1 Pr(X = xi) logPr(X = xi))
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Chapter 3

Interconnected Neural Linear

Contextual Multi-armed Bandits

“An expert is a person who has made all the mistakes that can be made in a very

narrow field. ”

— Niels Bohr (Physicist, 1885 – 1962).

In this chapter, we study balancing exploration and exploitation in online

sequential decision making problems with high-dimensional features (contexts) and

non-linear reward functions. A novel multi-armed contextual bandit algorithm is

proposed with rigorous theoretical analysis and comprehensive empirical results.

3.1 Introduction
Contextual multi-armed bandit algorithms are powerful solutions to online sequential

decision making problems such as online advertisement (Schwartz et al., 2017),

personalised recommendation (Li et al., 2016), and influence maximisation in social

networks (Vaswani et al., 2017b). In contextual bandits, an agent sequentially

observes a feature vector associated with each arm (action), which is called the

context. Based on contexts, the agent pulls an arm and receives a random reward.

The rewards are assumed to follow some distributions that possibly differ over arms.

Since the underlying reward distribution is unknown and the stochastic reward of

the chosen arm can only be observed at run-time, the agent should carefully balance



3.1. Introduction 62

exploration and exploitation, so as to maximise the accumulated reward (Auer et al.,

2002) or, equivalently, to minimise the accumulated regret.

The most widely used model in the literature is the linear contextual bandits,

which assumes that the expectation of the reward is linear in the context (Filippi

et al., 2010). Take news article recommendation as an example: The information on

a user and an article can be leveraged to assemble a context; Users’ click-through

rates on news, i.e., the reward, are then assumed to be linear in contexts (Li et al.,

2010). A typical method of linear contextual bandits is LINUCB (Chu et al., 2011),

which adopts upper confidence bound (UCB) for exploration and achieves the

optimal regret bound under the linear assumption. Recently, many variants of linear

contextual bandits have emerged (Li et al., 2016; Greenewald et al., 2017; Peng et al.,

2019).

Linear contextual bandit methods often perform poorly in real-world applica-

tions that have non-linear rewards (Zhou et al., 2020) and high-dimensional contex-

tual features. The reasons are two-fold. First, these methods can suffer from high

regrets as their tight regret bound guarantee only holds under the linearity assumption.

Second, these methods may have poor online efficiency as most contextual bandit

algorithms require inverting a matrix online (Auer et al., 2002), whose dimension is

equal to that of the contexts. These issues motivate the study of non-linear (Valko

et al., 2013; Yu et al., 2017) and non-parametric contextual bandits (Filippi et al.,

2010; Guan and Jiang, 2018; Hu et al., 2020). However, these methods still rely

on relatively restrictive modelling assumptions on rewards and/or cannot provide

acceptable online efficiency. For instance, KERNELUCB (Valko et al., 2013) relaxes

the linear assumption by supposing the reward function belongs to a reproducing

kernel Hilbert space, but incurs an even higher computation cost on matrix inversions

as the dimension of the kernel matrix increases with time.

Recently, neural networks are introduced to bandit algorithms, yielding methods

that are collectively called the neural contextual bandits (Zhou et al., 2020). Thanks

to the high expressive power of neural networks, these methods can learn richer non-

linear rewards and latent features through representation learning, compared to the
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methods above. Neural contextual bandits methods typically fall into two paradigms:

(1) NEURAL-LINEAR (Riquelme et al., 2018; Zahavy and Mannor, 2019): Use the

output of the last hidden layer as the (dimension-reduced) latent feature and apply

linear contextual bandit methods on top of the last layer; (2) NEURALUCB (Zhou

et al., 2020): View a neural network as a whole and use it as a reward predictor, and

follow UCB-based exploration to update the whole network at once after each step of

decision making. Although these methods show promise in applications (Riquelme

et al., 2018), some shortcomings still remain. NEURAL-LINEAR is time-efficient,

but often has high regrets. This is because that it trains the network end-to-end –

making no use the of results of online exploration in representation learning – thereby

resulting in low convergence speed. Worse yet, its regret bound is so far unknown in

the literature (Riquelme et al., 2018). NEURALUCB, in contrast, can provide the

theoretical guarantee on regret bound. But updating the entire network every step

results in low online efficiency, which makes it practically infeasible.

To address these issues in neural contextual bandits, we propose a novel neural

contextual bandit framework, called interconnected neural-linear upper confidence

bound (INLUCB). To our knowledge, INLUCB is the first neural contextual bandit

method that simultaneously has high online efficiency and theoretical guarantee on

regret bound. Similar to NEURAL-LINEAR, INLUCB incorporates non-linearity

to rewards using neural networks with two parts: the lower layers transform raw

contexts to a low-dimensional latent feature space; and the last linear layer represents

a linear model that fits the observed reward in terms of the latent features. The key

novelty of INLUCB lies in an interconnected offline/online update mechanism

to train the two parts. The offline process (representation learning) updates lower

layers subject to the current linear model, simplifying the task at hand. The online

process (exploration) follows UCB-based exploration to update only the last linear

layer based on the proposed representation, thereby guaranteeing online efficiency.

This online/offline framework improves the representation ability compared to linear

contextual bandits, whilst greatly reducing the online computation cost compared

to existing neural contextual bandit methods. Most crucially, we propose a new
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technique to analyse the regret bound for the recently emerged family of contextual

bandit methods with representation learning (Riquelme et al., 2018; Zahavy and

Mannor, 2019). The central idea is to decompose the total regret into the regrets

caused by representation learning and online exploration. Using this technique, we

derive a general expression of the regret bound of INLUCB (see Theorem 3.1),

which suggests that INLUCB generalises LINUCB. Specifically, we present a tighter

regret bound (under reasonable assumptions) when the latent feature degenerates to

being linear in the raw contexts (see Corollary 3.1). We test INLUCB against state-

of-the-art contextual, non-linear contextual, non-parametric contextual and neural

contextual bandit methods on both synthetic and real-world datasets with high-

dimensional contexts and non-linear rewards. Results demonstrate that INLUCB

achieves much lower cumulative regrets and higher online efficiency.

3.2 Backgrounds

3.2.1 Problem Setting

We consider the stochastic contextual bandit problem with K arms (actions) and

T steps. At each step t ≤ T , the agent observes the context (feature) xt,a ∈ Rd of

each arm a with ∥xt,a∥2 ≤ 1, where the contextual dimension d is usually very

large in applications. An algorithm selects an action at ∈ [K] at step t and receives

a reward rt,at ∈ [0,1], where [K] denotes the set {1,2, . . . ,K}. The reward rt,at is

an independent random variable conditioned on context xt,at . The regret of the

algorithm is defined as:

RT ≜
T

∑
t=1

rt,a∗t −
T

∑
t=1

rt,at ,

which has already been shown in Eq. (2.17). Here, a∗t = argmaxa∈[K]E[rt,a|xt,a] is

the optimal action at step t that maximises the expected reward. The objective is to

find an algorithm so as to minimise the regret.

In real scenarios, the reward is usually non-linear in contexts. To capture this

fact, for each step t, we assume the reward is generated as follows:
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rt,a ≜ g(xt,a)+ξt , (3.1)

where g : Rd → R is an unknown non-linear function satisfying g(x) ∈ [0,1] for any

x, and ξt is a sub-Gaussian noise satisfying E[ξt ] = 0. The sub-Gaussian noise is

a standard assumption in the stochastic bandit literature, which can represent any

bounded noise (Li et al., 2017).

3.2.2 Neural Contextual Bandits

We next give an overview of the recently emerged neural contextual bandit methods

(Riquelme et al., 2018; Zahavy and Mannor, 2019; Zhou et al., 2020). These methods

handle high dimensional contexts and non-linear rewards by using neural networks

as reward models. Formally, the reward in Eq. (3.1) is modeled by:

g(xt,a) = f⊤⋆ (xt,a)θθθ ⋆, (3.2)

where f⋆ : Rd→Rp represents all layers except the last that satisfies ∥ f⋆(xt,a)∥2 ≤ 1,

θθθ ⋆ represents the weights of the last linear layer that satisfies ∥θθθ ⋆∥2 ≤ 1, and

p≪ d. We call f and θθθ the dimension reduction mapping and latent weight vector,

respectively. Intuitively, f serves as a non-linear transformation that converts raw

contexts of a large dimension d to latent features of a much lower dimension p, and

the reward function is linear in the resulting latent features. Since a neural network

with suitable size and activation functions is a global function approximator (Barron,

1993), neural contextual bandits assume that Eq. (3.2) can express the underlying

reward function, i.e., there exists a pair ( f⋆,θθθ ⋆) that fulfils Eq. (3.2).

Two paradigms of neural contextual bandits are NEURAL-LINEAR (Riquelme

et al., 2018; Zahavy and Mannor, 2019) and NEURALUCB (Zhou et al., 2020).

NEURAL-LINEAR trains θθθ by applying linear contextual bandit methods (e.g., UCB

or TS) on top of f for exploration. The training of f (representation learning) and

θθθ (exploration) are executed at different time-scales. Whenever the exploration is

terminated, we turn to representation learning by training the entire model (both f

and θθθ ) end-to-end. Although online exploration quantifies uncertainties over rewards,
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end-to-end training makes NEURAL-LINEAR ignore this important information in

representation learning. This may lead to a low convergence speed and thereby the

resulting regrets would be high. Notably, the regret bound of NEURAL-LINEAR has

yet to be analysed.

As for NEURALUCB, it provides a regret bound of Õ(d̃
√

T ) through leveraging

the neural tangent kernel (NTK) (Jacot et al., 2018) to characterise a fully connected

neural network, where d̃ is the effective dimension of a NTK matrix. However,

reformulating a neural network as a NTK matrix requires updating all parameters

(both f and θθθ ) of a neural network at once after each step of online decision-making,

which makes NEURALUCB too inefficient to be used in practice.

The above claims on shortcomings of NEURAL-LINEAR and NEURALUCB

are verified in experiments (see Sec. 3.6).

3.3 Method

To address issues in the existing neural contextual bandit methods, we propose

a novel contextual bandit framework called interconnected neural-linear UCB

(INLUCB). Similar to NEURAL-LINEAR, INLUCB alternates between the training

of f and θθθ . The key to INLUCB is an interconnected online-offline mechanism

rather than end-to-end training. Fixing f , the online process tunes θθθ using UCB

to balance exploration and exploration. In turn, freezing θθθ , the offline process

updates f based on samples collected by online exploration. Fig. 3.1 depicts this

mechanism. This interconnected update mechanism overcomes the shortcoming of

NEURAL-LINEAR in the sense that representation learning and online exploration

are alternatively performed to boost each other. Besides, the method has two extra

advantages: (1) online exploration is an effective way to sample data since initially

data is often too scarce to train the entire model offline, i.e., the cold-start problem;

(2) moving the heavy workload of updating hidden layers offline can significantly

improve online efficiency. Formally, let n ∈ [N] denote the index of iterations, and

denote by θθθ n and fn the values of θθθ and f after the nth iteration, respectively. Let

Dn denote the offline dataset at the nth iteration. Initially, we assume D0 =∅. We
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Figure 3.1: The process flow of INLUCB framework. Solid and dashed arrows represent
input/output and sampling, respectively.

next formally introduce the two processes.

3.3.1 Online Exploration

Each iteration starts from the online exploration. In the nth iteration, we fix fn−1 to

extract a latent feature fn−1(xt,a) for each context xt,a. As for updating θθθ , we apply

LINUCB on top of the extracted latent features for exploration. The basic idea is to

maintain a reward predictor (i.e., predicted expected reward) r̂t,a and a confidence

interval around it with width wt,a that captures the variance of rewards. Then, at

each step t, we choose the action with the highest upper confidence bound r̂t,a +wt,a.

Formally, we use θθθ n,t to denote the estimation of θθθ at the tth step of the nth iteration.

For each action a, the reward predictor and the width of the confidence interval are

given by

r̂t,a ≜ f⊤n−1(xt,a)θθθ n,t , (3.3)

wt,a ≜ α

√
f⊤n−1(xt,a)A−1

n,t fn−1(xt,a), (3.4)

where α > 0 is a given constant and



3.3. Method 68

An,t ≜ Ip +
t−1

∑
τ=1

fn−1(xτ,aτ
) f⊤n−1(xτ,aτ

). (3.5)

Here, Ip denotes the identity matrix of size p which is to guarantee the rigorous

invertibility of An,t . We present in Appendix ?? a detailed justification for LINUCB.

After choosing an action with the highest r̂t,a +wt,a, we update θθθ as follows:

θθθ n,t = A−1
n,t bn,t , where bn,t ≜

t−1

∑
τ=1

fn−1(xτ,aτ
)rτ,aτ

. (3.6)

Online training terminates after T steps (T is a predefined constant). Then, accu-

mulated online samples {(xt,at ,rt,at )}T
t=1 are appended to the offline dataset Dn−1,

yielding Dn.

Algorithm 3.1 INLUCB
Input: α ∈ R+,N,T,K,d ∈ N, p < d ∈ N
Output: f : Rd → Rp and θθθ ∈ Rp.
Initialisation: D0 =∅, random f0, A′← Ip and b′← 0p

1: while n = 1,2, . . . ,N do
2: ▷▷▷ Online Training
3: A← A′, b← b′
4: for t = 1,2, . . . ,T do
5: θθθ n,t ← A−1b
6: Observe K features xt,1,xt,2, . . . ,xt,K ∈ Rd

7: for each arm a = 1,2, . . . ,K do
8: Compute pt,a← f⊤n−1(xt,a)θθθ n,t+ α

√
f⊤n−1(xt,a)A−1 fn−1(xt,a)

9: end for
10: Choose action at ← argmaxa∈[K] pt,a
11: Observe payoff rt,at ∈ [0,1]
12: A← A+ fn−1(xt,a) f⊤n−1(xt,a)
13: b← b+ fn−1(xt,a)rt,at

14: end for
15: θθθ n← θθθ n,T , Dn← Dn−1∪{(xt,at ,rt,at )}T

t=1
16: ▷▷▷ Offline Training
17: Fix θθθ n, train f(n) on Dn through gradient descent on the loss defined in

Eq. (3.7)
18: ▷▷▷ Warming-Up
19: Run simulation on Dn using fn. Keep A′ and b′ updated during the

simulation.
20: end while
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3.3.2 Offline Representation Learning

In the nth iteration of offline learning, we fix θθθ n and train fn on Dn by minimising

the mean square error (MSE) loss:

LDn( f ;θθθ n)≜ E(x,r)∼Dn

[
( f⊤(x)θθθ n− r)2

]
, (3.7)

Since the sub-Gaussian noise on rewards has zero mean, the minimiser of Eq. (3.7)

is an unbiased estimator of the optimal f w.r.t. θθθ n. After Eq. (3.7) converges, we

do not directly enter into the next round of online training. Instead, we simulate the

UCB exploration on the entire Dn using fn, in order to pre-train θθθ n+1 on existing

offline data. We call this process warming-up. Alg. 3.1 presents the pseudocode of

INLUCB.

3.4 Regret Analysis
This section studies the upper bound of the cumulative regret of INLUCB. By

Eq. (2.17), the total regret of INLUCB with N iterations, each with T online steps,

can be written as

RN,T =
N

∑
n=1

Rn,T ≜
N

∑
n=1

[
T

∑
t=1

rn,t,a∗t −
T

∑
t=1

rn,t,at

]
, (3.8)

Algorithm 3.2 BASEINLUCB
Input: α ∈ R+,K ∈ N, p < d ∈ N,Ψt ⊆ [t−1]

1: At ← Ip +∑τ∈Ψt f⊤n−1(xτ,aτ
) fn−1(xτ,aτ

)
2: bt ← ∑τ∈Ψt rτ,aτ

fn−1(xτ,aτ
)

3: θθθ t ← A−1
t bt

4: Observe K contexts, xt,1,xt,2, . . . ,xt,K ∈ Rd

5: for a ∈ [K] do
6: wt,a← (1+α)

√
f⊤n−1(xt,a)A−1

t fn−1(xt,a)

7: r̂t,a← f⊤n−1(xt,a)θθθ t

where Rn,T denotes the regret at the nth iteration. We study the per-iteration

regret Rn,T . The total regret can then be obtained by summing Rn,T over all N

iterations. For simplicity, we will omit the iteration index n in some notations. Recall
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Algorithm 3.3 SUPINLUCB
Input: T ∈ N

1: S← lnT
2: Ψs

t ←∅ for all s ∈ [T ]
3: for t = 1,2, . . . ,T do
4: s← 1 and Â1← [K]
5: repeat
6: (a) Use BASEINLUCB with Ψs

t to calculate width ws
t,a, and upper confidence

bound, r̂s
t,a +ws

t,a for all a ∈ Âs

7: (b) if ws
t,a ≤ 1/

√
T for all a ∈ Âs then

8: Choose at = argmaxa∈Âs
(r̂s

t,a +ws
t,a)

9: Keep the same index sets at all levels: Ψs′
t+1←Ψs′

t for all s′ ∈ [S]
10: (c) else if ws

t,a ≤ 2−s for all a ∈ Âs then
11: Âs+1←{a ∈ Âs|r̂s

t,a +ws
t,a ≥maxa′∈Âs

r̂s
t,a′+ws

t,a′−21−s}
12: s← s+1
13: (d) else
14: Choose at ∈ Âs such that ws

t,a > 2−s

15: Update the index sets at all levels: Ψs′
t+1←Ψs′

t ∪{t} if s = s′, otherwise
Ψs′

t+1←Ψs′
t

16: end if
17: until an action at is found
18: end for

that the agent always pulls the arm with the highest UCB which is a sum of the

reward predictor r̂t,a and a width term wt,a. Therefore, to bound Rn,T , we need to

know the error in reward prediction:

|r̂t,a− f⊤⋆ (xt,a)θθθ ⋆|= | f⊤n−1(xt,a)θθθ n,t− f⊤⋆ (xt,a)θθθ ⋆|.

Same as LINUCB, the reward predictors r̂t,a in INLUCB are sums of dependent

variables since predictions in later steps are made using previous outcomes, which

prevents us from applying Azuma-Hoeffding inequality to control the error in reward

prediction. Thus, directly analysing regret bound of INLUCB is intractable. To

sidestep this problem, we use the construction in (Auer, 2002) to modify the online

learning of INLUCB into BASEINLUCB (see Alg. 3.2) which assumes statistical

independence among samples. We then use a master algorithm SUPINLUCB (see

Alg. 3.3) to pull arms in a way that ensures this assumption holds. In the literature



3.4. Regret Analysis 71

of contextual bandits, due to the intractability of the regret bound of the original

algorithm, the convention is to instead analyse the regret bound of the master al-

gorithm (Auer, 2002; Chu et al., 2011; Valko et al., 2013), which can be viewed

as an appropriate modification of the original algorithm. Following this conven-

tion, we next analyse the regret bound of SUPINLUCB. Formally, at each step

t ∈ [T ], BASEINLUCB assumes there is a subset Ψt of elapsed steps {1,2, . . . , t−1}
constructed in such a way that for fixed xτ,aτ

with τ ∈ Ψt , the rewards rτ,aτ
are

independent random variables. The set Ψ1 is initialised as the empty set. On

each of Ψ1, . . . ,ΨT+1, it builds reward predictors r̂t,a, and widths wt,a, in the same

way as we show in Eq. (3.3) and Eq. (3.4). But ΨT+1 only includes independent

steps while we need to bound error in reward prediction over all steps. To this end,

SUPINLUCB uses a more complicated scheme which arranges each step t in one of

S sets Ψ1
t , . . . ,Ψ

S
t , where each set Ψs

t contains the steps for which an arm is pulled

at stage s. For each Ψs
t , it builds reward predictors r̂s

t,a, and widths ws
t,a by using

the BASEINLUCB as a subroutine. And at each step t, the value t is included in at

most one Ψs
t+1 in such a way that the event t ∈Ψs

t+1 is independent of the rewards

observed at steps included in Ψs
t . In this manner, we can apply Azuma-Hoeffding

inequality on each set Ψs
t to bound the error of reward prediction and derive a bound

of the total regret by summing these errors over all Ψs
t .

However, although the above technique ensures independence among samples,

directly calculating the error in reward prediction is still intractable due to the

coupling between the estimation errors of θθθ n,t and fn−1 in the total error of reward

prediction. One of our main contributions is proposing a method to separate them by

defining the offline error:

εn ≜ max
x∈Rd

∣∣∣ f⊤n−1(x)θθθ ⋆− f⊤⋆ (x)θθθ ⋆

∣∣∣ ∈ [0,1], (3.9)

and the online error:

γn(xt,a)≜
∣∣∣ f⊤n−1(xt,a)θθθ n,t− f⊤n−1(xt,a)θθθ ⋆

∣∣∣ .
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Intuitively, the offline error and online error capture the effects of the estimation error

of fn−1 and θθθ n,t arising from representation learning and exploration, respectively.

By applying a triangle inequality, we derive an upper bound of the error in reward

prediction by splitting it into online and offline errors:

|r̂t,a− f⊤⋆ (xt,a)θθθ ⋆| ≤ γn(xt,a)+ εn.

Our main result given below is derived by bounding γn(xt,a) and wt,a, and leaving εn

as a factor in the total regret.

Theorem 3.1. If SUPINLUCB is run with α =
√

1
2 ln 2NT K

δ
, with probability at least

1−δ , the regret of the algorithm is

O

((
N +T

N

∑
n=1

εn

)√
T p ln3(NT K ln(T )/δ )

)
.

Remark 3.1. Theorem 3.1 provides a general expression of the regret bound which

implies that the rate of convergence of the sequence of offline errors {εn}N
n=1 de-

termines the order of the regret bound. Theoretically, we know ∑
N
n=1 εn ≤ N as

εn ≤ 1. But substituting N for ∑
N
n=1 εn leads to a rather loose bound Õ(NT

√
T p).

In general, the bound of εn depends on the complexity of the underlying dimension

reduction mapping f⋆ and the error of estimating f⋆ using the neural network. Thus,

we cannot derive a universal non-trivial upper bound for εn as we cannot guarantee

that the neural network attains global minimum. While, if we discard the error of

neural networks and assume the latent feature is in a simple form (e.g., linear in

raw contexts), we can derive a tighter regret bound by further bounding εn (see

Corollary 3.1). Also, empirically, we show that εn decreases fast with the number of

iteration n increases (see next section).
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We next present the proof of Theorem 3.1. For convenience, define

st,a ≜
√

f⊤n−1(xt,a)A−1
t fn−1(xt,a) ∈ R+,

Dt ≜ [ fn−1(xτ,aτ
)]

τ∈Ψt
∈ R|Ψt |×p,

yt ≜ [rτ,aτ
]
τ∈Ψt
∈ R|Ψt |.

Then, At = Ip +D⊤t Dt and bt = D⊤t yt (recall At and bt defined in Eq. (3.5) and

Eq. (3.6), respectively).

The first step is to prove a high probability bound on the error in reward

predictors r̂t,a = f⊤n−1(xt,a)θθθ n,t . The result below generalises Lemma 1 in (Chu et al.,

2011).

Lemma 3.1. Suppose the input index set Ψt in BASEINLUCB is constructed so that

for fixed xτ,aτ
with τ ∈Ψt , the rewards rτ,aτ

are independent random variables with

means E[rτ,aτ
] = f⊤⋆ (xτ,aτ

)θθθ ⋆. Then, in the nth interation with probability at least

1−δ/(NT ), we have for all a ∈ [K]:

∣∣∣r̂t,a− f⊤⋆ (xt,a)θθθ ⋆

∣∣∣≤ (1+α)(1+ εn)st,a + εn,

where α =
√

1
2 ln 2NT K

δ
.

Proof. Using notations in the algorithm descriptions of BASEINLUCB we have

r̂t,a− f⊤⋆ (xt,a)θθθ ⋆ = f⊤n−1(xt,a)θθθ n,t− f⊤⋆ (xt,a)θθθ ⋆

= f⊤n−1(xt,a)θθθ n,t− f⊤n−1(xt,a)θθθ ⋆+ f⊤n−1(xt,a)θθθ ⋆− f⊤⋆ (xt,a)θθθ ⋆

≤ f⊤n−1(xt,a)θθθ n,t− f⊤n−1(xt,a)θθθ ⋆+ εn

= fn−1(xt,a)A−1
t bt− f⊤n−1(xt,a)A−1

t (Ip +D⊤t Dt)θθθ ⋆+ εn

= f⊤n−1(xt,a)A−1
t D⊤t (yt−Dtθθθ ⋆)− f⊤n−1(xt,a)A−1

t θθθ ⋆+ εn.

(3.10)
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and since ∥θθθ ⋆∥2 ≤ 1, we have

|r̂t,a− f⊤⋆ (xt,a)θθθ ⋆| ≤ | f⊤n−1(xt,a)A−1
t D⊤t (yt−Dtθθθ ⋆)|

+∥A−1
t fn−1(xt,a)∥2 + εn.

(3.11)

The right-hand side above decomposes the true prediction error into a variance term

(first), a bias term (second) and the residual offline error term (third). We first bound

the variance term. Due to the statistical independence of samples indexed in Ψt , we

have

E[yt−Dtθθθ ⋆] = εεε t ,

εεε t ≜
[

f⊤n−1(xτ,aτ
)θθθ ⋆− f⊤⋆ (xτ,aτ

)θθθ ⋆

]
τ∈Ψt
∈ R|Ψt |. (3.12)

By Azuma’s inequality, we have

Pr
(∣∣∣ f⊤n−1(xt,a)A−1

t D⊤t (yt−Dtθθθ ⋆)− f⊤n−1(xt,a)A−1
t D⊤t εεε t

∣∣∣> α(1+ εn)st,a

)

≤ 2exp

(
−

2α2(1+ εn)
2s2

t,a

∥DtA−1
t fn−1(xt,a)(1+ εn)∥2

2

)

≤ 2exp(2α
2) =

δ

NT K
.

(3.13)

The last inequality in Eq. (3.13) holds due to that fact:

s2
t,a = f⊤n−1(xt,a)A−1

t fn−1(xt,a)

= f⊤n−1(xt,a)A−1
t (Ip +D⊤t Dt)A−1

t fn−1(xt,a)

≥ f⊤n−1(xt,a)A−1
t D⊤t DtA−1

t fn−1(xt,a)

= ∥DtA−1
t fn−1(xt,a)∥2

2.

(3.14)

Now applying a union bound, we can guarantee, with probability at least 1−δ/(NT ),
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that for all actions a ∈ [K],

∣∣∣ f⊤n−1(xt,a)A−1
t D⊤t (yt−Dtθθθ ⋆)

∣∣∣

≤ α(1+ εn)st,a +
∣∣∣ f⊤n−1(xt,a)A−1

t D⊤t εεε t

∣∣∣

≤ α(1+ εn)st,a + st,aεn = (α + εn +αεn)st,a.

(3.15)

We next bound the bias (the second) term in Eq. (3.11):

∥A−1
t fn−1(xt,a)∥=

√
f⊤n−1(xt,a)A−1

t IpA−1
t fn−1(xt,a)

≤
√

f⊤n−1(xt,a)A−1
t (Ip +D⊤t Dt)A−1

t fn−1(xt,a)

=
√

f⊤n−1(xt,a)A−1
t fn−1(xt,a) = st,a.

(3.16)

We obtain the result by combining two bounds above.

The second step of analysis is to bound the sum of st,a. This is achieved by

Lemma 3 in (Chu et al., 2011).

Lemma 3.2 (Lemma 3 in (Chu et al., 2011)). Using notations in BASEINLUCB and

assuming |ΨT+1| ≥ 2, we have

∑
t∈ΨT

st,at ≤ 5
√

p|ΨT+1| ln |ΨT+1|.

The third step is to bound the size of Ψs
T+1. We use the result provided by

Lemma 16 in (Auer et al., 2002).

Lemma 3.3 (Lemma 16 in (Auer et al., 2002)). For all s ∈ [S]:

|Ψs
T+1| ≤ 5 ·2s(1+α

2)
√

p|Ψs
T+1|.

The lemmas above complete the analysis of properties of BASEINLUCB as-

suming independence. Lemma 3.4 below shows trials of BASEINLUCB are indeed
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independent. Lemma 3.5 reveals properties of SUPINLUCB that are needed to prove

the final regret bound.

Lemma 3.4 (Lemma 14 in (Auer et al., 2002)). For each s ∈ [S], each t ∈ [T ], and

any fixed sequence of contexts xt,a with t ∈Ψs
t , the corresponding rewards rt,at are

independent random variables such that E[rt,at ] = f⊤⋆ (xt,at )θθθ ⋆.

Lemma 3.5. With probability 1− δS/N, for any n ∈ [N], t ∈ [T ] and s ∈ [S], the

following holds for all a ∈ Âs:

1.
∣∣r̂t,a− f⊤⋆ (xt,a)θθθ ⋆

∣∣≤ wt,a +(1+wt,a)εn,

2. a∗t ∈ Âs, and

3. E[rt,a∗t ]−E[rt,a]≤ 23−s +(22−s +2)εn.

Proof. The first item is derived from the consequence of Lemma 3.1 by substituting

wt,a for (1+α)st,a. Obviously the lemma holds for s = 1. If s > 1 then Âs ⊆ As−1

and step (b) in SUPINLUCB implies that

ws−1
t,a ≤ 21−s and ws−1

t,a∗t
≤ 21−s. (3.17)

Step (d) in SUPERINLUCB implies

rs−1
t,a +ws−1

t,a ≥ rs−1
t,a∗t

+ws−1
t,a∗t
−2 ·21−s. (3.18)
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Thus we have

E[rt,a]≥ rs−1
t,a −ws−1

t,a − (1+ws−1
t,a )εn

≥ rs−1
t,a∗t

+ws−1
t,a∗t
−2ws−1

t,a −2 ·21−s− (1+ws−1
t,a )εn

≥ E[rt,a∗t ]−ws−1
t,a∗t
− (1+ws−1

t,a∗t
)εn +ws−1

t,a∗t
−2ws−1

t,a

−2 ·21−s− (1+ws−1
t,a )εn

= E[rt,a∗t ]−2ws−1
t,a −2 ·21−s− (2+ws−1

t,a +ws−1
t,a∗t

)εn

≥ E[rt,a∗t ]−4 ·21−s− (2+2 ·21−s)εn

= E[rt,a∗t ]−23−s− (2+22−s)εn.

(3.19)

The first and third inequality use the item 1. The second inequality uses Eq. (3.18).

The last inequality uses Eq. (3.17).

Proof of Theorem 3.1. We first given an upper bound of the expected regret of

one iteration. By Lemma 3.5, we have that the following inequality holds with

probability at least 1−δS/N:

E[Rn,T ] =
T

∑
t=1

[
E[rt,a∗t ]−E[rt,at ]

]

= ∑
t∈Ψ0

[
E[rt,a∗t ]−E[rt,at ]

]
+

S

∑
s=1

∑
t∈Ψs

T+1

[
E[rt,a∗t ]−E[rt,at ]

]

≤ 2√
T
|Ψ0|+

S

∑
s=1

(
23−s +(2+22−s)εn

)
·
∣∣Ψs

T+1
∣∣

≤ 2√
T
|Ψ0|+

S

∑
s=1

(
23−s +(2+22−s)εn

)
·5 ·2s(1+α

2)
√

p|Ψs
T+1|

≤ 2
√

T +
S

∑
s=1

40(1+α
2)
√

p
∣∣Ψs

T+1

∣∣

+
S

∑
s=1

(2+22−s) ·5 ·2s(1+α
2)εn

√
p|Ψs

T+1|

≤ 2
√

T +40(1+α
2)
√

ST p+20(1+α
2)εn

√
ST p

+
S

∑
s=1

10 ·2s(1+α
2)εn

√
ST p

(3.20)
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≤ 2
√

T +40(1+α
2)
√

T p lnT +20(1+α
2)εn

√
T p lnT

+20(T −1)(1+α
2)εn

√
T p lnT

= 2
√

T +40(1+α
2)
√

T p lnT +20(1+α
2)T εn

√
T p lnT ,

where Ψ0 = [T ]\⋃s∈[S]Ψ
s
T+1 is constructed in SUPINLUCB. The first inequality

uses item 3 in Lemma 3.5. The second inequality uses Lemma 3.3. The last inequality

is derived by substituting S = lnT .

Now, applying a standard Azuma-Hoeffding inequality gives

Pr
(
|Rn,T −E[Rn,T ]|>

√
2T ln(2N/δ )

)

≤ 2exp
(
−2T ln(2N/δ )

2T

)

=
δ

N
,

(3.21)

i.e., with probability at least 1−δ/N,

|Rn,T −E[Rn,T ]| ≤
√

2T ln(2N/δ ).

Combining Eq. (3.20) and (3.21), we have that with probability at least 1−δ (S+

1)/N:

Rn,T = E[Rn,T ]+Rn,T −E[Rn,T ]

≤ 2
√

T +40(1+α
2)
√

T p lnT

+20(1+α
2)T εn

√
T p lnT +

√
2T ln(2N/δ ).

(3.22)

Replacing δ by δ/(S + 1) = δ/(1 + lnT ) and substituting α =
√

1
2 ln 2NT K

δ
in

Eq. (3.22) yields

Rn,T ≤ 2
√

T +40
(

1+
1
2

ln
2NT K(1+ lnT )

δ

)√
T p lnT

+20
(

1+
1
2

ln
2NT K(1+ lnT )

δ

)
T εn
√

T p lnT

+

√
2T ln

2N(1+ lnT )
δ

= O
(
(1+T εn)

√
T p ln3(NT K ln(T )/δ )

)
.
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with probability at least 1−δ/N. Applying a union bound and summing Rn,T over

N iterations gives the final result. □

As mentioned above, we may further bound offline errors if the neural network

can attain global minimum and the underlying f⋆ is easy to learn. The following

corollary provides an insight into a tighter regret bound if f⋆ degenerates to being

linear and the error of the neural network can be discarded.

Corollary 3.1. Assume that f⋆ is linear, i.e., f⋆(x) = Q⋆x where Q⋆ ∈ Rp×d . Let

INLUCB use a fully connected network of three layers, each of size d, p and 1. Also

assume for all n ∈ [N], ( fn,θθθ n) minimises LDn( f ;θθθ). If SUPINLUCB is run with

α =
√

1
2 ln 2NT K

δ
, then there exist constants C,σ ∈ [0,1] and Cσ ≥ 0 such that with

probability at least (1−δ )(1−σ), the regret is

O
((

N +CT +2Cσ

√
2T (N−1)

)√
T p ln3(NT K ln(T )/δ )

)
.

Proof. Let Qn denote a d× p matrix where each row represents the weight vector of

the corresponding unit in the hidden layer after the nth iteration, i.e., fn(x) = Qnx.

Since the noise on rewards is sub-Gaussian with zero expectation, the least squares

estimation in offline learning is equivalent to maximum likelihood estimation (MLE)

(Charnes et al., 1976). By the assumption that ( fn,θθθ n) minimises LDn( f ;θθθ), we

have that Qn is an optimal estimation of Q⋆ on Dn. Thus, by the asymptotic normality

of MLE (Sweeting, 1980), the estimation error of each entry of Qn, denoted by Qn,i, j,

follows a normal distribution where the mean is zero and the variance is inversely

proportional to the number of samples:

|Qn,i, j−Q⋆,i, j| ∼N

(
0,

1
nT · I(Q⋆,i, j)

)
,

where I(Q⋆,i, j) denotes the fisher information (Rissanen, 1996) which can regarded

as a constant here, and nT is essentially the number of samples in the offline learning

of the nth iteration.
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Now fix a confidence coefficient σ/(N−1) and write the corresponding confi-

dence interval as z · 1√
nT I(Q⋆,i, j)

. We have

|Qn,i, j−Qi, j| ≤ z · 1√
nT I(Qi, j)

≜
Cσ√
nT

(3.23)

with probability at least 1−σ/(N−1), where Cσ = 1√
I(Qi, j)

.

Through defining a norm on Rp×d by ∥Q∥= maxi, j Qi, j, we can bound εn: For

any n≥ 2, with probability at least 1−σ/(N−1):

εn = max
x

∣∣∣ f⊤n−1(x)θθθ ⋆− f⊤⋆ (x)θθθ ⋆

∣∣∣

= max
x

∣∣∣(Qn−1x)⊤θθθ ⋆− (Q⋆x)⊤θθθ ⋆

∣∣∣

= max
x

∣∣∣((Qn−1−Q⋆)x)⊤θ⋆

∣∣∣

≤ ∥Qn−1−Q⋆∥ ≤
Cσ√

(n−1)T
,

where the first inequality holds due to ∥x∥2 ≤ 1 and ∥θθθ ⋆∥2 ≤ 1, and the second

inequality uses Eq. (3.23).

Then, applying a union bound over all N iterations except the first, we have

with probability at least 1−σ ,

N

∑
i=2

εn ≤
Cσ√

T

(
1+

1√
2
+

1√
3
+ · · ·+ 1√

N−1

)

≤ 2Cσ

√
2(N−1)/T ,

where the second inequality uses the fact that

1√
n
=

2√
n+
√

n
≤ 2√

n+
√

n−1
= 2(
√

n−
√

n−1).

As for the first iteration, since f0 is randomly initialised, we cannot bound ε1.

Hence we use a constant C ∈ [0,1] to represent ε1. As a result, we upper bound

∑
N
n=1 εn by

N

∑
n=1

εn ≤C+2Cσ

√
2(N−1)/T . (3.24)
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Substituting ∑
N
n=1 εn in the regret bound in Theorem 3.1 with the right-hand

side of Eq. (3.24), we derive the final result.

3.5 Discussions

3.5.1 Convergence of INLUCB

In Corollary 3.1, we give a tighter regret bound by assuming that fn and θθθ n min-

imise the MSE loss LDn( fn,θθθ n) for each iteration n. This assumption implies that

INLUCB would converge to f⋆ and θθθ ⋆ after sufficient number of iterations. Unfor-

tunately, we cannot rigorously validate this assumption due to following reasons:

(1) For offline learning, we cannot guarantee that fn is optimal with respect to θθθ n

as a neural network cannot be guaranteed to attain a global optimum; (2) In online

exploration, to guarantee An,t in Eq. (3.5) is invertible, LINUCB uses ℓ2-norm

regularisation in ridge regression, which means that θθθ n+1 is no longer an unbiased

estimator of the optimal one with respect to fn. Although we cannot guarantee

convergence in theory, empirically we can make INLUCB robust on convergence as

follows: In offline learning, we can use some gradient descent methods that have

recently been shown to reach to global minima (e.g., stochastic GD (Zhou et al.,

2018)). As for online exploration, shown in (Li et al., 2010), empirically θθθ converges

fast enough, and it is very likely to derive a more precise estimation of θθθ on a larger

number of samples. Note that that our main result given in Theorem 3.1 does not

rely on this convergence result, as it incorporates the error of neural networks into

the term of offline error. Our experiments verify the fast convergence of INLUCB

(see next section).

3.5.2 Relationship with LINUCB

We relate our regret analysis of INLUCB to that of LINUCB(Chu et al., 2011). As

for INLUCB, if we known in davance that the reward function degenerates to a

linear mapping, offline representation learning is no longer needed, which means

that only online exploration remains (i.e., N = 1) and the offline error would be

zero (i.e., εn = 0). Then in this case, the regret bound in Theorem 3.1 reduces

to
√

T d ln3(T K ln(T )/δ ), which is the same as that of LINUCB (Chu et al., 2011,
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Theorem 1). This suggests that INLUCB recovers LINUCB as a special case.

3.5.3 Time Complexity of INLUCB

In practice, the heavy workload of offline representation learning can be executed at

time with low visit traffic (e.g., the midnight). In this sense, only online learning in

INLUCB matters when asking about the time complexity. For each step of online

learning, INLUCB has a time complexity of O(T p2), since inverting a p× p matrix

online requires O(p2) time and other operations can be done in constant time. This

time complexity is similar to Neural-Linear (Riquelme et al., 2018; Zahavy and

Mannor, 2019), better than LINUCB(O(T d2)) (Li et al., 2010; Chu et al., 2011) and

much better than KernelUCB (Valko et al., 2013) (as the dimension of kernel matrix

expands with time) and NeuralUCB (Zhou et al., 2020) (as it updates the whole

neural network after each step of online decision-making).

3.5.4 Generality of the Regret Bound

It is worth emphasising that the regret bound in Theorem 3.1 also applies to NEURAL-

LINEAR, as our regret analysis does not depend on the interconnected-update tech-

nique. Taking a broader view, our regret analysis is not restricted to neural networks

but is compatible with any function approximator for representation learning. In

principle, specifying a function approximator, we may derive a specific regret bound

by further bounding offline errors εn. But investigating the convergence rate of εn

under specific function approximators is beyond the scope of this thesis. We will

leave it in future work.

3.6 Experiments
We empirically evaluate the accuracy (cumulative regret) and efficiency (runtime per

online step) of INLUCB on both high-dimensional synthetic and real-world datasets

with non-linear rewards. We adopt eight bandit methods as baselines:

• LINUCB (Chu et al., 2011), a linear contextual bandit method using UCB for

exploration. Its regret bound is Õ(
√

dT );

• LINTS (Agrawal and Goyal, 2013), a linear contextual bandit method using
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Thompson sampling (TS) for exploration. It has a regret bound of Õ(d
√

T ).

• CBRAP (Yu et al., 2017), a method that uses random projection to do dimen-

sion reduction and UCB for exploration.

• KERNELUCB (Valko et al., 2013), a method that ultilises kernel functions for

handling non-linear rewards and uses UCB for exploration. Its regret bound is

Õ(
√

d̃T ), where d̃ is the effective dimension of kernel matrixes.

• NEURALUCB (Zhou et al., 2020), it uses a fully connected neural network

for reward prediction, uses UCB for online exploration, and updates the whole

neural network at each step. It has a regret bound of Õ(d̃
√

T );

• NEURAL-LINEAR (Zahavy and Mannor, 2019), a method that extracts latent

features using NN and use TS on top of the last linear for exploration. The

regret bound is not given by its authors.

• EXP3 (Auer et al., 2002), a representative adversarial bandits algorithm that

pulls arms with probabilities and adjusts such probabilities based on received

rewards;

• εεε -GREEDY: a classic exploration method; with high prob. 1− ε pulling the

arm with highest average reward in history and with small prob. ε pulling an

arm randomly.

3.6.1 Experimental Setting

For UCB-based methods, we tune the constant α through a grid search over

{0.01,0.1,1}. For TS-based methods, we do grid search over {0.01,0.01,1} for the

hyper-parameter that controls the covariance of the prior and posterior distributions.

For KERNELUCB, we adopt radial basis function (RBF) kernel and empirically

set the parameters with best results. For EXP3 and ε -GREEDY, we do grid search

for the exploration parameter over {0.01,0.1,1}. For INLUCB, NEURALUCB and

NEURAL-LINEAR, we use the same neural network structure: a fully connected

network of four layers of size d, d, p and 1, respectively. For CBRAP, the dimension
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after projection is also p. We vary p from 10 to 100 with step size 10, and vary T

from 100 to 1000 with step size 100. For all grid-searched parameters, we choose

the best setting for comparisons. For all contextual bandit methods we test their

efficiency w.r.t. to the context dimension and the number of steps. Results are

averaged over 10 independent runs.

3.6.2 Datasets

Synthetic Datasets

We generate synthetic datasets with K = 200 arms and contextual dimension d = 500.

This dimension is 20 times larger than that of sythetic datasets used in the literature

(Riquelme et al., 2018; Zhou et al., 2020). Contexts are chosen uniformly at random

from the unit ball. We use three non-linear functions: g(x) = cos(3x⊤a) (shorten as

COS), g(x) = 10(x⊤a)2 (SQU), and g(x) = exp(x⊤a) (EXP), where a is randomly

generated from uniform distribution over unit ball. These functions cover a wide

range of non-linear mappings (Zhou et al., 2020).

Real-World Datasets

Following the work on neural contextual bandits (Zhou et al., 2020), we use three real-

world classification datasets: MUSIC and FONT from the UCI Machine Learning

Repository (Dua and Graff, 2017) and the MNIST dataset (LeCun et al., 1998).

Statistical information is summarised in Tab. 3.1. Following (Riquelme et al., 2018),

Table 3.1: Real-world Datasets statistics.

Dataset Feature Dimension Number of Classes Number of Samples

MUSIC 518 193 106,574
FONT 409 20 100,000
MNIST 784 10 60,000

we transform classification problems into bandit problems: each step we randomly

select one sample; the agent gets reward 1 if it classifies the sample correctly, and 0

otherwise.
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Figure 3.2: Results for cumulative regret.

3.6.3 Results

Fig. 3.2 and Tab. 3.2 report results of cumulative regrets and runtime per step,

respectively. Overall, INLUCB exhibits the lowest regret and superior efficiency

in all cases. Specifically, only INLUCB shows convergence in synthetic datasets,
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Table 3.2: Results for runtime per online step (in milliseconds).

Algorithm COS SQU EXP MUSIC FONT MNIST

LINUCB 0.9 0.6 0.6 0.8 0.5 0.5
LINTS 6.6 6.5 6.6 6.5 4.7 4.2
CBRAP 0.7 0.9 0.9 0.9 0.1 0.1
KERNELUCB 2089.4 2114.8 1850.7 2128.1 2100.6 2228.0
NEURALUCB 1121.2 1075.2 1003.1 1027.3 1193.5 1239.6
NEURAL-LINEAR 8.7 6.1 6.0 7.1 1.8 2.3
EXP-3 0.3 0.6 0.6 0.5 0.08 0.08
ε -GREEDY 0.01 0.01 0.01 0.009 0.04 0.004
INLUCB 4.3 5.6 5.7 9.5 3.8 5.0

which indicates the fast decrease of offline errors with the number of iterations grows.

For real-world datasets, although we do not observe convergence in some cases,

INLUCB achieves the lowest regret on all tasks.

LINUCB and LINTS show low regrets in some cases but fail to converge, as

they are able to take use of complete contextual information but cannot handle non-

linear mappings. KERNELUCB costs more than 10s after 1500 steps since it needs

to invert a matrix whose dimension is proportional to the number of steps, which

gives the evidence that it is inefficient for practical use. Although NEURAL-LINEAR

is efficient, it suffers from high regrets since the end-to-end training framework

prevents the online exploration from effectively boosting representation learning.

CBRAP is relatively efficient but has high regret since empirically we find that it is

really sensitive to the initial value of the projection matrix. The classical probability-

based exploration techniques EXP3 and ε -GREEDY have the highest regret although

they are most efficient. The reason is that they lack the capability of modeling

environments with contextual information.

We next carry out sensitivity tests. For all contextual bandit baselines, we

evaluate their sensitivity on runtime with respect to context dimensions and the

number of steps. Since NEURAL-LINEAR essentially uses LINTS, one can refer to

the the results of NEURAL-LINEAR for LINTS. Similarly, one can refer to the the

results of INLUCB for LINUCB and CBRAP. We fix the number of steps to 1000

when testing sensitivity to contextual dimensions, and fix the context dimension to
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100 when testing the efficiency w.r.t. the number of steps. We report the average

runtime of 10 independent runs on synthetic datasets in Fig. 3.3. Results show

that NEURALUCB is seriously sensitive to the context dimension, which means

it is only applicable to problems with low feature dimension. KERNELUCB is

seriously sensitive to the number of steps since the dimension of matrix needed to be

inverted grows with the number of steps increases. This provides the evidence that

KERNELUCB is not even feasible in real-world applications.
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Figure 3.3: Sensitivity of runtime on feature dimensions and the number of steps.

Results for sensitivity tests show that NEURALUCB is not applicable to environ-

ments with high dimensional contexts. Thus, the result of NEURALUCB in Fig. 3.2

is reported using a selected subset of features that result in the best performance.

Even though NEURALUCB runs on a subset of original contexts, it has extremely

high runtime cost. In contrast, INLUCB is three orders of magnitude faster than

NEURALUCB for online decision making.

For fairness, in INLUCB we use the same subset (of size 100) of features as in

NEURALUCB. We tune parameters in the same manner as in Sec. 3.6.1. Results on

both synthetic and real-world datasets are reported in Fig. 3.4. INLUCB achieves

similar performance to NEURALUCB. This result justifies the effectiveness of

INLUCB. Combining its performance on cumulative regrets and efficiency test, we

conclude that INLUCB is superior to all existing methods.

Thus, we conclude that INLUCB achieves a better balance between the accuracy
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Figure 3.4: Comparisons on cumulative regrets between NEURALUCB and INLUCB using
the same subset (of size 100) of features.

and online efficiency.

3.7 Chapter Summary
We propose INLUCB, the first contextual bandit method that can simultaneously

handle high dimensional contexts and non-linear rewards with high online efficiency.

INLUCB uses neural networks to model reward functions and creatively adopts an

interconnected online/offline update mechanism to combine efficient online explo-

ration and representation learning. We give a general expression of regret bound

for INLUCB and present a tighter regret bound under certain conditions. Results

of experiments on synthetic and real-world datasets confirm the high accuracy and

efficiency of INLUCB.



Chapter 4

Structure Emergence in Multi-agent

Reinforcement Learning

“In nature we never see anything isolated, but everything in connection with some-

thing else which is before it, beside it, under it, and over it.”

— Johann Wolfgang von Goethe (Poet, 1749 – 1832).

This chapter proposes a multi-agent reinforcement learning algorithm dedicated

to multi-agent systems with network structures, which is able to explicitly incorporate

the structural information into reinforcement learning. As a result, the proposed

new method can interpret and reproduce of structured norm emergence in multi-

agent systems. Specifically, to instantiate the structured norm, this chapter focuses

on agents’ purposeful behaviours in social networks where structured norms are

embodied by specific social structures.

4.1 Introduction
Numerous real-life social networks exhibit prominent structural properties. Take, as

an example, co-authorship networks that show community structure, where scholars

in the same research field form a collaboration group (Girvan and Newman, 2002).

Another example is small-world that is often observed in online social networks,

where any two users are connected through a few intermediate acquaintances (Watts

and Strogatz, 1998). A third example is core-periphery, where a core sits in the center,
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while others stay at the outskirts (Csermely et al., 2013). Uncovering emergence

of social structures can bring insights into how social networks form, function and

evolve. However, no theory yet achieves a unified interpretation of the natural

emergence of social structures. A question naturally arises from this scenario: Does

there exist a unified interpretation for the natural emergence of social structures?

To answer this question, the exploration of fundamental driving forces for

social networks is in demand. Evidence rooted in sociology has indicated that social

structures tightly correlate with social capital (Burt, 2000). The concept of social

capital amounts to benefits that social networks confer to individuals. These benefits

can be tangible, e.g., economic and human resources, or impalpable, e.g., social

support, information control, and social influence (Coleman, 1988). Moving focus to

social psychology, the reward theory of attraction claims that people tend to interact

with those whose behaviors are rewarding to themselves or those who are associated

with rewarding events (Myers, 2010). Taken together, to study the emergence of

social structures, it is thus important to understand the pivotal impact of social capital,

as the embodiment of rewards, on individuals’ behavioral decisions.

To attempt at setting about the investigation, two main challenges need to be

resolved. The first seeks to pinpoint the notion of social capital. A well-known

dichotomy has divided discussions on social capital into two categories: bonding

capital and bridging capital (Lin, 2002). The former depicts the aggregate welfare

that an individual draws from its closed social circle in the form of, e.g., trust and

social support (Bourdieu, 1986), while the latter captures the individual’s capacity

to acquire opportunities and information via open links and determines, e.g., status

and power (Burt, 2004). An individual’s reward in social networking would be a

combination of these two forms of social capital.

The second aims to formalize interactions amongst individuals. Since it is

widely accepted that social capital arises from social relationships (Adler and Kwon,

2002), it is natural to simulate social behaviors via building interpersonal ties. Ex-

isting social simulation models build relationships with two main flavors: one-shot

models (Jackson and Wolinsky, 1996; Currarini et al., 2009) and dynamic models
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(Yan et al., 2018; Cai et al., 2018). One-shot models build ties at once, providing

limited insight into dynamics of societies. In contrast, dynamic models operate in

discrete time, capturing the evolution of networks. Another thinking perspective

is complete/incomplete information about the entire network. Majority of existing

models grant agents with complete information. While, recently some models stip-

ulate that agents only have local information, to capture the fact that the sights of

individuals are often restricted by large scale and complex dynamics of societies

(Song and van der Schaar, 2015). Thus, to simulate real-world societies, a combina-

tion of dynamic models and incomplete information is desirable within the scope of

this work.

Our Contribution. To the best of our knowledge, we are the first to bring the

multi-agent learning paradigm to the field of network formation. Our proposed

framework unifies the explanations to the social structure emergence. Detailed

contributions are four-fold: (1) We formalize two types of social capital using

metrics in complex network analysis. (2) We construct a game-based multi-agent

social network simulation model, social capital games (SCGs), which captures

dynamics of social networks and behavioral traits of agents, simultaneously. (3) To

investigate how agents’ behavioral acquisitions towards social capital result in the

emergence of social structures, we adopt MARL to train agents, where agents are

treated as independent learners. (4) Experimental results show that structures of

community, small-world, and core-periphery can emerge alongside training, under

different configurations. Taken together, our social simulation model and training

method assemble a unified framework that successfully interprets and reproduces

the emergence of classical network structures.

Related Work. Pioneering works of sociologists advanced the research on social

capital. Coleman’s serial works lay the foundation for the research on social capital

(Coleman, 1988, 1994). Bourdieu proposed that homophily is the source of bonding

capital (Bourdieu, 1986). Granovetter, Putnam, and Burt stated that weak ties are

the source of bridging capital (Granovetter, 1977; Burt, 2004). Inspired by their

work, we formalize two types of social capital. Recently, a number of works have
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uncovered vital roles that social capital plays in a wide range of applications, such as

resource management (Bouma et al., 2008), disaster survival analysis (Aldrich and

Meyer, 2015) and unemployment analysis (Hällsten et al., 2017).

A number of network formation models aim to discover the natural emergence

of social structures. Traditional approaches to network formation fall into three main

paradigms: models based on random events, models based on strategic decisions,

and empirical models distilled via mining data of real-world social networks. Models

based on random events are generative models with ad-hoc designs that mimic real-

world networks (Jackson and Rogers, 2007; Leskovec et al., 2008; Alaa et al., 2017).

Agents wherein are manipulated in purely probabilistic manners, e.g., preferential

attachment (Newman et al., 2001), to produce intended degree distributions. Though

such models can generate networks with desired structural properties, they pay

limited attention to agents’ behavioral acquisitions and are thus limited to explain

the emergence of social structures over time. Models based on strategic decisions

provide an explanation for how social structures emerge as equilibria of network

formation games (Jackson and Wolinsky, 1996; Song and van der Schaar, 2015).

However, results of these models are limited to stability and efficiency and neglect

dynamics of networks. Empirical models can offer evidence for community detection

(Kloumann and Kleinberg, 2014), link prediction and recommendation (Backstrom

and Leskovec, 2011) by mining real-world data, but are powerless to show how

networks form in real life. Our work differs from these models as the following

properties hold simultaneously in our proposed framework: (1) the SCG captures

dynamics of societies; (2) MARL captures behavioral traits and acquisitions of

agents; (3) our model reproduces classical types of social structures rather than being

restricted to a specific class.

Multi-agent reinforcement learning has been a commonly adopted paradigm in

the analysis of problems with social concerns from the perspective of game. As an

earlier work, Sen and Airiau introduce reinforcement learning (Q-learning) to the

domain of the norm emergence by proposing the social learning framework (Sen

and Airiau, 2007), in which agents learn strategies through iteratively interacting
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with others. Subsequently, a number of works emerge that study the norm emergence

in networked multi-agent systems, under the paradigm of MARL (Villatoro et al.,

2009; Mahmoud et al., 2012; Mihaylov et al., 2014). Lately, a combination of MARL

and deep learning goes to the analysis of emergence of cooperation (Leibo et al.,

2017; Hughes et al., 2018; Wang et al., 2019). However, we find rare work that

applies MARL to the field of network formation. In this work, instead of studying the

emergence of behavioral norms, we focus on the emergence of “structural norms”,

i.e., social structures. We use graph neural networks to learn latent features of the

network, since the social surrounding of an agent is structured data. Likewise, the

reinforcement learning is adopted to learn a policy.

4.2 Backgrounds
Following the standard convention, a social network is viewed as a graph. Let

N = {1,2, . . . ,n} be a finite set of agents, each representing a node in a graph. Edges

between nodes represent social ties. We define the complete graph gN as the set of

all subsets of N of size 2. Hence {g | g⊆ gN} denotes the set of all possible graphs

on N. For any two distinct nodes i, j ∈ N, {i, j} ∈ g indicates that an undirected

edge exists between i and j in graph g. For simplicity, we write i j ∈ g. Now we can

formalize the creation of links, for any g′ ⊆ gN , let g+g′ denote the integrated graph

obtained via adding each link i j ∈ g′ into g, i.e., g+g′ = g∪g′.

A path in g is a sequence of edges i1i2, i2i3, . . . , iMiM+1 where imim+1 ∈ g for

all 1 ≤ m ≤M. The distance dist(i, j) between i and j is the length of a shortest

path between these two nodes. We focus on connected graphs and thus dist(i, j)< ∞

for any i, j ∈ N. The d-hop neighbor set of i is Nd(i) ≜ { j ∈ N | dist(i, j) = d}.
We denote Nd[i] ≜ { j ∈ N | dist(i, j) ≤ d} all i’s neighbors within distance d. As

stated earlier, an agent is often restricted to access complete information of the

network in real life. To capture this fact, we assume an agent i’s vision is restricted to

N2[i], i.e., friends and friends of friends. Formally, we employ the notion of 2-level

ego network, which represents the social surrounding that an agent perceives and

maintains.
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Definition 4.7 (2-level Ego Network). The 2-level ego network of node i ∈ N is the

subgraph oi ⊆ g induced by i, i’s 1-hop and 2-hop neighbors, i.e., oi ≜ { jk | j,k ∈
N2[i]}.

Social structures are represented as topological properties in the context of

graphs. We illustrate our framework using three classical and widely analyzed social

structure models:

• Community: The community structure has been pointed out to be a very common

property in social networks. Namely, nodes in the network can be partitioned

into clusters, with a high density of edges within each cluster but low density of

edges between these clusters (Girvan and Newman, 2002). Formally, a community

structure of a graph g⊆ gN refers to a partition of N, C = {C1,C2, . . . ,Ck}, such that

each component induces a connected subgraph. A standard method to quantify the

significance of community structure is modularity, which measures how many edges

lie within clusters relative to the expected number of such edges:

MOD(C ) =
1

2|g| ∑
i, j∈N

(
Ai, j−

did j

2|g|

)
δ (ci,c j), (4.1)

where Ai, j = 1 if i j ∈ g and Ai, j = 0 otherwise; di is the degree of node i; ci denotes

the community of node i; δ (ci,c j) = 1 if ci = c j and δ (ci,c j) = 0 otherwise.

• Small-World: The small-world property is often detected in empirical graphs, e.g.,

Internet and gene networks (Watts and Strogatz, 1998), where each two nodes are

within a small distance. Small-world is reflected by a high clustering coefficient

and a low average shortest path length. The clustering coefficient of a node i, c(i),

measures the probability of two randomly chosen friends of i are also friends. The

clustering coefficient of a graph g, CC(g), averages clustering coefficients of all

agents:

CC(g) = ∑
i∈N

c(i)
|N| = ∑

i∈N

2 · |{ jk ∈ g | i j, ik ∈ g}|
di(di−1)|N| . (4.2)

The average shortest path length of a graph g, L(g), measures the average distance
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between all pairs of nodes, i.e.,

L(g) =
1

|N|(|N|−1)∑i ̸= j∈N dist(i, j). (4.3)

• Core-Periphery: Core-periphery (C-P) is a common structure in real-world social

networks and networks of the economy (Csermely et al., 2013), where a densely

connected core is in the center, and other nodes are located at edges. An extreme

instance of C-P structure is scale-free, where degree distributions follow a power

law. A popular measurement is C-P coefficient, which measures the prominence of

C-P structure of the given graph relative to the expected prominence (Holme, 2005).

C-P coefficient is defined based on the notion of extended closeness centrality for a

subset of nodes:

δg(U) = ∑i∈U, j ̸=i∈N dist(i, j)/|U |, (4.4)

where U ⊆ N. The C-P coefficient is formally defined as

CCP(g) =
δg(Uk-core(g))

δg(N)
−E

[
δg′(Uk-core(g′))

δg′(N)

]
, (4.5)

where Uk-core(g) is the set of nodes of the maximum subgraph of g with minimum

degree k and maximal δg value, g′ is a graph with the same degree sequence as g.

4.3 Towards a Formalisation of Social Capital
This section studies how to formalise social capital on graphs. Rooted in sociology,

the concept of social capital aims to capture the benefits attained by individuals via

social interactions. Such benefits can emerge in the form of social support, compan-

ionship, solidarity, influence, and control over information, which are closely related

to network structural properties. As a result, social capital should be measured

based on structural properties. However, the structure itself does not define social

capital. Instead, social capital arises as a function of social interactions and infor-

mation conveyed through social relations (Coleman, 1994). Social relations have

long been classified based on their functions: While strong ties link homogeneous

and like-minded individuals, weak ties bridge diverse and weakly connected groups
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(Granovetter, 1977). Analogously, social capital also consists of two types: bonding

capital refers to benefits an individual draws from its closed neighborhood, in the

form of, e.g., trust and support, which are brought by strong ties; while bridging

capital is an embodiment of benefits of accessibility to information and control

over information flow, which are largely functions of weak ties. However, so far

no consensus has been reached over the formal definitions of social capital. In this

chapter, we adopt two metrics to measure these two notions in the context of social

networks.

Bonding capital, as it is often expressed as trust and companionship, measures

the extent to which two nodes bind with each other (Bourdieu, 1986). This can be

aptly captured through a measure of “social proximity”. In other words, a node gains

more bonding capital as it gets closer to others in its neighborhood. To this end, we

adopt personalized PageRank index, which evaluates structural proximity between

nodes through predicting the likelihood of edges between any pairs of nodes (Page

et al., 1999). The metric is adapted from PageRank: It takes as input a starting node

i, and assigns a score to every node j that captures the likelihood of a random walk

from i to reach j (Tong et al., 2006). Fix a restart probability β ∈ (0,1), random

walk starts from the node i; stops moving at each node with the probability of β

and restarts from the node i; or continues to walk with the probability of 1−β by

randomly selecting a node from the neighbors of the current node. The probability

that each node is accessed converges in finite rounds of walking. Each entry of the

personalized PageRank vector ppprrr records the probability that the corresponding node

is accessed. More formally, let aaa j be the column vector in the adjacency matrix of g

corresponding to node j. Denote by pr j, the link prediction score between i and j is:

pr j = β r j +(1−β )(ppprrr ·aaa j/|N1( j)|), (4.6)

where β ∈ (0,1) is the restart probability, r j = 1 if j = i and r j = 0 otherwise, and

each entry of the personalised PageRank vector ppprrr records the probability that the

corresponding node is accessed. Intuitively, assume that i holds certain amount of

“goodwill” which is randomly shared with i’s neighbors, and whoever that obtains
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such goodwill can continue to pass goodwill to their neighbours or return them to

the node i, in the same manner as a random walk. Bonding capital can be viewed as

the amount of goodwill eventually received by i.

Definition 4.8 (Bonding Capital). Given a graph g ⊆ gN and a node i ∈ N, the

bonding capital of i is defined by summing personalized PageRank indices between

i and i’s neighbors, namely, boi ≜ ∑ j∈N1(i) pr j.

Occupying a central position to act as a gateway for information exchange

brings an individual bridging capital (Burt, 2004). Betweenness centrality is used to

evaluate bridging capital in (Alaa et al., 2017). The betweenness centrality of a node

measures the number of the shortest paths between each pair of other nodes that

pass through it, and thus reflects the agent’s ability to broker interactions between

different groups of agents.

Definition 4.9 (Bridging Capital). Let g⊆ gN be a connected graph. The bridging

capital of i ∈ N, is defined as i’s betweenness centrality: bri ≜ ∑ j ̸=i ̸=k∈N σ jk(i)/σ jk,

where σ jk is the number of shortest paths between nodes j and k, and σ jk(i) is the

number of shortest paths passing i.

An individual may have different preferences to two types of capital. To cope

with this, we employee a preference weight w ∈ [0,1] to define the mixed capital.

Definition 4.10 (Mixed Capital). Let g ⊆ gN be a graph. For a node i ∈ N and a

preference weight w ∈ [0,1], the mixed capital is defined as mixi,w ≜ wboi +(1−
w)bri.

4.4 Model: Social Capital Games
We construct a game-based model, social capital game, which takes social capital as

utilities. Individuals wherein are regarded as social-capital-driven and self-interested
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agents. Before formally define social capital games, we first address following

auxiliary notions.

Dynamic networks. Let N = {1,2, . . . ,n} be a finite set of agents. An (ℓ-length)

finite dynamic network is a sequence of graphs G = g0,g1, . . . ,gℓ that evolves in

finite discrete time steps 0,1, . . . , ℓ, where ℓ is the termination step. Each gt ⊆ gN is

called a network instance at step t. Throughout, we use superscript t and subscript i

to denote the corresponding notation derived from time step t and agent i, respectively.

At each step t < ℓ, each agent i ∈ N builds a link to another agent at
i from i’s 2-hop

neighbour set N t
2 (i), as i’s observation is restricted to the 2-level ego network ot

i.

All agents make decisions simultaneously, resulting in the next network instance at

step t +1. Formally, ∀0≤ t < ℓ : gt+1 = gt +{iat
i}i∈N , where at

i ∈N t
2 (i).

Remark 4.2. Two caveats exist here: Firstly, we have to clarify the evolution of

real-world networks. In principle, any addition/deletion of node/edge may happen.

To simplify the model, however, we only allow additive changes, that is, the only

allowable change is the addition of edges. Secondly, the creation of edges is unilat-

eral in our model, though a large literature on network formation games assume

an edge must be established reciprocally, i.e., an edge emerges and persists only

if both involved nodes gain payoff from it (Jackson and Wolinsky, 1996). However,

unilateral edges also cover a large class of real-world networks such as online social

networks and academic citation networks. On the other hand, many classical net-

work formation models also adopt additive changes and unilateral edges (Barabási

and Bonabeau, 2003; Watts and Strogatz, 1998).

Utilities. We measure the immediate utility of an agent as the increment of the mix

capital between two consecutive time steps. Formally, the utility of agent i received

at step t +1 after linking to at
i is defined as: ut+1

i ≜mixt+1
i,wi
−mixt

i,wi
. As such, the

cumulative utility of agent i at step t sums over rewards received at all elapsed time

steps: U t
i ≜ ∑

t
i=1 ut

i =mixt
i,wi
−mix0

i,wi
. A social capital game (SCG) incorporates

dynamic networks and rewards, which is formally defined below.

Definition 4.11 (Social Capital Games). A social capital game (SCG) is a tuple
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(N,W,g0, ℓ), where

• N = {1,2, . . . ,n} is a finite set of agents;

• W = (w1,w2, . . . ,w|N|) is a preference vector, in which each entry wi records

the preference weight of agent i;

• g0 ⊆ gN is the initial network;

• ℓ ∈ N+ is the termination step.

Conceptually, one can view an SCG as a multi-stage game played amongst

agents over graphs with imperfect information. The goal of an agent i is to select

actions in a way that maximises the cumulative utility Uℓ
i during the whole course

of a game. At each stage, all agents build links simultaneously, resulting in that the

game enters to the next stage. The behavioural trait of an agent is thus reflected by

the policy to build links. Our attention here is that how an agent i take a strategy to

build a relationship under an observation oi and preference weights of within agents.

Definition 4.12 (Policy). Let (N,W,g0, ℓ) be a social capital game. A policy of an

agent i ∈ N is a function πi defined on all possible 2-level ego networks1 of i such

that πi(oi) = a ∈N2(i) for any oi ⊆ gN .

We put the process of learning a policy under the MARL framework. A re-

finement of policies yields an updated underlying dynamic network. The network

instance at the termination step, gℓ, depicts the social structure resulted by the

ensemble of agents’ policies. Thus the change of gℓ represents the evolution of

social structures as a function of behavioural acquisitions towards gaining social

capital. We next investigate what and how social structures emerge under different

configurations of SCGs.

1Since preference weights are fixed of a social capital game, the preferences weights of agents
within agent i’s observation is uniquely determined by oi.
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Figure 4.1: An example for the learning processing for a single agent in a single time step.
We run T = 4 iterations in the procedure of graph embedding. We set the
dimension of vectors p = 32. The size of minibatch for experience replay is
set as b = 32. Note that all agents execute the above procedure simultaneously
while learning.

4.5 Learning: MARL

To learn a policy, an agent should have two basic abilities: (1) extract explicit and

latent information from the observation; (2) based on received utilities, criticise

and adjust the way to make decisions. To this end, our learning method is adapted

from S2V-DQN as in (Khalil et al., 2017), which is an end-to-end deep learning

architecture to solve graph-based combinatorial problems. S2V-DQN incorporates

graph embedding and reinforcement learning. Graph embedding is a technique of

representation learning on graphs, learning latent features of network structures. It

resolves two challenges in SCGs: (1) graphs are not fixed-size formatted data; (2)

social surroundings of an agent can be too complex to learn from.

In our proposed MARL method for SCGs, all agents are independent learners

that independently and synchronously use S2V-DQN to learn a policy. More formally,

let (N,W,g0, ℓ) be an SCG, each agent i ∈ N estimates the quality of linking to

another agent a ∈N2(i) under an observation (2-level ego network) oi using an

evaluation function Qi(oi,a). The policy πi thus naturally functions greedily with
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respective to Qi, i.e.,

πi(oi)≜ argmaxa∈N2(i)Qi(oi,a). (4.7)

S2V-DQN uses structure2vec (Dai et al., 2016) to parameterise

Qi(oi,a;ΘΘΘi) that computes a p-dimensional feature embedding µµµ j for each node

j involved in an observation oi. µµµ j is iteratively updated. Initialised as 000, after T

iterations, µµµ j will contain information about its T -hop neighbours as determined by

the structure of oi. The update rule is:

µµµ
(t+1)
j = ReLU

(
θθθ 1xxx j +θθθ 2 ∑k∈N1( j) µµµ

(t)
k

)
, (4.8)

where θθθ 1 ∈ Rp×2,θθθ 2 ∈ Rp×p are model parameters and ReLU is the rectified linear

unit (ReLU(z) = max(0,z)). xxx j is a vector that incorporates explicit features of j. In

the context of SCGs, we set xxx j = (w j,dist(i, j))⊺.

The embedding µµµa and the pooled embedding over the entire observation,

φφφ(oi)≜ ∑ j∈N2[i] µµµ j, are used as the surrogates for a and oi, respectively, i.e.,

Qi(oi,a;ΘΘΘi) = θθθ
⊺
3relu(θθθ 4φφφ(oi) ⊕ θθθ 5µµµa), (4.9)

where θθθ 3 ∈ R2p,θθθ 4,θθθ 5 ∈ Rp×p, and ⊕ is the concatenation operator. Qi(oi,a;ΘΘΘi)

is based on a collection of 5 parameters ΘΘΘi = {θθθ m}1≤m≤5, which will be learned.

The experience replay is used to update ΘΘΘi with a batch of samples drawn

from an experience dataset Di. A dataset Di is pooled over episodes such that for

each t < ℓ, a tuple
(
ot

i,a
t
i,r

t+1
i ,ot+1

i
)

is added. For the terminate step ℓ, we define

Qi(oℓi ,a)≡ 0. For each step, a minibatch of tuples (size of b) is randomly sampled

from Di. Then stochastic gradient descent is executed on the following squared loss:

L (ΘΘΘi) = E(o,a,r,o′)∼Di

[
(y−Qi(o,a;ΘΘΘi))

2
]
, (4.10)

where y = r+maxa′Qi(o′,a′;ΘΘΘi) is the update target. The architecture of learning is

depicted in Fig. 4.1. The pseudocode is illustrated in Alg. 4.4.
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Algorithm 4.4 MARL for Social Capital Games

1: Input: A social capital game (N,W,g0, ℓ)
2: Initialisation: Initialise experience dataset Di for all i ∈ N
3: for each episode do
4: for step t = 0 to ℓ−1 do
5: for agent i = 1 to n do
6: ▷ Choose actions subject to ε-greedy
7:

at
i =

{
random agent a ∈N t

2 (i), w.p. ε

argmaxa∈N t
2 (i)

Qi(ot
i,a;Θi), otherwise

8: end for
9: ▷ Update Network

10: gt+1 = gt +{iat
i}i∈N

11: for agent i = 1 to n do
12: ▷ Compute rewards
13: rt+1

i =mixt+1
i,wi
−mixt

i,wi
14: end for
15: for agent i = 1 to n do
16: ▷ Update experience dataset
17: Add tuple

(
ot

i,a
t
i,r

t+1
i ,ot+1

i
)

to Di
18: end for
19: for agent i = 1 to n do
20: ▷ Experience replay
21: end for
22: Sample a minibatch (of size b) B iid.∼ Di
23: Update Θi by SGD over Eq. (4.10) for B
24: end for
25: end for

4.6 Experiments
We train |N| = 100 agents and set the initial network g0 as a regular ring lattice,

a graph with |N| nodes each connected to two neighbours, one on each side. A

lattice captures a homogeneous and loosely connected society which does not exhibit

any meaningful community, small-world or core-periphery structure. Lattices are

often used as initial configurations in network generation models, e.g., small-world

model (Watts and Strogatz, 1998). We investigate the emergence of social structures

via varying the terminate step ℓ and the preference vector W . For comparison, we

employ random network generation models as baselines. Also, for each termination

step ℓ ∈ {2,5,8}, we generate 100 randomly created networks for reference, where
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in each step each agent randomly links to one from its 2-hop neighbours.

Figure 4.2: Results for (a) modularity for the emergence of community structure; (b) clus-
tering coefficients and (c) average shortest path length for the emergence of
small-world structure; (d) C-P coefficients after 105 episodes and (e) change of
C-P coefficients during learning for the emergence of core-periphery structure.
The darker line shows the median over 10 independent runs and the shaded area
is obtained by averaging the two extreme values.

4.6.1 Emergence of Community Structure

A community emerges and persists as inside individuals can continuously gain

benefits from it. On the other hand, this implies that individuals involved in a

community desire to get benefits drawn from their social surroundings, i.e., bonding

capital. Therefore, we make the following prediction:

Prediction 1. Community structure emerges when all agents are in pure pursuit of

bonding capital.

For experimental settings, we set preference weight wi = 1 for all 1≤ i≤ 100

and vary ℓ in {2,5,8}. After each training episode terminates, we use Louvain

algorithm, a well-known community detection method (Blondel et al., 2008), to

compute a community structure of each gℓ. We then compute the modularity value

of gℓ based on the obtained community strcuture. We conduct 10 independent runs.

We adopt two random graph generation models for the community structure as

baselines:

• Caveman graphs (CG) (Watts, 1999). It generates a graph by modifying a set
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of n isolated k-cliques (complete graphs) by removing one edge from each

clique and using it to connect to a neighbouring clique along a central cycle

such that all n cliques form a single unbroken loop. Each modified clique

forms a community.

• Random partition graphs (RPG). A graph is generated from n groups of

isolated nodes C1,C2, . . . ,Cn, each of predefined sizes s1,s2, . . . ,sn. Nodes

in the same group are connected with probability pin and nodes of different

groups are connected with probability pout < pin. Each group is counted as a

community.

We generate 100 instances for each model by varying model parameters (n ·k =
100 for caveman graphs; ∑

n
i si = 100, pin = 0.25 and pout = 0.01 for random partition

graphs).

Results. Results are plotted in Fig. 4.2 (a). Snapshots are captured in Fig. 4.3 (a)

that depict the emergence of communities. Three facts stand out: (1) Modularity

grows and fluctuates at a high level as the number of training episodes increase. (2)

Modularity output by our learning framework is higher than randomly generated

networks. (3) Modularity resulted by our learning framework when ℓ = 2 and

ℓ = 5 is comparable to by CG and RPG, respectively. Results indicate that the

community structure emerges significantly, which verifies Prediction 1. Interestingly,

the modularity shows a negative correlation with the termination step ℓ. This implies

the fact that a capability to establish more relationships tends to drive agents to meet

more other faraway agents, diminishing the formation of communities.

4.6.2 Emergence of Small-World Structure

As introduced earlier, small-world structure has properties of high clustering coef-

ficient and small average shortest path length. These properties can be interpreted

as that each agent can act as an information broker to coordinate communications

across the network. Conversely, each agent can gain benefits from exercising control

over information. Such benefits are intrinsically consistent with the bridging capital.

Therefore, we make the following prediction:
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Figure 4.3: Initial network configurations and snapshots during learning for (a) community
structure, (b) small-world structure and (c) core-periphery structure (termination
step ℓ= 5).

Prediction 2. Small-world structure emerges when all agents are in pure pursuit

of bridging capital.

We set set preference weight wi = 0 for all 1≤ i≤ 100 and vary ℓ in {2,5,8}.
We adopt Watts-Strogatz (WS) model (Watts and Strogatz, 1998), a famous small-

world network generation model, as the baseline. The model starts from a regular

lattice, each node connected to K neighbours and K/2 on each side. Then edges

are randomly rewired with probability p. When p ∈ [0.01,0.1], the graph typically

demonstrates a small-world property. We fix p to 0.01 and vary K in {4,6,10}. For

each value of K, we generate 100 instances and use the average clustering coefficient

and shortest path length for comparison. Note that each value of K corresponds to a

value of ℓ, as the maximum number of relationships that an agent can hold in SCGs

is ℓ+2. Again, we generate 100 random networks for each ℓ in {2,5,8}.

Results. Fig. 4.2 (b), (c) and Fig. 4.3 (b) depict results and snapshots, respectively.

Our training framework achieves comparable high clustering coefficients and lower

average shortest path lengths for each value of ℓ, compared to the baselines with

a corresponding value of K. This is a strong sound for the reproduction of the

small-world structure. Moreover, both clustering coefficient and average path length

show a positive correlation with ℓ. This phenomenon is easy to understand as a lager

capacity to build relationships can bring agents an expanded vision in a network. As

a result, agents are more likely to get contacted with each other, thus the “smaller
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world” emerges.

4.6.3 Emergence of Core-Periphery Structure

The emergence of core-periphery (C-P) is slightly complicated than of two other

structures. To reproduce its emergence, we need to dissect the C-P structure and

probe into the formation of two substructures, the core and the periphery. Three

questions arise: (1) why do individuals in the periphery stay at the edge of society?

(2) why are a part of individuals located in the centre? (3) how are central individuals

connected to form a core? The emergence of communities may provide an answer to

the first question: a group of agents are only interested in bonding capital and they

thus stay at the periphery to exploit their social surroundings. While, the emergence

of small-world structure can answer the second question: the pursuit of bridging

capital drives a group of individuals to bridge those at the periphery, resulting in

a centre. The combination of bonding and bridging capital may resolve the third

question: those in the centre are in pursuit of both bridging and bonding capital; the

former pushes them to the centre and the latter draws them together to form a core.

Hence, the following prediction comes out:

Prediction 3. Core-periphery structure emerges when a group of agents are in pure

pursuit of bonding capital, while the other group of agents show mixed preferences

to bonding and bridging capital.

We randomly select a subset C ⊂ N (expected core) with varying size in

{10,20,30}. For all c ∈C, we vary wc from 1/1000 to 1/1002. For each remaining

agent p ∈ N \C (expected periphery), we set wp = 1. Throughout, we fix ℓ to an

intermediate value, 5.

For baselines, we use two typical C-P network models, rich club model and

onion model (Csermely et al., 2013). Both models develop dense cores. The former

generates sparse peripheries, while the latter generates peripheries in the form of

several layers surrounding the core. We generate 100 instances for each model by

varying model parameters, each of size 100.

2Because the measured value of bonding capital is larger than of bridging capital. To balance two
types of social capital, we set preference weighs to small values.
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Results. Fig. 4.2 (d) shows the clustering coefficients after 105 episodes of learn-

ing, where three peaks occur under (|C|= 10,wc) = (10, 1/600), (20,1/700) and

(30,1/700). Fig. 4.2 (e) plots the change of clustering coefficients during learning.

Snapshots are shown in Fig. 4.3 (c), captured when (|C|,wc) = (20,1/700). Results

indicate that the tendency towards C-P structure rises when both the size of core and

preferences to social capital are properly set. This implies that in agent societies,

social polarisation occurs when agents show different preferences to social capital.

Moreover, the ambitious ones tend to get connected if they need to earn capital by

uniting others. Another fact is that our C-P coefficients output by our framework is

lower than by baseline models. This is not surprising as instances generated by C-P

network generation models are with perfect C-P structure but unrealistic, limited to

depict the C-P phenomenon in the real world. On the other hand, as C-P coefficients

of randomly generated networks are negative, the positive values obtained in learning

indicates that the tendency towards C-P is significant and meaningful for reproducing

the C-P structure.

4.7 Chapter Summary

Agent societies do not show structures following subjectively defined rules. Instead,

there exists some intrinsic force that drives networks to form, evolve and polarise.

Inspired by advances of sociology and psychology, we make a proposition that

the concept of social capital incarnates the fundamental social driving force. We

mathematically conceptualise two types of social capital and quantify them to scalar

values. Bonding capital represents an individual’s benefits earned by exploiting

social surroundings, while bridging capital captures utilities coming from exploring

the far-away society. Individuals are regarded as social capital-pursuing agents and

a social evolution model is proposed to provide an arena for relationship building

amongst agents. We adopt the paradigm of MARL to train agents, in order to

capture impacts of behavioural acquisitions on the structure of social networks. We

observe the different preferences to social capital would result in the emergence of

various social structures: bonding capital drives the community structure to emerge,
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bridging capital leads to small-world structure and a combination of bonding and

bridging capital contributes to the emergence of core-periphery structure. Overall, our

framework unifies the explanations for the emergence of classical social structures.

Note that in this work, we assume the population of agents is fixed and rela-

tionships between social members can permanently persist. However, the dynamics

of real-world social networks makes the reality beyond our assumptions. This

constitutes the limitation of our work.

Ideas and methods proposed in this chapter represent a novel research initiative.

There are several potential directions for future work. A fairly straightforward

expansion is to allow an agent’s preference weight to change over time. This extends

the dynamics of current model and may result in the emergence of more types of

social structures. Another future challenge is to add the mechanisms of node addition

and edge removal to our current model. A third future work is to extend the current

model through asynchronously organising agents. These future work would help

bring a comprehensive understanding of the natural emergence of social structures.



Chapter 5

Mean Field Inverse Reinforcement

Learning

“While nothing is more uncertain than the duration of a single life, nothing is more

certain than the average duration of a thousand lives.”

— Elizur Wright (Mathematician, 1804 – 1885).

Inverse reinforcement learning for mean field games has yet to be explored in

the literature. Even though the MFG framework is agnostic towards the choice of

the reward function, prior reinforcement learning works make strong assumptions

on the reward in order to attain analytic solutions. We take a contrasting view that

the dynamics of any game is heavily impacted by the reward function, and hence

we propose methods to learn the MFG reward function from demonstrations. This

extends inverse reinforcement learning to large-scale multi-agent systems.

5.1 Introduction
Inverse reinforcement learning (IRL) is concerned with one or multiple agents

operating in an environment that is agnostic towards reward signals. It provides a

powerful solution to learn behavioural models by inferring reward functions from

demonstrations. The majority of its successful applications, however, deal with

systems with a handful of agents (Kretzschmar et al., 2016; Bogert and Doshi, 2014).

Yet, many scenarios involve a much larger population, such as traffic networks with



5.1. Introduction 110

millions of vehicles (Bazzan, 2009), online games with massive players (Jeong et al.,

2015), and online businesses with a large customer body (Ahn et al., 2007). Applying

IRL methods to such large-scale systems is intractable due to the exponential growth

of joint state-action spaces and agent interactions.

A promising concept to achieve tractability for modelling large-scale multi-

agent systems (MAS) is the mean field game (MFG) (Lasry and Lions, 2007; Huang

et al., 2006) that uses mean field theory to simplify interactions among a large

number of agents. An MFG views agents as a homogeneous population, i.e., they are

identical, indistinguishable, and interchangeable (Huang et al., 2003). It thus uses a

single entity, termed mean field, to denote the statistical information of the overall

population, rather than modelling each agent individually. The interactions among

agents are therefore reduced to those between a single representative agent and the

overall population. This reduction to a dual-view interplay enables characterising the

optimal behaviours in large-scale MAS using mean field Nash equilibrium (MFNE),

where each agent’s policy is a best response to the mean field and the mean field is in

turn consistent with the policy. MFGs have enabled applications in many fields such

as economics (Lachapelle et al., 2010; Gomes et al., 2015), finance (Cardaliaguet

and Lehalle, 2018; Casgrain and Jaimungal, 2019) and crowd motion (Lachapelle

and Wolfram, 2011; Burger et al., 2014). To measure behaviours in large populations,

it is thus promising to study IRL for MFGs, which aims to uncover reward signals

behind demonstrated MFNE behaviours.

Illustrated in Fig. 5.1, an example for using MFG to model multi-agent systems

is the motion planning for transport robots, where reaching the destination triggers a

positive reward congestion incurs a negative reward. When the number of robots is

large, it is intractable to investigate the location of each robot individually. Instead,

we measure the density (i.e., the mean field) to approximately represent the system’s

positional information. The reward of a robot’s motion can thus be viewed as a

function of density. In turn, the movements of all robots will force the density to

change. To be in an MFNE, all robots would react optimally to the density, e.g.,

robots would purposefully keep the traffic smooth according to the current density to
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Figure 5.1: A group of transport robots collaborate on moving parcels. High, intermediate
and low density areas are marked in red, yellow and green, respectively. Arrows
indicate the optimal moving directions according to the current density.

avoid congestion.

A recent research (Yang et al., 2018a) studies IRL in MFGs, which shows that

an MFG can be reduced to a Markov decision process (MDP). It thus extends IRL to

MFGs via applying existing single-agent IRL methods to this MDP. Since this MDP

describes the population’s collective behaviours driven by the societal reward (i.e.,

the average reward of the population), we henceforth call this method population-

level IRL. However, we reveal in this chapter that the reduction from MFG to MDP

holds only for the fully cooperative setting, i.e., all agents share the same societal

reward. Consequently, population-level IRL is prone to biased reward inferences in

non-cooperative (competitive or mixed cooperative-competitive) environments. In

contrast to the societal reward, the reward of each individual can capture each agent’s

real intention, regardless of whether the environment is cooperative or not. To model

and predict both cooperative and non-cooperative behaviours in large-scale MAS, it

is thus important to consider inferring rewards of individual agents in MFGs.
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In this chapter, considering the preliminary investigation of IRL in MFGs and

limitations of population-level IRL, we study IRL for MFGs at the individual level.

We make the following contributions to the field:

• We begin with a theoretical justification for the fact that the reduction from

MFG to MDP holds only for the fully cooperative setting. The exposure

of this limitation reveals the restricted suitability of the existing MFG-MDP

reduction-based IRL and reinforcement learning (RL) methods for general

MFGs.

• Towards measuring both cooperative and non-cooperative interactions in

MFGs, we then propose and formalise the problem of individual-level IRL for

MFGs. This new problem formulation targets recovering the individual reward

function from demonstrated individual behaviours, which is not amenable to

population-level IRL.

• To solve this problem, we put forward a novel and dedicated IRL framework

for MFGs, called Mean Field IRL (MFIRL). We show that MFIRL can recover

a suitable reward function under standard assumptions, no matter whether the

environment is cooperative or not.

• Based on this new framework, we develop a practical algorithm effective for

MFGs with unknown dynamics.

• We empirically evaluate MFIRL on five numerical models and simulated

battle games, both with cooperative and non-cooperative environments. In

non-cooperative scenarios, MFIRL outperforms population-level IRL in terms

of reward recovery and robustness against changing dynamics. Moreover, in

cooperative scenarios, a notable advantage of MFIRL is that it requires fewer

samples to achieve comparable performance.

We next present an overview of related works.

• RL for MFGs. MFGs were independently proposed by (Lasry and Lions,

2007) and (Huang et al., 2006) in the continuous-time setting. Mathematically,
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the system dynamics is governed by two stochastic differential equations: one

models the backward dynamics of a representative agent’s value functions;

the other models the forward dynamics of the mean field. Discrete-time MFG

models, adopted in this chapter, were then proposed in (Gomes et al., 2010). RL

in MFGs has become a burgeoning research field recently. Yang et al. (2018b)

and Subramanian et al. (2020a) used mean field theory to approximate joint

actions in large-population stochastic games to approximate Nash equilibria.

Mguni et al. (2018) proposed a decentralised RL method for MFGs. Guo

et al. (2019) presented a Q-learning-based algorithm for computing stationary

MFNE. Subramanian and Mahajan (2019) used RL to compute local MFNE (a

relaxed version). While, all these works presuppose the presence of reward

functions. Our work takes a complementary view that the reward function is

difficult to specify, and hence the necessity for IRL for MFGs.

• IRL for MDPs. The problem of IRL was first studied by (Ng and Russell, 2000)

on MDPs. Existing IRL methods typically fall into the following categories:

(1) margin optimisation based methods (Abbeel and Ng, 2004; Ratliff et al.,

2006; Syed and Schapire, 2007; Pirotta and Restelli, 2016) that find a reward

by creating a margin between the expert policy and any other policy in terms

of rewards; (2) Bayesian IRL methods (Ramachandran and Amir, 2007; Choi

and Kim, 2011; Lopes et al., 2009; Levine et al., 2011) that use demonstrations

to facilitate a Bayesian update of a prior distribution over candidate reward

functions; (3) maximum entropy IRL methods (Ziebart et al., 2008, 2010;

Finn et al., 2016; Fu et al., 2018) that use a probabilistic framework to find

the policy maximising the entropy of expert demonstrations. As explained

above, although the reduction from MFG to MDP enables applying these

MDP-based IRL methods to MFGs, they can only deal with fully cooperative

environments. In this chapter, we formalise the problem of individual-level

IRL for MFGs using the idea of margin optimisation, where the expert policy

and any other policy is separated by a margin in terms of rewards, based on

the expert demonstrated mean field.
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• IRL for MAS. Recently, some research has explored IRL in the multi-agent

setting. Most of these works assume specific reward structures, including

fully cooperative games (Bogert and Doshi, 2014; Barrett et al., 2017), fully

competitive games (Lin et al., 2014), or either of the two (Waugh et al., 2011;

Reddy et al., 2012). For general stochastic games, Yu et al. (2019b) presented

MA-AIRL, a multi-agent IRL method using adversarial learning. Another line

of works studied inverse dynamic games (Rothfuß et al., 2017; Le Cleac’h

et al., 2021; Peters et al., 2021), which aims to infer the cost functions for

dynamic games from a control perspective. However, all these prior methods

scale poorly to a large agent number. Šošić et al. (2017) proposed SwarmIRL

that views a large-scale MAS as a swarm system consisting of homogeneous

agents. However, it cannot handle non-stationary policies and non-linear

reward functions. Our work makes no modelling assumptions on policies and

reward functions.

5.2 Backgrounds

The formalism of mean field game (MFG) (Lasry and Lions, 2007; Huang et al.,

2006) offers a mathematically tractable model for analysing large-scale multi-agent

systems. It approximates the interactions among homogeneous agents by those

between a representative agent and the population. In this section, we introduce the

formulation of MFGs and some standard equilibrium concepts which we will build

upon in our method.

5.2.1 Mean Field Games

Throughout the chapter, we focus on MFGs with finite state-action spaces and finite

time horizons (Elie et al., 2020). First, consider an N-player game where all agents

share the same local state space S and action space A. A joint state is a tuple

(s1, . . . ,sN) ∈ SN where si ∈ S is the state of the ith agent. Taking the limit as N→∞,

instead of modelling each agent individually, MFGs model a single representative

agent and collapse the joint state into an empirical distribution µ ∈ ∆(S), called a
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mean field, given by

µ(s)≜ lim
N→∞

1
N

N

∑
i=1

1{si=s}, (5.1)

where 1 denotes the indicator function (i.e., 1{x} = 1 if x is true and 0 otherwise)

and ∆(S) denotes the set of probability distributions over S. The transition function

P : S×A×∆(S)× S→ [0,1] specifies how an agent’s states evolve, i.e., an agent

transits to the next state st+1 with probability P(st+1|st ,at ,µt), depending on its

current state, action, and mean field. Let T ∈ N+ denote a finite time horizon. A

mean field flow (MF flow for short) consists of a sequence of T + 1 mean fields

µµµ ≜ {µt}T
t=0, where the initial value µ0 is given. The running reward of an agent

is specified by the reward function r : S×A×∆(S)→ R with the exception that the

reward at the last step (t = T ) is defined separately. Following the convention, we set

it as zero (Yang et al., 2018a; Elie et al., 2020). The agent’s long-term reward is thus

the sum ∑
T−1
t=0 γ tr(st ,at ,µt), where γ ∈ (0,1] is the discounted factor. To summarise,

an MFG is defined as a tuple (S,A,P,µ0,r,γ).

MFGs adopt a time-varying stochastic policy πππ ≜ {πt}T
t=0 to characterise a

strategic agent, where πt : S→ ∆(A) is the per-step policy at step t, i.e., πt directs

the agent to choose action at ∼ πt(·|st). Given a policy πππ , the expected return

(cumulative rewards) of an agent during the whole course of a game while interacting

with an MF flow µµµ is given by

J(µµµ,πππ)≜ E

[
T−1

∑
t=0

γ
tr(st ,at ,µt)

∣∣∣ s0 ∼ µ0,µµµ,πππ,P

]
. (5.2)

At the individual level, an agent seeks an optimal control in the form of a policy

to maximise the expected return. Fixing an MF flow µµµ , a policy πππ is called a best

response to µµµ if it maximises J(µµµ,πππ). We denote the set of all best-response policies

to a given µµµ by

Ψ(µµµ)≜ argmax
πππ

J(µµµ,πππ). (5.3)

Since all agents are homogeneous, MFG prescribes that every agent uses the same

policy. The dynamics of MF flow is thereby governed by the (discrete-time) McKean-
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Vlasov (MKV) equation (Carmona et al., 2013):

µt+1(s′) = ∑
s∈S

µt(s) ∑
a∈A

πt(a|s) P(s′|s,a,µt). (5.4)

Denote Φ(πππ) as the MF flow fulfilling the MKV equation above given a policy πππ .

We say µµµ is consistent with πππ if µµµ = Φ(πππ).

At the population level, if all agents use the same policy πππ , the population

state distribution (i.e., the mean field µt) matches each individual’s state visitation

distribution (i.e., P(·|st−1,at−1,µt−1)) (Guo et al., 2019). As a result, the cumula-

tive societal rewards (population’s average rewards) coincide with an individual’s

expected return J(µµµ,πππ). Formally, let r̄(µ,π) denote the societal reward when all

agents play the same per-step policy π under the mean field µ:

r̄(µ,π)≜ ∑
s∈S

µ(s) ∑
a∈A

π(a|s)r(s,a,µ). (5.5)

We can express J(µµµ,πππ) in terms of the societal reward as follows:

J(µµµ,πππ) =
T−1

∑
t=0

γ
t r̄(µt ,πt) if µµµ = Φ(πππ). (5.6)

5.2.2 Mean Field Nash Equilibrium

When agents are strategic (non-cooperative), the mean field Nash equilibrium

(MFNE) is adopted as the solution concept, where all agents use the same best-

response policy to the MF flow. Meanwhile, the MF flow is consistent with the

policy.

Definition 5.13 (Mean Field Nash Equilibrium). A pair of MF flow and policy

(µµµ⋆,πππ⋆) is called a mean field Nash equilibrium if

• Agent rationality: πππ⋆ ∈Ψ(µµµ⋆);

• Population consistency: µµµ⋆ = Φ(πππ⋆).

An MFG admits an MFNE under the standard assumptions in game theory

(Saldi et al., 2018; Cui and Koeppl, 2021). The computation of MFNE typically
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involves a fixed-point iteration procedure for the MF flow. More formally, defining

any mapping Ψ̂ : µµµ 7→ πππ that identifies a best-response policy in Ψ(µµµ), we obtain

the fixed-point iteration for the MF flow by alternating between πππ = Ψ̂(µµµ) and

µµµ = Φ(πππ). The standard assumption for the uniqueness of MFNE is that the fixed-

point iteration will converge to a unique MF flow. However, it does not hold in

general (Cui and Koeppl, 2021), which implies the existence of multiple MFNE.

5.2.3 Mean Field Social Optimum

When agents are cooperative, the solution concept is the mean field social optimum

(MFSO), which maximises cumulative societal rewards whilst satisfies the condition

of population consistency.

Definition 5.14 (Mean Field Social Optimum). A pair of MF flow and policy (µ̄µµ⋆, π̄ππ⋆)

is called a mean field social optimum if

• Maximum cumulative societal rewards: J(µ̄µµ⋆, π̄ππ⋆) ≥ J(µµµ,πππ) for any (µµµ,πππ)

satisfying µµµ = Φ(πππ);

• Population consistency: µ̄µµ
⋆ = Φ(π̄ππ⋆).

MFSO is not equivalent to MFNE. In an MFNE, πππ⋆ maximises the expected

return J(µµµ,πππ) given µµµ⋆; while an MFSO (µ̄µµ⋆, π̄ππ⋆) maximises J(µµµ,πππ) among all

(µµµ,πππ) satisfying µµµ = Φ(πππ). In other words, an MFSO is a particular MFNE that

maximises the expected return. Note that if an MFNE exists uniquely, it is also

an MFSO. Unless specified otherwise, we will use the term MFNE to denote an

equilibria that is not an MFSO. The process of finding an MFSO can be defined as a

constrained optimisation problem:

max
µµµ,πππ

J(µµµ,πππ) subject to µµµ = Φ(πππ). (5.7)

In Section. 5.3, we draw a connection between this optimisation problem and a

particular Markov decision process (MDP).
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5.3 Revisiting IRL for MFG via Reducing MFG to

MDP
Suppose we have no access to the reward function r(s,a,µ) but have a set of expert

demonstrations. Inverse reinforcement learning (IRL) aims to uncover the reward

function behind these demonstrations. In this section, we revisit the IRL method

in (Yang et al., 2018a), which showed that an MFG can be reduced to an MDP. It

thus extended IRL to MFGs by applying existing single-agent IRL methods to this

MDP. This reduction is also adopted in the study of reinforcement learning (RL) for

MFGs (Carmona et al., 2019). However, we show that this reduction holds only for

the fully cooperative setting, i.e., all agents share the same societal reward. As a

result, IRL methods based on this reduction would lead to biased reward inferences

if demonstrations are sampled from an MFNE rather than an MFSO. The exposure

of this limitation motivates our restudy on IRL for MFGs. In Sec. 5.4, we propose a

novel IRL method for MFGs with general non-cooperative environments.

5.3.1 The Reduction from MFG to MDP

Shown in (Yang et al., 2018a; Carmona et al., 2019), an MFG can be reduced to an

MDP that describes the population’s collective behaviours. The state, action and

reward in this MDP corresponds to the mean field, population’s collective action

and societal reward in the MFG, respectively. Its dynamics coincides with the MKV

equation. Formally, the MDP associated with an MFG (S,A,P,µ0,r,γ) is constructed

as follows:

• State: µt , i.e., the state at step t is the mean field µt .

• Action: πt , i.e., the action is a per-step policy in MFG.

• Reward: r̄(µt ,πt), i.e., the societal reward.

• Deterministic Transition: µt+1 = Φ(µt ,πt)
1 fulfilling the MKV equation

defined in Eq. (6.2).

1Here, we slightly abuse the notation Φ to denote the next mean field induced by the current mean
field and current per-step policy, according to the MKV equation.
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• Stationary Policy: ϕ : µ 7→ π .

Intuitively, one can interpret the MDP policy ϕ as a “central controller” who

makes decisions for the overall population based on the current population state

distribution. Let ϕ⋆ be an optimal policy for the MDP, it was claimed in (Yang et al.,

2018a; Carmona et al., 2019) that the MDP state-action trajectory (µ0,π0, . . . ,µT ,πT )

generated by ϕ⋆ constitutes an MFNE of the MFG, where πt = ϕ⋆(µt) and µt+1 =

Φ(µt ,πt).

However, we show that, more precisely, the MDP state-action trajectory gen-

erated by ϕ⋆ constitutes an MFSO rather than a general MFNE. The reason lies in

the construction of the MDP: the optimal MDP policy ϕ⋆ maximises the cumulative

societal rewards J(µµµ,πππ) = ∑
T−1
t=0 γ t r̄(µt ,πt) and meanwhile, the deterministic transi-

tion enforces the condition of population consistency, thereby exactly solving the

constrained optimisation problem of computing an MFSO as defined in Eq. (5.7).

Intuitively, at the macroscopic level, the dynamics of population’s collective be-

haviours is governed by an MDP only if agents are fully cooperative. Therefore, if

an MFG is not fully cooperative or we do not assume an MFNE exists uniquely, the

reduction from MFG to MDP would no longer hold.

5.3.2 Population-Level IRL for MFGs

The work (Yang et al., 2018a) proposed to infer the societal reward function r̄ by ap-

plying single-agent IRL methods to the MDP defined above. Since this method infers

the population’s societal reward, we henceforth call it Population-Level IRL (PLIRL).

In PLIRL, we assume that the demonstrations D = {(µ j
0 ,π

j
0 , . . . ,µ

j
T ,π

j
T )}M

j=1 are a

set of M MF flow-policy trajectories whose expectation is (µµµE ,πππE). The goal of

PLIRL is to find a suitable r̄ that can rationalise the expert behaviour (µµµE ,πππE). We

can succinctly represent PLIRL as the following constrained optimisation problem:

PLIRL
(
µµµ

E ,πππE)= argmax
r̄(µ,π)

[
J
(
µµµ

E ,πππE)−max
µµµ,πππ

J(µµµ,πππ)
]

subject to µµµ = Φ(πππ)

, (5.8)
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where J(µµµ,πππ) is in the form of Eq. (5.6). Intuitively, if (µµµE ,πππE) indeed maximises

the societal rewards under a feasible r̄, then the objective would attain the maximum

0; otherwise, it is negative. In IRL literature, problems in the form of Eq. (5.8)

are generally solved by a bilevel optimisation procedure (Ziebart et al., 2008; Finn

et al., 2016; Fu et al., 2018). In PLIRL, specifically, the upper-level task is to tune

the societal reward function r̄(µ,π) given the optimal expected return of the MDP

defined above; the lower-level task is to solve an MDP based on the current reward

function. In practice, J(µµµE ,πππE) is estimated from D .

Although PLIRL allows us to model and predict the population’s collective

behaviours, it can only handle demonstrations sampled from an MFSO because the

reduction from the MFG to the MDP holds only for the fully cooperative setting.

The problem setting of PLIRL does not necessarily align with the interest of each

individual agent in MFGs because, in general, agents exhibit non-cooperative interac-

tions. The equilibrium behind demonstrations is thereby more likely to be an MFNE

rather than an MFSO. Applying PLIRL on MFNE demonstrations would thus lead

to biased reward inferences, as is illustrated in Fig 5.2. It can also be observed from

Eq. (5.8), where J(µµµE ,πππE) is generally not the maximised societal rewards under

an MFNE. As a result, the policy elicited from a biased reward function may not

coincide with any MFNE induced by the ground-truth reward function, leading to an

unsuitable behavioural model.

5.4 Individual-Level IRL for MFGs

The discussions above justify the necessity to recover the individual reward function

r(s,a,µ) from demonstrations sampled from an MFNE because the individual reward

is independent of the environment and thereby allows us to model and predict both

cooperative and non-cooperative behaviours in large populations. In this section,

we first formalise this problem as the Individual-Level IRL (ILIRL) for MFGs, as

opposed to population-level IRL. We then propose our solution framework for ILIRL

with theoretical guarantees.
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Figure 5.2: Illustration of the biased reward inference in population-level IRL. The shaded
ellipse represents the set of all MFNE (including MFSO) induced by a specific
reward function. The expert uses an MFNE (µµµE ,πππE) under the ground-truth
reward function r⋆, which is an MFSO under another reward function r′. Since
PLIRL presupposes expert demonstrations are sampled from an MFSO, it tends
to infer the societal reward induced by r′ rather than that induced by r⋆.

5.4.1 Problem Formulation

Suppose we do not know the ground-truth reward function r(s,a,µ) but have a set

of expert demonstrations D = {τ j}M
j=1 sampled from an unknown MFNE (µµµE ,πππE).

Each τ j = s j
0,a

j
0, . . . ,s

j
T ,a

j
T is a state-action trajectory of an individual agent, which

is sampled via s0 ∼ µE
0 , st ∼ P(·|st−1,at−1,µ

E
t−1)

2 and at ∼ πE
t (·|st). Following

the convention in IRL literature (Ho and Ermon, 2016; Song et al., 2018; Yu et al.,

2019b), we assume that D provides the entire supervision signals, i.e., we cannot

further communicate with the expert for additional information. ILIRL for MFG

asks for a reward function r(s,a,µ), under which (µµµE ,πππE) forms an MFNE.

The individual-level inference characteristics of ILIRL are embodied in two

key aspects, which distinguish it from PLIRL. First, ILIRL uses demonstrated state-

action trajectories sampled from individuals. In contrast, PLIRL uses demonstrated

MF flows and policies sampled from the population. Second, ILIRL aims to infer the

individual reward r(s,a,µ) and we can calculate societal rewards accordingly; while

2Since under an MFNE, the mean field matches each individual’s state visitation distribution,
sampling the state from a single individual via st ∼ P(·|st−1,at−1,µ

E
t−1) is equivalent to sampling that

from multiple individuals, i.e., st ∼ µE
t .
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PLIRL aims to infer the societal reward r̄(µ,π) that is uninformative for acquiring

individual rewards.

To frame ILIRL as an optimisation problem, we desire an inverse operator

ILIRL(µµµE ,πππE) in analogy to PLIRL as defined in Eq. (5.8). The key idea of Eq. (5.8)

is to choose a societal reward r̄(µ,π) that creates a margin between the expert and

every other MF flow-policy pair. Since in an MFNE the policy maximises the

expected return given the MF flow, we can interpret ILIRL as finding a reward

r(s,a,µ) that creates a margin between the expert policy πππE and every other policy

given the expert MF flow µµµE :

ILIRL
(
µµµ

E ,πππE)= argmax
r(s,a,µ)

[
J
(
µµµ

E ,πππE)−max
πππ

J
(
µµµ

E ,πππ
)]
, (5.9)

where J(µµµ,πππ) is in the form of Eq. (5.2). If (µµµE ,πππE) is an MFNE under a valid

r(s,a,u), then the objective attains the maximum 0, otherwise it is negative. Note

that there may exist multiple feasible solutions to the problem. We do not intend to

find all of them, as any a feasible reward function can explain expert demonstrations.

5.4.2 The Mean Field IRL Framework

We next present our proposed framework to solve the optimisation problem of ILIRL

in Eq. (5.9), which we name as Mean Field IRL (MFIRL). The framework solves the

ILIRL problem in a manner of bilevel optimisation, where the upper-level task is

to tune the reward function r(s,a,µ) given the solution of the lower-level task that

computes a best-response policy to the expert MF flow µµµE . Recall the fixed point

iteration for computing MFNE from Sec. 5.2.2, where the mapping Ψ̂ : µµµ 7→ πππ is

used to identify a best-response policy to µµµ under a reward function r. Using this

notation, we are left with finding a suitable Ψ̂. But first, let us see how to solve the

ILIRL problem in a more feasible way, where we estimate expected returns from D

and use a parameterised reward function. Immediately after that, the instantiation of

Ψ̂ will be given.
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Figure 5.3: Illustration of the MFIRL framework. The function Ψ̂(µµµE ;ω) identifies a best-
response policy πππω to µµµE under a reward function rω . The function L (ω)
measures the difference between expected returns induced by πππE and πππω given
µµµE . If we can find a parameter ω⋆ such that L (ω⋆) = 0, then rω is a valid solu-
tion to ILIRL. In practice, µµµE is replaced by the empirical value µ̂µµ

E estimated
from demonstrations D .

5.4.2.1 Estimated Expected Returns and Parameterised Reward Func-

tions.

Since the true MF flow µµµE is unknown, we use an empirical value µ̂µµ
E ≜ {µ̂E

t }T
t=0

estimated from D by averaging the frequencies of state occurrences:

µ̂
E
t (s) =

1
M

M

∑
j=1

1{s j
t =s}. (5.10)

Since under an MFNE, the mean field matches each individual’s state visitation

distribution, µ̂µµ
E is an unbiased estimator of µµµE .

Following standard practice (Finn et al., 2016; Fu et al., 2018; Yu et al., 2019b),

we assume the reward function r is parameterised by ω ∈ Rd and thus write it

as rω . Also assume (µµµE ,πππE) is induced by some unknown true parameter ω⋆,

i.e., (µµµE ,πππE) = (µµµω⋆
,πππω⋆

). Let πππω = Ψ̂(µ̂µµE ;ω) denote a best-response policy to

µ̂µµ
E under rω . As illustrated in Fig. 5.3, optimising the problem in Eq. (5.9) on
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demonstration data D reduces to a search process for ω⋆, where J(µµµE ,πππE ;ω) is

estimated from D :

max
ω

L (ω)≜ Eτ∼D

[
T−1

∑
t=0

γ
trω(st ,at , µ̂

E
t )

]
− J(µ̂µµE ,πππω). (5.11)

5.4.2.2 Characterising Best-Response Policies

The desired mapping Ψ̂ relies on the action value function for MFGs, which repre-

sents the expected cumulative future rewards guided by an MF flow µµµ and a policy

πππ . Formally, it is defined by

Q(t,s,a,µµµ)≜ r(s,a,µt)+E

[
T

∑
ℓ=t+1

γ
ℓ−tr(sℓ,aℓ,µℓ)

∣∣∣µµµ,πππ,P
]
. (5.12)

The expected return can be expressed in terms of Q as follows: J(µµµ,πππ) =

Es∼µ0 [∑a∈A π0(a|s) Q(0,s,a,µµµ)]. We can use backward induction to recursively

compute the action value function: starting from the terminal step t = T :

Q(T,s,a,µµµ) = r(s,a,µT ); then for 0≤ t < T we recursively compute:

Q(t,s,a,µµµ) = r(s,a,µt)+ γE
[
Q(t +1,s′,a′,µµµ)|µµµ,πππ,P

]
. (5.13)

For a fixed MF flow µµµ , we say a policy πππ∗ is greedy with respect to µµµ if π∗t (·|s)
picks an action

at ∈ argmax
a∈A

Q(t,s,a,µµµ) (5.14)

uniformly at random. Since πππ∗ maximises the action value function for each step,

it is a best response to the corresponding MF flow µµµ . This provides an intuition

to define the mapping πππω = Ψ̂(µ̂µµE ;ω) by letting πππω be greedy with respect to

µµµE . More formally, we write Q∗ω(t,s,a, µ̂µµ
E) for the optimal action value function

induced by a greedy policy given rω . By Eq. (5.13) and Eq. (5.14), πππω and Q∗ω can

be recursively computed by backward induction. The expected return induced by
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πππω in Eq. (5.11) can thereby be written as:

J(µ̂µµE ,πππω) = Es∼µ̂E
0

[
∑
a∈A

π
ω
0 (a|s) Q∗ω(0,s,a, µ̂µµ

E)

]
. (5.15)

5.4.3 Theoretical Result

Now, we are ready to present our main result, which shows that the optimal solution

to the optimisation problem in Eq. (5.11) is an asymptotically consistent estimator

of the true reward parameter.

Theorem 5.2. Let the demonstrated trajectories in D = {τ j}M
j=1 be independent and

identically distributed (i.i.d.) and sampled from an MFNE induced by an unknown

parameterised reward function rω⋆(s,a,µ). With probability 1 as the number of

samples M→ ∞, the equation L (ω) = 0 has a root ω̂ such that ω̂ = ω⋆.

Proof. Under the i.i.d. assumption, µ̂µµ
E = µµµE with probability 1 as M→ ∞, due to

the law of large numbers. Having this, we further know that L (ω̂) = 0 if and only

if (µµµE ,πππE) is an MFNE under reward rω̂ . Finally, due to the fact (µµµE ,πππE) is an

MFNE induced by rω⋆ , there must exist one ω̂ such that ω̂ = ω⋆.

5.5 Practical MFIRL Algorithm
This section develops a practical implementation of the MFIRL framework. For the

sake of practical use, we consider gradient methods to optimise the objective L (ω)

in Eq. (5.11), where the gradient ∇L is computed by

∇L = Eτ∼D

[
T−1

∑
t=0

γ
t
∇rω(st ,at , µ̂

E
t )

]
−∇J(µ̂µµE ,πππω). (5.16)

By Eq. (5.15), the gradient ∇J(µ̂µµE ,πππω) is computed by:

∇J(µ̂µµE ,πππω) = Es∼µ̂E
0

[
∑
a∈A

Q∗ω(0,s,a, µ̂µµ
E)∇π

ω
0 (a|s)

+π
ω
0 (a|s)∇Q∗ω(0,s,a, µ̂µµ

E)

]
.

(5.17)
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While, one difficulty with such an approach is that the greedy policy πππω is non-

differentiable (Guo et al., 2019). We thus need to find alternative smooth Ψ̂ mapping.

To this end, we adopt Boltzmann policy 3 to approximate the non-differentiable

greedy policy. Formally, we use π̃ππ
ω to denote a Boltzmann policy and use Q̃∗ω to

represent the corresponding action value function, which are defined by:

π̃
ω
t (a|s)≜ exp

(
β Q̃∗ω(t,s,a, µ̂µµ

E)

∑a′∈A exp
(
β Q̃∗ω(t,s,a′, µ̂µµ

E) . (5.18)

Here, β > 0 is the inverse Boltzmann temperature controlling the degree of approxi-

mation. Note that we recover the optimality (i.e., the greedy policy) if β → ∞. By

Eq. (5.18) and Eq. (5.13), gradients ∇π̃ω
t (a|s) and ∇Q̃∗ω(t,s,a, µ̂µµ

E) can be recur-

sively calculated:

∇π̃
ω
t (a|s) = π̃

ω
t (a|s)∇ ln π̃

ω
t (a|s)

= π̃
ω
t (a|s)∇ ln




exp
(

β Q̃∗ω
(

t,s,a, µ̂µµE
))

∑a′∈A exp
(

β Q̃∗ω
(

t,s,a′, µ̂µµE
))




= π̃
ω
t (a|s)∇

[
β Q̃∗ω

(
t,s,a, µ̂µµE

)
− ln ∑

a′∈A
exp
(

β Q̃∗ω
(

t,s,a′, µ̂µµE
))]

= π̃
ω
t (a|s)


β∇Q̃∗ω

(
t,s,a, µ̂µµE

)
−

∇∑a′∈A exp
(

β Q̃∗ω
(

t,s,a′, µ̂µµE
))

∑a′′∈A exp
(

β Q̃∗ω
(

t,s,a′′, µ̂µµE
))




= π̃
ω
t (a|s)


β∇Q̃∗ω

(
t,s,a, µ̂µµE

)
− ∑

a′∈A

exp
(

β Q̃∗ω(t,s,a
′, µ̂µµE)

)
·β ·∇Q̃∗ω(t,s,a

′, µ̂µµE)

∑a′′∈A exp
(

β Q̃∗ω
(

t,s,a′′, µ̂µµE
))




= π̃
ω
t (a|s)

[
β∇Q̃∗ω

(
t,s,a, µ̂µµE

)
− ∑

a′∈A
π̃

ω
t (a′|s) ·β ·∇Q̃∗ω(t,s,a

′, µ̂µµE)

]

= π̃
ω
t (a|s) ·β

[
∇Q̃∗ω(t,s,a, µ̂µµ

E)− ∑
a′∈A

π̃
ω
t (a′|s)∇Q̃∗ω(t,s,a

′, µ̂µµE)

]

= π̃
ω
t (a|s) ·β

[
∇Q̃∗ω(t,s,a, µ̂µµ

E)−Ea′∼π̃ω
t (·|s)

[
∇Q̃∗ω(t,s,a

′, µ̂µµE)
]]

.

(5.19)

3Other smooth operators (e.g., Mellowmax (Asadi and Littman, 2017)) may also be used to
approximate Ψ̂.
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∇Q̃∗ω(t,s,a, µ̂µµ
E) = ∇rω(s,a, µ̂E

t )

+ γEs′∼P

[
∑

a′∈A
Q̃∗ω(t +1,s′,a′, µ̂µµE)∇π̃

ω
t+1(a

′|s′)

+Ea′∼π̃ω
t+1(·|s′)

[
∇Q̃∗ω(t +1,s′,a′, µ̂µµE)

]]
.

(5.20)

Substituting ∇Q̃∗ω for ∇Q∗ω in Eq. (5.17) yields an approximate ∇L , which we

denote by ∇L̃ .

Algorithm 5.5 Practical MFIRL Algorithm

1: Input: MFG with parameters (S,A,P,µ0,γ) and expert demonstrations D =
{τ j}M

j=1.
2: Initialisation: Initialise reward parameter ω .
3: Estimate empirical expert MF flow µ̂µµ

E according to Eq. (5.10).
4: for each epoch do
5: for t = T, . . . ,0 do
6: Calculate ∇π̃ω

t and ∇Q̃∗ω according to Eq. (5.19) and Eq. (5.20).
7: end for
8: Calculate the empirical gradient ∇̂L̃ according to Eq. (5.16).
9: Update ω to increase L according to ∇̂L̃ .

10: end for
11: Output: Learned reward function rω .

5.5.1 Monte-Carlo Simulation under Unknown Dynamics

The transition function P is generally unknown in practice. We can instead use

Monte-Carlo simulation to estimate empirical gradients ∇̂Q̃∗ω and ∇̂π̃ω
t , that is,

suppose we have the access to a simulator of the environment and calculate ∇̂Q̃∗ω

by estimating the expectation with respect to s′ in Eq. (5.20) using sampled states s′

from the simulator. We denote the resulting empirical gradient of L by ∇̂L̃ .

5.5.2 Truncated Recursive Computation of Gradients

With the horizon of an MFG increasing, the recursive computation of ∇Q̃∗ω(t,s,a, µ̂µµ
E)

tends to be intractable. To overcome this potential issue in practice, we can approx-

imate ∇Q̃∗ω(t,s,a, µ̂µµ
E) by truncating the recursion. More formally, let ω(i) denote

the reward parameter in the ith round of update. In the i+ 1th update, we look

H-step (H < T ) ahead according to Eq. (5.20) until we arrive at time step t +H,
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Figure 5.4: Results for numerical tasks under original dynamics. The solid line shows the
median and the shaded area represents the standard deviation over 10 indepen-
dent runs.

where we stop tracing deeper by replacing ∇Q̃∗ω(t + H + 1,s,a, µ̂µµE)|
ω=ω(i) and

∇π̃ω
t+H+1(a

′|s′)|
ω=ω(i) with the corresponding variables induced by the old value

ω(i−1). Using old parameter values to approximate the corresponding variables

induced by new values has also been adopted in the RL literature (Schulman et al.,

2015, 2017). The intuition is that the change of the parameter between two updates is

not severe. Meanwhile, due to the presence of the discount factor, this approximation

would not cause a significant error in the estimation of gradients.

To summarise, we present the pseudocode in Alg. 5.5.

5.6 Experiments
In experiments, we seek to answer the following key question: Can MFIRL effi-

ciently recover the underlying individual reward function, regardless of whether the

environment is cooperative or not? To this end, we evaluate the quality of a learned

reward function rω by comparing its induced MFSO (µ̄µµω , π̄ππω) and the ground-truth

MFSO (µ̄µµ⋆, π̄ππ⋆), because an MFSO is more likely to be unique than an MFNE in

terms of policy and it is always unique in term of expect return. Specifically, we use
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the following metrics:

1. Policy Deviation (Dev. Policy). We use the cumulative KL-divergence,

∑
T
t=0 ∑s∈S DKL

(
π̄⋆

t (·|s) ∥ π̄ω
t (·|s)

)
, to measure the difference over two poli-

cies.

2. MF flow Deviation (Dev. MF). Similarly, we use the cumulative KL-

divergence, ∑
T
t=0 DKL

(
µ̄⋆

t ∥ µ̄ω
t
)
, to measure the difference over two MF

flows.

3. Expected return. (Exp. Return) The expected return of (µ̄µµω , π̄ππω) and (µ̄µµ⋆, π̄ππ⋆)

under the ground-truth reward function.

We compare MFIRL against the PLIRL in (Yang et al., 2018a) as it is the only

IRL method for MFGs in the literature as of the present. Also, existing multi-agent

IRL and imitation learning methods (e.g., MA-GAIL (Song et al., 2018) and MA-

AIRL (Yu et al., 2019b)) scale poorly when the population size is in hundreds, due

to the exponential growth of joint state-action spaces. We carry out two classes of

tests, one on numerical MFG models and the other on simulated mixed cooperative-

competitive battle games. For both classes of tests, we set the discounted factor

γ = 0.99 and the time horizon as 50, which is the same as the number of time

steps used in (Song et al., 2018; Yu et al., 2019b). For MFIRL, we set the inverse

Boltzmann temperature β = 1. In each task, we set N agents where N is a large but

finite number. We sample state-action trajectories from each of N individual agents

by executing a pre-trained expert policy. We call an execution of the expert policy on

all N agents a game play. MFIRL directly takes as input these individual trajectories.

While, each demonstrated expert policy and mean field fed into PLIRL are estimated

by averaging occurrence frequencies of states and actions in all N trajectories per

game play.

For both algorithms, we adopt the same neural network architecture as the

reward model: two hidden layers of 64 leaky rectified linear units (ReLU) each. We

use one-hot encoding to represent states and actions. Let {1,2, . . . , |S|} denote an

enumeration of S and
[
s[1],s[2], . . . ,s[|S|]

]
denote a vector of length |S|, where each
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component stands for a state in S. The state j is denoted by
[
0, . . . ,0,s[ j] = 1,0,

. . . ,0
]
. An action is represented through the same manner. A mean field µ is

represented by a vector
[
µ(s[1]),µ(s[2]), . . . ,µ(s[|S|])

]
. The reward mode rω takes

as input the concatenation of feature vectors of s, a and µ and outputs a scalar as

the reward. We adopt the neural network (a four-layer perceptron) with the Adam

optimiser and the Leaky ReLU activation function. The sizes of the two hidden

layers are both 64. The learning rate is 10−4.

5.6.1 Numerical Models

5.6.1.1 Settings

We evaluate MFIRL on five numerical discrete MFG models: investment in product

quality (Weintraub et al., 2010; Subramanian and Mahajan, 2019) (INVEST for

short), malware spread (Huang and Ma, 2016, 2017; Subramanian and Mahajan,

2019) (MALWARE), virus infection Cui and Koeppl (2021) (VIRUS), Rock-Paper-

Scissors Cui and Koeppl (2021) (RPS) and Left-Right (Cui and Koeppl, 2021) (LR),

ordered in decreasing complexity. These models simulate a series of large-scale

decision making scenarios in the real world. Among these five models, we use

VIRUS and LR as cooperative scenarios, i.e., the demonstrations in these two models

are sampled from MFSO. The remaining three models are used as non-cooperative

scenarios. Statistical information of these models is summarised in Tab. 5.1. We take

100 agents for each model. We train MFNE experts through the fixed-point iteration

as described in Sec. 5.2.2, and train MFSO experts using DDPG (Lillicrap et al.,

2016) to solve the MDP reduced from MFG.

We conduct two classes of experiments. Firstly, to evaluate the accuracy, we test

two algorithms under the original environment dynamic similar to that we used to

train experts. Secondly, to investigate the robustness of the learned reward function,

we change the environment dynamics and compare the MFNE induced by the learned

reward function and the ground-truth MFNE under the new dynamics.

Next, we present detailed descriptions and settings for each numerical model.

• Investment in Product Quality.
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Model. This model is adapted from (Weintraub et al., 2010) and (Subramanian

and Mahajan, 2019) that captures the investment decisions in a fragmented

market with a large number of firms. Each firm produces the same kind of

product. The state of a firm s ∈ S = {0,1, . . . ,9} denotes the product quality.

At each step, each firm decides whether or not to invest in improving the

quality of the product. Thus the action space is A = {0,1}. When a firm

decides to invest, the quality of the product manufactured by it increases

uniformly at random from its current value to the maximum value 9, if the

average mean field for that product is below a particular threshold q. If this

average mean field value is above q, then the product quality gets only half of

the improvement as compared to the former case. This implies that when the

average quality in the economy is below q, it is easier for each firm to improve

its quality. When a firm does not invest, its product quality remains unchanged.

Formally, the dynamics is given by:

st+1 =





st + ⌊χt(10− st)⌋, if ⟨µt⟩< q and at = 1

st + ⌊χt(10− st)/2⌋, if ⟨µt⟩ ≥ q and at = 1

st , if at = 0

.

An agent incurs a cost due to its investment and earns a positive reward due

to its own product quality and a negative reward due to the average product

quality, which we denote by ⟨µt⟩≜ ∑s∈S s ·µt(s). The final reward is given as:

r(st ,at ,µt) = d · st/10− c · ⟨µt⟩−α ·at

Settings. We set d = 0.3, c = 0.2, α = 0.2 and probability density f for

χt as U(0,1). We set the threshold q to 4 and 5 for the original and new

environments, respectively. The initial mean field µ0 is set as a uniform

distribution, i.e, µ0(s) = 1/|S| for all s ∈ S.

• Malware Spread.
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Model. The malware spread model is presented in (Huang and Ma, 2016, 2017)

and used as a numerical study for MFG in (Subramanian and Mahajan, 2019).

This model is representative of several problems with positive externalities,

such as flu vaccination and economic models involving the entry and exit of

firms. Here, we present a discrete version of this problem: Let S = {0,1, . . . ,9}
denote the state space (level of infection), where s = 0 is the most healthy state

and s = 9 is the least healthy state. The action space A = {0,1}, where a = 0

means DoNothing and a = 1 means Intervene. The dynamics is given by

st+1 =





st + ⌊χt(10− st)⌋, if at = 0

0, if at = 1
,

where {χt}0≤t≤T is a [0,1]-valued i.i.d. process with probability density f .

The above dynamics means the DoNothing action makes the state deteriorate

to a worse condition; while the Intervene action resets the state to the most

healthy level. Rewards are coupled through the average mean field, i.e., ⟨µt⟩.
An agent incurs a cost (k+ ⟨µt⟩)st , which captures the risk of getting infected,

and an additional cost of α for performing the Intervene action. The reward

sums over all negative costs:

r(st ,at ,µt) =−(k+ ⟨µt⟩)st/10−α ·at .

Settings. Following (Subramanian and Mahajan, 2019), we set k = 0.2, α =

0.5, and the probability density f to the uniform distribution U(0,1) for the

original dynamics. We change the density f to uniform distribution U(0.5,1)

for new dynamics. The initial mean field µ0 is set as a uniform distribution.

• Virus Infection.

Model. This is a virus infection used as a case study in (Cui and Koeppl,

2021). There is a large number of agents in a building. Each of them can

choose between “social distancing” (D) or “going out” (U). If a “susceptible”

(S) agent chooses social distancing, they may not become “infected” (I).
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Otherwise, an agent may become infected with a probability proportional to

the number of agents being infected. If infected, an agent will recover with a

fixed chance every time step. Both social distancing and being infected have an

associated negative reward. Formally, let S = {S, I},A = {U,D},r(s,a,µt) =

−1{s=I}−0.5 ·1{s=D}. The transition probability is given by

P(st+1 = S|st = I, ·, ·) = 0.3

P(st+1 = I|st = S,at =U,µt) = 0.92 ·µt(I)

P(st+1 = I|st = S,at = D, ·) = 0.

Settings. The initial mean field µ0 is set as a uniform distribution. We modify

the transition function for the new dynamics as follows:

P(st+1 = S|st = I, ·, ·) = 0.3

P(st+1 = I|st = S,at =U,µt) = 0.82 ·µt(I)

P(st+1 = I|st = S,at = D, ·) = 0.

• Rock-Paper-Scissors.

Model. This model is adapted by (Cui and Koeppl, 2021) from the generalized

non-zero-sum version of Rock-Paper-Scissors game (Shapley, 1964). Each

agent can choose between “rock” (R), “paper” (P) and “scissors” (S), and

obtains a reward proportional to double the number of beaten agents minus

the number of agents beating the agent. Formally, let S = A = {R,P,S}, and

for any a ∈ A,µt ∈ ∆(S):

r(R,a,µt) = 2 ·µt(S)−1 ·µt(P),

r(P,a,µt) = 4 ·µt(R)−2 ·µt(S),

r(S,a,µt) = 6 ·µt(P)−3 ·µt(R).

The transition function is deterministic: p(st+1|st ,at ,µt) = 1{st+1=at}.

Settings. The initial mean field µ0 is set as a uniform distribution. Same to the
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Table 5.1: Statistics of Numerical MFG Models

Model States Actions Cooperative

INVEST 10 2 ✗

MALWARE 10 2 ✗

VIRUS 2 2 ✓

RPS 3 3 ✗

LR 3 2 ✓

setting in Left-Right, for new dynamics, we add randomness to the transition

function such that with probability 0.2 picking next state arbitrarily.

• Left-Right.

Model. This model is used in (Cui and Koeppl, 2021). There is a group of

agents making sequential decisions to moving “left” or “right”. At each step,

each agent is at a position (state) either “left”, “right” or “center”, and can

choose to move either “left” or “right”, receives a reward according the current

population density (mean field) at each position, and with probability one

(dynamics) they reach “left” or “right”. Once an agent leaves “center”, she

can never head back and can only be in left or right thereafter. Formally, we

configure the MFG as follows: S = {C,L,R}, A = S\{C}, the reward

r(s,a,µt) =−1{s=L} ·µt(L)−1{s=R} ·µt(R).

This reward setting means each agent will incur a negative reward determined

by the population density at her current position. The transition function

is deterministic that directs an agent to the next state with probability one:

P(st+1|st ,at ,µt) = 1{st+1=at}.

Settings. The initial mean field µ0 is set as µ0(L) = µ0(R) = 0.5. For new

dynamics, we add the randomness to the transition function. With probability

0.8, the agent moves to the state determined by the action, and with probability

0.2, the agent randomly moves to either “left” or “right”.
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Table 5.2: Results for numerical models under new dynamics. Mean and variance are taken
across 10 independent runs.

Metric Algorithm
Task

INVEST MALWARE VIRUS

Dev. Policy
MFIRL 0.305 ± 0.017 0.411 ± 0.025 1.544 ± 0.012
PLIRL 1.130 ± 0.334 1.466 ± 1.322 1.892 ± 0.237

Dev. MF
MFIRL 0.464 ± 0.029 0.435 ± 0.007 0.057 ± 0.0004
PLIRL 1.510 ± 0.697 1.731 ± 2.207 0.076 ± 0.0085

Expected Return
EXPERT -35.051 -18.055 -1.167
MFIRL -35.542 ± 0.677 -18.519 ± 0.245 -1.614 ± 0.042
PLIRL -35.917 ± 2.548 -19.151 ± 0.507 -1.553 ± 0.170

Metric Algorithm
Task

RPS LR

Dev. Policy
MFIRL 7.089 ± 0.541 0.683 ± 0.035
PLIRL 7.550 ± 0.841 0.734 ± 0.373

Dev. MF
MFIRL 2.932 ± 0.057 0.353 ± 0.029
PLIRL 3.112 ± 0.569 0.348 ± 0.310

Expected Return
EXPERT 94.274 -0.518
MFIRL 93.578 ± 2.508 -0.563 ± 0.078
PLIRL 93.212 ± 0.493 -0.547 ± 1.080

5.6.1.2 Reward Recovery under Original Dynamics

We first conduct tests under fixed environment dynamics. Fig. 5.4 depicts results.

On all non-cooperative models, MFIRL achieves near-expert performance, while

PLIRL shows larger deviations. The reason is that the demonstrations in these

models are sampled from an MFNE rather than MFSO. This verifies the biased

reward inference in PLIRL. On cooperative models, both MFIRL and PLIRL show

expert-like performance, but MFIRL is more sample efficient. This is because one

game play provides N samples to our MFIRL but can only provide one sample of

MF flow and policy to PLIRL.

5.6.1.3 Robustness to New Dynamics.

To investigate the robustness of the learned reward function rω in the face of uncer-

tainties in dynamics, we change the transition function, recompute MFSO induced by
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Figure 5.5: Illustration and results for simulated battle games. The first and second rows
correspond to the cooperative and mixed cooperative-competitive setting, re-
spectively. Results are averaged over 10 independent runs.

the ground-truth reward and rω (trained with 10 game plays), respectively. Results

are summarised in Tab. 5.2. MFIRL has comparable performance with PLIRL on

cooperative models but shows much smaller errors on non-cooperative models. We

attribute the low robustness of PLIRL to the conjecture that the changing dynamics

can exacerbate the biased reward inference.

5.6.2 Simulated Battle Games

5.6.2.1 Settings

The Mixed Cooperative-Competitive Battle Game Zheng et al. (2018) contains two

groups of homogenous agents fighting against each other in a 2D grid. The goal of

each group is to destroy all opponents in the other group. Each group has 64 agents.

Each agent can move to the neighbourhood or take attack actions. The setting is

illustrated in Fig. 5.5. For each agent, the default reward setting is: −0.005 for every

move (M), 0.2 for attacking an opponent (AO), 5 for killing an opponent (K), −0.1

for attacking an empty grid (AE). If an agent is attacked or destroyed, it also receives

a reward −1. To adapt the game for MFG, we supply an additional term to the

default reward function according to the following intuition: it is less risky to attack

a foe if more friends are nearby. The mean field can thus be involved in the reward

to measure the average distance between an agent and all other friends. Formally, let
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r(s,a) denote the default reward and write modified reward function by:

r(s,a,µ) = r(s,a)−d ·1{a=AO} ·Es′∼µ

[
dist(s,s′)

]
, (5.21)

where dist denotes the Manhattan distance and d > 0 controls its importance. In

experiments, we set d = 0.1. We generate two types of environments: (1) Mixed

cooperative-competitive: the reward of each agent at each step is defined above. (2)

Fully cooperative: the reward of each agent is set as the societal reward of the group

it belongs to. We train experts (of each group) using MADDPG (Lowe et al., 2017),

a multi-agent actor-critic algorithm. If an agent is destroyed halfway, we treat all

variables of it as null in the subsequent training.

5.6.2.2 Results.

Results are reported in Fig. 5.5. Consistently, MFIRL demonstrates higher accuracy

in non-cooperative environments and higher sample efficiency in both cooperative

and non-cooperative environments. PLIRL again shows large deviations from the

expert performance. To summarise, MFIRL can accurately recover individual reward

functions for MFGs in the non-cooperative setting with high sample efficiency, in

line with our theoretical analysis.

5.7 Chapter Summary

This chapter amounts to an effort towards individual-level IRL for MFGs. We

reveal that the reduction from MFG to MDP holds only for the fully cooperative

setting, which restricts the suitability of existing IRL methods in general MFGs. In

order to handle MFGs with general non-cooperative environments, we propose and

formalise the individual-level IRL problem that asks for recovering an individual

reward function for MFGs. To address this problem, we propose MFIRL, the first

dedicated IRL framework for MFGs that can deal with both cooperative and non-

cooperative environments. Moreover, by making a series of approximations to

the MFIRL framework, we develop a practical algorithm effective for MFGs with

unknown dynamics. Experiments on both cooperative and non-cooperative scenarios
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verify the advantages of MFIRL on reward recovery, sample efficient and robustness

to changing dynamics.

Alongside the direction opened up by this work, a straightforward future work

is to scale MFIRL to MFGs with continuous or high-dimensional state-action spaces.

Another promising work is to study IRL methods for general MFGs that can tolerate

imperfect expert demonstrations. A third future work is to apply MFIRL to more

real-world scenarios, e.g., dynamic demand management in power grids (Bagagiolo

and Bauso, 2014) and behaviour analysis in large social media (Yang et al., 2018a).



Chapter 6

Mean Field Adversarial Inverse

Reinforcement Learning

“The energy of the universe is constant. The entropy of the universe tends to a

maximum.”

— Rudolf Clausius (Physicist, 1822 – 1888).

In Chapter 5, we propose MFIRL, an inverse reinforcement learning methods

for mean field games, by formulating the problem of IRL for MFGs as a margin

optimisation problem. However, MFIRL suffers from the limitation that it cannot

handle imperfect demonstrations as the solution concept of MFNE requires all

agents behave optimally. To resolve this issue, in this chapter we take a different

view from game theory and probabilistic inference. We solve inverse reinforcement

learning problem for mean field games using another way through proposing a new

equilibrium concept that incorporates entropy regularisation into rewards. This new

equilibrium concept allows us to infer the reward function using a probabilistic

model, which more suitable for tasks with high-dimensional state and action spaces.

6.1 Introduction
Inverse reinforcement learning (IRL) (Ng and Russell, 2000) is a powerful framework

for predicting purposeful and sequential behaviours of agents under uncertainties

via acquiring suitable reward signals from expert demonstrations. It has been in-
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strumental in many real-world scenarios, e.g., modelling motions of individuals in

multi-robot control systems (Aghasadeghi and Bretl, 2011) and predicting browsing

behaviours of users in online social media (Das and Lavoie, 2014). Conventionally,

the learned policies of IRL are structured to be a solution (equilibrium) to a Markov

game (a Markov decision process (MDP) for the single-agent case), where each

agent is assumed to optimise an unknown reward function. The problem of IRL thus

reduces to inferring a set of reward functions that induce demonstrated behaviours.

However, most of the existing approaches scale poorly to problems with a large

number of agents due to the curse of dimensionality and the explosion of agent

interactions (Song et al., 2018; Yu et al., 2019b; Gruver et al., 2020). Yet, many

real-world applications involve a large agent body, e.g., traffic signal control with

thousands of traffic lights (Chen et al., 2020a) and online social media with millions

of users (Ahn et al., 2007).

For anonymous and homogeneous agents, though, a natural way for simpli-

fication in game theory is to consider the asymptotical limit, i.e., assuming the

agent number approaches infinity. This assumption warrants the formalism of mean

field games (MFGs) (Lasry and Lions, 2007) that analyse system behaviours in the

asymptotic limit. Through mean field approximation, MFGs leverage a virtual agent,

termed mean field, to represent aggregated behaviours of the population at large. The

interactions among agents are thus reduced to those between a single representative

agent and the overall population. This reduction to a dual-view interplay motivates

mean field Nash equilibrium (MFNE), where an agent’s policy is a best response to

the mean field, which, in turn, is consistent with the policy. Importantly, an MFNE

is shown to be an approximate Nash equilibrium in the corresponding finite-agent

Markov game (Carmona et al., 2018). In this sense, MFGs achieve computational

tractability in the face of a large number of agents. To scale IRL to large-scale prob-

lems, it is thus promising to transfer the concept of IRL to MFGs, i.e., recovering

the reward function for a representative agent from demonstrations.

Unfortunately, IRL remains mostly unexplored in MFGs, albeit there are two

recent attempts. Yang et al. (2018a) proposed the first IRL method for MFGs by
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showing that an MFG can be reduced to an MDP that describes population’s collec-

tive actions and average rewards from a centralised perspective, and subsequently

applying single-agent IRL methods on top of this MDP. While, Chen et al. (2022c)

revealed that this reduction holds only for fully cooperative environments and thus

framed the problem at the decentralised setting, i.e., inferring the reward function for

a representative agent from MFNE demonstrations provided by individual experts

instead of by the population. They put forward Mean Field IRL (MFIRL) based

on margin optimisation (Ratliff et al., 2006), a more general approach effective for

non-cooperative environments. However, some limitations remain in MFIRL due to

the solution concept of MFNE. First and foremost, MFIRL is powerless to reason

about uncertainties in demonstrations because MFNE assumes that agents never take

suboptimal behaviours, while, real-world experts often have bounded rationality, i.e.,

choosing satisfactory actions rather than optimal actions because of limited cognitive

or computational capability (Harstad and Selten, 2013). Moreover, since MFNE

does not exist uniquely in general (Cui and Koeppl, 2021), the behaviour predicted

by MFIRL can be under-specified as it cannot fully specify a policy elicited from the

learned reward function.

In this paper, we propose a novel IRL framework, called Mean-Field Adversar-

ial IRL (MF-AIRL), which integrates ideas from decentralised IRL setting for MFGs

(Chen et al., 2022c), maximum entropy IRL (Ziebart et al., 2008, 2010) and genera-

tive adversarial learning (Goodfellow et al., 2014) into a unified probabilistic model

for reward inferences in large-scale problems under uncertainties: The decentralised

setting guarantees the effectiveness for general non-cooperative environments; The

maximum entropy principle allows us to characterise uncertainties in demonstrations

and ensures an equilibrium to be uniquely ascertained; The generative adversarial

learning enables a feasible implementation of the framework that is efficient for

practical use.

The contributions of this chapter to the field are summarised as follows:

• We build MF-AIRL upon a new equilibrium concept, termed entropy reg-

ularised MFNE (ERMFNE), which augments the rewards with the causal



6.1. Introduction 142

entropy (Ziebart et al., 2010) (see Sec. 6.3.2). We show that ERMFNE can

characterise an individual’s trajectory distribution induced by a reward function

in a principled way (see Theorem 6.3, Sec. 6.3.3).

• Using ERMFNE as the equilibrium concept, we extend maximum entropy IRL

to MFGs (see Sec. 6.3.4). This extension is not trivial because in MFGs indi-

vidual’s and population’s dynamics (policies and mean fields) are intertwined,

hindering the subsequent probabilistic inference for the reward function. We

address this challenge by determining the mean field as an empirical value

estimated from demonstrations (see Theorem 6.4).

• By adopting generative adversarial learning as an efficient approximation to

maximum entropy IRL in MFGs, we develop the practical MF-AIRL frame-

work (see Sec. 6.3.5).

• We evaluate MF-AIRL on numerical MFG benchmarks and simulated battle

games (Zheng et al., 2018), both with mixed cooperative-competitive envi-

ronments and a large number of agents (see Sec. 6.4). Experimental results

demonstrate the outperformance of MF-AIRL over the above two IRL methods

in reward recovery.

We next present an overview of related works. MFGs were pioneered by (Lasry

and Lions, 2007; Huang et al., 2006) in the continuous setting. Discrete MFG models

were then proposed in (Gomes et al., 2010). Learning in MFG has attracted great

attentions and most methods are based on reinforcement learning (RL) (Yang et al.,

2018b; Guo et al., 2019; Subramanian and Mahajan, 2019; Cui and Koeppl, 2021).

While, these methods require a well-designed reward function that is challenging to

hand-tune in practice. Our work proposes a framework to automatically acquire a

reward function from expert demonstrations.

IRL was introduced by (Ng and Russell, 2000) in the single-agent setting. Early

IRL methods were based on margin optimisation (Abbeel and Ng, 2004; Ratliff

et al., 2006), which makes IRL ill-defined. Maximum entropy (MaxEnt) IRL (Ziebart

et al., 2008, 2010) addresses this issue by providing a probabilistic approach to
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find a most non-committal reward function whose induced state-action trajectory

distribution has the MaxEnt among those matching the reward expectation of the

expert. Most critically, the MaxEnt principle enables characterising uncertainties

caused by the bounded rationality of experts. However, since MaxEnt IRL requires

solving an RL problem for each round of reward updates, it is only suitable for

small and discrete problems. Adversarial IRL (AIRL) (Fu et al., 2018) was later

proposed, which scales MaxEnt IRL to high-dimensional or continuous domains. It

implements a sampling-based approximation to MaxEnt IRL by drawing an analogy

between generative adversarial networks (Goodfellow et al., 2014) and MaxEnt IRL,

thereby partially solving each RL problem associated with reward updates. Recently,

MA-AIRL (Yu et al., 2019b) extended AIRL to the multi-agent setting. However, it

scales poorly to large-scale problems due to the exponential growth of state-action

spaces and agent interactions. By placing the study of MaxEnt IRL on the ground of

MFGs, we realise an efficient IRL framework for large-scale problems, which is able

to reason about uncertainties in demonstrations. We extend MaxEnt IRL to MFGs

and build a practical framework through integrating this extension and AIRL.

6.2 Backgrounds
This section introduces the backgrounds of mean field games (MFGs) and the

maximum entropy inverse reinforcement learning (MaxEnt IRL) framework with

an adversarial learning method for approximately solving it. The marriage of the

two gives rise to our proposed approach to modelling and predicting behaviours of a

large population of agents.

6.2.1 Mean Field Games

To simplify the exposition, we restrict ourselves to MFGs with finite state and action

spaces and a finite time horizon (Elie et al., 2020). We will later argue that our

method requires no extra effort to be applied to more general cases. Consider an

N-player symmetric game, i.e., all agents share the same local state space S, action

space A, and a reward function that is invariant under the permutation of identities

of agents without changing their states and actions. Let (s1, . . . ,sN) ∈ SN denote a
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joint state, where si ∈ S is the state of the ith agent. As N grows large, the game

becomes intractable to analyse due to the curse of the dimensionality. MFGs achieve

tractability by considering the asymptotic limit when N approaches infinity. Formally,

taking the limit as N→∞. Due to the homogeneity of agents, MFGs use an empirical

distribution µ ∈ ∆(S), called a mean field, to represent the statistical information of

the joint state:

µ(s)≜ lim
N→∞

1
N

N

∑
i=1

1{si=s}.

Here, ∆(S) represents the set all probability measures over S and 1 denotes the

indicator function, i.e., 1x = 1 if x is true and 0 otherwise. The transition function

P : S×A×∆(S)×∆(S)→ [0,1] specifies how states evolve, i.e., an agent transits to

the next state st+1 with the probability P(st+1|st ,at ,µt). Let T ∈ N+ denote a finite

time horizon. A mean field flow (MF flow for short) thus consists of a sequence

of T +1 mean fields µµµ ≜ {µt}T
t=0. The initial mean field µ0 is given. The running

reward at each step is determined by the reward function r : S×A×∆(S)→ R.

Let τ ≜ {(st ,at)}T
t=0 denote a state-action trajectory of an agent. We write an

agent’s long-term reward under a given MF flow µµµ as R(τ)≜ ∑
T−1
t=0 r(st ,at ,µt).1 To

summarise, an MFG is defined as a tuple (S,A,P,µ0,r). 2

A time-varying stochastic policy πππ ≜ {πt}T
t=0 is adopted to characterise a

strategic agent, where each πt : S→ ∆(A) is the per-step policy, i.e., an agent chooses

actions following at ∼ πt(·|s). Given an MF flow µµµ and a policy πππ , an agent’s

expected return (cumulative rewards) is written as

J(µµµ,πππ)≜ Eτ∼(µµµ,πππ) [R(τ)] , (6.1)

where s0 ∼ µ0,at ∼ πt(·|st),st+1 ∼ P(·|st ,at ,µt).

1Following the convention (Yang et al., 2018a; Elie et al., 2020; Chen et al., 2022c), we set the
reward at the last step (t = T ) as 0.

2In this Chapter, for notational convenience, we omit the discount factor γ in the definition of
MFGs. All theoretical results in chapter still hold for MFGs with discounted rewards.
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6.2.2 The Solution Concept for MFGs

Fixing an MF flow µµµ , a policy is called a best response to µµµ if it maximises J(µµµ,πππ).

We denote the set of all best-response policies to µµµ by Ψ(µµµ) ≜ argmaxπππ J(µµµ,πππ).

Due to the homogeneity of agents, at optimality everyone would follow the same

policy. Under this assumption, the dynamics of the MF flow is governed by the

(discrete-time) McKean-Vlasov (MKV) equation (Carmona et al., 2013):

µt+1(s′) = ∑
s∈S

µt(s) ∑
a∈A

πt(a|s) P(s′|s,a,µt). (6.2)

Given a policy πππ , denote µµµ = Φ(πππ) as the MF flow that fulfils MKV equation. We

say µµµ is consistent with πππ if µµµ = Φ(πππ). This consistency guarantees that the state

marginal distribution flow of a single agent matches the MF flow at the population

level (Guo et al., 2019). The conventional solution concept for MFGs is the mean

field Nash equilibrium (MFNE) as is defined below.

Definition 6.15. A pair (µµµ⋆,πππ⋆) is called a mean field Nash equilibrium if it satisfies:

(1) Agent rationality: πππ⋆ ∈Ψ(µµµ⋆); (2) Population consistency: µµµ⋆ = Φ(πππ⋆).

The agent rationality condition enforces the policy being a best response to

the MF flow, whilst the population consistency condition guarantees the MF flow

is simultaneously consistent with the policy. It is shown that an MFG admits an

MFNE (Saldi et al., 2018). Computing an MFNE typically requires a fixed-point

iteration procedure (Guo et al., 2019). Formally, defining a mapping Ψ̂ : µµµ 7→ πππ

that identifies a best response in Ψ(µµµ), we obtain a fixed point iteration for µµµ by

alternating between πππ = Ψ̂(µµµ) and µµµ = Φ(πππ). The standard assumption for the

uniqueness of MFNE is that the fixed-point iteration will converge to a unique µµµ .

However, the convergence does not hold in general (Cui and Koeppl, 2021), which

implies that multiple MFNE may coexist.

6.2.3 Maximum Entropy IRL

We next give an overview of MaxEnt IRL (Ziebart et al., 2008, 2010) in the context

of an MDP defined by a tuple (S,A,P,ρ,r), where r(s,a) is the reward function, and
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the environment dynamics is determined by the transition function P(s′|s,a) and

initial state distribution ρ(s). In (forward) reinforcement learning (RL), an optimal

policy may not exist uniquely. MaxEnt RL solves this ambiguity by augmenting

the expected return with a causal entropy3 (Ziebart et al., 2010) regularisation term

H (π)≜ Eπ [− logπ(a|s)], i.e., the objective is to find a (stationary) policy π⋆ such

that

π
⋆ = argmax

π

Eτ∼π

[
T−1

∑
t=0

r(st ,at)+βH (π(·|st))

]
,

where τ is a state-action trajectory sampled via s0∼ ρ0, at ∼ π(·|st), st+1∼P(·|st ,at)

and β > 0 controls relative importance of reward and entropy. For notational sim-

plification, without loss of generality, it is often assumed that β = 1 (Yu et al.,

2019c).

Now, suppose we have no access to the reward function but have a set of

demonstrated trajectories sampled from an unknown expert policy πE obtained by

the above MaxEnt RL procedure. MaxEnt IRL aims to infer a reward function

that rationalises expert demonstrations, which reduces to the following maximum

likelihood estimation (MLE) problem:

pω(τ) ∝ ρ(s0) ·
T−1

∏
t=0

P(st+1|st ,at) · eR(τ), (6.3)

max
ω

Eτ∼πE [log pω(τ)] = Eτ∼πE [R(τ)]− logZω . (6.4)

Here, ω is the parameter of the reward function and Zω ≜
∫

τ∼πE eR(τ)dτ is the

partition function of Eq. (6.3), i.e., an integral over all feasible trajectories. The

initial distribution ρ and transition function P are omitted in Zω because they do not

depend on ω . Exactly computing Zω is intractable if state-action spaces are large or

continuous.

Finn et al. (2016) and Fu et al. (2018) proposed adversarial IRL (AIRL) as an

efficient sampling-based approximation to MaxEnt IRL, which reframes Eq. (6.4)

as optimising a generative adversarial network (Goodfellow et al., 2014). It uses

an ω-parameterised discriminator Dω (a binary classifier) and a θ -parameterised

3Throughout the remainder of the paper, we refer to the term entropy as the causal entropy.
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adaptive sampler πθ (a policy). Particularly, the discriminator takes the following

form:

Dω(s,a) =
e fω (s,a)

e fω (s,a)+πθ (a|s)
,

where fω serves as the parameterised reward function. The update of Dω is in-

terleaved with the update of πθ : Dω is trained to update the reward function by

distinguishing between the trajectories sampled from the expert and the adaptive

sampler; while πθ is trained to maximise the following entropy regularised entropy

objective:

Eτ∼πθ

[
T−1

∑
t=0

logDω(st ,at)− log(1−Dω(st ,at))

]

= Eτ∼πθ

[
T−1

∑
t=0

fω(st ,at)− logπθ (at |st)

]
.

IRL faces the ambiguity of reward shaping (Ng et al., 1999), i.e., multiple reward

functions can induce the same optimal policy. To mitigate this ambiguity, Fu et al.

(2018) and Yu et al. (2019b) further restrict the parameterised reward in Dω to a

specific structure by supplying a state-only potential-based reward shaping function

hφ : S→ R:

fω,φ (st ,at ,st+1) = rω(st ,at)+hφ (st+1)−hφ (st).

As shown in (Fu et al., 2018, Theorem C.1), under certain conditions, rω(s,a)+hφ (s)

will recover the ground-truth reward function up to a constant.

6.3 Method
In this section, we first formalise IRL for MFGs from the general decentralised

perspective (Chen et al., 2022c). Then, we introduce a well-justified new equilibrium

concept for MFGs, based on which we extend MaxEnt IRL to MFGs. Based on this

extension, we finally put forward MF-AIRL, a practical IRL framework for MFGs.

6.3.1 Problem Statement

IRL for MFGs aims to infer its ground-truth reward function from demonstrations

provided by individual experts. Suppose we do not know the reward function

r(s,a,µ) but have a set of M expert demonstrations DE = {τ j}M
j=1 sampled from
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an unknown equilibrium (µµµE ,πππE), where each τ = {(st ,at)}T
t=0 is an agent’s state-

action trajectory sampled via s0 ∼ µ0, at ∼ πt(·|st), st+1 ∼ P(·|st ,at ,µt). IRL for

MFG asks for a reward function r(s,a,µ) under which (µµµE ,πππE) constitutes an

equilibrium.

6.3.2 Entropy-Regularised MFNE

To extend MaxEnt IRL to MFGs, we need to characterise the trajectory induced by a

reward function with a particular distribution as analogous to Eq. (6.3). However,

MFNE cannot explicitly define a tractable trajectory distribution as it requires the

agent to never take suboptimal actions, whereas in MaxEnt IRL an expert can

take sub-optimal actions with certain low probabilities as a result of the entropy

regularisation. This difference can be explained from the perspective of rationality:

because of limited cognitive or computational capability, a decision-maker often has

bounded rationality, i.e., choosing satisfactory actions rather than optimal actions

(Harstad and Selten, 2013). Consequently, the resulting demonstrations possess

uncertainties in general. MaxEnt IRL can characterise such uncertainties using an

energy model (a MaxEnt distribution) in terms of rewards, but IRL methods for

MFGs based on MFNE would not be able to.

To bridge the gap between MFGs and MaxEnt IRL, we need a “soft” equilibrium

concept that can characterise uncertainties in demonstrations, against MFNE being

a “hard” equilibrium. To this end, a natural way in game theory is to incorporate

entropy regularisation into rewards (Ortega and Braun, 2011; Gabaix, 2014). This

inspires a new solution concept – entropy-regularised MFNE (ERMFNE) – where

an agent aims to maximise the entropy-regularised rewards:

J̃(µµµ,πππ)≜ Eτ∼(µµµ,πππ)

[
T−1

∑
t=0

r(st ,at ,µt)+βH (πt(·|st)

]
.

By using Ψ̃(µµµ)≜ maxπππ J̃(µµµ,πππ) to denote the set of all best-response policies that

maximises J̃(µµµ,πππ) given an MF flow µµµ ,4 we formally define ERMFNE as follows.

4We slightly abuse the term “best response” to denote the policy that maximises the entropy-
regularised rewards.
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Definition 6.16. A pair of MF flow and policy (µ̃µµ⋆, π̃ππ⋆) is called an entropy-

regularised MFNE (ERMFNE) if it satisfies: (1) Agent bounded rationality:

π̃ππ
⋆ ∈ Ψ̃(µ̃µµ⋆); (2) Population consistency: µ̃µµ

⋆ = Φ(π̃ππ⋆).

Remark 6.3. Despite the entropy-regularised MFGs have been studied (Cui and

Koeppl, 2021; Anahtarci et al., 2020; Guo et al., 2020), existing works are motivated

from a computational perspective: entropy regularisation can improve the stability

and the convergence of algorithms for computing an equilibrium because it can

bring a good property of uniqueness. While, we take a step further to show that the

entropy regularisation endows the resulting equilibrium concept with the ability to

characterise uncertainties in agent behaviours. Particularly, we will shortly show

that trajectories induced by an ERMFNE can be characterised with an energy-based

model and can thus be used for the probabilistic inference for the underlying reward

function.

The parameter β controls the degree of rationality of agents. Note that we

recover MFNE as β → 0. Shown in (Cui and Koeppl, 2021, Theorem 3), the

fixed point iteration πππ = Ψ̃(µµµ), µµµ = Φ(πππ) converges to a unique MF flow if β is

sufficiently large, which implies the existence and uniqueness of ERMFNE. Although

the optimality and uniqueness are approached respectively at two extremes of β , in

this paper, we prioritise the property of uniqueness to ensure the well-definedness of

IRL for MFG, i.e., the expert behaviours can be interpreted with a unique equilibrium.

Since we can always adjust the relative importance between rewards and entropy

by scaling reward functions, without loss of generality, we assume β = 1 in the

remainder of analysis.

6.3.3 Trajectory Distribution Induced by ERMFNE

We next show that ERMFNE is able to reason about uncertainties in expert demon-

strations in a principled way in the sense that its induced trajectory distribution can

be characterised with an energy-based model. Specifically, in ERMFNE, trajecto-

ries with high expected cumulative rewards are generated with exponentially high

probabilities.
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Theorem 6.3. Let (µ̃µµ⋆, π̃ππ⋆) be the ERMFNE for an MFG (S,A,P,µ0,r), and DKL

denote the Kullback-Leibler (KL) divergence. Then, (µ̃µµ⋆, π̃ππ⋆) is the optimal solution

to the following constrained optimisation problem:

min
µµµ,πππ

DKL (p1(τ) ∥ p2(τ)) s.t. µµµ = Φ(πππ)

p1(τ) = µ0(s0) ·
T−1

∏
t=0

P(st+1|st ,at ,µt) ·
T

∏
t=0

πt(at |st)

p2(τ) ∝ µ0(s0) ·
T−1

∏
t=0

P(st+1|st ,at ,µt) · eR(τ) (6.5)

Our proof of Theorem 6.3 relies on the following lemma from (Cui and Koeppl,

2021), which shows that the policy in ERMFNE can be characterised with an energy

based model in terms of action values.

Lemma 6.6 ((Cui and Koeppl, 2021)). Let (S,A,P,µ0,r) be an MFG with the entropy

regularisation and (µ̃µµ⋆, π̃ππ⋆) be the ERMFNE. Denote the action value function (i.e.,

cumulative future rewards of selecting an action in a state) of (µµµ,πππ) by

Qµµµ,πππt+1:T−1(st ,at ,µt)≜ r(st ,at ,µt)+Eπππt+1:T−1

[
T−1

∑
ℓ=t+1

r(sℓ,aℓ,µℓ)+H (πℓ(·|sℓ))
]
.

Then, the policy π̃ππ
⋆ is in the form of

π̃
⋆
t (at |st) =

eQµ̃µµ⋆,π̃ππt+1:T−1(st ,at ,µ̃
⋆
t )

∑a′∈A eQµ̃µµ⋆,π̃ππt+1:T−1(st ,a′,µ̃⋆
t )
.

Proof of Theorem 6.3.

Proof. Let (µ̃µµ⋆, π̃ππ⋆) be the ERMFNE for a MFG (S,A, p,µ0,r). For an arbitrary

policy πππ , the probability of a trajectory τ = {(st ,at)}T−1
t=0 induced by (µµµ,πππ) satisfies

the following distribution:

p1(τ) = µ0(s0) ·
T−1

∏
t=0

P(st+1|st ,at ,µt) ·
T

∏
t=0

πt(at |st). (6.6)
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Recall our desired energy-based trajectory distribution formula is

p2(τ) ∝ µ0(s0) ·
T−1

∏
t=0

P(st+1|st ,at ,µt) · eR(τ).

Let DKL denote the Kullback-Leibler (KL) divergence. We now show that the

ERMFNE (µ̃µµ⋆, π̃ππ⋆) is the optimal solution to the following optimisation problem:

min
µµµ,πππ

DKL (p1(τ) ∥ p2(τ)) s.t. µµµ = Φ(πππ). (6.7)

The constraint enforces the condition of population consistency. Thus, fixing

µµµ as µ̃µµ
⋆, to show the ERMFNE (µ̃µµ⋆, π̃ππ⋆) is the optimal solution to Eq. (6.7) is

equivalent to show that π̃ππ
⋆ is the optimal solution to the following optimisation

problem:

min
πππ

DKL (p1(τ) ∥ p2(τ)) where µµµ = µ̃µµ
⋆. (6.8)

Our proof is in a manner of dynamic programming. We construct the basic case

for step T − 1, where Eq. (6.8) obviously holds according to the definition of the

policy in ERMFNE. Then, for each t < T −1, we construct the optimal policy for

steps from t to T −1 based on the optimal policy that is already constructed from

t +1 to T −1. We show that the constructed optimal policy that minimises the above

KL divergence is consistent with π̃ππ
⋆ in ERMFNE. We next elaborate the procedure

of dynamic programming.

For simplicity, we omit the partition function for p2 as it is a constant. Substitut-

ing p1(τ) and p2(τ) in Eq. (6.8) with their definitions and roll out the KL-divergence,

we obtain that maximising the KL-divergence between p1(τ) and p2(τ) is equivalent
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to the following optimisation problem

max
πππ

Eτ∼p1

[
log

p2(τ)

p1(τ)

]
= Eτ∼p1

[
log µ0(s0)+

T−1

∑
t=0

(r(st ,at , µ̃
⋆
t )+ logP(st+1|st ,at , µ̃

⋆
t ))−

log µ0(s0)−
T−1

∑
t=0

(logπt(at |st)+ logP(st+1|st ,at , µ̃
⋆
t ))

]

= Eτ∼p1

[
T−1

∑
t=0

r(st ,at , µ̃
⋆
t )− logπt(at |st)

]

(6.9)

We maximise the objective in Eq. (6.9) using a dynamic programming method.

Consider the terminal step t = T , since the reward at the terminal step is always

0, to maximise the entropy, the policy πT chooses actions evenly, i.e, π̃⋆
T (a|s) = 1/|A|

for any a ∈ A and s ∈ S.

We then construct the base case that maximises πT−1:

max
πT−1

E(sT−1,aT−1)∼p1

[
r(sT−1,aT−1, µ̃

⋆
T−1)− logπT−1(aT−1|sT−1)

]

=E(sT−1,aT−1)∼p1

[
−DKL

(
πT−1(aT−1|sT−1)

∥∥∥∥
er(sT−1,aT−1,µ̃

⋆
T−1)

eV (sT−1,µ̃
⋆
T−1)

)
+V (sT−1, µ̃

⋆
T−1)

]
,

(6.10)

where we define

V (sT−1, µ̃
⋆
T−1)≜ log ∑

a′∈A
er(sT−1,a′,µ̃⋆

T−1).

The optimal πT−1 for Eq. (6.10) is

π̃
⋆
T−1(aT−1|sT−1) =

er(sT−1,aT−1,µ̃
⋆
T−1)

eV (sT−1,µ̃
⋆
T−1)

=
er(sT−1,aT−1,µ̃

⋆
T−1)

∑a′∈A er(sT−1,a′,µ̃⋆
T−1)

, (6.11)

which coincides with the form given in Lemma 6.6.

With the optimal policy given in Eq. (6.11), the KL-divergence in Eq. (6.10)

attains 0 and Eq. (6.10) attains the minimum V (sT−1, µ̃
⋆
T−1).

Then recursively we can show that for any step t < T −1, πt is the maximiser
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of the following optimisation problem:

max
πt

E(st ,at)∼p1


−DKL


πt(at |st)

∥∥∥∥
eQµ̃µµ⋆,π̃ππ⋆t+1:T−1(st ,at ,µ̃

⋆
t )

eV µ̃µµ⋆,π̃ππ⋆t+1:T−1(st ,µ̃⋆
t )


+V µ̃µµ

⋆,π̃ππ⋆
t+1:T−1(st , µ̃

⋆
t )


 ,

(6.12)

where

V µ̃µµ
⋆,π̃ππ⋆

t+1:T−1(st , µ̃
⋆
t )≜ log ∑

a′∈A
eQµ̃µµ⋆,π̃ππ⋆t+1:T−1(st ,at ,µ̃

⋆
t ).

In fact, V µµµ,πππt+1:T−1 resembles the soft value function in soft Q-learning (Haarnoja

et al., 2017).

The optimal policy for Eq. (6.12) is given by

πt(at |st) =
eQ

µ̃µµ⋆,π̃ππ⋆t+1:T−1
soft (st ,at ,µ̃

⋆
t )

eV
µ̃µµ⋆,π̃ππ⋆t+1:T−1

soft (st ,µ̃⋆
t )

=
eQ

µ̃µµ⋆,π̃ππ⋆t+1:T−1
soft (st ,at ,µ̃

⋆
t )

∑a∈A eQ
µ̃µµ⋆,π̃ππ⋆t+1:T−1
soft (st ,a,µ̃⋆

t )

,

which coincides with the form given in Lemma 6.6.

6.3.4 Extending MaxEnt IRL to MFGs

From now on, we assume that expert trajectories are sampled from a unique

ERMFNE (µµµE ,πππE). Let rω(s,a,µ) be an ω-parameterised reward function and

(µµµω ,πππω) denote the ERMFNE induced by ω . Then, recovering the underlying

reward function reduces to tuning ω . The probability of a trajectory τ = {(st ,at)}T
t=1

induced by ERMFNE with rω is defined by the following generative process:

pω(τ) = µ0(s0) ·P(st+1|st ,at ,µ
ω
t ) ·

T

∏
t=0

π
ω
t (at |st). (6.13)

In the sprit of MaxEnt IRL, we should tune ω by maximising the likelihood of

the expert trajectories with respect to the distribution defined in Eq. (6.13). By

Theorem 6.3, we can instead optimise the likelihood with respect to the distribution



6.3. Method 154

defined in Eq. (6.5) as a variational approximation:

max
ω

L(ω) ≜ Eτ∼(µµµE ,πππE)

[
Rω(τ)+

T−1

∑
t=0

logP(st+1|st ,at ,µ
ω
t )
)]
− logZω ,

(6.14)

where Zω is the partition function of the distribution defined in Eq. (6.5), i.e., an

integral over all feasible trajectories:

Zω ≜ ∑
τ

eRω (τ)
T−1

∏
t=0

logP(st+1|st ,at ,µ
ω
t ). (6.15)

However, directly optimising the likelihood objective in Eq. (6.14) is intractable

because we cannot analytically derive the MF flow µµµω . This problem arises from

the nature of MFGs that the policy and MF flow in ERMFNE are interdependent

because π̃ππ
⋆ = Ψ̃(µ̃µµ⋆) and in turn µ̃µµ

⋆ = Φ(π̃ππ⋆). This issue poses the main challenge

for extending MaxEnt IRL to MFGs. Worse yet, the transition function P also

depends on µµµω , posing an extra layer of complexity as the environment dynamics is

generally unknown in practice.

While, notice that if we have access to an “oracle” MF flow, the agent would

be decoupled from the population. Inspired by this fact, we sidestep this problem

by substituting µµµω induced the optimal ω with the empirical value of the expert

MF flow µµµE , denoted by µ̂µµ
E ≜ {µE

t }T
t=0, estimated from expert demonstrations

DE = {τ j}M
j=1 by calculating the occurrence frequencies of states:

µ̂
E
t (s)≜

1
M

M

∑
j=1

1{si
j,t=s}.

Since the population consistency condition in ERMFNE guarantees that the state

marginal distribution of a single agent matches the mean field at each time step, µ̂µµ
E

achieves an unbiased estimator of µµµE . Meanwhile, by substituting µ̂µµ
E for µµµω , the

transition function P(st ,at , µ̂
E
t ) is decoupled the from the reward parameter ω as

µ̂µµ
E does not depend on ω , and henceforth being omitted in the likelihood function.
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Finally, with this substitution, we obtain a tractable version of the original MLE

objective in Eq. (6.14):

max
ω

L̂
(

ω; µ̂µµ
E
)
≜ Eτ∼DE

[
R̂ω(τ)

]
− log Ẑω , (6.16)

which resembles the MLE objective of MaxEnt IRL in the single-agent setting

as given in Eq. (6.4). Here, R̂ω(τ) ≜ ∑
T−1
t=0 rω(st ,at , µ̂

E
t ) and Ẑω ≜ ∑τ∈DE eR̂ω (τ)

denotes the simplified partition function in Eq. (6.15).

Intuitively, Eq. (6.16) can be interpreted as that we maximise the likelihood

of expert trajectories with respect to the trajectory distribution induced by the best-

response policy to µ̂µµ
E . Statistically, we use a likelihood function of a “mis-specified”

model that treats the policy and MF flow as being independent and replaces the

MF flow with its empirical value. With this manner, we construct an estimate of

the optimal solution to the original MLE problem by maximising a simplified form

of the actual likelihood function defined in Eq. (6.14). Although we sacrifice the

accuracy for achieving tractability due to the estimation error of µ̂µµ
E , we show that

Eq. (6.16) preserves the property of the asymptotic consistency, as µ̂µµ
E converges

almost surely to µµµE as the number of samples tends to infinity due to the law of

large numbers. Formally, we show the asymptotic consistency of the algorithm in

the following theorem.

Theorem 6.4. Let the demonstrated trajectories in DE = {τ j}M
j=1 be independent

and identically distributed and sampled from a unique ERMFNE induced by an

unknown parameterised reward function. Suppose for all s ∈ S, a ∈ A and µ ∈ ∆(S),

rω(s,a,µ) is differentiable w.r.t. ω . Then, with probability 1 as the number of

samples M→ ∞, the equation

∇ω L̂
(

ω; µ̂µµ
E
)
= 0

has a root ω̂ such that ω̂ is a maximiser of the likelihood objective L(ω) in Eq. (6.14).
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Proof. The gradient of L̂ with respect to ω is given by:

∇ω L̂
(

ω; µ̂µµ
E
)
=

1
M

M

∑
j=1

T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)
−∇ω log Ẑω

=
1
M

M

∑
j=1

T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)
− 1

Ẑω

∇ω Ẑω

=
1
M

M

∑
j=1

T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)

−
M

∑
j=1

e∑
T−1
t=0 rω(s j,t ,a j,t ,µ̂

E
t )

Ẑω

T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)

(6.17)

Let PrDE (τ)≜
1
M ∑

M
j=11{τ j=τ} denote the empirical trajectory distribution, then

Eq. (6.17) is equivalent to

∇ω L̂
(

ω; µ̂µµ
E
)
=

M

∑
j=1

PrDE (τ j)
T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)

−
M

∑
j=1

e∑
T−1
t=0 rω(s j,t ,a j,t ,µ̂

E
t )

Ẑω

T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)

=
M

∑
j=1

(
PrDE (τ j)−

e∑
T−1
t=0 rω(s j,t ,a j,t ,µ̂

E
t )

Ẑω

)
T−1

∑
t=0

∇ωrω

(
s j,t ,a j,t , µ̂

E
t
)
.

(6.18)

When the number of samples M → ∞, PrDE (τ) tends to the true trajectory

distribution p(τ) (see Eq. (6.5)) induced by ERMFNE. Meanwhile, according to the

law of large numbers, µ̂µµ → µµµE with probability 1 as the number of samples M→ ∞.

Let ω⋆ be a maximiser of the likelihood objective in Eq. (6.14). Taking the limit as

M→ ∞ and the optimality ω = ω⋆, we have:

e∑
T−1
t=0 rω⋆(s j,t ,a j,t ,µ

E
t )

Ẑω⋆
=

e∑
T−1
t=0 rω⋆(s j,t ,a j,t ,µ

E
t )

∑
M
j=1 e∑

T−1
t=0 rω⋆(s j,t ,a j,t ,µ

E
t )

= Pr(τ j)

= PrDE (τ j)

. (6.19)

Therefore, the gradient in Eq. (6.18) will be zero, and hence the proof is complete.
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6.3.5 Mean Field Adversarial IRL

Theorem 6.4 bridges the gap between optimising the original intractable MLE

objective in Eq. (6.14) and the tractable empirical MLE objective in Eq. (6.16).

However, as mentioned in Sec. 6.2.3, exactly computing the partition function Ẑω is

generally difficult. Similar to AIRL (Finn et al., 2016; Fu et al., 2018) and MA-AIRL

(Yu et al., 2019b), we adopt importance sampling to estimate Ẑω with adaptive

samplers. Since policies are time-varying in MFGs, we use a set of T adaptive

samplers πππθθθ ≜ (πθ0 ,πθ1 , . . . ,πθT−1), where each πθt serves as a parameterised policy

at step t.

Now, we are ready to present to our Mean-Field Adversarial IRL (MF-AIRL)

framework, which trains a discriminator Dω(st ,at ; µ̂E
t )= e fω (st ,at ,µ̂

E
t )/e fω (st ,at ,µ̂

E
t )+πθt (at |st)

as

max
ω

Eτ∼DE

[
T−1

∑
t=0

logDω(st ,at ; µ̂
E
t )

]
+

E
τ∼πππθθθ

[
T−1

∑
t=0

log(1−Dω(st ,at ; µ̂
E
t ))

]
,

(6.20)

and trains adaptive importance samplers qθθθ as

max
θθθ

E
τ∼πππθθθ

[
T−1

∑
t=0

logDω(st ,at ; µ̂
E
t )− log(1−Dω(st ,at ; µ̂

E
t ))

]

= E
τ∼πππθθθ

[
T−1

∑
t=0

fω(st ,at , µ̂
E
t )− logπ

θt (at |st)

]
. (6.21)

The update of policy parameters θθθ is interleaved with the update of the reward

parameter ω . Intuitively, tuning πππθθθ can be considered as a policy optimisation pro-

cedure, which is to find the optimal policy induced by the current reward parameter

in order to minimise the variance of importance sampling; while fω is trained to

estimate the reward function by distinguishing between the trajectories generated by

the expert and the current adaptive sampler. In practice, θθθ can be trained using back-

ward induction, i.e., tuning πθt based on πθt+1 , . . . ,πθT−1 that are already well-tuned.

At optimality, fω will approximate the optimal reward function for the expert policy

and qθθθ will approximate the expert policy
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6.3.6 Reward Shaping in MFGs

As mentioned in Sec. 6.2.3, IRL also faces the reward ambiguity. This issue is

called the effect of reward shaping (Ng et al., 1999), i.e., there is a class of reward

transformations that induce the same set of optimal policies (equilibria for games),

where IRL cannot identify the ground-truth one without prior knowledge on environ-

ments. It is shown that for any state-only potential function h : S→ R, the reward

transformation (potential-based reward shaping)

r′(st ,at ,st+1) = r(st ,at)+h(st+1)−h(st)

is the sufficient and necessary condition to ensure policy invariance for both MDPs

and Markov games (Devlin and Kudenko, 2011). We show in the following theorem

that for any potential function g : S×∆(S)→ R, the potential-based reward shaping

can ensure the invariance of both ERMFNE and MFNE.

Theorem 6.5. Let any S,A be given. We say F : S×A×∆(S)× S×∆(S)→ R is

a potential-based reward shaping for MFG if there exists a real-valued function

g : S×∆(S)→ R such that F(st ,at ,µt ,st+1,µt+1) = g(st+1,µt+1)−g(st ,µt). Then,

F is sufficient and necessary to guarantee the invariance of the set of MFNE and

ERMFNE in the sense that:

• Sufficiency: Every MFNE or ERMFNE in the MFG M ′ = (S,A,P,µ0,r+F)

is also a MFNE or ERMFNE in M = (S,A,P,µ0,r);

• Necessity: If F is not a potential-based reward shaping, then there exist an

initial mean field µ0, transition function P, horizon T , and reward function r

such that no MFNE or ERMFNE in M ′ is an equilibrium in M .

Proof. We first prove the sufficiency. First, we show the set of MFNE remains

invariant under the potential-based reward shaping F . Let µµµ be an arbitrary MF flow.

The optimal action function for the MFG induced by µµµ , denoted by Q⋆, fulfil the

Bellman equation:
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Q⋆(st ,at) = r(st ,at ,µt)+Est+1∼p

[
max

at+1∈A
Q⋆(st+1,at+1)

]
.

Applying some simple algebraic manipulation gives:

Q⋆(st ,at)−g(st ,µt)

= r(st ,at ,µt)−g(st ,µt)+g(st+1,µt+1)+Est+1∼P

[
max

at+1∈A
(Q⋆(st+1,at+1)−g(st+1,µt+1))

]

= r(st ,at ,µt)+F(st ,at ,µt ,st+1,µt+1)+Est+1∼P

[
max

at+1∈A
(Q⋆(st+1,at+1)−g(st+1,µt+1))

]
.

From here, we know that the above equation is exactly the Bellman equation in-

duced by µµµ with the reward function r+F , and Q⋆(st ,at)−g(st ,µt) is the unique set

of optimal Q values. Since argmaxa∈A Q⋆(st ,at)−g(st ,µt) = argmaxa∈A Q⋆(st ,at),

we have that for any fix a MF flow, any optimal policy of M ′ is also an optimal

policy of M . Hence, we finish the proof of the sufficiency for MFNE.

Next, we will show the sufficiency for ERMFNE. We write Q̃⋆ for the optimal

action value functions for the MFG with the entropy regularisation such that

Q̃⋆(st ,at) = r(st ,at ,µt)+Est+1∼p

[
∑

at+1∈A

eQ̃⋆(st+1,at+1)

∑a′∈A eQ̃⋆(st ,a′)
Q̃⋆(st+1,at+1)

]
.

Using the same manner as we show the invariance of MFNE, we have:

Q̃⋆(st ,at)−g(st ,µt)

= r(st ,at ,µt)−g(st ,µt)+g(st+1,µt+1)

+Est+1∼P

[
eQ̃⋆(st+1,at+1)−g(st+1,µt+1)

∑a′∈A eQ̃⋆(st ,a′)−g(st+1,µt+1)
(Q̃⋆(st+1,at+1)−g(st+1,µt+1))

]

= r(st ,at ,µt)−g(st ,µt)+g(st+1,µt+1)

+Est+1∼P

[
eQ̃⋆(st+1,at+1)

∑a′∈A eQ̃⋆(st ,a′)
(Q̃⋆(st+1,at+1)−g(st+1,µt+1))

]
.

Hence, we know that Q̃⋆(st ,at)− g(st ,µt) is the set of optimal action values



6.3. Method 160

L, 0 R, 0
RL C

R,�µ(L)

L,�µ(L)

L,�µ(R)

R,�µ(R)

Figure 6.1: Illustration for the Left-Right problem with the reward function configured as
follows: each agent will incur a negative reward determined by the population
density at her current position.

induced by µµµ under the reward function r+F . Thus, any optimal policy of M ′ is

also an optimal policy of M . Hence, we finish the proof of sufficiency for MFNE.

We next show the necessity by constructing a counter-example where a non-

potential-based reward shaping can change the set of MFNE and ERMFNE. Consider

the Left-Right problem (Cui and Koeppl, 2021), which is also used as a task in

experiments. At each step, each agent is at a position (state) of either “left”, “right”

or “center”, and can choose to move either “left” or “right”, receives a reward

according the current population density (mean field) at each position, and with

probability one (dynamics) reaches “left” or “right”. Once an agent leaves “center”,

she can never head back and can only be in either left or right thereafter. Formally,

we configure the MFG as follows: S = {C,L,R}, A = S \ {C}, initial mean field

µ0(C) = 1 (i.e., all agents are at “center” initially) and the reward function

r(s,a,µt) =−1{s=L} ·µt(L)−1{s=R} ·µt(R).

This reward setting means that each agent will incur a negative reward determined by

the population density at her current position. The transition function is deterministic

that directs an agent to the next state with probability one:

P(st+1|st ,at ,µt) = 1{st+1=at}.

This configuration is illustrated below.
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Now, we consider the case that the time horizon = 1.

Since all agents are at “center” initially, we have that µ⋆
1 (L) = π⋆

0 (L|C) and

µ⋆
1 (R) = π⋆

0 (R|C). Therefore, we have that the expected return of each agent under

MFNE is
−1 ·π⋆

0 (L|C) ·µ⋆
1 (L)−1 ·π⋆

0 (R|C) ·µ⋆
1 (R)

= − (π⋆
0 (L|C))2− (1−π

⋆
0 (L|C))2

= −
(
2(π⋆

0 (L|C))2−2π
⋆
0 (L|C)+1

)
.

Clearly, the expected return attains the maximum when π⋆
0 (L|C) = 1/2. There-

fore, any MFNE (µµµ⋆,πππ⋆) under the configuration above must fulfil π⋆
0 (R|C) =

π⋆
0 (L|C) = 1/2 and π⋆

1 can be arbitrary. And clearly, there exists a unique ERMFNE

(µ̃µµ⋆, π̃ππ⋆) such that any action at any state and any time step is chosen with probability

1/2. This result is also shown in (Cui and Koeppl, 2021) as a case study.

Next, we change the reward function by adding an additional reward based on

actions to the original reward function. We penalise the action “left” by a negative

value −1, i.e.,

r′(s,a,µt) = r(s,a,µt)−1{a=L} =−1{s=L} ·µt(L)−1{s=R} ·µt(R)−1{a=L}.

This equivalent to that an action-based reward shaping function F(st ,at ,µt ,st+1,µt+1)=

g(st+1,at+1,µt+1)−g(st ,at ,µt) is added to the original reward function where

g(st ,at ,µt) =−1{at=L}.

The following diagram shows this new reward configuration.

Now, let us investigate the form of MFNE and ERMFNE under this new reward

configuration. We first show the set of MFNE induced by the new reward function

is no longer same as that induced by the original reward function. Consider the

step t = 1 (the last step), since the reward of moving right is always higher than

moving left by 1 and MFNE aims to maximise cumulative rewards, all agent will

move right, i.e., π⋆
1 (R|L) = π⋆

1 (R|R) = 1. Hence, each agent earns a reward −µ⋆
1 (L)

if she is at “left” and −µ⋆
1 (R) otherwise. Using the fact that µ⋆

1 (L) = π⋆
0 (L|C) and
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Figure 6.2: Illustration for the Left-Right problem with the reward function configured as
follows: penalising the action left by a negative value −1.

µ⋆
1 (R) = π⋆

0 (R|C), we have that the expected return of each agent under MFNE is

−1 ·π⋆
0 (L|C)+0 ·π⋆

0 (R|C)−µ
⋆
1 (L) ·π⋆

0 (L|C)−µ
⋆
1 (R) ·π⋆

0 (R|C)

= −π
⋆
0 (L|C)− (π⋆

0 (L|C))2− (π⋆
0 (R|C))2

= −π
⋆
0 (L|C)− (π⋆

0 (L|C))2− (1−π
⋆
0 (L|C))2

= −
(
2(π⋆

0 (L|C))2−π
⋆
0 (L|C)+1

)
.

From here, we have that the expected return attains the maximum when

π⋆
0 (L|C) = 1/4, contradicting the MFNE induced by the original reward function.

Next, we show that the ERMFNE induced by the new reward function also

changes. Again, consider the last step. According to the definition of ERMFNE, we

have

π̃
⋆
1 (L|L) =

e−µ̃⋆
1 (L)

e−µ̃⋆
1 (L)+ e−µ̃⋆

1 (L)−1
.

Therefore, π̃⋆
1 (L|L) = 1/2 if and only if µ̃⋆

1 (L) = µ̃⋆
1 (L)+ 1. A contradiction

occurs.

To mitigate the effecting of reward shaping, similar to AIRL (Fu et al., 2018),

we assume that the parameterised reward function fω is in the following structure:

fω,φ (st ,at ,µt ,st+1,µt+1) = rω(st ,at ,µt)+

gφ (st+1,µt+1)−gφ (st ,µt).

Here, gφ is the φ -parameterised potential function for MFGs. To summarise, we
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Figure 6.3: Results for numerical tasks. The line and shade are the median and variance
over 10 independent runs, respectively.

present the pseudocode in Alg. 6.6.

Algorithm 6.6 Mean-Field Adversarial IRL

1: Input: MFG with parameters (S,A,P,µ0) and demonstrations DE = {τ j}M
j=1.

2: Initialisation: reward parameter ω , adaptive samplers θθθ and potential function
parameter φ .

3: Estimate the empirical expert MF flow µ̂µµ
E from DE .

4: for each epoch do
5: Sample a set of trajectories Dπππ = {τ j} from πππθθθ .
6: Sample subsets XE ,Xπππ from DE ,Dπππ .
7: Update ω,φ using XE ,Xπππ according to Eq. (6.20).
8: Update θθθ w.r.t. reward estimates rω(s,a,µ)+gφ (s,µ) according to Eq. (6.21)

(backward induction).
9: end for

10: Output: Learned reward function rω .

6.4 Experiments
We seek to answer the following key question via experiments: can MF-AIRL effec-

tively recover a suitable reward function of a general MFG from expert demonstra-

tions with uncertainties? To that end, we evaluate MF-AIRL on a series of numerical

tasks and simulated battle games, both with mixed cooperative-competitive envi-

ronments. The experts are assumed to use ERMFNE policies in order to inject
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uncertainties into demonstrations.

Baselines. We compare our MF-AIRL against the aforementioned two IRL methods

for MFGs: (1) The centralised method (Yang et al., 2018a) that relies on the reduction

from MFG to MDP. Since this method aims to recover the population’s average

rewards, we call it population-level IRL (PLIRL). Shown in (Chen et al., 2022c),

PLIRL is only suitable for fully cooperative environments and can lead to biased

reward inferences in non-cooperative environments. (2) The decentralised method,

MFIRL (Chen et al., 2022c), that recovers the reward function of individual agents,

regardless of whether the environment is cooperative or not.

Performance Metrics. A learning reward function rω is considered being suitable

if its induced ERMFNE (µµµω ,πππω) aligns with the ground-truth ERMFNE (µ̃µµ⋆, π̃ππ⋆).

Similar to (Chen et al., 2022c), we adopt the following three metrics that measure

the difference between the two ERMFNE:

1. Policy Deviation (Dev. Policy). We use the cumulative KL-divergence,

∑
T
t=0 ∑s∈S DKL

(
π̃⋆

t (·|s) ∥ πω
t (·|s)

)
, to measure the difference over two poli-

cies.

2. MF flow Deviation (Dev. MF). We use the cumulative KL-divergence,

∑
T
t=0 DKL

(
µ̃⋆

t ∥ µω
t
)
, to measure the difference over two MF flows.

3. Expected return (Exp. Return). The expected return of two ERMFNE

(µµµω ,πππω), (µ̃µµ⋆, π̃ππ⋆) under the ground-truth reward function.

Training Procedures. In both numerical tasks and simulated battle games, we

have access to ground-truth reward functions and environment dynamics, which

enables us to numerically compute ground-truth ERMFNE through the fixed point

iteration as introduced in Sec. 6.3.2. After obtaining the ERMFNE, we sample expert

trajectories from it with a length of 50 time steps, which is the same as the number

used in (Song et al., 2018; Yu et al., 2019b; Chen et al., 2022c). We use one-hot

encoding to represent states and actions. For all of MF-AIRL, PLIRL and MFIRL,

we adopt the same neural network architecture as the reward model: two hidden

layers of 64 leaky rectified linear units (ReLU) each.
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6.4.1 Numerical Tasks

Environments. We adopt five simulated MFG tasks: investment in product quality

(INVEST for short), malware spread (MALWARE), virus infection (VIRUS), Rock-

Paper-Scissors (RPS) and Left-Right (LR), which simulate a series of large-scale

decision making scenarios in the real world. These tasks are originally studied in

(Weintraub et al., 2010; Huang and Ma, 2016, 2017; Subramanian and Mahajan,

2019; Cui and Koeppl, 2021) and adapted by (Chen et al., 2022c). We set 100 agents

for each task. Detailed descriptions and settings can be found in Sec. 5.6.1.

Results. Results are depicted in Fig. 6.3. On all tasks, MF-AIRL achieves the

closest performance to the expert, suggesting that MF-AIRL is effective for general

mixed cooperative-competitive environments and imperfect demonstrations. MFIRL

shows larger deviations even if the number of demonstrations is large. This may be

owed to the fact that MFIRL takes MFNE as the solution concept, thereby lacking

the ability to tolerant suboptimal behaviours. Among all three algorithms, PLIRL

demonstrates the largest deviation and variance. This is as expected because PLIRL

is only suitable for fully cooperative environments, but all numerical tasks possess

mixed cooperative-competitive environments. Therefore, when applying PLIRL to

these numerical tasks, biased reward inferences will occur.

6.4.2 Simulated Battle Games

Environments. In a Simulated Battle Game (Zheng et al., 2018), two groups of

homogenous agents fighting against each other in a 2D grid. The goal of each group

is to destroy the other. Each agent can move to or attack a neighbourhood grid. For

each agent, the default reward setting is: −0.005 for every move, 0.2 for attacking

an opponent, 5 for killing an opponent, −0.1 for attacking an empty grid, −1 for

being attacked or destroyed. Following (Chen et al., 2022c), we adapt the setting

for MFGs by supplying an additional term to the default reward function, which

penalises the average distance between an agent and all others in its group. This

modified reward function can be formally written as: r(s,a,µ) = r(s,a)− 0.1×
1attack ·Es′∼µ [dist(s,s′)], where dist denotes the Manhattan distance. We take 81

agents for each group, as is illustrated in Fig. 6.4.
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Figure 6.4: Illustrations for simulate battle games (Zheng et al., 2018): 81 vs 81.
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Figure 6.5: Results for simulate battle games. Mean and variances are taken across 10
independent runs.

Results. Results are depicted in Fig. 6.5. MF-AIRL consistently demonstrates

the highest accuracy, followed by MFIRL and PLIRL. Specifically, both PLIRL

and MFIRL show larger deviations from the expert than in simulated tasks, which

might be due to the more complex environments in battle games. In summary, our

MF-AIRL can effectively and accurately recover suitable reward functions for MFGs

with non-cooperative environments and imperfect demonstrations, in line with our

theoretical analysis.

6.5 Chapter Summary

In this paper, we propose MF-AIRL, the first probabilistic IRL framework effective

for MFGs with general non-cooperative environments and imperfect demonstrations.
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We first extend MaxEnt IRL to MFGs based on a new solution concept termed

ERMFNE, which enables bounded rationality and allows us to characterise uncer-

tainties in expert demonstrations in a principled way. We then develop the practical

MF-AIRL framework using an adversarial learning approach to tackle MaxEnt IRL

for MFGs. Experimental results demonstrate the effectiveness and accuracy of

MF-AIRL against existing IRL methods for MFGs.

We present MF-AIRL on finite-horizon discrete MFGs with homogeneous

agents to simplify the exposition. We argue that the main results of MF-AIRL

continue to hold for the following generalisations:

1. Continuous state-action spaces. According to (Cui and Koeppl, 2021), the

existence and uniqueness of ERMFNE are guaranteed under standard condi-

tions that both reward and transition functions are continuous. Therefore, the

arguments in this paper still hold for continuous state-action spaces. Techni-

cally, we may need some technique (e.g., ε-net (Guo et al., 2019)) to discretise

a mean field because it turns to a probability density function if states are

continuous.

2. Infinite time horizon. When the time horizon tends to infinity, the mean

field is shown to converge almost surely to a constant limit, resulting in the

stationary MFNE (Guo et al., 2019; Subramanian and Mahajan, 2019). MF-

AIRL is clearly compatible with infinite time horizons because non-stationary

equilibria recover stationary ones as special cases.

3. Generalised mean fields. Some work (Guo et al., 2019) generalises the mean

field µ ∈ ∆(S) to (µ,α) ∈ ∆(S×A) by additionally considering population’s

average action α ∈ ∆(A). MF-AIRL is adaptive to generalised mean fields by

simply incorporating the marginal distribution α in all arguments.

4. Heterogeneous agents. A large-scale heterogeneous multi-agent system can

be converted to a homogeneous system by considering the type of the agent as

a component of states (Subramanian et al., 2020a). Our MF-AIRL is therefore

naturally compatible with systems consisting of heterogeneous agents.
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Chapter 7

Open Problems

“Every solution of a problem raises new unsolved problems.”

— Karl Popper (Philosopher, 1902 – 1994).

In this thesis, we propose a series of novel reinforcement learning and inverse

reinforcement learning methods that resolve several important challenges. In the

designing phase of these novel methods, we make several assumptions or use pre-

scriptive models in order to guarantee the preciseness of these algorithms in the

aspect of theory. Finding ways to relax these assumptions or conducting analysis

under more general models would initiate good starts of new research.

7.1 Tighter Regret Bound for Neural Network Based

Bandits
In our proposed interconnected neural linear contextual bandit algorithm, we derive

the a general expression of the regret bound without further bounding the error

arising from the neural network. Even though we give a tighter regret bound for

a specific simple neural network structure, we still assume the error of the neural

network can be ignored. This a compromise in the sense that in general an artificial

neural model is agnostic towards the error of neural networks.

Some recent progress in neural network based bandits gives an analytical regret

bound in terms of the parameters of the neural network through interpreting a neural

network as a neural tangent kernel (Zhou et al., 2020). But some new assumptions
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are required in order to view a neural network as a neural tangent kernel. As of

the time of writing this thesis, the tighter regret bound for neural linear contextual

bandits is still unknown in the literature. Uncovering the true regret of neural network

based bandits would provide us with insights into designing more powerful decision

making methods in practice. While, achieving this awaits the theoretical advance of

neural networks.

7.2 Convergence Analysis of Structured MARL
We empirically evaluate convergence of our proposed structured multi-agent rein-

forcement learning algorithm in the context of social network structure emergence.

The unaccomplished theoretical convergence justification sparks a new research

question. However, it remains unclear how to conduct convergence analysis in a

networked multi-agent system. The exponential growing space of connections in the

system can making analysis intractable, as an agent’s value function is a function of

the connections among all agents. Some approximation and reduction techniques

may be needed to achieve it.

7.3 Mean Field Inverse Reinforcement Learning in

Systems with Heterogeneous Agents
To make the mean field approximation hold, we assume that agents are homogeneous

in a multi-agent system. While, in practice, a system often consist of a number of

heterogeneous agents. Scaling mean field inverse reinforcement learning to large-

scale multi-agent systems with heterogeneous agents is thus a valuable research

direction. Recent research on mean field reinforcement learning with heterogeneous

agents (Subramanian et al., 2020b) provides an insight into this scalability: we can

split the a large number of heterogeneous agents into several internally homogeneous

groups, each having the same reward function, and apply mean field approximation

to each group.



Chapter 8

Conclusions and Discussions

“There is no real ending. It’s just the place where you stop the story.”

— Frank Herbert (Novelist, 1920 – 1986).

We conclude by summarising and discussing the theoretical and empirical

contributions of the novel reinforcement learning and inverse reinforcement learning

methods we presented in this thesis.

8.1 Contextual Multi-armed Bandits with High-

Dimensional Contexts and Non-linear Rewards
Motivated by the the incompatibility of traditional methods with the high-

dimensional online sequential decision making problems, we propose the in-

terconnected neural contextual bandit framework that employs upper confidence

bound for exploration. To verify the effectiveness and efficiency of the framework,

we test it against several benchmark baselines on both synthetic and real-world tasks.

The significant performance gain demonstration effectiveness and efficiency of our

framework for task with high-dimensional contexts and non-linear rewards. Our

framework is also theoretically valuable in a general expression of the regret bound.

In a broader scope, the regret bound of our frameowrk uncovers the general form of

regret bounds for a large family of contextual bandits algorithm that employ neural

networks for representation learning.
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8.2 Structure Emergence in Multi-agent Reinforce-

ment Learning
The structured multi-agent reinforcement learning framework proposed in this thesis

analyses interactions with networked multi-agent systems in the reinforcement

learning setting. To support our claim that the framework can model and predict

agents’ purposeful behaviours influenced by the connections, we empirically use it

to reproduce several classic social structures. The reproduced structures are highly

consistent with the ground truth, which indicates the correctness of our framework

in modelling purposeful behaviours of agents in networked multi-agent systems.

Beyond the social structure pattern emergence, modelling and predicting purposeful

behaviours in many other scenarios are to be explored.

8.3 Inverse Reinforcement Learning in Large-Scale

Multi-agent Systems
Large-scale multi-agent systems capture a range board of real-world systems con-

sisting of a large number of entities. The proposed mean field inverse reinforcement

learning framework make it possible to effectively and efficiently infer the quan-

tified factor that drives the system to evolve. Two algorithms for the framework

are developed from the perspectives of margin optimisation and probabilistic in-

ference, respectively. Experimental results demonstrate the effectiveness of the

framework on macro-economics tasks. More application scenarios of mean field

inverse reinforcement learning await being discovered.
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Lucian Buşoniu, Robert Babuška, and Bart De Schutter. Multi-agent reinforcement

learning: An overview. Innovations in multi-agent systems and applications-1,

pages 183–221, 2010.

Yijin Cai, Hong Zheng, Jiamou Liu, Bo Yan, Hongyi Su, and Yiping Liu. Balancing

the pain and gain of hobnobbing: Utility-based network building over atributed

social networks. In AAMAS, pages 193–201, 2018.



BIBLIOGRAPHY 177

Pierre Cardaliaguet and Charles-Albert Lehalle. Mean field game of controls and

an application to trade crowding. Mathematics and Financial Economics, 12(3):

335–363, 2018.
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optimal control for identification in non-cooperative differential games. IFAC-

PapersOnLine, 50(1):14909–14915, 2017.

Naci Saldi, Tamer Basar, and Maxim Raginsky. Markov–nash equilibria in mean-

field games with discounted cost. SIAM Journal on Control and Optimization, 56

(6):4256–4287, 2018.

John Schulman, Sergey Levine, Pieter Abbeel, Michael Jordan, and Philipp Moritz.

Trust region policy optimization. In International Conference on Machine Learn-

ing, pages 1889–1897. PMLR, 2015.

John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov.

Proximal policy optimization algorithms. arXiv preprint arXiv:1707.06347, 2017.



BIBLIOGRAPHY 192

Eric M Schwartz, Eric T Bradlow, and Peter S Fader. Customer acquisition via

display advertising using multi-armed bandit experiments. Marketing Science, 36

(4):500–522, 2017.

Onkur Sen and Sandip Sen. Effects of social network topology and options on

norm emergence. In International Workshop on Coordination, Organizations,

Institutions, and Norms in Agent Systems, pages 211–222. Springer, 2009.
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