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Chapter 1

Introduction

Advances in mathematical modelling of physiological systems create an exciting oppor-
tunity to improve patient care by using multisystem in silico models [1]. Multisystem
models couple the models of different physiological processes to allow for the realistic
simulation of the combined system. Projects such as the Virtual Physiological Human
initiative [2] and the Physiome Project [3] aim to create whole-body models of human
physiology that incorporate cellular, tissue, and organ level mechanisms. Once these
models are physiologically realistic, they can be used for clinical purposes, intensive care
unit (ICU) treatment [1], point of care applications, and home-based healthcare applica-
tions. Current disease diagnosis considers the current state and symptoms of the patient
but relies on often absent, incomplete, or hard-to-access information about the historical
state of the patient to make predictions about future outcomes. Implantable and wearable
technologies will allow the measurement of the patient’s dynamic physiological state,
which could be used to inform patient-specific predictive models. The aim of developing
these predictive models is to use them for early diagnosis and prognosis of disease and for
treatment optimisation to improve patient care.

Currently, there are multiple issues in physiological modelling that must be overcome
for virtual human models to become useful. This thesis focuses on three of these issues.
First, there is no commonmathematical framework for coupling between different models.
Since human physiology is made up of a multitude of different systems, there are many
models that need to be combined to accurately represent the full system. It is, therefore,
apparent that creating a virtual physiological human model will take a combined effort
from multiple people, groups, and institutions. Coupling models from different groups
is an immense challenge if the models aren’t made in the same mathematical framework.
Models of human physiology are typically either continuum models or lumped parameter
models (LPMs). Therefore, it is essential that the chosen mathematical framework can
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accurately couple these two types of models. The coupling of these models is typically
done in an iterative manner, which has multiple disadvantages. Two major downsides are
the failure of iterative couplings to conserve energy [4] and the difficulty in finding a stable
combination of timesteps for the coupled models [5] .

Another issue with many physiological models is that they neglect to include control, or
the control models that they include do not control the nonlinearities in the system and are
not general. An example of a physiological system that is often modelled without a control
system is the circulatory system [6, 7]. When circulatory system models do incorporate a
control system, they are often linear [8, 9, 10, 11] and non-general. A non-general control
system cannot be easily extended when the model that is being controlled is modified. It
would be useful if the control algorithm used for the circulatory systemmodel was general,
and thus easier to adapt when the model is coupled with organ models or more complex
mechanisms. It has also been shown in the literature that the body’s control systems are
optimal with respect to energy use [12, 13, 14]. This minimisation of energy use should
be incorporated in the control systems that are used to regulate physiological models.

The third issue that this thesis tackles for full-body physiological models is that the prac-
ticality of the models is often neglected in favour of physiological realism. There is a
lot of potential to apply combined subsystem models of a virtual physiological human to
real-world problems. This may involve using the models at the bedside [1]. To model
complex physiological systems in real time, the accuracy of the model may have to be
partially sacrificed for increased efficiency. This efficiency could be gained by decoupling
and running parts of the model offline. Although the long-term aim is to have a physiolog-
ical human model that runs fully coupled in real time, in the short term it will be beneficial
to find ways to increase efficiency so that the models can be used for real-time patient
care. The issue of needing to increase efficiency of complex models is not isolated to
physiological problems. Lessons can be learnt frommany fields where there is an intricate
balance between computational efficiency and accuracy, such as the aerodynamics field.

To remedy these issues of physiological multisystem modelling, this thesis has three im-
portant objectives. The first introduces a discretisation method for continuum systems
that allows coupling with continuum and LPMs, and fits in a mathematical framework
that ensures energy conservation. The second objective relates to developing a general
nonlinear control method for complex multisystems. The third is relevant to increasing
the practicality and usefulness of complex systems by decoupling them.
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Objectives

1. First, a mathematical framework is required that conserves energy and allows mod-
ular coupling between LPMs and continuum models. This framework should also
allow easy implementation of mixed boundary conditions (BCs) and connection
between modules.

2. Second, a physiologically accurate method for the control of complex, nonlinear,
multisystem models is required. This method should take into account the tendency
for physiological processes to minimise energy usage.

3. Third, work must be done on finding ways to use complex models practically and
efficiently. Although the end goal is tomodelmultisystems in a fully coupledmanner,
some computational systems may be more practically and efficiently modelled in a
decoupled manner.

Twomodelling approaches that satisfy important aspects of Objective 1 are the bond graph
(BG) and port-Hamiltonian (PH) methodologies. Both methodologies provide a modular,
energy-conserving approach to multisystems modelling. BG modelling originated as a
diagrammatic, programmable way to model LPMs [15]. BG models can be used for
a wide range of multiphysics problems, including electrical systems [16], biomolecular
systems [17], models of the circulatory system [6], and control [18]. The PH approach
is the natural extension of BGs that allows for continuum modelling [19]. The approach
also extends Hamiltionian dynamics to systems with connections to the environment or
other Hamiltonian systems. A crucial part of the PH framework is the conservation of
the Hamiltonian and the energy of the system. The energy conservation and ability to
couple with other models in amodular waymakes PH an ideal framework for physiological
modelling. PH discretisation ensures that the structure (Dirac structure) of the continuum
system is conserved in the discretised system. Hamiltonian conservation is equivalent to
a conservation of energy, which has been shown to give very good long-time performance
[20, 21], an essential property for modelling of a virtual human. The PH approach al-
lows modularity by ensuring structure preservation for boundary coupling with other PH
models. Further advantages of PH and a more in-depth review of the literature is given
in Chapter 2. Also in Chapter 2, a finite element discretisation for PH systems is detailed
which allows mixed BCs without the need for Lagrange multipliers or user-defined pa-
rameters. The method’s accuracy is validated against an analytic solution and shown to
have correct temporal convergence, correct spatial convergence, and accurate eigenvalues.
Importantly, this method allows coupling with LPMs and thus satisfies Objective 1 for
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specific governing equations. The current limitation of the approach in Chapter 2, and
the PH approach in general, is that it only works for systems that can be written in a PH
form, which is described in Section 1.1.1. Currently, this limitation is fairly restrictive.
For example, it does not allow the modelling of the 3D finite elasticity equations or the
full Navier-Stokes equations. However, a significant amount of work is being done on
extending the PH approach to more types of equations [22, 23, 24, 25].

Objective 1, and specifically conservation of mass and energy in coupled models, is es-
sential for accurate modelling of combined physiological systems. Over the past two
decades, there has been a lot of preliminary work on creating models of digital twins or
virtual models of physiological mechanisms that can be used to personalise healthcare
[1, 2, 3]. Since the complex physiological systems to be modelled are more complex
than single organ models, combined models of different systems must be created that
give realistically accurate results. To ensure the models are accurate, enforcing energy
conservation is essential, which fits well with the modelling techniques of BG for LPMs
and PH for continuum models. Since most models of physiological systems in the human
body are either LPMs or continuum models, it is essential to be able to couple them
in a manner that conserves energy. Chapter 2 details an approach for coupling LPMs
and continuum models that can be written in a PH form. This is an important first
step in creating an energy conserving mathematical framework that allows coupling of the
LPMs and continuummodels that replicate the physiological processes in the human body.

To achieve physiological accuracy in a virtual human model, the local and global control
mechanisms of physiological processes must be included. Local physiological control
mechanisms are regulated in the area of the tissue or organ where the control is actuated.
Global control requires measurement of a distribution of states throughout the body which
are then sent via afferent signals to the autonomic nervous system (ANS). Efferent control
signals are then calculated and sent to distributed locations throughout the body, resulting
in the actuation of control. In the literature, most global control models for physiological
systems use linear control theory [8, 9, 10, 26, 27]. However, due to the complexity of the
neural networks in the control centres of the ANS, it is extremely unlikely that the ANS
calculates its efferent control responses as a linear combination of the afferent signals
[28, 29]. More concisely, the brain’s control system is unlikely to satisfy the principle of
linear superposition [28, 29]. On the other hand, most nonlinear control algorithms in
the literature, in various physiological and non-physiological fields, have been developed
for particular problems and are not generalisable. Chapter 3 introduces Model Predictive
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Koopman Control (MPKC), which allows for the control of nonlinear dynamics in a gen-
eral algorithm that can be applied when the system being modelled is extended to include
more complex mechanisms. The Koopman operator lifts the nonlinear dynamics of the
system to a higher dimensional space where the dynamics behave linearly. This approach
allows the use of linear control algorithms which can be formulated in the lifted space
then applied in the real state space with a simple inverse operation. Since the dynamics
are linear in the lifted space, very efficient model predictive control (MPC) [30] can be
implemented by solving a quadratic program. This efficient MPC is important because it
will allow the control algorithm to be used in real time when it is applied to the physiolog-
ical human model. By defining a MPC cost function that includes a quadratic function of
the approximate energy use, the calculated control inputs are semi-optimal with respect
to energy usage. Therefore, this approach allows the calculation of control inputs that
minimise energy use, as they do in physiological processes [12, 13, 14].

The strength of MPKC is demonstrated by applying it to a BG model of the circulatory
system [6, 7] in Chapter 3. For this circulatory system model, the local control represents
the metabolic, and Nitric Oxide (NO) driven shear stress effects [31] of oxygen level
regulation in the tissue. It is assumed that the rate of oxygen transfer to the tissue is pro-
portional to the blood flow [27, 31]. Therefore, the control can be implemented without
the modelling of oxygen transfer. The inputs to the MPKC control system are chosen to
approximate the afferent signals sensed by the baroreceptors and chemoreceptors. The
baroreceptors sense pressure, and the chemoreceptors sense arterial oxygen and carbon
dioxide partial pressures [31]. Sensing the flow is assumed to give an approximation of the
sensing of oxygen and carbon dioxide concentration by the chemoreceptors. Therefore, the
sensed variables of the global control system are pressure and flow. It is assumed that the
brain has forward predictive capabilities [32, 33] that allow the control system to optimise
efferent signals, and thus optimise control inputs to the circulatory system. The control
system chooses these control inputs in order to minimise a cost function which consists of
both the error between the physiological state and the desired state, and the approximate
energy cost of changing the control inputs, which, in this thesis, are the arterial and venous
smooth muscle tones.

During this thesis, the opportunity arose to conduct research at the aeromechanics branch
of the NASA Ames Research Center for 4 months. Therefore, the chapter resulting from
that research, Chapter 4, takes a slight detour from physiological modelling. A project
was chosen that involved modelling of a complex system that required aerodynamics
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models with intricate coupling. Although not physiological, this research gave insight
into practical modelling of complex, computationally expensive systems that extends to
the modelling of physiological systems. In Chapter 4, a complex system is split up
into 2D and 3D aerodynamics models to analyse the performance of a rotor blade at
low Reynolds numbers. Although separate from the physiological theme of the rest of
the thesis, this chapter continues the overarching theme of modelling complex systems
and, in slight contrast to Chapter 2, shows the effectiveness of decoupling the system to
improve efficiency. In Chapter 4, an efficient 2D solver, XFOIL [34], is used to analyse
multiple aerofoil sections of a rotor blade at various angles of attack, Reynolds numbers
and operating conditions. The drag and lift characteristics of each aerofoil section are
then incorporated into a 3D Reynolds Averaged Navier-Stokes (RANS) model coupled
with a Blade Element Theory model. This simulation is many orders of magnitude
faster than simulating a full 3D Navier-Stokes (RANS or otherwise) simulation of rotor
performance. Decoupling the model allows the computational efficiency required to
analyse a wide range of Reynolds numbers and operating conditions. By decoupling the
system, discoveries are made that could not have been made in a practical amount of time
with the coupled system. The success of using an efficient decoupled approach is a good
lesson for physiological modelling of complex multisystems. For practical application,
parts of a complex physiological model may have to be decoupled. The increase in
efficiency of decoupled models, however, does come at a cost of reduced accuracy due to
the potential for error in the mass and energy conservation between the coupled systems.

1.1 Bond Graph and Port-Hamiltonian Modelling

This section gives a brief overview of the BG and PH methodologies to prepare the
reader for Chapters 2 and 3. Rather than providing an extensive overview on BG and PH
modelling, which can be studied in the works by Gawthrop [15, 17] and Van der Schaft,
respectively, [19], this section instead details examples of systems used in this thesis and
shows their PHorBGderivation. Section 1.1.1 derives the PHmodel for an electromechan-
ical system and Section 1.1.2 details the basics of a BG approach for the circulatory system.

BG modelling was introduced by Paynter [35] and its engineering applications have been
widely discussed [15, 16, 36]. BG is a graphical approach to modelling that incorporates
component energy modules that are connected by bonds (the arrows in Figure 1.2). At
each bond there is a conservation of power, which is the crucial attribute of BGs that
ensures energy conservation. The power through each bond of a BG is the product of a
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flow variable (D=8C/B) and an effort variable (�/D=8C) where D=8C depends on the physical
domain, i.e., for electrical systems, D=8C is �>D;><1 and for mechanical systems it is
<4CA4. A BG 1-node is defined as a location where the flow variable is specified. At a
1-node the power must be conserved which results in an effort variable balance. A BG
0-node is conversely where the effort variable is specified. The 0-node, thus, gives a flow
balance due to the conservation of power. Section 1.1.1 gives a learn-by-example tutorial
of the BG approach and its extension, the PH approach.

A PH system consists of energy storage elements (S), energy dissipating elements (R),
and ports to the environment (P), which are all linked to a central energy-routing structure.
Figure 1.1 shows the representation of a PH system, in which 5 and 4 are flow and effort
port variables, respectively and their subscripts relate to whether they are for the storage,
dissipation, or port sections. Similar to BG modelling, the product of flow and effort
variables is the power flow through a port. The crucial attribute of the PH methodology
is the Dirac structure, which links the flow and effort variables, f = ( 5(, 5', 5%), e =
(4(, 4', 4%) in such a way as to result in conservation of power. Conservation of power is
defined mathematically with the following dual product,

〈e|f 〉 = 0 . (1.1)

The Dirac structure determines how the port variables are related in such a way that
satisfies Equation (1.1). Mathematically, the Dirac structure is a subspace (D) that is the
product of the linear space of flows (F ) and the dual linear space of efforts (E). It is only
a Dirac structure if the subspace satisfies Equation (1.1) for all (f , e) ∈ D and satisfies
dimD = dimF . Maintaining the Dirac structure is essential to the work done on the
discretisation of continuum systems in Chapter 2.

Figure 1.1: Port-Hamiltonian diagram with routing Dirac structure connecting the energy storage
element (S), energy dissipation element (R), and the boundary port (P). 4( , 4', and 4% are the
storage, dissipation, and boundary port efforts. 5( , 5', and 5% are the storage, dissipation, and
boundary port flows.
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1.1.1 Electromechanical Port-Hamiltonian Derivation

The BG and PH approaches allow for the modelling of multiphysics systems. This
section details the derivation of a simple electromechanical linear actuator to demonstrate
how LPMs can be derived in a PH framework from a BG diagram and introduces the
actuator that drives the boundary of the wave domain in Chapter 2. A schematic of the
electromechanical actuator and the corresponding BG diagram is shown in Figure 1.2.

Figure 1.2: (a) System diagram and (b) bond graph diagram for the electromechanical system. 8:
current, D+ : voltage input, B: motor displacement, '� : electrical resistance, !� : inductance, �;:
gyrator constant,  " : spring stiffness, '" : mechanical damping, <: motor mass, �1: boundary
force on the motor, (4: effort source, �. : gyrator, R: dissipation 0-node, I: inertial energy storage
0-node, C: capacitave energy storage 0-node, 1: bond graph 1-node.

Hamiltonian Derivation

In Figure 1.2(b) the gyrator (GY) is a representation of the connection between electrical
and mechanical systems. Therefore, that is the location of the port between systems. In
PH literature, a port is a boundary of a Hamiltonian system where there is a connection
to either the environment or another PH system. In the following derivation, the electrical
and mechanical systems are derived separately and then coupled at the gyrator port. �1 is
the boundary force from the environment, which is a boundary port. Chapter 2 the elec-
tromechanical system from Figure 1.2 is connected to a PH model of the wave equation
via the �1 port.

Electrical Derivation
The electric circuit in Figure 1.2 has energy storage solely in the inductor. Therefore, the
Hamiltonian, which represents the total energy in the system, is given by,

20



Introduction

�� =
!�8

2

2
=
ℎ2
�

2!�
, (1.2)

where 8 is the current, !� is the inductance and ℎ� = !�8 is the electrical system equivalent
of the canonical momentum, the magnetic flux linkage. The derivative of the Hamiltonian
with respect to ℎ� is

m��

mℎ�
=
ℎ�

!�
, (1.3)

Kirchoff’s voltage law, or equivalently an effort balance over the electrical system (left)
1-node in Figure 1.2(b) gives

D+ − q2 − q3 − q4 = 0 , (1.4)

where D+ = q1 is the input/control voltage, q2 is the voltage drop over the resistor, q3 is
the voltage drop over the inductor, and q4 is the back-emf voltage through the gyrator. The
remaining constitutive laws are,

q2 = '�8 = '�
m��

mℎ�
, q3 = !� ¤8 =

mℎ�

mC
, (1.5)

where '� is the electrical resistance. Subbing Equation (1.5) into Equation (1.4) gives the
following differential equation,

mℎ�

mC
= −'�

m��

mℎ�
− q4 + D+ , (1.6)

which is in PH form. If a system can be written in PH form, it is guaranteed to satisfy
the properties of a Dirac structure. It also makes coupling with other systems in PH form
very straightforward. This ease of coupling comes from the compositionality property
that states that a combination of Dirac structures is itself a Dirac structure. A system of
equations is in PH form if it can be written as

¤x = (J −R) m�
mx
+Bu ,

y = B) m�

mx
,

(1.7)

where x, u, and y are the vectors of state variables, inputs, and outputs, respectively, J
is a skew symmetric connection matrix, R is a positive semidefinite resistance matrix,
and B is the input/output port matrix. It is trivial to see that Equation (1.6) is a scalar
version of Equation (1.7) with J = 0,B = [−1, 1],R = '� , u = [q4, D+ ]) , and therefore,
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y = [− m��
mℎ�

,
m��
mℎ�
]) . J is the matrix that determines the energy routing from Figure 1.1 and

its skew symmetry ensures that energy is simply transferred between ports without energy
loss. The positive semidefiniteness of R, the matrix that relates to R from Figure 1.1,
ensures that energy is conserved ifR = 0 and dissipated otherwise.

Mechanical Derivation

The mechanical system in Figure 1.2 stores both spring potential and inertial energy,
giving the Hamiltonian,

�" =
 " B

2

2
+
ℎ2
"

2<
, (1.8)

where B is the motor displacement, < is the mass,  " is the spring stiffness, and ℎ" = < ¤B
is the mechanical momentum. The partial derivatives of the Hamiltonian are

m�"

mB
=  " B ,

m�"

mℎ"
=
ℎ"

<
. (1.9)

A force balance or, equivalently, an effort balance over the mechanical system (right)
1-node in Figure 1.2(b) gives

�1 − �2 − �3 − �4 + �1 = 0 , (1.10)

where �1 is the gyrator force from the electrical system, �2 is the spring force, �3 is the
damping force, �4 is the inertial force, and �1 is the boundary force on the motor. The
constitutive relations are,

�2 =  " B =
m�"

mB
, �3 = '" ¤B = '"

m�"

mℎ"
, �4 = < ¥B =

mℎ"

mC
. (1.11)

Equation (1.11) can then be subbed into Equation (1.10) to give the following differential
equation,

mℎ"

mC
= −m�"

mB
− '"

m�"

mℎ"
+ �1 + �1 . (1.12)

The final differential equation is given by

mB

mC
=
m�"

mℎ"
. (1.13)

Equations (1.12) and (1.13) form the PH system of equations,
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 +
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0

 . (1.14)

Gyrator Port
The PH connection port is simple in this case, being the same as for a BG system. First, a
combined Hamiltonian is created so that the partial derivatives are all with respect to the
total Hamiltonian,

��" = �� + �" =
ℎ2
�

2!�
+  " B

2

2
+
ℎ2
"

2<
. (1.15)

The port equations for q4 and �1 are as follows,

q4 = −�; ¤B = −�;
m�

mℎ"
, �1 = −�; ¤8 = −�;

m�

mℎ�
. (1.16)

Combined System
The electrical and mechanical PH systems can now be combined, using Equation (1.16).
Combining Equations (1.9), (1.14) and (1.16) gives the full system of ordinary differential
equations in Equation (1.17).
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(1.17)

This is clearly in the required PH form from Equation (1.7), where

x =


ℎ�

ℎ"

B

 , u =

[
D+

�1

]
, y =

[
HD

H�

]
=

[
m��"
mℎ�
m��"
mℎ"

]
, J =


0 �; 0
−�; 0 −1
0 1 0

 ,
R =


'� 0 0
0 '" 0
0 0 0

 , B =

[
bD b�

]
=


1 0
0 1
0 0

 .
(1.18)
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1.1.2 Bond Graph Models for the Circulatory System

For the circulatory system, the BG approach uses volumetric flow rate (E) as the flow vari-
able and pressure (D) as the effort variable. BG models are similar to Windkessel models
[37], where current corresponds to flow, and voltage corresponds to pressure. Figure 1.3
shows the BG diagram for a vessel with pressure inlet and flow outlet BCs (DE-type). For
vessels with other BC types see the work by Safaei et al. [6].

Figure 1.3: Bond graph model of a vessel segment with pressure inlet and flow outlet BCs
(DE-type). (4: notation for effort source, ( 5 : notation for flow source, D8=: inlet pressure BC,
E>DC : outlet flow BC, E: volumetric flow rate, D: vessel pressure, ': flow damping/resistance,
D': pressure loss due to resistance, �: flow moment of inertia, D� : inertial pressure, �: vessel
compliance, @: vessel stressed volume.

The stressed volume in the vessel (@) is calculated with a flow balance about the 0-node,

m@

mC
= E − E>DC , (1.19)

where E is the calculated flow at the inlet and E>DC is the outlet flow BC. The static pressure
in the vessel, D can then be calculated with the compliance constitutive equation,

D =
@

�
, (1.20)

where � is the vessel compliance. A pressure balance over the 1-node gives

D8= − D' − D� − D = 0 , (1.21)

where D8= is the inlet pressure BC, D' is the pressure drop from flow resistance, and D�
is the inertial pressure (the net pressure that accelerates a mass of fluid). Substituting the
constitutive laws from Figure 1.3 into Equation (1.21) gives

¤E = D8= − D − E'
�

. (1.22)

Equations (1.19), (1.20) and (1.22) form the state space model for the DE-type vessel
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The circulatory system model that is used in Chapter 3 is made up of a connection of BG
vessel modules similar to the one detailed in this section. The model is further described
in Section 3.2.1. The BG framework gives a mass and energy-conserving approach to
modelling the circulatory system that is extremely efficient to simulate [6]. The inherent
conservation in the BG framework makes it an ideal modelling framework for virtual
physiological models that may have to be run for long periods of time, and therefore must
not leak mass or energy. The efficient simulation allows quick turnaround for testing the
performance of control models, as well as efficient parameter identification of the required
control gains and parameters. Therefore, modelling the circulatory system with the BG
framework allows for straightforward control system development.

1.2 Original Contributions

This thesis contains the following original contributions to the literature.

• Chapter 2: A method is created for finite element discretisation that conserves
the Dirac structure, allows coupling between LPMs and continuum models, and
allows mixed boundary conditions without the need for Lagrange multipliers or
user-defined parameters.

• Chapter 2: A PH method is implemented in FEniCS, creating a straightforward im-
plementation of finite element methods with port-Hamiltonian energy conservation
guarantees.

• Chapter 3: The method for discretising the Koopman operator through time to allow
for nonautonomous dynamics was inspired by Mezic et al. [38]. However, this
thesis extends the method to include control.

• Chapter 3: Model predictive Koopman control is introduced. Although the Koop-
man operator has been used with MPC in the literature, this is the first case in the
author’s knowledge where it is applied to replicate a physiological control system
of the brain.
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• Chapter 4: It was discovered through simulation that for rotor blades at low Re there
can be a significant drop in performance that is dependent on operating condition.
This could be the catalyst for extensive research into low Reynolds number rotor
blade analysis and optimisation.
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Chapter 2

Theory and Implementation of Coupled
Port-Hamiltonian Continuum and
Lumped Parameter Models

2.1 Chapter Abstract

A continuous Galerkin finite element method that allows mixed boundary conditions with-
out the need for Lagrange multipliers or user-defined parameters is developed. A mixed
coupling of Lagrange and Raviart-Thomas basis functions are used. The method is proven
to have a Hamiltonian-conserving spatial discretisation and a symplectic time discretisa-
tion. The energy residual is therefore guaranteed to be bounded for general problems and
exactly conserved for linear problems. The linear 2D wave equation is discretised and
modelled by making use of a port-Hamiltonian framework. This model is verified against
an analytic solution and shown to have standard order of convergence for the temporal
and spatial discretisation. The error growth over time is shown to grow linearly for this
symplectic method, which agrees with theoretical results. A modal analysis is performed,
which verifies that the eigenvalues of the model accurately converge to the exact eigenval-
ues as the mesh is refined. The port-Hamiltonian framework allows boundary coupling
with bond graphs or, more generally, lumped parameter models, therefore unifying the two
fields of lumped parameter modelling and continuum modelling of Hamiltonian systems.
The wave domain discretisation is shown to be equivalent to a coupling of canonical port-
Hamiltonian forms. This feature allows the model to have mixed boundary conditions and
mixed causality interconnections with other port-Hamiltonian models. A model of the
2D wave equation is coupled, in a monolithic manner, with a lumped parameter model of
an electromechanical linear actuator. The combined model is verified to conserve energy
exactly.
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2.2 Introduction

As computational power increases and the desire for ever more complex models grows, the
need to have an energy-conserving mathematical framework for multiphysics, multido-
main problems is becoming apparent. Many fields require complex couplings between
continuum and lumped parameter models (LPMs) including physiology, aerospace, vehi-
cle dynamics, robotics, and many more. The coupling of these models is typically done
in an iterative manner, which has multiple disadvantages. Two major downsides are the
failure of iterative couplings to conserve energy [4] and the difficulty in finding a stable
combination of timesteps for the coupledmodels [5]. Another equally important disadvan-
tage of the iterative approach is the difficulty of implementing control algorithms without
a monolithic state-space matrix. A fully coupled, monolithic approach that conserves the
structural properties of the lumped parameter and continuum models is desirable.

This chapter discusses the energy conservation of a continuum system described by a
partial differential equation (PDE) coupled with an LPM. Specifically, a model is derived
for the linear 2D wave equation with an electromechanical (EM) linear actuator driving
one of the boundaries. This example also shows that the port-Hamiltonian (PH) formalism
can be used to interconnect various types of models while conserving energy flow through
ports/boundaries. PH is a proven method for the modelling and control of complex mul-
tiphysics systems. Over the last 20 years, a significant amount of work has been done on
infinite-dimensional PH methods for the modelling of continuum systems [19, 39]. Some
PDEs that have been modelled using the PH framework are transmission line equations,
shallow water equations and Timoshenko beam equations [40, 41, 42]. More recently,
both 2D and 3D models have been implemented using the PH framework [43, 44, 45].

In Section 2.3 the spatial discretisation is proven to conserve the Hamiltonian in the same
manner as the exact equations. Section 2.4 formulates the discretisation of the tempo-
ral domain with well known symplectic integrators: the symplectic Euler (SE) method,
the symplectic (implicit) midpoint (SM) method and the Störmer-Verlet (SV) (leapfrog)
method. A symplectic method conserves volume in phase space, which results in bounded
conservation of the Hamiltonian [46]. The combined spatial-temporal discretisation,
therefore, conserves the Hamiltonian structure of the governing equations. A similar
class of methods that conserves the Hamiltonian structure is the class of multi-symplectic
methods. Multiple groups have applied multi-symplectic methods to both linear and
non-linear wave equations. Reich used Runge-Kutta finite difference schemes in both
space and time [47], McLachlin compared multiple methods, including spectral methods
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[48], and Brugnano used a Hamilton boundary value method [49]. McDonald showed
that multi-symplecticity preserves the travelling waves of hyperbolic equations [50]. The
Partitioned Finite Element Method (PFEM) in the paper by Cardoso-Ribeiro et al. [41]
combines a finite element spatial discretisation with an SV time integration scheme in a
way that conserves energy but requires Lagrange multipliers to implement mixed bound-
ary conditions [51]. Brugnoli et al. successfully applied this approach to Mindlin and
Kirchhoff plate models [23, 24]. Brugnoli et al. [52] have also introduced another method
for applying mixed boundary conditions to PFEM. Their method requires discretisation
of the spatial domain into separate sections, each section having one type of boundary
condition. The Stokes-Dirac structure [40] and interconnection property of PH methods
is then used to combine the multiple sections, creating a full system with mixed boundary
conditions. Similar to the method developed in this chapter, Kotyczka uses a finite element
discretisation and symplectic time integration in a way that conserves the Hamiltonian
structure and allows for mixed boundary conditions [53]. However, user-defined param-
eters in the method must be tuned for accurate results. The method introduced in this
chapter combines desirable attributes of Cardoso-Ribeiro’s, Brugnoli’s, and Kotyczka’s
methods and provides a Hamiltonian-conserving, symplectic method that allows for easily
implemented mixed boundary conditions and port-based boundary coupling, and does not
require tuning of user-defined parameters.

To ensure conservation of energy flow through the boundaries, a weak boundary condition
implementation is used for the Dirichlet conditions, similar to the way Neumann condi-
tions are typically implemented in finite element methods. Weak boundary conditions
are implemented in the variational form and provide many benefits for a finite element
formulation. One of these benefits is that it simplifies the implementation by avoiding the
need to directly prescribe the degrees of freedom (DOFs) at the boundary. This can have
benefits in applying multiple types of boundary conditions, including no-slip conditions
for the Navier-Stokes equations [54]. Also, no manipulation of the solution matrix is
required to prescribe the DOFs. The ability to have mixed boundary conditions is also
extended to allow mixed causality interconnections with other PH models. By showing
that the spatial discretisation is equivalent to a coupling of canonical PH models with
either Neumann or Dirichlet boundaries and by following the interconnection methods of
Brugnoli [55], the causal boundary connections with an LPM are calculated. The ability
to use the canonical forms to calculate the power conserving interconnection allows mixed
causality boundary interconnection between other PH models.
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Continuous Galerkin and hybridizable discontinuous Galerkin methods couple well with
PHmethods due to the ease of ensuring structural properties of the models and the simplic-
ity of coupling different models at the boundary. Brezzi and Fortin gave a good overview of
Galerkin methods [56]. Cockburn developed a unifying framework for Galerkin methods
[57] that multiple authors have extended. McLachlan extended Cockburn’s discontinuous
Galerkin (DG) methods into a formulation that allows proof of multi-symplecticity for
elliptic equations [58]. Sanchez used a hybridizable discontinuous Galerkin approach
to obtain a wave equation discretisation similar to the method developed in this chapter
that was proven to be Hamiltonian-conserving and symplectic in time [59]. The same
qualities are proven for the method in this chapter, a continuous Galerkin approach that
has the important added novelty of being able to be coupled with arbitrary PH LPMs.
The conservativity and modular approach of this method is thus ideal for a wide range of
real-world problems.

Energy conservation in the Galerkin method is extremely important for real-world appli-
cations that require long-time simulations, such as in geophysical fluid dynamics. Bauer
used a Poisson bracket approach to prove conservation of energy for a Galerkin discreti-
sation of the rotating shallow water equations [20]. Extending on Bauer’s work, Eldred
used the Galerkin method coupled with a Poisson time integrator to conserve energy when
modelling the thermal shallow water equations [21]. Both of these models took advantage
of Hamiltonian-conservation to give good long-time predictions for geophysical fluid dy-
namics applications.

Modelling of wave propagation also has applications in multiple biological fields. In this
chapter, the wave equationmodels homogeneous, linear-elastic media. For extensions with
heterogeneous materials, typical of most biological materials, see the paper by Serhani
[45]. Elastography [60] is an interesting application that requires a type of inverse mod-
elling to identify the elasticity of heart tissue. A coupled LPM-continuum model could
improve the current elastography methods. There has also been work done on non-linear
models for wave propagation through biological tissue [61].

The model in this chapter is implemented with the software FEniCS [62], which is a tool
for automated scientific computing that focuses on solving PDEs. FEniCS allows for a
very efficient implementation of finite element methods specified in a weak form. Another
useful attribute of FEniCS is its automatic differentiation, which is valuable for inverse
problems and for control.
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The section outline of this chapter is as follows. Section 2.3 details the PH form of the wave
equation, proves that the discretisation conserves energy, and proves that the discretisation
retains the Stokes-Dirac structure. The FEniCS implementation and the results showing
energy conservation are shown in Section 2.4. Section 2.5 validates the wave equation
against an analytic solution by showing spatial, temporal, and eigenvalue convergence. An
EM model is introduced in Section 2.6. In Section 2.7 the wave equation is coupled with
the EMmodel in a monolithic approach that conserves the canonical PH structure. Finally,
in Section 2.8, the results of the combined model are shown and the energy conservation
of the model is discussed. Sections 2.10 and 2.12 detail the Python code for Sections 2.4
and 2.7, respectively.

2.3 The Wave Equation

This section details the weak form PH discretisation of the wave equation with constant
propagation speed, the conservation of energy proof, and the proof that the discretisation
ensures a Stokes-Dirac structure. The 2D wave equation in Cartesian coordinates is used
throughout this chapter. However, all results in this section naturally extend to the 3D
wave equation. The basic linear wave equation is

m2
C F(x, C) = 22ΔF(x, C) , (2.1)

where F is the wave amplitude, x denotes the spatial coordinates, and C is the time. To
model the simplified wave propogation in an elastic membrane we define 22 = :F/dF
as the wave speed squared, which is a constant function of the material density (dF)
and stiffness (:F). To transform Equation (2.1) into PH form, state variables, ?̃, the
momentum, and q̃, the strain, are chosen as

?̃ = −dFmCF , q̃ = ∇F . (2.2)

This transforms the second-order equation into a system of (= + 1) first-order equations,
where = is the number of spatial dimensions. Note that the tilde overscript is used to denote
exact variables, to distinguish them from the approximate functions used in subsequent
sections. Using the PH notation of flow and effort variables, the time derivative of the
state variables, 5̃? and f̃q, are defined as the following flows

5̃? = −mC ?̃ , f̃q = −mC q̃ . (2.3)
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The Hamiltonian functional and the Hamiltonian density are respectively given by

� ( ?̃, q̃) =
∫
Ω

H( ?̃, q̃)3+ , (2.4)

H( ?̃, q̃) = 1
2dF

?̃2 + 1
2
:Fq̃ · q̃ , (2.5)

where Ω is an open, bounded spatial domain with a Lipschitz-continuous boundary, mΩ.
The effort variables 4̃?, the velocity, and ẽq, the stress, are defined as the variational
derivatives of the Hamiltonian density,

4̃? = m?̃H =
?̃

dF
, ẽq = mq̃H = :Fq̃ . (2.6)

For a functional that only depends on its states, not on their spatial derivatives, the
variational derivatives are equal to the partial derivatives of the integrand. Transforming
Equations (2.1) and (2.3)–(2.6) into a PH structure gives[

5̃?

f̃q

]
=

[
0 div

grad 0

] [
4̃?

ẽq

]
= J

[
4̃?

ẽq

]
, (2.7)

where the div and grad operators make up the formally skew-adjoint J operator. For a
proof of the skew-adjointness of J see the work by Trenchant et al. [63].

Theorem 2.1. Equation (2.7) is energy-conserving, i.e., the rate of change of the Hamil-
tonian is equal to the energy flow through the domain boundary.

Proof.

¤� =

∫
Ω

(
m�

m ?̃

m ?̃

mC
+ m�
mq̃
· mq̃
mC

)
3+

= −
∫
Ω

(
4̃? 5̃? + ẽq · f̃q

)
3+ . (2.8)

Equation (2.8) satisfies thewell known bond graph (BG) and PH condition, that the product
of the effort and flow variables equals the power [19]. Substituting Equation (2.7) into
Equation (2.8) and using integration by parts gives
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¤� = −
∫
Ω

(
4̃? (∇ · ẽq) + ẽq · ∇4̃?

)
3+

= −
∫
Ω

(
4̃? (∇ · ẽq) − (∇ · ẽq)4̃?

)
3+ −

∫
mΩ

(ẽq · n)4̃?3B

= −
∫
mΩ

(ẽq · n)4̃?3B . �

Therefore, the rate of change of the Hamiltonian is only dependent on the boundary terms
and thus the Hamiltonian is conserved within the internal domain.

Corollary 2.2. The canonical inputs and outputs of the system are either

D̃q = −(ẽq · n) |mΩ = −:F (q̃ · n) |mΩ , H̃? = 4̃? |mΩ =
?̃

dF

����
mΩ

, (2.9)

respectively, or for the opposite causality the outputs and inputs are respectively,

H̃@ = (ẽq · n) |mΩ = :F (q̃ · n) |mΩ , D̃? = −4̃? |mΩ = −
?̃

dF

����
mΩ

. (2.10)

2.3.1 Weak Form

In this section, the discretised weak form of the wave equation is derived. First, the !2

inner product is defined over the domain, Ω, and the boundary, mΩ, as

〈a|b〉Ω =
∫
Ω

a · b3+ , 〈a|b〉mΩ =
∫
mΩ

a · b3B . (2.11)

Using one function space for q variables and one for ? variables as in Cardoso-Ribeiro’s
work [41], approximate flow and effort functions are introduced,

5?, 4? ∈ �1(Ω) ,

fq, eq ∈ �div(Ω) .
(2.12)

This choice of function spaces allows for the combination of the important features of
Cardoso-Ribeiro’s and Kotyczka’s [53] methods, which is demonstrated in the subse-
quent sections. Cardoso-Ribeiro’s method’s ease of implementation is combined with
Kotyczka’s method’s ability to implement mixed boundary conditions without Lagrange
multipliers. Substituting these approximate functions for the exact flows and efforts in
Equation (2.7) and taking the inner product with the test functions (E?, vq) gives
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〈E? | 5?〉Ω = 〈E? |∇ · eq〉Ω , (2.13a)

〈vq |fq〉Ω = 〈vq |∇4?〉Ω . (2.13b)

The right-hand side of Equations (2.13a) and (2.13b) are then integrated by parts to give

〈E? | 5?〉Ω = −〈∇E? |eq〉Ω + 〈E? | (eq · n)〉mΩ , (2.14a)

〈vq |fq〉Ω = −〈(∇ · vq) |4?〉Ω + 〈(vq · n) |4?〉mΩ . (2.14b)

These equations are now in a form where the Galerkin method can be applied. To do this,
the approximate flow and effort functions in Equation (2.12) are defined from the discrete
flow (f̂? ∈ R#? , f̂q ∈ R#q ) and effort (ê? ∈ R#? , êq ∈ R#q ) vectors and the vectors of
globally defined basis functions (ϕ?, ϕq) as shown here,

5? (x) =
#?∑
8=1

5̂?8i?8 (x) = 〈f̂?,ϕ? (x)〉 ,

fq (x) =
#q∑
9=1

5̂q 9ϕq 9 (x) = (ϕq (x))) f̂q ,

(2.15)

4? (x) =
#?∑
8=1

4̂?8i?8 (x) = 〈ê?,ϕ? (x)〉 ,

eq (x) =
#q∑
9=1
4̂q 9ϕq 9 (x) = (ϕq (x))) êq ,

(2.16)

where #? and #q are the number of DOFs stored by the discrete vectors. A hat over a
variable is used to denote the vector of discrete values, i.e., ê? is the column vector of
discrete DOF values for the scalar field 4?. To make the method Galerkin, E? and vq are
discretised with the same basis functions as 5? and fq, respectively. The basis function
families that are used in this thesis are Lagrange for ϕ? and Raviart-Thomas [64] for
ϕq. However, any basis functions that satisfy the function spaces in Equation (2.12) are
suitable. In Equations (2.15) and (2.16), the sizes of ϕ? and ϕq are #? × 1 and #@ × 2,
respectively. The notation, 〈·, ·〉 is used for the standard inner product on R, as opposed to
〈·|·〉Ω, the !2 inner product. For the lowest order Lagrange and Raviart-Thomas elements,
ê? and f̂? are stored at nodes and êq and f̂q are stored at edges. For details on higher
order elements see the FEniCS book [65].
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Substituting the approximate functions from Equations (2.15) and (2.16) as well as the
corresponding test functions into Equation (2.14a) gives

〈E? | 5?〉Ω = −〈∇E? |eq〉Ω + 〈E? | (eq · n)〉mΩ ,

→ v̂)? 〈ϕ? |ϕ?〉Ωf̂? = −v̂)? 〈∇ϕ? |ϕq〉Ωêq + v̂)? 〈ψ? |ψq〉mΩêq ,

→ v̂)?M?f̂? = v̂)?K?êq + v̂)?L?êq , (2.17)

whereψ? = ϕ? |mΩ representsϕ? evaluated at the boundary andψq = ϕq ·n|mΩ represents
ϕq evaluated in the normal direction at the boundary. More clearly, the basis functions
for the boundary terms satisfy the following relations,

4? |mΩ = 〈ê?,ψ?〉 , eq · n|mΩ = 〈êq,ψq〉 . (2.18)

Substituting the approximate functions from Equations (2.15), (2.16) and (2.18), as well
as the corresponding test functions into Equation (2.14b) gives

〈vq |fq〉Ω = −〈(∇ · vq) |4?〉Ω + 〈(vq · n) |4?〉mΩ ,

→ v̂)q 〈ϕq |ϕq〉Ωf̂q = −v̂)q 〈(∇ · ϕq) |ϕ?〉Ωê? + v̂)q 〈ψq |ψ?〉mΩê? ,

→ v̂)qMqf̂q = v̂
)
qKqê? + v̂)qLqê? . (2.19)

The matrices in Equations (2.17) and (2.19) are given as

M? = 〈ϕ? |ϕ?〉Ω ,

Mq = 〈ϕq |ϕq〉Ω ,

K? = −〈∇ϕ? |ϕq〉Ω ,

Kq = −〈∇ · ϕq |ϕ?〉Ω ,

L? = 〈ψ? |ψq〉mΩ ,

Lq = 〈ψq |ψ?〉mΩ ,

(2.20)

where the inner product acts elementwise for the matrix as

〈a|b〉8 9
Ω
= 〈a8 |b 9 〉Ω . (2.21)

Applying a typical weak form approach, Equations (2.17) and (2.19) must hold for any
v̂? ∈ R#? and v̂q ∈ R#q . Therefore, according to the fundamental theorem of variational

35



Theory and Implementation of Coupled PH and LPMs

calculus, the following matrix system of equations holds,

M?f̂? =K?êq +L?êq ,

Mqf̂q =Kqê? +Lqê? .
(2.22)

When implementing Equation (2.22), it is essential to include the discrete dynamic and
constitutive lawswhich coincide with Equations (2.3) and (2.6), respectively. The dynamic
and constitutive laws are respectively,

m

mC

[
p̂

q̂

]
=

[
−f̂?
−f̂q

]
, (2.23)

[
ê?

êq

]
=

[
1
dF
I 0

0 :FI

] [
p̂

q̂

]
= Q

[
p̂

q̂

]
, (2.24)

where I is the identity matrix. Also, p̂ and q̂ are the discrete vectors of momentum DOFs
and strain DOFs, respectively. This formulation assumes constant material properties,
and therefore a constant Q matrix. Finally, substituting Equations (2.23) and (2.24) into
Equation (2.22) gives the matrix system of equations,[

−M? 0

0 −Mq

]
m

mC

[
p̂

q̂

]
=

[
0 K? +L?

Kq +Lq 0

] [
1
dF
I 0

0 :FI

] [
p̂

q̂

]
. (2.25)

In Section 2.3.3 it is proven that Equation (2.25) can be written in two different (one
for Dirichlet and one for Neumann boundary conditions) canonical PH forms and that it
represents a non-degenerate Stokes-Dirac structure.

2.3.2 Discrete Conservation of Power Proof

To proceed with a conservation of power proof the approximate Hamiltonian, �̂, and the
Hamiltonian density, Ĥ , are defined in the same way as the exact functions that were
defined in Equations (2.4) and (2.5),

�̂ (?, q) =
∫
Ω

Ĥ (?, q)3+ =
∫
Ω

(
1

2dF
?2 + 1

2
:Fq · q

)
3+ . (2.26)

The variables ? and q have the same basis functions as 4? and eq respectively. Substituting
in the discrete vectors, p̂ and q̂ and their corresponding basis functions gives

36



Theory and Implementation of Coupled PH and LPMs

�̂ ( ?̂, q̂) =
∫
Ω

(
1

2dF
p̂)ϕ?ϕ

)
?p̂ +

1
2
:Fq̂

)ϕqϕ
)
q q̂

)
3+

=
1

2dF
p̂)M?p̂ +

1
2
:Fq̂

)M@q̂ . (2.27)

The relationship between the approximate state variable functions and the approximate
effort functions from Equation (2.16) can be found by taking the partial derivative of
Ĥ (?, q) with respect to ? and q.

4? = m?Ĥ =
?

dF
, eq = mqĤ = :Fq . (2.28)

The corresponding relation between discrete effort variables and state vectors is

ê? =
p̂

dF
, êq = :Fq̂ . (2.29)

To retain the structure of the continuous system, the discretised equations must have
the same energy-conserving structure as the continuous equations. Therefore, the rate of
change of the Hamiltonianmust only depend on the boundary variables, as in Theorem 2.1.
The following conservation of energy proof is influenced by the thesis of Kotyczka [53]
and the paper by Cardoso-Ribeiro [41].

Theorem 2.3. The rate of change of the Hamiltonian for the discrete system ( ¤̂�) is a dual
product of the boundary efforts (ê?1, êq1) and boundary flows (f̂?1, f̂q1) in either ? or q.
Put more simply, the change of energy in the domain equals the energy flow through the
domain boundary.

¤̂� = −ê)?1f̂?1 = −ê
)
q1f̂q1 .

To prove Theorem 2.3, a mapping between general variables and boundary variables must
be formulated. Following the work of [53], L? is decomposed into T? and Sq, and Lq is
decomposed into Tq and S?, as shown,

L? = T
)
? Sq , Lq = T

)
q S? . (2.30)

The matrix T? is simply a mapping from all ê? DOFs of the mesh to the DOFs that have
ê? defined at the boundary. Similarly, Tq is a mapping from all êq DOFs of the mesh to
the DOFs that have êq defined at the boundary. Both T? and Tq consist of zeroes and
ones and are semi-orthogonal, therefore T?T )? = I#? and TqT )q = I#@. For first-order
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Lagrange and Raviart-Thomas elements, the identity matrix I#? has a number of rows and
columns equal to the number of nodes (#?) and I#@ has a number of rows and columns
equal to the number of edges (#q). Calculation of S? and Sq is done trivially by using
the semi-orthogonality of T?/q and Equation (2.30), giving Sq = T?L? and S? = TqLq.
The matrix S? is a mapping from momentum efforts ê? to boundary strain flows f̂q1.
Similarly, Sq is a mapping from stress efforts êq to boundary velocity flows f̂?1. The
matrix mappings of T?/q and S?/q are summarised as

ê?1 = T?ê? , êq1 = Tqêq ,

f̂?1 = Sqêq , f̂q1 = S?ê? .
(2.31)

To prove Theorem 2.3, a small lemma is required.

Lemma 2.4 (Lemma 1 [66]).

(K? +L?) + (Kq +Lq)) = L? .

Proof.

(Kq +Lq)) =
(
− 〈∇ · ϕq |ϕ?〉Ω + 〈ψq |ψ?〉mΩ

))
,

(Kq +Lq)) =
(
− 〈∇ · ϕq |ϕ?〉Ω + 〈(ϕq · n) |ψ?〉mΩ

))
.

Applying integration by parts in reverse then gives

(Kq +Lq)) =
(
〈ϕq |∇ϕ?〉Ω

))
= 〈∇ϕ? |ϕq〉Ω
= −K? ,

(2.32)

therefore,

(K? +L?) + (Kq +Lq)) = (K? +L?) −K? = L? . �

Proof of Theorem 2.3. First, the Hamiltonian is differentiated with respect to time in the
usual way,
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¤� =

∫
Ω

(
m�

m?

m?

mC
+ m�
mq
· mq
mC

)
3+

= −〈4? | 5?〉Ω − 〈eq |fq〉Ω .

The approximate efforts and flows from Equations (2.15) and (2.16) are then substituted
for the effort and flow functions to give the discrete Hamiltonian rate of change

¤̂� = −ê)? 〈ϕ? |ϕ?〉Ωf̂? − ê)q 〈ϕq |ϕq〉Ωf̂q
= −ê)?M?f̂? − ê)qMqf̂q .

Equation (2.22) is then used to give

¤̂� = −ê)? (K? +L?)êq − ê)q (Kq +Lq)ê?
= −ê)? (K? +L?)êq − ê)? (Kq +Lq)) êq .

Lemma 2.4 can now be used. Following that, the definitions of the boundary flows and
efforts in Equation (2.31) can be used to complete the first half of the proof,

¤̂� = −ê)?L?êq (2.33)

= −ê)?T )? Sqêq

= −(T?ê?)) (Sqêq)

= −ê)?1f̂?1 ,

and identically for the second half of the proof,

¤̂� = −ê)?L?êq

= −ê)?L)q êq
= −ê)qLqê?

= −ê)qT )q S?ê?
= −(Tqêq)) (S?ê?)

= −ê)q1f̂q1 . �
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Corollary 2.5. The rate of change of the Hamiltonian of the discrete system conserves
energy in the same way as in Theorem 2.1, for the continuous system.

Proof. Beginning with Equation (2.33) and substituting inL? from Equation (2.20) gives

¤̂� = −ê)?L?êq

= −
∫
mΩ

ê)?ψ?ψ
)
q êq3B .

Substituting Equation (2.18) gives

¤̂� = −
∫
mΩ

4? (eq · n)3B ,

which confirms that the rate of change of the discrete system Hamiltonian is a function of
the efforts at the boundary. This correctly coincides with Theorem 2.1. �

The approximate system inputs and outputs are thus defined in the same way as Equa-
tions (2.9) and (2.10), either

Dq = −eq · n|mΩ , H? = 4? |mΩ , (2.34)

or

Hq = eq · n|mΩ , D? = −4? |mΩ . (2.35)

2.3.3 Stokes-Dirac Structure and the Canonical Port-Hamiltonian
Form

Although in Equation (2.22) the model is introduced in a non-canonical PH form, in
this section Equation (2.22) is proven to be equivalent to a structure-preserving coupling
of canonical Port-Hamiltonian forms. This also proves that the discretisation ensures a
Stokes-Dirac structure [40], therefore, conserving the structure of the continuous equa-
tions, Equation (2.7). To formulate the system in an input-state-output PH form, the input
and output functions at the boundary, corresponding to Equations (2.34) and (2.35), are
defined in terms of their discrete vectors (ûq, ŷ?, û?, ŷq) and basis functions (θq, θ?).
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Dq = 〈êq,ψq〉 = 〈ûq, θq〉 ,

H? = 〈ê?,ψ?〉 = 〈ŷ?, θ?〉 ,
(2.36)

D? = 〈ê?,ψ?〉 = 〈û?, θ?〉 ,

Hq = 〈êq,ψq〉 = 〈ŷq, θq〉 ,
(2.37)

where θ? and θq contain the entries of ψ? and ψq corresponding to the boundary DOFs.
The first canonical PH form for Neumann boundary conditions can be set up by using

(Kq +Lq)) = −K? , (2.38)

which was formulated in Equation (2.32). Inserting the transpose of Equation (2.38) into
Equation (2.22) gives[

M? 0

0 Mq

] [
f̂?

f̂q

]
=

[
0 K? +L?

−K)
p 0

] [
ê?

êq

]
. (2.39)

The output equation from Equation (2.34) is then multiplied by the EH@ = 〈v̂Hq |θq〉mΩ#
trial function, where a subscript # denotes a Neumann boundary. The resulting equation
is integrated over the boundary, then the fundamental theorem of variational calculus is
used to get,

v̂Hq

∫
mΩ#

θqH?3B# = v̂Hq

∫
mΩ#

θq4? |mΩ# 3B#

→ v̂Hq

∫
mΩ#

θqθ
)
? ŷ?3B# = v̂Hq

∫
mΩ#

θqψ
)
? ê?3B#

→ MH?ŷ? = B)
q1ê? (2.40)

whereMH? = 〈θq |θ?〉mΩ# . Also,Bq1 is defined as,

Bq1ûq = −L?êq , Bq1 = 〈ψ? |θq〉mΩ# . (2.41)

Combining Equations (2.39)–(2.41) gives the PH canonical form,


M? 0 0

0 Mq 0

0 0 MH?



f̂?

f̂q

ŷ?


=


0 K? −Bq1

−K)
? 0 0

B)
q1 0 0



ê?

êq

ûq


. (2.42)

Including the dynamic and constitutive laws from Equations (2.23) and (2.24) gives the
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input-state-output PH form,


−M? 0 0

0 −Mq 0

0 0 MH?



mCp̂

mC q̂

ŷ?


=


0 K? −Bq1

−K)
? 0 0

B)
q1 0 0




1
dF
I 0 0

0 :FI 0

0 0 I



p̂

q̂

ûq


,

Mq1


mCp̂

mC q̂

ŷ?


= Jq1Qq1


p̂

q̂

ûq


, (2.43)

where Mq1 is the mass matrix, Jq1 is the skew-symmetric matrix, and Qq1 is the
constitutive law matrix. The infinite-dimensional canonical form corresponding to the
discretised canonical form in Equation (2.42) is

Mq1


5?

fq

H?


= Jq1


4?

eq

Dq


, (2.44)

whereMq1 is the mass operator and Jq1 is the skew-symmetric operator.

Technically, Equations (2.43) and (2.44) are canonical forms for domains with Neumann
conditions only. In the following, the canonical form for Dirichlet conditions is formulated.
Taking the transpose of Equation (2.38) and using the fact that Lq = L

)
? gives

(K? +L?)) = −K@ . (2.45)

Equation (2.45) can be substituted into Equation (2.22) and the discretisation of Hq can be
done in the same way as for H? in Equation (2.40) to give the Dirichlet boundary condition
equivalent of Equation (2.42). This discrete canonical form is


M? 0 0

0 Mq 0

0 0 MHq



f̂?

f̂q

ŷq


=


0 −K)

q 0

Kq 0 −B?1

0 B)
?1

0



ê?

êq

û?


, (2.46)

and the input-state-output PH form is
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−M? 0 0

0 −Mq 0

0 0 MHq



mCp̂

mC q̂

ŷq


=


0 −K)

q 0

Kq 0 −B?1

0 B)
?1

0




1
dF
I 0 0

0 :FI 0

0 0 I



p̂

q̂

û?


,

M?1


mCp̂

mC q̂

ŷq


= J?1Q?1


p̂

q̂

û?


, (2.47)

whereMHq = 〈θ? |θq〉mΩ� and a subscript � denotes a Dirichlet boundary. The canonical
PH form in Equation (2.47) has a mass matrix,M?1, a skew-symmetric matrix, J?1, and
a constitutive law matrix,Q?1. The interconnection matrix,B?1 is defined as

B?1û? = −Lqê? , B?1 = 〈ψq |θ?〉mΩ� . (2.48)

The infinite-dimensional canonical form corresponding to Equation (2.46) is

M?1


5?

fq

Hq


= J?1


4?

eq

D?


, (2.49)

where M?1 is the mass operator and J?1 is the skew-symmetric operator.

Equations (2.47) and (2.49) are only canonical PH forms for boundaries with Dirichlet
conditions. For a domain with mixed boundaries, the system in Equation (2.25) needs to
be equivalent to a canonical PH system, or in this case a combination of canonical PH
systems. Any closed domain with mixed Neumann and Dirichlet boundary conditions
can be subdivided into subdomains with only Neumann or only Dirichlet boundary con-
ditions. This idea has been taken advantage of in the work by Brugnoli et al. [52], where
the authors numerically segment the domain and apply PFEM to each section. Here the
idea is only used conceptually to prove that the system in Equation (2.25) is equivalent
to a combination of canonical input-state-output PH formulations and therefore, by the
compositionality property, retains the Stokes-Dirac structure of the analytic equations,
Equation (2.7). This means that mixed boundary conditions can be implemented in the
weak form, as detailed in Section 2.4, and that the resulting system is a Stokes-Dirac
structure. It is also important to note that the formulation is non-degenerate, due toM?

and Mq being full rank. The matrices turn out to be full rank because the basis func-
tions used for effort and flow functions are the same. Proposition 1 of Kotyczka’s paper
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[66], uses a similar compositionality argument to allow mixed boundary conditions and
mixed causality at the boundaries. However, in Kotyczka’s work, the non-full-rankM?

and Mq matrices cause the requirement of user-defined parameters in order to form a
non-degenerate Stokes-Dirac structure.

Theorem 2.6. Equation (2.25) over any connected domain with Neumann and Dirichlet
boundaries is equivalent to a structure-preserving combination of canonical PH systems
in the form of Equations (2.44) and (2.49). (Kotyczka makes the same statement in Propo-
sition. 1 of [66] for a different set of function spaces.)

Proof. First, the domain is subdivided so that each connected Neumann boundary is in
a domain denoted Ω#8 that does not connect or overlap with any Ω# 9 ( 9 ≠ 8) and is not
connected to any other external boundaries. A simple example of a subdivision is shown
in Figure 2.1. Each of the 8 subdomains has inputs and outputs split up into Dq8, H?8 at the
external boundary, and D8=Cq8 , H

8=C
?8

at the internal boundary. The remainder of the domain is
therefore connected and only has Dirchlet boundary conditions, this subdomain is denoted
Ω� .

Figure 2.1: Example of the subdivision of a domainwithNeumann boundaries, mΩ# , andDirichlet
boundaries, mΩ� , showing boundary and interconnection inputs/outputs.

The inputs and outputs ofΩ� are split up into D?: , Hq: at the external boundaries and D8=C?8 ,
H8=Cq8 at the internal boundaries that border Ω#8. The canonical form of Equation (2.44) is
used in the Ω#8 domains and Equation (2.49) is used in the Ω� domain. Note that the
canonical forms are modified accordingly, to split the inputs and outputs into internal and
external parts. The causal interconnection relations [55, 66] at each internal boundary can
then be written as

D8=C?8 = −H8=C?8 , D8=Cq8 = H
8=C
q8 . (2.50)
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This ensures conservation of energy flow between the subdomains due to the power
conserving inner product,

〈D8=C?8 |H8=Cq8 〉mΩ8=C8 + 〈D
8=C
q8 |H8=C?8 〉mΩ8=C8 = 0 . (2.51)

Therefore, since each subdomain has a PH Stokes-Dirac structure, the power conserving
interconnection ensures the total system is also a Stokes-Dirac structure by composition-
ality. Also, each subdomain has the correct canonical form for its Neumann or Dirichlet
boundary conditions. Lastly, any connected domain is equivalent to a decomposition of
domains with non-mixed boundaries in the way described. The combination of these
results proves that Equation (2.25) is equivalent to a structure-preserving combination of
canonical PH forms for any connected domain with mixed boundary conditions. �

As will be seen in Section 2.7 the infinite-dimensional canonical form in Equation (2.49)
can be used to determine the power conserving interconnection between other canonical
PH systems, where the interconnection enforces a Dirichlet condition on the wave domain
boundary. Similarly, the infinite-dimensional canonical form of Equation (2.44) can be
used to find the power conserving interconnection for connections that assign a Neumann
condition on the wave domain boundary. The conclusion of Theorem 2.6 states that any
domain is equivalent to a subdivision of subdomains with either the canonical form of
Equation (2.49) or Equation (2.44). Therefore, both Dirichlet and Neumann interconnec-
tions can be implemented on a domain. This fact means that the system developed in this
chapter can have mixed boundary conditions as well as mixed causality interconnections
between other PH systems.

2.4 Wave Equation FEniCS Implementation

In this section, the FEniCS implementation of Equation (2.14) on a rectangular domain
is detailed. First-order Lagrange and Raviart-Thomas elements are used for spatial dis-
cretisation of the ? and q variables, respectively. Section 2.10 supplements this section
by detailing the Python code for the implementation. A schematic of the wave domain is
shown in Figure 2.2.
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Figure 2.2: Rectangular wave domain.

An unstructured, triangular mesh was created over the domain with FEniCS meshing
software. The boundary conditions on the domain are set as

?! =?(0, H, C) =


10 sin(8cC) C < 0.25

0 C ≥ 0.25
, (2.52a)

?' =?(!G , H, C) = 0 , (2.52b)

@" =(q(G, 0, C) · n) = (q(G, !H, C) · n) = 0 , (2.52c)

where the inputs in Equations (2.34) and (2.35) for the left, right, and middle boundaries
are defined respectively as

D?! = −
?!

dF
, D?' = −

?'

dF
, Dq" = −:F@" . (2.53)

Dirichlet conditions are applied to both the left and the right boundaries. The left boundary
is set as an input condition whereas the right boundary is given a fixed zero value. The
top and bottom boundaries have a zero-flux Neumann condition applied. Separating the
boundary terms in Equation (2.14) for each boundary condition and reverting to integral
rather than inner product notation gives

∫
Ω

E? 5?3+ = −
∫
Ω

∇E? · eq3+ +
∫
mΩ!

E? (eq · n)3B! (2.54a)

+
∫
mΩ'

E? (eq · n)3B' +
∫
mΩ"

E? (eq · n)3B" ,∫
Ω

vq · fq3+ = −
∫
Ω

(∇ · vq)4?3+ +
∫
mΩ!

(vq · n)4?3B! (2.54b)

+
∫
mΩ'

(vq · n)4?3B' +
∫
mΩ"

(vq · n)4?3B" .
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In Equation (2.54), the terms inside the boundary integrals are evaluated at their respective
boundary. Substituting the state variables 5? = − ¤?, fq = − ¤q, 4? = ?/dF, eq = :Fq and
the boundary terms from Equation (2.52) gives

−
∫
Ω

E? ¤?3+ = − :F
∫
Ω

∇E? · q3+ + :F
∫
mΩ!

E? (q · n)3B! (2.55a)

+ :F
∫
mΩ'

E? (q · n)3B' + :F
∫
mΩ"

E?@"3B" ,

−
∫
Ω

vq · ¤q3+ = −
1
dF

∫
Ω

(∇ · vq)?3+ + 1
dF

∫
mΩ!

(vq · n)?!3B! (2.55b)

+ 1
dF

∫
mΩ'

(vq · n)?'3B' +
1
dF

∫
mΩ"

(vq · n)?3B" .

These equations can be implemented in FEniCS, which automatically generates a matrix
system of equations in the form of Equation (2.25). However, to solve these equations the
system must also be discretised in time. Symplectic time integration schemes conserve
the symplectic structure of the continuous equations and approximately conserve the
Hamiltonian [67], therefore, they are the natural choice for the temporal discretisation.
The symplectic Euler (SE) time integration scheme is applied to Equation (2.55) to give

−
∫
Ω

E?
? − ?<
ΔC

3+ = − :F
∫
Ω

∇E? · q<3+ + :F
∫
mΩ!

E? (q< · n)3B! (2.56a)

+ :F
∫
mΩ'

E? (q< · n)3B' + :F
∫
mΩ"

E?@"3B" ,

−
∫
Ω

vq ·
q − q<
ΔC

3+ = − 1
dF

∫
Ω

(∇ · vq)?3+ + 1
dF

∫
mΩ!

(vq · n)?!3B! (2.56b)

+ 1
dF

∫
mΩ'

(vq · n)?'3B' +
1
dF

∫
mΩ"

(vq · n)?3B" ,

where the < superscript denotes the variable at the previous time step. The !, ', and
" subscripts denote variables at the left, right, and middle boundaries, respectively. The
SE scheme combines an explicit step for Equation (2.56a) and an implicit step for Equa-
tion (2.56b). When the Hamiltonian is separable the SE scheme is semi-explicit, meaning
Equation (2.56b) could be solved explicitly after the solution of Equation (2.56a). How-
ever, due to the ease of implementation in FEniCS, the equations are solved in one implicit
step. By Theorem 2.3, Equation (2.55) conserves the Hamiltonian. Combining this with
SE integration gives a discrete system that retains the Hamiltonian structure of the contin-
uum equations and conserves energy for large times, as further discussed in Section 2.4.1.
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The energy bound on symplectic methods is, in general, proportional to O((ΔC)A), where A
is the order of the time integration scheme [46]. To compare the energy bound between dif-
ferent order methods, a second-order symplectic scheme, the Störmer-Verlet (SV) method
[68] is also implemented,

−
∫
Ω

vq ·
q1/2 − q<

0.5ΔC
3+ = − 1

dF

∫
Ω

(∇ · vq)?<3+ + 1
dF

∫
mΩ!

(vq · n)?<! 3B!

(2.57a)

+ 1
dF

∫
mΩ'

(vq · n)?<' 3B' +
1
dF

∫
mΩ"

(vq · n)?<3B" ,

−
∫
Ω

E?
? − ?<
ΔC

3+ = − :F
∫
Ω

∇E? · q1/23+ + :F
∫
mΩ!

E? (q1/2 · n)3B!

(2.57b)

+ :F
∫
mΩ'

E? (q1/2 · n)3B' + :F
∫
mΩ"

E?@
1/2
"
3B" ,

−
∫
Ω

vq ·
q − q1/2

0.5ΔC
3+ = − 1

dF

∫
Ω

(∇ · vq)?3+ + 1
dF

∫
mΩ!

(vq · n)?!3B! (2.57c)

+ 1
dF

∫
mΩ'

(vq · n)?'3B' +
1
dF

∫
mΩ"

(vq · n)?3B" .

Solving Equation (2.57) requires two system of equation solves per time step, Equa-
tion (2.57a) is solved to get q1/2 then Equations (2.57b) and (2.57c) are solved for q and
?. Although the energy residual is, in general, bounded for symplectic methods, since the
model is linear this result can be improved to get exact energy conservation. This is done
here with the symplectic midpoint (SM) method, which conserves all quadratic invariants
for linear systems [46]. The variational form of the SM scheme is

−
∫
Ω

E?
? − ?<
ΔC

3+ = − :F
∫
Ω

∇E? ·
(q< + q)

2
3+ + :F

∫
mΩ!

E?

(
(q< + q)

2
· n

)
3B!

(2.58a)

+ :F
∫
mΩ'

E?

(
(q< + q)

2
· n

)
3B' + :F

∫
mΩ"

E?
(@<
"
+ @")
2

3B" ,

−
∫
Ω

vq ·
q − q<
ΔC

3+ = − 1
dF

∫
Ω

(∇ · vq)
(?< + ?)

2
3+ + 1

dF

∫
mΩ!

(vq · n)
(?<

!
+ ?!)
2

3B!

(2.58b)

+ 1
dF

∫
mΩ'

(vq · n)
(?<

'
+ ?')
2

3B' +
1
dF

∫
mΩ"

(vq · n)
(?< + ?)

2
3B" .
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2.4.1 Wave Results

In this section, the method detailed in Section 2.4 and proven to conserve energy by The-
orem 2.3 has been implemented with a range of different time integration schemes. This
method, which has a weak Dirichlet boundary condition implementation is compared to
an implementation with Dirichlet boundary conditions implemented in the typical strong
form. This is done to show that the naive setting of boundary conditions in a strongmanner
is detrimental to energy conservation. The strong Dirichlet implementation modifies the
matrix system of equations generated by FEniCS to directly enforce the boundary condition
values. This differs from this chapter’s weak boundary Dirichlet implementation, where
the boundary conditions are implemented by specifying the boundary integral terms in
Equation (2.55). A detailed example of the different boundary condition implementations
in FEniCS is shown in Section 2.10.

For the wave equation in PH form, setting ? at the boundary is a Dirichlet condition,
equivalent to setting dF4?, and setting (q · n) is a Neumann condition, equivalent to
setting 1

:F
(eq ·n). The reason that Dirichlet and Neumann conditions can be implemented

in the weak form is because both Equations (2.13a) and (2.13b) are integrated by parts,
giving boundary terms for Dirichlet and Neumann conditions in Equation (2.55). This
approach differs from the PFEM of Cardoso-Ribeiro [69], where integration by parts is
only used on a subset of the governing equations. The approach of this chapter thus
has the advantage of allowing mixed boundary conditions without the need for Lagrange
multipliers. Therefore, this method results in a matrix system of equations that can be
solved as an ordinary differential equation (ODE), rather than a differential algebraic
equation (DAE). It is desirable to have an ODE because they are, in general, easier to
solve. All methods in this section use a time step of ΔC = 5 × 10−4. Figure 2.3 shows the
resulting Hamiltonian, �̂, for the input in Equation (2.52). The Hamiltonian is expected
to be constant after 0.25 B, because the input boundary condition is set to zero, therefore,
no energy flows into or out of the domain.
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Figure 2.3: (a) Hamiltonian for different time integration schemes and for strong and weak
boundary condition implementations. (b) Zoomed in view. IE=Implicit Euler, EE=Explicit
Euler, SE=Symplectic Euler, EH=Explicit Heun, SV=Störmer-Verlet, SM=Symplectic (Implicit)
Midpoint.

Figure 2.3(a) shows that the implicit Euler (IE) scheme incorrectly dissipates energy and
the explicit Euler (EE) scheme has a fictitious increase in energy, resulting in instability.
At C ≈ 0.9 B the SE integration schemes for strong and weak boundary conditions show an
undesirable non-constant Hamiltonian. A zoomed-in image of the non-constant behaviour
is also shown in Figure 2.3(b). The bump at C ≈ 0.9 B is likely due to there being high-order
dynamics when the wavefront approaches the right boundary that are not accounted for
in the first-order SE scheme. To remedy this situation, three second-order integration
schemes are implemented, Explicit Heun’s (EH) (also called improved Euler [70]), SV,
and SM. All of these methods drastically decrease the bump at C ≈ 0.9 B. It should be
noted that decreasing the time step of the first-order methods also has the same effect of
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decreasing the bump (not shown). Interestingly, EH removes the bump completely but
SV does not. SM also removes the bump completely because the SM scheme conserves
quadratic invariants exactly for linear systems [46].

Figure 2.3(b) shows that for SE and SV the Hamiltonian oscillates about a conserved
average Hamiltonian. This plot also shows that SV has an approximately constant Hamil-
tonian (apart from the aforementioned bump at C ≈ 0.9 B), whereas EH has a gradually
increasing Hamiltonian, indicating that energy is not conserved for long times. For SV, the
Hamiltonian oscillates about a conserved value, and therefore is conserved for long times.
The bound on the oscillations also converges towards the conserved value as the time step
is decreased [46]. The energy bound for SE and SV is likely higher at the bump due to
the reflecting boundary. This would hint that the non-perfect energy conservation of SE
and SV is heavily influenced by the boundary and not so much by the internal domain.
The SM scheme has a perfectly flat Hamiltonian after 0.25 B, which is the expected result,
again due to the conservation of quadratic invariants.

One problem of the first-order SE weak method in Figure 2.3 is its oscillatory behaviour.
These oscillations may be due to applying an essential boundary condition (EBC) weakly,
without a penalty method. Typically EBCs are applied with a penalty method such as
Nitsche [71, 72]. However, according to Scovazzi, penalty methods are not required due
to the hyperbolic nature of the wave equation [73]. This could mean that the oscillations
may simply be the expected oscillations of low order symplectic time integration schemes.
As anticipated by the proof of boundedness in [67], the oscillations are reduced when the
time step is decreased (not shown) or the order of the symplectic method is increased, as
seen with the SV method.

To compare the energy conservation of weak and strong boundary condition implementa-
tions, the energy residual at time C 5 is defined as

�A4B = �̂ +
∫ C 5

C0

∫
mΩ!

(e★q · n)4★?3B!3C

= �̂ + 22
∫ C 5

C0

∫
mΩ!

(q★ · n)?★!3B!3C , (2.59)

where �̂, which is equal to the internal energy in the domain at time C 5 , is calculated
from Equation (2.27) with q̂ and p̂ variables at time C 5 . Kotyczka et al. [74] showed that
implicit Gauss-Legendre schemes such as SM conserve the discrete energy exactly for
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linear PH systems. However, for schemes such as SV and SE that do not conserve energy
perfectly, an energy error is expected from both the non-conservativity within the domain
and the non-exact energy transferred through the boundary. Therefore, the second term
in Equation (2.59) is simply the energy that is expected to have transferred through the
left boundary out of the domain (the term is negative for flow into the domain) between
the initial time C0 and time C 5 . Since the numerical energy flow out of the boundary must
be calculated, care must be taken to evaluate the output energy calculation in the same
way as the numerical time integration scheme. This ensures that there is no discrepancy
between the accuracy in which the two terms in Equation (2.59) are calculated. To ensure
this consistant numerical accuracy, variables with a ★ overscript are the effort or state
variables evaluated at time steps that correspond with the chosen time integration scheme.
For example, the expected energy contribution of the SV scheme at the boundary can be
calculated by decomposing the SV method, as shown in a concise form here,

q1/2 − q<
0.5ΔC

= F (?<) , (2.60a)

? − ?<
ΔC

= F (q1/2) , (2.60b)

q − q1/2

0.5ΔC
= F (?) , (2.60c)

into two adjoint SE method steps with half timestep each [46], this gives

q1/2 − q<
0.5ΔC

= F (?<) , ?1/2 − ?<
0.5ΔC

= F (q1/2) , (2.61a)

q − q1/2

0.5ΔC
= F (?) , ? − ?1/2

0.5ΔC
= F (q1/2) , (2.61b)

where F () denotes a function of the entries in the bracket. Then, it is noted that the
superscripts of q★ and ?★

!
are the same as the superscripts of q and ? in Equation (2.61a)

for the first half time step, and the same as in Equation (2.61b) for the second half time step.
The residual can thus be calculated in two half time steps, as follows from Equation (2.59),
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�A4B = �
★ + 22

∑
=D<(C4?B

( ∫ C

C<

∫
mΩ!

(q★ · n)?★!3B!3C
)
,

�A4B = �
★ + 22

∑
=D<(C4?B

( ∫ C1/2

C<

∫
mΩ!

(q1/2 · n)?<! 3B!3C +
∫ C

C1/2

∫
mΩ!

(q1/2 · n)?!3B!3C
)
,

�A4B = �
★ + 22

∑
=D<(C4?B

(
0.5ΔC

∫
mΩ!

(q1/2 · n)?<! 3B! + 0.5ΔC
∫
mΩ!

(q1/2 · n)?!3B!
)
.

(2.62)

The energy residual in Equation (2.59) is plotted for multiple time integration schemes in
Figure 2.4.
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Figure 2.4: (a) Energy residual for different time integration schemes and for strong and weak
boundary condition implementations. (b) Zoomed in view. IE=Implicit Euler, EE=Explicit
Euler, SE=Symplectic Euler, EH=Explicit Heun, SV=Störmer-Verlet, SM=Symplectic (Implicit)
Midpoint.

It is clear from the bounded energy residual of the SE and SV schemes and the exactly
conserved energy of the SM scheme in Figure 2.4 that the weak boundary condition im-
plementation conserves energy for long times. This agrees with Theorem 2.3 and the
expected bounded energy residual of symplectic time integration schemes. Again, for the
SE and SV schemes, the energy is conserved in an average sense and oscillations about the
conserved energy do occur. As expected, the SM scheme conserves energy exactly, with
an energy residual of < 10−12, which is round-off error. The strong implementation of
the input Dirichlet boundary condition does not conserve energy. More exactly, the strong
implementation’s energy residual is dependent on the refinement of the spatial mesh. To
display this effect, the energy residual of the wave equation with SV time integration is
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analysed for varying element characteristic length (
√
"40= �;4<4=C �A40) and is shown

in Figure 2.5. A quadratic trend is plotted to show that the energy residual when using
a strong boundary condition implementation has a quadratic dependence on the element
characteristic length. This differs from the weak boundary condition implementation,
which conserves energy independently of the mesh refinement. This agrees with the proof
of Theorem 2.3, i.e., that the spatial discretisation is perfectly energy-conserving. Since
the energy error is bounded for symplectic time integration schemes [68], the energy error
for the weak boundary implementation is only dependent on the step size of the symplectic
time integration scheme.
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Figure 2.5: Energy residual vs characteristic element length for strong and weak boundary con-
dition implementations with an SV integration scheme. A quadratic trend of H = 100G2 is plotted
for comparison. SV=Störmer-Verlet.

Temporal integration schemes cannot, in general, conserve both the exact energy and the
symplectic structure of the system [46]. However, a general result that applies to non-linear
systems, as well as the current linear system, is that conserving the symplectic structure
results in a bounded energy error which decreases as the time step is reduced. Subsequent
sections focus on results of the SV scheme rather than the SM scheme to show energy
conservation results that resemble what is expected for general non-linear problems.
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2.5 Wave Equation Comparison with Analytic Solution

In this section, the numerical model with a weak boundary condition implementation is
compared against an analytic solution to ensure stable spatial and temporal convergence as
well as good long-time behaviour and accurate eigenvalues. The analytic solution of the
linear 2D wave equation was derived from one of the particular solutions in Section 7.1.1
of Polyanin and Nazaikinskii’s book [75]. The initial and boundary conditions are given as

?(G, H, 0) = d2
√
c2

4!2
G

+ 4c2

!2
H

sin
(
cG

2!G
+ c

2

)
sin

(
2cH
!H
+ c

2

)
, (2.63a)

?(0, H, C) = d2
√
c2

4!2
G

+ 4c2

!2
H

sin
(
2cH
!H
+ c

2

)
cos

(
C2

√
c2

4!2
G

+ 4c2

!2
H

)
, (2.63b)

?(!G , H, C) = 0 , (2.63c)

q(G, 0, C) · n = 0 , (2.63d)

q(G, !H, C) · n = 0 . (2.63e)

The analytic solution is then given by

?0 (G, H, C) = d2
√
c2

4!2
G

+ 4c2

!2
H

sin
(
cG

2!G
+ c

2

)
sin

(
2cH
!H
+ c

2

)
cos

(
C2

√
c2

4!2
G

+ 4c2

!2
H

)
, (2.64)

where all constants are given in Section 2.13.

2.5.1 Spatial Convergence

The error between the numerical model and the analytic solution for a range of character-
istic element lengths is evaluated to show the spatial convergence of the model. A table
of the number of elements, with corresponding error and convergence details for each
refinement level, is shown in Section 2.14. The SV time integration scheme was used with
a time step of 5 × 10−4 B. The !2 error norm for each step, =, is defined as

�= =

√∫
Ω

(?= − ?0 (C=))2)3+ , (2.65)

where ?0 (C=) is the exact solution evaluated at the step =. This error is calculated
accurately with the ‘errornorm’ function in FEniCS. The maximum !2 error norm over
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1.5 B of simulation is plotted in Figure 2.6 for each characteristic element length. In
the figure legend, the numbers following P and RT denote the order of the Lagrange and
Raviart-Thomas elements, respectively, i.e., P1RT2 uses first-order Lagrange elements and
second-order Raviart-Thomas elements. As can be seen, the !2 error norm for all element
order combinations shows standard convergence against characteristic element length.
Here standard spatial convergence is defined as convergence of order O((ΔG2):+1), where
: is the order of the method’s lowest order basis function and ΔG2 is the characteristic
element length.
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Figure 2.6: Log-log plot of themaximum !2 error norm of the numericalmethod for a 1.5 B simula-
tion of the wave equation for varied characteristic element length and element order. SV=Störmer-
Verlet.

2.5.2 Modal Analysis

To ensure the correct handling of mixed boundary conditions, the eigenvalues of the model
were verified to be accurate by performing a modal analysis. The analytic eigenvalues
were calculated by separation of variables of Equation (2.1) into

F(G, H, C) = ) (C)- (G). (H) . (2.66)

This method can simply be shown to give the following three first-order eigenvalue prob-
lems,
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m2
C ) + 22(` + _)) = 0 , (2.67a)

m2
G - + _- = 0 , (2.67b)

m2
H. + `. = 0 , (2.67c)

where _ and ` are eigenvalues of the first-order spatial systems and l2 = 22(` + _) is the
eigenvalue or the squared eigenfrequency to be predicted. For the boundary conditions in
Equation (2.63), the real components of the eigenvalues in Equations (2.67b) and (2.67c)
are zero and the complex components are

_ =

(
=c

!G

)2
, ∀= ∈ N+ , ` =

(
<c

!H

)2
, ∀< ∈ N0 . (2.68)

Therefore, from Equation (2.67a), the analytic eigenfrequencies are given by

l = 2

√(
=c

!G

)2
+

(
<c

!H

)2
, ∀=, < B.C. = ∈ N+ , < ∈ N0 . (2.69)

To predict the eigenfrequencies of the model, Equation (2.55) was discretised in FEniCS,
creating the following system of equations,

M4

m

mC

[
p̂

q̂

]
=K4

[
p̂

q̂

]
+L4

[
p̂

q̂

]
, (2.70a)

M4 =

[
−M? 0

0 −Mq

]
, K4 =

[
0 :FK?

1
dF
Kq 0

]
, L4 =

[
0 :FL?

1
dF
Lq 0

]
,

(2.70b)

whereM4,K4, andL4 are themass, stiffness, and boundarymatrices which determine the
eigenfrequencies of the system. TheM−1

4 (K4 +L4) matrix was then input into NumPy’s
eigensolver to calculate the eigenfrequencies of the system. A plot of the complex part of
the first 50 analytic and modelled eigenfrequency pairs for a mesh with 1322 elements is
shown in Figure 2.7. The real parts of all eigenfrequencies equal zero, as expected for the
wave equation with no damping.
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Figure 2.7: Comparison of the complex part of the first 50 model and analytic eigenfrequencies.

As shown in Figure 2.7, the eigenfrequencies are predicted accurately with no spurious
modes. A plot of the convergence of the eigenfrequencies with respect to the characteristic
element length is shown in Figure 2.8. This shows standard quadratic convergence for
first-order Lagrange and Raviart-Thomas elements.
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Figure 2.8: Log-log plot of the first eigenfrequency percentage error when compared to the analytic
eigenfrequency.

2.5.3 Time Convergence

The numerical error for this model is heavily dominated by the spatial discretisation.
Therefore, to show time convergence, third-order Lagrange and Raviart-Thomas elements
are used. This ensures that the initial spatial error is small, therefore, the error that prop-
agates through the domain is due to the temporal discretisation. A convergence study is
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done for a 1.5 B simulation and an error growth study is assessed for long times (C = 10 B).
The long-time analysis shows the rate at which the error grows through time and displays
the model’s effectiveness for long-time simulations. Although the rate of error growth for
different symplectic schemes is well known [67], this section importantly shows that the
chosen spatial discretisation does not deteriorate the expected error growth rate.

The SE and SV time integration schemes have been implemented to show the method’s
temporal convergence. Linear and quadratic convergence is shown for the SE and SV
schemes, respectively in Figure 2.9, where the maximum !2 error over the 1.5 B simulation
is plotted for a range of time steps. This shows that the developed method gives standard
temporal convergence, where standard temporal convergence is defined as convergence of
order O((ΔC)A), where A is the order of the time integration scheme. These simulations
were performed with a spatial discretisation of 9358 elements.
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Figure 2.9: Log-log plot of the maximum !2 error norm of the numerical method for a 1.5 B
simulation of the wave equation for a varied time step size and 9358 elements. SE=Symplectic
Euler, SV=Störmer-Verlet.

The order at which the state variable error of a method grows is a common metric for the
accuracy of symplectic and multi-symplectic methods, as assessed extensively in Hairer’s
book [46]. Hairer showed that symplectic methods have a state variable error growth of
order O(C (ΔC)A), where A is the order of the time integration scheme. The time step con-
vergence in Figure 2.9 for fixed final time C = 1.5 B confirms that the error converges with
order O((ΔC)A). Therefore, observing an error growth proportional to C when simulated
for long times is sufficient to show the correct order of error growth, O(C (ΔC)A). The !2

error norm for a 10 B simulation of the wave equation is shown in Figure 2.10 for various
time integration schemes. To give a fair comparison, the schemes have time steps that
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result in the same number of function evaluations, 0.00025 B for IE and SM and 0.0005 B
for SV. To display a result that does not blow up immediately, the time step for EH is
decreased even further to 0.000125 B.
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Figure 2.10: !2 error norm over a 10 B simulation for various time integration schemes.
EH=Explicit Heun, IE=Implicit Euler, SV=Störmer-Verlet, SM=Symplectic (Implicit) Midpoint.

In Figure 2.10 the EH method blows up with exponential error growth because it does
not have a bounded energy residual. This behaviour is typical of fully explicit methods,
which can be unstable for long times [68]. The IE method has large error growth due
to its inherent energy dissipation. This error increase tapers off (not shown) due to
the complete loss of energy in the numerical model, this results in ?= approaching a
constant zero throughout the domain. The symplectic methods both show an error that is
linearly dependent on time, as required to validate that the error growth is proportional to
O(C (ΔC)A). The high-frequency oscillations of the !2 error norm in Figure 2.10 are due
to ?= varying from being zero throughout the domain to having a maximum, as shown in
Figure 2.11. Therefore, the oscillation frequency is the frequency that ? oscillates from
maximum/minimum to zero.
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Figure 2.11: ? variable in wave domain after 0.5 B, for the model used to compare with the analytic
solution, using Störmer-Verlet time integration.

2.6 Electromechanical Lumped Parameter Model

This section details a simple LPM for a linear actuated electric motor. The system diagram
and BG schematic are shown in Figure 2.12, with constants defined in Section 2.13. The
current of the electrical system is 8 and the displacement of the linear motor is B. The BG
methodology is a modular approach for LPMs that ensure conservation of energy within
and between models. For a review on BGs, see the work by Gawthrop [15]. The PH
framework extends from BGs to also allow continuum models that conserve energy.

Figure 2.12: (a) System diagram and (b) bond graph diagram for an electromechanical system,
where (4, ', �, �, and �. denote effort sources, dissipative components, inductive/mass storage
components, capacitive/spring storage components, and gyrator components respectively.

The Hamiltonian for this system is
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��" =
ℎ2
�

2!�
+
ℎ2
"

2<
+  <B

2

2
, (2.71)

where the canonical momentum for the mechanical subsystem is given by ℎ" = < ¤B and
the electrical system equivalent of the canonical momentum is the magnetic flux linkage,
denoted by ℎ� = !�8. The canonical PH form for this system, which was derived in
Section 1.1.1, is
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(2.72)

where bD is the input control matrix with corresponding input, D+ and output, HD. Also, b�
is the boundary port matrix with corresponding boundary force �1 and boundary output
H� . Including the constitutive laws and evaluating the bD and b� matrices gives
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ℎ"

<
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(2.73)

In this chapter, the resistances, '� and '" , are set to zero, as a non-dissipative system
is required to display a conserved Hamiltonian. The values of all constants used in
the simulations are given in Section 2.13. From Section 2.7 onwards �1 will be the
reaction force from the coupled wave equation. The first part of Equation (2.73) can be
written as a typical linear system of ODEs with a state vector y = [ℎ� , ℎ" , B]) and a
control/interconnection vector u = [D+ , �1, 0]) , as

¤y = Ay + u , (2.74)
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To create a monolithic coupling of this LPM with the wave equation from Section 2.4
the LPM needs to be implemented in FEniCS. The ODE in Equation (2.74) can be im-
plemented in FEniCS by using the ’real function space’, which assumes a function has
one value over a domain, i.e., it has no spatial dependence. This makes the domain that
the equations are implemented on irrelevant to the ODE. Equation (2.74) can then be
implemented by multiplying by a trial function, vy, and taking the trace against the border
of an arbitrary domain. To allow easier coupling in the following section the trace is taken
against the left boundary of the wave domain. The remainder of this section details the
implementation of the LPM in FEniCS. Although in the following sections an SV time
integration scheme is used, the SE scheme is detailed here to provide an easier scheme
for the reader to understand. For the implementation of the SV method see the GitHub
repository https://github.com/FinbarArgus/portHamiltonian_FEM.git .

For the SE scheme, the ODE can be implemented by solving the matrix systems of
equations generated by∫

mΩ!

vH ·
y − y<
ΔC

3B! =

∫
mΩ!

vH · (Ay0 + u)3B! , (2.75)

at each time step. This method of implementing an LPM by assigning the variables as real
functions over the whole domain is not optimally efficient, and thus future work should
look at developing a method specifically for LPMs that is compatible with FEniCS. y< is
a vector of state variables at the previous time step and y0 is a vector of state variables at
a combination of current and previous time steps, as shown here,

y< =


ℎ<
�

ℎ<
"

B<

 , y0 =


ℎ�

ℎ"

B<

 , y =


ℎ�

ℎ"

B

 . (2.76)

Once real function spaces are created and the vectors in Equation (2.76) are formed, the
variational form in Equation (2.75) can be expressed and solved with the Python code in
Section 2.11.
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2.7 Coupling with the Electromechanical Model

In this section, the wave equation from Section 2.4 is coupled with the EM PHmodel from
Section 2.6. A schematic of the combined model is shown in Figure 2.13 for a rectangular
wave domain.

Figure 2.13: System diagram for the coupled wave-electromechanical system.

Following the previous sections, the boundaries denoted mΩ" and mΩ' have zero Neu-
mann and zero Dirichlet conditions, respectively. The mΩ! boundary is the Dirichlet
boundary connection with the LPMmodel. All boundary conditions are implemented in a
weak manner. Since the only boundary connection is a Dirichlet boundary, the canonical
form of Equation (2.49) can be used to set up the interconnection with Equation (2.73).
The relationship between inputs and outputs of the wave domain and EM domain can be
written as

D? = −WH� , �1 =W∗Hq , (2.77)

whereW is a compact operator andW∗ is its adjoint operator. The duality pairings for
the inputs and outputs are

〈D? |Hq〉mΩ , 〈�1, H�〉 , (2.78)

where the 〈·|·〉mΩ! duality product is an !2 inner product that acts over the connection
boundary and the 〈·, ·〉 inner product is the standard inner product in R. The velocity of
the left wave boundary is directly set by the output velocity of the EM system, therefore,
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D? = −WH� = −FH� , (2.79)

where F transforms a scalar into a constant function over the boundary, with the value of
H� . Substituting the boundary output relation from Equation (2.73) gives

D? = −F
ℎ"

<
. (2.80)

In practice, to turn the scalar value into a function it must be turned into a constant vector
and then the vector must be dot producted with a vector of basis functions. Knowing that
D? = θ

)
? û? gives,

θ)? û? = −F
ℎ"

<
. (2.81)

Now, every point on the left boundary of the wave domain is enforced to have the same
vertical velocity (ê? |mΩ! ) as the vertical velocity of the output motor ( ℎ"

<
). Therefore,

û? = −ê? |mΩ! has the value of −
ℎ"
<

for each of its DOFs, which gives

− θ)?1
ℎ"

<
= −F ℎ"

<
, (2.82)

where 1 is a column vector of size equal to the number of boundary û? DOFs that
transforms the scalar ℎ"

<
into a vector with value ℎ"

<
for each DOF on mΩ! . Equating

both sides of Equation (2.82) gives

F = θ)?1 . (2.83)

The following energy conserving relation between the !2 and R inner products in Equa-
tion (2.78) can be used to determineW∗,

〈WH� |Hq〉mΩ! = 〈W∗Hq, H�〉 . (2.84)

Evaluating the left-hand side of Equation (2.84) gives

〈WH� |Hq〉mΩ! =
∫
mΩ!

(FH�)) Hq3B!

= H�

∫
mΩ!

F) Hq3B! .

(2.85)

Equating to the right-hand side of Equation (2.84) gives
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H�

∫
mΩ!

FHq3B! = 〈W∗Hq, H�〉

= H�W∗Hq ,

(2.86)

which results in

�1 =W∗Hq =

∫
mΩ!

FHq3B! . (2.87)

Substituting Hq from Equation (2.35) and eq = :Fq gives

�1 = :F

∫
mΩ!

F(q · n)3B! . (2.88)

Therefore, Equations (2.80) and (2.88) are the energy conserving interconnection relations
between the two domains. The total Hamiltonian of the combined system is given by
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2dF
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2
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2

2
. (2.89)

Finally, the canonical forms of Equations (2.47) and (2.73) can be combined to give the
input-state-output PH form of the interconnected system,
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(2.90)

where � ? and �0
? are the interconnection matrices of the skew-symmetric system matrix.

For skew-symmetry of the system matrix to hold the following must be true
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�0
? = −�)? . (2.91)

To verify that this skew-symmetry holds we calculate � ? and �0
? by discretising Equa-

tions (2.80) and (2.88). First, Equation (2.80) is discretised by multiplying on the left
by the trial basis function, ψq, and integrating over the boundary, as was done in the
formulation of the boundary term in Equation (2.19),

∫
mΩ!

ψqD?3B! = −
( ∫

mΩ!

ψqθ
)
?3B!

)
1
ℎ"

<
(2.92)

= −B?11
ℎ"

<
, (2.93)

where the final step comes from the definition of B?1 in Equation (2.48). Equating this
with the boundary term in the second row of Equation (2.90) gives

D?

ℎ"

<
= −B?11

ℎ"

<
,

→ D? = −B?11 . (2.94)

To discretise Equation (2.88), Equation (2.83) is substituted and the relation, F = F) is
applied because F is a constant function,

�1 = :F

∫
mΩ!

(θ)?1)) (q · n)3B! . (2.95)

Discretising q · n in the same way as e@ · n was discretised in Equation (2.18) gives,

�1 = 1) :F

( ∫
mΩ!

θ?ψ
)
q3B!

)
q̂

= 1) :FB
)
?1q̂ , (2.96)

where 1) simply adds up the force contribution from each boundary DOF to calculate �1.
Equating the boundary term in the fourth row of Equation (2.90) with the boundary term
in the second row of Equation (2.73) gives
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:FD
0
?q̂ = �1

:FD
0
?q̂ = :F1

)B)
?1q̂ .

D0
? = 1)B)

?1

→ D0
? = −D)

? . (2.97)

Therefore, the discrete interconnected system retains a skew-symmetricmatrix, as required
for a PH system. Equation (2.90) encompasses the canonical form, the dynamic equations
and the constitutive law equations of the interconnected system.

It is important to note that if the right-side boundary condition, ?', was non-zero then there
would be an extra boundary input and output in the canonical form of Equation (2.90).
Also, if the top and bottom Neumann boundaries were non-zero conditions, the canonical
form of Equation (2.90) would have interconnection inputs D8=C? and outputs H8=Cq with the
same definitions as the discrete version of Equation (2.35). A canonical form for the
Neumann conditions would also have to be created with inputs/outputs for the boundary,
Dq, H? and for the interconnection, D8=Cq , H8=C? with the same definitions as the discrete version
of Equation (2.34). The two canonical forms could then be connectedwith Equation (2.50).
Although the formulation of the interconnected canonical form seems complicated, it is
not necessary for implementation. The full system canonical form is only discussed
to reassure the reader that the total system is equivalent to a combination of canonical
forms, and therefore is a Stokes-Dirac structure and can have mixed causality boundary
connections. The usefulness of the canonical forms, Equations (2.47) and (2.73), is that
they allow calculation of the interconnection relations, which can then be implemented in
FEniCS, as shown in Section 2.12.

2.8 Interconnection Model Results

This section displays the results for the coupled wave-EM model for a sinusoidal input
voltage. First-order Lagrange and Raviart-Thomas elements are used for spatial discretisa-
tion of the ? and q variables, respectively. The time step for the simulations is 5 × 10−4 B,
using an SV time integration scheme. The problem is solved on both a simple rectangular
domain with 21110 elements and a square domain with central input and 13067 elements.
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2.8.1 Rectangular Domain

The input voltage condition for the rectangular domain is given by

D =


5B8=(8cC) [+] C < 0.25 [B]

0 [+] C ≥ 0.25 [B]
. (2.98)

The ? variable of the wave equation is displayed after 0.3 B and 1.1 B in Figures 2.14
and 2.15, respectively. The initial large sinusoidal wave, which is due to the input over
the first 0.25 B, flows through the domain as expected. This wave is followed by smaller
repeating waves caused by the lingering oscillations of the EM system.
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Figure 2.14: ? variable in the wave domain after 0.3 B of a wave-EM simulation, using Störmer-
Verlet time integration.
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Figure 2.15: ? variable in the wave domain after 1.1 B of a wave-EM simulation, using Störmer-
Verlet time integration.
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To confirm that the energy error of the model is bounded, the energy residual of each
domain and the total energy residual is plotted in Figure 2.16. The residual for each
domain is the difference between the accumulated energy that has entered the domain and
the internal energy in the domain.
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Figure 2.16: Energy residual vs time for the interconnected wave-EM simulation, using Störmer-
Verlet time integration. Total Residual is the sum of the energy residuals from the wave and
EM domains. Wave Residual is the difference between the energy in the wave domain and the
accumulated energy that has entered the wave domain through its boundaries. EM Residual is the
difference between the energy in the EM domain and the accumulated energy that has entered the
EM domain through its boundaries.

As shown in Figure 2.16, the energy residual is bounded for increasing times, as expected
for a symplectic time integration scheme. For a second-order symplectic method such as
SV, the energy residual bound should be quadratically dependent on the time step, this
relationship is proven in [67] and expressed more generally as

� (@(C), ?(C)) = � (@(0), ?(0)) + O((ΔC)A) . (2.99)

To ensure that the bounded energy residual is indeed quadratically dependent on the time
step, the energy residual maximum over a 20 B simulation is plotted against the time step
size in Figure 2.17. As discussed in Section 2.5, the SM scheme can also be used to
conserve quadratic invariants exactly. As shown in Figure 2.17, an energy residual of
< 10−11 is achieved for a 20 B simulation with SM, confirming that the model, with an SM
scheme, conserves energy exactly for linear, coupled LPM-continuum systems.
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Figure 2.17: Maximum energy residual for the interconnection model with a varied time step size.
SV=Störmer-Verlet, SM=Symplectic (Implicit) Midpoint.

2.8.2 Square Domain with Central Input Boundary

A diagram for the domain of this section is shown in Figure 2.18 and the input voltage is
the same as Equation (2.98). Following the notation of the previous sections, the bound-
aries denoted mΩ" and mΩ' have zero Neumann conditions and zero Dirichlet conditions,
respectively. Again, the mΩ! boundary is the connection boundary with the LPM model
and all boundary conditions are implemented in the weak form.

Figure 2.18: System diagram for the coupledwave-electromechanical systemwith a square domain
and a central input.

The ? variable of the wave equation is displayed after 0.4 B and 0.6 B in Figures 2.19
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and 2.20, respectively. As can be seen, this example shows realistic 2D dispersion of a
wave entering a square domain.
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Figure 2.19: ? variable in a square wave domain after 0.4 B of the wave-EM simulation, using
Störmer-Verlet time integration.
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Figure 2.20: ? variable in a square wave domain after 0.6 B of the wave-EM simulation, using
Störmer-Verlet time integration.

At long times the uniform circular wave structure breaks down due to waves rebounding
off the walls. However, the wave behaviour should still retain some structure, for example,
there should be symmetry about the midline parallel to the G axis. Figure 2.21 shows ?
after 8 B of simulation, once the uniform wavefronts have completely broken down. As can
be seen, there is still symmetry about the midline parallel to the G axis, further showing
this method’s ability to accurately model the physical structure of the system.
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Figure 2.21: ? variable in a square wave domain after 8 B of the wave-EM simulation, using
Störmer-Verlet time integration.

The energy residual for an 8 B simulation with the SV scheme is shown in Figure 2.22. As
in previous sections, the energy residual is oscillatory and bounded, as expected. Also, as
in the previous sections, when using the SM method the energy residual is < 10−12, and
therefore it is exactly conserved to within round-off error.
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Figure 2.22: Energy residual vs time for the interconnected wave-EM simulation with a square
domain, using Störmer-Verlet time integration. Total Residual is the sum of the energy residuals
from the wave and EM domains. Wave Residual is the difference between the energy in the wave
domain and the accumulated energy that has entered the wave domain through its boundaries. EM
Residual is the difference between the energy in the EM domain and the accumulated energy that
has entered the EM domain through its boundaries.
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2.9 Conclusion

For the modelling of continuum systems, a port-Hamiltonian, Galerkin finite element
method has been developed that, in general, has a bounded energy residual and linear
long-time error growth for the state variables. This method allows mixed boundary
conditions without the need for Lagrange multipliers or user-defined parameters. The
discretisation is shown to be equivalent to a coupling of canonical port-Hamiltonian forms
that allows mixed interconnections with other canonical port-Hamiltonian models. The
discretisation is also shown to be symplectic in both time and space. For the 2D linear wave
equation modelled in this chapter, exact energy conservation is shown with a symplectic
(implicit) midpoint method that guarantees conservation of quadratic first integrals. The
results are also compared against an analytic solution and shown to have a standard order
of convergence for the state variables with respect to the temporal and spatial discretisa-
tion. A modal analysis is performed and the eigenvalues are verified to be accurate. The
boundary conditions are implemented in variational form, in a weak manner, without the
need for penalty methods. In addition to this, the method is capable of monolithic coupling
with arbitrary LPMs. The coupled model is shown to also have a bounded energy residual
with a standard temporal order of convergence for the SV time integration scheme and
exact energy conservation for the SM time integration scheme. The example model of a
2D linear wave equation coupled with an EM linear actuator is a good proof of concept
for more advanced couplings between Hamiltonian PDEs and LPMs. Future work will be
done on implementing control algorithms for coupled models, in order to improve control
of multiphysics, multidomain, and non-linear problems.

This chapter is an important first step at developing an energy conserving mathematical
framework for physiological modelling. It demonstrated an easy-to-implement, energy
conserving modelling framework that can be used for coupling LPMs and PH models.
The most crucial limitation of this approach for physiological modelling is that, currently,
it can’t be used with complex continuum equations. To make this approach useful, it must
be extended so that it can be used with more complex, nonlinear continuum equations,
such as the 3D finite elasticity equations and the Navier-Stokes equations. Future work
will focus on extending the framework so that it can be used with the equations that model
physiological processes. This may involve developing a new framework that takes ideas
from PH theory for energy conserving boundary coupling but does not strictly enforce
that the equations have to be in a Hamiltonian form.
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Chapter 2 Appendices

2.10 FEniCS Code Example

To give the reader details on how the variational forms in Section 2.4 are implemented
in FEniCS, this section shows code snippets for the SE scheme with weak form and
strong form boundary conditions. The full code can be found at https://github.com/
FinbarArgus/portHamiltonian_FEM.git .

First, FEniCS and the meshing software mshr are imported, then the domain shown in
Figure 2.2 is created with the following lines of code,

from fenics import *

import mshr

mainRectangle = mshr.Rectangle(Point(0.0, 0.0), Point(L_x, L_y))

mesh = mshr.generate_mesh(mainRectangle , res)

where res is the resolution of the mesh. The function spaces, trial functions, test functions
and functions for the DOFs at the previous and current time steps can then be created as
follows,

# create mixed function space of Lagrange and Raviart-Thomas Elements

P = FiniteElement(’P’, triangle, lagrange_basis_order)

RT = FiniteElement(’RT’, triangle , RT_basis_order)

element = MixedElement([P, RT])

U = FunctionSpace(mesh, element)

# Define trial and test functions

p, q = TrialFunctions(U)

v_p, v_q = TestFunctions(U)

# Define functions for solutions at previous and current time steps

u_m = Function(U)

p_m, q_m = split(u_n)

u_ = Function(U)

p_, q_ = split(u_)

To implement the Neumann conditions on the top and bottom boundaries, the DOFs on
the relevent boundaries are marked as shown,

class TopBottomMarker(SubDomain):

def inside(self, x, on_boundary):

return on_boundary and (near(x[1], 0) or near(x[1], L_y))
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# Initialise mesh function for weak boundaries. Facets are dim()-1

boundaryDomains = MeshFunction(’size_t’, mesh, mesh.topology().dim()-1)

# initialise subdomains to index an arbitrary index 3

boundaryDomains.set_all(3)

# Mark top and bottom boundaries with index 1

topBottomMark = TopBottomMarker()

topBottomMark.mark(boundaryDomains , 1)

For the weak implementation of the Dirichlet left and right boundaries, a similar marking
method is implemented as shown,

# Left and right edge boundary condition for marking

class LeftMarker(SubDomain):

def inside(self, x, on_boundary):

return on_boundary and near(x[0], 0)

class RightMarker(SubDomain):

def inside(self, x, on_boundary):

return on_boundary and near(x[0], L_x)

if dirichletImp == ’weak’:

leftMark= LeftMarker()

leftMark.mark(boundaryDomains , 0)

rightMark= RightMarker()

rightMark.mark(boundaryDomains , 2)

# Redefine ds so that ds(0) is left boundary,

# ds(1) is topBottom (middle) and ds(2) is right boundary

ds = Measure(’ds’, domain=mesh, subdomain_data=boundaryDomains)

The strong implementation of Dirichlet left and right boundaries differs by specifying
forced and fixed boundaries, respectively, as shown,

# Left edge forced boundary condition for defining strong Dirchlet BC

def forced_boundary(x, on_boundary):

return on_boundary and near(x[0], 0.0)

# Right edge fixed boundary condition for defining strong Dirichlet BC

def fixed_boundary(x, on_boundary):

return on_boundary and near(x[0], L_x)

After setting an expression for the left boundary condition ?! = p_L, a list of the Dirichlet
boundary conditions is created as follows,
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if dirichletImp == ’strong ’:

bc_forced = DirichletBC(U.sub(0), p_L, forced_boundary)

# fixed boundary at right boundary

bc_fixed = DirichletBC(U.sub(0), Constant(0.0), fixed_boundary)

# List of strong boundary condition objects

bcs = [bc_forced , bc_fixed]

The final clear difference between the boundary condition implementations can be seen
when specifying the variational forms for the SE scheme as shown below. Note the extra
terms for the left and right Dirichlet boundaries in the weak implementation.

if dirichletImp == ’strong ’:

# Variational form of the wave equation with strong Dirichlet BCs

F = (p - p_m)*v_p*dx + \

dt*k_w*(-dot(q_m, grad(v_p))*dx + q_M*v_p*ds(1)) + \

dot(q - q_m, v_q)*dx + \

dt/rho_w*dot(grad(p), v_q)*dx

elif dirichletImp == ’weak’:

# Variational form of the wave equation with weak Dirichlet BCs

# This is the implementation of eq. (2.56)

F = (p - p_m)*v_p*dx + \

dt*k_w*(-dot(q_m, grad(v_p))*dx +

q_M*v_p*ds(1) +

dot(q_m, n)*v_p*ds(0) +

dot(q_m, n)*v_p*ds(2)) + \

dot(q - q_m, v_q)*dx -

dt/rho_w*(div(v_q)*p*dx +

dot(v_q, n)*p_L*ds(0) +

dot(v_q, n)*p_R*ds(2) +

dot(v_q, n)*p*ds(1))

Note that q_M, p_L, and p_R are defined as FEniCS expressions equal to their counterpart
@" , ?! , and ?' definitions in Equation (2.52). To formulate the A and B matrices in
Ax = B, where x is the vector of state variables, these final lines are implemented,

# Separate the variational form into LHS and RHS

a = lhs(F)

b = rhs(F)

# Assemble matrices

A = assemble(a)

B = assemble(b)
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# Apply boundary conditions to matrices if there are Dirichlet

conditions

if dirichletImp == ’strong ’:

[bc.apply(A, B) for bc in bcs]

Note that the strong Dirichlet boundary condition application in the final line modifies
the A and B matrices by removing the rows and columns that correspond with the fixed
or forced boundary DOFs and specifies the value of the DOF exactly. This step is what
deteriorates energy conservation in the strong BC implementation.

The system can finally be solved by iterating through the time steps as follows,

t = 0

for n in range(number_of_steps)

# update time

t += dt

# Here you must update any time dependent expressions (omitted)

#assemble B matrix with updated u_m

B = assemble(b)

# Apply boundary conditions to matrices

if dirichletImp = ’strong ’:

[bc.apply(A, B) for bc in bcs]

solve(A, u_.vector(), B)

# update solution at the previous time step for the next loop

u_m.assign(u_)

2.11 Electromechanical Python Implementation

The following block of code shows the variational form used to implement the lumped
parameter EM model, Equation (2.75), in FEniCS.

F = (-dot(v_y, y - y_m)/dt +

dot(v_y, A.dot(y_a)) +

v_y[0]*uInput + v_y[1]*F_b)*ds(0)

where A, v_y, y, y_m, and y_a correspond to A, vH, y, y<, and y0, respectively. Also,
uInput and F_b are FEniCS expressions that correspond with D+ and �1, respectively.
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The problem can then be solved by iterating through time steps, assembling the variational
form, then solving the assembled matrix system for each time step, in the same way as at
the end of Section 2.10.

2.12 FEniCS Implementation of the Interconnection

In this section, since the scalar variables are implemented in FEniCS as constant functions,
F, which turns scalar values into constant functions, can be omitted. The interconnection
condition for the wave domain input boundary, Equation (2.79), is implemented in FEniCS
with the boundary variational form in Equation (2.55b). This variational form is

∫
mΩ!

(vq ·n)
?!

dF
3B! = −

∫
mΩ!

(vq ·n)D?3B! =
∫
mΩ!

(vq ·n)H�3B! =
∫
mΩ!

(vq ·n)
ℎ"

<
3B! .

(2.100)
The variational form in Equation (2.75) that allows the EM domain input boundary term,
Equation (2.87), to be applied in FEniCS is∫

mΩ!

EH2�13B! , (2.101)

where EH2 is the 2nd component of vH, the ODE test function vector. Substituting Equa-
tion (2.87) into Equation (2.101) and taking EH2 out of the integral, since it is a real function
space that is constant over the boundary, gives∫

mΩ!

EH2

( ∫
mΩ!

Hq3B!

)
3B! = EH2

∫
mΩ!

( ∫
mΩ!

Hq3B!

)
3B! . (2.102)

Now, since the inside integral evaluates to a constant over the boundary, the outside integral
can be evaluated to give

EH2!H

∫
mΩ!

Hq3B! . (2.103)

Finally, substituting Hq from Equation (2.35) and eq = :Fq gives

:F!HEH2

∫
mΩ!

(q · n)3B! . (2.104)

The interconnection with boundary interconnection forms, Equations (2.100) and (2.104),
can be implemented in FEniCS for the SE scheme with the following code,

# This is the variational form of the wave equation

F = (p - p_m)*v_p*dx + \
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dt*k_w*(-dot(q_m, grad(v_p))*dx +

q_M*v_p*ds(1) +

dot(q_m, n)*v_p*ds(0) +

dot(q_m, n)*v_p*ds(2)) + \

dot(q - q_m, v_q)*dx -

dt/rho_w*(div(v_q)*p*dx +

dot(v_q, n)*p_R*ds(2) +

dot(v_q, n)*p*ds(1)) +

dt*dot(v_q, n)*y[1]/m*ds(0) # This line implements eq. (2.100)

# This is the variational form of the electromechanical system

F_em = (-dot(v_y, y - y_m)/dt +

dot(v_y, A.dot(y_a)) +

v_y[0]*uInput +

k_w*L_y*v_y[1]*dot(q_m, n))*ds(0) # This line implements eq. (2.104)

# Combine the two variational forms

F = F + F_em

2.13 Material Constants

The constants used for simulation of the wave equation and coupled wave-EM model are
shown in Table 2.1.
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Table 2.1: Material constants for wave equation and coupled wave-EM simulations.

Parameter Symbol Value Units

Wave domain density dF 2.0 :6 · <−3

Wave domain stiffness :F 3.0 :6 · < · B−2

Wave speed squared 22(:F/dF) 1.5 <2 · B−2

Wave domain x-length !G 1.0 <

Wave domain y-length !H 0.25 <

Square domain x-length !BG 1.0 <

Square domain y-length !BH 1.0 <

Square domain centre-length !2 0.1 <

Electrical resistance '� 0 Ω = :6 · <2 · B−1 · �−2

Electrical inductance !� 0.1 � = :6 · <2 · �−2

Gyrator constant �; 5.0 :6 · < · B−1 · �−1

Mechanical damping '" 0 :6 · < · B−1

Mechanical stiffness  " 5.0 :6 · < · B−2

Mechanical mass < 0.15 :6

2.14 Spatial Convergence Tables

The element numbers, characteristic element lengths, !2 error norm and order of conver-
gence from the previous refinement level for the spatial convergence in Section 2.5.1 are
shown in Table 2.2, Table 2.3, and Table 2.4.

Table 2.2: Spatial discretisation properties for each grid refinement level for P1RT1, P2RT1, and
P1RT2. RL=Refinement Level, NoE=Number of Elements, CEL=Characteristic Element Length,
!2=!2 Error Norm, OoC=Order of Convergence from previous refinement.

P1RT1 P2RT1 P1RT2
RL NoE CEL [<] !2 OoC !2 OoC !2 OoC
0 570 0.0209 6.75 0.00 8.62 0.00 7.51 0.00
1 1322 0.0138 3.03 1.90 3.97 1.84 2.92 2.25
2 2344 0.0103 1.76 1.90 2.26 1.97 1.77 1.75
3 5318 0.0069 0.86 1.76 1.02 1.94 0.69 2.28
4 9358 0.0052 0.50 1.94 0.58 1.97 0.39 2.01
5 14404 0.0042 0.32 1.99 0.38 1.99 0.25 2.07
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Table 2.3: Spatial discretisation properties for each refinement level for P2RT2. RL=Refinement
Level, NoE=Number of Elements, CEL=Characteristic Element Length, !2=!2 Error Norm,
OoC=Order of Convergence from previous refinement.

RL NoE CEL [<] !2 OoC
0 98 0.0505 5.93 0.00
1 211 0.0344 1.30 3.96
2 368 0.0261 0.59 2.81
3 570 0.0209 0.31 2.92
4 837 0.0173 0.20 2.34
5 1322 0.0138 0.13 2.04

Table 2.4: Spatial discretisation properties for each refinement level for P3RT3. RL=Refinement
Level, NoE=Number of Elements, CEL=Characteristic Element Length, !2=!2 Error Norm,
OoC=Order of Convergence from previous refinement.

RL NoE CEL [<] !2 OoC
0 42 0.0772 0.379 0.000
1 98 0.0505 0.131 2.510
2 148 0.0411 0.056 4.110
3 211 0.0344 0.025 4.576
4 291 0.0293 0.011 4.895
5 368 0.0261 0.008 3.138
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Chapter 3

Koopman Control of the Circulatory
System

3.1 Chapter Abstract

As themodelling of physiologicalmultisystems progresses, it is essential to develop control
algorithms that can realistically regulate the models’ complex nonlinear dynamics. In this
chapter, a general approach for nonlinear control of complex multisystems is developed.
This approach is applied to replicate the global autonomic nervous system (ANS) control
of arterial and venous smooth muscle tone in response to orthostatic hypotension. It is
assumed that the medullary cardiovascular centre has a neural model of the circulatory
system that continuously optimises its efferent (sent from the brain to cause an effect
or action) response to perturbations from homeostasis. A forward-predicting model of
the circulatory system is created to approximate the model learned by the medullary
cardiovascular centre and used to optimise for efferent sympathetic and parasympathetic
response. A Koopman operator approach is used to implement efficient model predictive
control (MPC) to identify a dynamics model that evolves linearly in a lifted (i.e., expanded
with nonlinear basis functions) higher dimensional space. The linearity of the model in
the lifted space allows efficient, real-time MPC. This approach is easily extendable to
more complex systems and control inputs, giving a control approach that can be used in
models ranging from simple circulatory systemmodels to full virtual physiological human
models. To demonstrate the global control method’s ability to be used in a hierarchical
control system, a local integral controller is implemented into a full-body circulatory
system model. The local control is a first step approximation for the vasodilator feedback
effect caused by insufficient oxygen. The combined local-global control model ensures
sufficient cerebral blood flow while avoiding syncope during a stand-up manoeuvre. This
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chapter models the regulation of $2 and �$2 by modifying smooth muscle tone to
control pressure and flow. Other aspects such as chronotropy (heart rate), inotropy (heart
contractility), metabolism, and respiratory control are outside the scope of this thesis.

3.2 Introduction

Modelling complex physiological systems requires a method for advanced control with
attributes that are not prevalent in the physiological control literature. The majority of the
methods in the literature use a combination of linear proportional, integral, and derivative
(PID) controllers that assume the ANS has fixed gain values for each feedback response
[26, 27, 76]. A better approach should allow nonlinear aspects in the control system [29],
be semi-optimal with respect to energy use [12, 13], approximate what happens physiolog-
ically, and be easily fit to patient data to make the control system patient specific. Lastly,
it must be general enough to work when the model under control is coupled with other
physiological models and extended to include more complexity. The last point is essential
for modular bond graph (BG) and port-Hamiltonian (PH) approaches. It will also allow
for control of combined LPM-PH models [77], such as the one introduced in Chapter 1.

This chapter proposes a method for controlling complex physiological models using a
Koopman operator approach [78, 79] with MPC [30] for global control and an integral
controller for local control. A nonlinear dynamical system can be written as

¤x = f (x, C) , (3.1)

where x is the vector of state variables. Koopman operator theory states that for au-
tonomous systems, there is a lifting function ψ that lifts the state space into a possibly
infinite-dimensional space where the dynamics behave linearly with respect to a linear
operator matrixA,

ψ(x:+1) = Aψ(x: ) . (3.2)

To approximate the Koopman dynamics, ψ is chosen to be a finite vector of functions that
lift the state into a space where the dynamics behave approximately linearly. This approach
has also been extended to nonautonomous dynamics by Mezic and Surana [38]. Kutz has
shown that the Koopman operator can be used to identify the dynamics of periodic/quasi-
periodic systems by analysing a large scale turbulent system with multiscale dynamics
[80]. Champion also showed the effectiveness of the Koopman operator for modelling
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multiscale systems [81]. Control using the Koopman operator has been studied by various
authors [78, 82, 83, 84]. Possibly the biggest strength of Koopman control is that it allows
linear control theory to be used on systems with nonlinear dynamics [82, 85, 86, 87].
What is named in this chapter asModel Predictive Koopman Control (MPKC) [87, 88, 89]
uses the linearly evolving dynamics of the Koopman operator in the lifted space to allow
efficient real-time MPC. By including a measure of the energy cost of the control inputs in
the model predictive control cost function, MPKC allows the calculation of control inputs
that are semi-optimal with respect to the approximate energy cost of control. The inputs
are only semi-optimal because they are optimal for the identified Koopman dynamics
with an approximate energy cost, not the real dynamics with a real energy cost. This
approximate energy cost of control is represented physiologically by the body minimising
energy waste. This behaviour comes from a physiological and evolutionary benefit to
implementing control with a minimal energy cost. There has been a lot of work on show-
ing that physiological processes are optimal with respect to energy use [12, 13] or free
energy [90] and in showing that cardiovascular system (CVS) control has a sense of energy
optimality [14]. However, it must be noted that there are opposing views that assume the
control system does not behave optimally with respect to energy use but instead does what
is “good enough” [91]. In this thesis, it is assumed that the control is semi-optimal. For
example, if orthostatic hypotension occurs, the control system will adapt the vascular tone
to return the system to nominal conditions in a way that minimises a combined cost of
energy use and state error from nominal conditions. For example, when blood pressure in
the head drops, there will be an energy cost balance between increasing heart rate, heart
contractility, smooth muscle tone in the arteries to increase resistance, and smooth muscle
tone in the venous system to decrease compliance and venous blood volume. Although
the pressure may be able to be regulated by only one of these mechanisms, doing a com-
bination of all is probably the least costly with respect to energy use. It is assumed that
this energy cost heavily influences the control system’s decisions on what actions to take
to regulate a system. By incorporating the energy cost, a more general control system can
be developed that does not overfit gain values to data for specific control manoeuvres.

There is a lot of potential in future work on Koopman model predictive control, includ-
ing using Koopman generators to model and control continuous dynamics [92], active
learning [93], and relaxing the linear constraint to give a convex Koopman operator [94].
Section 3.4 details how the Koopman operator approach is implemented in this chapter
for the nonautonomous, bilinear-in-control dynamics of the circulatory system.
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An MPC method was chosen because it can be highly efficient when used with a system
that behaves linearly. This efficiency will allow the real-time implementation of control
in virtual physiological human models as well as practical applications. Askari et al. [95]
implemented a practical physiological implementation of MPC to control insulin delivery
via an insulin pump. It has also been shown that heart rate variability could benefit patients
with pacemakers [96, 97]. Optimising pacemaker driving frequency could be a potential
application of the current research. Both of these applications and most physiological
applications that involve calculating a control input should incorporate nonlinear control
and be able to be implemented in real time. Therefore, the method discussed in this chapter
shows much potential for practical applications.

Section 3.2.1 introduces the circulatory system model. The mathematical model of the
ANS is introduced in Section 3.2.2, and the local control mechanism modelled in this
work is detailed in Section 3.2.3. Section 3.3 details the parameter identification method
for fitting the circulatory system to data. The Koopman operator is described and the
comparison between simulation and model prediction are shown in Section 3.4. MPKC
is detailed and shown to give good control results in Section 3.5. The method for local
control is formulated in Section 3.6, and the results of the local-MPKC model are shown
in Section 3.7.

3.2.1 Circulatory System Model

The circulatory system model used in this chapter has been extended from the model of
Safaei et al. [6], a zero-dimensional extension of the ADAN model [7, 98]. This model
has 818 state variables, 10 output observables that are detailed in Section 3.2.2, and 4
control inputs that are detailed in Section 3.4. A schematic of the model is shown in
Figure 3.1. The model is made up of BG elements for discrete lumped compartments of
the arterial, pulmonary, and venous systems. The modules in the pulmonary and venous
sections are vu-type BGs. For a simple derivation of a similar uv-type BG vessel segment,
see Section 1.1.2. The arterial system in the diagram is the same as in the paper by Safaei
et al. The BG approach ensures energy and mass conservation between elements. The
heart model is a lumped parameter compliance model of the four chambers with four
valves: tricuspid, pulmonary, mitral, and aortic. For more details on the heart model, see
the original model by Liang et al. [99] and work by Blanco and Feijóo [100]. The valve
model is a simple diode model that is described as the “simplified model” in the work by
Korakianitis and Shi [101].
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Figure 3.1: Schematic of the circulatory system model. RA: right atrium, RV, right ventricle, LA:
left atrium, LV: left ventricle, trv: tricuspid valve, puv: pulmonary valve, miv: mitral valve, aov:
aortic valve, par: pulmonary artery, pvn: pulmonary vein, ssv: superior small veins, svn: superior
large veins, svc: superior vena cava, isv: inferior small veins, ivn: inferior large veins, ivc: inferior
vena cava

The model in this work has also incorporated the effects of gravity so that the response
to orthostatic stress can be studied. To implement gravity for the stand-up manoeuvre, a
hydrostatic pressure is applied to each artery segment equal to

V6d6; cos
(
\Ec

180

)
, (3.3)

where V6 is 0 for supine position and 1 for standing, d is the blood density, 6 is the
acceleration due to gravity, ; is the length of the vessel segment, and \E is the approximate
angle of the flow direction of the vessel from vertical in the standing position. As a first
approximation, all vessels are given a \E value of 0◦, 90◦, or 180◦, depending on whether
they are closest to vertically up, horizontal or vertically down. More accurate values for \E
will be obtained from 3D imaging in the future. This simple hydrostatic model assumes
that vessels in the transverse plane (\E = 90◦) (the plane that divides the body into inferior
and superior parts) have negligible hydrostatic effect in the standing or supine positions.

It must be noted that there was a mistake in the venous system of Safaei et al. [6] where
the blood flow bypassed the venous system, which has been fixed in this work. The venous
system has also been extended to include six compartments, the superior and inferior small
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veins, large veins, and vena cava. This extension was done to allow pooling in the inferior
venous compartments and a drop in pressure in the superior compartments during a stand
up manoeuvre. This approach differs from the work of Jezek et al. [11], who modelled
a complex venous system with 66 collapsable vessel compartments. The model in this
chapter uses amore straightforward six compartment venous system because the elastances
of the venous system have not been determined experimentally and it is desirable to keep
the number of parameters that need to be identified to a minimum. The terminals of the
arterial system are connected to either the inferior or superior small veins sections. After
blood flows through the arterial system and into one of the terminals, it flows into either the
inferior or superior small veins section. From there, it flows through the corresponding
large veins section, followed by the corresponding vena cava and finally into the right
atrium of the heart. Including the collapsibility of the venous system vessels, as in the
work of Jezek et al., and the valves of the venous system are important future steps for more
accurate modelling of the response to orthostatic stress. The CellML [102] code for the
circulatory system model used in this chapter and a BG diagram of the arterial system can
be found at https://models.physiomeproject.org/workspace/673 . The code for
the parameter identification and control discussed in the remainder of this chapter will be
made available once the paper that will extend this chapter has been published.

3.2.2 ANS Regulation of the Circulatory System

In this section, the assumptions are specified for the global sympathetic/parasympathetic
control system model. To make the assumption of what parameters are sensed in the con-
trol system model, it is essential to determine what physiological variables are sensed and
sent as afferent (sent towards the brain from a sensory location) signals to the medullary
cardiovascular centre. These signals are received in the nucleus tractus solitarii (NTS),
the location of the medullary cardiovascular centre that receives afferent signals [103]. It
is also essential to know where in the body these variables are sensed. Physiologically
[31, 103], pressures are sensed by the baroreceptors in the left internal carotid (LIC) and
right internal carotid (RIC) arteries, the aortic arch (AA), locations in the heart, and some
low pressure locations in the venous system. These baroreceptors are stretch receptors that
increase afferent firing rates as they are stretched. Therefore, the NTS receives a firing
rate signal, the frequency of which gives the control system knowledge of the pressure in
the vessels. The cerebral perfusion pressure (CPP) is also possibly sensed by the astro-
cytes in the brain [104, 105]. CPP is the difference between the mean arterial pressure
in the brain and the pressure of the cerebral spinal fluid, which is called the intracranial
pressure (ICP). CPP is the main driving gradient that drives oxygen to cerebral tissue.
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In this model the chosen sensing locations are the internal carotid arteries and the aortic
arch, which allow the sensing of systemic pressure. Once ICP is applied to the model,
the CPP will also be sensed to simulate sensing by the astrocytes. CPP has been found
to stay approximately constant during postural change manoeuvres [106], which leads to
the assumption that CPP is probably one of the most important control variables for the
medullary cardiovascular centre to regulate. The physiological locations of LIC, RIC, and
AA are chosen as pressure sensing locations in the control system model. These locations
are chosen to give the control system knowledge of the important high pressure dynamics
during orthostatic hypotension. The control system model also measures pressures at the
left brachial artery (LBA) and right femoral artery (RFA) to ensure the Koopman operator
can learn pressure dynamics in the peripherals. In future work, these sensing locations
will be removed to ensure that the sensing is as physiologically relevant as possible. This
chapter begins the process of making a physiologically relevant control system. However,
the main contribution is in demonstrating the strength of MPKC and showing that it can
be used to replicate the forward predicting effects of the ANS.

Although flow is not sensed directly as an input to the NTS, it can be sensed indirectly by
chemoreceptor sensing of arterial oxygen partial pressure (%0$2) and arterial carbon diox-
ide partial pressure (%0�$2). The control system model assumes that flow is proportional
to the rate of downstream oxygen transfer or inversely proportional to the downstream rate
of carbon dioxide clearance [27, 31]. Therefore, flow is sensed at the LIC and RIC arteries
to approximate the sensing of downstream %0$2 and %0�$2 at the central chemoreceptors
of the brain. The central chemoreceptors mostly sense %0�$2 [103], therefore, that is the
main sensing mechanism that is being approximated. The AA, LBA, and RFA are also
included as flow sensing locations in the control model to give a spatial distribution of
sensing. These flow sensing locations will be removed in future work to ensure that all
sensed locations represent physiological sensing locations. The assumption that flow is
proportional to downstream oxygen flux and inversely proportional to downstream carbon
dioxide flux assumes that there is no change in %0$2 or %0�$2 due to respiration, i.e.,
the blood leaving the aorta has a constant %0$2 and %0�$2 . It also assumes constant
metabolic activity, and therefore constant use of oxygen and production of carbon dioxide
in the downstream tissue. Future work is currently being done on coupling a model of the
respiratory system andmodels of gas exchange with the current cardiovascular model. The
work by Fernandes et al. [107] is a great example of a cardiovascular-respiratory coupled
model that includes both local and global control. Once the respiratory and gas exchange
models are included in this chapters model, %0$2 and %0�$2 will be sensed instead of flow
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to make the sensing more physiologically realistic. When this is done, the sensing loca-
tions will be in various locations in the brain to represent the central chemoreceptor, and in
the AA and common carotids to represent the peripheral chemoreceptors. The peripheral
chemoreceptors will be designed to mostly sense %0$2 and the central chemoreceptors
will be designed to mostly sense %0�$2 (or pH) to represent what occurs physiologically
[103].

In addition to what variables are sensed as afferent signals, an assumption must be made
about what sensed variables are regulated by the control system. The selfish brain hypoth-
esis [108, 109] states that the main aim of the ANS control system is to regulate$2 uptake
and �$2 clearance in the brain, possibly at the expense of causing essential hypertension.
Since, %0$2 and %0�$2 aren’t modified by changes in respiration or matabolism in this
model, the only thing that will limit the transfer of oxygen to brain tissue and clearance
of carbon dioxide from brain tissue is a lack of brain perfusion (the passage of blood to
the tissue). Therefore, the main desire of the control system should be to regulate brain
perfusion. In this chapter’s control system, the systemic pressure (AA pressure) and a
measure of flow to the brain (RIC flow) are regulated to approximately regulate brain
perfusion during a stand up manoeuvre. CPP directly affects brain perfusion, therefore it
is probably the best measurable metric of brain perfusion and will be incorporated into the
model in future work. When CPP is incorporated as the main control desire, this chapter’s
control system will be used to analyse essential hypertension caused by the ANS raising
CPP to regulate perfusion.

The choice of what parameters are controlled from efferents of the medullary cardiovascu-
lar centre is another main assumption of the ANS control system. Physiologically there are
four main control efferents of the ANS for regulating the circulatory system: chronotropy,
inotropy, arterial smooth muscle tone (arterial constriction), and venous smooth muscle
tone (venous constriction). Lusitropy (rate of myocardial relaxation), dromotropy (con-
duction velocity of the AV node), and renal-system changes in renin, sodium, and water
reabsorbtion are other control efferents that are not discussed in this chapter. The NTS
is connected to the cardioinhibitory and cardioacceleratory areas of the medullary car-
diovascular centre to send sympathetic and parasympathetic efferent signals to the heart,
respectively [103]. The parasympathetic efferent signal from the cardioinhibitory area
travels via the vagus nerve, causing bradycardia (decreased heart rate) and decreased
cardiac contractility. The sympathetic signal from the cardioacceleratory area travels via
the spinal cord and causes tachycardia (increased heart rate) and an increase in contrac-
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tility. The smooth muscle tone is controlled in the vasomotor area of the medulla. This
area receives signals from the NTS and sends sympathetic efferent signals to the vessels
throughout the circulatory system. An increase in sympathetic efferent signal causes an
increase in smooth muscle tone, and thus vasoconstriction, and a decrease in the radius of
peripheral blood vessels. The sympathetic signal can also be inhibited in the vasomotor
area, which causes a decrease in smooth muscle tone, and thus vasodilation, and an in-
crease in vessel radius. Some vessels, such as the cerebral pial vessels are innervated by
both the sympathetic and parasympathetic nervous systems [110]. Therefore, the smooth
muscle tone control implemented in this chapter represents sympathetic and parasympa-
thetic effects. In the circulatory system model, the vessels are assumed to be cylindrical
and consist of homogenous, linear elastic material. For these assumptions, the compliance
and resistance of the vessel are related to the radius by the following relations

� =
2cA3;

ℎ�
, ' =

8`;
cA4 , (3.4)

respectively, where A is the vessel radius, ; is the vessel length, ℎ is the wall thickness,
� is the Young’s modulus, and ` is the dynamic viscosity of the blood [111, 112]. The
largest effects of modifying smooth muscle tone are changes in systemic resistance and
venous system compliance. The compliance changes in the arterial system are assumed
to be negligible due to the high elastic modulus of the vessel walls. The resistance
changes in the large arteries and the venous system are assumed to be negligible due to
the vessels’ large radii, and therefore low baseline resistances. The resistance changes
in large vessels and the compliance changes in small vessels can be neglected because,
from Equation (3.4), ' ∝ A−4 and � ∝ A3. Therefore, the significant resistance effects
come from small vessels (terminal arterioles/capillaries) and the significant compliance
effects come from large, non-stiff vessels (veins/vena cava). Therefore, control of arte-
rial smooth muscle tone is achieved by terminal resistance control and control of venous
smooth muscle tone is achieved by compliance control of the large veins and vena cava
sections. Decreasing the venous system compliance can also increase venous return to
the heart by decreasing venous system volume [31]. To model the ability of the ANS to
separately constrict vessels in different areas of the body, the total resistance control is
split up into peripheral, trunk, and head resistances, which can be controlled independently.

In the current model, chronotropy and inotropy control are neglected in order to ensure
periodic dynamics. Future work will include these effects and allow for quasi-periodic
systems. The control algorithm of this chapter, which is discussed in Section 3.4, will
have to be extended in a novel manner to work with quasi-periodic systems. Figure 3.2
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shows a simple schematic of the sensed flow and pressure locations as well as the three
different resistance control inputs. The venous control is omitted from the figure, as the
venous compliance control is not separated for different parts of the body.

Figure 3.2: Diagram of the flow and pressure measurement locations as well as the separation of
resistance actuation. Sensing locations: left internal carotid (LIC), right internal carotid (RIC),
aortic arch (AA), right femoral artery (RFA), left brachial artery (LBA). Resistance actuation:
Head R, Trunk R, Peripheral R.

The global MPKC method for the circulatory system developed in this chapter assumes
that the ANS learns a model of the circulatory dynamics and uses it to predict an optimal
control effect when the system is perturbed. The model has been developed from the as-
sumption that throughout one’s lifetime, the medullary cardiovascular centre develops and
improves a model of the CVS to efficiently optimise its efferent response to perturbation
from homeostasis. This assumption follows the idea that the brain is constantly predicting
future probabilities. Research on this comes under many names, including predictive
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coding [32, 33], the Bayesian brain hypothesis [113], and the free energy principle [90].
A lot of work has shown that control actions such as movement and balance [114, 115]
use forward predictive modelling. However, to the author’s best knowledge, a forward
predictive model has not been implemented for the physiologically realistic ANS control
of the circulatory system. Askari et al. use a similar MPC to this chapter, but the focus
of that work is to improve the control of a pacemaker without any emphasis on making
it physiologically realistic [95]. In this chapter, a non-probabilistic approach assumes the
brain has amodel of future outcomes that is constantly being trained and updated. Whether
this model should be probabilistic in nature is out of the scope of this research. Work by
Gawthrop et al. has also shown that the forward predictive model may be intermittently
controlled rather than continuously [115]. UsingMPKC to implement intermittent control
will be investigated in the future.

The generality of this approach will allow it to be applied to any model of the circulatory
system with only minor adjustments to the variables that are measured and controlled.
Blanco et al. [116] found that simplified models of the arterial network are accurate
for normal conditions but quickly deteriorate for abnormal conditions. Therefore, more
complex models may be more accurate for control where the conditions are perturbed
away from normal conditions. Future work will compare the control algorithm for use
with different models, such as the ADAN model [7].

3.2.3 Local Control

The local control systemmodelled in this chapter is an integral controller that approximates
the effects of multiple mechanisms. First, metabolic theory [31] states that a low concen-
tration of oxygen and other nutrients in the tissue causes the release of vasodilators such as
adenosine, which causes the local vessels to dilate, thus reducing resistance and increasing
blood flow to the tissue. The opposite effect occurs when there is a high concentration
of oxygen and other nutrients, causing a reduction in vasodilators, and thus an increase
in vessel contraction and resistance [117]. The metabolic effect modifies resistance at the
small arteriole and capillary level. However, there is another essential mechanism that
causes dilation of large arterioles and small arteries. A decrease in downstream resistance
causes an increase in upstream flow, which increases the shear stress on the vessel walls,
causing a release of nitric oxide (NO) [31]. NO is a strong vasodilator, therefore it causes a
decrease in resistance and acts as amultiplier to themetabolic effect. An integral controller
was chosen because it approximates the build-up of adenosine for the metabolic effect and
NO for the shear stress effect. The local control in this model is a first step to show
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the ability of MPKC to be used as a hierarchical control approach that accounts for the
local control dynamics. Future work will significantly improve the physiological realism
of the local control model. This local control implementation demonstrates the ease at
which MPKC can be used with hierarchical control. Different tissue types also have their
own local control mechanisms that will be included in future work. The brain, especially,
has specificmechanisms for autoregulation involving strain sensing by the astrocytes [104].

3.3 Parameter Identification

Parameter identification was performed on the circulatory system model to ensure that
the model, with and without local control, gives physiologically realistic results. A
small subset of model parameters were chosen to be identified in order to fit flow and
pressure response to physiological values. For the locally controlled model the only
identified parameters were the initial volume in the left ventricle (@;E0) and the large
veins and vena cava compliance (�E). The initial volume in the left ventricle was chosen
because modifying it changes the amount of stressed volume in the system. This effect
occurs because the initial volume in the chambers is pumped around the circulatory
system, expanding the vessels and causing them to have stressed volume due to their
compliance. The stressed volume significantly affects the mean systemic pressure, and
therefore, @;E0 can be fit to ensure a physiological mean pressure. Changing the initial
volumeparameter of any of the chambers had an equivalent effect, therefore, only one initial
chamber volumewas identified. The unmodified large veins and vena cava compliances are
multiplied by one identified parameter to increase or decrease venous system compliance.
A decrease in venous compliance decreases the amount of volume stored in the venous
system and increases venous return. The head, trunk, and peripheral resistances for the
model without local control, are scaled by one identified parameter each. Resistances do
not need to be identified for the locally controlled model, because they are regulated by the
local control during simulation to ensure that the terminal flows are nominal. The local
regulation of flows is discussed in Section 3.6. Because the local flow regulation ensures
physiological terminal flows, the model with local control only required two identified
parameters, whilst the model without local control required five. The ground truths of the
parameter identification method were a mean systemic pressure of 13.3 :%0 (100<<�6)
and terminal flow values obtained from the ADANmodel [7]. A parallel genetic algorithm
was created and implemented in Python to do the parameter identification. Figure 3.3
shows the AA and RIC flows and pressures, and compares AAmean pressure with ground
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truth pressure for the model without local control. Figure 3.4 shows the comparison of
terminal flow for the model without local control for four terminals, the right external
carotid artery (REC) the right profunda femoris artery (RPF), the right radial artery
(RR), and the left middle cerebral anterior temporal branch artery (LMCA). Figure 3.5
and Figure 3.6 show the same pressure and flow plots as Figure 3.3 and Figure 3.4,
respectively, for the model with local control.
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Figure 3.3: Resulting pressure and flowwaveforms after parameter identification for the circulatory
system model without local control. Upper left: aortic arch (AA) pressure with ground truth mean
pressure and model mean pressure, lower left: aortic arch (AA) flow, upper right: right internal
carotid (RIC) pressure, lower right: right internal carotid (RIC) flow.
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Figure 3.4: Terminal flow for the model without local control. Comparison against ground truth
obtained from the ADAN model. Upper left: right external carotid (REC) flow, lower left: right
profunda femoris (RPF) flow, upper right: right radial (RR) flow, lower right: left middle cerebral
anterior temporal branch (LMCA) flow.
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Figure 3.5: Resulting pressure and flow after parameter identification for the circulatory system
model with local control. Upper left: aortic arch (AA) pressure with ground truth mean pressure
and model mean pressure, lower left: aortic arch (AA) flow, upper right: right internal carotid
(RIC) pressure, lower right: right internal carotid (RIC) flow.
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Figure 3.6: Terminal flow for the model with local control. Comparison against ground truth
obtained from the ADAN model. Upper left: right external carotid (REC) flow, lower left: right
profunda femoris (RPF) flow, upper right: right radial (RR) flow, lower right: left middle cerebral
anterior temporal branch (LMCA) flow.

From Figures 3.3–3.6, it can be easily seen that the error from parameter identification for
the model with local control is far smaller than for the model without local control. The
error is smaller because each terminal regulates its resistance to control its flow towards
the desired mean flow. This effect makes parameter identification for the model with
local control far easier, as the resistances do not need to be identified in the parameter
identification process.

3.4 Koopman Operator

In Section 3.2, Equation (3.2) is introduced as the autonomousKoopman dynamicswithout
control. In this section, the formulation is extended to work with bilinear control and
nonautonomous periodic systems. Any control-affine nonlinear autonomous dynamical
system can be transformed into a bilinear-in-control system in the lifted space [79, 83]. In
this chapter, control inputs are chosen to ensure the dynamics are control-affine, meaning
they can be written in the following form,

¤x = f (x) + g(x)u , (3.5)

where f and g are nonlinear functions of the state vector (G) and u is a vector of control
inputs. It is important to note that in this approach, where synthetic data is used to learn
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a Koopman model, the state vector for the dynamics in Equation (3.5) is the vector of
observables from the data generating circulatory system model. The vector of control
inputs for the circulatory system model is chosen as

u = [D� , D) , D%, D+�]) , (3.6)

where D� , D) , D%, and D+� are the control inputs for head resistance, trunk resistance,
peripheral resistance and venous compliance, respectively. The control inputs are chosen
to bemultipliers that scale the resistance or compliance values. For example, each terminal
resistance in the head is given by,

'8)0 = D�'
8
) , (3.7)

where '8
)0

is the terminal resistance applied to the circulatory system model, '8
)
is the

terminal resistance before global control, and 8 is the index for each terminal. The terminal
resistances in the trunk and peripheral locations satisfy the same equation but with D) and
D%, respectively, instead of D� . The compliance of each vein or vena cava compartment
is the control input multiplied by the nominal compliance. These control inputs must be
given ranges for data generation. The extrema of those ranges are given as

u<8= = [0.4, 0.4, 0.4, 0.1]) , u<0G = [1.8, 1.8, 1.8, 1.5]) . (3.8)

The values in Equation (3.8) are chosen to be physiological minimum and maximum
changes in terminal resistance and compliance. Moorhead claims that vessel resistance
can change from 50% to 155% of the nominal value [27]. Heldt states that the body can
increase total resistance two-fold in situations that are not life-threatening [26]. These
maximum resistance changes are equivalent to control inputs of 1.55 and 2, respectively.
A value of 1.8 for maximum resistance change is within these values and is, therefore,
assumed to be physiological. The minimum resistance of 0.4 is chosen to be slightly
lower than the value of 0.5 given by Moorhead to allow more controllability by decreasing
resistance. This low minimum resistance value may be required in the head to increase
blood flow to the brain. As explained by Johnson, the vascular resistance can decrease by
more than half [118], which validates a minimum control input for resistance of 0.4.

The radii of the veins and vena cava can change far more than that of the arteries and
arterioles [103], therefore, the compliance changes can be much larger. A minimum com-
pliance multiplier control input (D+�) of 0.1 is chosen to represent the large decrease in
compliance that can occur in the venous system. Since � ∝ A3, from Equation (3.4), a
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decrease in compliance of 0.1 relates to a physiologically realistic approximate decrease
in radius of 50% [103]. A small maximum of 1.5 is chosen because, without modelling
chronotropy or inotropy effects, the venous compliance is expected to decrease to help
mediate the pressure drop during a stand up manoeuvre. Therefore, a higher value is not
required for controllability.

Control inputs of terminal resistance and venous compliance are both introduced into the
governing equations in the form of Equation (3.5). Therefore, the system is control-affine
and thus the lifted dynamics can be written in a bilinear form,

ψ(x:+1) = Aψ(x: ) +
=2∑
8

B8ψ(x: )D8: , (3.9)

where D8
:
is the 8’th control input at time step : , B8 is the corresponding 8’th bilinear

Koopman control matrix, and =2 is the number of control inputs. For Equation (3.9) to be
satisfied exactly, the right-hand side must always lie in the span of ψ. However, for this
equation to be satisfied, it could require an infinite-dimensional ψ. In reality, ψ is chosen
as a finite dimensional vector of basis functions that satisfies Equation (3.9) as closely as
possible. The operation of ψ on x gives the following vector of lifted states,

ψ(x) =


k0(x)
k1(x)
...

k! (x)


. (3.10)

For periodic or quasi-periodic systems, time delay embedding has shown good predictive
performance [119]. Using time delay embedding with Koopman has shown impressive
results and has been named the Hankel alternative view of Koopman (HAVOK) by Kutz,
Brunton, and collaborators [78, 119, 120]. Time delay embedding involves including 3
previous state vectors in the lifted state as

ψ(x8) =


x8

x8−1
...

x8−3


. (3.11)
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3.4.1 EDMDc

The Koopman operator matrices, A and B8, from Equation (3.9) are identified from
simulation data with the extended dynamic mode decomposition with control (EDMDc)
method [82, 121]. Dynamic mode decomposition [122] and its variants [123] have been
used extensively for the identification of nonlinear dynamics in the fields of fluid dynamics
[89, 92, 124] and physiology [125]. Before using EDMDc, data of the dynamics must be
generated. In this case, the data is generated through simulation of the circulatory system
with the software OpenCOR [126]. OpenCOR is an open-source modelling environment
for CellML models. A Python script was created to call OpenCOR in parallel to generate
the data for 2000 simulations of 4 B with a timestep of 0.01 B. Since the circulatory system
simulation takes multiple heartbeats to reach a periodic steady state condition, a pre-
simulation of 20 B was done before each simulation. For each pre-simulation, the control
inputs had a constant value chosen from a uniform random distribution with bounds given
by Equation (3.8). This pre-simulation was done to ensure a periodic steady state condi-
tion had been reached and the initial conditions for the data gathering simulation spanned
a broad range of the state space. During the data gathering simulations, a combination
of sinusoidally varying, uniform random and constant control inputs were used to ensure
the data had sufficient information of the control inputs’ effect on the dynamics. In this
chapter, including two previous time steps in the lifted time delay function (3 = 2) gave the
best results. Also, to include the effect of gravity, V6, from Equation (3.3), was included
as a state variable, which was either 0 for no gravity (supine) or 1 for gravity (standing
up). Gravity was turned off for the first 2 B of each simulation and turned on for the final
2 B to allow dynamics to be learnt for the process of transferring from supine to standing.
The state vector x had 11 entries, 10 from the observables of the circulatory system model
discussed in Section 3.2.2 and one for V6. Therefore, after time delay embedding, the
lifted state had 11 × (3 + 1) = 33 entries.

The generated data was then arranged into input X , output Y , and control U matrices
that store each snapshot of data in each column,

X =

[
ψ(x3) ψ(x3+1) . . . ψ(x3+"−1)

]
,

Y =

[
ψ(x3+1) ψ(x3+2) . . . ψ(x3+")

]
,

U =

[
u3 u3+1 . . . u3+"−1

]
,

(3.12)

where " is the number of data snapshots. Each row of data, corresponding to each state
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variable, was normalised to between 0 and 1, and uniform random noise was added with
a mean of 0 and a variance of 0.05. Adding noise helped to prevent overfitting to the
simulation data. The best fitA andB8 matrices from Equation (3.9) were found by solving
the following least squares minimisation problem,

min | |Y −AX −
∑
8

B8 (u8 �X) | |2 , (3.13)

where u8 is the 8’th row of U and � denotes row-wise multiplication in the following
manner for an arbitrary vector v and matrix V ,

(v � V ): 9 = E 9+: 9 , (3.14)

where theEinstein convention for summing indices is not used. To simplifyEquation (3.13)
an input matrix can be formed

XD =


X

u1 �X
. . .

u=2 �X


. (3.15)

The least squares problem from Equation (3.13) becomes

min | |Y −MXD | |2 , (3.16)

whereM = [AB1 . . . B=2 ]. To solve Equation (3.13) EDMDc is used, in whichM is
typically solved for in the following manner

M = Y X†D , (3.17)

where † denotes the pseudoinverse and the matricesA andB8 can then be accessed from
M . For a problem with large numbers of snapshots and thus an XD matrix with a large
number of rows, it is much more efficient to solve the normal form, i.e.,

M = (Y XT
u ) (XDX

)
D )† . (3.18)

3.4.2 EDMDc Algorithm for Nonautonomous Dynamics

The method described above works well for autonomous systems without time-dependent
inputs. However, the circulatory system model studied in this paper is a nonautonomous
periodic system with time-varying heart elastances. To extend the EDMDc method

102



Koopman Control of the Circulatory System

accordingly, the time dependence of the heart elastances must be accounted for. A method
to account for this periodic time-dependence is developed in this section. With a periodic
time-varying system, the Koopman matrices, A(B), B8 (B), are identified as functions of
the period fraction,

B =
<>3 (C, ))

)
, (3.19)

where B is the fraction of a period at time C and ) is the period. Using B as a dependent
variable allows the dynamics represented by the Koopman matrices to vary throughout
a time period. Computationally, the A(B) and B8 (B) matrices can be identified with the
following algorithm:

1. Calculate B from C for each data snapshot using Equation (3.19).

2. Uniformly separate the period into =B time sections of width ΔB = )/=B. Each
section is centred at B 9 , starting at B0 = 0.0, ending at B=B−1 = ) − ΔB.

3. Create Y 9 ,X 9 , andU 9 matrices that store the data for each 9’th time section, in the
same way as Equation (3.12).

4. Calculate A 9 and B1
9
, · · · ,B=2

9
for each Y 9 , X 9 , and U 9 matrices from Equa-

tion (3.18).

5. Fit interpolation basis functions \ 9 (B) to give dynamics and control matricesA(B) =∑
9

\ 9 (B)A 9 andB8 (B) = ∑
9

\ 9 (B)B8
9
.

Figure 3.7 more clearly demonstrates how the snapshots are separated into different sec-
tions for the algorithm. In this thesis, \ 9 (B) are chosen as simple linear basis functions
(with compact support from B 9−1 to B 9+1) that interpolate linearly between each A 9 and
between eachB8

9
. However, more complex, or even global, basis functions could be used,

which would require fixing the A 9 and each B8
9
matrices and identifying weightings of

\ 9 (B) that give a best fit to data.
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Figure 3.7: Diagram of the algorithm for periodic nonautonomous Koopman system identification.
The red lines represent different data snapshots. = integer value, ) : heart period, B: time fraction
of a period, =B: number of sections the period is cut into, 9 : section index, 8: control input index,
X 9 : data matrices, Y 9 : next step data matrices, U 9 : control input data matrices, u8

9
: the 8’th row

of U 9 , A 9 : Koopman dynamics matrices, B8
9
: Koopman control dynamics matrices, \ 9 : basis

functions.

To account for posture in the Koopman predictions, V6 is included in the vector of state
variables x. This allows the matricesA, andB8 to learn dynamics that are dependent on
posture.

3.4.3 Reconstruction Results With Control Input

After the construction of A and B8 matrices, as detailed in Section 3.4, the matrices
were used to predict forward in the dynamics. First, the system was simulated with con-
stant control inputs chosen from a uniform random distribution, with bounds given by
Equation (3.8). This pre-simulation was done for 20 B to reach a semi-random, physio-
logical, periodic steady state. Figure 3.8 shows the following 2 B where each simulation
was compared to prediction results from the Koopman operator dynamics specified in
Equation (3.9). Each dynamics prediction in Figure 3.8 was driven by either sinusoidal
control inputs with uniform random offset and amplitude or by constant control inputs to
show robustness to both. The constant control inputs were given values of 1.0 to show a
nominal condition and values of u<8= and u<0G from Equation (3.8) to test the accuracy
at the limits of the control input range. The Koopman operator gave good predictions for
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the 2 B simulation, where standing up was simulated at C = 1 B by setting V6 = 1. Since
MPC typically does not need to be accurate for long forward horizons, the accuracy of this
2 B prediction showed extremely good potential for Koopman predictions to be used with
MPC. For example, the MPC used in MPKC that is discussed in Section 3.5 succesfully
controls the system with a 0.15 B forward horizon.
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Figure 3.8: Comparison of Koopman predicted dynamics (solid lines) and true dynamics (dashed
lines) for the model without local control. Gravity is turned off for the first second then turned on
to simulate standing up. Top left: right internal carotid (RIC) flow. Top right: aortic arch (AA)
pressure. Bottom left: right internal carotid (RIC) pressure. Bottom right: control input (u). Each
colour in the bottom right plot are the control inputs for the simulation and prediction results of
that colour in the other plots.

3.5 Model Predictive Koopman Control (MPKC)

Having a Koopman model that evolves linearly in the lifted space allows the use of linear
control algorithms. MPC can be implemented very efficiently with linear models, and
therefore is an ideal control method for representing the proposed forward predictive
behaviour of the medullary cardiovascular centre. MPC involves rolling out the dynamics
over a finite horizon with #ℎ time steps and finding input control variables that minimise
a given cost function for that horizon. The cost function is chosen as

� =

:=#ℎ∑
:=0
(e):Qe: + Δu

)
:RΔu: ) , (3.20)
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where Q and R are diagonal weighting matrices for the lifted state error, e: , and the
change in control input, Δu: , respectively. The lifted state error and the change in control
input are given as

e: = ψ(x: ) −ψ(x3: ) , Δu: = u: − u:−1 , (3.21)

where x3
:
is the desired state vector at time step : . The Δu: term in Equation (3.21)

represents the pseudo-energy cost of the control system changing the control input. The
physiological energy cost of control is the energy cost to change the smooth muscle tone,
and will be a function of Δu: . To efficiently optimise for the control input vector, u: , a
quadratic program is solved in CVXPY [127] with the OSQP [128] solver. The quadratic
cost function from Equation (3.20) is implemented in the following minimisation problem

min (�) s.t. (3.22a)

ψ(x:+1) = A(B: )ψ(x: ) +
∑
8

B̂8 (B: )D8: , (3.22b)

u<8= ≤ u: ≤ u<0G , (3.22c)

whereEquations (3.22b) and (3.22c) are the linear constraints for the quadratic programand
B: is the period-fractional time at step : . Also, B̂8 (B: ) = B8 (B: )ψ(x0) is evaluated with
the lifted state vector from the beginning of the forward horizon, which is an approximation
that ensures the constraint maintains linearity. Equation (3.22b) is a linear constraint that
advances the dynamics forward in the lifted space. Equation (3.22c) gives the minimum
and maximum bounds on the control inputs. Equation (3.22) is solved every time step of
the system simulation, and u0, the calculated first control input of the horizon, is applied
as the control input. Currently, this is done every time step of the simulation. However, to
improve computational efficiency further, this could be done every = 5 3 number of steps
andu0, · · · ,u= 5 3−1 could be applied until the calculation of the next optimal set of control
outputs.

3.5.1 MPKC Case Study

In this section, the MPKC algorithm is implemented to control the AA pressure and the
RIC flow during a stand-up manoeuvre. First, the circulatory system model was simulated
in supine position for 20 B to ensure a periodic steady state condition had been reached.
From the last second of this simulation, the average AA pressure and RIC flowwere calcu-
lated and set as the desired mean states to control towards. Then, the simulation was run
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for 1 B in supine position before changing to standing position. The change from supine
to standing can cause orthostatic hypotension and reduced blood flow to the brain, which
must be countered by the control system. The MPKC algorithm implements the required
control. The diagonal weighting constants for Q were 1.0 and 0.5, corresponding to the
AA pressure and RIC flow, respectively and 0.0 for all other measured states. The aortic
arch pressure was chosen as a control desire because it represents the ANS’s tendency
to regulate mean systemic pressure [31]. The RIC flow was chosen as it represents the
ANS’s tendency to regulate carbon dioxide clearance in the brain, and thus blood flow to
the brain. The control for pressure was weighted more heavily because of the assumption
that the ANS is more sensitive to non-nominal pressure [76, 103, 107, 129]. Measuring
both of these parameters gives a good approximation of regulating brain perfusion. The
diagonal weighting constants for R were 0.3 for all control inputs. When experimental
data that perturbs the control system is obtained, the diagonal values of Q and R will be
calculated by fitting to the data. Figures 3.9 and 3.10 show the resulting control response
for the RIC pressure and the AA flow, respectively.
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Figure 3.9: MPKC of the aortic arch mean pressure towards a desired mean pressure for the
circulatory system model without local control. At C = 1 B the gravity is turned on, and therefore
the control response to standing up is shown.
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Figure 3.10: MPKC of the right internal carotid mean flow towards a desired mean flow for the
circulatory system model without local control. At C = 1 B the gravity is turned on, and therefore
the control response to standing up is shown.

The MPKC acts to mediate the effects of orthostatic hypotension. It ensures that the RIC
blood flow and AA pressure quickly return to their desired nominal values after dropping
due to gravitational effects. The control inputs for the control response in Figures 3.9
and 3.10 are shown in Figure 3.11.
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Figure 3.11: MPKC control inputs for the response to standing up at C = 1 B for the model without
local control. Head R (D� ) is the control effort for the head terminal resistance, Trunk R (D) ) is for
the trunk terminal resistance, Peripheral R (D%) is for the peripheral terminal resistance, Venous C
(D+�) is for the venous compliance.

As expected, to increase RIC flow, the head resistance decreases and the peripheral and
trunk resistances increase, ensuring a higher ratio of blood flow to the head. To increase
the AA pressure, the mean systemic pressure is increased by two mechanisms. First,
since approximately 80% of blood flow goes to the trunk and peripherals, the increase
in trunk resistance and peripheral resistance causes an increase in systemic resistance,
and therefore higher mean systemic pressure. Second, the venous compliance decreases,
which increases venous return, and therefore increases mean systemic pressure.

3.6 Local Control Model

The local control modelled in the following sections encompasses metabolic and shear
stress effects. A simple integral controller is used to model the combination of effects.
In this chapter, arbitrary control gains are chosen that must be identified by fitting to
experimental data in the future. It is assumed that the flow is directly proportional to
the amount of oxygen that reaches the cells, therefore the blood flow can be the sensed
variable in the local control model. The local control metabolic effects are assumed to
occur at the arteriole and capillary levels, and the shear stress effect is assumed to occur at
the arteriole and small artery levels [31]. In the circulatory system model, small arteries
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and smaller vessels are modelled by the terminals, therefore the sensing and control occurs
in the terminals. The integral controller is implemented at the terminal vessels with the
following equations

¤'82 = � (E8) − E
8
=><) , (3.23a)

'8) ='
8
)0 + '

8
2 , (3.23b)

where 8 is the index for each terminal, '2 is the resistance contribution from integral
control,  � is the integral control gain, E) is the terminal flow, E=>< is the nominal
terminal flow, ') is the terminal resistance, and ')0 is the initial/uncontrolled terminal
resistance. E=>< and ')0 were obtained from the ADAN model [7, 98, 130, 131] in the
same way as for the ADAN-86 model from [116] and for the ADAN-218 model from
[6]. The control gain,  � , is chosen to be 10−4 �B/2<9, which is low enough to ensure
that the integral approximates mean flow control rather than control of the waveform and
high enough to give a response to flow perturbations that regulates flow back to normal
values after a stand up manoeuvre in approximately 20 B [132]. It must be noted that this
response time, which was found in Moore’s work [132], is due to all flow autoregulation
effects, not just metabolic and shear stress effects. These effects by themselves could be
much slower. Improving the local control model and identifying individual control gains
for each terminal from data is a difficult problem that is outside the scope of this thesis. A
schematic of the local and global hierarchical control is shown in Figure 3.12.

Figure 3.12: Block diagram of the local and global hierarchical control. MPC: model predictive
control, E) : terminal flow, E=><: nominal terminal flow.
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3.7 Combined Local-MPKC Control

The MPKC algorithm for the combined model is implemented exactly as it was in Sec-
tion 3.5, except the circulatory system model includes the local control detailed in Sec-
tion 3.6. Therefore, the identifiedKoopman system contains knowledge of the local control
dynamics so that they can be accounted for in the forward horizon predictions.

3.7.1 Combined Reconstruction

The Koopman operator’s prediction capabilities are demonstrated in Figure 3.13. The
solid line shows the prediction from the identified Koopman matrices, which is accurate
for the 2 B prediction. The prediction accuracy is very similar to that of the dynamics
without local control in Figure 3.8.
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Figure 3.13: Comparison of Koopman predicted dynamics (solid lines) and true dynamics (dashed
lines) for the model with local control. Gravity is turned off for the first second then turned on
to simulate standing up. Top left: right internal carotid (RIC) flow. Top right: aortic arch (AA)
pressure. Bottom left: right internal carotid (RIC) pressure. Bottom right: control input (u). Each
colour in the bottom right plot are the control inputs for the simulation and prediction results of
that colour in the other plots.
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3.7.2 Combined Control Results

The MPKC algorithm was applied in the same way as for the model without local control
in Section 3.5.1. Figures 3.14 and 3.15 show the AA pressure control and the RIC flow
control, respectively, for a stand-up manoeuvre. A supine position was simulated for the
first second, followed by 19 B of standing. During the 19 B simulation, the MPKC system
attempts to regulate the mean pressure and mean flow to nominal levels. This control
simulates the ANS response to orthostatic hypotension.
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Figure 3.14: MPKC of the aortic arch (AA) mean pressure towards desired mean pressure for the
circulatory system model with local control. At C = 1 B the gravity is turned on, and therefore the
control response to standing up is shown.
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Figure 3.15: MPKC of the right internal carotid (RIC) mean flow towards desired mean pressure
for the circulatory systemmodel with local control. At C = 1 B the gravity is turned on, and therefore
the control response to standing up is shown.
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Figure 3.16: MPKC control inputs for the response to standing up at C = 1 B. For the model with
local control. Head R (D� ) is the control effort for the head terminal resistance, Trunk R (D) ) is for
the trunk terminal resistance, Peripheral R (D%) is for the peripheral terminal resistance, Venous C
(D+�) is for the venous compliance.
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3.8 Discussion

An algorithm for identifying nonautonomous periodic dynamics with a Koopman operator
approach was detailed in Section 3.4. The method was tested to identify the dynamics
of the circulatory system with inputs of terminal resistance and venous compliance. Fig-
ures 3.8 and 3.13 show the reconstruction results for the circulatory system model without
and with local control, respectively. Both Koopman systems were identified with the
same amount of data, and the reconstructions were equally accurate for a 2 B prediction.
This result hints that including local control does not significantly increase the model
complexity or the difficulty to identify the dynamics. As more complexity is added to
the model, it is expected that the data required will increase. This work demonstrates the
ability of the MPKC algorithm to implement hierarchical control of a complex, locally
controlled system. Due to the local control system not yet having physiologically realistic
control gains, the control systems with and without local control are not compared, as this
comparison would strongly depend on the local control gains.

TheMPKC algorithm detailed in Section 3.5 was demonstrated to control AA pressure and
RIC flow during a stand-up manoeuvre. The algorithm was used to control the circulatory
system model that included local control in Sections 3.6 and 3.7. Figures 3.14 and 3.15
show the good pressure and flow control response. The pressure response has a long-time
offset due to the MPC only implementing a control response proportional to the predicted
error. At this long-time stage, the cost function reduction that would occur by modifying
the control to decrease the error is balanced by the cost function increase that would occur
due to the pseudo-energy cost of modifying the control input values. This explanation
directly relates to a balance between the two quadratic terms in Equation (3.20). Incorpo-
rating integral control into the global control system would remove this offset, however,
whether that would represent a physiological mechanism is unknown. The build-up of
norepinephrine from the sympathetic system nerves could potentially be approximated by
global integral control of the terminal resistances.

The control response due toMPKC is semi-optimal with respect to a simple approximation
for energy use. Future work will aim to show that a wide range of physiological control
responses can be observed due to the control system replicating the physiological tendency
to minimise energy use. The realistic control response due to minimising energy use can
be seen in Figure 3.16. The control system aims to increase mean systemic pressure
(AA pressure) and blood flow to the brain (RIC flow). Therefore, it makes sense for
the control system to decrease the terminal resistances in the head and increase them in

114



Koopman Control of the Circulatory System

the trunk and peripherals. First, this decreases the relative resistance of the head and,
therefore, increases blood flow to the brain. Second, the trunk and peripheral resistances
increase significantly, and since approximately 80% of blood flow goes to these areas
[31], this increases the mean systemic pressure. Also, the venous compliance decreases
to push blood into the arterial system, which increases arterial stressed volume, and there-
fore increases mean systemic pressure. The approximate energy minimising nature of
this control system causes these results to behave in this way. It should be noted that
this response can only be analysed qualitatively, not quantitatively, because the costs for
changing each control input (the diagonal elements in R) were not identified from data.
Therefore, having different costs for each control input was not taken into account. This
will be done in future work to ensure that the minimisation of the cost function minimises
physiologically realistic energy use. Importantly, a qualitatively realistic control response
was easily obtained without identifying any parameters from control data. This point is
important because designing control algorithms with realistic control costs and control
aims may ensure that they are more general to different control manoeuvres. Future work
will aim to show that this approach is superior to the typical method in the literature of
identifying linear control gains from certain control manoeuvres and assuming the gains
are general for multiple manoeuvres [11, 26, 27]. Identifying these specific linear control
gains could potentially be misleading. For example, Cooper and Hainsworth [133] claim
that baroreflex sensitivity increases due to orthostatic stress because they identify different
linear gains during supine and standing positions. The increased sensitivity to orthostatic
stress could instead be explained by the medullary cardiovascular centre having a different
model of the circulatory system dynamics in the standing up position, as in the control
system of this chapter. The dynamics in the standing up position would predict a larger
decrease in blood pressure at the carotid baroreceptors, and therefore elicit a larger control
response. This behaviour explains the increased baroreflex sensitivity observed by Cooper
and Hainsworth. Cooper et al. also claimed that baroreceptor sensitivity is modified by
the chemoreceptors [129]. This could instead be explained by the cost function increasing
due to a predicted error from nominal condition that is a combination of both %0$2/%0�$2

error and pressure error. This combined error and increased cost function could be the
cause of the stronger control response.

The gravity model in this chapter allows the modelling of the basic control response to
orthostatic hypotension. However, to more accurately model the effects of gravity, and
therefore more accurately model the control response, multiple effects should be included.
First, an important mechanism for response to orthostatic hypotension is muscle pump-
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ing. This effect requires the synchronised use of external muscle actuation with the use
of valves in the venous system, which is fairly complex to model. The effect limits the
pooling of blood in the veins of the legs. The gravity model implemented in this chapter
should also be improved to assign each vessel an accurate orientation in space so that
the hydrostatic effect can be calculated with respect to the vessel’s angle from horizontal
at any body tilt angle. As well as allowing for more accurate hydrostatic effects in all
positions, this improvement would allow the stand-up manoeuvre to be implemented as a
gradual process rather than a step input.

The control method in this chapter assumes that the sensed variables are flow and pressure,
which makes implementation easy. Using these parameters also makes the method extend-
able to real-life applications, as pressure and flow are easily sensed clinically. Although
this assumption makes the method more practical, it may omit important effects. One of
these effects is the creep effect of the baroreceptor. When pressure is increased, the firing
rate of the baroreceptor increases, then the receptor slowly gets used to the raised pressure
and decreases firing rate [134]. This effect could make the control system less sensitive to
hypertension if pressure is raised for long periods of time. Although modelling the firing
rate [9, 107, 134] does add physiological realism, this added realism may not be worth
the increased modelling difficulties. Since the underlying mechanisms of the medullary
cardiovascular centre are far from being accurately modelled, either an inacurate over-
simplified model or a black-box model can be used. Due to the complexity of the system,
it is likely that the black-box approach is the most accurate approach available. Including
complexity by modelling the afferent or efferent firing rate dynamics may not be worth the
increased difficulty since the full systemmakes either an inacurate over-simplified assump-
tion or a non-physiological black-box assumption for the medullary cardiovascular centre.
In particular, including the afferent and efferent firing rate mechanisms would require
solving difficult parameter identification problems, where firing rate should be measured
to obtain accurate parameters. The parameters (the Koopman matrices) in MPKC, in
contrast, are easily fit to data that is straightforward to generate through simulation and
clinically available. The flexibility of the MPKC method to sense variables of choice
makes the method well suited for modelling virtual physiological multisystems that can
be extended to include more mechanisms with more variables that must be sensed. It also
makes the MPKC useful for practical applications. Two applications that it could be useful
for are frequency control of a pacemaker and insulin control for an insulin pump. Pace-
maker control could require coupling a respiratory model to the model of the circulatory
system in order to make the frequency control dependent on minimising cardio-respiratory
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energy use [96, 97]. It would be fascinating to compare energy-optimal frequency control
with the heart rate variability that is observed in patients with healthy hearts [97]. Insulin
control would require incorporating a model of the metabolic system [95].

Another point of discussion is whether the ANS has a method to select optimal control
inputs from its trained model of the dynamics. In the MPKC algorithm, a quadratic
program is solved to find these control inputs, which obviously cannot be done in the
brain. Predictive coding [32, 33] and active inference [135, 136, 137] may explain how
the semi-optimal control input is actually calculated in the brain’s neural networks. At this
stage, practical methods for active inference are not efficient enough to be implemented
in virtual human models. Therefore, the MPKC algorithm that uses a quadratic program
is a practical method for generating a predictive model of the dynamics and calculating a
semi-optimal control input. The predictive model that the brain has is learnt and adapted
through time. In this chapter, the Koopman dynamics are learnt from offline data before
control implementation. This approach could be made more accurate and realistic by
allowing the Koopman matrices to be adapted in real time. This improvement has been
done with the Koopman operator in the literature [93] and will be incorporated into the
algorithm of this chapter in future work. The physiological mechanism of adapting the
neural forward-predictive dynamics model of the brain involves neural plasticity and may
involve the cerebellum [138, 139], which will be further investigated in future work.

3.9 Chapter Concluding Remarks

This chapter has detailed an algorithm for nonlinear control of complex multisystems that
is semi-optimal with respect to energy use. The method was demonstrated for the local
and global control of the blood pressure and flow in a circulatory system model with a
qualitatively realistic control response. The local control represented the metabolic and
shear stress effects on terminal resistance. The global control via the MPKC algorithm
modified the terminal resistance and venous compliance to regulate RIC mean flow and
AAmean pressure with minimal energy use. This global control approximated the barore-
flex and central chemoreflex control of the ANS.

The algorithm has been designed so that it can be used with any control-affine periodic
multisystem. Controlling an arbitrary system with this algorithm involves first choosing
the states that aremeasured and the variables that are controlled, then generating data while
varying the control variables to ensure control dependent dynamics can be learnt. The
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Koopman variables are then calculated and used to control the system with the algorithms
detailed in Sections 3.4 and 3.5. This work will be extended to include non-control-affine,
quasi-periodic systems so that heart rate and contractility control can be incorporated.
Once this extension is implemented, the algorithm will be suitable for controlling the
complex physiological systems that make up a virtual human model.

The MPKC approach has been designed with practicality foremost in mind. First, control
aims and costs such as energy minimisation have been embedded in the method that make
the control algorithm more general than typical methods that fit linear control gains. By
doing this, the approach should be more easily fit to data and less likely to overfit to
certain control manoeuvres. Second, firing rate dynamics have been omitted to ensure
parameter identification can be done as easily as possible. The simplicity of the parameter
identification is helped by the flexibility of the method to sense parameters that are easily
measured clinically. Having a practical control model will allow virtual models at the
bedside to include a realistic model of the patient’s control system. This approach has the
potential to significantly improve model accuracy and, therefore, allow the model to be
used to select more optimal patient care. In the short term, the control method may be used
for practical problems such as improving pacemaker frequency regulation and improving
the efficacy of insulin delivery from an insulin pump.

3.9.1 Future Work

This chapter details a control algorithm with a lot of potential for physiological control.
However, improvements must be made for practical use in virtual physiological human
models. The following are some extensions that should be implemented:

• Heart rate and contractility control. Allow quasi-periodic systems in the MPKC
approach.

• More complicated venous system, valves, muscle pumps, collapsable veins [11],
and hydrostatic venous effects.

• Cerebral spinal fluid circulation and intracranial pressure.

• Model the neurovascular coupling to allow a response to increased activation in the
brain [140].

• Respiratory system model.
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• Renal system model.

• Model gas exchange, metabolism, glucose, and insulin.

• Sense %0$2 and %0�$2 at the chemoreceptors instead of flow.

• Start controlling before the stand-up manoeuvre so that the ANS prediction to
standing up can be taken into account.

Although these are challenging modelling extensions, once the non-periodic extension is
made the control algorithm will be very easy to adapt for each extension of the model.
Therefore, the MPKC algorithm is a good first approach at generalising the nonlinear
control of physiological systems.
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Chapter 4

The influence of Laminar-Turbulent
Transition on Rotor Performance at
Low Reynolds Numbers

4.1 Chapter Prologue

This chapter deviates from the physiological theme of the previous chapters and instead
shows a potentially dangerous performance drop that can occur for rotor blades at low
Reynolds numbers ('4). The manner in which this observation was obtained was de-
pendent on decoupling a complex system to allow for the efficient modelling required to
analyse a large range of '4 and operating conditions. I had the opportunity to conduct
research at the NASA Ames Aeromechanics Branch during my PhD studies and I noticed
many common themes between physiological modelling and aerodynamics modelling.
Foremost of these was the importance of balancing practical efficiency with model ac-
curacy. Although, as a stand-alone, this chapter discusses low Reynolds number rotor
blade effects, I hope it can show the reader the importance of finding ways to improve
model efficiency to obtain practical results in any computational modelling field, including
computational physiology.

4.2 Chapter Abstract

Laminar-turbulent transition can significantly affect rotor performance at low '4 by al-
tering the presence and extent of laminar boundary layer separation. This effect can
cause the performance of small unmanned aerial vehicles to be significantly dependent on
freestream turbulence intensity, rotor surface roughness, and rotor vibrations. To under-
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stand the extent of this effect, 2D aerofoil decks with varying critical amplification factors
(a value that determines how much disturbance growth is required for transition) were
created using XFOIL and its 4# transition model. The decks were implemented into a 3D
flow solver that couples a Reynolds Averaged Navier Stokes (RANS) flow solution with
a blade element momentum (BEM) theory model. This allowed rotor performance to be
evaluated over sweeps of critical amplification factor and '4. At 3/4 radius chord-based
Reynolds numbers between '43/4 = 2 × 104 and '43/4 = 8 × 104, increasing the critical
amplification factor from 3 to 11 is shown to decrease the figure of merit of the rotor
in hover by approximately 40%. Forward flight simulation results also show an equiva-
lent drop in performance. However, the influence of critical amplification factor on roll
moment in forward flight was found to be less than 10% of the roll moment generated
by the forward velocity. Simulated aerofoil boundary layer growth is displayed to detail
the laminar separation that causes the extensive drop in performance at low '4. Good
agreement is shown between simulation and experiment for earth atmospheric pressure.
The results of this study show that conventional aerofoil rotors are strongly influenced by
the operating condition for '4 below 1.2 × 105 and that future work needs to be done on
design and testing of low Reynolds number rotor blades. This chapter is also published as
a conference paper [141].
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4.3 Nomenclature

�� = aerofoil drag coefficient , �! = aerofoil lift coefficient ,

�" = aerofoil moment coefficient , �% = coefficient of pressure ,

"0 = Mach number , # = amplification factor in the 4# method ,

#�A8C = critical amplification factor , %B = static pressure ,

A = rotor radial coordinate , ' = rotor radius ,

'6 = gas constant , '4 = Reynolds number ,

'42 = chord-based '4 , '43/4 = '42 at A = 3/4', in hover ,

)4 = temperature , )D∞ = free stream turbulence intensity % ,

) = thrust , % = power ,

+ = forward flight velocity , G = normalised chord location ,

D = boundary layer tangential velocity , D∞ = free stream velocity ,

X∗ = displacement thickness , X∗∗ = momentum thickness ,

U = angle of attack , d∞ = freestream density ,

` = dynamic viscosity , \ = shape factor .

4.4 Background

Airfoils at a low Reynolds number ('4) have a sensitivity to operating conditions such
as freestream turbulence intensity (FST), rotor vibrations, rotor blade aeroelastic effects,
and aerofoil surface roughness. These parameters are accounted for by the #�A8C value,
which is a measure of the disturbance amplification required to induce laminar-turbulent
transition. This is further described in Section 4.5.2. For flow over aerofoils with high
#�A8C and low '4, transition is delayed, and thus laminar separation can occur. This can
cause an increase in drag and a decrease in lift. As of yet, little work has been done to
analyze how this effect influences the performance of rotor blades. This study aims to
show that rotor performance can be significantly affected by the operating condition at low
'4.

Possibly the most important effect that needs to be understood occurs in the region be-
tweenmoderate to high '4, predominantly turbulent flow and low '4, laminar flow. In this
region, the complex behaviour of boundary layer separation, reattachment, and laminar
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separation bubbles (LSB) can have significant aerodynamic effects [142, 143]. Specifi-
cally, the LSB can burst, resulting in full laminar separation, which can cause a substantial
decrease in lift and increase in drag [144, 145]. This so-called bubble bursting could be
the change from a short, steady LSB to a (time-averaged) unsteady LSB and could indicate
the onset of vortex shedding [146]. Assuming the negative effects of laminar separation
translate to rotor blades, there could be extreme drops in rotor performance at low '4.

Rotors that operate in a low chord-based Reynolds number regime ('42 < 105) include
small wind turbines, small unmanned aerial vehicles (UAV), andmicro air vehicles (MAV).
Extensive commercial and research developments in these areas make it essential to im-
prove understanding of low '42 rotor flight. Improved understandingwill aid in optimising
low '4 aerofoils and designing safe control algorithms to avoid undesirable flight condi-
tions. Another need for increased understanding is for low-pressure extra-terrestrial flight,
such as that of the Mars Helicopter [147, 148]. The rotor used in this study has a radius of
0.508<, which was chosen to be similar to that of the Mars Helicopter (MH) developed
by the Jet Propulsion Laboratory. Koning, Johnson, and Allan showed that the MH aero-
foil is unlikely to have a laminar-turbulent transition in Mars atmospheric conditions and
that the flow is expected to remain predominantly laminar over the rotor in hover [148].
Therefore, in the current study, a numerical analysis is conducted which focuses on higher
'4 (2 × 104 < '4 < 2 × 105) hover for Earth-based applications.

Studies on low '43/4 for forward flight are scarce. A numerical study of forward flight
is presented to show the drop in performance that occurs due to the '4 of the retreating
blade dropping into the critical '4 region. During forward flight, large roll moments
can occur due to the imbalance in thrust between retreating and advancing blades. As
forward speed increases, the retreating blade thrust decreases and the advancing blade
thrust increases, causing a large roll moment. Helicopter rotors have cyclic control for this
reason. However, many MAVs and UAVs do not have cyclic control and will therefore be
very susceptible to this roll imbalance. Laminar separation on the retreating blade could
increase this effect, resulting in larger roll moments. The extent of this effect is analysed
in this study.

4.5 Reynolds Number Effect on Aerodynamics

At high '4, aerofoils typically have high lift and low drag due to the boundary layer ex-
periencing laminar-turbulent transition close to the leading edge, delaying boundary layer
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separation. The turbulent boundary layer is chaotic and has small-scale eddying motion
that causes transport of momentum from the freestream into the boundary layer. This tur-
bulent exchange of momentum causes an increase in wall shear stress and time-averaged
velocity [149]. A boundary layer with higher velocity and momentum can overcome a
larger adverse pressure gradient and is thus less prone to separation. This reduction in
separation causes increased thrust and decreased drag. Even though a turbulent boundary
layer has a higher friction drag due to higher wall shear stress, it has a lower pressure
drag due to the reduced separation. The decrease in pressure drag typically outweighs
the increase in friction drag, resulting in lower total drag [142]. When '4 drops below a
critical '4, transition no longer occurs before the point of pressure recovery, which can
result in laminar separation [150, 151] (the term ’critical’ here is used as the termination of
laminar separation). The point of pressure recovery is the location on the top surace of an
aerofoil where the pressure is a minimum. When flow moves past this point it experiences
an adverse pressure gradient which can cause separation.

4.5.1 Low Reynolds Number Rotor Blades

Although substantial research has been conducted on low '4 aerofoils [152, 153, 154,
155, 156, 157], few groups have extended this to rotors. Singh [158] took into account
laminar separation and LSB when designing a low '4 wind turbine. Bohorquez et al.
[159] and Young et al. [160] analysed MAV rotor performance at '43/4 below 5 × 104.
Further work by Young et al. [147, 161] presented the possibilities and limitations
of rotorcraft that operate in the low-pressure Mars atmosphere. Escobar et al. [162]
conducted analyses on Mars rotorcraft using a combination of vacuum chamber tests and
free-wake based comprehensive analysis. However, none of these works accounted for
performance sensitivity to the operating condition or #�A8C . Ament and Koning [163]
analysed forward flight simulations at low pressures and hence low '43/4. They found
significant differences between prediction and experiment for thrust and power, which is
likely due to their simulations not having a transition model and not accounting for the
operating condition or #�A8C . Perez Perez [164] followed on from the work by Ament
and Koning, and showed improved comparisons with low-pressure experiments by using
a fully laminar boundary layer assumption. Although this method may work at very low
'4, a simulation method is needed that can account for operating condition dependent
transition within the boundary layer.

124



Laminar Transition at Low Reynolds Number

4.5.2 Boundary Layer Transition

The onset of turbulence can be caused by a variety of effects as described by various the-
ories [142, 165]. Due to the relatively undisturbed flow being studied, a natural transition
mechanism is assumed. In natural transition, the external disturbances in the free stream
and the initial disturbances or oscillations in the boundary layer are assumed to be weak.
Flow instabilities amplify the initial disturbances and cause them to increase exponentially
in amplitude downstream and eventually become chaotic. The start of chaotic flow defines
the laminar-turbulent transition. To predict the transition location for natural transition an
4# method can be used.

XFOIL, a software program developed by Drela [34], is used in this study to calculate
the drag and lift coefficients of many aerofoil section configurations. XFOIL uses a 2D
boundary layer theory model to model the viscous effects in the boundary layer, including
boundary layer growth and transition. This model is coupled with an inviscid potential
flow equation for flow outside the boundary layer. This software uses the 4# method to
predict the transition location caused by linear instability growth. The most common type
of instability growth arises from Tollmien-Schlichting (TS) waves, which are sinusoidally-
oscillating pressure and velocity perturbations within the boundary layer [149]. TS waves
initially have small amplitudes near the leading edge, however, in unstable conditions they
can grow exponentially. The amplification of the waves is defined by 4# , where # is the
so-called “#-factor” in the 4# method.

XFOIL assumes that TS waves are the dominant type of instability growth. In the
approximate envelopemethod, used inXFOIL, the 4# method is simplified by tracking only
the maximum amplitudes of the most amplified frequencies [157, 166]. The approximate
envelope method simplifies the stability theory transition model to only require tracking
of one parameter, # , in the boundary layer. Once 4# reaches 4#�A8C , transition occurs.
Therefore, #�A8C can be thought of as a quantification of the disturbance amplification
required to cause transition. Equally, #�A8C can account for a combination of the receptivity
and the size of the initial disturbances. Increased receptivity, which is influenced by
surface roughness and vibrations, causes lower #�A8C due to increased influence of external
disturbances on the boundary layer. Boundary layer flow with large initial disturbances,
or equivalently high FST, requires less amplification to reach an amplitude that initiates
transition, thus also has a lower #�A8C .
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If the assumption is that FST is the main operating condition effect, an #�A8C value can be
found that is related to the percent of freestream turbulence intensity ()D∞). Drela [167]
formulated the following relation for this,

g = 2.7 tanh()D∞/2.7) , (4.1)

#�A8C (g) = −8.43 − 2.4;=(g/100) . (4.2)

An #�A8C value of 11 translates to a )D∞ value of 0.03%, which is typical for very clean
flow, such as a sailplane in flight. An #�A8C value of 9 translates to a )D∞ value of
0.07%, which is appropriate for the flow in a very quiet wind tunnel. Finally, an #�A8C
value of 5 relates to a )D∞ value of 0.37%, which corresponds to a reasonably turbulent
environment, such as in a noisy wind tunnel. Setting the #�A8C value to 1 can also be done
to simulate bypass transition. This causes transition to occur immediately after linear
instability occurs.

XFOIL is effective at modelling aerofoils in the range of this study i.e., greater than
'4 = 2 × 104. However, XFOIL is not as accurate for ultra-low '4. Drela [168] shows
that XFOIL’s first-order stability theory approach diverges from experimental results for
'4 below approximately 104. In the same work, Drela details a second-order approach
that resolves the issue. If a similar approach as this study was to be done for ultra-low '4,
a higher-order implementation should be used.

4.6 Computational Approach

To analyse rotor performance a computational pipeline was set up. A schematic of this
pipeline is shown in Figure 4.1. This section details the operating parameters for the cases
in the study as well as a description of each step in the simulation pipeline.

Obtain 

airfoil 

profiles and 

determine 

sweep 

parameters

Generate 

C81 decks 

with XFOIL 

and collect 

boundary 

layer data 

Stitch large 

angles 

from 

NACA0012 

to XFOIL  

C81 decks

Run 

simulations 

in RotCFD, 

using the 

generated 

C81 decks

Post 

process 

and 

compare 

with test 

data

Figure 4.1: Flow-chart of the simulation pipeline.
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4.6.1 Case Studies

Three cases are run in this study, Earth atmosphere hover (EAH), low-pressure sweep
hover (PSH) and low-pressure sweep forward-flight (PSFF). Table 4.1 shows the relevant
parameters for each case.

Table 4.1: Case study parameters.

EAH PSH PSFF
%B [:%0] 101.3 4 − 40 4 − 40

d∞ [:6/<3] 1.225 0.0481 − 0.481 0.0481 − 0.481
)4 [ ] 290 290 290

'6 [<2/B2/ ] 287 287 287
` [#B/<2] 1.75 × 10−5 1.75 × 10−5 1.75 × 10−5

'%" 250 − 4000 3000 3000
+ [</B] 0 0 30

'43/4 [×105] 0.4 − 6.7 0.2 − 1.9 0.2 − 1.9

4.6.2 Blade Sections

For this study the aerofoil profiles were obtained using the CreaformMetraScan-70, a 3D
optical laser scanner. Profile curves were then fit to the resulting point cloud to obtain 2D
aerofoil sections. Works by Koning [169] and Perez Perez [170] detail the selection of
critical aerofoil sections and the geometric parameters of the blade. In this study, as in Perez
Perez’s work [170], the critical aerofoil sections were chosen as A/' = 0.29, 0.58, 0.78,
and 0.95, which had chord lengths of 2 = 0.085, 0.071, 0.058, and 0.032<, respectively.

4.6.3 Airfoil Deck Generation, XFOIL

An aerofoil deck stores the lift, drag, and moment coefficients for 2D aerofoil profiles at a
range of"0 and U. To create these decks, a Python application was developed to automate
the running of XFOIL and sweep through U,"0, aerofoil section, #�A8C , and pressure. The
application outputs aerofoil decks as well as boundary layer parameters. These parameters
allow analysis and visualisation of the transition and separation behaviour. This study
required more than 400 aerofoil decks, each deck requiring 217 2D flow simulations. This
would have been infeasible for a RANS 2D solver to generate. Therefore, the speed of the
Python-XFOIL application allowed for a more refined study than could have been done
with typical aerofoil deck generation software.
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Each aerofoil deck generation requires solving for the lift and drag coefficients for U from
−10 to 20 in steps of 1 and "0 of 0.05 and 0.1 to 0.6 in steps of 0.1. Generating one
aerofoil deck with this Python-XFOIL application takes approximately 30 seconds on
a 3.60 GHz processor node of a standard desktop workstation. In comparison, on the
same workstation, the aerofoil deck generation software C81gen takes on the order of
days to generate one aerofoil deck, depending on the aerofoil. Therefore, compared to
C81gen, the Python-XFOIL application developed in this study shows a factor of over
100x improvement in runtime. In future work the application will be updated to allow for
parallel processing, further improving the computational speed.

4.6.4 RANS Grid Resolution Study

To analyse the full 3D rotor behaviour, the aerofoil decks are used with a mid-fidelity
RANS solver, RotCFD [171]. This solver uses an unsteady RANS model coupled with
a BEM theory model. The software solves for the velocity and pressure throughout the
computational domain and the time averaged forces and moments of the blades.

To ensure the grids used in this study were sufficiently refined, grid resolution studies
were done for both hover and forward flight. The number of cells was increased until the
thrust, power, and hover figure of merit (FM) changed by less than 1%. The FM is the
ratio of ideal rotor power from BEM theory to the power applied to the rotor shaft and can
be calculated from thrust and power with

FM =
)1.5√

2d∞cA2%
, (4.3)

The resulting grids for hover and forward flight are shown in Figure 4.2. For both cases all
boundaries were set as fixed velocity conditions apart from the outflow boundary, which
was set as a mass outflow correction boundary condition. In hover, the outflow wall was
the bottom boundary, whereas in forward flight it was the downstream boundary. For
forward flight the rotor was pitched forward by 14 degrees to simulate realistic flight.
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Figure 4.2: RotCFD grid for (A) hover and (B) forward flight.

4.7 Experimental Approach

Hover test data presented in this chapterwere gathered from tests conducted in the Planetary
Aeolian Laboratory PLA at NASAAmes, where pressures as low as 550 %0 can be reached
by evacuating air from the facility. For this study, thrust, torque, and power data at Earth
atmospheric pressure (101.3 :%0) are presented. Future tests are to be done at a range of
pressures from 1 :%0 to 40 :%0. Details on the rotor, the facility, the hardware, and the
sensors used in this study can be found in Ament and Koning’s work [163]. Their study
made use of the Martian Surface Wind Tunnel, located in the PAL, to analyse a rotor in
forward flight, whereas in the current study, the same rotor was moved out of the wind
tunnel to attempt to analyse hover without wall effects. In the current work, the rotor, as
shown in Figure 4.3, was set up in a thrusting up orientation, 3.2< off the ground, more
than 3.5< from the closest wall, and more than 15< from the ceiling.
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Figure 4.3: Hover experimental setup in the Planetary Aeolian Laboratory.

4.8 Hover Experimental Results

Tests were conducted for the EAH case, with one (2-bladed rotor) and two (4-bladed
co-rotating rotors) propellers. The resulting plots for thrust vs RPM2, torque vs RPM2,
and power vs RPM3 are presented in Figures 4.4–4.6. The two-propeller tests were limited
to 3000 RPM to keep the load cells below their rated limit.
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Figure 4.4: Experimental thrust vs RPM2 for Earth atmosphere hover.

��� ��� ��� ��� ��
 ��� ��� ��� ���
���  ��	

�

��

��

��

��

��

��
��
��
���

�
�

����������������������������������
����������������������������������

Figure 4.5: Experimental torque vs RPM2 for Earth atmosphere hover.
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Figure 4.6: Experimental power vs RPM3 for Earth atmosphere hover.

4.9 Hover Simulation Results

Hover simulations were performed at both Earth atmosphere (EAH) for validation and
low pressures (PSH) to analyse low '43/4 performance. Due to computational cost, the
simulations were only done for 1 propeller stack (2-bladed rotor). Also, to ensure a tip
"0 of below 0.65, a constant RPM of 3000 RPM was chosen.

4.9.1 Validation at Earth Atmosphere (EAH)

Comparisons at 101.3 :%0 were done to ensure the simulations were accurate in standard
flight conditions. Figures 4.7–4.9 show the thrust vs RPM2, power vs RPM3, and power
vs thrust plots, respectively. The simulations were evaluated for #�A8C values of 2, 5,
9, and 11. The results with #�A8C values of 9 and 11 matched well with experiment,
having median thrust errors of 4% and 2%, respectively. An #�A8C value of 9 corresponds
with a clean wind tunnel and an #�A8C value of 11 translates to a very smooth operating
condition, such as flying through still air. Therefore, since the vacuum tower is large
and has minimal flow recirculation, the #�A8C value of 11 giving the best results was not
surprising. Also, centrifugal effects of rotor blades can have stabilising effects and delay
transition [172]. This could mean that rotor blades have relatively large #�A8C compared
to fixed wing aircraft. However, the opposite could be argued for added vibrations and
aeroelastic effects causing lower #�A8C . Future work should be done on correlating #�A8C
with rotor flight conditions. The power vs thrust curve in Figure 4.9 shows very good
comparison for all #�A8C . The reason that the difference in simulation results between
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different #�A8C is relatively small is due to the large '43/4 of 5 × 105, which results in all
cases transitioning before significant laminar separation can occur.
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Figure 4.7: Thrust vs RPM2 at 101.3 :%0, comparison of simulation with experiments, Earth
atmosphere hover.
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Figure 4.8: Power vs RPM3 at 101.3 :%0, comparison of simulation with experiments, Earth
atmosphere hover.
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Figure 4.9: Power vs thrust at 101.3 :%0, comparison of simulation with experiments, Earth
atmosphere hover.

Interestingly, the power vs thrust trend in Figure 4.9 is relatively unaffected by #�A8C at
this high '43/4 due to higher #�A8C resulting in both increased thrust and increased power.
The increased thrust is due to high #�A8C delaying transition. The increased power is
due to an increase in induced drag due to the increased thrust. For supercritical '4,
transition occurs before the point of pressure recovery, therefore, laminar separation is not
a risk. The delay of transition caused by high #�A8C results in the turbulent boundary layer
having less time to grow, resulting in delayed turbulent separation. The delayed separation
causes lower pressures on the top surface and thus increased lift and hence thrust. During
hover, induced drag dominates profile drag [173], therefore, the increase in lift and hence
increase in induced drag explains the increase in power for high #�A8C . The '43/4 at
Earth atmosphere does not drop low enough for significant laminar separation to occur,
therefore, #�A8C does not significantly affect performance. To see an influence of #�A8C on
performance, lower '43/4 are analysed.

4.9.2 Low Reynolds Number Rotor Performance (PSH)

A sweep over pressure, or equivalently '43/4, was simulated with six #�A8C values to
determine the influence of #�A8C on rotor performance. First, the thrust and power plots
are presented against '43/4 in Figures 4.10 and 4.11, respectively.
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Figure 4.10: Thrust vs 3/4 radius Reynolds number at 3000 RPM, pressure sweep hover.
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Figure 4.11: Power vs 3/4 radius Reynolds number at 3000 RPM, pressure sweep hover.

Similar to in Earth atmosphere, the thrust and power at '43/4 greater than 1.2 × 105 is
larger for higher #�A8C . The power, as seen in Figure 4.11, does not show an inflection
point at 1.2× 105, however, the predictions in power seem to collapse and are independent
of #�A8C below 1.2 × 105. The reason for this collapse is due to a balance between higher
#�A8C increasing power due to increased drag from laminar separation and higher #�A8C
decreasing power due to decreased induced drag from the lower lift and thrust.

Figure 4.10 shows a large drop in thrust for high #�A8C when '43/4 drops below approxi-
mately 1.2 × 105. The drop in performance related to this decrease in thrust below '43/4

of 1.2 × 105 is clearly seen in Figure 4.12. A distinct drop in FM occurs for all #�A8C
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values as '43/4 is decreased, with higher #�A8C values reaching a critical laminar/turbulent
transition region earlier. For '43/4 between 2×104 and 8×104 the FM drop between #�A8C
values of 3 and 11 is approximately 40%. This shows the massive drop in performance
that can occur at low '4 between different operating conditions.
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Figure 4.12: Figure of Merit (FM) vs 3/4 radius Reynolds number at 3000 RPM, pressure sweep
hover.

The critical chord-based Reynolds number is the chord-based Reynolds number ('4�),
where any lower Reynolds number causes significant laminar separation. Multiple studies
have shown the critical chord-based Reynolds number to be approximately 7 × 104 [144,
145]. This relates well with the critical '43/4 of approximately 1.2 × 105 found here,
as when '43/4 drops below this value, significant parts of the blade experience a '4�
below 7× 104. As '43/4 decreases further, more of the blade becomes subcritical, further
decreasing performance.

4.9.3 Laminar Separation

To analyse boundary layer growth and transition, it is useful to introduce three parameters,
the displacement thickness (X∗), the momentum thickness (X∗∗), and the shape factor
(\). The displacement thickness is defined as the distance the external potential flow is
displaced outwards due to boundary layer growth and is calculated with the following
equation

X∗ =

∫ X

0
(1 − D

D∞
)3H, (4.4)
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where D is the tangential flow velocity, D∞ is the free stream velocity, X is the boundary
layer thickness, and y is the normal direction. The momentum thickness is defined as the
thickness of the momentum lost in the boundary layer compared to that of potential flow
and is given by

X∗∗ =

∫ X

0

D

D∞
(1 − D

D∞
)3H, (4.5)

The shape factor is a metric used to help determine the transition location and is given by
\ = X∗/X∗∗.

The large drop in FM for high #�A8C at constant '43/4 is due to laminar separation.
Laminar separation occurs for high #�A8C due to the shear layer remaining laminar past
the point of pressure recovery. A laminar shear layer does not entrain momentum from
the freestream, which results in shear layer separation from the blade quickly after it
encounters an adverse pressure gradient. This effect can be seen clearly by comparing
Figures 4.13 and 4.14 for #�A8C values of 1 and 11 respectively. Both results are for section
A/' = 0.78, '4� = 6 × 104, "0 = 0.5, and U = 7◦. The #�A8C = 11 case shows massive
shape factor and displacement thickness growth before transition, which is a clear sign of
separation. Following separation, the separated shear layer transitions close to the trailing
edge, without reattachment. Reattachment does not occur after transition, as can be seen
by the displacement thickness increasing. The absence of reattachment is due to the large
size of the boundary layer when transition occurs.
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Figure 4.13: Displacement thickness normalised by chord length and shape factor vs the nor-
malised chord location for #�A8C = 1.
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Figure 4.14: Displacement thickness normalised by chord length and shape factor vs the nor-
malised chord location for #�A8C = 11.

For the same cases as Figures 4.13 and 4.14, the coefficient of pressure and boundary layer
profiles are plotted in Figures 4.15 and 4.16 for #�A8C values of 1 and 11, respectively. For
#�A8C = 11 the boundary layer velocity profiles show the flow staying attached and laminar
until a normalised chord location of approximately 0.4, then separating, as shown by the
negative velocity at the wall. Compared to #�A8C = 1, this laminar separation causes �? to
become less negative on the top surface of the aerofoil, which explains the drop in lift.

Figure 4.15: Coefficient of pressure vs normalised chord location (top) and velocity profiles
(bottom) for #�A8C = 1.
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Figure 4.16: Coefficient of pressure vs normalised chord location (top) and velocity profiles
(bottom) for #�A8C = 11.

4.10 Numerical Forward Flight Results

4.10.1 Forward Flight Rotor Performance (PSFF)

The same sweep in pressure as in Figures 4.10–4.12 was repeated for the forward flight
case. The thust and power are plotted against the blades '43/4 in Figure 4.17, respectively,
where '43/4 does not account for the relative blade speeds in forward flight, i.e., it is the
average of '4 at the 3/4 radius location between the advancing and retreating blades.
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Figure 4.17: Thrust vs 3/4 radius Reynolds number at 3000 RPM for a 30</B forward flight
speed.
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Figure 4.18: Power vs 3/4 radius Reynolds number at 3000 RPM for a 30</B forward flight
speed.

Forward flight causes the retreating blade to have a lower relative velocity, therefore, a
lower '4� along the blade. This results in the retreating blade experiencing critical '4�
over large sections of the blade at a higher '43/4 than in hover. Therefore, the thrust drops
at higher '43/4 for forward flight than for hover. Figure 4.17 shows that the drop in thrust
starts at '43/4 of approximately 1.4 × 105. The power again collapses to be similar for all
#�A8C at '43/4 below 1.2×105. The decrease in thrust for high #�A8C at constant '43/4 thus
leads to a drop in forward flight performance, like that of hover but over a wider '43/4

range. This effect can be seen in Figure 4.19.
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Figure 4.19: Figure of merit (FM) vs 3/4 radius Reynolds number at 3000 RPM for a 30</B
forward flight speed.
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4.10.2 Forward Flight Roll Moment

The rollmoment in forward flight is caused by amisbalance in thrust between the advancing
blade and the retreating blade. Theoretically, this effect could be exaggerated depending
on the operating condition. At high #�A8C the advancing blade could be predominantly
supercritical, causing higher thrust and the retreating blade could be mostly subcritical,
causing lower thrust. To test this hypothesis, the forward flight speed was varied for a
constant RPM of 3000 and a constant pressure of 30 :%0. This pressure relates to a '43/4

of 1.4×105. The resulting roll moment vs forward flight speed plot is shown in Figure 4.20.
As expected, the cases with higher #�A8C have higher roll moment, which is due to two
effects. First, the advancing blade is predominantly supercritical, therefore it produces
higher thrust for a larger #�A8C due to delayed transition, as discussed in Section 4.9.1.
Second, the retreating blade is mostly subcritical, hence it produces lower thrust for greater
#�A8C due to laminar separation, as discussed in Section 4.9.3. The combination of higher
thrust on the advancing blade and lower thrust on the retreating blade results in larger
roll moments for higher #�A8C . The difference in roll moment for #�A8C = 3 compared
to #�A8C = 11 is approximately 10% of the moment created by the forward flight speed.
Therefore, although the operating condition does have an influence on the roll moment, it
is minor compared to the roll moment created by forward flight speed.
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Figure 4.20: Roll moment vs forward flight speed for 3000 RPM at 30 :%0.

4.11 Chapter Concluding Remarks

This chapter shows that low '43/4 rotor blade performance is significantly affected by
#�A8C and specifically by operating condition parameters such as FST, rotor vibrations,
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rotor blade aeroelastic effects, and aerofoil surface roughness. The FM of rotors in hover
conditions at '43/4 between 2 × 104 and 8 × 104 is shown to drop by approximately 40%
between #�A8C values of 3 and 11. These results are relevant for MAVs and small UAVs,
as well as future extraterrestrial flight. Forward flight is shown to have a similar drop in
performance for a wider '43/4 range due to the retreating blade experiencing lower '4� .
Operating condition was also found to have a small effect on the roll moment during for-
ward flight. Laminar separation is confirmed to be the cause for the drop in performance
for high #�A8C at subcritical '43/4. Lower #�A8C and higher '43/4 cause transition to occur
earlier, which aids in keeping the shear layer attached over the adverse pressure gradient
region.

Although the work in this chapter is not related to physiology, it does show the advantages
that decoupling a system for efficiency can have. The decoupling allowed a broad analysis
of operating condition and '43/4, that would not have been possible otherwise. This
is a beneficial lesson for physiological modelling, where decoupling for efficiency may
sometimes be required, albeit at the cost of energy conservation.
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Chapter 5

Conclusions and Future Directions

This thesis adressed three issues with physiological modelling that must be overcome in
order to have useful virtual physiological human models. First, there is no universally
accepted mathematical framework for computational modelling that is modular and that
allows coupling between LPM and continuum models. The first objective of this thesis
involved introducing such a framework that ensures conservation of energy between cou-
pled models and allows implementation of mixed boundary conditions. The second issue
with current physiological modelling is that many models do not include a control system,
and those that do use incomplete control models or assume the control is linear. The
second objective involved developing a physiologically accurate method for the control of
complex, nonlinear modular systems. A strong emphasis was put on ensuring that this
control system minimises the approximate energy cost of control implementation. The
third issue of current virtual human or coupled physiological models is that insufficient
emphasis is put on making the models practical for patient care. Objective 3 involves
obtaining practical results from complex systems by decoupling the system and improving
efficiency. Objective 3 may seem to be in contrast with Objective 1; however, it focuses on
a different issue. Objective 1 focuses on being able to accurately model full virtual phys-
iological human models in the long term and Objective 3 focuses on modifying complex
models to make them practical in the short term. Both objectives are important for the
physiological modelling community.

Chapter 2 detailed a finite element method for discretising port-Hamiltonian continuum
models and created a framework that allows for structure-preserving coupling of the discre-
tised system with lumped parameter models. This approach was designed to incorporate
the bond graph framework and the port-Hamiltonian framework. The method created in
Chapter 2 is an important first step at satisfying the first objective. The chapter demon-
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strated an energy-conserving coupling of physiological mechanisms for virtual human
models. Bond graph lumped parameter models can model biochemical mechanisms, cir-
culatory system mechanics, and much more. However, for large-scale organ models, full
continuum models should be used to accurately model the system. The port-Hamiltonian
framework was chosen for its ability to model both LPM and continuum systems while
guaranteeing energy conservation. The discretisation of the continuum system was shown
to have a Dirac structure, and thus conserve energy. Therefore, the coupling of discretised
continuum models with lumped parameter models also conserved the Dirac structure,
which in turn ensured energy conservation. The continuum discretisation also allowed
mixed boundary conditions without the need for Lagrange multipliers or user-defined pa-
rameters, a significant novel contribution to the port-Hamiltonian literature. Importantly,
the chapter also detailed the easy implementation of the method in FEniCS [62], a useful
contribution towards introducing engineers to easy-to-implement port-Hamiltonian meth-
ods. Chapter 2 demonstrated this method’s accuracy and long-time performance for a
coupling of the linear wave equation with an electromechanical linear actuator that sim-
ulated wave propagation through a domain. Further work is required to extend the work
done in Chapter 2 to be applicable for a broader range of continuum models, such as the
3D finite elasticity equations and the Navier-Stokes equations. More work is required to
make the port-Hamiltonian framework less difficult to apply and therefore, more appealing
to engineers. Currently the port-Hamiltonian literature is very heavy in complex theory
which may deter the typical engineer.

In Chapter 3, a control pipeline was detailed that allows forward-predictive control of the
circulatory system and control of the system’s nonlinearities. The algorithm is also gen-
eral and easily extendable to systems with more complex mechanisms. Model predictive
Koopman control (MPKC) is a method that identifies the nonlinear dynamics of a system
in a higher dimensional lifted space where the dynamics behave linearly. The linear lifted
dynamics allow for efficient model predictive control that was shown, in Chapter 3, to
give good, qualitatively realistic control results. A local control method that represents the
metabolic and nitric oxide effects was implemented with a simple integral controller. The
overarching MPKC method represented the forward predicting control of the autonomic
nervous system (ANS). Model predictive control was chosen because it allows efficient
real-time optimal control. Also, including an approximate energy cost in the cost function
ensured that the control input was semi-optimal with respect to approximate energy use.
This control pipeline satisfies all aspects of Objective 2. It can be made physiologically
accurate by minimising energy use, it models the complex nonlinerities of the system, and
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it can be applied to any modular multisystem model if the Koopman model is trained on
data from the whole system. This method allows implementation of realistic global control
without having to make inappropriate assumptions about how the afferent-ANS-efferent
control system works, e.g., linearity. This method creates a control system that learns
from data of the system under control and is able to be implemented in real time. These
attributes make it an ideal candidate for a global control system for virtual physiological
human models.

The next steps to advance the control system work from Chapter 3 will be to include
heart rate and contractility control. The next steps for extending the circulatory system
model is to include models of the respiratory, renal, and metabolic systems. The first
modification to this method to make it practical will be to allow inputs that are not control
affine and to allow quasi-periodic dynamics so that heart rate and contractility control
can be implemented. In the future, the control system will be extended so that it can be
used on a fully coupled patient-specific virtual physiological human model to accurately
model the control system of a patient at the bedside. Having a virtual model at the bedside
that includes a realistic model of the patient’s control systems has the potential to sig-
nificantly improve model accuracy and, therefore, prediction of optimal patient care. In
the short term, the control method may be used for practical problems such as improving
pacemaker frequency regulation and improving the efficacy of insulin delivery from an
insulin pump. By omitting afferent and efferent firing rate dynamics, the MPKC approach
allows easily implemented control models because clinically measured parameters such
as flow and pressure can be the sensed parameters of the control system, rather than firing
rate. However, this does have the limitation of not including effects such as baroreceptor
creep, where the baroreflex becomes accustomed to elevated pressures. In future work,
the arterial oxygen and carbon dioxide partial pressures will be sensed instead of flow to
more accurately approximate the physiological sensing of the chemoreceptors.

Chapter 4 shows the benefits of decoupling a system when the original system is too
complex to be modelled efficiently. A rotor blade’s performance at low Reynolds number
is analysed by using the results from many high-speed 2D XFOIL simulations as inputs
to a 3D flow simulation. The efficiency of this decoupled approach allows for the analysis
of a rotor blade, similar to that of the Mars Helicopter, over a large range of '43/4 and
operating conditions. Through this extensive analysis, it was shown that there can be a
significant drop in rotor performance of up to 40% at low Reynolds numbers between
'43/4 = 2 × 104 and '43/4 = 8 × 104. This result has significant impact on the future
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design of small unmanned aerial vehicles, micro air vehicles, and potentially extraterres-
trial rotorcraft. The rotor blades at low Reynolds number should be optimised with the
performance drop in mind. Chapter 4 demonstrates one of many ways that a complex
system can be decoupled to improve efficiency. The importance of this chapter in the
overall aim of the thesis is to demonstrate that focus must be put on improving efficiency
of complex models for practicality. Although there should be an aim of eventually having
a fully physiological coupled model that runs in real time, this is a long way off. In the
short term, methods must be used that sacrifice some accuracy for improved efficiency
and thus, practicality.

This thesis makes a significant contribution towards the goal of having physiologically
relevant, virtual human models. These models need to be coupled in a manner that
conserves energy and includes realistic control systems. In the interests of practicality,
however, some parts of the virtual human model may need to be decoupled in certain
applications. Future work will involve coupling organ models to the circulatory system
model and advancing the control systems so that each organ is realistically controlled.
Also, as progress is made on the virtual physiological human model and the control
system model, it is desirable to discover which parts of the models can be used, in the
short term, for directly improving patient care.
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