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Abstract

This thesis considers the pricing of private data queries in data marketplaces. A data mar-
ketplace is an online platform that facilitates the commoditisation of data by bringing
together data owners, data brokers, and data consumers. Private data queries are used by
data consumers as a means to extract information from aggregate private data of the data
owners. This thesis aims to develop a system for pricing private data queries in an online
data marketplace. Towards this goal, we perform the following four tasks: (1) First, to un-
derstand the pricing problem of private data queries in a data marketplace at large, we
conduct a systematic survey on data pricing paradigms. We propose a new classification
with the emphasis on two intrinsic properties of data, privacy and queries. The problem of
private data queries thus amounts to an integral part of this taxonomy where privacy and
query are the key dimensions of consideration on the data owner-side and consumer-side
of the market, respectively. (2) Second, to enable private data query, we design a private
data query mechanism, SingleMindedQuery (SMQ), that enables a data broker to procure
private data from multiple data owners. By combining techniques from mechanism design
and differential privacy, SMQ settles a range of issues that include information asymme-
try, privacy protection, and accuracy optimisation. (3) Third, to implement this private
data query mechanism in an online environment, we deploy a secure network infrastructure
based on blockchain. This involves leveraging cryptography tools in designing a protocol,
SmartAuction, that ensures fair trading of private data queries, even without a trusted third
party. We employ the universal composability (UC) framework to exhibit the security of the
protocol and verify its practicality using a simulated blockchain environment. (4) Finally,
to explore the economic value of private data from the perspective of data owners in the
real-world, we execute a lab-based experiment. The experiment consists of a survey to col-
lect privacy preferences and second-price auctions to reveal data owners’ valuation of their
private data. The experiment results show that in general people associate a non-trivial
value to their private data and the valuation varies by different data types.
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Chapter 1

Introduction

1.1 Background

“The world’s most valuable resource is no longer oil, but data” as proclaimed by The
Economist in 20171. The advancements of information technologies such as Web 2.0, cloud
computing, and Internet of Things have fuelled an unprecedented availability of data. The
global usage of data was 33 Zettabytes in 2018, and the figure is projected to reach 175
Zettabytes – an almost six-fold increase – by 2025 [1]. The increasing adoption of data-
driven decision making by individuals, businesses, and governments has unlocked the vast
economic value of data. Indeed, some of the world’s largest and most successful companies
such as Alibaba and Alphabet have data at their core business. In the healthcare sector of
the US, for example, data-driven technologies generate additional $300 billion in value each
year, 2/3 of which comes from reduced medical expenses [2]. A comparable level of value
generated by data is observed in other areas such as retailing, government administration,
and finance [3]–[5].

A major portion of the input to data-intensive technologies comes from private individ-
uals. Indeed, smart healthcare systems rely on health-related information, such as personal
medical histories, of individual patients to make informed medical decisions. Online retailers
gather individual customers’ shopping records and browsing histories to provide accurate
market prediction. Government institutions leverage individual households’ records such
as income and occupation to analyse the effectiveness of policies. Banks analyse financial

1Parkins, David. "The world’s most valuable resource is no longer oil, but data." The economist 6
(2017).
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2 Introduction

records of individuals to determine the level of loans and credit scores. In all such scenarios,
private data, information that are usually expected to be withheld by individuals and out of
the public eye, hold the key to unleashing the power of data. To examine the economics of
data, therefore, it is imperative to acknowledge the significant role of private data. On one
hand, privacy is regarded as a basic personal right, and the lack thereof contributes directly
towards one’s loss of security and wellbeing. On the other hand, some level of privacy must
be compromised due to data mining for the masses. This inherent conflict between upholding
individual rights and advancing collective utility presents the central challenge in today’s
data-intensive technologies.

In the last three to five years, the emergence of data marketplaces presents an opportu-
nity to resolve this conflict. Through the monetisation of data, a data marketplace aims to
strike a balance between individuals’ privacy loss and the utilisation of private data. On one
side of the market, data owners hold their personal information and are open to exchanging
it for an amount of compensation, which should reflect their loss of privacy as a result of
the exchange. On the other side of the market, data consumers seek private data for ana-
lytical tasks and are willing to pay for the data for their generated economic value. A data
marketplace is a type of online venue that brings data owners and data consumers together
and facilitates the buying and selling of data between them. In many situations, a data
broker would act as an intermediary between data owners and data consumers. The data
broker could either be an integral component of the platform or an external third-party.

This thesis concerns a type of data transactions in a data marketplace which we call
private data query. Such a transaction starts when a data consumer requests a type of query
from the data broker. The query would be about certain aggregate private information such
as the median household income of individuals or the number of patients with a specific
symptom. The data broker then performs a series of tasks consisting of gathering private
data from data owners, processing the collected data, and then selling the query result to
the data consumer. More formally, the task involves the procurement of private data and
the process of querying the data for a result. This type of market layout has the following
advantages: First, in most cases, the query results, rather than the raw data from which
query were performed, constitute the actual information sought by the data consumer. In
other words, the query results more directly deliver value to the data consumer, saving the
efforts of gathering, storing, and processing data. Second, by releasing raw data only to
the data broker, data owners hide their raw private information from the data consumer.
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Assuming that the data broker fully respects the privacy of the data owners, this form of
data trading enables better preservation of personal privacy.

1.2 Challenges

To identify research challenges, we now briefly review the development of data marketplace
and private data query. Although the idea of trading of digital products, i.e., information,
was considered as early as 1998 in the seminal work of Armstrong and Durfee [6], the
term “data marketplace” was coined by Schomm, Stahl, and Vossen in 2013 [7]. There, the
authors defined a data marketplace as a platform where users purchase different licenses
for accessing various datasets. Subsequently, Muschalle, Stahl, Löser, and Vossen [8] argued
that data marketplaces not only help to connect demand with supply, but also play a key
role in collecting and storing data, as well as unifying data format. More recently, Stahl
and Vossen [9] extended the function of data marketplaces from trading datasets to trading
any data-related services (e.g., those that involve data mining algorithms).

Besides being an academic endeavour, data marketplaces have surged in the business
domain. Datum2 and DataWallet3, based in Switzerland and the US, respectively, are recent
examples of data marketplaces. These companies allow data owners to directly trade their
private data, through a blockchain-based system, with data consumers. Data owners can
store their personal data such as those from social networks and IoT devices and optionally
sell their data, while data consumers can send data requests to the interested data owners.
Data pricing is determined through negotiations between data owners and data consumers.
Similar services are offered by two UK-based companies, CitizenMe4 and Digi.me5, which
are developed on different network infrastructures. While CitizenMe enables data owners
to keep their data locally on their mobile devices, Digi.me enables them to keep their data
on their personal cloud. In all four services, all the data marketplaces above facilitate direct
data trades without an intermediary, and thus they do not align with the private data query
paradigm as described above. On the other hand, Datacoup6, a New York-based company,
provides data trading services that resemble private data query. Namely, the company acts
as a data broker to monetise and compile data owners’ personal data, such as Facebook,

2https://datum.org/
3https://datawallet.com/
4https://www.citizenme.com/
5https://digi.me/
6https://datacoup.com/
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LinkedIn, Google+, and credit card transactions. Since only aggregate query results are
sold to data consumers, the company would preserve the personal privacy of data owners.
In terms of pricing, Datacoup offers a monthly payment to data owners in exchange for the
access to their private data. Datacoup determines the amount of payment by the demand
of the potential data consumers. In its beta trial, Datacoup compensates each user with 8

dollars per month [10].
Analysing these real-world examples reveals a number of challenges around data mar-

ketplaces for private data trading:

(1) Data pricing. The procurement of private data to answer a certain query is driven
by a pricing strategy that determines the monetary price of private data. Thus data
pricing lies at the core of private data query. As data owners may not share the same
attitude towards data privacy, an ad hoc pricing strategy, e.g., one that pre-determines
a fixed amount of compensation to all data owners – as in the case of Datacoup –
is deemed ineffective. While some data owners may be paid too much for their data
as they may be insensitive to privacy loss, others may not be willing to participate
in the market as the compensation is too low. Thus an appropriate pricing strategy
should be used to uncover the hidden attitudes of data owners towards their privacy
loss, thereby resolving the information asymmetry issue.

(2) Privacy protection. Privacy protection is an integral part of private data query.
While Datacoup claims to protect data owners’ privacy by not releasing their private
data to data consumers, this is a very limited form of privacy protection. Indeed, it
has been well-demonstrated that aggregate query results have the potential to leak
individual information, through the so called linkage attacks where the attacker can
infer private information by combining anonymous individual data with public data
[11]. To design a private data query mechanism, therefore, it is important to adopt a
comprehensive framework for data privacy and implement effective methods to protect
privacy.

(3) Secure implementation. As data marketplaces are by default online platforms, they
involve data storage, access and transmission through the Internet. These tasks are
vulnerable to attacks from adversaries on the Internet and misbehaviours of involved
participants. For instance, the data stored on the Internet might be modified by certain
adversaries. Moreover, without a trusted third party, the data broker might skip the
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query answer delivery to data consumers or cheat data owners as their payments are
diminished. It is thus important to select network infrastructures7 and implement
protocols that could avoid such situations. The real-world data marketplaces differ
vastly in terms of the network infrastructure, from blockchains to cloud computing.
Formal analysis needs to be performed to reveal how these different infrastructures
play a part in determining the security and robustness of the data marketplace.

To address the issue of privacy protection, Dwork et. al. [12] proposed differential pri-
vacy as a formal framework of privacy. Intuitively, when answering a query over a dataset,
differential privacy means that no one could infer accurate information about any individual
in the dataset from the query result. To develop a query algorithm that meets differential
privacy, a number of standard methods can be used, which include the Laplace mechanism
[12], the randomised response [12], [13], and the exponential mechanism [14]. Jorgensen
et. al. [15] extended the definition and proposed personalised differential privacy, which
allows different privacy levels for different data owners. PE mechanism [15] is an example
of mechanisms that achieve personalised differential privacy.

Data pricing has attracted considerable attention. The work of Ghosh and Roth in [16]
addressed the data pricing issue in the context of private data query. In particular, they
adopted differential privacy to quantify and control the amount of cost incurred to the
data owners when they give out their private data. To address information asymmetry, the
authors employed methods from mechanism design and leveraged auction as an incentive
mechanism. Using this mechanism, the authors proposed a way for a data broker to per-
form count queries by purchasing private 0/1-valued data from data owners. The proposed
mechanism relies on assumptions regarding the inherent valuation of the private data and
the amount of differential privacy that is being given up by the data owner. Moreover,
it also relies on appropriate network infrastructure to ensure adherence to the intended
operations. The pathway adopted in [16], which forms a promising direction in mecha-
nism design, has been followed by numerous subsequent studies, e.g., [17]–[20], who relaxed
various assumptions regarding data valuation, privacy, and query types.

On the other hand, another line of research exists to address the network infrastructures
for data marketplaces. [21]–[23] aimed to design network infrastructures for direct data
trading between a data owner and a data consumer. Their proposed infrastructures ensure

7Here, we apply the standard OSI model and the network infrastructure we concerned is on the session,
presentation and application layers.
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that the data owner gets the payment and the data consumer gets the data as they agree
upon. Further, [24] considered a centralised data trade between multiple data owners and
a data consumer with a broker. The authors leverage similarity learning on encrypted data
to preserve confidentiality. So far there has not been work that is devoted to network
infrastructure for private data query.

1.3 Research questions

The overarching goal of this thesis is to design and implement market mechanisms in a
data marketplace that facilitate private data queries by addressing the three challenges above:
data pricing, privacy protection, and secure implementation. More specifically, a private data
query mechanism would fuse the tasks of data collection and data processing: Data collection
is to obtain private data from individuals. When data is traded, data collection becomes a
purchasing action. That is, data collection amounts to implementing a pricing strategy that
appropriately compensates the privacy loss of the data owners. Data processing consists of
a set of operations on private data that are determined not only by the intended query
proposed by the data consumer, but also the demand of the data owners to safeguard their
privacy. This implies that an effective procedure to preserve privacy must be applied in
conjunction with data analytical methods. This also implies that data processing cannot
be decoupled from data collection where privacy plays a prominent role.

Towards a broader perspective of the research goal, we turn our attention to the general
direction of data pricing, which constitutes a rich literature. To suitably place the topic of
this thesis within this wider context and to identify gaps, one needs a comprehensive review
of existing research. Our investigation subsumes several existing surveys related to data
pricing. In particular, [7], [8], [25] focused on real-world data marketplaces and investigated
a range of data pricing methods being adopted in these platforms. Subsequently, [26] and
[27] broadened the scope and examined 11 and 18 research articles towards the modelling
of data pricing methods, respectively. The most recent literature review is from Pei in
[28] which summarised desirable properties of data pricing strategies that were considered
in existing studies. However, no existing survey synthesises the existing methods of data
pricing in such a way that the position of private data query is clearly mapped out.

Data are ultimately sequences of bits of symbols without a physical form and do not
hold any intrinsic value. Nevertheless, the trading of data are driven by the expected values
of data on both sides of the market, buy side and sell side, who hold very different systems
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to measure data values. This presents an opportunity to construct a new integrative and
unified framework of data pricing to answer the following question: What are the essential
bases for the valuation of data? The answer is likely to be different for different market
participants, as well as for different forms and usages of “data”. To answer this question,
one should carry out a systematic literature review on data pricing. Such a literature review
would help to categorise existing methods, and to develop a theory on data valuation. In
particular, this theory would benefit immensely our investigation as it develops insights into
private data queries.

RQ1. How to classify existing approaches for data pricing in data marketplaces,
such that the classification theorises the underlying principles of data valuation in an
integrative and coherent way?

Properly addressing RQ1 would allow us to investigate private data mechanisms from
three levels of considerations, which we elaborate below.

Mechanism level. First and foremost is the mechanism level that deals with economic
mechanisms, or incentives, to manage resources, protect market participants’ interests, and
elicit desirable behaviours. In particular, such a mechanism specifies pricing strategies and
privacy protection schemes. This level forms the core tasks of the thesis. There is a data
broker who is requested (by a data consumer) to query a set of privately held data records
– such as income record, energy consumption data, or online service rating – to produce
aggregate statistics. This means that the consents must be purchased from individual data
owners to access their data. In designing a mechanism for this task, the data broker needs
to resolve the following challenges: The first is privacy as the data broker incorporates into
the private data query mechanism suitable means to protect privacy of individuals. One
of the scenarios that was not discussed in earlier work is when data owners have hard
privacy requirements. That is, they are willing to hand out their data only when certain
privacy requirements are met. This is different from the previous studies [16]–[20] where it is
assumed that data owners are willing to sell their private data under any privacy protection
level as the data broker sets. The second is information asymmetry, which means that the
expected compensation, a value intrinsic to a data owner and hidden from the data broker,
causes an imbalance of information between the two sides of the market. A procurement
mechanism needs to be put into place to address this imbalance. The third is query accuracy
as the data broker may not gain access to all data owners subject to budget constraints, nor
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be able to accurately report the query output subject to privacy concerns. The mechanism
should strike a balance between the various considerations and achieve sufficiently high
accuracy of the query. We thus propose the next research question:

RQ2. How to design a private data query mechanism that addresses the above chal-
lenges, i.e., privacy protection, information asymmetry, and accuracy optimisation, in
data marketplaces?

Implementation level. Then, it is natural to consider ways to realise this mechanism at
the implementation level. This level of consideration addresses the network infrastructure on
which the data marketplace is implemented. This network infrastructure defines a protocol
for data storage and access, authentication, payment, and how market participants engage
with the system. It is crucial for ensuring data confidentiality, integrity and authenticity,
while regulating participants’ actions. Firstly, the value of data that is stored purely in
its digital form may be compromised through eavesdropping on the network. Then, as
private data are reported at the discretion of the data owners, data owners may misreport
their data during a data trade, resulting in the query answer being invalid. Lastly, the
data broker is assumed to be a trusted third party who pays the data owners properly
and delivers the query results to the data consumers as promised. In reality, however, one
cannot rule out the fact that the data broker is strategic and, thus, may skip the query
answer delivery to data consumers or cheat data owners as their payments are diminished.
In short, fair brokerage states that no participant is in a disadvantageous position even
without the presence of trust among the participants. A private data query system only
achieves their intended properties when fair brokerage is guaranteed. This calls for the design
of a network infrastructure that mitigates potential risks to fair brokerage. In particular,
this network infrastructure should meet the following requirements: Firstly, Confidentiality:
The messages exchanged, including private data, bids, etc., are not disclosed to anyone
else except for the intended receiver. Secondly, Data integrity: The messages exchanged
should be intact from potential modifications by any adversaries. This also implies that
data owners would not send fabricated data to the data broker during a data trade. Thirdly,
Fair brokerage: The data broker would not be put in an advantageous position with the
ability to carry out misconducts such as skipping query answer delivery or cheating data
owners. Given that, the following research question naturally arises:
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RQ3. How to build a secure network infrastructure that implements a private data
query mechanism while meeting the above three requirements, i.e., confidentiality,
data integrity and fair brokerage, for data marketplaces?

Behavioural level. Last is the behavioural level that concerns with data owners’ inherent
valuation of their private data. This level of consideration examines another key assumption
behind the design and implementation of the private data query mechanism. Namely, to take
privacy loss as the basis of monetary compensation, one needs to verify that data owners
experience some form of cost when they reveal their data to another person. Moreover, one
needs also to investigate how much cost is experienced, and most importantly how such
experienced cost could be quantified during a data trade. To ensure the private data query
mechanism would accurately reflect people’s valuation and to price private data accordingly,
the data owners needs to be aware – at least implicitly – of their private data value. This,
however, is a challenging assumption to test, as much of the evidences to the loss of privacy
due to data trading is anecdotal. When one reveals one bit of private data, say, whether
the person’s income level is above the average income, to a third party, whether this act
incurs a $10 cost, or $1 cost, or no cost at all, is entirely subject to the person’s own
interpretation. Moreover, if the traded data are about different types of information, say,
the person’s health, would the person experience a higher or a lower cost as compared
to releasing the person’s shopping list? If the data to be released is the person’s medical
record from the last year, as opposed to medical record of the last month, would this person
necessarily experience a higher cost? And if so, by how much? All these questions demand
answers but so far, no scientific and systematic study has focused on these issues. Data
marketplaces, especially those that involve individuals putting their private data for sale,
is only a very young business paradigm. On one hand, the industry has not accumulated
enough experience and knowledge regarding the repercussions – in monetary terms – of
taking away one’s privacy. On the other hand, an individual seldom considers privacy in
terms of monetary values even though privacy loss is widely regarded one of the biggest
risks of digital technologies. This thesis aims to fill this gap by answering the following
research question:

RQ4. How much cost, in monetary terms, do data owners experience when trad-
ing their private data, in varying situations regarding the type of information being
traded, or the level of privacy being preserved?
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1.4 Research methodologies

Due to the nature of the research question, we apply different research methodologies for the
three levels of considerations, including mathematical modelling and analysis, cryptographic
protocol design and verification, computational simulation and experiment, and economics
experiment.

1.4.1 Mathematical modelling and analysis

Real-world problems, especially those that concern economic activities, are complex due to
a plethora of factors and their interdependence. For example, a data marketplace involves
factors that relate to different market participants, their behavioural traits, the data, as
well as the network, data storage, and many other variables. Mathematical modelling allows
the extraction of essential factors, which form an abstract and rigorous representation of
the problem using tools and the language of mathematics. This problem representation,
i.e., the model, provides explanation and prediction of the problem, thereby enabling the
development of theories regarding the subject matter.

This methodology is used to address RQ2 since at the mechanism level, designing a
private data query mechanism amounts to a natural instance of mechanism design, a well-
established field in game theory. Here, a data marketplace is abstracted as a Bayesian game
where market outcome represents equilibria in the game. Mechanism design utilises this
game-theoretic model. It studies a form of “inverse process”, i.e., looking for a set of game
rules so that players, operating with partial information, make decisions that give rise to
some desirable outcomes of the game. This process is especially designed to resolve the
information asymmetry challenge. It is suitable for RQ2 as mechanism design helps us to
find a procurement mechanism that satisfies properties such as incentive compatibility and
individual rationality.

Mathematical modelling is also useful when capturing privacy requirements of data
owners. For example, differential privacy is a model that allows Ghosh and Roth to quantify
and preserve individual privacy in private data queries [16]. Based on this model, our design
mechanism incorporates a privacy preservation algorithm when answering query requests.

1.4.2 Cryptographic protocol design and verification

Towards answering RQ3, we put forward a protocol that implements our designed private
data query mechanism. Here, by a protocol, we mean an agreed sequence of actions, i.e.,
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a program, which are performed by several communicating entities towards accomplishing
certain collective goals while satisfying certain security or performance requirements. To
achieve decentralisation of the data marketplace, the protocol that we will propose utilises
blockchain technology and smart contracts. A blockchain [29] is an open and distributed
network that is mainly for crypto-transaction management. It is managed by all partic-
ipants, or miners, of the network. A smart contract [30] is a program that runs on the
blockchain and is automatically executed by miners when the predefined terms and condi-
tions are met. Because of the openness and immutability of the blockchain, the execution of
a smart contract can be verified by any miner and cannot be modified once it is completed.
Here, the blockchain is adopted to meet security and fair trade requirements among market
participants in a trustless environment.

Formal verification is a process of checking whether a system design satisfies pre-defined
properties by using formal methods [31]. Protocols are typical examples of systems where
formal verification is expected to be applied. A formal framework that is widely used for
the analysis of crytographic protocols is the universal composability (UC) framework [32],
which we adopt to obtain theoretical guarantees of our protocol. In the UC framework,
our protocol and its execution environment are formulated by interactive Turing machines.
The security of the protocol is established by the secure realisation of an ideal functionality.
An ideal functionality is formulated to describe the expected tasks of a private data query
mechanism in a secure environment. If the executions of the ideal functionality and the
proposed protocol are indistinguishable, then the proposed protocol satisfies the security
and fair brokerage requirements as the ideal functionality.

1.4.3 Computational simulation and experiment

Computational simulations provide the essential empirical analysis of the solutions we pro-
pose for RQ2 and RQ3. In short, a computational simulation is an computerised imitation
of a real-world system. Each of the two research questions above seeks a system (in the
form of a private data query mechanism or a cryptographic protocol) with certain perfor-
mance guarantees. Computational simulations bridge theoretical analysis, which is based
on idealised assumptions, with real-world performance. It mainly provides the following
two crucial functionalities: First, it enables us to evaluate the performance of the system
before the system is deployed in the real world. Second, by tuning the system parameters
during the computational simulation, we could gain better insights into the impacts of the
parameters and find optimal parameter combinations.
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The process of computational simulation and experiment mainly consists of three phases:
setup, execution, and data analysis and presentation. In the setup phase, researchers need
to select (real-world or synthetic) datasets to test on, identify the factors that potentially
influence simulation results, set the metrics to measure the simulation results, and select
benchmarks that are comparable to the solution. The combinations of different values of
the factors and datasets define multiple scenarios where the proposed solution and the
benchmarks can be tested. A scenario is often constructed by changing one factor/dataset
while keeping the others unchanged. During simulation execution, the proposed solution are
tested in different scenarios and their performance are recorded in terms of the predefined
metrics. At last, the data collected from the simulations are analysed and presented in
textual, tabular and/or graphical. We follow the above process to test the proposed private
data query mechanism in Chapter 3 and the proposed protocol in Chapter 4. Specifically, in
Chapter 3, we investigate the accuracy of the proposed private data query mechanism and
compare its performance with two existing private data query mechanisms. In Chapter 4, we
run the proposed protocol on a simulated Ethereum network and measure its performance
in terms of computation cost.

1.4.4 Economics experiment

Economics experiment bridges economic theories with human behaviours through empirical
analysis. Its main goals involve investigating market mechanisms and validating economic
theories through well-designed scientifically-based experiments [33]. An experiment, which
can be carried out either in laboratories or in the field, involves human participants who
perform a series of decision-making tasks in a controlled environment. In such an experi-
ment, the participants are incentivised by monetary rewards, meaning that their decisions
made during the experiment has real-life consequences. It is thus justifiable to assume that
the participants would act in a way that resembles their real-life behaviours. The outcomes
of an experiments, therefore, could be used to fill the crucial gap between theoretical re-
sults derived from mathematical models and human behaviours in the real world. Since the
design of a private data query mechanism relies mostly on anecdotal assumptions regarding
humans’ valuations of private data, it is crucial to put such assumptions in a solid foot-
ing by answering RQ4. We therefore use experiments as the main tool to investigate this
research question. To be specific, we construct a simulated data marketplace whereby the
experimenter buys private data from the participants by means of a reverse second-price
auction as the mechanism of choice. Participants go through a three-stage process which
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includes, a basic training, a sequence of data trading (auction) sessions from which data
bought is to protected with a low quality protection method, and another sequence of data
trading sessions with heightened data protection.

1.5 Summary of the thesis

The thesis comprises four published/unpublished papers, which form Chapters 2, 3, 4 and
5. The content in Chapter 3 has been accepted by the Conference on Uncertainty in Ar-
tificial Intelligence (UAI) 2020, and the other three papers will be submitted to academic
conference(s)/journal(s). To present the thesis in a consistent format, we make necessary
modifications.

Figure 1.1 illustrates the structure of the thesis. Firstly, in Chapter 2, we develop an
overview of the theme of data pricing in data marketplaces by conducting a comprehensive
survey. To addressRQ1, we classify existing studies on this topic in an integrative way using
a novel taxonomy. The focus of the taxonomy is on how the value of data is reflected in data
marketplaces. There are two dimensions based on which data pricing scenarios are classified:
market structures and query types. In this taxonomy, the main topic of the thesis, namely
private data query, falls within the class of two-sided markets under one-off queries. For
this class, our survey has identified three main challenges: privacy protection, information
asymmetry, and accuracy optimisation. In Chapter 3, we specifically address these three
challenges for private data query as defined in RQ2. In particular, we develop a mechanism,
SMQ, that resolves these three challenges under the assumption that the data owners
are single-minded. Then, in Chapter 4, we address issues regarding the implementation of
the SMQ mechanism we proposed above. More specifically, we answer RQ3 by building
a blockchain-based network infrastructure to implement this mechanism and satisfy the
desired properties of confidentiality, data integrity, and fair brokerage. Lastly, we note that
an implicit assumption behind the SMQ mechanism is that the valuation of private data
reflects the data owner’s experienced loss of privacy. RQ4 concerns the behavioural level of
consideration and aims to test whether a data owner experiences an actual cost due to data
trading, and if so, by how much. We discuss this issue in Chapter 5 through an economics
experiment.



14 Introduction

Figure 1.1: Thesis Structure
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Overview of Chapter 2. A Survey of Data Pricing in Data Marketplaces

This chapter aims to develop a good understanding of the issue of data pricing in
data marketplaces and to answer RQ1. We consider the following three sub-research
goals: (1) To provide a comprehensive catalogue of the existing studies on data
pricing. (2) To develop a coherent conceptual framework to explain the valuation of
data in a data marketplace. (3) To reveal gaps within existing research and define
future directions.

For (1), this chapter includes a comprehensive review of the state-of-the-art of
existing data pricing studies. Our goal is to provide a general understanding of this
emerging research area. A unique feature of our survey is the focus on data market
structures that include one-sided markets and two-sided markets. As shown in Fig-
ures 2.2(a) and 2.2(b), a one-sided market can either be a buy-side market, where a
data broker procures data from multiple data owners, or a sell-side market, where
a data broker sells data to data consumers. As shown in Figures 2.2(c) and 2.2(d),
a two-sided market attends to both the buy-side and the sell-side. We review fun-
damental pricing methods in both contexts of complete and incomplete information
and discuss privacy protection methods used in data trading.

(a) Buy-side market (b) Sell-side market

(c) Centralised two-sided market (d) Decentralised two-sided market

Figure 2.2: Four data market structures
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For (2), this chapter proposes a novel classification of the existing studies on
data pricing. This classification is based on the underlying factors that determine
data value. Data value is naturally different for different market structures. In a sell-
side market, the value of data lies in the expected usage of the information which
is derived from the traded data for data consumers. In a buy-side market, on the
other hand, the value should reflect the experienced cost due to privacy loss of data
owners. Furthermore, in a two-sided market, data reflects their value in these two
forms simultaneously. Data valuation on these two sides of the market are clearly
different. The sell side naturally concerns queries to be made by data consumers.
Such queries can either be a null query, which allows data consumers to access the
entire datasets, a one-off query, which allows data consumers to issue a single fixed
query with the answer being an aggregate statistic, and a general query, which allows
data consumers to issue multiple queries with the answer being aggregate statistic
or (partial) datasets. Under different query types, the way that data consumers
explore the information contained in data varies and thus the metrics that quantify
information value varies. It makes the query type as the second criterion. Based on
these two criteria, we synthesise the existing studies on data pricing into an unified
framework. We build a matrix to represent the classification, as shown in Table 2.1.
We introduce the existing studies on data pricing under this classification.

Table 2.1: A classification of data pricing methods

Query type
Market structure One-sided Two-sidedSell-side Buy-side

Null query 2.6.1 2.7.1 2.8.1
One-off query 2.8.2
General query 2.6.2 2.8.3

For (3), we discuss gaps within the existing research and define future directions.
Firstly, it is potential to apply machine learning and reinforcement learning to as-
sisting solving complex data pricing problems. Further, most of the existing studies
are confined to relational tables and queries on them. Data in other forms, such as
natural language, requires novel pricing schemes.
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Overview of Chapter 3. Selling Data at Auction under Privacy Constraints

This chapter investigates the mechanism design problem for private data query. Ear-
lier work on this topic assume that a data owner would experience a cost that is
linear with respect to the level of differential privacy lost due to data trading [16],
[18], [19], [34], [35]. This implicitly means that the data broker, by giving sufficient
incentive, could purchase an arbitrary amount of privacy from every data owner.
However, in many situations, the data owners are “single-minded”, i.e., they would
demand a level of privacy protection and would not release their data unless their
requested level of privacy protection is met. Moreover, once the level of privacy pro-
tection is guaranteed, privacy is decoupled from the cost of releasing the data. In
other words, the payment demanded by a data owner to release their data would
not decrease as the data broker provides more privacy protection to the data. In this
case, privacy is used as a constraint rather than the product being traded in a data
marketplace. This thesis would therefore focus on this scenario which significantly
departs from earlier studies.

More formally, the data owners are indexed by 1, . . . , n. A data owner is repre-
sented by a tuple si = (di, θi, εi), where di ∈ R is the private data entry, θi is data
owner i’s data valuation, and εi ≥ 0 is data owner i’s privacy requirement. A query is
a function that maps a tuple of data entries to a real-valued output, such as count,
median and mean.

We design a private data query mechanism, i.e., an algorithm performed by the
data broker that consists of two parts. The first is a procurement mechanism Ψ that
allows the data broker to purchase data from data owners. The second is a query
mechanism Φ that outputs a query result from the collected data.

For the procurement mechanism, we design a direct mechanism [36] that consists
of a pair of functions (q, p) where q is an allocation function that takes declared
valuations from the data owners and decides a subset of data owners from whom
data is purchased, and p is a payment function that determines the price paid to
each data owner. We would like to make sure that the procurement mechanism
satisfies the following properties: (1) Incentive compatibility (IC), which ensures that
each seller truthfully reports her valuation, as she expects to gain the maximum
utility by doing this. (2) Individual rationality (IR), which ensures that every seller
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is willing to participate in the mechanism, as her gain of participating is not less than
that of non-participation. (3) Budget feasibility (BF), which means that the expected
compensation received by all sellers should not exceed budget B.

For the query mechanism, we adopt the notion of personalised differential privacy
which defines whether (and how much) a (randomised) query preserves privacy [15].
More formally, given privacy requirements of all data owners ~ε = (ε1, . . . , εn), a
randomised query mechanism Φ is ~ε-personalised differentially private if for any pair
of datasets ~d, ~d′ ∈ Rn that differ at exactly the ith position

Pr(Φ(~d) ∈ R)

Pr(Φ(~d′) ∈ R)
≤ eεi ,∀R ⊂ Range(Φ) (1.1)

Intuitively, a lower (positive) value of εi means that it is harder to distinguish the
dataset ~d from ~d′ thereby protecting the identity of data owner i. We will apply the
PE mechanism [15], which is proven to achieve ~ε-personalised differential privacy, as
our query mechanism.

Our designed private data query mechanism A combines the procurement mech-
anism with the query mechanism (See Figure 3.1). Given a query ϕ and a budget
B > 0, the mechanism A first applies the procurement mechanism, which purchases
data entries from a subset of data owners and constructs a sampled dataset; the
query mechanism is then applied to return a final query result. The performance of
the mechanism A is evaluated, from the data broker’s perspective, by its accuracy.
This thesis captures the accuracy using probably approximately correctness (PAC).
Namely, A is (α, δ)-PAC if there is no bigger than 1− δ probability that the actual
query result differs from the ground-truth result by at least α. We consider the fol-
lowing commonly-used query functions: (1) count query, (2) median query and (3)
linear predictor.

Lemma 3.6. For any integer 1 ≤ α ≤ n/4 and δ ∈ (0, 1), if the query mechanism A

is (α, δ)-PAC, then
∑n

i=1 εiqi ≥
n(ln δ−ln(1−δ))

4α
.

Fixing the confidence level δ (> 1−δ), Lemma 3.6 asserts that
∑n

i=1 εiqi ∈ Ω(n/α)

is necessary for any query mechanism to achieve (α, δ)-PAC. This suggests the total
amount of purchased privacy, i.e.,

∫
Θ

∑n
i=1 εiqi(

~ψ)f(~ψ) d~ψ, plays a significant role
in determining query accuracy. In our query mechanism, we thus aim to maximise
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purchased privacy expectation (PPEM) in order to obtain accurate query results, i.e.,
we aim to solve the following optimisation problem:

maximise
∫

Θ

n∑
i=1

εiqi(~ψ)f(~ψ) d~ψ

such that IC, IR and BF constraints are satisfied.

(1.2)

We propose our private data query mechanism, namely SingleMindedQuery
(SMQ), to solve Problem (1.2). In particular, our procurement mechanism utilises a
threshold vector ~θ∗ = (θ∗1, . . . , θ

∗
n) that is computed from the declared valuations and

privacy requirements of the data owners. A data owner i is selected by the allocation
function whenever the data owner’s reported valuation is lower than θ∗i , in which
case, a payment of θ∗i will be made by the data broker to i. Otherwise, i is not chosen
and the payment is 0.

Theorem 3.10. The procurement mechanism is guaranteed to find the optimal so-
lution of Problem (1.2).

At last, we validate empirically the effectiveness of our method using a series of
experiments. Through the experiments, we aim to evaluate the performance of SMQ
in terms of its query accuracy under different query types, budgets, and dependence
relationships between ~θ and ~ε. For the experiments, we use real-world datasets, in-
cluding Adults8, MovieLense 1M [37], and Residential energy consumption survey
(RECS) [38]. Since these real-world datasets do not indicate data owners’ valuations
and privacy requirements, we generate these parameters using two set of random
numbers drawn from uniform distributions. We adapt two existing mechanisms, i.e.,
FQ [16] and FIP [19], to make them fit into our private data query scenario. The em-
pirical results show that SMQ effectively improves the query accuracy than existing
mechanisms under different under different query types, budgets, and dependence
relationships.

8https://archive.ics.uci.edu/ml/datasets/Adult
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Overview of Chapter 4. SmartAuction: Ensuring Fair Trade in Private
Data Query through a Blockchain-based Secure Implementation

Blockchain-based data exchange protocols for similar tasks have been proposed in
[21]–[23]. However, they are designed for peer-to-peer data exchange between a data
owner and a data consumer in a decentralised data marketplace. They assume that
the participants have agreed on the data trading conditions, such as the commodity
and the price, and simply implement the functions of payment and data delivery
without the need of a broker. This is very different from our private data query
mechanism that involves sophisticated price elicitation and privacy protection mech-
anisms. Therefore these existing protocols cannot be directly applied to the private
data query mechanism.

We formulate the problem by an ideal functionality after analysing the system
model, threat model and design goals. We build a system model of private data
query, which works as follows: A typical data trade starts with each of the data owners
uploading her data, privacy requirement and privacy valuation to the platform. Once
a data consumer raises her query with a declared budget, a procurement mechanism
and a query mechanism are executed, which return the payments to the data owners
and a noisy query answer to the data consumer.

In the threat model, we consider the following possible attacks to our system: (1)
An attacker may eavesdrop, generate, delete, and/or modify the messages sent by
data owners, data broker and data consumers. (2) We assume the data broker has
no incentive to reveal any private data from data owners. And the data broker is
assumed to be honest when conducting queries. However, the data broker may not
compensate the data owners properly. (3) The data broker may not deliver the query
answer to the data consumer if she gets the payment from the data consumer firstly.
(4) Data consumers may infer private data maliciously.

Considering the above attacks, the data trading system should achieve the fol-
lowing design goals: (1) Confidentiality: Confidentiality ensures that the messages
sent by data owners, data broker and data consumers are not disclosed to anyone
else except for the intended receivers. (2) Integrity: Integrity ensures that the mes-
sages exchanged among the participants are intact. When any message is modified,
it will be detected and thus no one has incentive to do that. (3) Fair brokerage: Fair
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brokerage ensures that data owners will be paid properly once their private data is
utilised to answer queries. Also, this requirement asserts that the query answer will
be delivered properly even if the data consumer transfers money to the data broker
beforehand. (4) Differential privacy: Differential privacy ensures that no one could
infer any individual information even knowing the noisy query answer.

We invoke the UC framework [32] where we first define an ideal functionality
and then analyse the security of a proposed protocol by comparing the executions
of an ideal functionality and the proposed protocol. More specifically, an ideal func-
tionality is an interactive Turing machine (ITM) that represents the expected tasks
of a protocol. If the output of the two executions are similar, then the executions
are indistinguishable, we can say that the proposed protocol UC realises the ideal
functionality.

We formulate the data trade ideal functionality FDT with two smart contracts,
SC1 for data storage and SC2 for procurement and query. FDT specifies instructions
for trusted parties in a private data query and thus it fulfils the expected tasks of a
private data query system and achieves the design goals.

We propose SmartAuction protocol π. It leverages cryptography primitives, in-
cluding a public key encryption scheme and a public key digital signature scheme,
and a differentially private mechanism. A public key encryption scheme is a tuple
of probabilistic polynomial-time algorithms for key generation, encryption, and de-
cryption. A public key encryption scheme satisfies security against Chosen Plaintext
Attack (CPA), if an adversary cannot tell what message has been encrypted with
a significantly better chance than simply guessing. A signature scheme is a tuple of
probabilistic polynomial-time algorithms for key generation, signing and verification.
A signature scheme is existentially unforgeable under an adaptive chosen-message at-
tack, if an adversaries can forge a valid signature with little chance.

The SmartAuction protocol π works as follows: Initialisation: data owners, data
broker and data consumers obtain a pair of keys for encryption and a pair of keys
for signature. (1) Data collection: The data broker generates a signature and sends it
along with the description S̃C1 of SC1 to the blockchain. A data owner downloads
S̃C1 and verify the signature. If the verification passes, the data owner encrypts
and uploads her information with her signature. (2) Data request: The data broker
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generates a signature and sends it along with the description S̃C2 of SC2 to the
blockchain. After verification, a data consumer sends her information and signature
to the data broker. (3) Auction and query: SC2 is executed. Data broker decrypts
the information obtained from SC1, and executes a differentially private mechanism
off-chain. (4) Payment and delivery: SC2 is executed for payment and data delivery.
The following theorem shows the security of SmartAuction π.

Theorem 4.13 Protocol π UC-realises the ideal functionality FDT under the follow-
ing conditions:

• The encryption scheme has indistinguishable encryptions under a chosen-
plaintext attack,

• The signature scheme is existentially unforgeable under an adaptive chosen-
message attack, and

• The private query mechanism is differentially private.

We implement the proposed protocol π with two smart contracts on a simulated
Ethereum network to show the practicality and evaluate the performance. We use the
time cost and the gas cost the protocol execution to measure the performance. The
experiment results show that our SmartAuction protocol can be used in practical
data trade.

Overview of Chapter 5. An Experimental Study on Discovering the Value
of Private Data in Data Marketplaces

To investigate RQ4, we conduct a laboratory experiment by constructing a simu-
lated data marketplace where participants are invited to take part in a real private
data trade. The experimenter acts as the data broker and the participants act as
data owners. The experiment aims to answer the following sub questions: (1) Do
data owners associate any monetary value to their private data? (2) How much mon-
etary value do data owners attach to their private data? (3) Do data owners value
different data types differently? and (4) Do different methods of privacy protection
affect data valuation of the data owners? For (3), [39] investigated the economic value
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of four types of personal mobile data, including data about communication, appli-
cation usage, location and media, and the results show that people attach highest
value to location data among these four types. In this thesis, we extend this study to
non-mobile data and consider seven types of information: Personal Finance, Health,
Citizenship and Civil Life, Professional and Career, Consumption of Food, Consump-
tion of Technology and Consumption of Leisure Services. For (4), companies such as
Xing9, offers premium accounts with better privacy protection by allowing the users
to have more control over the visitors. Previous studies have show that people are
willing to pay for such services [40]–[42]. In this study, we consider this issue in the
context of data trading. Specifically, we verify whether data owners are willing to be
less compensated for better privacy protection.

The laboratory experiment consists of six sessions where each session contains
9–11 participants. All sessions are executed at the DECIDE Lab of the University of
Auckland. Each session contains three stages: In Stage 0, the experimenter asks all
participants to sort the seven data types by their importance in a survey. From this
survey, the experimenter summarises the three most important data types among all
participants. In Stage 1, the experimenter performs a series of reverse second-price
sealed-bid auctions. For each auction, the experimenter first poses a question that
is related to the top-three data types extracted in Stage 0 and asks the participants
to write their answers on paper. The experimenter then conducts the auction which
extracts the monetary valuation from the participants. One of the participants will
be chosen and compensated. The experimenter then applies simple anonymisation to
remove their identities. In Stage 2, the experimenter repeats the procedure of Stage
1, but applies differential privacy preservation. The participants are told beforehand
the difference between simple anonymisation and differential privacy. In particular,
the experimenter has explained the potential risks of simple anonymisation due to
linkage attacks. At the end of this session, the experimenter will collect the valuation
of the question answers from all participants under two types of privacy preservation
methods, and the private answers of the winners.

Our data analysis results suggest the following major findings:
9https://www.xing.com/
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• In general, people attach non-trivial value to their private data in data trading.
This gives a positive answer to (1). As an answer to (2), for the answer to a
single question, people value their data at around NZ$0.5.

• People attach different monetary value to different data types in data trading,
which answers (3). Specifically, the answer to a single question in Personal
Finance has the highest monetary value at NZ$1.75, followed by Health at
around NZ$0.10 and Citizenship at around NZ$0.10.

• For (4), people value privacy protection in data trading. With better privacy
protection, they are willing to be less compensated.

1.6 Contributions

Summarising the above, we list the main contributions of this thesis:

• We present a comprehensive literature review on data pricing. Through this
literature review, a novel framework has been proposed with an emphasis on
the essential value of data. Using the dimensions of market structures and query
types, we unify all studies of data pricing and classify existing work.

• We formulate the private data query problem with the consideration of single-
minded data owners. We propose SMQ, a new private data query mechanism,
as the solution mechanism to the problem and we use PPEM as a principle that
guides SMQ to achieve high accuracy for commonly-used queries that include
counting, median and linear predictor.

• We design SmartAuction, the first blockchain-based data trading system that
implements private data query mechanisms, which involves a price elicitation
and a privacy protection mechanism. The protocol utilises smart contracts to
resolve data confidentiality, data integrity, and fair brokerage issues.

• We conduct a laboratory experiment where participants are invited to make a
real private data trade to examine peoples’ valuation of data. The experiment
results provide key insights on the monetary valuation data owners attach to
their private data.



Chapter 2

A Survey of Data Pricing in Data
Marketplaces

2.1 Introduction

Recent development of information technologies such as Web 2.0, cloud computing,
and Internet of Things have advanced the proliferation of a data economy, expanding
the capture, processing, and storage of data at an unprecedented speed. Along with
bringing remarkable opportunities for businesses, governments, and the like to en-
hance efficiency, reduce costs, and improve reliability, this extraordinary growth has
fuelled the rise of a new business paradigm, data marketplaces. In short, a data mar-
ketplace is a platform where individuals and organisations can purchase data, data
owners can monetise their data, and data brokers work in between as a intermediary.
It facilitates data trade by bringing together these participants and manages data
trade by establishing trading rules and regulations.

Data marketplaces differ by their market structures. There are mainly three types
of data marketplaces, sell-side market, buy-side market, and two-sided market [9]. A
sell-side market integrates data from multiple sources and sells data to data con-
sumers. For organisations and individuals who seek external data sources for ana-
lytical tasks [43], a sell-side market serves to meet their data demand. For example,
US-based AggData1 offers a sell-side market for location data. On the other hand,

1https://www.aggdata.com/
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a buy-side market enables individuals and organisations to monetise their internal
data, allowing data brokers to procure data from data owners. A two-sided mar-
ket combines the two sides by allowing data owners to provide their data to data
consumers. Data&Sons2 is one of two-sided data markets.

Data pricing demands quantifying the monetary value of data and is a key func-
tion of a data marketplace. Different real-world platforms adopt different data pric-
ing strategies. For example, AggData sells location data at fixed prices, bundles
of datasets at a discount, unrestricted access to all datasets for a subscription fee,
and custom data by negotiation. On the other hand, Datacoup offers individuals
a monthly fee if they allow other users to access the information of their online
accounts, such as Facebook, LinkedIn, and Google+. These various data pricing
strategies require systematic studies into the demand and supply of data and how
the value of data is materialised under different settings.

The market structure plays a key role in determining the value of data. On the
sell-side, the monetary value of data is decided by how much additional value the
consumers expect data to generate. For example, when a retailer makes a sales deci-
sion based on people’s shopping histories, the monetary value of the shopping history
data could be measured in terms of the expected additional profit that is to be gen-
erated as a consequence of this decision. On the buy-side, the value of data captures
how much privacy is given up by the data owner as a result of the data trade. For
example, when someone releases their income data to another person, there is a risk
that this data may become accessed by others or even the general public, leading to
potential harm to the data owner. The value of data in this case, therefore, should
reflect the amount of potential harm (in monetary terms) that is expected to incur
to the data owner as a result of the release of the data. When two sides are con-
nected by a data broker, the price of data should be indicative of the considerations
of both the data consumers and data owners: To preserve the privacy of data owners,
a perturbed version of the data, rather than the true data, should be reported to
data consumer. Naturally, data owners with lower privacy requirements should be
better compensated and data consumers with higher information requirement should
be charged higher.

2https://www.dataandsons.com/
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Another important attribute that affects the value of data is on how a data
consumer may access the purchased information after data trade. For instance, Agg-
Datasells entire datasets while BookYourData3 and DirectMail4 allow data consumers
to use a query to target the records with attribute values of interest. We broadly
classify queries that data consumers demand into three types. Firstly, in many data
marketplaces the dataset is directly accessed by the data consumer after the data
trade. We refer to this type of data request a null query. A null query would allow
data consumers to freely explore the information contained in the dataset. Then, a
one-off query returns a single and fixed aggregate statistic, such as sum, average,
minimum, and maximum of the data. The accuracy of the query answer is used to
measure the information value to data consumers. Last, in a general query, a data
consumer may issue multiple queries and the query answer is an aggregate statistic
or a view consisting of multiple rows and columns. A data consumer can explore the
information contained in the view and infer some information by combining mul-
tiple query answers. Given two queries, if a data consumer gets more information
value from one than the other but pays less, arbitrage happens. The prices of general
queries should reflect both explicit and implicit data value.

A considerable number of studies on data pricing methods can be found in the
literature. The research on data pricing is initiated by Jaisingh et al. [44] from the
perspective of operations research. They treat private data as a special case of in-
formation products and the privacy level of data is a determinant of its price. This
idea is adopted by Riederer et al. [45], who studies unlimited supply auction for the
selling of datasets. In the same year, Ghosh and Roth [16] reconsider the privacy
issue under one-off queries. Different from [44], they apply a rigorous privacy con-
cept, known as differential privacy, to quantify the privacy loss of data owners. This
notion also links the values of data for both the data owners and data consumers
thereby playing an important role in data pricing. The assumptions made in [16]
are relaxed in a series of subsequent studies [17]–[20]. In a different vein, [46], [47]
discuss the arbitrage problem when selling data under general queries and provide
an arbitrage-free pricing scheme to address this issue. The arbitrage issue in pricing

3https://www.bookyourdata.com/
4https://www.directmail.com/
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general queries has attracted much academic attention since then. The solution in
[47] is restricted to a specific query type and solutions for more general queries are
proposed in subsequent studies [48]–[50]. Li et al. [51] extended [47] by considering
the privacy and arbitrage issues at the same time.

There are some surveys related to data marketplaces and data pricing. Muschalle
et al. [8], Schomm et al. [7] and Stahlet al. [25] empirically investigate the character-
istics of data marketplaces, their participants and pricing models used in practice.
These surveys, however, do not provide a comprehensive overview of the topic as they
failed to discuss key issues such as information asymmetry in data trading. Liang
et al. [26] conduct a survey on the studies related to big data market. The focus of
this survey is on the life cycle of big data rather than pricing itself. A systematic
literature review on empirical studies of factors that affect the perceived valuation
of personal information is conducted in [52]. It provides insights for determining
the value of data, but does not mention work on data pricing methods. Moreover,
Fricker and Maksimov [27] provide an overview of the pricing models and the pricing
items in 18 research papers. They use a classification that can be generally applied
to the trading of arbitrary products while omitting the unique characteristics, such
as the need for privacy preservation, of data trading. In particular, this classification
does not reflect the valuation of data. The most recent literature review is from Pei
in [28] which summarised desirable properties of data pricing strategies that were
considered in existing studies. The dimensions considered include, e.g., truthfulness,
revenue maximisation, fairness, arbitrage-freeness, privacy preservation, and compu-
tational efficiency. However, it does not synthesise these dimensions on data pricing
into an integrative and unified framework.

This chapter attempts to comprehensively review the state-of-the-art on existing
data pricing studies to provide a general understanding of this emerging research
area. Also, it proposes a novel classification of the existing studies on data pricing
according to the underlying factors that determine data value. On sell side, the value
of data lies in the value of information derived from data for data consumers, while
on buy side, it reflects the privacy value of data owners. We argue that due to this
essential difference on data value, the studies on data pricing with different market
structures should be distinguished. Therefore, we use the market structure as the first
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criterion to classify data pricing studies. Furthermore, under different query types,
the way that data consumers explore the information contained in data varies and
so does the metrics that quantify information value. This suggests the query type as
the second criterion. Based on these two criteria, we synthesise the existing studies
on data pricing into an unified framework. Moreover, we discuss gaps within the
existing research and define future directions. Firstly, it is the potential to apply
machine learning and reinforcement learning to assist solving complex data pricing
problems. Further, most of the existing studies are confined to relational tables and
queries on them. Data in other forms, such as natural language, requires novel pricing
schemes.

This chapter proceeds as follows: Section 2.2 describes data marketplaces. Section
2.3 introduces the fundamentals of pricing methods in data trades and Section 2.4
presents commonly used concepts of privacy. Section 2.5 discusses the classification
of studies on data pricing according to market structure and query type, which is
followed by the detailed review of the data pricing studies in each category. To close,
Section 3.6 presents a conclusion and future opportunities.

2.2 Data marketplaces

Although the idea of trading of digital products, i.e., information, was considered
as early as 1998 in the seminal work of Armstrong and Durfee [6], the term “data
marketplace” was coined by Schomm, Stahl, and Vossen in 2013 [7]. There, the au-
thors defined a data marketplace as a platform where users purchase different licenses
for accessing various datasets. Subsequently, Muschalle, Stahl, Löser, and Vossen [8]
argued that data marketplaces not only help to connect demand with supply, but
also play a key role in collecting and storing data, as well as unifying data format.
More recently, Stahl and Vossen [9] extended the function of data marketplaces from
trading datasets to trading any data-related services (e.g., those that involve data
mining algorithms).

Data marketplaces can be extracted as a business model as shown in Figure 2.1
[8]. There are mainly three types of participants, data owner and data consumer, data
broker. Data owners are those who own data and are willing to monetise their data,



30 A Survey of Data Pricing in Data Marketplaces

such as individuals who have social, financial, location, health data about themselves,
and companies who collects data about their users, including their demographics,
preferences and behaviours. Data consumers are those who seek for external data to
improve their decisions, product design, services and customer management, such as
advertisers, software developers, retailers, manufacturers, telecommunication service
providers. A data broker is an intermediary, procuring data from data owners, inte-
grating open data, and selling data to data consumers, and it makes profit from data
trade. The data companies listed above work as data brokers.

Figure 2.1: Data marketplace business model (adopted from [8])

2.2.1 Structure of data marketplaces

While the businesses operated by a data broker include data procurement and data
selling, their core business varies across different data marketplaces. Depending on the
number of bilateral transactions occurring at a data exchange, the market structure,
according to [9], is known as:

• One-sided market: a model of market interaction in which a data marketplace
deals with either a buy-side or a sell-side, but not both.

– Buy-side market: In a buy-side market, as shown in Figure 2.2(a), a data
broker collects data from multiple data owners and compensates them
accordingly.

– Sell-side market: Sell-side market deals with the data transactions between
a data broker and data consumers, as shown in Figure 2.2(b). Factual is
one example of sell-side market and it sells location data.
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• Two-sided market: a model of market interaction in which a so-called platform
attends to both, the buy-side and the sell-side. A data marketplace can be
regarded as a two-sided market, where an intermediary - the data broker -
provides a data trading platform for data owners and data consumers and profits
from data transactions.

– Centralised two-sided market: in a centralised two-sided market, all data
owners and data consumers trade data through a data broker, as shown in
Figure 2.2(c). The data broker needs to decide both the procuring prices
for data owners and the selling prices for data consumers. The profit of
the data broker is the difference between the revenue generated from data
selling and the costs incurred by data collection. For instance, Datacoup,
as a data broker, monetises data owners’ personal data and sells aggregate
information to data consumers. Since only aggregate query results are sold
to data consumers, the company would preserve the personal privacy of
data owners.

– Decentralised two-sided market: in a decentralised data market, as shown in
Figure 2.2(d), a data broker provides a trading platform for data owners
and data consumers, but do not involved in the data trade while data
consumers and data owners make transactions directly if they are members
of the data trading platform. Datum, CitizenMe5 and DataWallet6 are
examples of data marketplaces with such a market structure.

2.2.2 What does a data marketplace trade on?

Sell side. There are two types of a commodities on the sell side: datasets and
queries. Datasets can be structured or unstructured, such as relational tables, images,
audio, graphics, text. Most of the existing works assume that a dataset corresponds
to one or more relational tables. In a table, every column describes an attribute while
every row represents a record, which is associated with an object. For instance, the

5https://www.citizenme.com/
6https://datawallet.com/
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(a) Buy-side market (b) Sell-side market

(c) Centralised two-sided market (d) Decentralised two-sided market

Figure 2.2: Four data market structures

locational data sold on AggData are in such form that a dataset is a table with mul-
tiple columns and rows that describes business locations on a certain industry. Each
column corresponds to an attributes, such as Address, City, State, Zip code, phone
number, etc. Each record corresponds to a specific business location. In contrast to
datasets, queries answer specific questions from data consumers. A query answer
can be a view, which is typically made up of combinations of rows and columns of
a dataset. For instance, DirectMail7 sells mailing lists of customers and businesses.
Their data consumers can use filters for attributes such as Zip code, age, gender, etc,
to select the targeted customers or businesses. Also, query answers may also involve
aggregate information and summary measurements such as sum, average, minimum,
and maximum of the data or particular subsets of data.

Buy side. A data broker collects data from individual data owners on the buy
side. A data owner can be a company that have a dataset of its users for sale or an
individual who has a record about herself. In either case, the data traded on buy side
are personal data.

7https://www.directmail.com/
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The commodity on these two sides are essentially different. On sell side, data con-
sumers buy datasets to conduct data analysis internally or query answers according
to their specific purposes. They get business insights directly or indirectly from the
data they buy. The information derived from data provides the data consumers bet-
ter knowledge about their businesses and the business environment and thus induces
competitive advantages in their future development. Therefore, it is the information
derived from data that matters for data consumers. As for buy side, sharing the per-
sonal data leads to potential detriment to data owners. For instance, a data owner
with diabetes sells her health data in a data marketplace. If the data are disclosed,
when she comes to an insurance company, she will be charged by a higher premium.
In other words, when allowing others to access their data, data owners are more vul-
nerable to privacy leakage and more likely to suffer from non-monetary or monetary
losses as a consequence. Thus, data brokers should compensate the data owners for
their privacy loss when their data are collected.

2.3 Overview and fundamentals of pricing methods in data
transactions

On sell side, the maximum price that a consumer can offer to get the product,
or willingness-to-pay (WTP), is considered when setting prices for data consumers.
While on buy side, the minimum price that a data owner is willing to be compensated
at in exchange for sharing her data, or willingness-to-accept (WTA), matters. The
knowledge of the data broker also plays a crucial role in data pricing. There are
two cases to consider: (1) when the data broker has complete information, i.e., there
is a good knowledge about the preferences of data owners and consumers, and (2)
when the data broker has only asymmetric information, i.e., the preferences are only
known by data consumers (or data owners) themselves. The pricing approaches in
the settings with complete information and asymmetric information are discussed in
the following two subsections, respectively.
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2.3.1 Pricing methods in contexts of complete information

A data marketplace may apply several pricing methods such as flat-fee, premium,
pay-per-use, two-part-tariff, versioning, and bundling. The methods above assume
that the preferences of data consumers or data owners are known by data brokers,
thus optimal prices can be achieved accordingly.

(1) Flat-fee. A flat fee usually means a monthly or yearly subscription fee associ-
ated with a usage limit. In the flat-fee pricing strategy, time is the only factor
determining how much a data consumer needs to pay. For instance, Infochimps
charges a monthly subscription fee and allows data consumers to call a certain
amount of queries [46]. It is one of the simplest data pricing methods.

(2) Premium. Premium is a special case of subscription options. It means monthly
or yearly subscription fee associated with unlimited usage. In the premium
model, there is no restriction on the number of datasets or queries a consumer
can access. For example, Aggdata gives consumers who pay a premium fee the
unrestricted access to its more than 4, 500 datasets.

(3) Pay-per-use (or linear pricing). Pay-per-use or linear pricing is a flexible
pricing method, which is based on usage volume. The price p(n) is a linear
function of the usage amount n, i.e., p(n) = pun where pu is the unit price
of products. Compared to flat-fee, a distinct advantage of pay-per-use is its
flexibility. It is preferable for non-frequent consumers, who buy data once or
just a few times and leave the market for good.

(4) Two-part-tariff. Two-part tariff is a combination of flat fee and pay-per-use
[53], [54]. This pricing method is commonly used in the telecommunications
industry. For example, a cell phone user pays a pre-pay fee for a deal of a
certain amount of data, minutes, and text messages. When the usage exceeds
the predefined amount, they need to pay extra fees based on the extra usage.
When it is applied in data marketplaces, data consumers pay a fixed fee for
a certain amount of datasets or queries firstly. If they have used up the quota
and want more data, they can buy data at a unit price, i.e., p(n) = pf + pun
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where pf is the fixed part and pun is the variable part. It suits consumers with
uncertain demands.

(5) Tiered pricing. Tiered pricing sets k different unit prices for different quan-
tities of an item [55]. In other words, it has k levels of amounts tj and
prices pj. The pairs of amount levels and prices are (t1, p1), . . . , (tk, pk). Set
p(m) = pjm, where tj−1 ≤ m < tj, j = 2, . . . , k with t1 ≤ t2 ≤ . . . ≤ tk and
p1 ≥ p2 ≥ . . . ≥ pk. With an increase in the amount, the unit price decreases,
which indicates that there is a quantity discount and it can promote sales in
some sense. In tiered-pricing methods, both the price pj and the length of the
interval between tj−1 and tj needs to be determined.

(6) Versioning. Versioning is providing multiple versions of information products
at different prices [56]. Versions may vary in functions, convenience, and speed
operation, amongst others, and serve different kinds of consumers. For exam-
ple, in data marketplaces, data can be sold in multiple versions with different
qualities or quantities. For instance, Quandl8, a financial and economic data
company, provides four versions of their datasets.

(7) Bundling (or Packaging). Bundling is a special case of versioning. It puts
more than one items together and selling them as a whole package. The price
of the package is usually lower than the sum of the prices of the items involved.
Data marketplaces apply bundling pricing method as well. AggData, as an
example, packages 12 lists of small American cuisine restaurants and sells it at
a discount price, 425 dollars, while the unbundled lists would cost 688 dollars.

2.3.2 Pricing methods in contexts of asymmetric information

Information asymmetry refers to a common issue during a transaction where one
party holds information that is not held by the others, leading to inefficient allocation
of resources. In a data marketplace, on the sell-side, a data consumers holds an
expected value of the data to be purchased, yet the information is not known by
the data broker. In this case, the data consumer can strategically pay less than the

8https://www.quandl.com
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true value to increase utility. To reduce economic losses due to the this information
asymmetry, the data broker needs to provide some incentives for data consumers so
that they are willing to reveal their hidden information. Contract theory, auction
theory and mechanism design theory are methods used to solve the information
asymmetry problem.

The data consumers and data owners are rational agents who act strategically. In
other words, given the trading rules, they make predictions about the others’ strate-
gies and choose the optimal action accordingly. To reveal the hidden information of
their valuations, the data broker needs to make sure that for data owners, revealing
the true valuation is an optimal strategy and participating in the transactions does
not disadvantage them. The former condition is known as incentive compatibility
(IC), whereas the latter is known as individual rationality (IR) [36]. Further, a data
broker often has a budget for data collection. When the total payment for all data
owners does not exceed the budget, the budget feasibility (BF) condition is satisfied.

(1) Contract. In contract theory, an agent is doing some works for a principal and
their interests are often in conflict. The agent has more information than the
principal. However, the latter cannot enforce the former reveal her information.
Instead, the principal offers a menu of well-designed contracts to the agent and
ask her to select one of them. Each of the contracts shows a possible action
the agent may take and the corresponding reward. By observing the results
caused by the agent’s actions, the principal can infer some hidden information.
Insurance contract is a typical example of contract design. An insurance com-
pany does not know the health condition of a potential insured, which is hidden
information. But by offering a menu of insurance contracts and observing her
choice, the company can infer some health information [36].

In data transactions, the principal can be a data broker and the agent can be a
data owner or a data consumer. Data owners often have different preferences in
privacy and data consumers have different preferences in data. The data broker
provides a menu of contracts consisting of different data and prices and lets
data consumers or data owners choose an offer.
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(2) Auction. Auctions have been used to determine prices in practice since they
were ever used. Most common examples of auctions are the English ascending
auction where multiple bidders respond to prices cried out by an auctioneer
as they increase. Formally, an auction defines a set of rules used to allocate
resources and set prices based on information from agents [57]. In an auction,
an auctioneer seeks to sell or purchase one or more items via a well-defined
auction. A set of bidders follow the auction rules and each of them responds by
revealing, at prescribed moments in time, a value akin to their willingness to
pay for (or purchase) a subset of the items on sale. The auctioneer conducts the
auction and announces the final price when conditions for closing the auction
are met, which triggers an allocation of the items (or rights to sell) to winning
bidders.

An auction in data marketplaces works as follows. A data broker (auctioneer)
declares allocation and pricing rules. Data owners or data consumers (bidders)
submit their bids, which might be open or sealed. Then the data broker an-
nounces who the winner(s) is (are) and how much the winner(s) need(s) to pay
or to be paid on the basis of predefined rules and submitted bids.

(3) Incentive mechanism. More generally, auctions fall within a larger collection
of techniques studied in mechanism design, which provides a general frame-
work to resolve information asymmetry. Loosely speaking, mechanism design
amounts to an inverse version of the problem of deriving equilibria of a game.
Specifically, in a game where players act strategically, given desired outcomes,
which is defined by an equilibrium of the game, mechanism design seeks the
rules of the game that determines the outcomes. An incentive mechanism de-
fines the action sets of agents and rules by a function mapping from action sets
to outcomes. In a mechanism with two properties of IC and IR, the players are
incentivised to participate in and act according to their true valuations.

Two main solution concepts have been adopted in mechanism design research,
dominant strategy equilibrium and Bayesian Nash equilibrium. In a Bayesian
Nash equilibrium, the preferences are hidden information, but the distribution
of the preferences in the market is commonly known to all agents, then all agents
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maximise their expected utility based on their knowledge. On the other hand,
dominant strategy equilibrium is a stronger solution concept where there is no
assumption about preference distributions. When a dominant strategy exists,
the agent will choose such a strategy that maximises her utility regardless of
the other agents’ strategies. Under these two solution concepts, IC and IR
constraints are defined accordingly.

2.4 Privacy protection

Privacy protection is an important aspect of data trading. There are mainly two ways
to preserve privacy for data owners. One is adding perturbation to raw datasets while
the other is leaving the raw datasets intact and adding noise to query results. For
example, k-anonymity, a standard notion of anonymity to avoid identity attacks, can
be achieved through the former method [58]. On the other hand, differential privacy
can be achieved using the latter method [59].

The notion of k-anonymity is defined as follows [58]: Given a dataset with n

attributes D(A1, . . . , An) and AT as a quasi-identifier9 of D, D satisfies k-anonymity
if and only if each sequence of values inD(AT ) should appear in at least k occurrences.
By a k-anonymous query result, data consumers cannot distinguish a specific data
owner from at least k − 1 others.

However, k-anonymity fails to preserve privacy when an attacker has some back-
ground knowledge [60]. For instance, an attacker knows a patient named Bob has a
certain value of the quasi-identifier. Then the attacker is able to infer Bob’s private
information. To address such background knowledge attacks, differential privacy is
proposed.

Consider a randomised mechanism M , which implements a query on a dataset
D and outputs a real-valued aggregate result randomly, i.e., M(D) : Rn × Ω → R,
where Ω is a probability space. Formally, ε-differential privacy is defined as follows
[59]: A randomised mechanism M is ε-differentially private if for all datasets D and
D′ differing on at most one element, and for all outputs o in the output space O of

9A quasi-identifier AT is a subset of attributes {Ai, . . . , Aj} ⊆ {A1, . . . , An}
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M :
Pr (M(D) ∈ o)
Pr (M(D′) ∈ o)

≤ eε

where ε is a nonnegative parameter called privacy loss and used to measure the
stringency of privacy protection. Two datasets D and D′ that differ on at most one
element are called neighbouring datasets. Given two neighbouring dataset D and D′,
when the ratio above is small, the probability of outputting the same results are close
and thus the mechanism protects individual privacy.

2.5 A classification of data pricing methods

Data pricing is a challenging problem that has attracted a considerable amount of
attention in the literature. To develop a comprehensive understanding of this topic,
we now propose a classification of existing studies. Our classification is based on two
criteria, data market structure and query type.

As discussed above, in different market structures, the values that data embody
are very different. Specifically, in a sell-side market, it is the utility of the derived
information that determines the prices of data in a sell-side market. Some metrics are
used to measure the goodness of information, such as quality, volume, and accuracy.
In contrast, the value of data on a buy-side market lies in their potential monetary
loss for data owners due to privacy leakage. The data broker often determines the
prices of data according to the data owners’ privacy preferences and privacy loss they
suffer. Moreover, in a two-sided market, data reflect the value in the two forms at
the same time. A data broker sells data to data consumers for the information value
while compensates data owners for their privacy loss. A data broker needs to balance
the privacy loss and the information utility, or the cost on data procurement and the
profit from data selling. Due to the essential difference of data value on two sides,
the studies on data pricing with different market structures should be distinguished.
Therefore, we use the market structure as the first criterion to classify the existing
studies on data pricing.

In addition, data traded on data marketplaces are in different query types. For null
queries, data consumers are allowed to access the entire datasets. A data consumer
may freely explore the contents of the dataset once the dataset is purchased. In this
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Table 2.1: A classification of data pricing methods

Query type
Market structure One-sided Two-sidedSell-side Buy-side

Null query 2.6.1 2.7.1 2.8.1
One-off query 2.8.2
General query 2.6.2 2.8.3

case, a number of metrics, such as quality and size, can be used to indicate the value
of the dataset. For one-off queries, a data consumer is allowed to issue one fixed
query, which returns an aggregate statistic, such as sum, average, minimum, and
maximum of the data, as the query answer to the data consumer. The accuracy of
the query result directly reflects its value. For general queries, unlike one-off queries
where the data consumer only obtains specific query result, the data consumer may
issue multiple queries and the query answers can be aggregate statistics or data
views consisting of multiple rows and columns. A data consumer can explore the
information contained in the view and infer some information by combining multiple
query answers.

Our classification is shown in Table 2.1. We will examine existing studies on data
pricing under this classification. The different cells in the table indicate the sections
in which the respective scenarios are discussed. In the rest of the paper, we first
examine work in one-sided markets before moving on to two-sided markets. The
reviewed literature are summarised in Table 2.2.

2.6 Sell-side market

2.6.1 Sell-side market under null queries

In this section, we first discuss sell-side market under null queries in the case of
complete information, i.e., when the data broker is aware of the data consumers’
WTP. We then discuss the case of incomplete information.

Suppose the data broker has complete information, Kushal et al. [55] study the
pricing of datasets in a sell-side market by considering data quantity. The work inves-
tigates the situation where data consumers would like to buy a number of datasets
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(with homogeneous properties such as size and quality) from a monopolistic data
broker and will be charged for each purchase. The goal of the data broker is to
set the proper unit price for each dataset based on the WTP of the consumers to
maximise profit. The authors apply two simple pricing methods, linear and tiered
pricing. The work assumes that data consumers may experience different marginal
utility for a dataset: One group experience a constant marginal utility while another
experiences a diminishing marginal utility. When the cumulative WTP is larger than
the total price, the consumer makes the purchase. The total profit is the sum of
payments from all data consumers. The optimal prices can be derived from the total
profit function.

While Kushal et al. [55] address how the quantity of data affect the price, Yu and
Zhang [61] also consider the quality of data. The quality of data can be measured
by multiple dimensions, such as accuracy, completeness, consistency and timeliness,
all contributing to the utility gained by the data consumer [62]. The study considers
a scenario where a data broker intends to maximise profit when dealing with a
group of utility-maximising data consumers, who have heterogeneous expectations
for data quality in each dimension. This heterogeneity prompts the data broker to
provide multiple versions with different data qualities at different prices. To model
the behaviours of the data broker and data consumers, a bi-level programming model
involving a monopoly and multiple potential data consumers is proposed. By solving
this model, the optimal quality level of each dimension and the price of each version
can be derived.

Now suppose that the data broker has incomplete information. Riederer et al.
[45] consider a sell-side market where the data consumers have hidden information
about their data valuation. For the data broker, once a dataset has been produced, it
incurs negligible cost to be released to any number of data consumers. The authors
thus consider the dataset as having unlimited supply and use an unlimited supply
auction based on the exponential mechanism (see [14]) for data pricing. The auction
guarantees approximate truthfulness.

Many data marketplaces provide customised datasets to suit data consumers’
need and specifications. Such a scenario is considered in [63]. In [63], each data con-
sumer may specify an “ideal” record, a vector that describes properties of an entry
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in a desirable dataset. It is also assumed that the data consumer can accommodate
slight differences between the actual dataset and the ideal dataset. The utility of a
data consumer decays as the actual dataset deviates from the ideal dataset. Further-
more, both the ideal record and the decay rate are known only by the data owner.
The broker who has the entire dataset needs to consider which records to provide
and how to set the price to maximise her revenue. The problem is formulated as a
multi-dimensional mechanism design problem, which is intractable [64]. The authors
of [63] solve the problem with the assumption that the ideal record is uniformly
distributed. The optimal solution is that the data broker gives the records within
a certain distance from the ideal record and charges a price that is the difference
between the data consumer’s utility and the information rent. They also propose an
approximate algorithm to solve the problem without this assumption.

Li and Raghunathan [65] consider a situation where the data broker sells two types
of datasets, an “aggregate” dataset with low sensitivity, and a “personal” dataset with
high sensitivity. The pricing of data need to take into account the data consumers’
desired data type, which is hidden to the data broker. To reveal data consumers’
desired data type, the data broker offers two forms of contracts, one for each data
type. Each contract is a two-part-tariff contract that consists of a fixed part and a
variable part. The pricing function is written as p(s,m) = αs+βsm, where αs and βs
are the fixed change and the variable charge expressed in terms of the sensitivity level
s and data quantity m. Solving an optimisation problem with IR and IC constraints,
one obtains the optimal pricing parameters αs, βs and data quantitym, thus deciding
the data price.

Naghizadeh and Sinha [66] consider potential misbehaviours of data consumers.
Once a data consumer gets the query answer, there is a chance that this data con-
sumer may attempt to misuse the data (e.g., leaking the privacy of data owners).
To prevent this, the authors design contracts for the data trade with multiple types
of honest data consumers and a type of adversarial data consumers. Each type of
data consumers is given an offer that indicates the price of the issued query and the
fine to be paid if the consumer is found misusing the query answer. The data broker
designs contracts that cater for different consumers’ needs and deter the adversarial
data consumers from misusing their data. The problem of contract design for such
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data trade is formulated as an optimisation problem to maximise the expected rev-
enue subject to IC and IR constraints. The authors then propose an approximation
algorithm to solve the problem.

2.6.2 Sell-side market under general queries

In a sell-side market, a data consumer may seek certain specific information through
queries. When data consumers are allowed to conduct general queries, the data con-
sumer would get, as a query result, a fraction of the dataset that satisfies the query
conditions. This fraction is called a view. When a data consumer obtains a view of
the dataset, the data consumer may explore further information that is contained
in the view. There is a chance that the view output by one query may contain the
view of another query. For example, the view that contains the incomes of the entire
population would contain also the incomes of males, and the incomes of females. Now
suppose that the price p1 charged for the incomes of males, and the price p2 charged
for the incomes of females add up to a lower value p1 + p2 than the price charged for
the incomes of the entire population, the data consumer can purchase the incomes of
males and of females, and resell the views of the entire population to gain a profit.
This is an example of an arbitrage. The notion of “query-based pricing scheme” is
introduced to alleviate this problem [46].

Formally, given a dataset D, explicit prices p1, . . . , pm, and views v1, . . . , vm of
D, a data query pricing scheme S consists of the set of pairs of the form (vi, pi)

[67]. A view v may be determined by a combination of multiple views from S, say
u1, . . . , u`, represented as u1, . . . , u` � v. A data consumer’s queries can be answered
by a view or multiple views and the prices can be automatically derived from the
pricing scheme S. Such query-based pricing scheme can be seen as versioning in a
sense that each view answering a query corresponds to a version of the entire dataset.

Consider a view v that is determined by a set of views v1, . . . , vm. A data consumer
buys v at the price p (or buy v1, . . . , vm at price p1 + . . .+ pm). If the sum of prices
of v1, . . . , vm is lower than the price of v, i.e., p1 + . . .+ pm < p, no one would buy v
and all consumers will buy the view set instead and even resell the view set at price
p. A key principle in designing pricing functions for queries is arbitrage-freeness [67].
Formally, a query-based pricing function p takes a dataset D and a query ϕ (or a set
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of queries ϕ1, . . . , ϕm) as inputs and returns a non-negative real number price. Given
a query ϕ, which is determined by a set of queries, ϕ1, . . . , ϕm, i.e., ϕ1, . . . , ϕm � ϕ,
a query-based pricing function is arbitrage-free if it satisfies p(ϕ) ≤

∑m
i=1 pi(ϕi).

Most of the studies on data pricing in sell-side market under general queries
attempt to address the arbitrage problem by designing arbitrage-free query-based
pricing functions. Koutris et al. [47] initiate the studies by considering a specific
query type. Subsequent studies [48]–[50], [68]–[72] generalise the results to arbitrary
queries.

In addition to arbitrage-freeness, Koutris et al. [47] claim that a query-based
pricing function should be discount-free. This means that, with query price p(ϕ), no
price of any combinations of queries determining ϕ should be lower than p(ϕ), i.e.,
when ϕ1, . . . , ϕm � ϕ, p(ϕ) ≥

∑m
i=1 pi(ϕi). Otherwise, the data consumers will never

buy the combination of queries, ϕ1, . . . , ϕm. The authors restrict the issued queries
to a subclass of conjunctive queries called generalised chain queries. For example,
ϕ1(x, y) = R1(x), R2(x, y), R3(y), where ϕ1 is a query with variables x and y, and
R1, R2 and R3 are tables, is a generalised chain query. Further, they propose a
polynomial-time algorithm, which turns generalised chain queries into chain queries
and reduces the problem of pricing chain queries into a minimum cut problem. The
capacity of an edge is the explicit price of a view and the price of a query can be
derived by computing the cost of the minimum cut in the graph.

Koutris et al. [47] design a pricing methods for a specific query type, generalised
chain queries. However, in practice, data consumers may issue arbitrary queries such
as select-project-join, aggregate and random sample queries, and the ideal pricing
functions should be compatible with these queries, which is considered in [48]. The
price of a query in [48] reflects how much the query reveals about the authentic
dataset and they study the data pricing problem from a probabilistic view. Let D
be the set of all database instances. For any D ∈ D and answer ω ∈ range(ϕ),
the probabilities of the answer to a query ϕ being ω is Pr(ϕ(D) = ω). When an
answer to a query has a high probability of revealing the entire dataset, it should
be set at a high price. Based on this intuition, the authors investigate two pric-
ing schemes for arbitrary queries, answer-dependent pricing p(ϕ, ω) and instance-
independent pricing p(ϕ). In the answer-dependent pricing mechanism, the price of
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the answer to a query is a function of both queries and answers and the pricing
function is p(ϕ, ω) =

∑
D∈D wD

(
1− Pr(ϕ(D)=ω)

maxD′∈D Pr(ϕ(D′)=ω)

)
, where wD is a nonnegative

weight for each database instance D. In the instance-independent pricing mecha-
nism, the price of a query ϕ does not depend on the database instance, and the price
function is p(ϕ) =

∑
D∈D

∑
ω∈range(ϕ))wD Pr(ϕ(D) = ω) log Pr(ϕ(D)=ω)∑

D′∈D Pr(ϕ(D′)=ω)
, where

wD is a nonnegative weight such that
∑

D∈D wD = 1. These two pricing functions
are proved to be arbitrage-free.

In the same vein, Deep and Koutris [49] give a complete characterisation of
arbitrage-free instance-independent pricing functions and arbitrage-free answer-
dependent pricing functions. In an answer-dependent pricing scheme, if a data con-
sumer issues a query ϕ with answer ω, she would realise that the dataset D cannot
be any D′ ∈ D where ϕ(D′) 6= ϕ(D′). The collection of all such database instances
Sϕ(ω) = {D′ ∈ D | ϕ(D′) 6= ω} is called a conflict set, which determines the price of
the query. Given a database instanceD, set SD = {Sϕ(ϕ(D)) | ϕ ∈ Φ}, which forms a
join-semilattice under the partial ordering ⊆. A pricing function p(ϕ, ω) = f(Sϕ(ω))

is arbitrage-free if and only if f is monotone and subadditive over every semilat-
tice (SD,⊆) where D ∈ D. Examples of such pricing functions include the weighted
coverage function

∑
D:ϕ(D) 6=ω wD, and the supremum function supD:ϕ(D) 6=ω wD, where

wD is the weight assigned to each D ∈ D. Similarly, in instance-independent pricing,
for a query ϕ ∈ Φ, the authors define a partition Pϕ on D induced by the equiv-
alence relation: D ∼ D′ if and only if ϕ(D) = ϕ(D′). If every block in a partition
Pϕ1 is a subset of some block in another partition Pϕ2 , then Pϕ1 refines Pϕ2 . The
partitions ordered by the refinement relation forms a join-semilattice. The pricing
function p(ϕ) = f(Pϕ) is arbitrage-free if and only if f is monotone and subaddi-
tive over this join-semilattice. Examples of such pricing functions include Shannon
entropy function and q-entropy function.

Computing the price of a query using the pricing functions in [49] over the set of
all possible datasets is a #P -hard problem. To address this computational limitation,
[68], [69] propose a framework named QIRANA, which applies the pricing functions
in [49] but looks at only a smaller set C ⊆ D. This set C is called a support set
and every member of C needs to have its price predefined by the data broker. In
QIRANA, C consists of a certain number of randomly chosen database instances
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that differ from the true instance D at one or two rows. Using this set, QIRANA can
efficient compute the price of a query over large-scale dataset. Moreover, QIRANA
can also support history-aware pricing [71]: A database is inherently dynamic as
new tuples are inserted into the database through time. A data consumer, on the
other hand, may make a number of queries on the same database at different time
instances. Even though these queries may be the same, the answers may be different
due to the dynamic nature of the database. However, these queries have certain
overlap and it is possible that the consumer pays for the unchanged part of the data
repeatedly. History-awareness requires that data consumers are charged only once for
any view she has purchased. QIRANA in [69] treats the new query and all queries
in the history as a query bundle and use the arbitrage-free pricing functions on the
query bundle to set the price.

The previous studies on query-based data pricing address the potential arbitrage
problem by proposing well-designed pricing functions. However, none of them con-
sider the revenue optimisation aspect of query-based pricing schemes. Chawla et al.
[72] take it into consideration. They consider data trade between a data broker and
multiple data consumers, each wants to call a query and has a budget for the query.
Only when the price of query is within the budget, the consumer will buy it. Further,
since the reproduction cost of data is negligible, the data broker has a unlimited sup-
ply. The problem for the data broker is to maximise its revenue, which is the sum
of the payments from all data consumers who can afford the queries, subject to the
pricing function being monotone and subadditive. This problem is formulated as an
optimisation problem.

In some cases, two queries ϕ1, ϕ2 would produce very similar views of the database.
For example, when querying about the income of all people above 20 years old, and
of all people above 21 years old, the returned views would be very close. If the price
for the former is higher than that for the latter, a data consumer who intends to
issue the first query would buy the second one instead since the tuples in the second
view are definitely in the first view. This situation is called version-arbitrage and
is considered in [70]. Formally, for two queries ϕi, ϕi′ , they define Pr(ϕi|ϕi′) as the
ratio between the number of tuples satisfying both ϕi and ϕi′ and that satisfying ϕi′ .
A query-based pricing function is version-arbitrage-free if p(ϕi′) ≥ Pr(ϕi|ϕi′)p(ϕi′).
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Xia and Muthukrishnan [70] propose query-based pricing functions that guarantees
version-arbitrage-freeness. One pricing function is the uniform pricing function that
assigns each query a uniform price. The other pricing function is a non-uniform
pricing function that assigns varying prices for different queries. They also present
a greedy algorithm to find out the optimal prices. It starts with an optimal uniform
pricing and iteratively updates the price for one query while preserving the version-
arbitrage-freeness property.

In some applications, pricing an entire view is seen as too coarse and it makes
sense to price individual tuples in a dataset. Tang et al. [50] tackle this problem and
proposes a query pricing model based on tuples. They apply the data provenance
techniques to find the minimal set of tuples which contribute to a query answer, which
is called minimal provenance. Data provenance is the description of the origins of
a piece of data and its processing history [73]. Given a database D and a query
ϕ(D), the provenance is denoted by L (L ⊆ D). In the pricing model of [50], given
a set of tuples X = {t1, . . . , tk} ⊆ D, the price of X is defined by the p-norm as
||X||p = (

∑m
i=1 sD(ti)

p)
1
p , where ti ∈ X and sD is a price setting function. Given a

query ϕ on a database D, the set of tuples used to produce the query answer ϕ(D)

is defined as the set of minimal provenances Lmin(ϕ,D). Then the price of a query
ϕ(D) is determined by its cheapest minimal provenance, pD(ϕ) = minL∈Lmin

||L||p.

2.7 Buy-side market

2.7.1 Buy-side market under null queries

When procuring personal data from data owners on a buy-side market, the main
issue concerns the compensation to data owners’ perceived loss of privacy. However,
the privacy valuations of data owners are often hidden and the data owner may be
unwilling to reveal their true valuations since claiming a higher loss may lead to
higher compensation. However, this true valuation will be critical for data brokers to
set proper prices for data. A data broker can incentivise data owners to reveal this
information in several ways. Firstly, the data broker can use a number of contracts
that announce what data will be traded and at what price, as well as the extent to
which the privacy is preserved. By selecting a contract, the data owners essentially
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reveals their data valuations. This method is adopted in [74]. Then, an auction mech-
anism can be adopted that directly asks data owners to report their valuations. The
auction then determines the prices based on the reported valuations. This method is
applied in [75].

It is also important to realise that privacy preservation ultimately affects data
consumers’ utility as a more stringent requirement on privacy means that greater
distortion or omission in the purchased data. A data broker must be conscious about
this fact when setting prices at the buy-side. For example, Xu et al. [74] propose
a contract-theoretic approach for data pricing in the buy-side market where data
owners have different privacy preferences. The value of data is determined by the
utility to the data consumer, and the utility is negatively related to the level of
privacy protection. Given a data owner’s privacy preference, the data broker provides
a menu of contracts including three elements, which represent the probability of
privacy disclosure, the utility that the data consumer gains, and the transfer to the
data owner, respectively. All of these three elements are determined by the data
owner’s privacy preference. To identify the optimal contract, the authors model the
problem as a maximisation problem with the goal of maximising the data broker’s
expected utility and IC, IR constraints and the constraint of data broker’s minimum
requirement on the total utility she gains from data. The optimal transfer function
and production function are derived from the optimisation model and the value of
privacy protection level is determined by experiments.

Similarly, Gkatzelis et al [75] also consider the different privacy preferences among
data owners in a buy-side market. They argue that, as private data are accessed by
more data consumers, privacy disclosure poses a higher risk. It is thus reasonable for
data owners to set a limit on the number of data buyers who have access to their
data. And the privacy loss is a function of the number limit. Different from [74], not
all data owners are selected. Instead, only a subset of data owners are selected and
their data forms a sample dataset which is returned to the data buyers. In addition,
the data owners have different risk attitudes, risk-neutral or risk-seeking. Taking
advantage of different risk attitudes, the authors designed an auction mechanism,
called certainty equivalent (CE) mechanism, which asks each data owner to report
her value and offers two payment options, the first one is a fixed payment, which is
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a function of her privacy valuation and the number of consumers accessing the data;
the second one is a random payment depending on the probability that her data is
utilised.

2.8 Two-sided market

In a two-sided market, the data broker essentially faces two data pricing tasks, both
for data owners and for data consumers. Thus, the data broker needs to balance the
considerations of data privacy of the data owner and utility of the data consumer
simultaneously. This is the biggest difference between a two-sided market and a one-
sided market, and poses the major challenge for this scenario.

2.8.1 Two-sided market under null queries

When the data being traded is presented as datasets (i.e., null queries), under the
assumption of complete information on both side, Parra-Arnau [76] apply a version-
ing strategy, where multiple versions are provided to data consumers. In contrast,
Jaisingh et al. [44], Zheng et al. [77], and Cao et al. [78] study the two-sided market
with incomplete information. Jaisingh et al. [44] and Zheng et al. [77] assume that
the data owners’ valuation is unknown and use a contract and an auction on the buy
side, respectively. Cao et al. [78] assume that valuations of data owners and data
consumers are unknown and apply a double auction.

Under null queries, datasets can be traded as information products and thus
versioning strategy is applicable in this scenario. In a sell-side market, the price of a
version is mainly determined by its value to data consumers, which is quantified by
quality and quantity (e.g. in [61]). When it comes to a two-sided market, the price
of a version should also reflect the privacy loss of data owners. Hence one may use
privacy level as a factor when designing versions. A version of a dataset with lower
privacy level may reveal more information about the data owner and thus she may
require higher compensation. Parra-Arnau [76] considers such a situation and solves
the problem of optimal version design and pricing. The data owner has private data
in multiple categories, such as health, religion, among others and attaches different
privacy preferences for m different categories. The privacy level for each category j =
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{1, . . . ,m} is captured by parameter δj, which indicates the probability of disclosing
the authentic data. Further, the data owner declares her compensation requirement
pj for revealing the authentic data of each category and the total payment is p =∑m

j=1 δjpj. The question for the data owner is how to design an optimal version
that minimises her privacy disclosure by setting a proper values of δj where j =

{1, . . . ,m}. The authors formulate the problem as an optimisation problem that
minimises the privacy disclosure and applies Karush-Kuhn-Tucker (KKT) conditions
to find out the optimal δj, j = {1, . . . ,m}, and the price accordingly.

In contrast, [44], [77], [78] consider a two-sided market with incomplete informa-
tion. Jaisingh et al. [44] apply contracts to the problem. An Internet service provider
(ISP) acts as a data broker who may collect data from its users of internet services
(or data owners) and sells the data to data consumers. On one hand, the data broker
needs to make decisions on data collection and the price of Internet service for its
users; on the other hand, it needs to determine the price for data consumers. The
authors classify users into two types according to their privacy cost.The data broker
charges data consumers a price pS; for users, the data broker has three data collec-
tion and pricing strategies, (1) providing a single contract that specifies the price
pR of Internet service under data collection policy; (2) providing a single contract
where data are not collected and the price of the Internet service is pP ; (3) offering
both contracts above. From the point of view of the ISP, the three strategies are
analysed. The optimal strategy is determined by the relationships among privacy
loss, the privacy cost of two types of users and the total gained of the data trade.

Zheng et al. [77] also consider a two-sided market where the data broker knows
the data valuations of data consumers, but does not know those of data owners.
Specifically, they consider a crowd-sensed data market where there are multiple data
acquisition points at a certain place and multiple data owners at each point. The data
broker aims to maximise the revenue from data consumers while minimising the cost
on data collection at the same time. To maximise profit, based on the assumption that
the expected payment for each data acquisition point is known, a greedy algorithm is
proposed to select the most cost-effective acquisition point. Then an auction is used
to select data owners at each point.
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Cao et al. [78] consider a two-sided market where the data valuations of all par-
ticipants are unknown, and address the problem from the perspective of a system de-
signer who aims to maximise the social welfare by properly allocating data resources
among data owners, data brokers and data consumers. Here by social welfare, we
mean the gain of the data consumers, subtracted by the cost of data owners’ privacy
loss, and then subtracted further by the cost of data broker in terms of data collec-
tion. The authors propose an iterative auction to solve this problem. In an iterative
auction, each time when a new round of auction begins, an auctioneer announces
data allocation, pricing and compensation rules with the goal of maximising social
welfare. Then every bidder, be it a data owner, a data consumer, or a data broker,
calculates a bid that can maximise their utility, and then submits the bid with the
required amount of data. Using the submitted bids, the auctioneer then set the rules
for the next round of the auction. This task is formulated as a constrained optimisa-
tion problem. Once the rules are derived, a new round begins. This auction continues
until social welfare converges. The auction mechanism is proved to be individually
rational and weakly budget feasible.

2.8.2 Two-sided market under one-off queries

In a two-sided market under one-off queries, a data consumer obtains a specific query
answer according to her query. Due to the privacy protection requirement of data
owners, some noise has to be added to the query answer, which in turn compromises
the accuracy of the query answer and the information utility of data consumers.
Therefore, when setting procuring prices of data for data owners, a data broker
should consider the trade-off between the privacy protection for data owners and
the information utility of data consumers. The data owners with higher privacy re-
quirements should be compensated less and the data consumers with higher accuracy
requirement should be charged more.

Further, in the buy side, data owners have heterogeneous privacy preferences,
and thus are willing to sell data at different prices. In other words, they have various
valuations of private data. However, the valuation is hidden but useful information for
data brokers to set prices. All of the studies in this category are under the incomplete
information assumption.
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The studies in this category are initiated by a seminal study of Ghosh and Roth
[16] and extended in [17]–[20], [34], [35], [79], [80] by considering different aspects of
one-off queries.

Ghosh and Roth [16] view privacy as the unit to be priced (i.e., in a ε-differentially
private mechanism, ε units of privacy is traded) and apply a multi-unit procurement
auction. Specifically, they consider the problem where a data broker would like to
answer a count query by collecting data from multiple data owners, each of whom is
associated with a private data entry and a valuation for privacy. The privacy cost of
a data owner with valuation θ when the data is used under ε-differential privacy is
assumed to be a linear function, i.e., c = εθ. Better privacy protection often means
less accuracy of the query results and thus the data broker needs to balance the
trade-off between privacy protection and query accuracy. They consider how to set
procuring prices in two settings, (1) maximise accuracy under a budget constraint
of the data broker, and (2) minimise total payments with a fixed accuracy goal.
In the first setting, the FairQuery mechanism is proposed, which first sorts privacy
valuation in an ascending order, and then selects data owners as many as possible
within the budget and pays a uniform monetary compensation to each of the selected
data owners. In the second setting, the number of winners is determined by the
accuarcy requirement. The MinCostAuction mechanism sorts the costs of data owners
in ascending order. Here, the cost is the product of privacy valuation and privacy
parameter. The compensation for each of the selected data owner equals to the cost of
the first unselected one. To protect privacy, noises drawn from Laplace distributions
are added to the two mechanisms, respectively. The mechanisms guarantees dominant
strategy IC, IR, ex-post BF and accuracy.

Ghosh and Roth [16] show that when there is a correlation between the value
of private data and privacy valuation, which is unbounded, there is no individually
rational direct mechanism that can protect privacy and achieve non-trivial query
accuracy. The impossibility result is reconsidered and bypassed using indirect mech-
anisms [17], [18], [34] or setting an extra assumption [79].

Roth and Schoenebeck [17] allow arbitrary correlation between the data entry
value and the privacy valuation and reconsider the problem of [16] in the Bayesian
setting where the valuation distribution is a known prior. They propose a take-it-or-
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leave-it offer with a lottery mechanism which is defined by a distribution G. For each
data owner i, a random price pi is drawn from G. When the reported valuation θi

is smaller than pi, the probability of using the data entry is 1 and the payment is a
function of the variance level and the reported valuation; otherwise, the probability
of buying the data is zero and so is the payment. Due to the randomness of the
data owner selection, no one can infer any private information from whether a data
entry is utilised even under the assumption of the correction between the data entry
value and the privacy valuation. One issue that comes from the lottery mechanism is
that the query answer might be biased since the selecting probability of data owners
with different valuations varies. To address such issue, they apply Horvitz-Thompson
estimator [81], which scales up the data value by the inverse selecting probability and
thus ensures the estimator is unbiased. The mechanism in [17] guarantees Bayesian
IC, ex-post IR, interim BF and accuracy.

In the same vein, Fleischer and Lyu [18] reconsider the impossibility results and
focus on count queries. To avoid the problem that data consumers may infer some
private information just by individual participation decisions based on the correlation
between the privacy valuations and the data value, the probability of individuals
accepting the offer should be the same in spite of their privacy valuations. They
assume that distributions of privacy costs incurred by individuals with different data
value are different, and the cumulative distribution function of privacy valuation of
individuals with data j is publicly known and represented by Fj. The mechanism
firstly find a value αj so that Fj(αj) = pr, where pr is a predefined threshold,
and set the expected payment as εαj, where ε is the privacy parameter, to each
individual having data j. At last, the mechanism conducts calculations based on the
data collected and adds a Laplace noise to the calculation results. The mechanism
ensures Bayesian IC, interim IR and accuracy.

Similarly, Ligett and Roth [34] design a contract to solve this problem. Different
from [17], [18], they do not require Bayesian assumption with the prior knowledge
about the privacy valuation distribution. The contract they propose is composed of
three elements: the price of the privacy, the privacy protection level for the participa-
tion decision and the privacy protection level for the private data. Given a desirable
accuracy level, a targeted sample size is set. The offer is provided to each data owner
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until the number of data owners accepting the offer reaches the target size. Then a
Laplace noise is added to the count query answer derived from the sample dataset.

In contrast to [17], [18], [34] who circumvent the impossibility results by using
indirect mechanism, Nissim et al. [79] propose a direct mechanism but incorporate
an extra assumption about the monotonicity of privacy valuation. To be specific,
they assume that data owners who have a certain value of private data often attach
higher valuation for their privacy. For instance, those who have certain disease tends
to be more redundant to reveal their medical information and thus need to be paid
more to release their data. They propose a mechanism that works as follows. Given
n data owners, a budget B and a privacy protection level ε, for a data owner with
a valuation lower than B/2εn, the mechanism keeps their data unchanged and pays
B/n for each of them; for data owners with high valuations, the mechanism changes
their data to 0 and pay them nothing. At last, noise drawn from the symmetric
geometric distribution Geom(ε) is added. It achieves ex-post IR for all data owners
and dominant strategy IR for data owners with low privacy valuations, BF and
accuracy.

The above studies, including [16], [18], [34], [79], investigate the pricing problem
on a specific query type, count query. However, it is not enough to accommodate
the query requirements in real world. Thus, another extension of the study [16] is to
consider more general query types [19].

Dandekar et al. [19] focus on linear predictor. Given a dataset D that consists
of personal data di of data owner i with the public weight wi, the linear predictor
is ϕ(D) =

∑n
i=1 widi. It is useful to predict the behaviour of a new user in recom-

mender systems and the weight in the formula can be seen as the similarity between
the data owner i and the new user. Data owners have heterogeneous privacy pro-
tection requirements and privacy valuations. More weights can make the prediction
more accurate, and thus more data owners are needed. However, it means a higher
payment. Then the pricing problem is formulated as a maximisation problem with
the objective of maximising the sum of weights and constraints of budget and accu-
racy. The problem can be viewed as a 0/1 knapsack problem and a greedy approach
is used to solve it.



Two-sided market 55

In [16], the data owners may lie about their privacy valuations but cannot misre-
port their data entries since it is assumed that data entries are verifiable. However,
in some cases, there is no ground truth dataset and the data broker is not able to
verify the data after data collection. Such a scenario is considered in [20], [35], [80].

Ghosh et al. [20] consider the data trade with unverifiable data and design a peer
prediction mechanism, which is original for truthfully eliciting a group of experts’
opinions on the occurrence rate of some future events. In this study, they think of the
unverifiable data as the opinions in a peer prediction mechanism and the data broker
would like to predict whether the event would happen according to the data owners’
opinions. They design a payment rule such that a data owner with low cost would
participate the mechanism and maximise her expected utility when her reported
data aligns with the result derived from the rest data owners. Thus, the mechanism
guarantees the truthful report on private data.

Even though the data are not verifiable, the mechanism in [20] incentivises data
owners to report their data truthfully. Cummings et al. [35] and Wang et al. [80]
consider a slightly different scenario where the data broker is not trustworthy for
data owners and data owners are allowed to report noisy data.

Wang et al. [80] apply a local model of differential privacy, where individuals can
add noise to their data and exchange the noisy data for monetary compensation.
They consider a specific scenario where a data consumer who is interested in a state
and data owners have some knowledge, a binary signal, which can indicate the state.
The goal of the data consumer is to gain accurate information at a minimal expected
payment. They design a payment mechanism where all individuals are asked to report
their private data. Then, if one’s data match the majority of others, she will get a
reward; otherwise, she will get a penalty. For example, if a data consumer reports 1
and the state derived from the data of the others’ is 0, then this data consumer has
to pay a penalty. In this mechanism, an equilibrium is that all agents report right
signals with a fixed probability, and thus it satisfies locally differential privacy.

In [35], a data broker provides data owners multiple options with different vari-
ance levels and asks them to report their privacy valuation at each level. The problem
of designing the required mechanism is formulated as a combinatorial optimisation
problem whose objective is to minimise the total cost, with constraints on the accu-
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racy. The problem is then transformed into an integer linear program, and further
relaxed to a linear program. By solving this linear program, the optimal solution
can be found, which is the optimal allocation rule indicating the probability that
the data owners are assigned to particular variance levels. Then the Vickrey-Clarke-
Groves (VCG) payment rule [82]–[84] is applied.

In contrast to the above studies that consider the characteristics of datasets,
Zhang et al. [85] consider the positive network effect on the data owners’ participation
in a data trade. That is, when there is more participants in a data market, the data
owners are more willing to get on board and thus the privacy cost decreases with
the number of participants. The cost function is modelled as ci = εivik

−t, where k is
the number of participants and t ≥ 0 is a multiplication factor used to describe the
positive network effect. They design an auction which first randomly partitions the
data owners into two groups. Then it sorts bids in each group in the increasing order
and computes the optimal profit for each group. The lower profit is set as the target
profit. For the data owners in the group with higher profit, the first k data owners
are selected until the target profit is reached.

2.8.3 Two-sided market under general queries

In a two-sided market under general queries, in addition to the trade-off between
privacy protection and payment discussed in the previous subsection, the potential
arbitrage complicates the data pricing problem even further. On the buy side, the
data broker needs to protect the privacy of data owners and compensate them for the
privacy loss properly; on the sell side, the data broker needs set proper prices that
reflect the information value so that arbitrage is avoided. Such problem is considered
in [51], [86]–[89].

In [51], data consumers are allowed to issue multiple linear queries and specify the
accuracy requirement. Here the accuracy requirement is represented by a variance
level. When a query is conducted multiple times, the variance reduces and privacy
protection degrades. In the setting with multiple queries under privacy protection,
arbitrage-freeness is redefined. It requires that the price of a query with high variance
should be cheaper than that of a query with low variance. They devise pricing func-
tions and compensation functions respectively for the two sides of a data market. For
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a data owner, given a variance level and a query specified by a data consumer, the
compensation is proportional to the sensitivity of the query function on the change of
this data owner’s data and inversely proportional to the variance level. The compen-
sation function is proved to be arbitrage free. Then for the data consumer, the price
of the query is the sum of the compensations for all data owners involved. The pricing
function for a query can be adjusted as long as it is a sub-additive, non-increasing
function, such as linear combination, maximum, etc. And the pricing functions in
such forms are proved to be arbitrage-free.

There is a trade-off between query accuracy and data price for data consumers.
In [51], data consumers are allowed to specify the accuracy they expect and the data
broker calculates the minimum price accordingly, while in [86] data consumers have
a budget and the broker returns the most accurate answer. Further, the authors of
[86] consider the different privacy preferences of data owners and categorise them
into two types: conservative and liberal. To favour these two types of data owners,
they propose two compensation functions. The proposed mechanism consists of three
parts: randomly choosing a sample of data owners, computing compensations, and
selecting the most accurate sample. To be specific, the mechanism firstly chooses a set
of data owners with a certain size, which is calculated using a statistical formula. In
the second part, given a budget of a data consumer, the money is equally allocated to
selected data owners and the privacy levels of all selected data owners are determined
using the inverse function of the compensation function. According to the privacy
levels, noisy are added to the query result and the accuracy is measured. The sampling
process is repeated for multiple times, and the mechanism compares the query results
derived from the samples and choose the most accurate one.

Niu et al. [87], [88] consider a two-sided data market as well. Specifically, they
consider the potential correlation between individual data entries. In other words,
the revelation of one data entry may lead to the leakage of other data owners’ pri-
vacy. Therefore, even though the data entry of a certain data owner is not utilised,
she should be compensated as long as her data entry is correlated with the selected
ones. The compensation function should be arbitrage-free and dependently fair. Here
dependent fairness requires that when a data owner and her correlated data owners
are not involved, the compensation for her should be zero. The authors propose a
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bottom-up design and a top-down design which both determine the prices for data
consumers and the compensations for data owners. The bottom-up design firstly
calculates the privacy compensation and then determines the price data consumers
should pay while the top-down design works inversely. In the bottom-up design, a
pricing scheme similar to that in [51] is applied. The difference lies in the compen-
sation function. Due to the correlations between data entries, they utilise dependent
differential privacy instead of differential privacy to quantify the privacy loss on de-
pendent datasets. The compensation is proportional to the dependent sensitivity.
Here, dependent sensitivity is defined as the change of the function value due to
modification of one data entry and its correlated data entries. In the top-bottom
design, given the budget of a data consumer, the compensation for each data owner
who contributes to the query answer is the proportion of her privacy loss over the
total privacy loss of all involved data owners.

The study is further extended in [89] by considering the temporal correlations of
time-series data, such as continuous monitoring of heart rates and physical activi-
ties, when trading time-series data. Niu et al. [89] deploy the bottom-up design and
apply the concept of Pufferfish privacy [90] to quantify the privacy under temporal
correlations.

2.9 Future opportunities

Apart from the existing data pricing methods, there are still challenges and oppor-
tunities as discussed in the following:

(1) The data pricing problem has attracted the attentions from many different
fields, including but not limited to economics, databases and data manage-
ment, management science and computer science. The problem of data pricing
is often complicated especially when considering the asymmetric information in
data marketplaces, which makes the traditional analysis methods invalid or in-
efficient. Also, data trading is not a one-shot business and it requires dynamics
pricing. Therefore, machine learning and reinforcement learning are powerful
assistant tools for addressing those issues. [91] and [92] use reinforcement learn-
ing to find out the optimal flat fee and the optimal contract, respectively. It
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References Market Structure Query type Pricing method

[78] Centralised two-sided Null query Auction
[72] Sell-side General query Versioning
[35] Centralised two-sided One-off query Incentive mechanism
[19] Centralised two-sided One-off query Auction
[49] Sell-side General query Versioning
[68], [69] Sell-side General query Versioning
[18] Centralised two-sided One-off query Incentive mechanism
[16] Centralised two-sided One-off query Auction
[20] Centralised two-sided One-off query Incentive mechanism
[75] Buy-side Null query Auction
[44] Centralised two-sided Null query Contract
[47] Sell-side General query Versioning
[55] Sell-side Null query pay-per-use, tiered pricing
[51] Centralised two-sided General query Versioning
[34] Centralised two-sided One-off query Contract
[65] Sell-side Null query Contract
[48] Sell-side General query Versioning
[63] Sell-side Null query Incentive mechanism
[66] Sell-side Null query Contract
[86] Centralised two-sided General query Incentive mechanism
[79] Centralised two-sided One-off query Auction
[87], [88] Centralised two-sided General query Versioning
[89] Centralised two-sided General query Versioning
[76] Decentralised two-sided Null query Versioning
[45] Sell-side Null query Auction
[17] Centralised two-sided One-off query Incentive mechanism
[50] Sell-side General query Versioning
[71] Sell-side General query Versioning
[80] Centralised two-sided One-off query Incentive mechanism
[70] Sell-side General query Versioning
[74] Sell-side Null query Contract
[61] Sell-side Null query Versioning
[85] Centralised two-sided One-off query Auction
[77] Centralised two-sided Null query Auction

Table 2.2: Summary



60 A Survey of Data Pricing in Data Marketplaces

is a potential to apply machine learning and reinforcement learning to other
pricing methods.

(2) Most of the existing studies on data pricing focus on the trading of raw datasets
and query answers. The essential value of data lies in providing insights to make
better decisions and data analytics using machine learning has become ubiq-
uitous in science, business intelligence and many other domains. The trading
items should not be restricted to raw datasets or simple queries. Instead, the
trading item can be learning models trained on rich data. Chen et al. [93]
propose a model-based pricing framework for such a data trade. However, it is
investigated by only a few studies, e.g., [93]–[97]. A key issue of model-based
pricing is how to assess the quality of learning models and the valuation to data
consumers, which are essential to set proper prices of learning model and it is
open to future research.

(3) Data can be divided into three types, structured data, unstructured data and
semi-structured data. Structure data is often represented in relational tables
or statistical data while unstructured data is a sequence of symbols and often
coded in natural language. And semi-structure data have structure with some
degree of flexibility, such as data in XML [62]. Most of the studies on data
pricing focus on the structured data and rarely discuss the cases for unstruc-
tured data, such as data in the format of natural language, social network data
and transportation network data. Nevertheless, the latter is the essential input
for tasks such as natural language processing and graph representation learning
and thus it calls for a data trading framework that accommodates unstructured
and semi-structured data.

(4) As Privacy Enhancing Technologies (PETs) evolve rapidly, their adoption and
deployment become more widespread. The current studies on data pricing ap-
ply the notions of differential privacy and k-anonymity. A lot of other PETs
deployed in practice, such as homomorphic encryption, multi-party computa-
tion, federated analysis, and pseudonymisation, lack investigations in this field.
These PETs achieve privacy protection and define privacy in various ways and
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thus require specific attention when designing data pricing frameworks under
different privacy definitions.

2.10 Conclusion

The increasing demand for data has given rise to the emergence of a novel busi-
ness model, data marketplaces, and raised a question for both researchers and en-
trepreneurs: How to set prices of data properly? To address this problem, many
scholars have proposed data pricing methods from different perspectives. This chap-
ter provides a classification of data pricing methods and a systematic review of
existing literature on data pricing.

We first present the basics of data marketplaces. Then we overview fundamen-
tal pricing methods and privacy protection methods. After that, we propose a new
classification of data pricing studies with an emphasis on the essential value of data.
Data reflects their value in different senses on the two sides of a data marketplace,
which makes the market structure the first criteria of the classification. Then for dif-
ferent query types, the data value are measured in different ways. Therefore, we use
query type as the second criteria of the classification. According to the classification,
we provides detailed reviews of existing studies on data pricing in each category and
illustrates the applicability and limitations of pricing methods in each category. At
last, we outline challenges and opportunities in the field of data pricing.

To sum up, this survey has meticulously detailed the current status of the re-
search on data pricing methods. It is helpful for us to understand pricing theories in
data marketplaces and provides managerial guidance on how to use pricing theories
in practice. The survey may become instrumental in pointing at bridges that help
close the gap between the approaches to data pricing proposed by academia and
the industry practices that have adopted their current pricing methods. In practice,
data marketplace pricing predominantly relies on applying simple pricing methods,
such as flat-fee, premium and linear pricing. Almost invariably, once a unit data
price is determined the amount of data is the only factor that forms the price for a
data consumer. Other factors, extensively discussed in this survey such as privacy,
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security and consumer’s utility, are rarely considered except in the cases where data
companies trade with personal data.



Chapter 3

Selling Data at an Auction under
Privacy Constraints

3.1 Introduction

The increasing reliance on data-driven technologies has led to the formation of an
economy that is built on data trading. Many data marketplaces emerged that bring
data consumers, i.e., those who are seeking data to purchase, together with data
owners, i.e., those who are willing to release data for a compensation. Examples of
data marketplaces include Datacoup, Datum, CitizenMe and DataWallet, many of
which enable data consumers to purchase personal data from individual data owners
[98], [99].

Imagine a data broker who would like to query a set of privately held data records
– such as income record, energy consumption data, or online service rating – to
produce aggregated statistics. This may mean that consents must be purchased from
individual data owners to access their data. In designing a query mechanism for this
task, the data broker faces a number of challenges: The first is privacy. By giving out
their data, the data owners give up a certain privacy. An attacker may use, say, income
data to infer confidential information such as personal identities [100]. It thus makes
sense for data owners to demand privacy protection when their data are released.
Secondly, every data owner associates a value to their data. The value denotes the
minimum compensation for the individual to release the data. Naturally, this value is
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hidden from the data broker. The imbalance in the access to data valuation between
data owners and the data broker, i.e., information asymmetry, is the second challenge
faced by the data broker. Thirdly, when using compensations to incentivise the data
owners to release their data, decisions need to be made regarding which (and how
many) data owners to procure data from, subject to budget constraints. The utility to
the data broker is determined by the accuracy of queries made on the purchased data
records. The third challenge thus lies in optimising accuracy. These challenges make
private data query an attractive topic that sits between data analysis, algorithmic
game theory, and data security.

A paradigm of privacy trading can be found in [16]. The premises involve a data
broker who aims to query private data held by individuals who have varying attitudes
towards privacy. To reveal the hidden privacy attitudes of data owners, the data
broker uses an auction where each data owner submits a bid reflecting their privacy
valuation. Based on all bids received, the data broker decides on a level of privacy
to be purchased from the data owners. A noisy query output is then produced which
preserves the purchased level of privacy. The paradigm laid out in [16] implicitly
makes two assumptions: (1) privacy trading may be done in ways that resemble the
trading of other commodities such as stocks and bonds; and (2) the data broker, by
giving sufficient incentive, could purchase an arbitrary amount of privacy from every
data owner. Hence it is up to the data broker to determine the level of privacy to
be purchased from the data owners. A number of work have subsequently adopted
these views in other settings [18], [19], [34], [35].

Contribution. In this paper, we adopt a different view towards private data query.
Under the assumptions of privacy trading, as the data broker applies more stringent
methods to protect data privacy, the cost (and therefore payment) to the data owner
would tend towards 0. This is often not the case in reality. In many situations, the
data owners are “single-minded”, i.e., they would demand a level of privacy protection
and would not release their data unless their requested level of privacy protection is
met. Moreover, once the level of privacy protection is guaranteed, privacy is decoupled
from the cost of releasing the data. In other words, the payment demanded by a data
owner to release their data would not decrease as the data broker provides more
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privacy protection to the data. This paradigm can be considered as data trading as
the purchased commodity is the access to data rather than privacy. To our knowledge,
despite its simple and relatively straightforward setup, no work has addressed private
data query under this assumption. This is the major conceptual contribution of our
work.

Our technical contribution lies in SingleMindedQuery (SMQ), a new private data
query mechanism over single-minded data owners as described above. We adopt the
personalised variant of the classical differential privacy (DP) to quantify data privacy.
Our goal is to perform queries to a high accuracy while preserving every data owner’s
declared privacy requirement. The main technical novelty is a reverse auction mech-
anism that determines whose data to purchase and how much compensation should
be paid. Note that unlike mechanisms that follow the privacy trading paradigm [16],
SMQ does not decide the level of privacy to be purchased from the data owners.
SMQ incentivises the data owners so that their data valuation is truthfully revealed,
thereby resolving information asymmetry. Furthermore, we use purchased privacy
expectation maximisation (PPEM) as a principle that guides SMQ to achieve high
accuracy for commonly-used queries such as counting, median and linear predictor
(See Lemma 3.6). We validate empirically the effectiveness of our method using a
series of experiments.

Related work. We review research on the query of private data. The seminal work
of Ghosh and Roth [16] has laid down some main assumptions. The authors propose
the FairQuery (FQ) mechanism to perform count query on binary (0/1-valued) data.
FQ uses a reverse auction to obtain data owners’ privacy valuation. When combined
with a Laplace mechanism that obfuscates query output, FQ guarantees (certain
exact formulations of) incentive compatibility, individual rationality, budget feasi-
bility, query accuracy, and privacy protection. These conditions have since been key
indicators of the effectiveness of any query mechanism for private data. The notion
of ε-differential privacy (DP) [12] has been chosen to quantify data privacy as the
parameter ε captures in some precise sense the loss on utility a person experiences if
her data is used in an ε-DP manner. This supports an argument that a data owner’s
privacy can be regarded as a “soft constraint” to be captured by a real-valued cost.
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The cost increases as a linear function in terms of privacy loss. The FQ mechanism
in [16] associates this cost with the compensation paid to the data owner.

It is important to point out that, even though the data owners have different
privacy valuations, FQ would compute a single level ε > 0 of DP, and compensate
for ε-DP to all data owners whose data are used. This means that the mechanism
could over-protect some data owners by offering them too stringent privacy protec-
tion. Therefore, we can consider this mechanism as “pseudo-personalised” as it fails
to account for the differences in the data owners’ privacy valuations. Such pseudo-
personalised approach has been uptaken by Fleischer and Lyu [18] and Ligett and
Roth [34] which instead of proposing auction mechanisms, design indirect mecha-
nisms, i.e., take-it-or-leave-it offers, to reveal data owners’ privacy valuation.

In contrast, a “truly-personalised” private data query mechanism enables differ-
ent levels of privacy requirements to be applied to different data owners. Such a
mechanism has the potential to avoid over-protecting the data owners’ privacy, thus
achieving higher accuracy. For example, Dandekar et al. [19] design the FairInner-
Product (FIP) mechanism for linear predictor queries over real-valued data. FIP also
uses a reverse auction mechanism while enforcing different levels of privacy protec-
tion for different data owners. Such an approach is also adopted by Cummings et. al.
[35]. There, a data broker provides a menu of different variance levels and asks the
data owners to report the valuation under each level. However, a crucial limitation
exists in [35]’s mechanism as it does not explicitly state its differential privacy level.

As mentioned earlier, all mechanisms above follow the privacy trading paradigm
where the cost to a data owner from releasing their data is assumed to only arise
from privacy loss. This makes sense assuming (1) the data owners fully trust the
data broker to protect their purchased privacy level, and (2) the data owners do not
have an intrinsic valuation to their data records. These assumptions may not hold in
practice. In the light of this, we will put forward a mechanism that compensates the
data owners for their intrinsic data valuation while treating the privacy requirement
as a hard constraint.
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3.2 Preliminaries

3.2.1 PDP Queries

We regard a dataset as a tuple ~d = (d1, . . . , dn) ∈ Rn where n ≥ 1 and each data
entry di ∈ R. D ⊆ R? denotes the collection of all possible datasets. A query is a
function ϕ : D → R, such as median and mean. To achieve privacy protection, a
randomised function g is applied to the query result to obtain the obfuscated query
Φ = g ◦ ϕ.

The notion of ε-personalised differential privacy (PDP) quantifies the level of
privacy achieved by this randomised function: Call two datasets ~d ∈ Rn and ~d′ ∈ Rn

i-neighbouring if they differ on exactly the ith entry.

Definition 3.1. [15] Given a vector ~ε = (ε1, . . . , εn) ∈ Rn, a randomised function
Φ: D → R is ~ε-PDP if for any pair of i-neighbouring datasets ~d, ~d′ ∈ Rn where
1 ≤ i ≤ n:

Pr(Φ(~d) ∈ R)

Pr(Φ(~d′) ∈ R)
≤ eεi ,∀R ⊂ Range(Φ) (3.1)

In other words, suppose ~d′ is an i-neighbouring dataset from the true dataset ~d.
As the ratio above moves closer to 1, Φ is more likely to output the same result on ~d

and ~d′, hiding the true value of the ith data entry. Hence a ε-PDP query mechanism
with smaller ε leads to a higher level of privacy protection for data entry di1.

The PE mechanism generates ~ε-PDP queries [15]: For ~d′, ~d ∈ Rn, let I~d⊕~d′ := {1 ≤
i ≤ n | d′i 6= di}. Fix a query ϕ. Set σϕ(~d, r) := maxϕ(~d′)=r

{∑
i∈I~d⊕~d′

−εi
}
∀r ∈ R.

Given a dataset ~d, the PE mechanism Φϕ(~d) generates output r ∈ R with probability

Pr
(

Φϕ(~d) = r
)

=
exp(1

2
σϕ(~d, r))∑

r′∈Range(Φ) exp(1
2
σϕ(~d, r′))

We will implement our query using the PE mechanism, as it can be applied to
arbitrary real-valued queries and adds a relatively smaller amount of random noise
as compared with other existing methods who claim to achieve ~ε-PDP [103], [104].

1PDP is generalised from the classical differential privacy [12] to accommodate the diversity in people’s
privacy attitudes [101], [102].
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3.2.2 Procurement mechanism

We consider a market that consists of a single consumer and multiple sellers denoted
by s1, s2, . . . , sn. The following assumptions are made on every seller si, 1 ≤ i ≤ n:

(A1) We assume that once an appropriate amount of compensation is given, si is
willing to sell her good to the consumer. The required level of compensation depends
on the inherent valuation θi that si puts on the good. This is a real value in the range
Θ := [θ, θ] where constants 0 ≤ θ ≤ θ are the lower- and upper-bound, respectively;
θi represents the loss si suffers when she sells the good.

(A2) The valuation θi of si is a random sample from a distribution with cumulative
probability function Fi and density function fi. The distribution is assumed to be
regular. In other words, the function fi(v)/(1−Fi(v)), i.e., the probability that θi = v

conditioned on θi > v, is monotonically non-decreasing on v ∈ Θ. This assumption is
commonly made in mechanism design literature and is satisfied by most distributions
[36].

We further assume that F1 = · · · = Fn and θ1, . . . , θn are i.i.d. random variables.
The valuation vector ~θ := (θ1, . . . , θn) ∈ Θn has joint distribution and density func-
tions F and f , respectively. While the functions F and f are common knowledge
among the consumer and sellers, the valuation θi is only known by si and hidden
from anyone else. Therefore, it is crucial for the consumer to incentivise the sellers
to reveal their true valuations.

A procurement mechanism acts on behalf of the consumer to select a subset of
sellers and decides on the amount of compensation for each seller. A direct mecha-
nism, defined below, is a form of procurement mechanism where the consumer makes
decisions solely based on the sellers’ reported valuations [36]:

Definition 3.2. A direct mechanism Ψ consists of a pair of functions (q, p) where
q : Θn → {0, 1}n is called allocation function and p : Θn → Rn is called payment
function. For any ~ψ ∈ Θn, the tuples q(~ψ) := (q1(~ψ), . . . , qn(~ψ)) and p(~ψ) :=

(p1(~ψ), . . . , pn(~ψ)) are called allocation vector and payment vector, respectively.
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Intuitively, the consumer first receives reported valuation ψi ∈ Θ from each si to
form a vector ~ψ = (ψ1, . . . , ψn). The mechanism computes qi(~ψ) and pi(~ψ). When
qi(~ψ) = 1, the consumer “selects” si and purchases the good from si with a compen-
sation pi(~ψ).

We need a procurement mechanism that leads to certain desirable actions of
the sellers. At the time of submitting a valuation ψi, the seller si makes decision
with only the private information θi and knowledge regarding the distribution F .
In other words, the outcome of the mechanism is made based on ex-interim utility
expectations [105]. It therefore makes sense to adopt Bayesian Nash utility in the
solution concept of mechanism design [106]:

Set ~ψ−i := (ψ1, . . . , ψi−1, ψi+1, . . . , ψn) ∈ Θn−1 as the reported valuation vector
of the sellers other than si. We abuse the notation writing pi(ψi, ~ψ−i) for pi(~ψ) and
qi(ψi, ~ψ−i) for qi(~ψ). Set f−i as the density function of the joint probability distribu-
tion of (θ1, . . . , θi−1, θi+1, θn). We define

Qi(ψi) :=

∫
Θn−1

qi(ψi, ~ψ−i)f−i(~ψ−i) d~ψ−i (3.2)

Pi(ψi) :=

∫
Θn−1

pi(ψi, ~ψ−i)f−i(~ψ−i) d~ψ−i (3.3)

as the expected allocation and the expected payment when the reported valuation of
si is ψi, respectively. And her expected utility is Ui(ψi|θi) := Pi(ψi)− θiQi(ψi).

The celebrated revelation principle asserts that to find the optimal procurement
process, it is sufficient to restrict to direct mechanisms where the data owners truth-
fully report their valuation in the Bayesian Nash equilibrium (see [36]). Formally, we
would like to design a direct mechanism Ψ with the following properties:

(1) Incentive compatibility (IC): This property ensures that each seller truthfully
reports her valuation, as she expects to gain the maximum utility by doing this, i.e.,

Ui(θi|θi) ≥ Ui(ψi|θi), ∀i ∈ {1, . . . , n},∀θi, ψi ∈ Θ (3.4)

(2) Individual rationality (IR): This property ensures that every seller is willing
to participate in the mechanism, as her gain of participating is not less than that of
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non-participation. Here, we assume that the utility of non-participation is zero, i.e.,

Ui(θi|θi) ≥ 0, ∀i ∈ {1, . . . , n},∀θi ∈ Θ (3.5)

It is also reasonable to assume that the consumer has a limited budget B ≤ θn,
and thus we need the following.

(3) Budget feasibility (BF): The expected compensation received by all sellers
should not exceed budget B, i.e.,

n∑
i=1

∫
Θn
pi(~ψ)f(~ψ) d~ψ ≤ B (3.6)

Remark: The definition of BF here is interim BF, which merely considers the
expected value of total payment. This may seem counter-intuitive – as the consumer
would really like to ensure ex post BF, i.e.,

∑n
i=1 pi(

~ψ) ≤ B. It has turned out that
these two notions are equivalent, as shown by the following lemma.

Lemma 3.3. [36] For any direct mechanism that is individually rational, incentive
compatible and interim budget feasible, there is a direct mechanism with the same
allocation rule that is individually rational, incentive compatible and ex post budget
feasible.

3.3 Problem formulation

3.3.1 Privacy-aware data owners

We consider a data marketplace that involves a group of data owners, each of whom
holds a private (real-valued) data entry, and a data broker who would like to collect
these data entries. Denote the data owners by s1, . . . , sn and si’s data entry by di.
Every si has a data valuation θi ∈ R for her data entry. In this way, the data owners
and broker are respectively the sellers and consumer in the market with data entries
as goods. We make some further assumptions regarding every data owner si:

(A3) si is a single-minded data owner, i.e., the data owner si has a privacy require-
ment εi ∈ R. To release the data, si requires the data broker to meet εi-PDP for any
query made on the collected dataset.
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(A4) The data entry di, once released, is verifiable and thus data owners cannot
misreport their data. This assumption is reasonable because in some data market-
places such as Datacoup, the data brokers do not directly collect data from data
owners, but rather, they seek for data access permission from data owners and the
data are provided by certain intermediary service.

(A5) No correlation exists between θi and the data value di. This means that the
output of the allocation function does not reveal any information about the private
data.

(A1)–(A5) naturally infer the following definition:

Definition 3.4. A privacy-aware data owner si is formally a tuple si := (di, θi, εi),
where di ∈ R is si’s data entry, θi ∈ Θ is si’s data valuation, and εi ≥ 0 is her
privacy requirement.

Remark: The definition above is different from the one in [16] where instead of
the value εi, a data owner si is associated a cost function ci(ε) ∈ R that captures the
amount of loss si experiences when the data broker “purchases” ε amount of privacy.
In particular, the cost function is defined as ci(ε) = ε · vi where vi ∈ R is a privacy
valuation. When using ci to denote the minimum compensation si requires to release
the data entry di, in our setting, a privacy-aware data owner would have a stepwise
cost function defined as

ci(ε) =

θi if 0 ≤ ε ≤ εi

∞ otherwise
(3.7)

In particular, ci(0) may be non-zero as it represents si’s valuation to the data entry
rather than privacy. This crucial difference makes the analysis in [16] not applicable
to our setting.

3.3.2 Private data query mechanism

A private data query mechanism A combines a procurement mechanism Ψ with a
PDP query mechanism Φ (See Figure 3.1). Suppose S = {s1, . . . , sn} is a set of
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Figure 3.1: An illustration of a private data query mechanism

privacy-aware data owners. Given a query ϕ : D → R and a budget B > 0, the
mechanism A first applies Ψ which purchases data entries from a subset of data
owners and constructs a sampled dataset; the PDP query Φ is then applied to return
a final query result A(S). As argued in Section 3.2, we will apply the PE mechanism
as Φ.

We denote the ground-truth dataset (d1, . . . , dn) by ~dgt and the sampled dataset
by ~dc. The next definition captures the query accuracy of A.

Definition 3.5. A private data query mechanism A is (α, δ)-probably approximately
correct (PAC) if for any ~dgt, Pr(|A(~dc)− ϕ(~dgt)| ≥ α) ≤ 1− δ.

For brevity we write qi for the allocation result qi(ψi, ~ψ−i) ∈ {0, 1} of si given the
reported valuation ~ψ. As each data owner is single-minded, si’s privacy requirement
εi must be met in case qi = 1. One can thus view εiqi as the amount of privacy “pur-
chased” by the procurement mechanism. We next establishes a connection between
the query accuracy and the total amount

∑n
i=1 εiqi of purchased privacy.

We consider the following commonly-used query functions: Linear predictor cap-
tures a wide range of potential queries over real numbers that include k-nearest
neighbours, Nadaranya-Watson weighted average, ridge regression and support vec-
tor machines [19]. It is defined as ϕ(~dgt) :=

∑n
i=1 widi, where wi 6= 0 is the weight of

the data owner si. If di ∈ {0, 1} and wi = 1 for all i ∈ {1, . . . , n}, the query is called a
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count query. More generally, a linear predictor can be used in a recommender system
where wi represents the similarity between a user si and a new user; ϕ(~dgt) is then
the prediction about the new user’s data value. We also consider median query which
aims to find the median value among mutually distinct positive integers. In the next
lemma, the query ϕ belongs to one of the three types defined above.

Lemma 3.6. For any integer 1 ≤ α ≤ n/4 and δ ∈ (0, 1), if the private data query
mechanism A is (α, δ)-PAC, then

∑n
i=1 εiqi ≥

n(ln δ−ln(1−δ))
4α

.

Proof. We first consider count query. Recall that this case assumes that each data
entry di is a 0/1-value. We assume for a contradiction that

∑n
i=1 εiqi <

n(ln δ−ln(1−δ))
4α

and the private data query mechanism is (α, δ)-PAC. Let R = {r ∈ R | |r−ϕ(~dgt)| <
α}. By the definition of (α, δ)-PAC, Pr

(
Φ
(
~dgt

)
∈ R

)
≥ δ.

Assume, w.l.o.g., that εiqi are sorted in ascending order, i.e., ε1q1 ≤ ε2q2 ≤ . . . ≤
εnqn. Consider the first 4α data owners (Note that 4α ≤ n). Clearly,

4α∑
i=1

εiqi <
n(ln δ − ln(1− δ))

4α

4α

n
= ln δ − ln(1− δ).

Let ~d0 := (di)i∈I0 and ~d1 := (di)i∈I1 where Ij = {1 ≤ i ≤ 4α | di = j} for j ∈ {0, 1}.
Without loss of generality, assume that |~d0| > 2α. Let I ′ ⊆ I0 that contains exactly
2α elements, and define a dataset ~d′ := (b1, . . . , bn) where bi = 1 if i ∈ I ′, and bi = di

otherwise. It follows that ϕ(~d′) = ϕ(~dgt) + 2α.
It is straightforward to verify by definition of PDP that

Pr
(

Φ(~d′) ∈ R
)
≥ exp

(
−
∑
i∈I′

εiqi

)
Pr
(

Φ(~dgt) ∈ R
)

> exp (−(ln δ − ln(1− δ)))× δ

=
1− δ
δ
· δ = 1− δ

Since ϕ(~d′) = ϕ(~dgt) + 2α, by the triangle inequality, we have
Pr
(
|Φ(~d′)− ϕ(~d′)| > α

)
≥ Pr

(
|Φ(~d′)− ϕ(~dgt)| < α

)
> 1− δ, which contradicts the

(α, δ)-PAC assumption.
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The proof is similar for the case when ϕ is the general linear predictor where
the data entries are real values. The only difference is that we define the set I ′ as
{1, . . . , 2α} and the dataset ~d′ by bi = di + 1

wi
for all i ∈ I ′ and bi = di otherwise.

For the case when ϕ is a median query. Assume d1, d2, . . . , dn are distinct positive
integers. We only deal with the case when n is odd (the case when n is even can be
proven in a similar way). Let m denote the median among d1, . . . , dn. Let I0 := {i |
di < m} and I1 := {i | di > m}. Suppose, w.l.o.g., that

∑
i∈I0 εiqi <

n(ln δ−ln(1−δ))
8α

. Let
k := |{i | m ≤ di < m+2α}|. Note that by mutual distinction of data values, k ≤ 2α.
For every i ∈ I0, put i into H if the data owner si’s privacy requirement εi is among
the smallest k among data owners in I0. Clearly,

∑
i∈H εiqi ≤

n(ln δ−ln(1−δ))
4α

2α
n
<

ln δ − ln(1− δ). Let dmax := max{d1, . . . , dn}. Define a new dataset ~d′ := (b1, . . . , bn)

by bi = di + dmax if i ∈ H; and bi = di otherwise. It then follows that the median of
~d′ is at least m+2α and thus ϕ(~d′) ≥ ϕ(~dgt)+2α. By PDP of Φ, we have Pr(|Φ(~d′)−
ϕ(~dgt)| < α) > 1− δ. By the triangle inequality, we have Pr

(
|Φ(~d′)− ϕ(~d′)| > α

)
≥

Pr
(
|Φ(~d′)− ϕ(~dgt)| < α

)
> 1− δ, which contradicts the accuracy assumption.

3.4 SingleMindedQuery (SMQ)

Fixing the confidence level δ (> 1−δ), Lemma 3.6 asserts that
∑n

i=1 εiqi ∈ Ω(n/α) is
necessary for any private data query mechanism to achieve (α, δ)-PAC. This suggests
the total amount of purchased privacy

∑n
i=1 εiqi plays a significant role in determining

query accuracy. Moreover, since we concern with ex-interim utility, the term qi here
should be considered in expectation, i.e.,

∫
Θ

∑n
i=1 εiqi(

~ψ)f(~ψ) d~ψ. In our private data
query mechanism, we thus aim tomaximise purchased privacy expectation (PPEM) in
order to obtain accurate query results, i.e., we aim to solve the following optimisation
problem:

maximise
∫

Θ

n∑
i=1

εiqi(~ψ)f(~ψ) d~ψ

such that (3.4), (3.5) and (3.6) are satisfied

(3.8)

In the rest of the paper, we describe our private data query mechanism, namely
SingleMindedQuery (SMQ), to solve Problem (3.8). Note that the problem can be
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regarded as a knapsack auction problem (see [107]): Treat B as the capacity of the
knapsack, εi as the value and θi as the weight of the ith item (1 ≤ i ≤ n).

Definition 3.7. A simple direct mechanism Ψ consists of allocation rule qi(~ψ) and
payment rule pi(~ψ) as follows,

qi(~ψ) = Qi(ψi) :=

1 if ψi ≤ θ∗i

0 otherwise
(3.9)

pi(~ψ) = Pi(ψi) := ψiQi(ψi) +

∫ θi

ψi

Qi(s) ds (3.10)

In a simple direct mechanism, each data owner si has a take-it-or-leave-it offer
with si’s valuation bounded by a threshold θ∗i . If the reported ψi is smaller than the
threshold, the data owner will be selected and get a compensation pi(~ψ), which is
higher than ψi.

Lemma 3.8. Assuming that θ∗i is independent from the reported valuation ψi for
all 1 ≤ i ≤ n, a simple direct mechanism Ψ is incentive compatible and individually
rational.

Proof. For IR, suppose θi ≤ θ∗i . Then Qi(θi) = 1. By (3.10), Pi(θi) equals

θiQi(θi) +

∫ θi

θi

Qi(s) ds = θi +

∫ θ∗i

θi

1 ds = θ∗i

and Ui(θi|θi) = Pi(θi) − θiQi(θi) = θ∗i − θi ≥ 0. If θi > θ∗i , Qi(ψi) = 0 which implies
Pi(θi) = 0 and Ui(θi|θi) = 0. In either case, the expected utility of reporting the
valuation truthfully is non-negative.

For IC, note that θ∗i for all i ∈ {1, . . . , n} is independent from the reported
valuation. When data owners report their valuations untruthfully, there are two cases:
Case (1) Suppose si reports a valuation ψi > θi.

a. if θi < ψi ≤ θ∗i , Ui(ψi|θi) = Ui(θi|θi) = θ∗i − θi.
b. if θi ≤ θ∗i < ψi, Ui(θi|θi) = θ∗i − θi ≥ 0 = Ui(ψi|θi).
c. if θ∗i < θi < ψi, Ui(ψi|θi) = Ui(θi|θi) = 0.

Case (2) Suppose si reports a valuation ψi < θi.
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a. if ψi < θi ≤ θ∗i , Ui(ψi|θi) = Ui(θi|θi) = θ∗i − θi.
b. if ψi ≤ θ∗i < θi, Ui(ψi|θi) = θ∗i − θi < 0 = Ui(θi|θi).
c. if θ∗i < ψi < θi, Ui(ψi|θi) = Ui(θi|θi) = 0.
The above argument shows that each data owner can maximise her expected

utility by truthfully reporting the valuation.

We would like to define a simple direct mechanism to solve (3.8). It remains to
find the appropriate threshold ~θ∗. For the following lemma, by an optimal threshold,
we mean a vector ~θ∗ = (θ∗1, . . . , θ

∗
n) whose corresponding allocation and payment

rules as defined in (3.9) and (3.10), respectively, is an optimal solution for (3.8).

Lemma 3.9. The optimal solution to the following optimisation problem (3.11) is
an optimal threshold.

max
Θ

n∑
i=1

εiFi(θ
∗
i )

such that
n∑
i=1

θ∗iFi(θ
∗
i ) = B

θ ≤ θ∗i ≤ θ ∀i ∈ {1, . . . , n}

(3.11)

Proof. Firstly, since the threshold θ∗i is determined by solving (3.11), it is independent
from ψi. By Lemma 3.8, IC and IR constraints are satisfied by allocation rule (3.9)
and payment rule (3.10).

For the objective function, by substituting (3.2) the objective function becomes∑n
i=1

∫ θ
θ
εiQi(ψi)fi(ψi) dψi, which, by (3.9), is

n∑
i=1

∫ θ∗i

θ

εifi(ψi) dψi =
n∑
i=1

εiFi(θ
∗
i ).
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For BF, by (3.3) the left hand side of the constraint (3.6) is

n∑
i=1

∫ θ

θ

Pi(ψi)fi(ψi) dψi

=
n∑
i=1

∫ θ

θ

(
ψiQi(ψi) +

∫ θ

ψi

Qi(s) ds

)
fi(ψi) dψi by (3.10)

=
n∑
i=1

∫ θ∗i

θ

θ∗i fi(ψi) dψi =
n∑
i=1

θ∗iFi(θ
∗
i )

Thus (3.6) is equivalent to
∑n

i=1 θ
∗
iFi(θ

∗
i ) ≤ B. Moreover, it is easy to see that (3.6)

is binding, i.e.,
∑n

i=1 θ
∗
iFi(θ

∗
i ) = B. Otherwise, we can always increase the value of

θ∗i and select more data owners.

To solve problem (3.11), take the Lagrange function

L(~θ∗, λ, µ1, . . . , µn, γ1, . . . , γn) :=
n∑
i=1

εiFi(θ
∗
i )

− λ
n∑
i=1

(θ∗iFi(θ
∗
i )−B)− µi(θ∗i − θ)− γi(θ − θ∗i )

∀i ∈ {1, . . . , n}, (3.12)

where λ, µi and γi are Lagrange multipliers. Setting the first order derivative to 0,
we get:

εifi(θ
∗
i )− λ(Fi(θ

∗
i ) + θ∗i fi(θ

∗
i )) + µi − γi = 0 ∀1 ≤ i ≤ n (3.13)

The desirable threshold vector ~θ∗ is the solution to the system that contains (3.13)
and the following conditions:

µi(θ − θ∗i ) = 0 ∀i = 1, . . . , n

γi(θ
∗
i − θ) = 0 ∀i = 1, . . . , n

n∑
i=1

θ∗iFi(θ
∗
i )−B = 0

λ, µ1, . . . , µn, γ1, . . . , γn ≥ 0

(3.14)
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Our procurement mechanism Ψ takes ~ψ and ~ε as inputs. It first solves the system
above and obtains a threshold vector ~θ∗. Ψ then selects data owners based on this
vector: For 1 ≤ i ≤ n, select the data owner si if si’s reported valuation ψi is lower
than θ∗i . In this case, make a payment of θ∗i to si. Otherwise, si is not chosen and the
payment is 0. We propose an algorithm to implement the procurement mechanism
as shown in Algorithm 12.

Algorithm 1 Procurement mechanism Ψ

Solve the system (3.13),(3.14) to obtain θ∗i for 1 ≤ i ≤ n.
for i ∈ {1, . . . , n} do
if ψi ≤ θ∗i then
set qi := 1 and pay pi := θ∗i ;

else
set qi := 0 and pay pi := 0.

end if
end for

Theorem 3.10. The procurement mechanism Ψ guarantees to find the optimal so-
lution of Problem (3.8).

Proof. By Lemma 4, we only need to show that the procurement mechanism Ψ solves
Problem (3.11). Define Bi as θ∗iFi(θ∗i ). The first constraint in (3.11) then becomes∑n

i=1Bi = B, which is affine in terms of Bi.
Also, since any Bi corresponds to a θ∗i , we can view θ∗i as a function of Bi and

thus write Bi = θ∗i (Bi)Fi(θ
∗
i (Bi)). The derivative in terms of Bi is

1 = θ∗
′

i (Bi)Fi(θ
∗
i (Bi)) + θi(Bi)

∗fi(θ
∗
i (Bi))θ

∗′
i (Bi)

Reorganise the equation, we can get

fi(θ
∗
i )θ
∗′
i =

1
Fi(θ∗i )

fi(θ∗i )
+ θ∗i

.

2Remark: The procurement mechanism of SMQ and the one of FairQuery [16] are different even though
both of them purchase data from all users with valuations below a certain threshold. The threshold in
FairQuery is determined by the budget and the number of selected data owners, which is uniform for all
data owners, while the threshold in SMQ is determined by the budget and the personalised epsilon value,
thus it is different for data owners with different privacy requirements.
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Because of the regularity assumption, the denominator is strictly increasing. Thus,
fi(θ

∗
i )θ
∗′
i is strictly decreasing. Furthermore, the derivative of the objective function

in terms of Bi is
n∑
i=1

εifi(θ
∗
i (Bi))θ

∗′
i (Bi).

It is strictly decreasing as well. Therefore, the objective is to maximise a concave
function. The above arguments asserts the convexity of Problem (3.11).

Since Problem (3.11) is convex and the vector ~θ∗ satisfies conditions (3.13) and
(3.14), Karush-Kuhn-Tucker theorem (see [108]) implies that ~θ∗ is the optimal solu-
tion to (3.11).

After data procurement, the data entries of selected data owners form a dataset
~dc, and PE mechanism is applied to it. SMQ can meet the hard privacy constraints
of all data owners. For each si, the achieved privacy is denoted as ε′i. For those who
are not selected, ε′i = 0 < εi; for the selected ones, ε′i ≤ εi is guaranteed by PE
mechanism.

3.5 Experiment and results

3.5.1 Experiment setups

Through the experiments, we aim to evaluate the performance of SMQ in terms of its
query accuracy under different query types, budgets, and dependence relationships
between ~θ and ~ε. We consider three query types, count, median and linear predictor.
As performance metric, we compare the mean and 95% confidential interval (CI) of
the returned query results against the true query answer ϕ(~dgt), and use root mean
squared error (RMSE) to measure the error.

Datasets ~dgt. We use three real-world datasets, including Adults dataset3, Movie-
Lense 1M dataset [37], and Residential energy consumption survey (RECS) dataset
[38]. Adults dataset consists of 32, 561 entries, each representing an adult living in
the US [109]. It has 15 attributes, including age, income, education, marital status,

3https://archive.ics.uci.edu/ml/datasets/Adult
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etc. The RECS dataset has 12, 084 records, each record with 940 attributes, including
identifier, region, division, etc. The MovieLense 1M dataset contains the information
of 6, 040 audience, 3, 952 movies and 1, 000, 209 ratings.

Privacy parameters ~ε and data valuations ~θ. The three datasets contain no infor-
mation about privacy attitudes of the data owners, so we generate two sets of random
numbers, representing data valuations θi and privacy requirements εi, respectively.
εi is a small non-negative number, hence, we restrict the privacy parameter to be
bounded by 1. The ~ε and ~θ are correlated uniformly distributed random variables in
the range (0, 1). They are generated based on a correlation coefficient ρ. As a smaller
εi denotes a more stringent privacy requirement, negative values of ρ expresses posi-
tive correlation. We consider three different dependence relationships between ~θ and
~ε: (1) independence, where ρ := 0, (2) partial positive correlation, where ρ := −0.5,
and (3) perfect positive correlation, where ρ := −1. In scenario (1), ~θ and ~ε are
irrelevant. In other words, having a high privacy requirement does not necessarily
mean that this data owner attaches high valuation on her private data. In contrast,
in scenarios (2) and (3), a data owner with high privacy requirement tends to have
high data valuation.

Budget B. The broker has a budget B ≤ θn for data procurement. We investigate
the performance of the SMQ under different budgets, B = {0.1θn, 0.2θn, . . . , 0.9θn}.

Query types ϕ. For count query, we use the income attribute of the Adults dataset,
gender attribute of the MovieLense 1M dataset and the total site electricity usage
of the RECS dataset. The count queries ask: How many adults have income higher
than 50 k? How many female audiences? And how many households consume more
than 10 thousand kwh?

For median query, we use the age attribute of the Adults dataset and the Movie-
Lense 1M dataset and the total site electricity usage (integer-valued) of the RECS
dataset.

For the linear predictor, we use the data in the last row to represent sn+1 and
the data in the other rows to represent existing data owners. We choose the data
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of one attribute as ~dgt = (d1, . . . , dn) and the data of the other attributes as the
profile, denoted as Y = (y1, . . . , yn, yn+1), where yn+1 is the profile of sn+1, and
used to calculate the similarities. Here, we use a common measure, cosine similarity,
to quantify the similarity between si and sn+1, i.e., for each i ∈ {1, . . . , n}, wi :=

cos_sim(si, sn+1) = yi·yn+1

‖yi‖‖yn+1‖ . We use the Adult dataset, the MovieLense 1M dataset
and the RECS dataset, to predict whether a new individual’s income is higher than 50

k, whether a new individual likes the movie and whether a new household consumes
more than 10 thousand kwh, respectively.

In SMQ, the set Rangeϕ(~dc) is constructed differently for different query types.

For instance, Rangeϕ(~dc) can be enumerated as
∑
i:si∈S

qi∑
i:si∈Sc

qi
t in a count query; as t in a

median query; and as
∑
i:si∈S

wi∑
i:si∈Sc

wi
t in a linear predictor, where t ∈ Range(ϕ) and Sc is

the set of the selected data owners.

Baselines. For count and median queries, we compare SMQ with FQ [16]. For linear
predictor, we compare with FIP [19].
FQ. FQ achieves 1

n−k -DP and pays equally for all k selected data owners. FQ first
computes privacy valuation vi := θi/εi for each si. It then selects the k data owners
with the least vi where k is the largest integer satisfying kvk ≤ B. FQ then pays each
selected data owner min {B/k, vk+1/(n− k)} as compensation. The query answer is
r :=

∑k
i=1 di+(n−k)/2+Lap(n−k), where Lap(n−k) is Laplace noise with variance

(n− k).
We also adjust the original FQ formulation for median queries. The mechanism

follows the same allocation rule and pricing rule as those for count queries. The query
answer is r := ϕ(~dc) + Lap(∆ϕ(n− k)), where ∆ϕ is the sensitivity of ϕ on ~dc [12].
FIP. FIP firstly sorts vi in ascending order. If there exists an si∗ whose weight
wi∗ satisfies wi∗ >

∑
i : S\{si∗}wi, FIP only selects si∗ . Otherwise, FIP selects

the first k data owners subject to B, i.e., B∑k
i=1 wi

≥ vk∑n
i=k+1 wi

and pays pi =

wi min
{

B∑k
i=1 wi

, vk+1∑n
i=k+1 wi

}
for each selected data owner. Assuming the range of

the dataset is known as [d, d], FIP returns r :=
∑k

i=1widi + 1
2
(d + d)

∑n
i=k+1wi +

Lap
(
(d− d)

∑n
i=k+1 wi

)
.
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As neither FQ nor FIP collects data owners’ privacy requirements, to meet the
privacy requirements in median and count queries, we need to ensure that FQ does
not select data owners who have εi ≤ 1/(n − k). Also, FIP sets the privacy level
εi := wi/

∑
i:∈S\Sc wi, which is used for both SMQ and FIP, in order to make a fair

comparison between these two mechanisms.
For each query type, we test two mechanisms under different budgets and different

dependence relationships between ~θ and ~ε. Under each experiment setup, 500 trials
are carried out, and the average, the 95% CI and the RMSE for each mechanism are
reported. The experiment setups are summarised in Table 4.6.

Table 3.1: Experiment Setups

Query ϕ Count, median, linear predictor
Dataset ~dgt Adults, RECS, MovieLense 1M
Data valuations ~θ ~θ ∼ U(0, 1)
Privacy parameters ~ε ~ε ∼ U(0, 1)
Correlation ρ {0,−0.5,−1}
Budget B {0.1θn, 0.2θn, . . . , 0.9θn}
Mechanism SMQ, FQ, FIP mechanisms

3.5.2 Results

Experiment 1: Count query. We apply SMQ and FQ to count queries on the
three datasets. The two mechanisms demonstrate considerably different results on
their allocation and payments. While FQ tends to select data owners with the lowest
privacy valuations (regardless of their privacy requirements), SMQ tends to choose
those data owners who have larger εi. This is because θ∗i is determined by εi and are
different across data owners. Furthermore, FQ compensates the selected data owners
uniformly while SMQ sets a price of pi = θ∗i which varies among data owners.

We compare the mechanisms in terms of accuracy under different budgets and
different dependence relationships between ~θ and ~ε; See Figure 3.2. As B increases,
CI narrows down and RMSE displays a descending trend for both SMQ and FQ.
SMQ outperforms FQ in terms of accuracy for all datasets by a large margin. The
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Figure 3.2: CI and RMSE of SMQ and FQ for count query. The top three rows show the mean and 95%
CI of the query answers of SMQ and FQ, where each row denotes a different dataset, and each column
denotes a dependence relationship between ~θ and ~ε. The last row shows RMSE for different datasets. The
horizontal axis indicates budget between 0.1θn and 0.9θn.

CI for SMQ is significantly narrower and the RMSE for the SMQ is significantly
lower than those for FQ across all cases.

The results also show that SMQ’s performance improves as a stronger dependence
relationship exists, whilst FQ’s performance worsens, as CI becomes narrower and
the RMSE becomes smaller for SMQ when ρ decreases from 0 to −0.5 and −1. Those
for FQ show an opposite trend. When ρ becomes smaller, the negative correlation
between θi and εi is higher. In other words, when θi is large, εi is small, which makes
vi large. As a result, under the same budget, the number k is smaller and the variance
n− k of Laplace noise is larger, which worsens the performance of FQ.
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Figure 3.3: CI and RMSE of SMQ and FQ for median query. All setting are the same as in Figure 3.2.

Experiment 2: Median query. We implement SMQ and FQ on median queries.
The allocation and payment results are similar to those for count queries. In terms
of accuracy, SMQ significantly outperforms FQ for median queries. As shown in
Figure 3.3, the error for SMQ is negligible comparing to FQ. For the Adults and the
MovieLense 1M datasets, the RMSE for the SMQ is zero. As for the RECS dataset,
since the range is comparatively larger, the results are less accurate, but much better
than the results for FQ. Also, under different value of ρ, SMQ returns reliable results
while FQ performs even worse when ρ becomes smaller.

Experiment 3: Linear predictor. We implement SMQ and FIP for linear predic-
tors. The allocation results of FIP is similar to FQ, where the data owners with low
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Figure 3.4: CI and RMSE of SMQ and FIP for linear predictor. The top row shows the mean and 95%
CI of the query answers of SMQ and FIP. The second row shows RMSE

privacy valuations are chosen. The results show that for the Adult dataset, the num-
ber of data owners chosen by SMQ is larger than that by FIP, while this number is
similar for the other two datasets. Consistent with the previous experiments, SMQ
outperforms FIP in most cases with respect to accuracy, with the exception of when
B > 0.5θn. As shown in Figure 3.4, for the Adult dataset, the CI is narrower and
the RMSE is smaller for SMQ . For the MovieLense 1M dataset and RECS dataset,
when the budget is low, the performance of SMQ is better than FIP. When the the
budget is high, SMQ outputs slightly less accurate results.

3.6 Conclusion

We consider private data query problem where the data are held by single-minded
data owners. We propose the private data query mechanism SMQ that satisfies IC,
IR, BF and ~ε-PDP for every i ∈ {1, . . . , n}. The empirical results show that SMQ
effectively improves the query accuracy with the same budget than existing mecha-
nisms. An assumption in the work assumes that all data owners truthfully announce
their privacy protection requirements. As future work, we will explore the data broker
problem where hidden information comes from data valuation and privacy protection
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requirements. We also could study the problem with more sophisticated query types,
e.g., queries whose output are beyond real values.



Chapter 4

SmartAuction: Ensuring Fair Trade
in Private Data Query through a
Blockchain-based Secure
Implementation

4.1 Introduction

Data trading, as an emerging business model, has been gaining importance in our
current digital economy. Data marketplaces provide platforms for data trading by
bringing together data owners and data consumers with data brokers. In a typical
data marketplace, data consumers often like to inquire certain aggregate information
of a population with financial constraints, whereas data owners care about their pri-
vacy and thus require privacy protection and privacy compensation. A data broker
acts on behalf of the data consumers to collect data and provide the query results
to the data consumers. A significant effort in mechanism design aims to elicit appro-
priate behaviours during these transactions while producing accurate query results
and respecting data owners’ privacy requirements. This leads to the proposal of pri-
vate data query mechanisms such as FairQuery [110], FairInnerProduct [19], and
SingleMindedQuery [111]. When a data consumer makes a query about an aggre-
gate information, these systems typically perform a procurement mechanism and a

87
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query mechanism. The procurement mechanism seeks the data owners’ requirements
on privacy protection and compensation and treating them as inputs, returns the
payments to data owners; The query mechanism returns a noisy query answer to the
data consumer’s query. These private query systems aim to optimise the accuracy of
query answers while satisfying several desirable properties, including incentive com-
patibility, individual rationality and budget feasibility. Incentive compatibility and
individual rationality resolve the asymmetric information problem about the data
owners’ requirements on privacy compensation between the data broker and the
data owners, whereas budget feasibility makes sure the data consumer’s total pay-
ment does not exceed the pre-determined budget constraints. Moreover, these private
data query mechanisms may also meet differential privacy requirements that ensure
data privacy of data owners.

Towards a real-world online data marketplace that implements the mechanisms
above, one should not overlook some critical underlying assumptions. Specifically,
one should be mindful of the unique aspects that arise when treating private data
as commodity. First, the value of data that is stored purely in its digital form may
be compromised through eavesdropping on the network. Then, as private data are
reported at the discretion of the data owners, data owners may misreport their data
during a data trade, resulting in the query answer being invalid. Last, the data broker
is assumed to be a trusted third party who pays the data owners properly and delivers
the query results to the data consumers as promised. In reality, however, one cannot
rule out the fact that the data broker is strategic and, thus, may skip the query answer
delivery to data consumers or cheat data owners as their payments are diminished.
In short, fair brokerage states that no participant is in a disadvantageous position
even without the presence of trust among the participants. A private data query
mechanism only achieves their intended properties when fair brokerage is guaranteed.
This calls for the design of a network infrastructure that mitigates potential risks to
fair brokerage. In particular, this network infrastructure should meet the following
requirements:

1. Confidentiality: The messages exchanged, including private data, bids, etc., are
not disclosed to anyone else except for the intended receiver.
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2. Data integrity: The messages exchanged should be intact from potential modi-
fications by any adversaries. This also implies that data owners would not send
fabricated data to the data broker during a data trade.

3. Fair brokerage: The data broker would not be put in an advantageous position
with the ability to carry out misconducts such as skipping query answer delivery
or cheating data owners.

While typical issues relating to secure data communication can be addressed by
modern public-key cryptography, many of the required behaviours above need a
more elaborated system architecture to guarantee. One possible solution is to lever-
age blockchain-based smart contracts. A blockchain [29] is an open and distributed
network that is mainly for crypto-transaction management. It is managed by all par-
ticipants, or miners, of the network. Only when a transaction is validated by miners,
a new block that contains the previous block, timestamp and the transaction data is
added to the blockchain. Therefore, blockchain is resistant to any modification of its
transactions once the corresponding block is added. A smart contract [30] is a pro-
gram that runs on the blockchain and is automatically executed by miners when the
predefined terms and conditions are met. Because of the openness and immutability
of the blockchain, the execution of a smart contract can be verified by any miner and
cannot be modified once it is completed, which ensures fair trade.

This has made smart contracts particularly suitable to support protocols in a
data marketplace. By a protocol, we mean an agreed sequence of actions, i.e., a pro-
gram, which are performed by several communicating entities towards accomplishing
certain collective goals with the added requirements of satisfying certain security or
performance goals. Indeed, a number of blockchain-based data exchange protocols
have been proposed in [21]–[23]. These protocols support only peer-to-peer data ex-
change between a data owner and a data consumer. This means that they assume
that the participants have agreed on the data trading conditions, such as the com-
modity and the price, and simply implement the functions of payment and data
delivery without the need of a broker. Furthermore, this form of data trade excludes
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any considerations of privacy preservation1. This is very different from the private
data query mechanisms that we study here, as the frameworks that we aim to im-
plement, such as the ones proposed in [19], [110], [111], involve sophisticated price
elicitation and privacy protection mechanisms. To our knowledge, no data trading
protocols have been proposed to private data queries.

Contribution. In this study, we design SmartAuction, the first blockchain-based
data trading system for private data queries that implement the complete data trad-
ing process. It starts with data submission from data owners, and data request from
data consumers, followed by a procurement mechanism and a query and ends with
payment performance and query answer delivery. The data trading system should
achieve the design goals above that guarantee fair brokerage. The contribution of this
chapter is three-fold. (1) We first formulate an ideal process of data trading FDT,
which describes the expected tasks of the participants to be carried out in an ideal
environment where all participants are trustworthy in the universal composability
(UC) framework, See Section 4.4.3. (2) Based on the ideal process, we extend the
studies on private data queries and design a protocol that realises the ideal process
in real world. The proposed protocol leverages encryption schemes and signature
schemes to achieve confidentiality and integrity. Also, it uses two smart contracts to
implement the procurement mechanism and the query mechanism, which ensures the
fairness of brokerage. See Section 4.5.2. (3) We prove the security of the proposed
protocol in the UC framework, See Theorem 4.13. At last, we implement our protocol
in Solidity to show the practicality of the proposed protocol, see Section 4.6.

4.2 Related work

4.2.1 Private data queries

Private data query mechanism combines a procurement mechanism and a query
mechanism. A procurement mechanism can be an auction or a contract that in-
centivises the data owner to reveal their true compensation requirements while a

1Even though some techniques such as ring signature [22] may be applied to preserve data owners’
identities, they are not resilient to linkage attacks that combine raw data with public data, thereby leaking
data owners’ identities [11].
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query mechanism should guarantee privacy preservation, and thus can be a Laplace
mechanism [12] or an exponential mechanism [14]. [110] and [18] consider the most
basic query type, count query, that counts the number of data entries on a binary
dataset, and propose FairQuery (FQ) and a contract, respectively. Further, they ap-
ply Laplace mechanism to achieve differential privacy. These two mechanisms satisfy
several desirable properties, including incentive compatibility, individual rationality,
budget feasibility, and optimal query accuracy. However, they are not designed for
other query types. [19] designs private data queries for a more general query type, lin-
ear predictor. Also, the privacy protection levels vary for data owners with different
data value. In all the studies above, the privacy protection levels are determined by
the data broker and they implicitly assume that any protection level is acceptable by
data owners. But in practise, data owners may have their intrinsic privacy protection
requirements which are hard constraints. [111] follows this idea and assumes that the
data owners are single-minded such that only when the privacy requirement is met,
the data owners are willing to sell their data. Given that, they proposed SingleMind-
edQuery (SMQ) that combines a procurement and an exponential mechanism. In
this chapter, because of the broad applicability to general query types, we adopt
SMQ as the privacy data query and formulate our system model based on it. It is
noteworthy that the proposed infrastructure can be easily applied to other private
data queries by changing the corresponding descriptions on the private data queries.

4.2.2 Secure data trading protocols

Our work follows existing studies that provide a secure network infrastructure for
data exchange by leveraging cryptography tools. Most of these studies aim to fa-
cilitate peer-to-peer data trading between a data owner and a data consumer. For
example, [21]–[23] address possible unfairness in peer-to-peer data trade by leverag-
ing smart contracts. These systems ensure a form of fair trade where the data owner
gets the payment and the data consumer gets the data as they agree upon. This
is a much simpler form of fair trade than what is considered in this chapter. The
focus on peer-to-peer data trade means that these studies consider only trading of
raw data, rather than aggregate queries. This also means that differential privacy is
not applicable in these contexts. Furthermore, the implementation of the protocols
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are based on an assumption that a data consumer and a data owner have agreed on
the trading conditions, such as the commodity and the price. Therefore, the existing
protocols can not be applied to the settings with private data queries.

With the help of a data broker, raw data are aggregated and obfuscated such that
the privacy of data owners can be preserved. The data trade between multiple data
owners and a data consumer with a broker is considered in [24], who uses similarity
learning on encrypted data to preserve confidentiality. However, this method does
not guarantee fair trade nor privacy. In this way, a data broker who deals with the
two sides of data trades may cheat both the data owners and data consumers, which
warrants a study on fair brokerage.

4.3 Preliminaries

4.3.1 Private data query

To proceed, it is necessary to recall existing mechanisms for private data query. These
systems involve three types of entities: data owner, data broker and data consumer.
Consider a data transaction where n data owners and a single data consumer trade
data through a data broker in a data marketplace. Each of the data owner, denoted
by DOi, 1 ≤ i ≤ n, is associated with a data entry di ∈ R in a dataset ~d ∈ Rn.
Furthermore, each DOi requires privacy protection and privacy compensation. Let
εi ∈ R be the privacy requirement while θi ∈ R be the minimum amount of compen-
sation she requires. Here, we assume that the value of data entry di is independent
with the value of privacy requirement εi and the privacy valuation θi. The data con-
sumer, denoted by DC, would like to know the answer to query ϕ ∈ Φ about some
aggregate information of the dataset ~d. Typically queries include count, median, and
average. Here, Φ is the set of queries that the data broker allows. Further, DC has
a budget bd ∈ R for data collection. The data broker, denoted by DB, collects data
from the data owners on behalf of the data consumer and returns a noisy query
answer s to her.

A typical data trade starts with each data owner uploading her data, privacy
requirement and privacy valuation to the platform. Once a data consumer raises
her query with a declared budget, a procurement mechanism and a private query
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mechanism are executed, which return the payments to the data owners and a noisy
query answer to the data consumer. After data owners and the data consumer ini-
tialise their parameters, including data owners’ private data di, data valuation θi

and privacy requirement εi and data consumer’s query function ϕ and budget bd,
the private data query system goes through four steps, as shown in Figure 4.1.

• Data collection: Each of the data owners sends the private data di, data valu-
ation θi and privacy parameters εi to the data broker and all of the information
are stored in a database in a data marketplace.

• Data request: A data consumer sends a data request, which specifies her query
function ϕ and financial budget bd, to the data broker. At the same time, she
transfers the money to the data broker.

• Procurement and query: The data broker runs a procurement mechanism
and a private query mechanism. The procurement mechanism takes the data
valuations (θ1, . . . , θn) and privacy parameters (ε1, . . . , εn) from data owners
and the budget bd from the data consumer and returns allocation (q1, . . . , qn)

and payment (p1, . . . , pn), which show whose data are selected for query and
how much to pay each data owner, respectively. A function for procurement is
defined by g : Rn × Rn × R → Rn × Rn. According to the allocation, the data
entries from the selected data owners compose a sample dataset ~dc. A private
query mechanism is applied to ~dc and returns a noisy query answer s.

• Payment and delivery: The data broker gives the noisy query answer s to
the data consumer, and at the same time, she pays data owners according to
the payment result (p1, . . . , pn).

4.3.2 Interactive system

To define and analyse properties of fair trade, we formally model private data query
system as an interactive system that captures the interactions among three types of
parties, including n data owners, a data consumer and a data broker, as well as an
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Figure 4.1: System model

Table 4.1: Table of Notations

Notation Description
DOi,DC,DB The ith data owner, data consumer, and data broker, resp.
n Number of data owners
di Private data of the ith data owner
εi Privacy requirement of the ith data owner
θi Data valuation of the ith data owner
qi Allocation of the ith data owner
pi Payment to the ith data owner
ϕ Query made by the data consumer
bd Budget of the data consumer
~dc Data items purchased by the procurement mechanism
π, Z, A The proposed protocol, environment, adversary of an interative sys-

tem
DOi, DC, DB The ITI of the ith data owner, data consumer, and data broker, resp.
EXECπ,A,Z A random variable denoting the execution of (π,A,Z)
SCi Procedures to be implemented as smart contracts in SmartAuction
S̃Ci Description of SCi
ci Encrypted private data of the ith data owner

environment Z and an adversary A. The parties execute a protocol π to perform a
private data query.

The system is defined analogously like a two-player game between the protocol
π and the adversary A, who is overseen by and interact with the environment Z.
The protocol π, environment Z and adversary A are formally defined as interactive
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Turing machines, a computation model that defines an abstract machine manipu-
lating symbols on multiple tapes according to certain rules. An interactive Turing
machine extends the standard Turing machines by adding a mechanism that allows
a pair of machines to write on special “shared tapes" such that they can exchange
information.

Definition 4.1. An interactive Turing machine (ITM) M is a Turing machine with
the following tapes: (1) an externally writable identity tape that contains the identity
of an ITM, including two strings, a session ID sid and a party ID pid, (2) an exter-
nally writable security parameter tape that contains the security parameter 1λ (3)
an externally writable input tape, (4) an externally writable incoming communica-
tion tape that receives messages from other entities in the system, (5) an externally
writable subroutine output tape that contains the output of the subroutines of the
ITM, (6) an output tape, (7) an outgoing message tape, (8) a random tape, (9) a
readable and writable one-bit activation tape that shows the state of the ITM, with
1 indicating active and 0 indicating inactive, and (10) a readable and writable work
tape.

Definition 4.2. A configuration of an ITM consists of the current contents of all
tapes, the current state, and the current head positions. When the bit of the activation
tape is 1, the configuration is active; otherwise, it is inactive.

Definition 4.3. An activation of an ITM is a sequence of configurations starting
with the active configuration and ending with the inactive configuration.

An ITM instance (ITI) is a run of an ITM on a certain input. An ITM may have
multiple instances in a system. Each ITI of π is a party. Parties of the protocol may
have the same session ID in which case they are distinguished from each other by the
party ID pid. They are considered to be in the same session. Multiple instances of a
protocol can run concurrently in a system, but only the parties with the same session
ID can communicate with each other. In our system, during a private data query,
the data owners, the data consumer and the data broker are parties of protocol π
and have the same session ID. The party of the i-th data owner, the data consumer,
or the data broker, is denoted by DOi, DC, DB, respectively.



96
SmartAuction: Ensuring Fair Trade in Private Data Query through a Blockchain-based

Secure Implementation

The communication between ITIs is regulated by a control function C : {0, 1}∗ →
{allow, disallow}, which is essentially an ITM. Specifically, when an ITI µ intends to
write on the tape of another ITI µ′, µ writes the content including the IDs of µ and µ′,
a tape name of {input, incoming communication, subroutine output}, and a message
on its outgoing message tape. If the instruction is allowed by C, the message is copies
to the targeted tape of the targeted ITI; otherwise, the instruction is ignored. The
incoming communication tape are used to capture untrusted communications while
the input tape and the subroutine output are to capture trusted communications.

We are now ready to define an interactive system.

Definition 4.4. An interactive system is formalised by three probabilistic polynomial-
time (PPT) ITMs2, the protocol π to be executed, the environment Z and the adver-
sary A, with the following properties:

• Z has the access to the input and output tapes of the parties; The output of Z
has range {0, 1};

• A has the access to the communication tapes of parties;

• Each party does not have the access to the input tape, output tape nor commu-
nication tape of any other parties, nor does it have access to any tape of Z or
A.

Definition 4.5. Given the interactive system (π,Z,A), a protocol execution with
a security parameter λ ∈ N and an input a ∈ {0, 1}∗ is a sequence of activations
of ITIs, which starts with the activation of Z where a and λ are on the input tape
and security parameter tape of π, and then Z invokes A and parties running π by
sending messages or providing inputs. The parties can not communicate with each
other directly. Instead, the message is sent to A and then A delivers the message
to the intended receiver. The output of the execution EXECπ,A,Z(λ, a) is a random
variable denoting the output of Z whose range is {0, 1}.

2Here, we follow the notion of PPT ITM as defined in [32], which laid out the motivation behind focusing
on probabilistic resource-bounded ITMs.
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The definition of the interactive system allows us to describe not only the mech-
anisms of private data query but also fair trade guarantees of their network infras-
tructure. In the rest of this chapter, we will introduce SmartAuction as protocol π
in the interactive system.

4.3.3 Smart contract

Traditionally, trade between two parties usually requires a trusted third party, such
as a lawyer or a bank, to set up an agreement due to the lack of trust. A smart
contract plays the role of a trusted third party. It is basically a collection of codes
and data that reside on a blockchain. The data of a smart contract is stored in its state
variables. Ethereum is one of the major platform for smart contract development.
A smart contract is initiated by two parties who reach an agreement. After the
deployment of a smart contract, it will be executed by miners once it is triggered
by a transaction, and the miners will get rewarded in gas, an Ethereum currency.
Once it is executed, a block containing the transaction information will be added to
the blockchain. The execution can not be modified and can be verified by any one.
In this study, we will leverage smart contracts to ensure fair trade during a private
data query. This means that blockchain would be an integral part of an interactive
system. Formally, we may abstract blockchain as a part of the environment Z of our
private data query system.

4.4 Data trading protocol design problem

To formally propose our design problem, we invoke the universal composability (UC)
framework from [32] which enables us to define fair trade requirement of a private
data query system using an ideal functionality. We first informally discuss the security
risks.

4.4.1 Threat model

We consider the following possible attacks to our system.

• An attacker may eavesdrop, generate, delete, and/or modify private data di,
data valuation θi, privacy parameter εi, budget bd, payments (p1, . . . , pn) and
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noisy query answer s. For instance, a data consumer who does not request any
query and pays nothing may get some private information through eavesdrop-
ping, and a data owner may modify her private data since she does not suffer
any privacy loss if she provides false data.

• We assume the data broker has no incentive to reveal any private data from data
owners. And the data broker is assumed to be honest when conducting queries.
However, the data broker may not compensate the data owners properly. For
instance, the data broker may pay data owners less money than they should
get. Once the data broker pays the data owners and gets the data, she may do
queries multiple times without paying the data owners anymore.

• The data broker may not deliver the query answer to the data consumer if she
gets the payment from the data consumer firstly.

• Data consumers may infer private data maliciously.

4.4.2 Design goals

Considering the above attacks, the data trading protocol should achieve the following
design goals:

• Confidentiality: Confidentiality ensures that original private data di collected
from a data owner are not disclosed to anyone else except for the data owner
herself. And the noisy query answer s is not leaked to anyone else except for
the targeted data consumer.

• Integrity: Each data owner submits private data di, data valuation θi and pri-
vacy parameter εi, a data consumer claims her budget bd and a data broker
sends out the noisy query answer s. All of them require the information they
provide is intact. Integrity ensures that the above information is intact. When
any information is modified, it will be detected and thus no one has incentive
to do that.
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• Fair brokerage: Fair brokerage ensures that data owners will be paid properly
once their private data is utilised to answer queries. Also, this requirement as-
serts that the query answer will be delivered properly even if the data consumer
transfers money to the data broker beforehand.

• Differential privacy: Differential privacy ensures that no one could infer any
individual information even knowing the noisy query answer.

To formally verify that our proposed protocol achieves these design goals, we need
to define an ideal functionality that embodies the idealised behaviours.

4.4.3 Ideal functionality

We describe an “ideal process" that represents the expected tasks of a protocol and
achieves the four design goals. Given the ideal process, the problem in this study
is formulated as designing a protocol that emulates the execution of the ideal pro-
cess. The ideal process is captured by an ideal functionality. The data trade ideal
functionality FDT is an ITM that represents the expected tasks of a protocol in our
context. It specifies instructions for trusted parties in the private data query. More
precisely, an ideal functionality is a special type of ITM with a null party ID, who
has the input tape which can be written to by multiple ITIs, and can write to the
subroutine output tapes of multiple ITIs. In other words, multiple parties can call
the ideal functionality as subroutines. An ideal functionality induces a corresponding
ideal protocol, denoted by IDEALFDT

. In an interactive system with the ideal pro-
tocol IDEALFDT

, the parties of IDEALFDT
are called dummy parties as they simply

forward all their input from Z to FDT and copy all output from FDT to their local
output.

We formulate the ideal functionality FDT as described in Figure 4.1. We define
two procedures which will be implemented as smart contracts in our protocol,

• SC1 : {0, 1}∗ × R× R→ {0, 1}∗ × R× R is used for data storage, and

• SC2 : {{0, 1}∗×R×R}n×R×Φ→ Rn×Rn×{0, 1}∗ is used for procurement
and query.
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The detailed descriptions of the two procedures are in Table 4.2 and Table 4.3, respec-
tively. To be specific, SC1 records the encrypted private data, privacy requirement
and privacy valuation (ci, εi, θi) of data owner DOi by updating its state variables
once it received the corresponding message from DOi. See Table 4.2.

After a data consumer transfers the deposit bd and sends the query ϕ to SC2,
SC2 records the budget and the query (bd, ϕ). Then SC2 gets the encrypted private
data, privacy requirements and privacy valuations (c1, . . . , cn, ε1, . . . , εn, θ1, . . . , θn)

from SC1 with all data owners. After that, SC2 conducts a procurement by running
the function g and returns the allocation and payments (p1, . . . , pn, q1, . . . , qn). Ac-
cording to the allocation, SC2 sends the encrypted private data entries, the privacy
requirements and the query to the off-chain query mechanism Q, which returns an
encrypted noisy query answer cs. At last, SC2 pays each data owner according to
the payment result and sends the encrypted query answer cs to the data consumer
simultaneously. See Table 4.3.

SC1: Data collection from data owner DOi

Input: Encrypted private data ci ∈ {0, 1}∗, privacy requirement εi ∈ R and privacy valuation
θi ∈ R.
Output: Encrypted private data ci, privacy requirement εi and privacy valuation θi.

(1) Record (ci, εi, θi).

Table 4.2: Procedure for data collection from data owner DOi

The data trade ideal functionality FDT is formally defined in Table 4.4. Let sid be
the session ID of an instance of the ideal functionality FDT. Whenever receiving an
input from a party, FDT first verifies that the session ID of the party is identical to its
local session ID sid; otherwise, the input will be ignored. Since the communication is
controlled by the adversary, all of the outputs are delayed output. The environment
Z can read the whole content of a message of a public delayed output and can only
capture the message length if the message is generated on a private delayed output3.
When there is a message that is not supposed to be known by the adversary, FDT

3For more details, please refer to [32].
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SC2: Auction and query
Input: n tuples of encrypted private data, privacy requirement and privacy valuation
(ci, εi, θi)

n ∈ {{0, 1}∗ × R× R}n, budget bd ∈ R and query ϕ ∈ Φ.
Output: Payment result (p1, . . . , pn) ∈ Rn, allocation result (q1, . . . , qn) ∈ Rn and encrypted
query answer cs ∈ {0, 1}∗.

(1) Get the deposit $bd and query ϕ from a data consumer and record (bd, ϕ).

(2) Get (c1, . . . , cn, ε1, . . . , εn, θ1, . . . , θn) from SC1.

(3) Compute (p1, . . . , pn, q1, . . . , qn)← g(ε1, . . . , εn, θ1, . . . , θn,bd).

(4) Send (c1, . . . , ck, ε1, . . . , εk, ϕ) to the off-chain query mechanism and wait for the en-
crypted query answer cs.

(5) Pay $pi to data owner DOi and send cs to data consumer DC.

Table 4.3: Procedure for auction and query

generates a random number on its random tape and generates an public output of
the random number.

The ideal functionality achieves the four design goals:

• Confidentiality: All the private data and query answers are sent by writing
on private delayed output. Therefore, the adversary cannot obtain any of them
from the communication in the protocol.

• Integrity: All the parameters and smart contracts are forwarded among the
parties and the ideal functionality by writing on public delayed output. There-
fore, the adversary cannot modify any of them from the communication in the
protocol.

• Fair brokerage: The ideal functionality sets the payments and computes the
query answer without a data broker, and sends the payments to data owners
and the answer to the data consumer by delayed output. Therefore, neither the
adversary nor the data broker can undermine the fairness.

• Differential privacy: The ideal functionality randomly selects a number in
the range of query mechanism to generate a query answer. In such a way, the
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Data trade ideal functionality FDT

FDT proceeds as follows, when parameterised by two procedures SC1 : {0, 1}∗×R×R→ {0, 1}∗×
R× R, and SC2 : {{0, 1}∗ × R× R}n × R× Φ→ Rn × Rn × {0, 1}∗:

1. Data collection:

a) Upon receiving an input (SendSC1, sid, S̃C1) from party DB, generate a public delayed
output (SentSC1, sid, S̃C1) to DOi and record (SentSC1, sid, S̃C1) on the work tape.
Here, S̃C1 represents the description of the smart contract SC1.

b) Upon receiving (SendParaDO, sid, di, εi, θi) from party DOi, get S̃C1 from record
(SentSC1, sid, S̃C1) on the work tape, compute a random number r ∈ R, then generate
a public delayed output (SentParaDO, sid, S̃C1, r, εi, θi) and a private delayed output
(SentParaDO, sid, di) to DB, and record (ParaDO, sid, di, εi, θi) on the work tape.

2. Data request, procurement and query, and payment and delivery:

a) Upon receiving (SendSC2, sid, S̃C2) from party DB, generate a public delayed output
(SentSC2, sid, S̃C2) to DC and record (SentSC2, sid, S̃C2) on the work tape. Here, S̃C2
represents the description of the smart contract SC2.

b) Upon receiving (SendParaDC, sid,bd, ϕ) from DC, get S̃C2 from the record
(SentSC2, sid, S̃C2), generate a public delayed output (SentParaDC, sid, S̃C2,bd, ϕ) to
DB; Compute (p1, . . . , pn, q1, . . . , qn) ← g(ε1, . . . , εn, θ1, . . . , θn,bd), then randomly se-
lects a s′ ∈ Range(Q(~d)) and a number r ∈ R. Generate a public delayed output
(SentPrice, sid, pi) to DOi, for all 1 ≤ i ≤ n, and generate a public delayed output
(SentCipher, sid, r) and a private delayed output (SentRes, sid, s′) to DC.

Table 4.4: Data trade ideal functionality FDT

query answer is independent with the data entry of any specific data owner and
the private data entry will not be disclosed from the query answer. Therefore,
differential privacy is guaranteed.

4.4.4 Problem formulation

Given the ideal functionality FDT, we aims to design a protocol π in real world
such that π securely realises FDT. The security in the UC framework is defined by
comparing the executions of two protocols. If the output of two protocol executions
are similar, then the executions are indistinguishable. That is, given two protocols π
and φ, there exists an adversary S such that the environment Z can not tell whether
it is interacting with π and A or φ and S. A function f : N→ R is negligible if for any
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positive polynomial poly there exists a positive integer T such that for all integers
t > T , f(t) < 1

poly(t)
. A negligible function is denoted by negl.

Let EXECπ,A,Z and EXECφ,S,Z denote the ensembles

{EXECπ,A,Z(λ, a)}λ∈N,a∈{0,1}∗ and {EXECφ,S,Z(λ, a)}λ∈N,a∈{0,1}∗ ,

respectively. The formal definition of indistinguishability is as follows.

Definition 4.6. Given two interactive systems, one with the protocol π, the envi-
ronment Z and the adversary A and the other with the protocol φ, the environment
Z and the adversary S, their executions are indistinguishable, i.e.,

EXECπ,A,Z ≈ EXECφ,S,Z ,

if for any λ0 there exists a negligible function negl(λ0) such that for all λ > λ0 and
all a ∈ {0, 1}∗, from the perspective of Z, we have,

|Pr[EXECπ,A,Z(λ, a) = 1]− Pr[EXECφ,S,Z(λ, a) = 1]| < negl(λ)

If the execution of π is indistinguishable from that of the ideal process, then π

carries out the desirable tasks and its execution has the same level of security as
FDT . Let IDEALFDT,S,Z denote the ensembles IDEALFDT,S,Z(λ, a)}λ∈N,a∈{0,1}∗ . We
define secure realisations of an ideal functionality.

Definition 4.7. Given a PPT protocol π and an ideal functionality FDT, π securely
realises FDT if for any PPT adversary A there exists a PPT adversary S such that
for any PPT environment Z the following is satisfied,

EXECπ,A,Z ≈ IDEALFDT,S,Z .

The design problem in this study is formally formulated as follows: Design a
protocol π that securely realises the data trade ideal functionality FDT.

4.5 SmartAuction protocol

We first present necessary background knowledge on cryptography, and then the
details of the proposed protocol. Lastly, we analyse the security of our protocol in
the UC framework.
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4.5.1 Crytographic foundations

4.5.1.1 Encryption

Given a security parameter λ ∈ N, which is written in unary 1λ, the definition of a
public key encryption scheme is as follows4.

Definition 4.8. Given a security parameter λ, a public key encryption scheme
Πenc(λ) is a tuple of probabilistic polynomial-time algorithms (KeyGen,Enc,Dec):

• KeyGen: The key generation algorithm KeyGen takes the security param-
eter 1λ as input and outputs a pair of keys, a public key and a private key,
(epk, esk)← KeyGen(1λ), with lengths |epk| ≥ λ, |esk| ≥ λ.

• Enc: The encryption algorithm Enc takes a public key epk and a message
m ∈ {0, 1}∗ as input and outputs a ciphertext c, i.e., c← Enc(epk,m).

• Dec: The deterministic decryption algorithm Dec takes a private key esk and
a ciphertext c as input and outputs a plaintext m := Dec(esk, c).

We are ready to define the security of the public key encryption scheme. We
use the following experiment PrivKCPA

A,Πenc
(λ) between an adversary A who knows the

messages to be encrypted and a challenger C to define the security against chosen
plaintext attack (CPA):

1. C runs KeyGen(1λ) to generate a pair of keys (epk, esk) and gives epk to A.

2. At some point, A outputs two messages m0,m1 of the same length.

3. C selects a uniform b ∈ {0, 1} and returns the ciphertext c ← Enc(epk,mb) to
A.

4. A repeatedly queries on Enc(epk, ·) and outputs a bit b′.

5. A succeeds if and only if b′ = b. If A succeeds, the output of the experiment is
defined as 1 and 0 otherwise.

4Here, we give a basic definitions of the public key encryption scheme and its security, please refer to
[112] for more details.
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Definition 4.9. A public key encryption scheme Πenc(λ) = (KeyGen,Enc,Dec)

has indistinguishable encryptions in the presence of an chosen plaintext attacker, or
is secure, if for all probabilistic polynomial-time adversaries A, there is a negligible
function negl such that, for all λ,

Pr[PrivKCPA
A,Πenc

(λ) = 1] ≤ 1/2 + negl(λ).

4.5.1.2 Digital signature

Our protocol also involves a signature scheme, defined as follows5.

Definition 4.10. Given a privacy parameter λ, a signature scheme Πsign(λ) is a
tuple of probabilistic polynomial-time algorithms (KeyGen,Sign,Vrfy):

• KeyGen: The key generation algorithm KeyGen takes the security param-
eter 1λ as input and outputs a pair of keys, a public key and a private key,
(spk, ssk)← KeyGen(1λ), with lengths |epk| ≥ λ, |esk| ≥ λ.

• Sign: The signing algorithm Sign takes a private key ssk and a message m ∈
{0, 1}∗ as input and outputs a signature σ, i.e., σ ← Sign(ssk,m).

• Vrfy: The deterministic verification algorithm Vrfy takes a public key spk,
a message m and a signature σ as input and output a bit b ∈ {0, 1}, b :=

Vrfy(spk,m, σ). b = 1 means the signature σ is valid and b = 0 means invalid.

We use experiment SigForgeA,Πsign
(λ) to define the security of the signature

scheme.

1. C runs KeyGen(1λ) to generate a pair of keys (spk, ssk) and gives spk to A.

2. A repeatedly query on Sign(ssk, ·). Let Q denote the set of all queries that A
makes. A outputs (m,σ).

3. A succeeds if and only if Vrfy(spk,m, σ) = 1 and m 6∈ Q.
5Here, we give a basic definitions of the digital signature scheme and its security, please refer to [112]

for more details.
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Definition 4.11. A signature scheme Πsign = (KeyGen,Sign,Vrfy) is existen-
tially unforgeable under an adaptive chosen-message attack, if for all probabilistic
polynomial-time adversaries A, there is a negligible function negl such that, for all
λ,

Pr[SigForgeA,Πsign
(λ) = 1] ≤ negl(λ)

4.5.1.3 Differential privacy

The general idea of differential privacy is to make sure that no one can infer much
extra information before and after including the data of one data individual into a
dataset. In other words, the private information of this specific data owner cannot be
disclosed by comparing the query answers derived from datasets with and without
her data. Therefore, under differential privacy, it is not necessary for data owners to
conceal or misreport their data. Dwork et al. [12] propose ε-differential privacy as a
privacy measure. ε is called privacy parameter and is used to quantify the privacy
level. A dataset is a tuple ~d = (d1, . . . , dn) ∈ Rn. Let D ⊆ R∗ denote the collection
of all possible datasets. A query is a function ϕ : D → R, where R is the range of
the query. A randomised algorithm A : D → R implements a query on a dataset
~d ∈ D and outputs an aggregate result s randomly. Mironov et al. [113] extend
the classic definition to a computational setting and propose indistinguishability-
based computational differential privacy (IND-CDP). Consider a family of randomised
algorithms {Aλ} indexed by a security parameter λ, where Aλ : Dλ → Rλ, i.e., the
input and output sizes of Aλ are at most f(λ).

Definition 4.12. A family of randomised algorithm {Aλ} is ελ-IND-CDP if for any
PPT adversary A and for any pair of datasets ~d, ~d′ ∈ Dλ that differ only in one data
entry and for any outputs in Rλ, the following holds:

Pr(A(Aλ(~d)) = 1)

Pr(A(Aλ(~d′)) = 1)
≤ eελ

The smaller ελ is, the better the privacy is preserved.
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4.5.1.4 Random oracle model

A random oracle O : {0, 1}∗ → {0, 1}` responds to a query x ∈ {0, 1}∗ with a truly
random output y with length ` that is uniformly chosen from the output domain.
To be specific, the oracle is defined by a table. When O receives a query x, if there
is no x = x′ for some pair (x′, y′) stored in the table, a uniform string y ∈ {0, 1}` is
chosen and returned as the output, and the table is updated by adding the pair (x, y);
otherwise, the corresponding y′ is returned. In the random oracle model, all parties
have access to such random oracles. In practise, the random oracles are replaced by
hash functions. In other words, the output of hash functions and the output of the
random oracles are indistinguishable in the random oracle model. In the random
oracle model, a hash function is treated as a truly random oracle.

4.5.2 Protocol details

The detailed description of the proposed SmartAuction protocol π is shown in Ta-
ble 4.5 and the corresponding message flow is shown in Figure 4.2.

Figure 4.2: Message flow of the proposed protocol
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Blockchain-based SmartAuction protocol π
Initialisation: Data broker DB runs key generation algorithm KeyGen to obtain a pair of keys
for encryption (epkDB, eskDB) and a pair of keys for signature (spkDB, sskDB). A data owner DOi
generates (spkDOi

, sskDOi) while a data consumer DC generates (epkDC, eskDC) and (spkDC, sskDC) by
running KeyGen. The public keys of all parties are public.

1. Data collection: The data broker deploys a smart contract SC1 for data collection on a
blockchain. Specifically, DB generates a signature of S̃C1 by running a signing algorithm
σ
S̃C1
← Sign(sskDB, S̃C1) and sends S̃C1 along with σ

S̃C1
to the blockchain.

After downloading the smart contract SC1 from the blockchain, a data owner DOi runs the
verification algorithmVrfy(spkDB, S̃C1, σ

S̃C1
). If it passes, the data owner runs the encryption

algorithm to get the encrypted private data ci ← Enc(epkDB, di) and a signing algorithm to
get the signature σi ← Sign(sskDOi , ci, εi, θi), where εi is her privacy requirement and θi is
privacy valuation. Then the data owner uploads her encrypted data, privacy requirement and
privacy valuation by constructing a transaction for SC1.

2. Data request: When a data consumers DC requests data, the data broker generates a
signature of SC2 by running a signing algorithm σ

S̃C2
← Sign(sskDB, S̃C2) and sends S̃C2

along with σ
S̃C2

to the data consumer. At the same time, the data broker submits smart
contract SC2 to the blockchain.
After receiving the smart contract SC2, the data consumer DC runs a verifying algo-
rithm Vrfy(spkDB, S̃C2, σ

S̃C2
). If it is verified, the data consumer runs a signing algorithm

Sign(sskDC, ϕ,bd), where ϕ is her query and bd is the budget for data request. Then the data
consumer sends her query and budget to the data broker and a deposit $bd is transferred to
SC2 account.

3. Auction and query: According to predefined auction rules, given the budget bd, pri-
vacy valuations θ1, . . . , θn, and privacy requirements ε1, . . . , εn, smart contract SC2 is exe-
cuted and returns allocation result q1, . . . , qn and payment result p1, . . . , pn. According to
the allocation result, the data broker decrypts the private data of selected data owners
{DOi|i = 1, . . . , k}, where k is the number of selected data owners, by running a decryp-
tion algorithm Dec(eskDB, c1, . . . , ck) and runs a differentially private query Q(~dc) on the
sample dataset ~dc composed by the selected data owners, which returns a noisy query answer
s. The decryption and query processes are off-chain. Then the data broker runs encryption
algorithm Enc(epkDC, s) and submits the encrypted query answer cs to SC2.

4. Payment and delivery: Once gets the encrypted query answer, smart contract SC2 pays
each data owner from SC2 account to each data owner DOi’s account. At the same time, it
sends the encrypted query answer cs to the data consumer.
After getting the encrypted query answer cs, the data consumer DC decrypts cs by running
decryption algorithm Dec(eskDC, cs).

Table 4.5: Blockchain-based data trade protocol π
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4.5.3 Security analysis

The following theorem shows that when the encryption scheme and the signature
scheme are secure and the query mechanism is differentially private, the SmartAuc-
tion protocol π UC-realises the ideal functionality FDT.

Theorem 4.13. Protocol π UC-realises the ideal functionality FDT under the fol-
lowing conditions:

• The encryption scheme has indistinguishable encryptions under a chosen-
plaintext attack,

• The signature scheme is existentially unforgeable under an adaptive chosen-
message attack, and

• The query mechanism is ελ-IND-CDP.

In the rest of this section, we prove Theorem 4.13 using the random oracle model.
Specifically, a simulator SA is constructed for any PPT environment Z, any PPT
adversary A, such that IDEALFDT,SA,Z ≈ EXECπ,A,Z . We show the construction of
the simulator and the indistinguishablity between the executions of π and FDT in the
following two subsections. To show the indistinguishability between the executions of
π and FDT, we construct a sequence of hybrid protocols between the protocol π in real
world and the ideal functionality FDT such that some component(s) of the protocol
π is replaced by some ideal process(es). We will show that the environment Z can
distinguish each adjacent pair of hybrid protocols with a negligible probability. Then,
the environment Z can distinguish the protocol π and the ideal functionality FDT

with the probability being the sum of negligible probabilities, which is also negligible,
which proves the indistinguishability between the executions of π and FDT.

4.5.3.1 Description of the simulator

We first describe the construction of the simulator SA, who runs simulated instances
ofA and simulated instances of parties running the real world protocol π. SA interacts
with the environment Z, the ideal functionality FDT and its subroutine A.

The simulator SA runs simulated instances of A, then:
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• When Z sends an input (m, sid) to the adversary, SA forwards it to the simu-
lated A;

• When A delivers a message (m, sid) to a party, SA forwards it to the ideal
functionality FDT;

• When FDT delivers a public/private delayed output, SA computes a random
number r ∈ {0, 1}∗ with the length same as the signature, and sends the output
along with r to the simulated A;

• SA outputs whatever A outputs; SA halts when A halts.

4.5.3.2 Proof of indistinguishability

We first define a special type of protocol, called hybrid protocol. The parties running
π can also invoke instances of ideal functionalities. A protocol that includes subrou-
tine calls to IDEALFDT

is a hybrid protocol. Then we define the a sequence of the
executions of hybrid protocols and prove that no PPT environment Z can distinguish
each adjacent pair of hybrid protocols with non-negligible probability.

Hybrid0 Hybrid0 is exactly the same as the proposed protocol π.

Hybrid1 The hybrid protocol Hybrid1 is the same as π except for: When the adversary delivers a
smart contract S̃C1 with a DB’s signature σ

S̃C1
to DOi, if the message is generated by DB, FDT

generates a public delayed output (SentS̃C1, sid, S̃C1) to DOi, and record (SentS̃C1, sid, S̃C1)

in Hybrid1.

Hybrid2 The hybrid protocol Hybrid2 is the same as Hybrid1 except for the following changes:
When the adversary A delivers the encrypted data ci, privacy requirement εi and privacy
valuation θi to DB, if the message is generated by calling SC1 in the blockchain, FDT

generates a public delayed output (SentParaDO, sid, S̃C1, r, θi, εi), a private delayed output
(SentParaDO, sid, di) to DB, and record (ParaDO, sid, di, εi, θi) in Hybrid2.

Hybrid3 The hybrid protocol Hybrid3 is the same as Hybrid2 except for: When the adversary
delivers the smart contract S̃C2 with a valid signature σ

S̃C2
to DC, if the message is gen-

erated by DB, FDT generates a public delayed output (SentSC2, sid, S̃C2) to DC and record
(SentSC2, sid, S̃C2) in Hybrid3.

Hybrid4 The hybrid protocol Hybrid4 is the same as Hybrid3 except for the following change:
When the adversary delivers bd and ϕ to DB, if the message is generated by calling SC2 in
the blockchain, FDT generates a public delayed output (SentParaDC, sid, S̃C2,bd, ϕ) to DB.
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Hybrid5 The hybrid protocol Hybrid5 is the same as Hybrid4 except for: When the adver-
sary delivers pi to each DOi, 1 ≤ i ≤ n, if the message is generated by calling SC2 in the
blockchain, FDT computes (p1, . . . , pn, q1, . . . , qn) ← g(ε1, . . . , εn, θ1, . . . , θn,bd) and gener-
ates a public delayed output (SentPrice, sid, pi) to each DOi.

Hybrid6 The hybrid protocol Hybrid6 is the same as Hybrid5 except for the following change:
When the adversary delivers the encrypted answer s to DC, if the message is generated by
calling SC2 in the blockchain, FDT computes a random number r ∈ R and a random number
s′ ∈ Range(Q(~d)), and generates a public delayed output (SentCipher, sid, r) to DC and a
private delayed output (SentRes, sid, s′) to DC.

The validity of Theorem 4.13 will be established by the following claims.

Claim 4.14. If the signature scheme Πsign is existentially unforgeable under an adap-
tive chosen-message attack, then π and Hybrid1 are indistinguishable from the en-
vironment Z’s view.

Proof. We prove the claim by contradiction. Suppose that the signature scheme Πsign

is existentially unforgeable under an adaptive chosen-message attack, and there exists
an environment Z such that Z can distinguish the executions of π andHybrid1 with
a non-negligible probability. We construct a forger G who invokes Z and simulates
the interaction with SA and Hybrid1 for Z. G can query the signing oracle and the
verifying oracle but does not have the private key sskDB for the signature scheme of
DB. When DB is activated with the input (SendS̃C1, sid, S̃C1), G queries the signing
oracle and outputs (S̃C1, σS̃C1). Then G checks whether (S̃C1, σS̃C1) is forgery, that
is, the signature is valid and the message is never signed by DB before. If it is a
forgery, G outputs the forgery and halts. If there is no forgery, the interactions with
Hybrid1 and SA and with π and A are the same from the view of Z. However, by
the assumption that Z can distinguish the executions of π and Hybrid1 with a non-
negligible probability, the forgery is constructed with a non-negligible probability
when Z interacts with A and π, which contradicts the security assumption of the
signature scheme Πsign.

Claim 4.15. If the signature scheme Πsign is existentially unforgeable under an adap-
tive chosen-message attack and the encryption scheme Πenc has indistinguishable
encryptions under a chosen-plaintext attack, Hybrid1 and Hybrid2 are indistin-
guishable from the environment Z’s view.
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Proof. We prove the claim by contradiction. Suppose that Πsign is existentially un-
forgeable under an adaptive chosen-message attack and Πenc has indistinguishable
encryptions under a chosen-plaintext attack, there is an environment Z that can dis-
tinguish the executions of Hybrid1 and Hybrid2 with a non-negligible probability.

We will show that if there is an environment Z that can distinguish the executions
of Hybrid1 and Hybrid2 with a non-negligible probability ν(λ), then either the
encryption scheme Πenc is not secure or the signature scheme Πsign is not.

We first show that when the signature scheme Πsign is secure, if there is an en-
vironment Z that can distinguish the executions of Hybrid1 and Hybrid2 with a
non-negligible probability, then the encryption scheme Πenc is not secure. We con-
struct an adversary G that invokes Z and simulates the interaction with SA and
Hybrid2 for Z. G can query an encryption oracle and a decryption algorithm. G
randomly chooses a number h ∈ {1, . . . , n}. When each of the first h − 1 data
owner DOi is activated with an input (SendParaDO, sid, di, εi, θi), G lets DOi re-
turns ci = Enc(epkDB, di). When the data owner DOh is activated with an input
(SendParaDO, sid, di, εi, θi), G queries its encryption oracle and obtains the cipher-
text c′h, which is either ch = Enc(epkDB, dh) or a random number rh ∈ R with
|rh| = |ch|. For the remaining data owners, when DOi is activated with an input
(SendParaDO, sid, di, εi, θi), G lets DOi returns a random number ri ∈ R to Z.

When all data owners are returned ri as encrypted private data, the output of Z is
identical to that in Hybrid2. When all data owners are returned Enc(epkDB, di), the
output of Z is identical to that in Hybrid1 when Πsign is secure. By the assumption,
Z can distinguish the executions of Hybrid1 and Hybrid2 with a non-negligible
probability ν(λ). Then Z can distinguish the run of G with c′h = Enc(epkDB, dh) and
the run of G with c′h = rh with a probability greater than ν(λ)/n, which contradicts
the security assumption of the encryption scheme.

Then we show that when the encryption scheme Πenc is secure, if there is an en-
vironment Z that can distinguish the executions of Hybrid1 and Hybrid2 with a
non-negligible probability, then the encryption scheme Πenc is not secure. The argu-
ment is similar to the proof for Claim 4.14. We constructs a forger G that simulates
the interaction with SA and Hybrid2 for Z. When a DOi is activated with an in-
put (SendParaDO, sid, di, εi, θi), G behaves as in the proof for Claim 4.14 except for



SmartAuction protocol 113

that the exchanged message is (ci, εi, θi) rather than S̃C1. By the assumption that
Z can distinguish the executions of Hybrid1 and Hybrid2 with a non-negligible
probability ν(λ), a forger is constructed with a non-negligible probability ν(λ)/n,
contradicting the assumption on Πsign.

The next three claims can be proved in essentially the same way as Claim 4.14.
We therefore state them without proofs.

Claim 4.16. If the signature scheme Πsign is existentially unforgeable under an adap-
tive chosen-message attack, Hybrid2 and Hybrid3 are indistinguishable from the
environment Z’s view.

Claim 4.17. If the signature scheme Πsign is existentially unforgeable under an adap-
tive chosen-message attack, Hybrid3 and Hybrid4 are indistingushable from the
environment Z’s view.

Claim 4.18. If the signature scheme Πsign is existentially unforgeable under an adap-
tive chosen-message attack, Hybrid4 and Hybrid5 are indistingushable from the
environment Z’s view.

Claim 4.19. If the encryption scheme has indistinguishable encryptions under a
chosen-plaintext attack, the signature scheme is existentially unforgeable under an
adaptive chosen-message attack, and the query mechanism is ελ-IND-CDP, Hybrid5

and Hybrid6 are indistingushable from the environment Z’s view.

Proof. For the sake of contradiction, we assume that Πenc has indistinguishable en-
cryptions under a chosen-plaintext attack, Πsign is existentially unforgeable under an
adaptive chosen-message attack, and the query mechanism is differentially private,
then there exists an environment Z that can distinguish Hybrid5 and Hybrid6

with a non-negligible probability ν(λ).
We will show that if there is an environment Z can distinguish Hybrid5 and

Hybrid6 with a non-negligible probability, Πenc is not secure under a chosen-
plaintext attack, Πsign is forgeable under an adaptive chosen-message attack, or the
query mechanism is not ελ-IND-CDP.
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The proofs on Πenc and Πsign are the same as the proofs for Claim 4.14 and
Claim 4.15, we will not repeat them. We show the argument for query mechanism
as follows: We construct an adversary G that uses Z and simulates the interaction
with Hybrid5 and SA. G randomly selects a number h ∈ {1, . . . , n}. We construct a
dataset ~dh such that each of the first h−1 data entries in ~dc are replaced by a random
number r ∈ R, the hth data entry is randomly replaced by a random number d′h = r

or kept unchanged d′h = dh, and the remaining data entries remain unchanged. When
h = 0, ~d0 = ~dc. When h = k, all of the k data entries are random numbers. Then the
distribution of queries answers derived from ~dk is the same as the distribution of s′.

By assumption, Z can distinguish the executions of Hybrid6 and Hybrid5,
therefore, the distribution of the queries answers derived from ~dc in Hybrid5 and
the distribution of s′ inHybrid6 are distinguishable with a non-negligible probability
ν(λ). Then Z can distinguish the run with d′h = r and the run with d′h = dh with a
non-negligible probability ν(λ)/k, which contradicts the assumption of ελ-IND-CDP
of the query mechanism when ελ ≤ ln(ν(λ)/k).

4.6 Implementation and evaluation

To show the practicality and to evaluate the performance, we implement the proposed
protocol π with two smart contracts on a simulated Ethereum network. We use the
time cost and the gas cost of the protocol execution to measure the performance.

4.6.1 Experiment setup

Execution environment The simulations are conducted on a MacBook Pro with
a Quad-Core Intel Core i7 CPU, a 32GB RAM and Debian 9 operating system. in
Solidity 0.6.11 using Truffle framework, Node.js and web3.js library, which provide a
simulated Ethereum network to compile and deploy smart contracts.

Protocol description In π, RSA encryption scheme and RSA signature scheme are
applied. Also, we use the SingleMindedQuery (SMQ) [111] that combines an reverse
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auction mechanism and an exponential mechanism as the query mechanism because
of its broad applicability to general query types and the accuracy guarantee.

Number of data owners We consider the influence of the number of data owners
on the protocol performance and test the protocol with n = {100, 200, 300, 400, 500}.

Query type We test different query types, including count, median and minimum
queries. The count query computes the total number of data owners with certain
properties, the median query returns the median and the minimum query returns
the minimum value among the private data.

Implementation strategy See Table 4.5. The protocol consists of the following
steps: encryption, data submission, data request, auction and query, payment and
result delivery. Among them, the data submission, data request, auction, payment
and result delivery are executed in two smart contracts SC1 and SC2, while the
encryption, query and decryption are executed off-chain. Therefore, we divide the
protocol into five parts, including (1) private data encryption and parameter sub-
mission, (2) data request and auction, (3) query, (4) query answer encryption, pay-
ment and delivery, (5) query answer download and decryption, and we test them
separately. For the execution of each part, we record the time cost. In addition, for
smart contract execution, we also record the gas cost.

The experiment setups are shown in Table 4.6. The execution of each part with
different number of data owners and the execution of the different query types is run
10 times.

Table 4.6: Experiment Setups

Encryption scheme Πenc RSA encryption scheme
Signature scheme Πsign RSA signature scheme
Private data query mechanism SMQ mechanism
Query ϕ Count, Median, Minimum
Number of data owners n n = {100, 200, 300, 400, 500}
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Figure 4.3: Time cost of protocol execution

4.6.2 Experiment results and analysis

Time cost Figure 4.3 shows the maximum, average and minimum time cost of pri-
vate data encryption and parameter submission, data request and auction, query an-
swer encryption, payment and delivery, and query answer download and decryption.
We can see that the time cost of private data encryption and parameter submission
increases linearly with the number of data owners. Data request and auction con-
sumes similar time but it does not have linear trend. Since the complexity of the
auction mechanism is O(n log n), the time cost is acceptable in practise. Further, it
take little time on the query answer encryption, payment and delivery, and query
answer download and decryption. Also, the execution of queries are negligible for the
three different type of queries.

Gas cost The gas costs of the executions of two parties (1) data request and auction
and (2) payment and delivery on the blockchain with different value of n are shown in
Figure 4.4. The processes of time request and auction, payment and delivery increases
linearly with the value of n. For each data owner DOi, the parameter submission
consumes 409, 855 gas fee.
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Figure 4.4: Gas cost of protocol execution

The experiment results show that our SmartAuction protocol can be used in
practical data trade.

4.7 Conclusion

The secure implementation of private data queries in public networks calls for a secure
infrastructure. In this study, we propose SmartAuction, the first secure blockchain-
based network infrastructure supporting the implementation of private data queries,
that satisfies desirable requirements, including confidentiality, data integrity, fair
brokerage and differential privacy. We first formulate an ideal functionality FDT that
formally defines these requirements and then prove the security of SmartAuction
in the UC framework. Further, we execute the proposed protocol π on a simulated
Ethereum platform and the results show its practicality. It is important to point out
that despite presenting our protocol using the specific process of SimpleMindedQuery
[111], the blockchain-based protocol can be easily adapted for other forms of private
data query.





Chapter 5

An Experimental Study on
Discovering the Value of Private
Data in Data Marketplaces

5.1 Introduction

With the increasing demand for data, data marketplace [7] emerges as a new business
paradigm. In data marketplaces, data are traded as commodities between several
parties of interests that include data owners and data consumers. One prominent
consideration during the trading of data is privacy. The data owners have been in-
creasingly aware of the value and potential cost of data privacy, especially after the
privacy breaches at Equifax and Facebook. It is then natural to expect that individu-
als would seek compensation when they expose their private data to others in a data
marketplace. For example, the data marketplaces Datacoup1 and Datum2 allow data
owners to monetise their private data. Specifically, Datacoup compensates its users
$8 each month [10] for releasing their data to the data consumers. However, Datacoup
does not explain the rationale behind the value of such monthly compensation.

Setting a proper price for private data is essential to the success of data companies.
The price of a commodity is determined by demand side and/or supply side, i.e.,

1https://datacoup.com/
2https://datum.org/
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data consumers and data owners, respectively, in a data marketplace. The prices
of commodities should reflect their value for consumers and/or their cost. When
it comes to data, on one hand, data value for data consumers lies in the value of
information derived from data that improves their decisions. On the other, the data
value for data owners lies in the privacy. That is, after data owners hand out their
private data, they are exposed to the risk of privacy leakage. A better knowledge
about the data valuation is useful to businesses on data marketplaces when setting
prices. In this chapter, we focus on the data value for data owners on the supply side
of a data marketplace.

The research goal of this study is threefold: First, we investigate whether data
owners experience cost when they are trading data. If so, how much do they attach
to their private data in monetary terms. In addition to that, we investigate whether
people attach various value to different data types. People often care more about
certain data types than others. For instance, [39] investigates the economic value of
four types of personal mobile data, including data about communication, application
usage, location and media, and the results show that people attach highest value to
location data among these four types. In this study, we extend [39] to more general
data types. Last, we analyse the influence of privacy protection on data valuation.
Most people care about their privacy. Some businesses, such as Xing3, offer premium
accounts with better privacy protection by allowing the users to have more control
over the access rights of the visitors. Previous studies, e.g., [40]–[42], show that people
are willing to pay for such services. In this study, we consider the data trading context
and investigate whether it is still applicable. Specifically, we verify whether data
owners are willing to be less compensated for better privacy protection.

It is challenging to learn the perceived value of private data from data owners.
Firstly, the business paradigm, data marketplace, has only emerged very recently.
Although data traders buy and sell data, in large volumes, on a daily basis, few
common people has experienced data trading. It is unlikely that the data owners
estimate their privacy loss by recalling the previous experience in data trading. Sec-
ondly, people rarely consider their privacy loss in a monetary sense or search for

3https://www.xing.com/
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related information about their data value to businesses. Therefore, it is difficult for
data owners themselves to measure the economic value of their private data.

Many of the existing studies apply hypothetical methods to assess the value of
private data, such as in [114]–[117]. In a hypothetical context, there is no actual
disclosure of personal data or actual monetary compensations, therefore, the par-
ticipants have to imagine such scenarios and reveal their values on private data in
the imaginary scenarios. Hypothetical biases occur when valuations are elicited in a
hypothetical context, such as a survey [118].

In contrast, field experiments and laboratory experiments are executed to assess
the monetary value of private data. Since the participants take part in real data trade
in some sense, the issue of hypothetical biases can be addressed and thus the results
obtained are more valid. Existing studies deal with the issue of value for some specific
data types, such as weight and age [119], location data [120], [121], browsing histories
[122], and personal mobile data [39]. However, in data marketplaces, the traded
data are not restricted to these data types. Therefore, in this study, we consider
a more general scenario with seven private data types, including Personal Finance,
Health, Citizenship and Civil Life, Professional and Career, Consumption of Food,
Consumption of Technology and Consumption of Leisure Services.

To investigate the monetary value that people attach to their private data, we
conduct a laboratory experiment by constructing a simulated data marketplace. In
the simulated data marketplace, participants are invited to a laboratory and sell
their private data to the experimenter. From the data trade, participants’ private
data and their monetary valuation can be extracted. Further, to investigate whether
people value the seven data types differently, we elicit the participants’ ranking over
the seven types and their specific value on each of the three most valuable data types.
Last, to analyse the influence of privacy protection on privacy valuation, we provide
two different privacy protection techniques, simple anonymisation and differential
privacy, and elicit the participants’ data value under these two privacy protection
levels.

We design and implement a three-stage laboratory experiment. In Stage 0, the
participants are asked to sort the seven data types according to their importance by
filling up a survey. From this survey, the experimenter summarises the three most
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important data types among all participants. In Stage 1, the experimenter performs a
series of reverse second-price sealed-bid auctions. For each auction, the experimenter
first poses a question that is related to the top three data types extracted in Stage
0 and asks the participants to write their answers on paper. The experimenter then
conducts the auction which extracts the monetary valuation from the participants.
One of the participants will be chosen and compensated. The experimenter then
applies simple anonymisation to remove their identities. In Stage 2, the experimenter
repeats the procedure of Stage 1, but applies differential privacy preservation. The
participants are told beforehand the difference between simply anonymisation and
differential privacy. In particular, the experimenter has explained the potential risks
of simply anonymisation due to linkage attacks [11]. At the end of this session, the
experimenter will collect the valuation of the question answers from all participants
under two types of privacy preservation methods, and the private answers of the
winners.

The data analysis results suggest the following:

• In general, people attach non-trivial value to their private data in data trading.
For the answer to a single question, people value their data at around NZ$0.5.

• People attach different monetary value to different data types in data trading.
The answer to a single question in Personal Finance has the highest monetary
value at NZ$1.75, followed by Health at around NZ$0.10 and Citizenship at
around NZ$0.10.

• People value privacy protection in data trading. With better privacy protection,
they are willing to be less compensated.

This chapter proceeds as follows: Section 5.2 reviews the relevant existing studies.
Section 5.3 provides a detailed description of the experiment design and execution,
which is followed by data analysis and results in Section 5.4. Last, we conclude this
chapter in Section 5.5.
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5.2 Literature review

The previous studies on assessing the economic value of private data mainly apply
two types of methods, including survey (e.g., [114], [116]) and experiment (e.g., [119],
[120]).

Both direct and indirect surveys have been applied. [114], [115] apply a commonly
used direct survey method, contingent valuation method (CVM) [123]. That is, the
respondents are asked to answer questions to explicitly reveal their privacy valuation.
In [114], the respondents are asked to indicate whether they are willing to pay a
certain amount of money in exchange for better privacy protection. In [115], the
respondents are asked to state their perceived value of private data. In contrast,
[116] and [117] use indirect survey methods, where the respondents are asked to
choose from multiple options. The options correspond to treatments with different
value of monetary/non-monetary reward and factors concerning privacy.

However, in surveys, participants reveal their monetary value in fictitious contexts
and hypothetical bias occurs. In contrast to surveys, field or laboratory experiments
are also used. In experiments, the participants experience real life consequences,
including disclosing their private data and being compensated with money.

Further, reverse second-price seal-bid auction is a commonly used method due
to its truthfulness property. Reverse second-price sealed-bid auctions are applied to
assess the value of weight and age [119], location data [120], [121], browsing histories
[122], and personal mobile data [39]. [119] collects the weight and age from partic-
ipants and runs auctions to extract their monetary value on weight and age. The
average price in auctions is $57.56 for age and $74.06 for weight. [121] and [120]
assess the location privacy for people who use mobile devices. The participants are
asked to reveal the required compensation in exchange for a certain time period of
location tracking. In [120], the median bid value for 4-week location tracking is £10

for academic purpose and £20 for commercial purpose. However, in [120], [121], the
participants are not aware of the true purpose of the study and are told to take
part in a fictitious study of mobile phone usage. The monetary value they get might
deviate from the compensation that data owners require in data marketplaces.

In contrast, in [39], [122], the participants are explicitly told that they take part
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in a study on assessing the monetary value of private data. [122] focuses on the
monetary value of browsing histories. The participants value their offline personal
information including age, gender, address and economic status, at about e 25. They
value their online browsing history at about e 7. Further, the websites that the
participants browse are divided into 8 categories: Email, Entertainment, Finance,
News, Search, Shopping, Social and Health and the test results show a significant
difference across categories. Alternatively, [39] considers 4 categories of personal data
in mobile devices, including communications, application usage, location and media
(e.g., photos taken). The median bid value for the 4 categories are e 2, e 2, e 3
and e 1, respectively. Further, significant differences in bid values across categories
are found. However, the existing studies are confined to a certain private data type,
such as location data, browsing histories and mobile data. The data types traded in
data marketplaces are much more diverse. Therefore, in this study, we consider more
general private data categories and investigate whether a significant difference across
data categories exists.

5.3 Experiment design and execution

An experiment session consists of three parts: a pre-experiment survey (Stage 0) and
two sets of incentive mechanisms for private data trading (Stages 1 and 2). The pre-
experiment survey collects basic information and the ranking of data categories from
participants. In Stage 1 and Stage 2, the valuations of private data are extracted. We
run 6 sessions and in total 59 participants take part in the experiment. The details
of the experiment design and execution are shown in the following subsections.

5.3.1 Reverse second-price sealed-bid auction

In Stage 1 and Stage 2, we mainly leverage an incentive mechanism, reverse second-
price sealed-bid auction, to collect the monetary value of private data from partici-
pants. In reverse second-price sealed-bid auctions, each participant is asked to submit
a bid, which indicates the minimum amount of monetary payment she is willing to
accept to give away her private data. After all participants submit their bids, one
winner will be selected. The winner is the participant who submitted the lowest bid
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and the payment will be the amount submitted on the second lowest bid. The value
of bid is positive amount, including 0, with increments of NZ$0.01. We also allow the
participants to quit the auction by bidding a very large amount.

The rationale behind the selection of reverse second-price sealed-bid auctions is
as follows. First, second-price sealed-bid auction has been theoretically proved to be
strategy proof so that bidding the true value is a weakly dominant strategy for any
participant [57]. Moreover, it has been used to assess the value of private data in
previous studies, e.g. [39], [119]–[122].

We also use the forward second-price sealed-bid auction to make the participants
familiar with the second-price auction rules. The difference between these two auction
types is that forward second-price auctions are used to sell item(s) while reverse
second-price auctions are used to procure item(s). Therefore, in a forward second-
price auction, the winner is the one with the highest bid and she will pay the second
highest bid.

5.3.2 Data types

To investigate whether people attach different economic value to different types of
private data, we consider seven data types, including Personal Finance, Health, Citi-
zenship and Civil Life, Professional and Career, Consumption on Food, Consumption
on Technology, Consumption on Leisure Services. The following summarises the dif-
ferent data categories used in the experiment.

• Personal Finance: your money and your preference for financial and bank prod-
ucts.

• Health: state of your current and/or past health.

• Citizenship and Civil Life: information pertaining to your duties as a resident
of New Zealand.

• Professional and Career: achievements and preferences in your professional en-
vironment.

• Consumption on Food: your preferences of food types and cuisine.
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• Consumption on Technology: your preferences for technology products and ser-
vices.

• Consumption on Leisure Services: what you do on your leisure time.

The descriptions for the data types are explained to participants before the pre-
experiment survey, to help them have an unambiguous understanding of each data
type. In the pre-experiment survey, the participants are asked to rank the seven data
types. In each session, the ranking determines the data types investigated in Stage
1 and Stage 2. Only the three most valuable data types are used due to time limit.

For each of the three most valuable data types, participants are asked one ques-
tion and take part in one auction, in Stage 1 and Stage 2, respectively. The answers
to the questions are privacy-sensitive to some extent and may be rarely shared with
others. However, we avoid asking questions that may be too sensitive; otherwise, the
participants would be unwilling to provide the answers and might quit the experi-
ments. The list of the questions in each type is shown in Appendix B. For each of the
6 questions, participants are competing to sell their data via an auction. The order
in which we run the auctions correspond to the order in which the top three data
types were ranked. Before each auction, the participants are asked to provide their
answers on a piece of paper and the answers are collected by the experimenter. Only
the answer provided by the winner of an auction will be recorded and the others’
will be shredded since only the winner will be compensated for the privacy loss due
to personal data provision.

5.3.3 Privacy protection

To investigate how much people value privacy protection, we deploy two different
levels of privacy protection in Stage 1 and Stage 2. Specifically, simple anonymi-
sation and differential privacy are used in Stage 1 and Stage 2, respectively. The
experimenter assigns a unique ID to each participant at the very beginning of the
session. The IDs can be seen as identifiable information of the participants during
the experiment session. But they are irrelevant to their IDs in real world. Each par-
ticipant knows only her own ID. The privacy protection in the experiment refers to
the participants are not identifiable in terms of the fictitious ID.
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In Stage 1, we guarantee anonymity for the collected data. Anonymity ensures
that identifiable information is removed. Nevertheless, to get the data from the win-
ner, we have to associate the data with the corresponding IDs. To meet the anonymity
guarantee, we remove the IDs once we get the data from the associated winner. How-
ever, anonymity fails to preserve individual privacy when attackers have auxiliary
background information about some specific individual, such as birthday, gender,
and Zip code, etc, which is known as linkage attack [11]. In Stage 2, we provide a
stronger privacy guarantee, differential privacy [12]. Differential privacy ensures that
no one can infer more information about any data individual from analysis results
even with auxiliary background information, and therefore provides more stringent
privacy.

5.3.4 Experiment procedure

The experiment consists of three parts: background introduction and a pre-
experiment survey (Stage 0) and two series of auctions for private data trading
(Stage 1 and Stage 2). In the pre-experiment survey, the participants are asked to
provide demographic information and some information about their attitude towards
privacy. In Stage 1 and Stage 2, the participants reveal their willingness to accept
monetary remuneration in exchange for disclosing some of their personal data via
the mechanisms.

All participants are invited to the DECIDE Lab of the University of Auckland,
which is specially designed for research on decision-making. As shown in Figure
5.1, the lab is equipped with 32 workstations, separated by dividers, and thus the
participants cannot see each other when they participate in the experiments. After
the welcome greeting, each participant is assigned to a unique ID, which is associated
with a workstation. Then the participants are led by the experimenter to the assigned
workstation. Also, each participant is given an envelope with multiple pieces of paper
inside. A piece of paper will be used to write down the answer to a single sensitive
question.

In Stage 0, the participants are given a background introduction and then asked
to filled up an online survey on Qualtrics4. Specifically, the participants are shown the

4https://auckland.au1.qualtrics.com/
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Figure 5.1: DECIDE Lab of the University of Auckland

general rules and general structure of the experiment. Then background information
about the value of data is given to help the participants to have a concrete estimation
on the value of private data. Two information sources are provided. One is about the
advertisement revenue of Facebook in 20195 and the number of daily active users
worldwide6. The information we show to the participants is the proportional contri-
bution a Facebook user makes to Facebook advertisement revenue. Another is the
data calculator provided by Datum7, which shows how much companies who collect
their users’ data, such as Twitter, Skype, Google, etc., are making from their users’
data. After that, a survey collects two parts of information, demographic information
and privacy attitudes over seven data types. The questions of the questionnaire are
listed in Appendix C. Specifically, the participants are asked to provide their gender,
date of birth and address. Also, the participants are asked to rank the seven data
types, including Personal Finance, Health, Citizenship and Civil Life, Professional
and Career, Consumption on Food, Consumption on Technology, Consumption on
Leisure Services, so disclosing their personal relative importance of each data type.
The three most important data types will be used in Stage 1 and Stage 2.

5https://investor.fb.com/investor-news/press-release-details/2020/Facebook-Reports-Fourth-Quarter-
and-Full-Year-2019-Results/default.aspx

6https://www.statista.com/statistics/346167/facebook-global-dau/
7https://calc.datum.org/
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Before Stage 1, participants are explained firstly how forward and reverse second-
price sealed-bid auctions work, as shown in Figure 5.2. Two warm-up auctions, a
forward auction and a reverse auction, are performed with the participants, as a
matter of example with no payments. The forward auction sells a second-hand smart
cellphone to participants while the reverse auction procures the answers to a question
from participants.

(a) Forward second-price auction

(b) Reverse second-price auction

Figure 5.2: Explanations of auctions
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At the beginning of Stage 1 and Stage 2, the participants are told that their data
collected in Stage 1 and Stage 2 will be protected under anonymisation and differ-
ential privacy, respectively. To help the participants to understand the basic ideas of
anonymisation and differential privacy, and the advantage of differential privacy over
anonymisation, we use a video named “Differential Privacy-Simply Explained”8 on
YouTube, which gives high-level descriptions of anonymisation and differential pri-
vacy without any mathematical details of these two privacy technologies. The first
half part of the video shows that what anonymisation ensures and how it fails when
facing linkage attacks while the second half part shows that what differential privacy
ensures and it works well even under linkage attacks. Figure 5.3 shows the screenshots
of the video when explaining anonymisation, linkage attack and differential privacy.

(a) Anonymisation (b) Linkage attack (c) Differential privacy

Figure 5.3: Screenshots of the video

Stage 1 proceeds as follows:

(1) The first half of the video “Differential privacy-Simply Explained” regarding
anonymisation is played.

(2) For the data category that is ranked at the first position in the survey, par-
ticipants are asked to answer one question. One example question is shown in
Figure 5.4. The answer is written on a piece of paper and collected by the
experimenter.

(3) After data collection, the participants are asked to submit the bids, as shown
in Figure 5.5.

8https://www.youtube.com/watch?v=gI0wk1CXlsQ
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(4) After bids are collected and sorted, the winner is determined. The participant
who bids the lowest amount is the auction winner and is paid the highest losing
bid (the next bid is ascending order).

(5) The answer of the winner is recorded while the others are shredded.

Steps (2), (3), (4) and (5) are repeated for the data categories that are ranked
at the second and third positions in the survey.

Figure 5.4: The interface of data collection

In Stage 2, the participants are told a stronger privacy protection, i.e., differential
privacy, is applied. In addition to the second half of the video, we also show an exam-
ple of the application of differentially private mechanism by applying it to the data
collected from the warm-up reverse auction. To be specific, we form two datasets, a
private dataset and a public dataset. The private dataset consists of four attributes,
including gender, date of birth, address and sensitive answer while the public dataset
consists of four attributes, including ID, gender, date of birth and address. We show
the participants that a data owner can be identified easily by combining the private
dataset and the public dataset, or a linkage attack to their data. After that, we apply
a differentially private mechanism, Laplace mechanism [12] with privacy parameter
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Figure 5.5: The interface of bid submission

ε = 1 to the private dataset to show that by leveraging differentially private mech-
anisms no individual data can be identified, meaning that the linkage attack can be
prevented.

Stage 2 proceeds as follows:

(1) The second half of the video “Differential privacy-Simply Explained” regarding
differential privacy is played. An example of the application of anoymisation and
differential privacy to the private and public datasets that shows the stronger
privacy guarantee of differential privacy is explained to the participants.

(2) For the data category that is ranked at the first position in the survey, partici-
pants are asked to answer a new question. The answer is written on a piece of
paper and collected by the experimenter.

(3) After data collection, the participants are asked to submit the bids.

(4) After bids are collected and sorted, the winner is determined. The participant
who bids the lowest amount is the auction winner and is paid the highest losing
bid (the next bid is ascending order).

(5) The answer of the winner is recorded while the others are shredded.
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Steps (2), (3), (4) and (5) are repeated for the other two data categories.

Because we guarantee that we do not collect data we have not paid for, we ask the
participants to write down their answers on a piece of paper and shred the answers of
the other participants except for the winner without reading their answers. Alterna-
tively, if we record the answers electronically, it is hard for the participants to believe
that we will not read their answers afterwards since their data have been stored in
the computer. This aspect of the experiment design is explained to participants.

After Stage 1 and Stage 2, the winning results of the six auctions are displayed on
the screen and the participants will be paid accordingly. The reason why we do not
show the winning result immediately after each auction is to prevent the participants
from learning anything from the results and changing their bidding strategies. If so,
the order of the questions asked matters and the order effect [124] occurs. Given that,
we circumvent potential order effect by postponing the publication of the auction
results to the end of the Stage 2.

The experiment ends with a mini-survey that aims to clarify the results and to
collect qualitative feedback from participants. The questions in the mini-survey are
listed in Appendix D.

5.3.5 Participants recruitment

We recruit participants on Orsee9, which is an online recruitment system especially
for economics experiments. As of January 31, 2021, there were 2, 325 active subjects
in the University of Auckland Orsee database, with 1, 219 female (52.4%), 1, 058 male
(45.5%) and 48 not specified (2.1%). All of them are current and graduate students
across the University of Auckland.

We have 6 sessions in total, spanning 3 weeks. Monday morning of each week,
the invitation emails on the 2 sessions in the week are sent out to all subjects in
the Orsee database via the Orsee system. The invitation emails contains the basic
description of the experiment procedure, the expected payment, the scheduled time
and venue, and the sign-up link.

9https://orsee.com.auckland.ac.nz/public/
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In each session, the number of required participants is 10 and 2 more participants
are reserved. Due to the space limit of the venue and the social distance requirement,
the maximum capacity of the venue is 15. Considering the competition in auctions,
10 to 12 is a proper selection for the number of participants in each session.

Participants are financially remunerated for their participation. Each of the par-
ticipant is paid NZ$25 for showing up to the session and an extra payment according
to their performance in the auctions.

5.3.6 Ethical considerations

The data used in this study are the secondary data collected from a project entitled “A
method to assess the value of personal data while protecting data privacy”. According
to the Guiding Principles for Conducting Research with Human Participants of the
University of Auckland (Guiding Principles), all research conducted by the staff
and students of the University of Auckland that involves human participants must
receive the approval from the University of Auckland Human Participants Ethics
Committee (UAHPEC). The project has obtained the ethics approval in 2019. The
ethics approval letter is shown in Appendix A. We have got the permission for data
usage from the principle investigator of the project, Associate Professor Fernando
Beltran. And this study conforms to the UAHPEC’ Guiding Principles.

5.3.7 Experiment execution

All sessions are executed at the DECIDE Lab of the University of Auckland. The
scheduled timing for all sessions are the same, starting at 2pm. The experiment spans
three weeks, with two sessions each week.

Each session lasts 75 minutes to 90 minutes at most. It starts with background
introduction and pre-experiment survey on Qualtrics in Stage 0. In Stage 1 and Stage
2, we leverage Z-tree10 to implement the auctions.

10https://www.ztree.uzh.ch/en.html
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5.4 Data Analysis and Results

5.4.1 Statistical analysis

To show the valuation that people attach to their private data, we first summarise
the bid values. To test whether there are differences in the values of the seven data
categories, we apply Kruskal-Wallis test to test the differences between median bid
values across categories. Further, to test whether there are differences in the val-
ues under two privacy protection regimes, we apply sign test to test the differences
between median bid values across privacy protection levels.

A commonly-used statistical tool for determining whether there is a significant
difference in the means of two groups of observations is t-test. One of the prerequisites
for the use of parametric tests, such as t-test, is the assumption that the observations
follow the normal distribution. We apply Anderson-Darling test to the data obtained
from Stage 1 and Stage 2, respectively, to test whether the data exhibit normal
distribution. The null hypothesis of Anderson-Darling test is the observations come
from a normal distribution. The results h for both groups are 1 and show that the
tests reject the null hypothesis. Thus, it is not appropriate to use parametric tests
and we use two non-parametric tests, Kruskal-Wallis test and sign test, instead.

The assumptions for Kruskal-Wallis test and sign test require that the observa-
tions should be independent. Because we do not allow the communications between
bidders during the experiment, the data of each subject can be treated as indepen-
dent. Further, we postpone the publication of the auction results and the participants
cannot learn anything from the previous auctions. Therefore, the observations are
independent across data types and privacy protection levels.

5.4.2 Results

In Orsee system, 72 participants in total sign up to participate in the experiment.
However, 13 of them did not show up. We have 59 participants, including 23 male
(39%) and 36 female (61%). Their age ranges between 19 and 42 years old (µ = 23.27,
σ = 3.65). They participate in 6 sessions. The number of participants in each session
ranges from 9 to 11. The distribution of the participants for sessions are shown in
Table 5.1.
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Session 1 2 3 4 5 6
Sign-up number 12 12 12 12 12 12
Show-up number 9 10 10 11 9 10

Table 5.1: Number of participants in 6 sessions

Observation 1: Table 5.2 summarises the descriptive statistics of median bid values
in New Zealand dollar (NZ$). The overall bid value has a 1st quartile (Q1), median
and 3rd quartile (Q3) at 0.01, 0.5 and 5. The values are much lower than the values
obtained in the previous results, e.g. [39], [122]. The main reason is that in our
experiment, the participants are required to provide a piece of information about the
answer to a single question in each auction while in the previous studies, most of
them require bulk information.

People attach different values to different data types. The most valuable
data type is Personal Finance (Q1=0.09, median=1.75, Q3=18.09), followed by
Health (Q1=0.00, median=0.10, Q3=4.97) and Citizenship and Civil Life (Q1=0.00,
median=0.10, Q3=2.06). The ranking of the bids is consistent with the ranking re-
ported in the pre-experiment survey. The survey results show that “Personal Finance”
is ranked at the first (second, third) position by 29 (16, 10) participants. “Health”
is ranked at the first (second, third) position by 22 (22, 5) participants. And “Cit-
izenship and Civil Life” is ranked at the first (second, third) position by 3 (6, 14)
participants.

Within data types, people attach different values to data under different pri-
vacy protection levels. The median bid value across all categories is NZ$0.70 under
anonymity and NZ$0.45 under differential privacy. It shows that with stronger pri-
vacy protection, people think that they suffer less privacy loss and thus ask for lower
privacy compensations. Specifically, for Personal Finance, Q1 and Q3 of bid values de-
creases from 0.10 and 19.50 to 0.07 and 10.00 and the median bid value increases from
1.5 to 2.5. For Health, the bid values in Stage 1 (Q1=0.01, median=0.20, Q3=5.00)
are higher than those in Stage 2 (Q1=0.00, median=0.10, Q3=4.00). For Citizen-
ship and Civil Life, the bid values in Stage 1 (Q1=0.00, median=0.24, Q3=1.50) are
higher than those in Stage 2 (Q1=0.00, median=0.04, Q3=2.19).
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Stage Finance Health Citizenship All Categories
Stage 1 [0.10, 1.5, 19.50] [0.01, 0.20, 5.00] [0.00, 0.24, 1.50] [0.01, 0.70, 5.00]
Stage 2 [0.07, 2.5, 10.00] [0.00, 0.10, 4.00] [0.00, 0.04, 2.19] [0.01, 0.45, 5.00]
Overall [0.09, 1.75, 18.09] [0.00, 0.10, 4.97] [0.00, 0.10, 2.06] [0.01, 0.50, 5.00]

Table 5.2: [Q1, median, Q3] of bid values per data type in Stages 1 and 2

Observation 2: To test whether significant differences exist in the value distributions
of different types of personal data, we use the Kruskal-Wallis test. We report results
using the Kruskal-Wallis test with a level of significance of p < .05.

Significant differences in bid distributions are found between Personal Finance
and Health (p = .0021), and between Personal Finance and Citizenship and Civil
Life (p = .0006). However, there is no significant difference in the bid distributions
between Health and Citizenship and Civil Life.
Observation 3: Next we analyse the differences in bid distributions under different
privacy protection levels. As presented in Table 5.3, all categories show significant
differences under anonymity in Stage 1 and differential privacy in Stage 2. The tests
reject the null hypothesis that there is no difference between the bid medians under
anonymity and differential privacy at significance level of p < .05. Overall, a signifi-
cant difference emerges under anonymity and differential privacy (p = .0003). Within
Personal finance, Health, Citizenship and Civil Life, significant differences are also
found with p = .0326, .0045, .0147, respectively.

Data type Sign p h

Personal Finance 24 .0326 1
Health 25 .0045 1
Citizenship and Civil Life 22 .0147 1
All 73 .0003 1

Table 5.3: Sign test results for the effect of different privacy protections

5.5 Conclusion

We investigate the monetary value that people assign to their private data. Specifi-
cally, the private data are classified into seven categories and we investigate whether
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the data value that people have varies by different categories. Moreover, we study the
influence of privacy protection on privacy value. Two privacy protection technologies
are considered.

We design and implement a three-stage laboratory experiment. In Stage 0, a
survey is used to collect basic information and privacy preferences while in Stages 1

and 2, we conduct reverse second-price sealed-bid auctions. In each auction, we collect
the answer to a single question and the associated monetary value that people attach.

The results show people attach non-trivial value to their private data. Overall
the median bid value for the answer to a single question is NZ$0.5. In addition,
people value different data categories differently. The most valuable data categories
are Personal Finance (median=1.75), Health (median=0.10) and Citizenship and
Civil Life (median=0.10). Moreover, people value privacy protection, the median bid
value decreases from NZ$0.70 to NZ$0.45 with stronger privacy protection.

There are limitations in this study: (1) We focus on the data value under a spe-
cific scenario where data owners sell specific data to the experimenter (or a data
broker). The results give us preliminary insights on private data value. To generalise
the results, we need to consider more contexts. Firstly, a data trade often involves the
participants on two sides, i.e., data owners and data consumers, and data prices are
determined by both of the two sides. In this study, we consider a simplified scenario
of a data trade where only data owners are involved. When consider the two sides of
a data trade simultaneously and their interactions, it would be more complicated and
requires further investigation. Then, in the experiment, the participants are asked
to answer single questions and reveal the economic value they attach accordingly.
However, people are often asked to answer a bunch of questions or to give the data
with a greater volume. The questions arise: Does the data volume matter for data
owners to measure the privacy value? If so, how does the value change with the
volume? We will also investigate these two questions in a future study. In addition,
the participants are asked to answer two questions in each data category and we
estimate the valuation of the answers to these questions. It is important to point out
that our findings about the value of data is conditional to the specific contexts of
the experiments, e.g., the data types, the usage of the data, parties who will have
access to the data etc. Generalising our finding to other contexts would require a
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new set of experiments with an updated experiment setup. For example, if the data
collection were to serve a commercial purpose, we would expect the data valuation to
be different from our findings here. This would be the focus of a future work. (2) The
results are derived based on the data collected from 59 participants. We are aware of
the limitations of the small sample size and expect to collect more data by executing
more experiment session. However, the lockdown due to COVID-19 pandemic in New
Zealand makes it impossible and we will do more sessions after the lockdown. (3) As
the focus of the experiment is to reveal hidden valuation of private data, rather than
the data itself, we give the participants the freedom to self-report their private data.
In this way, there is a chance that their reported data could be fabricated. It is thus
possible that a participant would report a data value that is less than the actual
valuation. In a future work, one would need to address this issue by, e.g., purchasing
true private data of the participants from verified third parties, thus ensuring the
authenticity of the collected data. (4) The experimenters explain the auction rules,
and the consequences of two privacy technologies, including anonymisation and dif-
ferential privacy, to the participants. We then check their understanding regarding
the auctions and the privacy technologies in the mini-survey at the end of an exper-
iment session. While the mini-survey provides a qualitative evidence revealing the
understanding of the participants to the privacy technologies, we acknowledge the
limitation it presents as a comprehension check. In particular, more systematic ap-
proaches would be necessary to verify the level of comprehension of the participants
prior to starting Stage 1 and Stage 2. This is an issue that should be addressed in a
future work.





Chapter 6

Conclusion and Outlook

This thesis investigates the design and secure implementation of private data query
mechanisms for data marketplaces. Specifically, we focus on the private data query
where a data broker is requested (by a data consumer) to query a set of privately held
data records of data owners and consider three challenges, including data pricing,
privacy protection and secure implementation. We conduct four studies and main
contributions are summarised as follows.

Chapter 2 aims to develop a taxonomy of existing approaches for data pricing
in a data marketplace by theorising the underlying principles of data valuation. We
conduct an extensive review on the literature of data pricing in data marketplaces,
synthesise the existing studies into an unified framework with the emphasis of the
underlying factors determining data value, i.e., market structure and query type, and
identify existing research gaps and future directions.

In Chapter 3, we conceptualise “single-mined” data owners and formulate the
private data query problem with single-minded data owners. To address this problem,
we design SMQ, a new private data query mechanism, that fuses an auction and PE
mechanism, and applies PPEM as a principle to achieve high accuracy for commonly-
used queries, such as counting, median and linear predictor. SMQ satisfies desirable
properties, including IC, IR, BF, PDP and accuracy and its performance have been
empirically validated.

In Chapter 4, we consider the issue regarding the secure infrastructure when im-
plement private data query mechanisms. We formulate an ideal functionality FDT
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that formally defines desirable requirements of the implementation, including con-
fidentiality, data integrity, fair brokerage and differential privacy. Then we propose
SmartAuction, the first secure blockchain-based protocol supporting the implemen-
tation of private data queries, and prove the security of SmartAuction in the UC
framework. Further, SmartAuction is executed on a simulated Ethereum platform
and the results show its practicality.

In Chapter 5, we design and conduct a laboratory experiment where participants
are invited to make a real private data trade to examine peoples’ valuation of data.
The experiment results provide key insights on the monetary valuation data owners
attach to their private data.

We list the limitations of this thesis and future directions as follows:

1. One of the limitations with our mechanism for private data query lies with the
assumed insensitive model [16]. This refers to the assumption that the data
value is independent from the private data itself. However, there are natural
situations where the assumption of data insensitivity fails. Take, for instance,
a person who struggles with obesity, may ask for a higher compensation for re-
vealing this fact to a stranger than those who do not experience weight problem
[119]. It is therefore desirable to investigate a sensitive model where the privacy
valuation correlates with the private data. Indeed, several existing work has
focused on this model for the case when the data owners do not have a hard
privacy requirement [17], [18], [34], [79]. The natural future work is to extend
the study to private data query for single-minded data owners in the sensitive
model, and to investigate the mechanism-, implementation-, and behavioural-
level of the problem for this case.

2. Another limitation of our work is the restriction on query types. Apart from
count, median, and linear predictor – query types considered in this thesis – a
data consumer may seek to answer a much broader class of potential queries.
Usually, such queries are specified in a database query language such as SQL.
It is therefore important to design private data query mechanisms that are able
to handle general queries that are defined using a query language. Deep and
Koutris [49] design a pricing scheme that can be applied to query languages
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over database. However, they omit the privacy protection requirements from
data owners. We will investigate the design and implementation of private data
query mechanisms that allow any query types in a certain query language in
future work.

3. A third limitation of our work refers to the data format that is considered in
the thesis. Following existing work in data pricing, we only deal with relational
datasets in the thesis. However, with the advancement of artificial intelligence
techniques, datasets of other types such as image, audio, natural language cor-
pus are commonly sought by data consumers for their machine learning tasks.
To meet the demand for datasets that are in the formats above, we need to
investigate private data query mechanisms for these data formats, which will
be considered in our future work.
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Office of the Vice-Chancellor
Office of Research Strategy and Integrity (ORSI)
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Private Bag 92019
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Level 11, 49 Symonds Street
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UNIVERSITY OF AUCKLAND HUMAN PARTICIPANTS ETHICS COMMITTEE (UAHPEC)
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MEMORANDUM TO:

Assoc Prof Hector Beltran
Info Systems & Operations Mgmt

Re: Application for Ethics Approval (Our Ref. 023807): Approved

The Committee considered the application for ethics approval for your study entitled A method to assess the
value of personal data while protecting data privacy.

We are pleased to inform you that ethics approval has been granted for a period of three years.

The expiry date for this approval is 13-Nov-2022.

Completion of the project: In order that up-to-date records are maintained, you must notify the Committee
once your project is completed.

Amendments to the project: Should you need to make any changes to the project, please complete an
Amendment Request form in InfoEd, giving full details along with revised documentation. If the project changes
significantly, you are required to submit a new application to UAHPEC for approval.

Funded projects: If you received funding for this project, please provide this approval letter to your local
Faculty Research Project Coordinator (RPC) or Research Project Manager (RPM) so that the approval can be
notified via a Service Request to the Research Operations Centre (ROC) for activation of the grant.

The Chair and the members of UAHPEC would be happy to discuss general matters relating to ethics approvals.
If you wish to do so, please contact the Ethics Administrators at humanethics@auckland.ac.nz in the first
instance.

Additional information:

1. Do not forget to complete the 'approval wording' on the PISs, CFs and/or advertisements and emails, giving
the dates of approval and the reference number. This needs to be completed before you use the documents or
send them out to your participants.

Please quote Protocol number 023807 on all communication with the UAHPEC regarding this application.
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Personal questions

Personal Finance
What is your annual household income?

A. Less than $25,000

B. $25,000 - $50,000

C. $50,000 - $100,000

D. $100,000 - $200,000

E. More than $200,000

What is your annual household expenditure?

A. Less than $25,000

B. $25,000 - $50,000

C. $50,000 - $100,000

D. $100,000 - $200,000

E. More than $200,000

Health
In the last 12 months how many times did you visit your GP?
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A. 0

B. 1

C. 2

D. 3

E. 4 or more

In the last 12 months how many times were you admitted in a hospital?

A. 0

B. 1

C. 2

D. 3

E. 4 or more

Citizenship and Civil Life
Have you been fined two or more times for traffic/parking violations?

A. Yes

B. No

Which University student club or society have you mainly been affiliated with in the
last two years?

Professional and Career
How many times have you had a job application that reached the interview stage
denied?

A. 0

B. 1

C. 2
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D. 3

In your next employment how much are you expecting to be paid annually?

A. Less than $30,000

B. $30,000 - $50,000

C. $50,000 - $70,000

D. $70,000 - $90,000

E. More than $90,000
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Pre-experiment questionnaire

Q1. Your ID is

Q2. What gender do you identify as

Q3. What is your data of birth?

Q4. What is your address?

Q5. Consider the following personal information types:

• Personal Finance

• Health

• Citizenship & Civil Life

• Professional & Career

• Consumption: Food

• Consumption: Leisure Services

• Consumption: Technology

Please use the scale to rank your personal preferences for the value of the data types,
by giving 1 to the data type that is the most valuable to you, 2 to the next most
valuable and so on down to giving 7 to the least valuable data type.
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Mini-survey

Q1. Do you understand the auction rule?

• Yes

• No

Q2. What is the main motivation for the bidding decision in Stage 2 and Stage 3?

• To win by bidding lower

• Fair value

• To get more compensation by bidding higher

Q3. Do you understand how differential privacy works?

• Yes

• No

Q4. Did the privacy assurance influence your bidding decision in Stage 3?

• Yes

• No
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