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Abstract 

Background: Cardiovascular magnetic resonance (CMR) can provide precise quantitative 

information on tissue and blood motion, which enables assessment of mechanical function, 

tissue properties, and hemodynamics. Two such imaging techniques are CMR tagging and 

four-dimensional flow magnetic resonance imaging (4D Flow MRI). 

CMR tagging is a signal magnitude-based technique that enables measurement of cardiac 

function from regional deformation, while 4D Flow MRI is a phase-contrast imaging technique 

capable of measuring three-dimensional velocity information through time. However, these 

techniques have limitations such as low resolution and require extensive post-processing. A 

robust, efficient, and automated approach for motion quantification and post-processing would 

offer significant improvement for patient evaluation. Advancements in deep learning in recent 

years have shown promise in the field of computer vision, and can be adopted to medical image 

analysis. 

Aim: This thesis aimed to develop deep learning methods applicable to CMR images to provide 

quantitative improvements related to tissue motion and hemodynamics. Specifically, (1) strain 

estimation based on myocardial motion from MR tagging images, (2) improving spatial 

resolution of 4D Flow MRI in the aorta and cerebrovasculature, and (3) improving accuracy of 

wall shear estimation from 4D Flow MRI. 

Methods and Results: We developed several deep learning models, including (1) a network 

to estimate myocardial strain in CMR tagging, derived from multiple landmarks’ displacement 

through time. The method resulted in unbiased estimates with reasonable precision, suitable 

for robust evaluation in a high-throughput setting, (2) a super-resolution network to improve 

spatial resolution of 4D Flow MRI, trained on synthetic MRI data, generated from 

computational fluid dynamics simulations, and (3) a network to estimate aortic wall shear stress 

from 4D Flow MRI.  

Conclusion: Deep learning methods provided promising accuracy and performance for 

specific tasks, given enough training data. While the use of actual data is ideal for training, 

suitable ground truth can be difficult to obtain. Given sufficient similarity with actual data, 

synthetic data can be used as an alternative to train a deep learning model. More importantly, 

deep learning methods enable robust and more accurate measurements for patient evaluation. 
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1 Introduction 

This thesis explores the use of deep learning algorithms in medical image processing, 

specifically, for cardiovascular magnetic resonance imaging (MRI). It focuses on motion and 

blood flow-related analysis. An example of motion analysis is the strain estimation of the heart 

muscle (myocardium), as a metric to quantify cardiac function. On the other hand, blood flow 

assessment may offer insights in understanding cardiovascular function and the impact on 

cardiac output in disease pathologies. This information can be derived from image processing 

and analysis, which would otherwise rely on invasive measurements. 

Currently, deep learning has become the state-of-the-art approach in various fields, including 

image processing. This thesis explores various deep learning architectures with respect to 

spatial and temporal factors. Deep learning is a data-driven method, where the availability and 

amount of data are crucial. In medical imaging, data are relatively scarce and ground truth 

references are often not readily available. For this reason, we explore the use of simulated data 

in training deep learning methods, where data is not sufficient.  More importantly, we aim to 

develop deep learning algorithms that are practical and can be applied in a clinical setting. 

1.1 Motivation 

Cardiovascular diseases are the leading cause of death globally, accounting for 32% of all 

deaths in 2019, with numbers reaching approximately 18.6 million deaths [1], [2]. This number 

equates to 137.2 deaths per 100,000 people. Cardiovascular disease includes different 

pathologies affecting the heart and blood vessels. Whilst it remains the leading cause of death, 

the death rate has declined in the past decade due to advances in diagnosis and treatment [3]. 

Medical imaging plays an important role in assessing cardiac function and blood flow - 

primarily echocardiography (echo), computed tomography (CT), nuclear medicine imaging, 

and MRI. Echo is widely used due to its relatively low-cost and portability. While it is relatively 

more costly (in terms of equipment and maintenance), MRI has become the gold standard in 

evaluating cardiac structure and function [4]. While MRI is more consistent in terms of 

reproducibility, the downside is the long acquisition time associated with imaging. 

1.1.1 Motion quantification with MRI 

MRI is capable to non-invasively quantify motion in terms of both displacement and velocity 

throughout the entire heart. MR tagging is one of the earliest MR protocols that allows 

visualisation of myocardial deformation, where temporal markers are magnetically induced 
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during acquisition which can be tracked across the cardiac cycle. This enables strain 

quantification from tagged MR images using various approaches developed over the years [5]–

[7]. However, despite being available for over 30 years, the analysis of MR tagging remains 

time consuming and requires manual intervention [8]. Here, we are interested in developing a 

fully automated method using deep learning to solve these issues. 

In recent years, developments in MRI phase-contrast (PC) methods have enabled non-invasive 

quantification of the three-dimensional time-varying velocity fields (4D Flow MRI) [9], which 

has increased research and clinical interest in investigating hemodynamic variables, such as 

flow, pressure, vorticity, kinetic energy loss, and wall shear stress. The use of 4D Flow MRI 

allows retrospective assessment in any region within the volume, which offers flexibility and 

improved accuracy due to its three-directional velocity components. The study of blood flow 

or hemodynamics may offer new insights on cardiovascular function in disease pathologies.  

Due to constraints on imaging times, 4D Flow MRI currently has limited spatiotemporal 

resolution, which impacts the accuracy of hemodynamic quantification. Improved accuracy 

can therefore lead to better assessment of cardiovascular function. Despite ongoing 

improvements in image acquisition methods, within a clinical setting, acquisition time is still 

a limiting factor.  

Additionally, 4D Flow MRI data structures (three-dimensional velocity field, one volume per 

velocity component, multiple temporal frames) are not easy to use, unlike its 2D counterpart 

(2D PC-MRI). It requires complex post-processing and is notoriously time-consuming. 

Machine learning and neural network post-processing strategies offers approaches to improve 

imaging data without impacting acquisition times. Therefore, using these methods, we aim to 

offer improvements over accuracy and performance, in processing 4D Flow MR images. In 

particular, we are interested in solving the main limitation of 4D Flow MRI, which is the spatial 

resolution. From there, velocity-derived variables such as flow and pressure gradients can be 

assessed more accurately. One of the hemodynamic variables that is highly dependent on 

spatial resolution is the wall shear stress. In this thesis we also aim to leverage the use of deep 

learning in assessing wall shear stress accurately. 

1.1.2 Deep Learning 

Deep learning (DL) has become the state-of-the-art method in various fields, including 

computer vision and natural language processing. With this recent breakthrough in computer 

vision, DL has been adopted in medical image processing, providing diverse capability in 
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aiding clinicians to perform tasks in a much more efficient and consistent manner. 

Convolutional neural networks (CNN) have opened up possibilities in processing images 

where different level of abstractions can be learned. Furthermore, with increasing power of 

Graphical Processing Units (GPU), multiple simultaneous computations can be performed, 

which helps in processing high dimensional data such as images. 

The ability of CNNs to preserve spatial information and extract low to high level features, can 

be leveraged to solve various tasks. In MR tagging images, motion is encoded spatially through 

different time frames. The changes in pixel and shape can be further quantified to calculate 

strain. In 4D Flow MRI, velocity is encoded by using pixel intensity values derived from the 

signal phase, where a 3D velocity field can be reconstructed. These images share a common 

trait, where motion or displacements are encoded in the spatial information.  

Deep learning is a data-driven method, where feeding more data to the system can improve the 

performance considerably. In medical imaging, however, this is often hampered by the 

relatively limited amount of data, confidentiality of patient data, and the quality of the data. To 

make use of deep learning effectively, a large amount of data is required. 

1.1.3 UK Biobank dataset 

UK Biobank is a large scale repository which contains approximately 500,000 datasets from 

UK participants [10], [11]. From this repository, around 5,000 cases of annotated MRI tagging 

datasets are available. Large amounts of data, where available, is ideal for training of a DL 

model. Previously, the annotations were performed semi-automatically, which is time-

consuming, and the accuracy may vary across observers. This amount of data motivates us to 

build a DL method with high accuracy and consistency that can be used in annotating future 

datasets. 

1.1.4 Computational fluid dynamics (CFD) 

Whilst plenty of data is available with MRI tagging, it is not the case with 4D Flow MRI. 4D 

Flow MRI is a recent technology which is not performed routinely in clinic, and therefore data 

is not available in abundance. Moreover, the problem we are trying to solve is the limitation of 

spatial resolution. In this case, there are currently no low/high resolution pairs available. 

As deep learning methods rely heavily on data, it is not possible to train without any data. To 

solve this issue, we propose to use synthetic data, generated using computational fluid 

dynamics (CFD) simulations. CFD is a numerical method to solve fluid flow equations. It can 
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offer high accuracy and can generate fluid simulations based on the laws of physics, the 

conservation of mass and momentum. The spatiotemporal resolution is limited only by the 

availability of computing resources [12]. However, accurate representations of geometry, 

boundary conditions, and model assumptions are necessary to simulate realistic flow. To 

simplify, we focus our study within the aortic flow. 

Using synthetically generated data, we aim to solve various problems. Firstly, we aim to tackle 

the limited spatial resolution problem by using a DL method trained solely in synthetic data. 

As a result of increased resolution, we aim to investigate and develop a method in estimating 

wall shear stress. Finally, we ensure that these developed methods can be applicable to clinical 

4D Flow MRI data by validating them on in-vivo data. 

1.1.5 Multi-disciplinary background 

With all these new tools and technologies, this thesis aims to develop novel deep learning-

based methods for the assessment of cardiac motion and blood flow in providing more useful 

information that is readily available for clinical use in a more practical setting. 

Therefore, to understand the full scope of this thesis, Chapter 2 will address the various 

concepts and background knowledge concerning this work. Brief introductions of the required 

concepts will be explained, starting from the cardiovascular system anatomy, the aorta, and 

cardiac function. 

Subsequently, a brief history and basic principles of MRI is explained. In addition, special MRI 

sequences that are related to myocardial strain and blood flow is explained. Some highlights 

on myocardial strain and how it is being calculated will be discussed briefly. This is followed 

by explanation on blood flow characteristics and wall shear stress, especially in the aorta.  

As mentioned earlier, CFD simulations were utilised to generate synthetic MRI data. Therefore, 

to further understand how CFD can benefit cardiovascular medicine, we will briefly introduce 

the concepts. Here we dive more into the models and assumptions made in simulating flow in 

the vascular anatomy, ranging from mesh properties, boundary conditions, to flow models. 

Additionally, specific CFD approaches in estimating wall shear stress will be explained. 

Finally, we connect everything with the recent progress in deep learning, particularly in the 

field of medical image analysis. A brief introduction of the CNN and how it was adapted to 

medical image analysis will also be explained.  
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1.2 Thesis Contributions 

This thesis offers several contributions to the medical imaging field: 

1. We develop a novel method to detect and track landmarks for MRI tagging images, of 

which strain estimation can be derived. 

2. We propose the use of CFD-generated synthetic data to train flow-based deep learning 

method. 

3. We develop a novel noise-free super-resolution 4D Flow MRI method which is trained 

on synthetic MRI data and applicable to clinical datasets in both thoracic and 

cerebrovascular applications. 

4. We develop a novel wall shear stress estimation method for 4D Flow MRI which takes 

into account geometry and velocity information, trained on synthetic data, which can 

be applied directly on low resolution MRI. 

1.3 Chapter Overview 

This thesis is organised as follows: 

Chapter 1 presents this introduction. 

Chapter 2 provides the background knowledge and concepts required to understand this work. 

It goes through cardiovascular system anatomy, a brief history and the basic principles of MRI. 

It is followed by background knowledge on myocardial strain, blood flow, and hemodynamics. 

It ends with a brief explanation on deep learning and the implementation on medical image 

analysis. 

Chapter 3 presents the work on myocardial strain estimation from MR tagging images on the 

UK Biobank cohort. This chapter shows a deep learning framework in performing strain 

quantification derived from landmarks tracked across multiple frames. 

Chapter 4 presents the work on super-resolution 4D Flow MRI using CFD-generated synthetic 

MRI as training data. This chapter shows a deep learning model, trained on synthetic data, 

which can be applied to clinical data. 

Chapter 5 presents the application of super-resolution method proposed in Chapter 4 in the 

cerebrovascular anatomy and shows how super-resolved images improves the estimation of 

pressure gradients. Despite the initial application to thoracic flows, this chapter shows how the 

proposed network is also applicable to the cerebrovascular anatomy. 
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Chapter 6 presents the work on aortic wall shear stress estimation for 4D Flow MRI. Like in 

previous chapters, we use CFD-generated synthetic MRI data. Here, we present a different 

approach by mapping the 3D velocity image into 2D surface, to better save computation cost 

and only use relevant information. 

Chapter 7 discusses the outcomes, limitations and future work which may rise based on this 

work, and conclusions of the current work. 
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2 Background 

2.1 Cardiovascular System Anatomy 

The cardiovascular system, also known as the circulatory system, consists of the heart, and a 

closed system of blood vessels. The heart is a complex organ that pumps blood through the 

entire body. It ensures continuous blood circulation throughout the body, providing nutrients, 

hormones, and oxygen. The walls of the heart consist of myocardium – the cardiac muscle, 

which contracts involuntarily. The innermost layer of the heart is called the endocardium, 

while the outermost layer is called epicardium. 

 

Figure 2-1 Anatomy of the heart and the great vessels 1.  

As illustrated in Figure 2-1, the heart cavity is divided into four chambers – two ventricles and 

two atria, which is separated into left and right sides by the septum. The upper chambers 

comprised of the left atrium and right atrium, and the lower chambers comprised of the left 

ventricle (LV) and right ventricle. The LV is responsible for pumping oxygenated blood to 

tissues all over the body, hence it has the thickest myocardium. The LV has a truncated prolate 

ellipsoid shape, with the tip at its inferior aspect called the apex. 

There are four one-way valves regulating blood flow through the heart:  

 the tricuspid valve regulates blood flow from the right atrium into the right ventricle,  

 
1 Figure redrawn from https://www.teachpe.com/anatomy-physiology/the-human-heart 
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 the pulmonary valve regulates blood flow from the right ventricle into the pulmonary 

arteries, carrying oxygen-poor blood to the lungs, 

 the mitral valve regulates blood flow from the left atrium to the left ventricle, where it 

lets oxygen-rich blood from the lungs, and 

 the aortic valve regulates blood flow from the left ventricle into the aorta, the largest 

artery in the body, and hence into the arterial network throughout the body.  

2.1.1 The Cardiac Cycle 

The cardiac cycle refers to a series of events for a single heartbeat. It is a combination of 

electrical and mechanical events (contraction, relaxation). This contraction happens for both 

left and right ventricles with different timings. In each cycle, the atria and ventricles contract 

alternately. Each cycle can be divided into four phases: isovolumetric contraction, ventricular 

ejection, isovolumetric relaxation, and ventricular filling [13].  

Firstly, isovolumetric contraction causes the pressure within the ventricle rises above the 

atrial pressure, which leads to the closure of the mitral and tricuspid valves. Due to the large 

increase in pressure and no change in volume, aortic valve and pulmonary valves are forced to 

open when pressure rises above the aortic pressure. Blood is rapidly ejected to the aorta and 

pulmonary artery, called the ventricular ejection phase. These two phases occur during 

systole. 

The ventricular ejection causes the ventricular pressure to fall below the arterial pressure, 

which allows blood in the aorta and pulmonary artery to push the valves back to a closed 

configuration. During this isovolumetric relaxation phase, pressure within the ventricles 

begin to fall, and the atria starts to refill with blood coming from the vena cava (to right atrium) 

and from the pulmonary veins (to left atrium). As the ventricles relax, the atrioventricular 

valves open again, leading to blood flowing to the ventricles, which is called the ventricular 

filing phase. These two phases occur during diastole. From here, the cycle is finished and starts 

again from the isovolumetric contraction phase, as illustrated in Figure 2-2. 

A cardiac cycle or a heartbeat lasts approximately 800 milliseconds, which equates to 

approximately 80 beats per minute. A normal heart pumps around 5-6 litres of blood per minute 

at resting condition [14].  

The ability of the heart to supply blood, and hence oxygen and nutrients throughout the body 

and deoxygenated blood to the lungs, is called cardiac function. A direct measure of this 
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function is the cardiac output (CO), which is expressed in mL/minute. CO can be expressed 

as the product of stroke volume (SV) and heart rate (HR). SV is the amount of blood ejected 

per heartbeat (in mL), while HR is the number of heart beats per minute.  

 

Figure 2-2 The cardiac cycle 

In addition to the above parameters, other hemodynamic parameters that are also commonly 

used in measuring cardiac function are as follows: 

1. Ventricular end-diastolic volume (EDV) is the volume of blood in the ventricle at the end 

of diastolic phase, prior to contraction. 

2. Ventricular end-systolic volume (ESV) is the volume of blood in the ventricle at the end 

of systolic ejection phase, prior to ventricular filling.  

3. Ejection fraction (EF) is the percentage of blood ejected from the ventricle per cardiac 

cycle. It is measured as the ratio between SV and EDV. EF measures how well the ventricle 

pumps blood for a given cardiac cycle. 

4. Regurgitant fraction is the percentage of blood flowing backwards to the ventricle within 

a cardiac cycle. It is measured by the amount of regurgitant blood volume divided by SV 
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[15]. Normally, there should be no regurgitation in a healthy heart. Regurgitation is caused 

by leaky valves, where the valves do not close tightly. 

2.1.2 Aorta 

The aorta is the main artery that carries the oxygenated blood away from the heart, forwarding 

it to the arteries which carry it to the rest of the body. The aorta extends from the ascending 

aorta, aortic arch, descending aorta, and abdominal aorta, as illustrated in Figure 2-3. The aortic 

arch includes the origins of the brachiocephalic artery, left common carotid artery, and left 

subclavian artery. 

The ascending aorta has a diameter of approximately 32 mm [16], [17]. When the aortic valve 

opens during systole, blood flows through the aorta, reaching peak velocity between 120-150 

cm/s in normal adults [18].  

The aorta is elastic, which enables it to maintain relatively constant pressure gradients, despite 

the pulsatile nature of the flow going through it. Furthermore, this elasticity allows it to reserve 

half of the LV stroke volume during systole, which were then forwarded to the peripheral 

vessels during diastole, resulting in continuous blood flow [19], [20]. This phenomenon is 

called the Windkessel effect.  

 

Figure 2-3 Anatomy of the aorta and the great vessels 2. 

 
2 Figure redrawn from E. M. Isselbacher. (2005). “Thoracic and abdominal aortic aneurysms,” Circulation. 111: 816-828. doi: 

10.1161/01.CIR.0000154569.08857.7A. 
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Elasticity of the aorta decreases with aging and pathological changes, such as atherosclerosis. 

This decrease in elasticity causes resistance (or stiffness) which leads to an increase in systolic 

blood pressure, which is a risk factor for cardiovascular disease [21], [22]. Additionally, aortic 

stiffness has been suggested as an independent predictor of fatal stroke for patients with 

hypertension [23].  

2.2 Introduction to Magnetic Resonance Imaging (MRI) 

2.2.1 A brief history of MRI 

Magnetic resonance imaging (MRI) at the present day is an integral part of medical imaging. 

It is capable of providing structural and functional information by imaging tissues in the human 

body. The history of MRI dates back to 1938, where Dr Isidor Rabi, a physics professor at 

Columbia University, developed a method for measuring magnetic properties of atomic nuclei 

[24]. The experiment showed that strong magnetic fields may change the principal orientation 

of the nuclei. This method was then known as nuclear magnetic resonance (NMR).  

It was not until 1946, where Felix Bloch and Edward Purcell demonstrated NMR in condensed 

matter, which verified the resonance of hydrogen nuclei at a specific field strength and 

frequency. Later, in the 1950s, NMR led to the idea of identifying different materials, referred 

as NMR spectroscopy. 

Only in 1972, the first two-dimensional (2D) image of two capillary tubes was produced by 

Paul Lauterbur. The image was acquired by varying different magnetic field strengths, a 

gradient magnetic field to localise the origin of NMR signals in complex objects [25]. By 

knowing this spatial distribution of NMR signals, it is possible to construct a 2 or 3-dimensional 

image. At the same time, Peter Mansfield was able to construct an image by using a ‘line-scan 

imaging’ technique, instead of point-scan. This technique reduced the scan time substantially 

to around 15-20 minutes, from the previous technique that took several hours [26]. In 1977, the 

first image of a live human body part was reconstructed, a cross-section scan of a finger. The 

use of field gradients and line-scan imaging are fundamental for MR imaging. 

NMR uses strong magnetic fields to change the spin of atomic nuclei in our bodies. These tiny 

changes are then captured through radio signals, where they are reconstructed into images. In 

1971, Raymond Damadian wrote a paper showing that tumour cells emitted different signals 

compared to healthy tissue, caused by the difference of proton relaxation time. This work led 
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to the first whole-body scanner in 1977. Later, NMR was renamed to MRI because the word 

‘nuclear’ has undesirable connotation.  

2.2.2 Basic principles of MRI 

MRI is built on the quantum property of atomic nuclei with odd atomic weights (e.g., 1H, 23Na, 
19F), called spin. Spin is caused by the orbiting electrons in an atom around an axis, causing 

the atom to have a magnetic moment.  

MRI works by exploiting the fact that hydrogen (1H) nuclei are in abundance in the body (in 

water and fat). In normal circumstances, spins are randomly oriented. When an external 

magnetic field (B0) is applied, spins are aligned to the external magnetic field, either parallel 

(spin-up) or anti-parallel (spin-down) to B0. The parallel (low energy state) and anti-parallel 

(high energy state) hydrogen have equal but opposite magnetic moments, which cancel out 

each other, but there are always slightly more nuclei that are pointing to the B0. The summation 

of all the magnetic moments of the nuclei is called the longitudinal magnetisation or net 

magnetisation (M), which is aligned with the direction of the main magnetic field. The 

strength of the magnetic field is measured in Tesla (T). Commonly, clinical MRI is performed 

using 1.5 - 3 Tesla, which is 30,000 - 60,000 times stronger than the earth’s magnetic field. 

 

Figure 2-4 Left: protons in the wild with no external magnetic field. Right: external magnetic field (B0) 

applied, causing net magnetisation (Mz) in the direction of B0. 

When energised, the proton’s magnetic moment rotates about the direction of B0 axis, this 

movement is called precession. The precession frequency, also known as the Larmor 
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frequency (𝜔0), describes as the amount of precession or revolution per second. Figure 2-4 

shows protons before and after application of external magnetic field. 

The Larmor frequency is defined by Larmor equation: 

ω = 𝛾 𝐵        (2.1) 

where 𝛾 is the gyromagnetic ratio, a constant for a given nucleus subjected to a magnetic field, 

where γ = 42.58 MHz/T for 1H. Note that B0 defines the direction of the positive z-axis.  

When the protons are under a strong magnetic field B0, the net magnetisation are aligned with 

vector B0. Radiofrequency (RF) signals, also referred as B1, are then switched on. The idea of 

this is for the RF pulse is to excite the protons, tipping them off alignment from B0 jumping to 

a higher energy state. To do this, RF pulses must match the Larmor frequency of the protons, 

which is called resonance. This causes the protons to move in-phase, resulting in transverse 

magnetisation in the xy plane (Mxy). This transverse magnetisation give rise to induction in the 

receiver coil. The magnetisation vector Mxy, can be specified using the x and y coordinates, 

represented by a single complex number. Therefore, the x and y axes correspond to the real 

and imaginary part of the complex number, respectively [27].  

 

Figure 2-5 From proton to signal. (A) A proton precess at the longitudinal axis, then RF signal was turned 

on (B) immediately after RF signal is received, protons became excited and tipped off from the longitudinal 

axis (C) visualisation of the transverse magnetisation in the xy plane, the protons are moving in-phase (D) 

visualisation of the free induction decay and signal start to de-phase in the xy plane 3.  

As soon as the RF pulse is switched off, the protons return to the lower energy state (aligned 

with Bo), releasing some energy with the same Larmor frequency. This process is called 

 
3 A part of the figure was redrawn from Young and Prince (2013) [114] 
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relaxation. The observable decaying signal is known as free induction decay (FID). Figure 

2-5 illustrates the process from proton to signal. 

The differences in relaxation time between different tissues are the basis of image contrast. 

Different tissue types have different relaxation times, and this allows visualisation and 

differentiation between the tissue types.  

Relaxation causes two events simultaneously: 

 T1 relaxation: the exponential recovery of net magnetisation to the longitudinal 

direction. 

 T2 relaxation: the exponential decay in the transverse magnetisation, perpendicular to 

B0.  

The signals are detected in a quadrature and deconstructed into different signal amplitudes to 

then locate and distinguish the different tissue materials. The detected signal contains both 

magnitude and phase information. 

A basic spin-echo pulse sequence is illustrated in Figure 2-6. When a 90o RF pulse is sent, all 

spins are tipped into the transverse plane. Soon after, the transverse magnetisation decays and 

protons de-phase rapidly. Some spins may precess faster than the others, due to local magnetic 

field inhomogeneities. A 180o refocusing pulse is applied causing the spins to flip, where the 

slower spins are then ahead of the faster spins. When all the spins come together, they form an 

echo. The time between the application of the RF pulse to echo is called echo time (TE). 
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Figure 2-6 A spin-echo pulse sequence. An initial RF pulse flips the magnetisation into the transverse 

plane. A second refocusing RF pulse causing the spins to flip and an echo is formed at TE. Abbreviations: 

RF: radio frequency, TE: echo time, TR: repetition time 4.  

Multiple repetitions of the pulse sequence are required to obtain sufficient information to 

generate an image. The time between consecutive pulse sequence is called repetition time 

(TR). Different TR and TE can give different weightings to the T1 and T2, resulting in different 

tissue contrast.  

Additionally, spatial encoding is applied by using gradient coils in different directions, the x, 

y, and z-axis. The gradient coils allow slice selection and pixel localisation within the slice. 

Typically, slice selection produces image with the following orientations: sagittal, coronal, and 

axial slices. Multiple slices are typically acquired during acquisition. Different pulse sequences 

have been developed providing different image characteristics and contrast, including gradient 

echo, MR tagging, and phase contrast MRI (PC-MRI).  An example of short and long axis 

images acquired using gradient echo is shown in Figure 2-7. 

 
4 Figure redrawn based on https://radiopaedia.org/articles/spin-echo-sequences. 
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Figure 2-7 An example of gradient echo image of short axis (top left) and long axis (bottom left) slices. The 

example slices show images at different time frame during the cardiac cycle, end diastole (ED) and end 

systole (ES). The long and short axis image of MRI image planes for imaging of the left ventricle (right).  

The received signals by the receiver always contain some noise, whether due to random 

electrical interference, RF emission from patient’s body, or other sources. Measuring the 

performance of MRI is frequently done by calculating signal-to-noise ratio (SNR). SNR is the 

ratio of average signal intensity over the standard deviation of the noise. Signal intensity is 

normally taken by averaging the pixel intensity over the regions of interest, while the deviation 

of the noise is calculated from the pixel intensities of the background, where no signal is 

expected. 

2.2.3 K-space 

The signals received by the receiver coils fill up an array known as k-space, which can be 

transformed into an image using a Fourier transform. The signals are essentially a sum or 

integral of sine waves of different frequencies, represented by different amplitudes and phases. 

When a Fourier transform is applied, it decomposes these signals into separate frequency 

components.  

In k-space, each point is represented by a complex number. A data representation of k-space is 

thus allowing visualisation of different representations: real and imaginary complex signals, or 

the magnitude and phase signals. It is important to note that Fourier transforms always results 

in complex numbers. Like k-space, the transformed image can also be represented in Cartesian 
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coordinate system (real and imaginary), or in polar coordinate system (magnitude and phase). 

Typically, only the magnitude image is kept, while the phase image is discarded. 

2.2.4 Special MRI sequences 

Cardiovascular MRI provides a high quality and detailed information on the heart structure and 

cardiac function. It provides insight into heart and vessel geometry, cardiac function, cardiac 

strain, and blood flow [28]–[30]. It is also sensitive to motion, which allows assessment on 

mechanical function, hemodynamics, and tissue properties [30].  

MRI acquisition is normally performed by choosing a 2D slice, with a certain slice thickness. 

Assessment of the heart is typically performed by using short-axis slices and long axis slices 

with different views (two-chamber, four-chamber, and three-chamber views). Within the 

acquired slice, volumetric pixels (voxels) that contain different tissue values are averaged, 

known as the partial volume effect, resulting in a blurring of tissue boundaries.  

To capture the motion of the heart, regions of interest or a slice is repeatedly imaged within a 

certain time period. The result is a sequence of MR images, which is called cinematic (cine) 

MRI. Additionally, different RF sequences can produce different types of images and 

information. Among others, two imaging techniques related with cardiac motion and blood 

flow will be presented below.  

2.2.4.1 MR tagging 

Spatial modulation of magnetisation (SPAMM) is a preparation scheme introduced by Axel 

and Dougherty [31] which spatially modulates magnetisation prior to imaging. It is performed 

by using an initial RF pulse to tip the spins over into the transverse plane. Subsequently, a 

gradient is applied to encode the position, followed by a second RF pulse which rotates the 

magnetisation back to the longitudinal direction. The resulting longitudinal magnetisations 

profile becomes cosine modulated, giving rise to parallel lines. A second pulse sequence is 

typically applied orthogonally, producing a grid pattern superimposed in the image. SPAMM 

preparation sequence is followed by an arbitrary sequence, typically a gradient-echo pulse 

sequence. The intersections in the grid are used to label and track tissue and blood [30], [32]. 

For this reason, SPAMM imaging is an important preparation sequence for the analysis of 

ventricular biomechanics and study of motion. 
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Figure 2-8 An example of short-axis slices of MR tagging during end diastole (left) and end-systole (right). 

During end-systole the tag lines fade due to T1 recovery. Insets show the zoomed in version of the 

myocardium of the left ventricle. 

One of the applications of SPAMM is MRI tagging to assess myocardial contractility (e.g., 

strain measurements). The grid pattern within the tissue persists through the cardiac cycle, 

where the tag lines deform with the myocardial tissue. However, tag lines fade in the late 

cardiac cycle due to T1 recovery (Figure 2-8). 

2.2.4.2 Phase contrast MRI (PC-MRI) 

Phase contrast MRI (PC-MRI) is an imaging modality which allows for visualisation and 

quantification of moving fluid. Commonly, MRI image are reconstructed based on the 

amplitude of the signals received. This signal is acquired from the transverse magnetisation 

vector Mxy. As mentioned earlier, normally only the signal magnitude is translated into an 

image while signal phase (ϴ) is discarded. 

To make use of the phase information, two different acquisitions using bipolar magnetic field 

gradients with different first moments, are performed. From these two scans (one assumed as 

the “reference”, and another one as the “velocity-encoded”), with the former is subtracted from 

the latter, resulting in a phase-contrast image (Figure 2-9) [33]. Unlike in static tissues where 

stationary spins have no phase shift, moving fluid or moving spins have a phase shift 

proportional to the velocity at the direction of the magnetic field gradients [9], [33], [34].  The 

phase contrast acquisition is performed for a single velocity direction. Thus, to acquire 2 or 3 
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velocity directions, additional pairs of bipolar magnetic field gradients and acquisition are 

required. 

 

Figure 2-9 Magnitude and phase images are acquired from the bipolar magnetic field gradients , showing 
the reference scan (top row) and velocity-encoded scan (bottom row). The phase images are subtracted to 
generate the phase contrast image, which is encoded to a predefine velocity range 5. 

The two opposing field gradients are also known as velocity encoding (venc) [33]. Venc is an 

adjustable sequence parameter, which can be controlled by adjusting the gradient moment. 

Higher venc leads to less sensitive measurements.  

A venc of 150 cm/s is commonly used to measure flow in the aorta [34]. When encoded into a 

12-bit grayscale image (4096 values between 0-4095), the first and second half range of values 

correspond to negative and positive velocity values, respectively. For example, with a venc of 

150 cm/s, the pixel sensitivity is approximately 0.07 cm/s.  

Venc is normally set to the maximum possible velocity that is acquired in the image to avoid 

velocity aliasing. Velocity aliasing or phase wrap will occur if the phase difference exceeds 

the selected venc. The dynamic range of the phase difference (Δϴ) is between –π and π radian 

(2π rad = 360o).  

 
5 Adapted by permission from Springer Nature Customer Service Centre GmbH: Springer Nature, European Radiology 15, 2172-2184, 

Gatehouse et al., 2015 [33] 
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This also implies that low velocity values with high venc have reduced sensitivity. Therefore, 

the venc parameter is linearly related to the velocity-to-noise ratio (VNR) [35], [36], which is 

given by the following equation: 

𝑉𝑁𝑅 =
√

 𝑆𝑁𝑅           (2.2) 

From the formula, it is evident that the noise in phase contrast images is directly proportional 

to the venc and inversely related to the SNR of the magnitude image [34]. For a given SNR, 

the VNR is determined by the selected venc, which is a trade-off between velocity sensitivity 

and the dynamic range needed to avoid aliasing.  

Earlier, we mentioned briefly on how the magnitude and phase image pair can be represented 

as complex numbers. In phase contrast imaging, typically the raw phase images are discarded, 

and only the phase difference image is available. Nevertheless, they can still be transformed 

into complex numbers. Figure 2-10 shows the different representations of k-space and image 

space as real and imaginary pair or magnitude and phase contrast images pairs. Note that, the 

real and imaginary values are not the ones typically shown, as the complex images are 

reconstructed from the phase contrast image. 

 

Figure 2-10 Different components of the complex k-space and image. In both domains, the complex images 

can be decomposed into pairs of real and imaginary images, or the magnitude and phase images. Note 

that the real and imaginary images are based on the magnitude and phase contrast pairs.  
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The phase contrast image contains speckle noise, which follows uniform distribution on regions 

with no signal (i.e., air), while the noise approaches a Gaussian distribution where there are 

signals (i.e., tissue)  [37].  In magnitude images, the noise is governed by a Rician distribution. 

Increasing resolution means increasing the size of k-space (field of view), to acquire more high 

frequency information located in the outer parts of k-space. The centre of k-space contains the 

low spatial frequencies corresponding to the global information of the image, such as shape 

and contrast. In contrast, the outer parts of k-space contain the high spatial frequencies, which 

correspond to the fine details of the image, such as edges and sharp features. Figure 2-11 shows 

the effect of removing low (high pass filter) or high spatial frequencies (low pass filter) in k-

space. In both filtered images, especially in the phase contrast image, ringing artifacts are 

visible. These artifacts are caused by the sharp truncation in the k-space, also known as Gibbs 

phenomenon. 

 

Figure 2-11 K-space and the effect of removing high frequencies (low pass filter) or low frequencies (high 

pass filter). Gibbs phenomenon or ringing artifact can be observed when filter is applied with sharp cut-

off. 
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2.2.4.3 4D Flow MRI 

2D Phase-contrast MRI (2D PC-MRI) allows assessment of blood flow through an acquired 

imaging slice. During acquisition, the imaging slice is positioned in the slice of interest, which 

requires careful positioning and clinical expertise. This would require an expert familiar with 

the anatomy to be present during the image acquisition. Typically, velocity is captured in the 

direction normal to the imaging plane, which limits the ability to perform complete three-

dimensional assessment of the blood velocity [38]. 

Recently, four-dimensional magnetic resonance imaging (4D Flow MRI), a novel imaging 

technique to quantify three-dimensional (3D) spatial encoding with 3D velocity encoding, over 

a certain time frame (i.e., cardiac cycle), was developed. 4D Flow MRI not only enables 

volumetric visualisation of cardiac anatomy and flow, but also enables comprehensive 

evaluation of cardiovascular hemodynamics with full volumetric coverage [34]. Compared to 

2D PC-MRI, 4D Flow MRI has several benefits: 1) There is no need for supervision of clinical 

experts during image acquisition, 2) It allows retrospective selection of any regions of interest 

in the 3D data during analysis.  

 

Figure 2-12 A sagittal slice of cardiovascular 4D Flow MRI image. First column shows a magnitude image. 

The second, third, and last column shows the phase contrast images in x, y, and z direction, respectively. 

Due to the amount of data acquired during scan (three spatial dimensions, three velocity 

directions, and time dimension), 4D Flow MRI acquisitions are relatively long (between 5 to 

20 minutes for typical cardiovascular images) [9]. Compromises are commonly made on the 

SNR, anatomical region coverage, or spatiotemporal resolution. However, recent 

developments in image acquisition techniques, such as parallel imaging, accelerated 

approaches (e.g., k-t BLAST, k-t SENSE) [39], [40], and compressed sensing [41], have 
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reduced the scan time considerably, yet these techniques are not commonly available in the 

clinical practice [34]. 

In 4D Flow MRI, velocity directions are typically acquired in the anterior–posterior, left–right, 

and superior–inferior directions. These different velocity directions can be acquired using 

different venc values, allowing different sensitivity to velocity changes in different directions. 

A representation of the acquired magnitude and phase contrast images are illustrated in Figure 

2-12. Recent developments in image acquisition, such as the multi-venc approach provided 

improvements in spatial and temporal precision of velocity vector measurements [35].  

2.2.5 Current limitations of 4D Flow MRI 

In clinical practice, cardiac MRI is regarded as the gold standard in assessing cardiac anatomy, 

function, and flow due to its repeatability and ability to provide detailed tissue characterisation 

[4], [42]. Despite being able to provide good image quality (high contrast) and sufficient 

resolution, it requires a considerable amount of time to acquire the images.  

4D Flow cardiac MRI, in particular, is acquired with low spatiotemporal resolution 

(approximately 2 mm isotropic voxel, 40 ms between time frame) [34]. This spatiotemporal 

resolution is sufficient in measuring basic flow volumes and velocity, however estimations of 

derived hemodynamic biomarkers, specifically ones that are dependent on spatial derivatives 

(e.g., pressure gradients, wall shear stresses) [43], [44], may benefit from spatial resolution 

increase.  

Furthermore, the acquired images still need considerable post-processing. A range of image 

processing techniques must be employed to make use the information from MR images, with 

some of them still requiring manual assistance. Moreover, processing of MR images is a 

challenging task due to the intrinsic characteristics of MR images, such as low SNR, partial 

voluming effects, and motion artifacts (e.g., from patient movement or respiration).  

Additionally, the three-dimensional and large data size of 4D Flow MRI imposes some 

challenges. Processing and visualising velocity encoded images (three spatial dimensions, one 

volumetric image per velocity direction), is not a trivial task. A more robust and efficient 

approach is necessary in processing 4D Flow MR images, in order to obtain useful information 

for clinical evaluation.  
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2.3 The heart, blood, and hemodynamics 

The heart pumps blood due to the contractions of the myocardium, the heart muscle. The 

contraction results in the pumping of the blood from the ventricles to the arterial vasculature, 

while relaxation lets blood fill the atria. When the heart contracts, the myocardium is deformed. 

This deformation of the myocardium from a relaxed to a contracted state, is defined as the 

myocardial strain or cardiac strain. In the next section, myocardial strain will be discussed in 

more details.  

As a result of the pumping of the heart, blood flows from the LV through the aorta, and to the 

rest of the body. Understanding blood flow and its hemodynamics, is important in assessing 

cardiac pathology. 

2.3.1 Myocardial strain 

The ability of the heart muscle to contract is crucial in pumping blood to the circulatory vessels. 

The contractility of LV function can be assessed using myocardial strain. Myocardial strain is 

quantified as the amount of myocardial shortening, thickening, and lengthening relative to its 

length at its relaxed state. Typically, cardiac strain is measured in the LV, and can be assessed 

on a global or segmental level. Dysfunctional myocardium can lead to cardiomyopathies, 

which may cause fatigue, shortness of breath, and even heart failure due to the inability of the 

heart to pump blood efficiently [45]. 

 

Figure 2-13 Orthogonal strain dimensions which is typically measured for left ventricular strain. Radial and 

circumferential strain are measured from the short-axis slices, while longitudinal strain is measured from 

long-axis slices 6. 

 
6 Figure redrawn from https://123sonography.com/ebook/left-ventricular-function. 
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Myocardial strain is normally assessed in 3 orthogonal dimensions, consisting of radial strain, 

circumferential strain, and longitudinal strain (Figure 2-13). Radial strain measures 

myocardial thickening from endocardium to epicardium, while circumferential strain measures 

the shortening of the circumference of the myocardial layers, axially. These two strains can be 

measured using cross-sectional (short axis) slices from medical imaging. Conversely, 

longitudinal strain measures the myocardial shortening from the base to apex. Out of the three 

strains, global longitudinal strain is considered the best-evaluated strain parameter to-date, and 

is more sensitive than LV ejection fraction which is the most common measure of cardiac 

function, in particular to identify sub-clinical LV dysfunction in cardiomyopathies [46].  

 

Figure 2-14 The 16-segments model of myocardium based on American Heart Association (AHA) 7. 

To standardise assessment in regional strains, the American Heart Association (AHA) provides 

a 16-segment model [47]. The segments are shown as short axis view of the LV in a bullseye 

plot, representing the basal, mid, and apical slices. The base and mid slices are divided into 6 

segments each, while the apical slice is divided into 4 segments, as illustrated in Figure 2-14. 

Strain is a non-dimensional value, with positive and negative values representing elongation 

and shortening, respectively. Despite the complex concept of strain, linear strain can be defined 

by the Lagrangian formula: 

𝜀 =
𝐿 − 𝐿

𝐿
 

(2.3) 

 
7 Figure redrawn from [47]. 
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where L0 is the baseline length and L is the instantaneous length. During the cardiac cycle, 

strain changes over time. The change of strain per time unit (t) is defined by strain rate, 

formulated by: 

𝑆𝑅 =
𝑑𝜀

𝑑𝑡
 

(2.4) 

Myocardial strain can be assessed using several imaging modalities, which include: 

1. Tissue Doppler imaging. Tissue Doppler imaging works by tracking myocardial velocity 

motion. In a normal heart, endocardium moves faster than the epicardium when it contracts. 

Based on this principle, the velocity gradient across the myocardium is equivalent to the strain 

rate [48]. Tissue Doppler imaging is limited by noise interference and angle dependency [49]. 

2. Speckle tracking echocardiography. The “speckles” are produced by the interaction of 

ultrasound with the myocardium. By tracking these speckles over time, strain and tissue 

velocity can be calculated [50]. Due to its ease of use, this technique is widely used and can be 

included in the echocardiography routine [51]. The main limitation of this modality is the low 

image quality. 

3. MR tagging. Visual analysis of tag deformation may provide immediate impressions of 

regional pattern abnormality. Strain calculations from MR images are performed by processing 

the MR images themselves, using tag processing software, including inTag (www.creatis.insa-

lyon.fr/inTag), FindTags [6], SPAMMVU [7], and Cardiac Image Modeller (CIM, University 

of Auckland). A strain analysis framework using CIM, based on the displacement of the 

intersecting taglines is shown in Figure 2-15. 

Another approach is the phase-based analysis method, by using harmonic phase 

(HARP) analysis which is observer independent [5]. HARP analysis works by detecting 

the off-centre harmonic peaks in the Fourier domain (k-space) of MR tagging, which 

correspond to the tissue motion. HARP is fully automatic and is currently the most 

widely used method [52]. 

4. MR feature tracking. This algorithm is applied on a standard steady state free precession 

(SSFP) cine images, which is a routine study protocol for LV assessment. It works by tracking 

anatomic features from the endocardial and epicardial contours [53], which is a challenging 

task in itself. For this reason, midwall strain is not measured. However, this method is 

convenient because the data is readily available and does not require additional acquisitions.  
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Figure 2-15 Strain analysis using Cardiac Image Modeller (CIM) application showing endocardial (green) 

and epicardial (blue) contours of the left ventricle during end-diastole and end-systole. Yellow lines show 

the tag lines within myocardium being tracked by the CIM application. Image on the right is showing the 

circumferential, shear, and radial strain computed from the short-axis slices through all the time frames 

within the cardiac cycle. 

MR tagging is the reference standard in assessing myocardial motion [54]. Overall, radial strain 

is better assessed using echocardiography, while circumferential strain is better assessed using 

MR tagging. Measuring radial strain with MR tagging is less reliable due to the limited number 

of tags span the myocardial wall [51]. In addition to strain, additional metrics, such as rotation 

and torsion can also be calculated.  

2.3.2 Blood flow 

As a result from the LV contraction, blood flows to the whole body. The relationship of blood 

flow and pressure in the human body is very complex. Understanding blood flow and its 

derived variables is important in assessing the impact of cardiac pathology. Hemodynamics is 

described as the governing principles of blood flow and its behaviour in the blood vessels [55]. 

In fluid mechanics, flow can be characterised based on its flow pattern, laminar, transitional, 

or turbulent. To help predict these blood flow characteristics, Reynolds number was introduced 

categorise the flow. Reynolds number is the ratio of the inertial to viscous forces of a fluid. 

Reynolds number (Re) is defined as 

𝑅𝑒 =  
𝑖𝑛𝑒𝑟𝑡𝑖𝑎𝑙_𝑓𝑜𝑟𝑐𝑒𝑠

𝑣𝑖𝑠𝑐𝑜𝑢𝑠_𝑓𝑜𝑟𝑐𝑒𝑠
=

𝜌 𝑣 𝑑

µ
 

(2.5) 

where ρ is the fluid density (kg m-3), v is the average velocity (m s-1) and d is the diameter of 

the vessel (m), and µ is the fluid viscosity (kg m-1 s-1), which makes Reynolds number a 

dimensionless quantity. 
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Flow is considered laminar when Re ≤ ~2300, translational when ~2300 < Re < ~4000, and 

turbulent when Re > ~4000. There is, however, no strict definition on the threshold of these 

regimes. 

 

Figure 2-16 Visualisation of laminar and turbulent flow. In laminar flow, fluid particles are moving in layers 

parallel to the wall, while in turbulent flow the flow are chaotic and fluctuate with large and small eddies 

within the flow 8. 

Within a straight pipe, the velocity profile of laminar flow can be characterised by a parabolic 

profile. It is fastest in the centre and gradually reduced to zero towards the wall. In turbulent 

flow, the velocity profile is logarithmic, with approximately the same velocity magnitude 

around the centre, and quickly drops to zero near the wall. While in laminar flow, the flow 

particles move in layers parallel to the wall, in turbulent flow the flow particles are more chaotic 

and fluctuate (Figure 2-16). Transitional flow is harder to characterise due to the mixture 

between laminar and turbulence characteristics. 

In general, blood flow in the body is laminar. However, during peak systole, the flow can 

become turbulent within the aorta (Re up to ~9,000), specifically at the ascending aorta [56]. 

An increase in turbulence intensity may cause adverse effect such as aortic dilatation. This 

change of turbulence intensity can be caused by age-related geometrical changes.  

Additionally, other hemodynamic parameters, such as turbulence kinetic energy (TKE) and 

wall shear stress are important predictors for cardiovascular disease [57]. Therefore, 

understanding hemodynamics in blood vessels is important because they are closely related to 

cardiovascular diseases and aortic remodelling. With recent acquisition method, such as 4D 

Flow MRI, blood flow and its hemodynamics can be non-invasively quantified.  

 
8 Redrawn from https://www.cfdsupport.com/OpenFOAM-Training-by-CFD-Support/node334.html. 
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2.3.3 Wall shear stress 

Wall shear stress (WSS) is the shear force produced by tangential blood flow on the vessel wall 

as a result of blood viscosity and is related to the gradient of velocity in the surface normal 

direction. WSS (τ) can be formulated as 

𝜏 = µ            (2.6) 

which is a product of the dynamic viscosity of the fluid (µ), and the velocity gradient near the 

wall (wall shear rate).  

Low WSS with high oscillations represent sensitive markers for atherosclerosis – the formation 

of plaques - in the aorta, carotid, or coronary arteries [58]–[60]. Vessel remodelling might cause 

disturbed flow regions with transitional and or turbulent flow characteristics. For example, in 

patients with aortic dissection, turbulent flow with high WSS may also lead to aortic dilatation 

[61]. Similarly, it is also evident in patients with bicuspid aortic valve, where WSS predicts 

aortic dilation [62]. 

Estimations of in-vivo WSS are typically performed using measurements acquired from 

imaging, such as MRI. Measurement-based techniques have been developed to estimate WSS 

directly from MR images [63], [64], however it is apparent that the accuracy depends on spatial 

resolution.  

Some studies resort to computational fluid dynamics (CFD), where it is possible to obtain 

simulated measurements on very high spatial and temporal resolutions.  This approach would 

enable hemodynamic quantification, which otherwise not possible to be obtained using MRI. 

Hemodynamic studies using CFD have given us insights on the effect of WSS on endothelial 

function and vessel remodelling [65]. The next section will introduce CFD in more details. 

2.4 Blood flow and hemodynamic studies 

2.4.1 Computational Fluid Dynamics 

Computational fluid dynamics (CFD) is a numerical method to solve fluid flow equations. CFD 

is a powerful tool in assessing fluid flows based on the law of physics. CFD solutions are 

generated by solving a set of partial differential equations that govern the conservation of mass 

(continuity equation) and conservation of momentum (Newton’s second law). These equations 

are widely known as the Navier-Stokes equations. 
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The conservation of momentum equation is defined as: 

𝜌 = −∇𝑝 +  𝜌𝑔 +  𝜇∇ 𝑢       (2.7) 

where 𝜌 is the fluid density, 𝑢 is the velocity field, p is pressure field, g is gravity, and 𝜇 is the 

fluid dynamic viscosity. The equations describe the balancing relationship between velocity, 

pressure, force, and viscosity terms.  

For incompressible flow where the fluid density of the flow is constant, the divergence of 

vector field is zero.  

∇ ⦁ u = 0     (2.8) 

In large vessels, blood is considered a Newtonian fluid, where viscosity is considered constant. 

In the capillaries, blood act as a non-Newtonian fluid where viscosity changes under force or 

stress [66].  

Due to the complex nature of the Navier-Stokes equations, analytical solutions are practically 

impossible. The most common approaches are using iterative methods to approximate a 

numerical solution. 

CFD has been used in a wide range of applications, such as aerodynamics, hydrodynamics, and 

meteorology. In the biomedical engineering, CFD has been used to model patient-specific flow 

in different vascular structures, such as in the aorta and cerebrovasculature. Similar to 4D Flow 

MRI, CFD provide insights and allow for quantification of blood flow and other hemodynamic 

variables, such as pressure gradients [58], [67], wall shear stress (WSS) [68]–[71], and flow 

energy loss [72], [73]. 

2.4.2 Mesh and boundary conditions 

The Navier-Stokes equations are solved within a computational domain, which is discretised 

as a computational mesh. The meshing strategy is commonly chosen based on the geometry 

shape and location of interests. A finer mesh provides a CFD solution with higher accuracy 

and finer resolution, at the expense of increasing computational cost. A balance between mesh 

resolution and computational cost is crucial for CFD simulations. Computation time for CFD 

ranges from a few seconds for a very simple problem up to several days for a more complex 

problem. 
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A set of constraints called the boundary conditions is specified to help solve the governing 

equations. Boundary conditions may include inlet, wall, and outlet boundary conditions. 

Boundary conditions define the inputs for the simulation model. For flow simulations, inlet and 

outlet boundary conditions mainly specify flow velocity, flow rate, or pressures. At the wall, a 

no-slip boundary condition is typically applied, where it is assumed that the fluid velocity is 0 

at the wall. For simplicity, a rigid wall assumption is commonly used. Boundary conditions 

can be defined as either steady state or transient (time varying). 

A different approach such as the Fluid Structure Interaction (FSI) model assumes a 

deformable wall boundary condition. This approach enables a more accurate and realistic 

analysis taking into account the interaction between the fluid and wall domain. While the FSI 

model is considered more accurate and realistic, a previous study showed that the calculated 

WSS distributions are similar [68]. Furthermore, FSI simulations took considerably longer time 

to compute compared to the rigid wall assumption.  

2.4.3 Turbulence models 

In addition to boundary conditions, CFD also relies in the choice of the flow models, such as 

laminar or turbulent. Deciding on this flow model can be performed by assessing the Reynolds 

number, which represents the ratio of inertial to viscous forces. On the other hand, choosing a 

turbulence model require more understanding on the flow phenomenon.  

In turbulent flow, different size of eddies occurs within the flow, due to the fluid contact with 

the boundary layer or with another fluid layer with different velocity. These eddies create 

fluctuations in velocity. To simplify, the turbulent fluctuations are measured through time.  In 

turbulent flow, a single measurement of velocity point at time t can be written as: 

𝑈(𝑡) = 𝑈 + 𝑈′     (2.9) 

where 𝑈 is the instantaneous velocity, 𝑈 is the time-average velocity, and 𝑈′ is the random 

fluctuation (the deviation from the average) [74]. Computing these high frequency and small 

fluctuations are computationally expensive. Different approaches are taken to avoid resolving 

the smaller scale fluctuations: filtering and Reynolds-averaging. However, both approaches 

create additional unknown terms that need to be modelled to achieve a closure. 

The Reynolds-averaged Navier-Stokes (RANS) resolves average flow variables and models 

all scales of eddies. This approach is less computationally expensive, and widely used to solve 
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engineering problems [75]. For the RANS equations, several turbulence closures are available, 

namely Spalart-Allmaras, Reynolds stress model (RSM), k-epsilon (k-ε), and k-omega (k-ω) 

models.  

The large eddy simulation (LES) approach resolves all the large eddies - as stated in the name, 

while filtering out the smaller scale eddies. LES produces more accurate flow, however it 

requires a huge computational resource due to the large turbulent eddies need to be resolved 

accurately [76]. 

For aortic blood flow, both laminar and turbulence models have been studied before [71], [76], 

[77]. The main difficulty in modelling the aortic blood flow is the change of flow regime within 

a cardiac cycle. During the cardiac cycle, turbulent flow only occurs during the peak velocity, 

with the velocity values averaging in Reynolds number around 800, which is within the laminar 

regime [71]. However, laminar model tends to be less correlated with MRI data, compared to 

turbulent models. This was validated by Miyazaki et al., where the effect of different flow 

models (laminar, LES, and RNG k- ε) in the aortic arch was investigated [76]. The results 

showed that the turbulent model showed the strongest correlation with MRI data. 

2.4.4 Wall functions 

The velocity profile near the wall is generally assumed to be parabolic. However, this is not 

the case in turbulent flow, where the velocity profile within the boundary layer is follows a 

logarithmic profile. The property of a logarithmic profile in turbulent flow can be explained by 

the presence of a laminar sublayer within the boundary layer, where all the viscous forces are 

concentrated. For turbulent flow, the velocity profile near the wall has a steep gradient. In 

practice, the layer is so thin that it requires very fine mesh elements to resolve the velocity 

fields. As the velocity streams approach the wall, the gradients become much steeper. To 

capture the steep gradients near the wall, a large number of mesh cells are required, with thinner 

elements increasing towards the wall. This implementation is computationally expensive. To 

reduce computational cost, the non-linear wall functions are introduced, which models the 

relationship between the tangential velocity with the distance normal to the wall. 

Wall functions are the empirical functions fitted to the law of the wall, which is the observed 

behaviour of velocity close to the wall. The law of the wall states that the average velocity of 

a turbulent flow at a certain point is proportional to the logarithm of the distance of that point 
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to the wall. Figure 2-17 shows the wall functions fitted to the law of the wall, where the non-

dimensional velocity U+ is plotted against the non-dimensional distance from the wall y+.  

 

Figure 2-17 Law of the wall (red) – observational data that states the relationship between non-dimensional 

distance to the wall y+ and non-dimensional velocity U+. Wall functions (blue) are the empirical function 

fitted to the law of the wall 9. 

As seen in the figure, the boundary layer can be divided into three regions: viscous sublayer, 

buffer layer, and log-law region. In the viscous sublayer, y+ = U+, which holds until y+ = 5, 

while in the log-law region, the U+ value increases exponentially (shown as linear in the 

logarithmic scale). In the buffer layer, the wall function does not fit the law of the wall, hence 

most CFD solvers recommend to use very fine mesh (y+ <5) or relatively coarse mesh (y+ 

>12) in the boundary layer [78]. Wall function is employed by the CFD solver when the first 

mesh cell from the wall resides under the log-law region. 

When wall function is employed, the CFD solver modifies the near-wall viscosity to correct 

for wall shear stress calculation. The near-wall viscosity is calculated as 

µ = µ +  µ       (2.10) 

 
9 Figure obtained from Wikipedia.org, “Law of the Wall,” wikipedia, 2021. (https://en.wikipedia.org/wiki/Law_of_the_wall) under CC 

BY-SA 3.0 license. 
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where the µ  is the near-wall viscosity, as a sum of the laminar and turbulent/eddy viscosity 

components. While the laminar viscosity component (i.e., fluid viscosity) stays constant, the 

turbulent viscosity is non-linear and calculated differently between different variants of the 

turbulence models (i.e., k-epsilon, k-omega). 

2.4.5 CFD in cardiovascular medicine 

In recent years, CFD have enabled hemodynamics analysis in the aorta [69], [70], [79]–[81]. 

Most previous work focused on simulating accurate patient-specific flow. The accuracy of CFD 

simulations depend on model assumption and boundary conditions. To simulate patient-

specific flow, geometry is extracted from measurement-based techniques (e.g., MRI, 

ultrasound). To add more complexity in simulating blood flow, each geometry and cardiac 

cycle are unique between each subject. Moreover, blood properties, such as viscosity, may 

differ between subjects, between 3-4 x 10-3 Pa.s at normal level [82]. Additionally, several 

assumptions are made, such as simplified fluid properties (Newtonian, incompressible) and 

vessel properties (rigid walls, no-slip condition) in order to perform a reasonable degree of 

computation with relatively accurate results.  

A typical workflow for CFD modelling in cardiovascular medicine [65] consists of: 

2 Geometry extraction. This step involves segmentation of the regions of interest from the 

imaging modalities. 

3 Discretisation or meshing. This step involves discretising the computational domain using 

finite element or finite volume method, which effects the accuracy and numerical stability 

of the CFD solution.  

4 Boundary conditions. Appropriate boundary conditions are necessary to achieve accurate 

and realistic physiological flow. These boundary conditions are typically extracted from 

the acquired measurements (e.g., velocity images, invasive pressure measurements). 

5 Model parameters. Selecting an appropriate flow model and fluid properties define how 

the Navier-Stokes equations will be solved based on the assumptions. 

6 Validation. This step involves comparison with the actual data being modelled.  

All these steps require fine tuning and manual preparation, in order to produce realistic and 

accurate simulations. In the end, CFD can offer more insights on previously unmeasurable 

hemodynamics, such as pressure, wall shear stress, kinetic energy loss, and vorticity. It also 

offers high spatiotemporal resolution, which is not attainable using imaging modalities.  
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Despite all these advantages, the use of CFD for clinical practice is still a challenging task due 

to the knowledge required and computation cost.  

An alternative approach that can leverage the advantages of CFD, such as accuracy and high 

resolution, is needed. Deep learning can be a suitable candidate where it can learn to produce 

a faster and less computationally expensive simulations, or learning the implicit knowledge 

embedded in the simulated data. 

2.5 Deep learning  

Deep learning (DL) is now the state-of-the art machine learning method in various areas, 

including medical image processing. Deep learning is capable of learning complex 

relationships, especially when paired with large amount of data. It is a subset of machine 

learning, where the algorithm learns a mapping function from an input to output. Deep learning 

or so-called neural networks, is built with many interconnected nodes or units, called the 

perceptron. A perceptron is a simple linear function applied to the input, followed by a non-

linear function, called the activation function (Figure 2-18). A group of perceptrons in the 

same depth is called a layer. Deep learning or deep neural networks are neural networks with 

multiple hidden layers. The definition of “deep”, however, has changed over time. 

 

Figure 2-18 A single perceptron which receives multiple input. Perceptron is a simple linear operator 

which multiply each input with a weight and sum them up. It is followed by ∫, a non-linear activation 

function.  

Multi-layer perceptron (MLP) is considered the classic form of neural networks. It consists of 

3 layers, an input layer, hidden layer, and an output layer. A layer consists of one or more 

perceptrons. Each perceptron is connected to every other perceptron in the neighbouring layers, 

which is termed a fully connected. MLP is able to learn non-linear function and works well as 

a universal approximator. However, the number of computations increases with the size of 

input and number of nodes. Moreover, MLP disregards any spatial information, as every unit 
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in the layers is considered as a separate entity. For image processing, where data is high 

dimensional, MLP is inefficient.  

2.5.1 Convolutional Neural Networks 

In 2012, AlexNet won the ImageNet competition, a large-scale visual recognition challenge. 

AlexNet was the first neural network architecture that adopted convolutional layers as its 

hidden layers [83], known as convolutional neural network (CNN). CNN is a particular kind 

of neural network that preserves the spatial relationship in the data. It takes advantage of the 

grid data representation of an image, whether in 2D or 3D. The main building blocks of CNN 

architecture consist of convolutional and pooling layers (Figure 2-19).  

Each convolution layer is a set of n channels of convolution kernels (an array of weight 

matrices) with k2 or k3 size (e.g., k = 3, 5, 7, …). The kernel size k is normally small to reduce 

the number of weights or parameters. The kernel size represents the receptive field, where a 

larger receptive field means more spatial relationships can be learned, with more computation 

cost.  

 

Figure 2-19 Example of 2D convolution (top) and pooling (bottom) operation on an input matrix.  

Convolution works by applying a kernel with a sliding window through the input, a sum of 

element-wise matrix multiplication. Each output channel from the convolution operation is 

considered a feature, an abstract representation of the data. Earlier layer contains simpler 

features of the data, such as lines or edges. Deeper layers represent more complex features, 
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based on the combination of the features from earlier layers. To ensure non-linearities, an 

activation function is applied on the output of convolution, similar to the early design of 

perceptron. Different activation functions are available, for example sigmoid, tanh, and 

Rectified Linear Unit (ReLU). Currently ReLU is the most widely used activation function due 

to its cost efficiency (i.e., thresholding) and sparsity. 

 

Figure 2-20 An example of a basic multi-layer perceptron (MLP) and convolutional neural networks (CNN) 

architecture 10. 

Another building block of CNN is the pooling layer, which downsample the input or feature 

map that goes into it. A pooling operation is a filter that applies simple operations (e.g., 

averaging, maximum) within a kernel size. Similar to convolution, it is also applied with a 

sliding window strategy. Currently, maximum pooling (MaxPooling) is the most widely 

approach for pooling layers. Besides serving as a dimensional reduction, pooling layer helps 

the learned feature representations to be less invariant to local translations [84].  

Finally, output feature maps from a convolution or pooling layer can be connected to a fully 

connected layer or another convolution layer, depending on the problem being solved. Deep 

networks integrate low to high level features through the different number of stacked layers. In 

the case of CNN, these feature abstractions can be visualised to better understand what kind of 

features each layer has learned. An example of a basic MLP and CNN architecture are 

illustrated in Figure 2-20. 

2.5.2 Training a neural network 

Training is the process of determining the optimal weights of the units. In the case of CNNs, 

these are the kernel weights. This process consists of iterative steps of forward and backward 

propagation (backpropagation).  

 
10 Redrawn from I. Gogul and V. S. Kumar, “Flower species recognition system using convolution neural networks and transfer learning,” 

2017, doi: 10.1109/ICSCN.2017.8085675. 
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Initially weights are defined, normally following a certain distribution (e.g., Gaussian, 

uniform). During the forward pass, these weights are computed against the input, producing a 

certain output. The difference between the predicted and actual output is computed using a loss 

function.  

Backpropagation is the process used to calculate the gradient of the network weights or 

parameters, in respect to the loss function. It traverses the network back from the output to the 

input layer, following the chain rule. The weights are then updated in the direction of the 

steepest gradient. For this reason, each training step takes approximately 3 times longer than 

an inference step.  

Gradient descent is commonly used as the iterative optimisation algorithm, with the adaptive 

moment estimation (Adam) optimiser being the most popular optimiser currently. 

Training a neural network involves a large amount of hyperparameters. Hyperparameters are a 

set of parameters that is optimised before training, such as kernel size, number of channels, 

number of layers, mini batch size, epochs, optimiser method, and learning rate. Searching for 

optimal hyperparameters is an active field of research. The most common strategy for 

hyperparameter tuning is typically done using an iterative approach, such as grid search or 

random search.  

2.5.3 Deep Learning in Medical Image Analysis 

Originally, CNN was utilised to solve natural image processing and computer vision problems. 

Implementations in medical image processing and other fields follow soon after. In medical 

image analysis, deep learning has been implemented to solve various problems, ranging from 

landmark detection [85], [86], image segmentation [87]–[89], disease classification [89], [90], 

image super-resolution [91], [92], image reconstruction [93]–[95], and denoising [91], [96], 

among many others.  

Unlike classic machine learning algorithms (e.g., random forest, support vector machines), 

deep learning does not require a predefined feature extraction step. Feature extraction in deep 

learning is optimised at the same time as the weights being optimised. Deep learning is data 

dependent, and it thrives on large amount of data. It is computationally expensive due to 

millions of parameters that need to be updated during training. Typically, a graphical 

processing unit (GPU) is required for training, because of its capability in performing multiple 

and simultaneous matrix computation.   
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The application of deep learning, CNN in particular, in medical image processing involves 

various challenges, including: 

 The high dimensionality of the data (3D or 4D). Most successful deep learning models 

(i.e., CNN) were built to solve 2D problems. With MR images, an extra dimension in space 

(3D) and/or time requires more computation power and add an extra layer of complexity 

to the problem. 

 There is no standard in image acquisition. Different MRI scanners produce different 

images, with different intensities, contrast, field of views, and noise levels. Implementation 

of deep learning on medical images typically is performed on a certain dataset that would 

require adjustments when deployed to datasets acquired with different scanners or 

protocols. 

 The limited amount of image dataset. Unlike in computer vision, where dataset is readily 

available or accessible from the internet, medical image datasets mostly need to be kept 

confidential or passed through strict protocols (e.g., anonymisation) due to patients’ 

privacy. Additionally, they are relatively large in size, which makes them less 

transferrable.  

 Annotated data and high-quality label. For supervised learning, high quality labels and 

annotations are crucial. Despite that there exist some large image repositories, annotations 

by experts are not directly accessible and sometimes gated behind research and clinical 

protocols.  

2.6 Combining deep learning and CFD for medical image analysis 

Despite well-established image processing techniques being already available, deep learning 

may offer significant improvements in terms of performance and accuracy in analysing medical 

images. Deep learning techniques are able to find higher level abstractions and features that are 

not obvious and beyond human perception. Other than data quantity, data quality is an 

important contributor to the accuracy of deep learning models. 

2.6.1 Large dataset 

In medical imaging, a large dataset is often not readily available or accessible. Where available, 

large datasets such as the UK Biobank can be leveraged to train a DL model. In this study, we 

obtained approximately 5000 cases of MR tagging images, which is ideal to train a deep 

learning model. 
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2.6.2 Synthetic data 

However, when data is not available, using deep learning poses a challenge. For a recent 

imaging technique such as 4D Flow MRI, data are scarce and high-quality labels are not 

available. As described earlier, this thesis aims to tackle the major limitation of 4D Flow MRI, 

the limited spatial resolution. This means, to train a supervised deep learning model, the ground 

truth (i.e., high resolution data) is needed. For this purpose, the use of synthetic data can be an 

alternative. With the ability of CFD in simulating highly accurate and physiologically realistic 

flow, we can leverage it to generate sufficient training data. In this case, the problem can be 

modelled as a super-resolution problem, where a deep learning model is trained on a low-

resolution data to generate high resolution data. 

With increased spatial resolution, derived hemodynamics variables, such as WSS and pressure 

gradients, can hopefully be calculated more accurately. Image-based methods for WSS 

estimation are already available [63], [64], with other studies resort to CFD simulations. 

Similarly, we aim to improve these existing methods, through the use of deep learning. Like in 

the super-resolution problem, in-vivo WSS ground truth for 4D Flow MRI is not available due 

to the dependency on spatial resolution. Here, using the same approach, we use CFD to generate 

synthetic flow data for training data. 

In the end, whether the model is trained on actual or synthetic data, in this study, we aim to 

develop trained deep learning models that can be applied to actual clinical cases. In the coming 

chapters, we will go through the process in generating these synthetic data, with added 

characteristics to simulate MR image, to ensure the models can be applied in a clinical setting. 
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3 Strain analysis in CMR tagging images using deep learning 

MR tagging is the gold standard for myocardial strain quantification [31], [32], [52], [97]. 

Strain analysis is typically performed by detecting and tracking tag lines intersections through 

time, where it is aided by tag processing software. Even then, strain quantification from MR 

tagging images is still a time-consuming process and also observer-dependent. A more robust, 

efficient, and consistent approach is needed to perform strain analysis from MR tagging 

images. 

In this study, we utilised 4508 MR tagging cases obtained from the UK Biobank repository, 

where all these cases have been analysed by five experienced readers. The ground truth 

consisted of myocardial landmarks which were generated using an in-house developed 

software, Cardiac Image Modeller (CIM 6.0, University of Auckland). 

The amount of available data and ground truth is ideal to train a deep learning model. In this 

study, we aim to define myocardial landmarks according to the anatomy of the heart, and also 

track them over time. Besides extracting spatial features, temporal coherence plays an 

important role, as tracking the motion of image features contributes to the accuracy of strain 

estimations. Here, we are interested in spatially-encoded image features, where displacements 

are computed by tracking pixel intensity values through time. 

The aim of this study is therefore to develop a deep learning framework to fully automate strain 

analysis from MR tagging images, where it is calculated based on displacement of image 

features through time, in order to improve performance, consistency, and reproducibility. 

This chapter is adapted from the manuscript “Fully Automated Myocardial Strain Estimation 

from Cardiovascular MRI–tagged Images Using a Deep Learning Framework in the UK 

Biobank” published in Radiology: Cardiothoracic Imaging [98]. The manuscript was published 

under a CC BY 4.0 license. 

3.1 Abstract 

Purpose: To demonstrate the feasibility and performance of a fully automated deep learning 

framework to estimate myocardial strain from short-axis cardiac magnetic resonance tagged 

images. 

Methods and Materials: In this retrospective cross-sectional study, 4508 cases from the UK 

Biobank were split randomly into 3244 training and 812 validation cases, and 452 test cases. 
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Ground truth myocardial landmarks were defined and tracked by manual initialisation and 

correction of deformable image registration using previously validated software with five 

readers. The fully automatic framework consisted of 1) a convolutional neural network (CNN) 

for localisation, and 2) a combination of a recurrent neural network (RNN) and a CNN to detect 

and track the myocardial landmarks through the image sequence for each slice. Radial and 

circumferential strain were then calculated from the motion of the landmarks and averaged on 

a slice basis.  

Results: Within the test set, myocardial end-systolic circumferential Green strain errors were 

-0.001 ± 0.025, -0.001 ± 0.021, and 0.004 ± 0.035 in basal, mid, and apical slices respectively 

(mean ± std. dev. of differences between predicted and manual strain). The framework 

reproduced significant reductions in circumferential strain in diabetics, hypertensives, and 

participants with previous heart attack. Typical processing time was approximately 260 frames 

per second (~13 slices) on an NVIDIA Tesla K40 with 12GB RAM, compared with 6-8 minutes 

per slice for the manual analysis.  

Conclusions: The fully automated RNNCNN framework for analysis of myocardial strain 

enabled unbiased strain evaluation in a high-throughput workflow, with similar ability to 

distinguish impairment due to diabetes, hypertension, and previous heart attack. 

3.2 Introduction 

Cardiovascular magnetic resonance (CMR) tissue tagging is the non-invasive gold standard for 

myocardial strain estimation [31], [32], [52], [97]. Although CMR feature tracking allows 

calculation of strain from standard steady-state free precession images, features are limited to 

myocardial edges [54] and structures outside the myocardium [99], whereas CMR tagging 

enables detection and tracking of features within the myocardium. Displacement encoding with 

stimulated echoes (DENSE) [100], [101] has the potential to provide higher resolution strain 

estimates [102], but to date has not been as widely utilised [103]. The utility of CMR tagging 

has been demonstrated in many different patient groups [97]. However, there is a lack of robust 

fully automated analysis tools for the quantification of strain from CMR tagged images, leading 

to analysis times which are prohibitive in a high-throughput setting, such as studies with many 

hundreds of cases or high volume clinical centres with >20 cases per week [8], [97], [104]. 

 The most common approaches for strain analysis of CMR tagged images include profile 

matching and spline fitting [6], deformable contours [105], harmonic phase analysis [5], and 

sine wave modelling [106]. However, these methods require manual initialisation and lack 
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robustness. Recently, deep learning methods, in particular convolutional neural networks 

(CNN), have shown promise for general image processing including automated CMR 

ventricular function analysis [88], [107]–[109]. However, at the time of writing, there have 

been no reports using neural networks specifically designed for robust analysis of myocardial 

motion and strain.  

In this study, we developed a fully automated deep learning framework using two neural 

networks to estimate the left ventricular (LV) circumferential and radial strain on short-axis 

CMR tagging images. The framework utilised spatial and temporal features to estimate the 

location and motion of myocardial landmarks, which were placed in consistent anatomical 

locations regardless of the overlying tag locations. Spatial features were extracted and learned 

by using a CNN architecture, while the temporal behaviour was learned using a recurrent neural 

network (RNN) [110]. This novel spatiotemporal neural network architecture was developed 

and validated on large scale UK Biobank data [11], and is the first to our knowledge to fully 

automatically estimate strains from CMR tagging images in a high-throughput setting.  

3.3 Methods 

3.3.1 Dataset 

This study examined 5,065 UK Biobank participants who underwent CMR examination as part 

of the pilot phase (April 2014 –August 2015) of the UK Biobank imaging enhancement sub-

study [11]. A previous report described left ventricular shape analysis in this cohort [111]. 

Details of the image acquisition protocol have been described previously [11]. This study was 

approved by the NHS National Research Ethics Service on 17th June 2011 (Ref 11/NW/0382). 

All participants gave written informed consent. A Siemens Aera 1.5T scanner running Syngo 

VD13A was used. CMR tagged images comprised gradient recalled echo images acquired in 

three short-axis slices (basal, mid, and apical) with flip angle 12°, TR/TE 8.2/3.9 msec, field 

of view 350x241 mm, acquisition matrix 256x174, voxel size 1.4x1.4x8.0 mm, prospective 

triggering, tag grid spacing 6 mm, temporal resolution 41 msec, approximately 20 

reconstructed frames.  
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Figure 3-1 Manual myocardial landmark generation and tracking. A Placement of endocardial (green) and epicardial (blue) 
contours at end diastole (ED) (tag lines shown in yellow), B myocardial landmark points (red) at ED generated 
automatically, C tracked tag lines (yellow) at end systole (ES) with green points showing manual edits to the 
displacements, and D final landmarks (red) at ES. 

Cases were distributed among five trained readers and the images were analysed using 

previously validated software (CIM v6.0, University of Auckland) [102], [112]. The majority 

of the cases (74%) were performed by two career image analysts (JP 41%, EL 33%) whilst the 

remaining cases were distributed between three cardiologists (AB 12%, KF 9%, EM 5%). The 

readers had 1-10 years’ experience in cardiovascular image analysis. Each reader was trained 

according to a written standard operating procedure and satisfactorily completed at least 30 

training cases prior to contributing towards the ground truth. Figure 3-1 illustrates the step-by-

step process of generating the ground truth landmarks. The software identified and tracked 168 

landmarks inside the myocardium at standard anatomical locations, beginning from the mid-

point of the septum (halfway between the anterior and posterior RV insertion points). The 

landmarks were equally spaced within the myocardium, with 7 points in the radial (transmural) 

direction and 24 points in each circumference. The software used a deformable registration 

algorithm which attempted to track the tags by minimising the sum of squared differences 

between consecutive frames [102], [112]. The readers manually corrected the tracking to match 

the motion of the image tags in several key frames: end-diastole (ED, the first frame after 

detection of the R wave), end-systole, (ES, the frame of maximum contraction), after rapid 

filling, and at the end of the cycle. The software interpolated these corrections to the 

intermediate frames. Basal slices were not analysed if the total circumference of the 

myocardium affected by presence of left ventricular outflow tract was ≥ 25%; apical slices 

were not analysed if there was no evidence of cavity at ES. Cases were also excluded if the 

tagging image quality was deemed unacceptable by the readers. This resulted in 4,508 CMR 

tagging cases (12,409 slices), each with 168 landmark points tracked in each frame, available 

as ground truth for our neural networks. Participants with high blood pressure, diabetes and 

previous heart attack were identified from the questionnaire data as self-reported existing 
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conditions, or conditions diagnosed by a physician, or taking medications for these conditions. 

Participant characteristics are shown in Table 3-1.  

3.3.2 Framework Overview 

The deep learning framework consisted of the following steps: 1) find the region of interest 

(ROI) containing the left ventricular myocardium, 2) crop and resample the image ROI for 

every frame, 3) detect and track myocardial landmarks across all the frames, and 4) calculate 

strains based on the motion of the landmarks (Figure 3-2).  

 

Figure 3-2 Overview of the machine learning framework for automatic myocardial strain estimation from cardiovascular 
MRI tagging. CNN: convolutional neural network, ED: end diastole, ES: end systole, LSTM: long short-term memory, RNN: 
recurrent neural network. 

Prior to input into the process, the images were zero-padded to 256x256 matrix size, and each 

cine (sequence of frames in a slice) was fixed to 20 frames in length. Most slices (n=12,355) 

already had 20 frames; slices with less than 20 frames (n=13) were padded with empty frames, 

and slices with greater than 20 frames (n=40) were truncated by taking the first 20 frames.  

The neural networks were developed using Tensorflow 1.5.0 [113] and trained on an NVIDIA 

Tesla K40 with 12GB RAM. The final output of the framework was radial and circumferential 

strain, which were calculated from the displacement of landmark points for every time frame 

using the Green (Lagrangian) strain formula; compatible with finite strain tensors [102], [114]: 

 𝜀(𝑡) =
      (3.1) 

where Lt represents the segment length at any frame t, L0 represents the initial length.  
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During training, the data were randomly divided by case into 90% training and validation set 

(n=4056 cases), and 10% test set (n=452 cases). The first set were further partitioned into 80% 

training (n=3244 cases) and 20% validation (n= 812 cases), used for checking overfitting and 

convergence and tuning model parameters. 

3.3.2.1 ROI Localisation Network 

The localisation network was designed to detect the ROI enclosing the LV myocardium in the 

ED frame. The output of this network was a rectangular bounding box defined by the extent of 

the myocardium, with a 60% increase to ensure enough spatial information was included from 

outside the myocardium. The network configuration is shown in Figure 3-3. Each convolution 

layer was followed by batch normalisation [115]. Rectified linear unit (ReLU) was used as 

activation function on every layer [116], except for the output layer which was a regression 

layer. A dropout layer [117] with 20% dropout probability was utilised after the first fully 

connected layer. Early experimentation and incremental modifications that led to this final 

model is shown in Table A-1. 

Table 3-1 Participant characteristics (n=4508). Values are given as mean ± standard deviation for continuous variables, 
and count (%) for categorical variables. 

Participant Characteristics 

Parameter Value (n=4508) 

Age (years) 62 ± 8 

Sex (male) 2100 (47%) 

Height (cm) 170 ± 9 

Weight (kg) 75 ± 15 

Body surface area (m2) 1.85 ± 0.20 

Systolic blood pressure (mmHg) 138 ± 19 

Diastolic blood pressure (mmHg) 79 ± 11 

Heart Rate (bpm) 68 ± 11 

High blood pressure 1130 (25%) 

Diabetes 182 (4%) 

Previous heart attack 89 (2%) 

 

The network was optimised using the mean squared error (MSE) between the prediction and 

ground-truth bounding-box corners as the loss function. The Adam optimiser with a learning 

rate of 10-3 was used; learning rate was reduced by a factor of √2 for every 5th epoch starting 
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from the 10th epoch. Accuracy was calculated using the intersection over union (IoU) metric, 

defined to be the area of overlap of the predicted and ground truth bounding box, divided by 

the union of the areas of the predicted and ground truth boxes. Training curve of the localisation 

network is shown in Appendix A, Figure A-1. 

 

Figure 3-3 Localisation network architecture (top). Convolution block (bottom). Conv: convolution, BN: 
batch normalisation, ReLU: rectified linear unit, Pool: Max pooling, FC: fully connected layer. 

After the ED frame bounding box was obtained, all the images in the cine were cropped using 

the same bounding box. Since the heart at ED is fully expanded before contraction, 

myocardium at the following frames after ED has smaller area; hence ensuring the bounding 

box covers the myocardium in all frames. Subsequently all the cropped images were resampled 

to 128x128 pixels using bicubic interpolation to be fed into the landmark tracking network.  

3.3.2.2 Landmark Tracking Network 

The landmark tracking network (RNNCNN) was constructed from two components, a CNN 

component designed to extract the spatial features, and an RNN component designed to 

incorporate the temporal relationship between frames. Here, we utilised the Long Short-Term 

Memory (LSTM) units [118], where it is able to “remember” or “forget” previous states in the 

longer term (i.e., several time steps), due to the use of a gate mechanism. An illustration of an 

LSTM unit is shown in Figure 3-4. 
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Figure 3-4 Long Short-Term Memory unit. The gate mechanism is marked within the dotted border 11. 

For a time t, the unit accepts the input from current time step (xt), and activation and memory 

value from the previous time step, ht-1 and ct-1, respectively. The gating mechanism within the 

unit happens as the following: 

𝐅𝐨𝐫𝐠𝐞𝐭 𝐠𝐚𝐭𝐞:  𝑓 = 𝜎 𝑊  𝑥 +  𝑊  ℎ +  𝑏  

𝐈𝐧𝐩𝐮𝐭/𝐮𝐩𝐝𝐚𝐭𝐞 𝐠𝐚𝐭𝐞:  𝑖 = 𝜎(𝑊  𝑥 +  𝑊  ℎ +  𝑏 ) 

𝐂𝐞𝐥𝐥 𝐮𝐩𝐝𝐚𝐭𝐞 𝐜𝐚𝐧𝐝𝐢𝐝𝐚𝐭𝐞:  𝑐~ = 𝑡𝑎𝑛ℎ(𝑊  𝑥 + 𝑊  ℎ + 𝑏 ) 

𝐌𝐞𝐦𝐨𝐫𝐲 𝐜𝐞𝐥𝐥 𝐮𝐩𝐝𝐚𝐭𝐞:  𝑐 = 𝑓 ∗  𝑐 +  𝑖 ∗  𝑐~                             (3.2) 

Here σ is the sigmoid function and * is an element-wise multiplication (Hadamard product). It 

can be observed that the memory cell update takes into account the long-term memory ct-1
 and 

the possible update candidate from the current input as the short-term memory. From there, the 

updated memory cell was then used in the following state updates: 

𝐎𝐮𝐭𝐩𝐮𝐭 𝐠𝐚𝐭𝐞:  𝑜 = 𝜎(𝑊  𝑥 +  𝑊  ℎ +  𝑏 ) 

𝐇𝐢𝐝𝐝𝐞𝐧 𝐬𝐭𝐚𝐭𝐞 𝐮𝐩𝐝𝐚𝐭𝐞:  ℎ = 𝑡𝑎𝑛ℎ(𝑜 ∗ 𝑐 )                  (3.3) 

From here it is clear, in order to incorporate CNN with LSTM (RNN), the CNN would act as 

a feature extractor. The global architecture of the RNNCNN is illustrated in Figure 3-5. 

 
11 Adapted from A. Ismail, T. Wood, and H. Bravo, “Improving Long-Horizon Forecasts with Expectation-Biased LSTM Networks,” 2018, 

under CC BY-SA 4.0 license 
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Figure 3-5 An unrolled representation of RNN and CNN combination. CNN acts as a feature extractor from 
the input image. The features (vector) from CNN will be the input to the LSTM units. 

The input for this RNNCNN network consisted of 20 frames of size 128x128 pixels, taken 

from the output of the localisation pipeline. The RNNCNN was trained end-to-end as a single 

network. Training time took approximately 10 hours. 

A more detailed view of the RNNCNN architecture is shown in Figure 3-6. Leaky ReLU [119] 

activation function (with α=0.1) was used in the shared-weight CNN component. The CNN 

component took one frame at a time and output a 1024 length feature vector per frame. The 

dynamic RNN (max 20 frames) used a LSTM unit [118] with 1024 nodes. ReLU was used as 

activation function in the RNN component. The final output layer was a regression layer, 

resulting in 168 landmark coordinates for 20 time frames. 

 

Figure 3-6 Landmark tracking RNNCNN (a) with a shared-weight spatial feature extraction component 
using CNN and temporal feature extraction using LSTM (Long Short-Term Memory), feature extraction 

component (b). 
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The RNNCNN was optimised using a composite loss function that simultaneously minimised 

position error, radial and midwall circumferential strain errors in each frame, defined on a slice-

by-slice basis as follows (Figure 3-7):  

𝑙𝑜𝑠𝑠(𝑡) = 𝑀𝑆𝐸(𝑡) + 𝜔 ∗ ∆𝜀 (𝑡)  +  𝜔 ∗ ∆𝜀 (𝑡) 

𝑀𝑆𝐸 =
1

𝑛
((𝑥′ −  𝑥 ) + (𝑦′ −  𝑦) ) 

∆𝜀 = |𝜀′ −  𝜀 | ∆𝜀 = |𝜀′ −  𝜀 | 

𝜀 (𝑡) = ∑
∆ ( )

∆ ( )
− 1   𝜀 (𝑡) = ∑

∆ ( )

∆ ( )
− 1    

 (3.4) 

where MSEt is the mean squared error between predicted (xi’, yi’) and ground truth (xi, yi) 

landmark positions at frame t (n = 168, the number of landmarks in one frame). ΔRk(t) is the 

distance between the epicardial and the endocardial landmarks along each radial line k in frame 

t, with t=1 being used as the reference frame. ΔCk(t) is the distance between two consecutive 

landmarks in the midwall circumference k at frame t (see Figure 3-7). The strain errors were 

given weight ω to adjust for their relative scale compared to the displacement errors. The radial 

and circumferential strains (εR and εC respectively) were calculated using the Green strain 

formula (eqn 3.1). The strains were averaged over the slice before computing the error (eqn 

3.4). 
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Figure 3-7 Measurements of radial and circumferential inter-landmark distances at (a) frame 1 (end diastole, assumed as 
the reference frame) and (b) frame t. Both images depict the seven circumferential rings of landmarks. Subendocardial, 
midwall, and subepicardial circumferential strain was calculated from the second, fourth, and sixth rings from the centre, 
respectively. ΔRkt shows the distance for radial line k in frame t, while ΔCkt shows the distance for circumferential line k in 
frame t. 

Based on the loss function, the network was effectively optimised using position (MSE) and 

strain (radial and circumferential) constraints. The Adam optimiser with learning rate 10-4 was 

used; learning rate was reduced by a factor of √2 for every 10th epoch. Training curve of the 

landmark tracking network is shown in Figure A-2. Overall accuracy in the test set was 

calculated based on 1) slice-based strain errors at ES between the predicted strain and ground 

truth, and 2) root mean squared position error of all landmarks within a slice at ED and ES.  

3.3.3 Statistics  

All statistical analyses were performed using SciPy Statistics [120], an open-source Python 

library for statistical functions. Continuous variables were expressed as mean ± standard 

deviation, with errors expressed as mean difference ± standard deviation of the differences, 

computed over slices. We use the terms bias to denote the mean difference and precision to 

denote the standard deviation of the differences. These were calculated across basal, mid and 

apical slices separately, to give results for each location. Bland-Altman analysis was used to 

quantify agreement by plotting difference against the mean of both measurements. Differences 

between automated and manual results, and inter-observer differences, were assessed using 

Student’s t test. Bonferroni correction was used with 15 tests (Table 3-2), giving p<0.0033 as 

significant. Manual inter-observer errors were obtained by comparing the landmark 

coordinates and strain differences (mean difference ± standard deviation of the differences, 

calculated over slices) between two observers on 40 cases. Differences in midventricular 
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circumferential strain due to disease processes (diabetes, high blood pressure, and previous 

heart attack) were tested using Welch’s unequal variances t-test.  

3.4 Results 

3.4.1 ROI Localisation  

The performance of the localisation network was evaluated visually and quantitatively on the 

test dataset (1245 slices). For visual evaluation, we reviewed the cases with the worst IoU and 

checked whether the cropped ROI was acceptable (i.e., contained the LV myocardium). None 

of the test cases were deemed to have an unacceptable ROI. The worst case had an IoU=53% 

and the average IoU for the test set was 90.4 ± 5.4%. Figure 3-8 shows the worst and typical 

example results and the accuracy distribution of the localisation network.  

 

Figure 3-8 Example results from the localisation network. (a) Intersection over union (IoU) of 53% and (b) IoU of 53% are 
the worst prediction results within the test set. (c, d) Typical prediction results. (e) Histogram shows the distribution of 
accuracy (IoU) throughout the test set. 

3.4.2 Landmark Tracking  

The root mean squared position error of the 168 landmark coordinates on the test dataset was 

4.1 ± 2.0 mm at ED and 3.8 ± 1.7 mm at ES (mean over slices ± std dev over slices). In 

comparison, the inter-observer position error on the 40 cases was 2.1 ± 1.8 mm and 2.0 ± 1.6 

mm at ED and ES, respectively (mean ± std dev). Root mean squared position error was mainly 
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due to variation in the placement of landmarks in the circumferential direction on the ED frame, 

corresponding to the localisation of the mid-point of the septum from the RV insertion points 

in the ground truth.  

Visual checks were performed on the worst cases (IoU < 70%, position error > 4mm, |error(εR)| 

> 0.2, or | error(εc)| > 0.05) as well as randomly selected cases to verify the landmark positions 

were acceptable (i.e. were located in the myocardium). Only 1 out of 1245 slices (0.08%) had 

grossly misplaced landmarks, due to the inaccurate prediction of the ROI (IoU=53%, Figure 

3-8a) which caused the ground truth landmarks (16 out of 168 in the ED frame) located outside 

the predicted ROI. Table 3-2 shows the predicted and ground truth strain values, with the mean 

and standard deviations of the differences between predicted and ground truth strains. In 

addition to the average strain over the whole myocardium, circumferential strain was also 

calculated for subepicardial, midwall, and subendocardial regions, using the 2nd, 4th, and 6th 

circumferential ring of landmarks respectively, as shown in Figure 3-7. All strain biases (mean 

difference) were small and not significantly different from zero, except for basal radial strain 

and basal and mid-ventricle midwall circumferential strain (likely due to the relatively large 

number of image slices). The prediction precision (standard deviation of the differences) was 

worse than the inter-observer precision, indicating the observers were more precise than the 

network.  

As a further comparison, the absolute errors for the network, as well as the absolute errors 

between the two observers, are shown in Table 3-2. The absolute errors were higher than the 

inter-observer absolute errors in many regions. This was due to the relatively worse precision 

of the network, indicating that more improvement can be made. In another word, this is also 

contributed by the high standard deviation of the differences. Circumferential strains were 

highest for subendocardial, and lowest for subepicardial regions, in agreement with previous 

studies [121]. Subendocardial estimates showed better precision, with radial strains having the 

worst precision, in agreement with previous studies [102].  
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Figure 3-9 Bland-Altman plots of the strains obtained for the left ventricle at end systole. The strain values obtained from 
the predicted landmarks were compared with those from the ground truth landmark. The first row shows radial strains 
for three different short-axis slices; the second row shows average circumferential strains. Blue line denotes the mean 
difference; red lines denote the 95% limits of agreement (mean ± 1.96 · standard deviation [SD]). 

Indicative inter-observer strain errors for two readers (n=40) are also shown in Table 3-2  for 

comparison (similar inter-observer differences were observed between the other readers). 

Small but statistically significant differences in strain were mainly due to differences in contour 

placement. Similar inter-observer differences using the same software in patients was found 

previously [102]. The automatically predicted strain showed comparable errors to the manual 

inter-observer strain errors, with worse precision but improved bias over a larger number of 

cases. As a further comparison, Table 3-2 also shows errors arising from the deformable 

registration method (using CIM 6.0) without manual correction on the 40 cases used to 

calculate the inter-observer variabilities, using the average observer strain as the ground truth. 

These errors were larger than the automated RNN-CNN prediction. 

Figure 3-9 shows Bland-Altman plots comparing the difference between the predicted and the 

ground truth ES strains obtained from the landmarks. These confirm that the average of the 

differences for εR and εC were approximately zero. Most of the cases can be seen to lie within 

the 95% limits of agreement (bias ± 1.96*precision). Some outliers can be seen indicating a 

few cases with large error. The limits of agreement for εR were the widest, in agreement with 

previous studies which showed reduced accuracy for radial strain using CMR tagging [102]. 

We observed smallest limits of agreement for the εC on the middle slice, and largest for the 

apical slice. 

An example of the resulting landmark detection and tracking at ED and ES, including the strain 

estimations for all time frames, is shown in Figure 3-10. Tracking error tended to increase 
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toward the end of the cine sequence when tag fading typically occurs during diastole. The fully 

automated framework could process images at approximately 260 frames (~13 slices) per 

second in an NVIDIA Tesla K40 with 12GB RAM. In comparison the manual analysis 

typically required 6-8 minutes per slice, giving an improvement approximately 5000x faster. 
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Table 3-2 End-systolic (ES) circumferential and radial strains (mean ± standard deviation) in short-axis slices, split between basal, mid, and apical slices. Asterisk (*) indicates statistically 
significant differences between two measurements (p<0.0033), for predicted strain error = predicted– ground truth slice strain, and manual inter-observer error = observer1 – observer2 
slice strain. For both prediction and inter-observer errors, results are presented at mean difference ± standard deviation of the differences. For absolute errors, the absolute value of the 
difference is used. Number of slices is shown for each region, except for manual inter-observer error and uncorrected deformable registration method (basal n=35, mid n=40, apical n=34). 

Type/ Region Ground truth Prediction 

Error Absolute Error 

Prediction Inter-observer Prediction Inter-observer 
Uncorrected 
deformable 
registration 

Basal (n=386)       
εC  -0.167 ± 0.032 -0.168 ± 0.029 -0.001 ± 0.025 -0.018 ± 0.009* 0.019 ± 0.017 0.019 ± 0.009 0.043 ± 0.018 
  Subendo -0.220 ± 0.045 -0.220 ± 0.040 0.000 ± 0.035 -0.028 ± 0.012* 0.027 ± 0.022 0.028 ± 0.012 0.068 ± 0.025 
  Midwall -0.162 ± 0.032 -0.166 ± 0.027 -0.004 ± 0.025* -0.016 ± 0.009* 0.019 ± 0.016 0.016 ± 0.008 0.039 ± 0.017 
  Subepi -0.114 ± 0.024 -0.115 ± 0.020 -0.001 ± 0.021 -0.008 ± 0.011* 0.016 ± 0.013 0.011 ± 0.008 0.019 ± 0.013 
εR 0.238 ± 0.099 0.213 ± 0.076 -0.025 ± 0.104* -0.023 ± 0.065 0.082 ± 0.069 0.054 ± 0.043 0.071 ± 0.054 

Mid (n=451)       
εC -0.196 ± 0.025 -0.197 ± 0.021 -0.001 ± 0.021 -0.011 ± 0.016* 0.016 ± 0.014 0.016 ± 0.011 0.049 ± 0.019 
  Subendo -0.256 ± 0.033 -0.258 ± 0.028 -0.002 ± 0.030 -0.020 ± 0.020* 0.023 ± 0.020 0.025 ± 0.015 0.072 ± 0.022 
  Midwall -0.191 ± 0.025 -0.194 ± 0.020 -0.003 ± 0.021* -0.008 ± 0.016 0.016 ± 0.014 0.014 ± 0.011 0.045 ± 0.019 
  Subepi -0.135 ± 0.022 -0.135 ± 0.017 0.000 ± 0.018 -0.001 ± 0.015 0.014 ± 0.012 0.011 ± 0.009 0.029 ± 0.016 
εR 0.231 ± 0.085 0.221 ± 0.064 -0.010 ± 0.100 -0.015 ± 0.053 0.076 ± 0.065 0.046 ± 0.030 0.083 ± 0.058 

Apical (n=408)       
εC -0.208 ± 0.032 -0.204 ± 0.029 0.004 ± 0.035 -0.013 ± 0.016* 0.027 ± 0.023 0.015 ± 0.013 0.073 ± 0.027 
  Subendo -0.273 ± 0.043 -0.268 ± 0.039 0.005 ± 0.049 -0.026 ± 0.019* 0.037 ± 0.033 0.027 ± 0.018 0.107 ± 0.034 
  Midwall -0.202 ± 0.032 -0.200 ± 0.027 0.001 ± 0.034 -0.009 ± 0.016* 0.026 ± 0.022 0.014 ± 0.012 0.066 ± 0.026 
  Subepi -0.143 ± 0.028 -0.139 ± 0.021 0.003 ± 0.028 0.000 ± 0.018 0.022 ± 0.018 0.014 ± 0.012 0.042 ± 0.024 
εR 0.187 ± 0.096 0.178 ± 0.071 -0.009 ± 0.103 -0.002 ± 0.080 0.081 ± 0.064 0.062 ± 0.051 0.128 ± 0.082 
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Table 3-3 shows differences in mid-ventricular circumferential strain for diabetes, high blood 

pressure and previous heart attack, as self-reported by the UK Biobank participants. In each 

comparison the manual analysis found statistically significant impairment between disease and 

reference (cases without hypertension, diabetes, or previous heart attack), which were 

reproduced with similar confidence intervals in each disease by the fully automatic method. 

LV mass and volume from MRI [122] are shown for comparison (indexed by body surface 

area). For high blood pressure, there were 818 cases in the training set, 195 cases in the 

validation set and 108 cases in the test set. For diabetes, this was 135, 30, 16 respectively and 

for previous heart attack 64, 13, 11 respectively.  

 

Figure 3-10 Example of ground truth compared with estimated landmarks during end diastole (ED) and end systole (ES) 
(top row) and strain calculation for the whole cine; circumferential strain (bottom left) and radial strain (bottom right). 
Vertical line marks the ES frame. 

3.5 Discussion 

Strain estimation from CMR tagging images is a challenging problem. We have designed a 

fully automated framework to calculate strains from CMR tagging images, while also providing 

anatomical landmark points. To our knowledge, our study is the first to provide fully automated 

analysis in a high throughput setting. The method is feasible for direct application to the 
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100,000 participants of the UK Biobank imaging substudy, as these cases become available. 

The method was able to learn the previously validated deformable registration method, as well 

as the manual correction of tracking errors. We are not aware of other fully automated methods 

that do not require some manual intervention for tagged CMR images in practice. Our results 

suggest that the proposed framework can instantly (in real time) produce unbiased estimates of 

regional myocardial strains with reasonable precision, which reproduce differences due to 

disease processes. In a high-throughput clinical setting, this method can be employed as a 

robust first pass evaluation. 

Table 3-3 Reduction in midventricular slice circumferential strain associated with diabetes, hypertension, or previous 
heart attack, in 1245 midventricular slices from the test and validation cases. CI: 95% confidence interval for the 
differences between disease and reference (Welch two-sample t-test with unequal variances). Reference: cases without 
hypertension, diabetes or previous heart attack. LV volumes and mass also given for comparison. EDVi: end-diastolic 
volume index; ESVi: end-systolic volume index; LVMi: LV mass index; EF: ejection fraction. Volumes and mass are indexed 
to body surface area. *P<0.05 compared with Reference. 

Parameter Diabetes 

(n=46) 

Hypertension 

(n=303) 

Heart Attack 

(n=24) 

Reference 

(n=888) 

εC (Manual) -0.188 ± 0.030* -0.192 ± 0.025* -0.175 ± 0.040* -0.199 ± 0.023 

          95% CI (0.003, 0.020) (0.004, 0.010) (0.008, 0.042)  

εC (Pred.) -0.186 ± 0.020* -0.194 ± 0.022* -0.176 ± 0.033* -0.199 ± 0.022 

          95% CI (0.006, 0.019) (0.002, 0.008) (0.009, 0.037)  

EDVi (ml/m2) 75 ± 12 78 ± 14 88 ± 14* 78 ± 15 

ESVi (ml/m2) 33 ± 11 32 ± 9 40 ± 11* 32 ± 9 

LVMi (g/m2) 50 ± 10* 51 ± 10* 49 ± 9 46 ± 9 

EF (%) 58 ± 10 59 ± 7 53 ± 8* 60 ± 6 

 

The performance of the fully automated framework is comparable to previous studies 

comparing CMR tagging with DENSE or feature tracking [8], [51], [102]. In particular, a 

previous validation study using the same manually corrected tagging analysis procedure in 

patients [102], found inter-observer circumferential strain errors of -0.006 ± 0.034 for tagging, 

and similar errors between DENSE and tagging [102]. Radial strains are known to be 

underestimated with tagging compared with DENSE and feature tracking [102], and have 

worse precision due to the large tag spacing relative to the distance between the endocardium 
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and epicardium [52]. In our study, both circumferential and radial strains at ES showed minimal 

bias. Although the basal εR, basal midwall εC, and the midventricular midwall εC were 

statistically different (p<0.0033), the magnitude of the bias (-0.025, -0.004, and 0.003 

respectively) are unlikely to be clinically significant. Since the network saw cases from all 

readers in the training set, it could learn an average of all readers and avoid the particular bias 

commonly associated with individual human readers.   

CMR tagging has also been incorporated into several large cohort studies, including the Multi-

Ethnic Study of Atherosclerosis [123], and the UK Biobank CMR imaging extension [11]. In 

particular, CMR tagging was included in the UK Biobank CMR imaging protocol in order to 

provide accurate myocardial strain estimation for the analysis of developing disease [11]. Fully 

automatic strain analysis would therefore improve the utility of CMR tagging in large cohort 

studies. This method can be applied for the automated analysis of the remaining UK Biobank 

CMR cohorts, which is estimated to be approximately 100,000 participants by 2023 and 10,000 

with repeat imaging two to three years after the initial imaging visit. 

The root mean squared position error were relatively high due to the difficulty in locating the 

precise mid-point of the septum. This was also seen in the inter-observer position error. The 

error in position does not propagate to errors in strain, which depends only on the relative 

motions between ED and ES. However, strain errors are increased in the apical slice, due 

primarily to thin and obliquely oriented myocardial walls, partial voluming, and large motions.  

Experiments and hyper-parameter tuning 

For the localisation CNN, lower adjustment fraction (λ<0.3) gave more precise estimate of the 

LV ROI, however it left the tracking network with reduced spatial context, which led to reduced 

accuracy (see Appendix A). In future work, further augmentation including arbitrary rotations 

and translation might further improve the accuracy. However, we found 90% IoU accuracy to 

be acceptable and no cases were found to fail outright (i.e., not include the LV).  

For the landmark tracking network, we also experimented with a separately trained landmark 

detection CNN and subsequent landmark tracking RNN. The separately trained networks were 

inferior in performance since the CNN can only process each frame independently, therefore 

did not guarantee motion coherence from frame to frame. The end-to-end RNNCNN 

architecture was more difficult to optimise and sensitive to changes. Tweaking the network 

required a balance between the CNN and RNN components. Weights for the strain errors (ω=1, 

5, 10), batch size (20, 25, and 30), CNN activation function (ReLU, leaky ReLU), LSTM nodes 
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(400, 512, 600, 800, 1024, and 2048), and additional dense layers before and after the LSTM 

unit, resulted in reduced performance during training. In the combined RNNCNN network, we 

found that leaky ReLU [124] was an important key hyperparameter in the CNN component, 

which allows negative values to be updated and prevents missing spatial information that might 

be useful for the RNN component. The overall lean RNNCNN architecture was inspired by 

MariFlow [125].  

Limitations and Future Work  

The neural networks for this study were trained with a single dataset, derived from the UK 

Biobank, which is homogenous in imaging protocol and consisted of mainly healthy subjects 

[122]. Additional augmentations to the dataset are needed to adapt the neural network for a 

different dataset, such as pathologies not seen in UK Biobank or data from different imaging 

protocols, which may have different tag spacing and image properties (e.g., brightness, 

contrast). Enriching the data with augmentations and possibly using different training datasets, 

would improve the robustness of the network. At the current stage, while the network was 

performing well on UK Biobank data, the performance on other datasets is yet to be evaluated. 

Although the bias was excellent, more work is needed to improve the precision to match that 

of manual analysis. Table 3-2  shows that the network precision is approximately twice that of 

the inter-observer error, which is adequate for large scale studies like UK Biobank but not for 

identifying subtle changes in individual patients. Another limitation is the number of frames 

which is fixed (t=20) due to the current limitation of Tensorflow implementation. Future work 

will explore calculation of segmental strains by assigning a segment label (according to 

American Heart Association [47]) to every landmark. Additionally, other variants of RNN, 

such as Bidirectional RNN [126] and Convolutional LSTM [127] are possible candidates to 

improve the network by allowing backward temporal relationship and preserve spatial 

information, respectively. It would also be very useful to have an automatic evaluation of tag 

image quality, particular in the context of tag fading in order to determine when tags are not 

analysable in part of the cardiac cycle. 

Code and Data Availability 

The code is available at https://github.com/EdwardFerdian/mri-tagging-strain. In addition, the 

raw data, the derived data, the analysis, and results of this study is available from the UK 

Biobank central repository (application number 2964). Researchers can request access to these 
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data through the UK Biobank application procedure (http://www.ukbiobank.ac.uk/register-

apply/) 

3.6 Conclusions 

In this study, we have introduced a fully automated framework to estimate radial and regional 

circumferential strains from CMR tagging images using a deep learning framework. The 

framework could detect and track 168 landmarks over many frames by utilising spatial and 

temporal features. The method resulted in unbiased estimates of reasonable precision, suitable 

for a robust evaluation in a high throughput setting in which manual initialisation or interaction 

is not possible. The method reproduced significant reductions in strain due to diabetes, 

hypertension, and previous heart attack. 
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4 Super-Resolution 4D Flow MRI using Deep Learning and 

Computational Fluid dynamics 

One of the specific aims of this thesis was to explore the use of deep learning in motion-based 

MR images. In the previous chapter, we have shown how deep learning is able to improve 

strain analysis using spatially encoded magnetisation in MR tagging images. Here, we explore 

the use of phase-encoded motion, such as velocity, in blood flow imaging, also known as 4D 

Flow MRI. 

As described previously, 4D Flow MRI is an emerging technique enabling visualisation and 

quantification of blood flow and hemodynamics. It does, however, have a key limitation, which 

is its low spatiotemporal resolution. This limitation is directly related to the amount of 

acquisition time. 

The acquired low resolution data are still useful in measuring hemodynamics to sufficient 

accuracy. Nevertheless, improving resolution may allow flow-derived variables, such as 

pressure gradients and wall shear stresses, to be estimated with greater accuracy. 

Improving image spatial resolution through deep learning, also known as super-resolution, is a 

known computer vision problem. Super-resolution is an ill-posed problem because one input 

may correspond to many possible solutions. The biggest challenge in super-resolution is to 

recover high frequency information. Despite recent progress in super-resolution networks, 

there was, at time of writing, no method available for 4D Flow MRI. Some of the reasons were 

due to its large data size and lack of training data. 

 Other studies resort to CFD simulations in order to obtain high resolution and accurate 

simulations, which use boundary conditions based on measurements obtained from MR 

images. However, this is not a practical solution in a clinical setting, as it requires customisation 

of the fluid dynamic simulations, a large amount of pre-processing, preparation, and 

computation power.  

In this study, we aim to combine the capability of CFD in generating accurate simulations, 

hence acting as a training data generator, in order to train a deep learning model. In this study, 

we also show how to bridge the gap between physics simulations and MR images, where 

characteristically similar synthetic data, can then be used as training data. The aim of the 
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network is therefore to improve spatial resolution of clinical 4D Flow MRI, while being trained 

only on synthetic low/high resolution data pairs. 

This chapter is based on the manuscript “4DFlowNet: Super-Resolution 4D Flow MRI using 

Deep Learning and Computational Fluid Dynamics” published in Frontiers in Physics [128]. 

The manuscript was published under a Creative Commons Attribution License (CC BY 4.0). 

4.1 Abstract 

4D-flow magnetic resonance imaging (MRI) is an emerging imaging technique where 

spatiotemporal 3D blood velocity can be captured with full volumetric coverage in a single 

non-invasive examination. This enables qualitative and quantitative analysis of hemodynamic 

flow parameters of the heart and great vessels. An increase in the image resolution would 

provide more accuracy and allow better assessment of the blood flow, especially for patients 

with abnormal flows. However, this must be balanced with increasing imaging time. The recent 

success of deep learning in generating super-resolution images shows promise for 

implementation in medical images. We utilised computational fluid dynamics simulations to 

generate fluid flow simulations and represent them as synthetic 4D Flow MRI data. We built 

our training dataset to mimic actual 4D Flow MRI data with its corresponding noise 

distribution. Our novel 4DFlowNet network, trained on this synthetic 4D Flow data, was 

capable of producing noise-free super-resolution 4D Flow phase images with upsample factor 

of 2. We also tested the 4DFlowNet in actual 4D Flow MR images of a phantom and a volunteer 

and demonstrated comparable results with the actual flow rate measurements giving an 

absolute relative error of 0.6 to 5.8% and 1.1 to 3.8% in the phantom data and normal volunteer 

data, respectively. 

4.2 Introduction 

Cardiovascular magnetic resonance imaging (MRI) is a rapidly advancing non-invasive 

quantitative imaging method which enables precise evaluation of heart function. While being 

able to image the time-varying cardiac anatomy with high contrast, it can also acquire images 

of intravascular hemodynamics with blood velocity encoded in the phase difference of the MRI 

signal. Recent developments enable full 4D mapping (3 spatial dimensions plus time) of 

intravascular flow. 4D Flow provides a promising clinical utility to assess the hemodynamics 

of the blood inside the heart chambers and the great vessels for patients with cardiovascular 

disease [129]–[133]. 
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Although 4D Flow MRI provides complete coverage of blood flow inside the cardiovascular 

system, it still has limitations associated with signal-to-noise ratio (SNR), velocity encoding 

(VENC) and spatiotemporal resolution [134]. As the current resolution for 4D Flow MRI is 

limited, some of the hemodynamic parameters, such as wall shear stress, cannot yet be 

calculated accurately. 

To obtain improved resolution, several studies have explored the use of computational fluid 

dynamics (CFD) in combination with 4D Flow MRI [12], [38], [135], [136]. CFD simulations 

are computed by solving the continuity equation and Navier-Stokes equation within the 

computational domain of interest. Compared to 4D Flow MRI, CFD is able to achieve much 

higher spatial and temporal resolutions. However, CFD solutions are dependent on accurate 

geometry as well as personalised inlet and outlet boundary conditions, in which 4D Flow MRI 

can complement to a certain extent. With the ability of CFD to accurately model blood flow 

with (theoretically) unlimited spatiotemporal resolution, we could generate high resolution 

(HR) flow images. Low resolution (LR) images could then be generated by downsampling the 

HR images. By having LR-HR image pairs, the problem can be effectively modelled as an 

image super-resolution (SR) problem. 

Recent advances in image super-resolution using deep learning [137]–[139], have shown 

capabilities in enhancing image resolution, filling in missing details, and information recovery. 

However, image super-resolution remains a challenging task and an ill-posed problem.  

Although advances in natural images and computer vision have lately been adopted for medical 

images [140], [141], none of these studies worked with velocity fields or 4D Flow MRI 

representations (i.e. phase and magnitude images). 

Some of the challenges in implementing super-resolution for 4D Flow MRI include the large 

image size and complex representation of the data (e.g., magnitude and phase). In 4D Flow 

MRI, velocity fields are encoded in three velocity-encoded images (i.e., phase contrast images), 

which represent each velocity component in Cartesian coordinates. Additionally, each phase 

contrast image is accompanied by a corresponding magnitude image which represents the 

proton density (in addition to T1 and T2 effects). From here on, we will refer to “phase contrast 

image” as “phase image”, for brevity. Besides the high dimensionality of the data, MR images 

are inherently noisy. Therefore, applying deep learning to 3D problems is still very challenging, 

mainly due to the memory limitations because of the high dimensionality and sparsity of the 

data. 
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Moreover, unlike natural images, medical image datasets, such as 4D Flow MRI, are not readily 

available. Especially for 4D Flow MRI, which is a recent technology mainly used for research 

purposes, there are still no standard acquisition protocol, and high-resolution data are lacking.  

We propose a novel deep learning approach for super-resolution network to increase the spatial 

resolution of 4D Flow MRI, trained on purely synthetic 4D Flow MR data. The synthetic 4D 

Flow MR data were generated from CFD solutions and were made consistent with the image 

representations and characteristics of MRI. The deep learning network was trained to learn the 

mapping from noisy LR to noise-free HR phase images. To validate the method and test 

whether this mapping can be applied to actual 4D Flow Magnetic Resonance (MR) images, we 

evaluated our method with both synthetic and actual 4D Flow MR images.  The actual 4D Flow 

MRI data consists of in-vitro scan of flow phantom imaged at two resolutions, and an in-vivo 

scan of a normal volunteer. 

4.3 Methods 

4.3.1 Geometry extraction 

The ideal training data set for this study would include large numbers of paired low resolution 

and high resolution 4D Flow MRI images. However, collecting these data pairs is not 

economically feasible. Instead, we propose an approach to generate training data from CFD 

simulated flow data. 

We used three aortic geometries for the CFD simulations from a healthy volunteer (aorta01) 

and two aortic geometries from MICCAI-STACOM CFD challenge in 2012 (aorta02) and 2013 

(aorta03) [81], [142], where both have narrowing in the aortic vessel (coarctation). The aorta01 

geometry was extracted from a 4D Flow MRI study, acquired using 1.5T scanner 

(MAGNETOM Avanto fit, Siemens Healthcare, Erlangen, Germany) scanner. The 4D Flow 

images were acquired with retrospective gating, encoding velocities of 150 cm/s (VENC) at 

2.375 mm grid spacing, 2.75 mm slice thickness, covering the entire heart and great vessels. 

Other parameters included repetition and echo time (TR/TE) of 38.8 and 2.3 ms, respectively; 

7o flip angle, with 37.5 ms temporal resolution and 20 reconstructed frames. 

Our 4D Flow dataset, consists of 3 pairs of magnitude and phase images, representing each of 

the Cartesian direction. To define the anatomical structure, a temporal mean phase-contrast 

magnetic resonance angiogram (PC-MRA) [143] was constructed with the following formulae: 
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𝑀 = 𝑴𝒙
𝟐  + 𝑴𝒚

𝟐  + 𝑴𝒛
𝟐                                𝑉 = 𝑽𝒙

𝟐  + 𝑽𝒚
𝟐  + 𝑽𝒛

𝟐 

𝑃𝑪 − 𝑴𝑹𝑨 = 𝑴 ∗ 𝑽                           𝑃𝑪 − 𝑴𝑹𝑨 =
𝟏

𝑻
∑ 𝑷𝑪 − 𝑴𝑹𝑨(𝒕)𝑻

𝒕 𝟏        (4.1) 

where V represents the velocity, M represents the magnitude, x, y, and z represent the velocity 

component on its respective axis. This temporal mean PC-MRA was then used to extract the 

geometry. Firstly, segmentation was performed semi-automatically on the PC-MRA image 

using ITK-SNAP’s active contour method [144]. The resulting segmentation was extracted 

using thresholding, connected component analysis, and surface triangulation using Paraview 

[145]. Subsequently, manual refinements were performed using Blender 2.8 [146]. 

 

Figure 4-1 Three aorta geometries for CFD simulations. Aorta01 (A) was extracted from PC-MRA of a normal 
volunteer data, Aorta02 (B) was modified from the MICCAI-STACOM 2012 CFD challenge, and Aorta03 (C) 
was taken from the MICCAI- STACOM 2013 CFD challenge. The red arrows mark the coarctation region. 
Inlet and outlet boundaries are shown in the Figure. Description: AscAo=ascending aorta, 
DescAo=descending aorta, RSA=right subclavian artery, RCCA= right common carotid artery, LCCA=left 
common carotid artery, and LSA=left subclavian artery, BCA=brachiocephalic artery. 

Aorta01 comprised of 4 aortic arch branches, right subclavian artery (RSA), right common 

carotid artery (RCCA), left common carotid artery (LCCA), and left subclavian artery (LSA). 

For aorta02 and aorta03, the first two branches were simplified by a common brachiocephalic 
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artery (BCA). The three aortic geometries used for the CFD simulations are shown in Figure 

4-1. 

4.3.2 Numerical simulation 

4.3.2.1 Mesh independence study 

A mesh independence study was carried out on aorta01 by using different element sizes for the 

inner mesh over three grid resolutions (2.0, 1.0, and 0.5 mm tetrahedral elements) using a 

steady-state simulation (Table 4-1). For all three grid resolutions, the same boundary layer 

setup was used (5 prism layers, 0.77 transition ratio, 1.2 growth rate). 

Table 4-1 Mesh independence study on three different mesh resolutions. Number of nodes and elements are shown for 
comparison. Computation time are shown for the solution to reach convergence on a steady-state simulation. 

Element size (mm) 2.0 1.0 0.5 

Nodes 37,256 197,650 1,288,919 

Elements 92,155 658,263 5,609,471 

Computation time 40 s 190 s 911 s 

 

The simulation was performed with an inlet velocity of 1 m/s (Re = 5,300), and outflow 

boundary conditions with percentage ratio of 60/15/5/5/15 % for the descending aorta, RSA, 

RCCA, LCCA, and LSA, respectively. The standard k-ε turbulence model was chosen to 

account for possible turbulence effects. A convergence criterion of scaled residual (RMS) less 

than 10-4 was applied for momentum and mass. The numerical simulations were performed 

using ANSYS 19.2 (Canonsburg, PA, USA). 

 

Figure 4-2 Mesh independence study on the aorta01 geometry. 

The selected meshing strategy (1 mm elements) compared to the finer mesh (0.5 mm elements), 

resulted in differences of less than 4% for average velocity at five cross-sectional planes 
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measured throughout the aorta (Figure 4-2). Pressure differences were compared at the five 

outlets (descending aorta and the four branching vessels) relative to the inlet, resulting in less 

than 2% difference in pressure gradients. Accordingly, this meshing strategy was selected 

considering the computation cost and computational resource availability. 

All 3 geometries were discretised using the selected meshing strategy, with additional local 

refinements applied when necessary. The final mesh sizes for aorta01, aorta02, aorta03 

consisted of 0.66 x 106, 1.16 x 106, and 0.99 x 106 elements, respectively.  

4.3.2.2 Boundary conditions 

Patient-specific velocity, flowrates, and pressure waveforms were extracted from the 4D Flow 

MRI case using Siemens 4D Flow Demonstrator V2.4 (Siemens Healthineers, Erlangen, 

Germany). Slices were positioned at the ascending aorta – distal to the aortic root, the base of 

the branching vessels, and the distal end of the thoracic aorta. From the base of the branching 

vessels, only the measurements from the base of BCA and LSA were obtained, due to limited 

spatial resolution. 

Table 4-2 Geometry properties and boundary conditions for the three aorta geometries. Abbreviations: Re=Reynolds 
number, AscAo=ascending aorta, DescAo=descending aorta, RSA=right subclavian artery, RCCA=right common carotid 
artery, LCCA=left common carotid artery, and LSA=left subclavian artery, BCA=brachiocephalic artery. 

Geometry Aorta01 Aorta02 Aorta03 

Dimension (mm) 232.8 x 83.4 x 105.9 32.3 x 52.3 x 167.4 203.3 x 48.5 x 61.2 

# elements 0.66 x 106 1.16 x 106 0.99 x 106 

Inlet diameter 20 mm 15 mm 20 mm 

Re (average) 

Re (peak) 

1170 

4530  

876 

3390 

1170 

4530 

Boundary conditions 

Inlet (AscAo) Velocity waveform Velocity waveform Velocity waveform 

Outlet (DescAo) Constant pressure Constant pressure Constant pressure 

BCA Pressure waveform #1 - - 

RSA - Pressure waveform #1 Pressure waveform #1 

RCCA - Pressure waveform #1 Pressure waveform #1 

LCCA Pressure waveform #2 Pressure waveform #2 Pressure waveform #2 

LSA Pressure waveform #2 Pressure waveform #2 Pressure waveform #2 
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Within the Siemens 4D Flow software, pressure waveforms were calculated using the 

simplified Bernoulli equation. The extracted pressure measurements were then recalculated 

relative to the constant pressure prescribed at the descending aorta. The obtained measurements 

were for a cardiac cycle period of 0.71 s. 

For all three geometries, we prescribed the same boundary conditions: velocity waveforms at 

the inlet, constant static pressure (P0 = 0 Pa) at the descending aorta outlet, and pressure 

waveforms at the branching vessels, relative to the pressure at the descending aorta. A uniform 

velocity profile was used at the inlet. This simplification was made because a previous study 

showed that the inlet velocity profile has little impact on the flow region in the aorta, whereas 

the choice of outlet boundary condition affects larger regions of the flow in the aorta [147]. 

Lastly, a no-slip boundary condition and rigid-wall assumption were applied on the vessel wall. 

Geometry properties, inlet and outlet boundary conditions are shown in Table 4-2 and Figure 

4-3. 

 

Figure 4-3 Boundary conditions for CFD simulation: velocity waveform for inlet boundary condition (top) and pressure 
waveforms for the outlet boundary conditions (bottom) which were acquired from 4D Flow MRI measurements. The aorta 
geometry image (right) shows where the boundary conditions are prescribed. Inlet velocity waveform is prescribed as the 
inlet boundary condition; constant pressure P0 is prescribed at the descending aorta as outlet boundary condition; and 
pressure waveforms are prescribed at the aortic branches as outlet boundary conditions (see Table 4-2). 

It is important to note here that even though our boundary conditions were not as accurate in 

terms of subject-specific flow (e.g., compared with the Windkessel model), the rationale of 
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performing these CFD simulations was to generate reasonable aortic flow patterns and a 

sufficient amount of generic flow data suitable for training a deep learning algorithm [80].  

4.3.2.3 Finite element analysis 

Blood was modelled as an incompressible Newtonian fluid with a density of 1060 kg/m3 and 

viscosity of 4 x 10-3 Pa s. A time step of 0.01 s was used for the transient simulation for one 

heart cycle, with a total time of 0.71 s. The second order backward Euler transient scheme was 

employed. The Navier-Stokes equations were solved in ANSYS CFX 19.2. Average Reynolds 

numbers (Re) per heart cycle were 1170, 876, and 1170 for aorta01, aorta02, and aorta03 

respectively; at the peak flow Re reached 4530, 3390, and 4530 respectively. However, the 

Reynolds number within the cycle was mostly low (~1000), thus laminar flow was used to 

model the transient simulation with a convergence criterion of scaled residual value (RMS) to 

be less than 10-4. Each CFD simulation resulted in 72 time frames (including t=0), with the first 

frame omitted due to zero initialization values, resulting in a total of 71 frames.  

4.3.3 From CFD to image 

4.3.3.1 Generating high resolution images 

We extracted the velocity data from each time frame in ANSYS CFD-Post by using point 

clouds with uniform grid of 0.594 mm spacing projected into multiple planes with the same 

spacing. Velocity fields were represented as velocity vectors. The voxel size was taken at four 

times higher than the current MRI resolution in the in-vivo dataset. For each time frame, three 

velocity field images were reconstructed, representing three velocity components, Vx, Vy, and 

Vz, which correspond to the x, y, and z axes, respectively. The resulting images have resolution 

of 0.59 mm3 isotropic. Due to the image grid discretization, the resulting images were aliased, 

having jagged edges. From here, a binary mask was created to distinguish between fluid and 

non-fluid regions. 

A magnitude image pair was created by multiplying the binary mask with a non-zero constant 

value in the fluid region, representing the magnitude of the fluid signal, and a zero magnitude 

outside the flow, representing no-signal regions in which the phase is undetermined. The 

magnitude image corresponds to the velocity field image, where it suffers from aliasing as well. 

To remove this aliasing artifact and simulate partial volume effect in actual MR images, we 

apply a Super-Sampled Anti-Aliasing (SSAA) method by first upsampling both velocity and 

magnitude images by a factor of 2 and downsampling them to their original resolution. 
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Subsequently, only the anti-aliased edge was added to the image, keeping the original 

information of velocity and magnitude intact. Other than simulating partial volume effects, the 

anti-aliasing method also helps with Gibbs ringing artifacts, which will be discussed in the next 

section. A comparison between the aliased and anti-aliased velocity and magnitude image is 

illustrated in Figure 4-4. 

Additionally, the anti-aliasing was also applied on the mask, resulting in a non-binary valued 

mask. To revert this to a binary mask and to include the anti-aliased edges, thresholding was 

applied (≥ 0.5). This value is however adjustable and can be changed during the network 

training. 

 

Figure 4-4 A comparison between aliased and anti-aliased velocity and magnitude images. Anti-aliasing was performed 
using Super-Sample Anti-Aliasing (SSAA) method, where only the edge was added back to the original image. 

The anti-aliased velocity and magnitude image pairs were the ones used as the ground truth 

noise-free HR data for training. Now that we have the HR dataset for ground truth, we need to 

generate the LR dataset corresponding to the HR images. To represent the velocity image as a 

4D Flow MR phase contrast image equivalent, we encoded the velocity images to phase 

images, by setting a VENC higher than the maximum velocity (per velocity component) to 

avoid phase-aliasing. The resulting phase image consists of normalised values with the range 

of –π to π. 

4.3.3.2 Generating low resolution images – the k-space downsampling 

The reconstructed velocity images from CFD simulations do not share the same characteristics 

with 4D Flow MRI images. The velocity images are noise-free and not bounded to the value 
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of the VENC parameter, which is an MR parameter to be specified prior the acquisition to 

adjust the maximum velocity corresponding to an 360o phase shift in the data. In 4D Flow MRI, 

complex-data images are acquired according to the MRI point-spread function [148], and 

velocity information is encoded in the phase, whereas the magnitude is dependent on the 

transverse magnetization composition of the voxel (with signal components from fluid, soft 

tissue or air). 

Additionally, actual 4D Flow MR images also have static tissue (non-zero magnitude, low 

flow) adjacent to vessels. Our ground truth images only contained the vessel of interest and no 

other fluid regions nor static tissue regions. 

To ensure the network learned properly, it required LR input images that resemble 4D Flow 

MR images’ characteristics, especially the noise distribution. The noise in the phase and 

magnitude images are governed by different distributions. The noise in the magnitude image 

is governed by the Rician distribution, while in the no signal region, where only noise is 

present, it is governed by the Rayleigh distribution [37]. 

For phase contrast images, within the signal region, the noise can be considered as a zero mean 

Gaussian distribution [37]. However, in image regions where there is no signal, the phase 

contrast (Δθ) can point to any direction with the same probability. Hence the noise distribution 

follows a uniform distribution, which is given by [37] 

𝑝(𝜃) =
 for − π < Δθ < π 

        0    for Δθ < −π or Δθ > π 
    (4.2) 

Despite the different noise distributions found in the magnitude and phase image pair, when 

represented as a complex image, it can then be reconstructed into real and imaginary images 

where the noise is assumed to have a zero mean Gaussian distribution for each channel [37].  

To generate realistic synthetic MR images, we first compute the complex image from the HR 

magnitude and phase pair. Subsequently, the Fourier transform was applied to transform the 

complex image into its complex representation in the frequency (k-space) domain. 

Downsampling was performed by truncating the outer-part (high frequency) information from 

the 3D k-space along the three axes, resulting in all axes having half the original size. A zero-

mean Gaussian noise was added to the truncated k-space, with a certain standard deviation (σ) 

to reach the target SNR. And finally, the inverse Fourier transform was applied to transform 

the k-space back to the complex image representation in the spatial domain. From here, the 
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new magnitude and phase image pair can be computed. The downsampled magnitude and 

phase images have the correct noise characteristics as explained above. This k-space 

downsampling method is shown in Figure 4-5. 

As mentioned above, the noise was added with a certain target SNR, where the parameter σ for 

its standard deviation can be calculated. The power of signal was approximated as 𝑷𝒙 =

𝟏

𝑵
|𝒙(𝒏)|𝟐𝑵

𝒏 𝟎
 , where x(n) = xP(n) + i . xQ(n), where x(n) is a complex number expressed 

as the sum of its real and imaginary parts. Using the equation 𝑺𝑵𝑹𝒅𝒃 = 𝟏𝟎 𝐥𝐨𝐠
𝑷𝒙

𝑷𝒏
  , we could 

then calculate the power of noise 𝑷𝒏, which is the variance of the noise (σ2).  Since x(n) is 

complex, a white Gaussian noise with standard deviation of σ can be added directly to the 

complex k-space.  

 

Figure 4-5 The k-space downsampling method to generate synthetic 4D Flow images. White Gaussian noise was added in 
the frequency domain to mimic actual MRI characteristics. The visualization shows a 2D representation of the k-space 
while the actual downsampling step is performed in 3D. 

An example of resulting HR and LR phase images are shown in Figure 4-6 (C, D). The 

synthetic HR phase image is noise-free while the LR phase image contains MR noise 

characteristics. Despite having similar noise characteristics, the generated synthetic image 

lacks static tissue regions. While this may affect the network, static tissue regions have near-

zero flow. To compensate for this, low flow images in the training data might be adequate for 
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mimicking static tissue regions. The distinct noise characteristics may further improve the 

network capability in distinguishing between signal and no-signal regions. From the LR and 

HR training pairs, the network target is two-fold, increasing the spatial resolution by a factor 

of 2 and denoising the phase/velocity images. 

 

Figure 4-6 An example of the different phase images. The figures show the following: (A) phase contrast image of actual 
4D Flow MRI of a bifurcation phantom; the real phantom is shown in the bottom left corner of the image. (B) Actual 4D 
Flow phase contrast image of a normal volunteer; the corresponding magnitude image is shown in the bottom left corner. 
(C) Noise-free synthetic phase contrast image from CFD simulation result, which is treated as the ground truth high 
resolution phase contrast image for the training dataset; the actual 3D geometry is shown in the bottom left corner. (D) 
Low resolution synthetic phase image with noise which is a result of the downsampling step. All values in the image are 
mapped between [-π, π] range representing negative and positive velocity values encoded as phase.  

4.3.3.3 Gibbs phenomenon – the ringing artifact 

Due to the sharp high frequency cut-off on the k-space downsampling method, Gibbs 

phenomenon (ringing artifact) was expected on the generated LR image. However, the anti-

aliasing method that was applied previously on the HR image, helped in reducing the ringing 

artifact. The anti-aliased images have smoother edges; when downsampled, the ringing artifact 

becomes less pronounced. An example of the downsampled images from Figure 4-4 are shown 

in Figure 4-7. 
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Figure 4-7 A comparison between low resolution (LR) images downsampled from aliased and anti-aliased velocity and 
magnitude images. Ringing artifact can be seen more prominent on the LR images (both velocity and magnitude) 
downsampled from the aliased images.  

As seen in the figure, without anti-aliasing, the ringing artifact is more pronounced outside the 

fluid domain, which may cause unwanted noise for the training dataset. For the magnitude 

image, the ringing is more subtle (due to the dynamic range) but can be clearly seen inside the 

fluid domain. This ringing artifact is not seen on actual 4D Flow MRI image. For this reason, 

the anti-aliasing method provided a more realistic LR dataset to train the network. 

4.3.4 Network and training 

4.3.4.1 Data augmentation and patch selection 

Data augmentation was performed in several parts of the data preparation process. In the 

downsampling process, there were three types of data augmentation. First, VENCs were chosen 

randomly from a subset of [30, 60, 100, 150, 200, 250, and 300 cm/s] for each velocity 

component. The chosen VENC was always higher than the maximum velocity component at 

each frame to avoid phase aliasing. Secondly, a constant intensity value was chosen randomly 

from a range of 60-240 intensity values for the fluid region in the magnitude image. Finally, 

we added different noise levels, by varying the target SNR between 14-17 decibels. These 

augmentations were chosen randomly and applied to each time frame. 

To compensate for the limited amount of shape and variations in the geometry, we selected a 

patch-based approach in training the super-resolution network. From each frame, we extracted 

10 patches of 163 voxels (in the LR image). The locations of the patches were randomly 
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selected, acting as random translations. For 9 out of 10 patches in each frame, we asserted a 

minimum fluid region of at least 20%, leaving the last patch unconstrained (potentially 

containing no fluid region). For every selected patch, we applied rotations in all 3 planes in 3 

different angles, at 90o, 180o, and 270o. As a result, 100 patches were obtained from each frame, 

adding up to a total of 7,100 patches per geometry.  

The training set consisted of 14,200 patches from aorta01 and aorta02. Aorta03 was used for 

test and validation. The validation dataset consisted of 1 random patch per frame, with 9 

different rotations, resulting in 10 patches per frame and a total of 710 patches. For the test 

dataset, patches from aorta03 were generated sequentially with a stride of (n-4), with n as the 

LR patch size. Additionally, we utilised actual 4D Flow MRI acquisitions of a bifurcation 

phantom and a healthy volunteer. The phantom dataset had two different isotropic resolutions 

(4 mm and 2 mm), while the healthy volunteer dataset has a single resolution (2.375 x 2.375 x 

2.4 mm). 

4.3.4.2 Network architecture and Training 

Deeper neural networks have the capability to learn more complex features. However, adding 

more layers lead to degradation of accuracy, which may be caused by the network complexity 

and difficulties in optimisation [149]. He et al. addressed this issue by introducing residual 

blocks, which learn residual functions with reference to the layer inputs and an identity 

mapping function. The residual block is constructed by adding a shortcut connection from the 

input to skip one or more layers within the block. In a formal notation, the residual block can 

be written as y = F(x) + x, where x is the input to residual block, F(x) the residual function, and 

y is the output of the residual block. From the construction, it can be seen that the shortcut 

connection does not add any extra parameters and simply performs an identity mapping (Figure 

4-8), where it is added (element-wise summation) to the output from the skipped layers. This 

causes the skipped layers to learn residual functions F(x) where the values can be driven 

towards zero [149]. By using residual blocks, reasonably deeper networks can be constructed 

with lower complexity and having no accuracy degradation from stacking more layers. 
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Figure 4-8 The residual block 12. 

Based on this residual block concept and recent success of the residual network (ResNet) in 

solving 2D super-resolution problems (i.e., SRGAN [138]), we developed 4DFlowNet (Figure 

4-9). The proposed network is a deep super-resolution residual network inspired by the 

generator network of the SRGAN architecture. 

The architecture is based on a central upsampling layer (using bilinear interpolation), 

surrounded by a series of stacked residual blocks (8 and 4 in the LR and HR space, 

respectively). Several convolution layers were stacked before the LR residual blocks in order 

to ensure the input to LR residual blocks were the spatial features, and not the raw input, which 

would allow denoising. After the HR residual blocks, the path split into 3, each followed by 2 

convolution layers. 

 

Figure 4-9 4DFlowNet architecture. The network utilises 2 input paths which represent anatomical 
information (top path) and velocity information (bottom path). RB represents the residual blocks. Conv 
represents 3D convolutions, with the number of kernel size, filters, and stride are shown above the 
operation. All convolution layers utilised symmetric padding and were followed by a rectifier non-linearity 
(ReLU) activation function, except for output layers which used the hyperbolic tangent (tanh) activation 
function. The network output 3 velocity components (V’x, V’y, V’z). The inset shows the residual block. 

 
12 Redrawn from the original source: Deep Residual Learning for Image Recognition (He et al.) [149] 
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Convolution layers utilised symmetric padding and a 3x3x3 kernel. Plus (+) sign signifies the pixel-wise 
summation operation.  

Typically, super-resolution networks perform the heavy lifting in the low-resolution space, and 

do not add more convolutions in the high-resolution space due to the computational cost. In 

our case, as the network target was two-fold, the LR residual blocks could act to denoise the 

input data, while the HR space residual blocks could act to refine the upsampled features (see 

Appendix B, Figure B-1). Due to this design, the network is flexible, where the upsampling 

layer can be replaced with different interpolation methods. 

4DFlowNet accepted 6 input components, namely 3 velocity components (Vx, Vy, Vz) and 3 

magnitude components (Mx, My, Mz). These input components were passed to the network from 

2 different paths. First, the velocity path accepts the 3 velocity components, stacked into 3 

channels. Second, the anatomical path, accepts another 3 channels, calculated into PC-MRA, 

speed (V), and magnitude (M) channels, as calculated using the formulae introduced previously 

(eqn 4.1). It is worth noting, despite the network inputting both magnitude and velocity 

components, the output only comprised the super-resolved velocity components (V’x, V’y, V’z).  

The model took LR patches of 163 as input data and output 323 SR patches. Input and output 

velocity values were normalised to values within the range [-1, 1], with 1 being mapped to the 

maximum VENC of the phase image. In terms of images where different velocity components 

had different VENCs, the highest VENC was used to normalise the data. Magnitude values 

were normalised to values between [0, 1].  

The network output was branched into 3 separate prediction “heads”. Each velocity component 

was predicted in these separate heads instead of separate channels, to avoid shared-weighting 

between each of the predicted velocity components [150]. 

One common characteristic of ResNet is its constant dimension throughout the different layers, 

which utilises zero padding and affects prediction near the edge. This is normally not an issue 

for large image size, however for small patches, zero padding will corrupt the data and 

introduce border artifacts. To reduce these border artefacts, symmetric padding was applied 

before performing every convolution. Each convolution layer was followed by a Rectified 

Linear Unit (ReLU) activation function. The output layer used a sigmoid tangent (tanh) 

activation function to bound the output values in the specified [-1, 1] range.  

Our residual block is based on the original designed proposed by He et al., which consisted of 

two convolution layers while keeping the same dimension. The leaky ReLU activation function 
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(α = 0.2) was utilised inside the residual block (Figure 4-9). Symmetric padding was also 

applied before each convolution layer in the residual block. 

4DFlowNet was implemented using Tensorflow 2.0 [113]. The Adam optimiser was used with 

the initial learning rate set to 10-4. A decay rate of √2 is applied to the learning rate after every 

10,000 iterations. Due to memory constraints, we used a batch size of 20.  

4.3.4.3 Loss function 

The network was optimised using the mean squared error (MSE) and a weighted velocity 

gradient (VG) loss term. The pixel-wise MSE was applied to each velocity component, which 

reduces the magnitude velocity error. However, optimization by MSE alone tends to create 

blurry images, which affects velocity predictions near the vessel walls. To improve the quality 

of the image and prediction near the vessel walls, we introduced a velocity gradient loss term.  

We formulated the loss function as the following: 

    𝒍𝒕𝒐𝒕𝒂𝒍 =  𝒍𝑴𝑺𝑬 + 𝟏𝟎 𝟐 𝒍𝑽𝑮    (4.3) 

The voxel-wise loss was calculated as: 

𝒍𝑴𝑺𝑬 =
𝟏

𝑾 𝑯 𝑫
∑ ∑ ∑ (𝑽′𝒙 – 𝑽𝒙)𝟐  + (𝑽′𝒚 – 𝑽𝒚)𝟐  + (𝑽′𝒛 – 𝑽𝒛)𝟐𝑫

𝒛 𝟏
𝑯
𝒚 𝟏

𝑾
𝒙 𝟏    (4.4) 

The velocity gradient loss was calculated as 

𝒍𝑽𝑮 =  
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(4.5) 

where first order differences were used to calculate the gradients: 
𝒅𝑽𝒌

𝒅𝒌
=

𝑽𝒌 𝟏  𝑽𝒌 𝟏

∆𝒌
 with k ∈ 

{x,y,z}. Here, W, H, and D describe the dimensions of the output patch. This term helps the 

network in smoothing the gradient between the neighbouring vectors and applied more 

weighting on the predictions near the vessel wall due to the high gradient values. Also, since 

the incompressible fluid flow is theoretically divergence-free, the interpolated HR image from 

the CFD solution should have low divergence. While there might be error introduced by the 

interpolation, this error should be negligible. Hence, the velocity gradient loss would help the 

network to produce a solution which have similar divergence field to the ground truth HR 

images.  
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4.3.4.4 Accuracy metric 

The accuracy metric used for evaluating model performance was defined as the relative 

difference of velocity magnitude (speed) compared to the actual speed. This relative speed error 

was only evaluated in the fluid region, using a binary mask to exclude the non-fluid region. 

This mask was utilised only for accuracy metric and was not used to optimise the network. In 

other words, the network was blinded from the distinction between fluid and non-fluid regions; 

and was forced to learn only from the noise distributions in the corresponding regions. 

For numerical stability, we added a small number in the denominator (ε=10-5) to avoid division 

by zero. We used this accuracy metric to gauge the performance of the network during training 

time.  

𝒓𝒆𝒍_𝒆𝒓𝒓 =
𝟏

𝑾 𝑯 𝑫

(𝑽′𝒙 – 𝑽𝒙)𝟐  + 𝑽′𝒚 –  𝑽𝒚
𝟐

 + (𝑽′𝒛 – 𝑽𝒛)𝟐

𝑽𝒙
𝟐 + 𝑽𝒚

𝟐 +  𝑽𝒛
𝟐 +  𝜺

 

𝑫

𝒛 𝟏

𝑯

𝒚 𝟏

𝑾

𝒙 𝟏

 

(4.6) 

However, it is worth noting that when the ground truth velocity magnitude is small or equal to 

zero, the relative error could be extremely large. While this may introduce bias to the results, 

it was assumed to be a fair accuracy metric and would compensate for the data imbalance 

between high and low velocity data. Training curve of 4DFlowNet is shown in Appendix B 

(Figure B-2). 

4.3.5 Image stitching 

Predictions were performed on image patches which were then stitched into a full volume. 

While the training was performed on patches with size 163 voxels, inference can be performed 

on any patch size. For an arbitrary input patch size of n3, the effective patch size is (n-4)3, as 

the 2 outer voxels will be discarded. Based on this, to perform inference on a full volume, LR 

patches were taken with a stride of (n-4) in each axis direction.  During the image stitching 

process, 4 voxels (because of 2x SR) were stripped from each border of the SR patches. While 

the patch selections have some overlapping regions, the image was stitched together using the 

non-overlapping effective patch, as illustrated in Figure 4-10. 



Chapter 4 4DFlowNet – Super-resolution 4D Flow MRI 

82 
 

 

Figure 4-10 Illustration of the patch selection and stitching method in 2D. The size of the patch (n) is 
arbitrary. The patches are selected sequentially in all axes directions with a stride of n-4. During stitching, 
the outer side of the voxels are discarded, leaving only the effective patch size (shaded region). 

4.3.6 Evaluation 

The network was evaluated on three different datasets: 

1. Evaluation on synthetic 4D Flow MRI 

4DFlowNet was validated on the test dataset (aorta03) obtained from the CFD 

simulation, which consisted of 71 time frames. The LR image resolution was the same 

as the training dataset, 1.18 mm3 isotropic at LR with a target of 0.59 mm3 at SR. To 

test the robustness of the network to different VENC, each velocity component was 

assigned different VENC values, and varied across different time frames. Additionally, 

the noise level was also varied across different time frames. 

2. Evaluation on in-vitro 4D Flow MRI 

The network was validated on an in-vitro scan of a bifurcation phantom. The phantom 

was scanned with a constant flow of water at 4.0, 2.0, and 1.0 mm3 isotropic. However, 

the 1.0 mm3 was not aligned with the other 2 resolutions, thus validation was only 

performed by using 4.0 mm3 data as input and compared to the 2.0 mm3 dataset. The 

images were acquired with VENC of 60 and 30 cm/s for the main and secondary 

velocity directions, respectively. 

3. Evaluation on in-vivo 4D Flow MRI 

The network was validated on one in-vivo scan of a normal volunteer data, different 

from the case which was used for geometry extraction (aorta01). It consisted of 20 time 

frames. The data were acquired with VENC of 150 cm/s for all three velocity 

components. The spatial resolution was 2.375 x 2.375 x 2.75 mm. 
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For quantitative assessment, performance was evaluated with respect to the point-to-point 

difference for each velocity component. Additionally, the flow rate and relative speed error 

were also calculated for all the timeframes in the synthetic MRI test dataset. Bland-Altman 

analysis was also performed to assess potential network bias. Finally, qualitative assessment 

was performed by comparing the network results to conventional interpolation methods, 

namely linear, cubic spline, and sinc interpolation (i.e., by zero padding the k-space up to the 

HR dimension). 

For the in-vitro phantom data, evaluation was performed by measuring the flow rate and 

relative speed error, in comparison with the phantom data acquired at 2 mm3 resolution. 

Additionally, these metrics were also calculated with the sinc interpolation method. Finally, 

qualitative assessment was also performed by comparing the results between these two 

methods. 

For the in-vivo data, as there is no ground truth available, the evaluation was performed by 

measuring the flow rate during the peak time frame in comparison with the base resolution. 

Additionally, visualisation of the phase images, velocity fields, and streamlines were also 

generated for both LR and SR images. 

4.4 Results 

The network was trained on a Tesla K40 GPU with 12GB memory. Training took 10 seconds 

per iteration. The network was trained for over 100,000 iterations, which took approximately 

10 days.  

4.4.1 Validation on synthetic 4D Flow MR images 

Flow rates were evaluated at three different cross-sections (at the inlet, coarctation, and outlet) 

for all the 71 time frames, as shown in Figure 4-11. Flow rates were calculated from the integral 

of velocity vector orthogonal to the cross-sectional area, which will average out the noise. 

Comparable results were observed between the ground truth flow rate and all the methods 

(4DFlowNet, linear, cubic spline, and sinc interpolation). All the methods having only small 

differences (less than 3mL/s). The linear interpolation method consistently underestimated the 

flow rate on all three cross-sections during the systolic phase, while 4DFlowNet flow rates 

indicate slight overestimation only at the descending aorta outlet during the systolic phase. 
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Figure 4-11 Flow rate comparison at different slices: inlet, coarctation, and outlet for each time frame. The left column 
shows the flow rate comparison on 3 different slices for the ground truth and the different upsampling methods. The 
middle image shows the location of the analysis planes on aorta03. The right column shows the flow rate differences 
between the different methods compared to the ground truth flow rate.  

Point-to-point error on each velocity component was evaluated at the peak systolic flow and a 

low flow diastolic frame (Table 4-3). Minimal velocity errors were seen for all velocity 

components during the peak systolic frame (-0.03 ± 7.05 cm/s, 0.07 ± 3.36 cm/s, and 0.48 ± 

3.7 cm/s for Vx, Vy, and Vz, respectively). Similar numbers were also seen at the low flow 

diastolic frame, having less standard deviation due to the low velocity values (0.06 ± 0.81 cm/s, 

-0.06 ± 0.56 cm/s, and 0.01 ± 0.55 cm/s for vx, vy, and vz, respectively). These numbers were 

relatively small compared to the maximum values for each of the velocity components during 

the observed time frames. Relative speed differences were 7.05 ± 14.03% and 23.16 ± 33.94%, 

for the peak systolic and low diastolic frame, respectively. It is likely that larger relative errors 

are due to lower velocity regimes, where a small change in prediction may cause a relatively 

higher error. In the systolic frames, the main velocity component Vx drives the flow (see Figure 

4-1C, aortic flow mainly exists in the x-axis). These results show that the 4DFlowNet performs 

well in both high velocity and low velocity regimes. 

Statistical tests (Table 4-3) showed that there were significant differences (p<0.05) for all the 

velocity components except for Vx at peak systolic flow; however, this was likely due to the 
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large number of data points. Furthermore, since the bias in all these values was very low (< 1% 

of peak velocity), it is unlikely to be clinically significant. 

Table 4-3 Summary of prediction errors (mean ± standard deviation) of 4DFlowNet compared to the ground truth HR at 
peak systolic flow and a low flow diastolic frame of a synthetic 4D Flow image. (*) indicates statistically significant 
differences between two measurements (p<0.05). The results were sampled from 50,000 random points within the fluid 
domain. Peak velocity for each axis is also shown to give better context on the scale of error for each velocity component. 
Relative speed error was calculated as the voxel-wise difference in velocity magnitude (speed) compared to the actual 
speed.  

 Vx Vy Vz 

Peak 

systolic 

flow 

Prediction error (cm/s) -0.03 ± 7.05 0.07 ± 3.36* 0.48 ± 3.7* 

Peak velocity (cm/s) 200.46 144.95 143.89 

Relative speed error (%) 7.05 ± 14.03 

 

Low 

diastolic 

flow 

Prediction error (cm/s) 0.06 ± 0.81* -0.06 ± 0.56* 0.01 ± 0.55* 

Peak velocity (cm/s) 23.84 20.53 9.88 

Relative speed error (%) 23.16 ± 33.94 

 

Figure 4-12 shows Bland-Altman plots for each of the velocity components at the two 

evaluated time frames. For this analysis, 50,000 voxels were sampled randomly from within 

the masked fluid domain. The results show minimal bias, with standard deviations below 14 

cm/s and 2 cm/s for the peak systolic and the low flow diastolic frame, respectively. 

Additionally, the errors seem to be symmetrically distributed around the mean.  

 

Figure 4-12 Bland-Altman analysis per velocity component. The comparison between 4DFlowNet predictions and ground 
truth was conducted on the Vx, Vy, Vz velocity components for 50,000 random points within the fluid domain on peak 
systolic frame (top) and low diastolic frame (bottom). The dashed red lines indicate the 95% limits of agreement (mean 
±1.96 * standard deviation). 
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Figure 4-13 shows an example result of the network prediction on a patch of synthetic 4D Flow 

MRI velocity images compared to the ground truth and other interpolation methods. The figure 

shows a 2D slice from a 3D patch, with each velocity component shown separately. As apparent 

in the figure, significant noise reduction is achieved in the SR velocity fields from 4DFlowNet. 

Moreover, it is capable in distinguishing between fluid and non-fluid regions. It is obvious that 

the other interpolation methods would require a denoising technique to produce similar results. 

In addition, 4DFlowNet produced consistent results for high and low velocity fields. 

 

Figure 4-13 Comparison of different upsampling methods applied to a patch from the synthetic 4D flow 
MRI phase image with different upsampling methods. Low resolution patch has a dimension of 163 and the 
upsampled patch has 323. For visualization, a 2D slice was taken from the patch. From left to right: low 
resolution (LR), high resolution (HR)/ground truth, linear interpolation, cubic spline interpolation, sinc 
interpolation, 4DFlowNet prediction. All velocity components have VENC of 100 cm/s. From 1st to 3rd row: 
velocity components on their respective x, y, z axis. Velocity scale was set to the limits of their dynamic 
range (in cm/s) for each of the velocity component. For better visualization, the divergence fields are only 
computed within the masked region (i.e., fluid domain). 

Finally, Figure 4-13 also shows the divergence field comparison between the methods. As 

expected, the HR image has near-zero divergence, except for the region near the wall. While 

4DFlowNet did not produce the exact HR divergence field, the result was smooth and close to 

the ground truth. 
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4.4.2 Validation on in-vitro 4D Flow MRI data – bifurcation phantom 

To evaluate 4DFlowNet on actual 4D Flow MRI data, we validated it on in-vitro data from a 

bifurcation phantom.  Flow rate was evaluated on three cross-sections at around the inlet, 

bifurcation, and outlet (Figure 4-14). The network received an input of the LR flow images 

with 4 mm3 isotropic resolution, and outputs a 2 mm3 isotropic SR images. The result was then 

compared with the acquired 4D Flow MR image at the 2 mm3 resolution. Additionally, we also 

performed the evaluation in comparison with the sinc interpolation method. 

Table 4-4 Comparison of flow rate of the bifurcation phantom 4D Flow MRI on two different resolutions. The flow rates 
are measured on three different planes (see Figure 4-14).  

Resolution 

LR -> HR 

Slice 

location 

Flow rate (mL/s) Flow rate difference (mL/s) 

(% relative flow rate error) 

Ground 

truth 

4DFlowNet Sinc 4DFlowNet Sinc 

LR (4 mm3) 

HR (2 mm3)  

Inlet 111.6 110.9 119.4 -0.7 (-0.6%) 7.8 (7%) 

Bifurcation 135.2 139.7 140.9 4.5 (3.3%)  5.8 (4.3%) 

Outlet 126.8 134.1 134.2 7.3 (5.8%) 7.4 (5.8%) 

 

Assessing flow rates through the inlet, 4DFlowNet indicated a small difference of -0.7 mL/s (-

0.6%) while sinc interpolation showed overestimation of 7.13 mL/s (7%). At the bifurcation 

and outlet, both 4DFlowNet and sinc interpolation showed modest overestimation in flow rates: 

4.5 mL/s (3.3%) and 7.3 mL/s (5.8%) for 4DFlowNet and 5.8 mL/s (4.3%) and 7.4 mL/s (5.8%) 

for sinc interpolation (Table 4-4). In terms of difference in flow rate, 4DFlowNet offered a 

slight improvement over the sinc interpolation method. The flow rate measurements were 

compared to the acquired image (2 mm3) to verify that the network is not adding any bias to 

the flow estimate. 

 

Figure 4-14 Prediction result on actual 4D Flow MRI data of a bifurcation phantom. The most left image 
shows a 2D slice of the whole high resolution (HR) phantom image. Voxel sizes are 4 mm for low resolution 
(LR) and 2 mm for HR images. Velocity and flow rates were measured at three cross-sectional planes and 
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compared between the HR ground truth, sinc interpolation and 4DFlowNet predictions. The image shows 
the through-plane velocity.  

Visual inspection confirmed qualitative improvements with regards to noise reduction and data 

appearance of the generated super-resolved 4D Flow MRI data (see Figure 4-14). Slight 

differences in the velocity profile were observed in the inlet and outlet cross-sections, 

compared to the HR image. 

4.4.3 Validation on in-vivo 4D Flow MRI data– normal volunteer data 

To demonstrate the network performance in in-vivo 4D Flow MRI of a healthy volunteer, we 

upsampled the base acquisition resolution (2.375 x 2.375 x 2.4 mm) by a factor of 2, resulting 

in a resolution of (1.1875 x 1.1875 x 1.2 mm). Flow rates were assessed by placing three cross-

sectional planes on the aortic vessel, around the ascending aorta, aortic arch, and descending 

aorta. The evaluation was performed in comparison with the base resolution data (LR input 

data) as the in-vivo data was only acquired at a single resolution.  

Similar to the validation on in-vitro dataset, 4DFlowNet only shows small differences in flow 

rate, measured during the peak flow: 10.7 mL/s (2.6%), -2 mL/s (-1.1%), and -4.8 (-3.8%) at 

the ascending aorta, aortic arch, and descending aorta, respectively. 

 

Figure 4-15 Prediction results on in-vivo 4D Flow MRI of a normal volunteer. The first column shows LR 
phase images, second column shows noise-free SR phase images predicted by the network. Visualization 
of the velocity magnitude (third image), velocity vector field (fourth image), and streamline reconstruction 
of the SR image (fifth image). The insets show their LR images counterpart. 
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Figure 4-15 shows the prediction results from the network, resulting in noise-free high 

resolution phase images. As a comparison, we provided the original LR counterpart as an inset 

in the subfigures. The reconstruction of the phase images were then visualised using Paraview 

[145].  Figure 4-15 shows that most of the noise has been significantly removed and the 

anatomy can be clearly seen. A streamline reconstruction was also performed to make sure 

there were no discontinuities introduced due to the image stitching from the patch-based 

approach. Border artefacts are not visible in the fully reconstructed volume and the stitching 

artifact is seamless due to the symmetric padding and image stitching strategy. This validation 

showcases the network’s ability to enhance actual human 4D Flow MRI data, while being 

trained exclusively on synthetic 4D Flow MRI from aortic CFD data. 

4.5 Discussion 

We have developed 4DFlowNet, a deep super-resolution residual network to increase the 

resolution of 4D Flow MRI by using CFD simulations as a proxy to generate training data. We 

demonstrated the potential of this application in in-vitro and in-vivo 4D Flow MRI. Our flow 

predictions showed good agreement with the synthetic dataset, as well as in-vitro phantom MRI 

acquisitions. Encouraging results were also obtained in the in-vivo data.  

Apart from providing high resolution phase images, our proposed network also significantly 

reduced noise in the phase images. As a result, the network improves the visibility of 

anatomical regions, which may help in delineating or segmenting regions of interests. This 

quality may be influenced by the magnitude image patches that were incorporated in the input 

layers.  

From the validations, we have shown that the predicted velocity results have relatively small 

bias compared with ground truth synthetic MRI obtained from CFD solutions. Despite two-

fold super-resolution being a relatively simple problem in computer vision, at the time of 

writing, a there is yet no application of SR network for 4D Flow MRI, likely due to the large 

data size and the limited amount of data and ground truth. To the best of our knowledge, this 

study was the first to attempt super-resolution for 4D Flow MRI using deep learning, 

specifically using synthetic data for training. 

4.5.1 CFD as synthetic 4D Flow MRI dataset 

Our training dataset purely consisted of synthetic 4D Flow images, which may not be ideal 

compared to actual 4D Flow MRI. Typically, with super-resolution problems, the LR data is 
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obtained directly by downsampling the original higher resolution image. However, in 4D Flow 

MRI, there exists no noise-free HR data. Furthermore, downsampling the phase images in the 

image domain would result in different noise distributions, which are then no longer 

representative of the actual phase data.  

Therefore, using synthetic 4D Flow images indirectly addresses these limitations. Additionally, 

the use of data augmentation through different VENC and SNR also helps in adding variations 

to the training dataset, which otherwise are not economically possible with real MRI 

acquisitions.  

While the CFD simulations were informed by real MRI measurements, we did not attempt to 

model accurate boundary conditions, non-linear viscosity, fluid-structure interactions, or 

transitions to turbulence model. Previous CFD studies [12], [38], [135], [136], have been 

concerned with achieving accurate personalised CFD solutions given 4D Flow data. In contrast, 

we have shown how generic CFD simulations can be used in a deep learning environment to 

learn how to reconstruct uncorrupted images from those corrupted by noise and low resolution. 

We therefore avoid the problem of accurately personalizing the CFD solution to a particular 

patient.  Obtaining accurate geometry and boundary conditions to simulate realistic CFD 

solutions is not a trivial task due to several factors, including image quality, unobtainable 

measurements in smaller vessels (i.e., aortic branches), and ability to obtain accurate pressure 

values.  

Moreover, different assumptions and flow models may affect the CFD simulations. As an 

example, some studies report significant differences between fluid-structure interactions and 

the rigid wall assumption in terms of wall shear stress [151], while other studies conclude that 

the rigid wall assumption is adequate and has little effect on the flow patterns [152], [153].  

Also, only one cardiac cycle was simulated, which could give rise to transient initialization 

effects.  However, negligible differences were observed when five cycles were simulated for 

one geometry (aorta01).  While it may be beneficial to produce simulations (i.e., velocity fields) 

as close as possible to actual 4D Flow measurements, we observed that the network was able 

to learn the filters necessary to enhance velocity fields, regardless of the flow profiles and 

resolutions. We can see this from the training dataset which contained only a single resolution 

pair (0.59/1.18 mm, for HR /LR), which were then tested on different datasets with different 

resolutions. 
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4.5.2 Patch-based network 

In designing the network, we took a patch-batch approach. Other than memory limitations, as 

well as mitigating the lack of training data due to limited geometrical variation, a patch-based 

approach also helped to obscure the contextual information.  

In our case, the synthetic phase data from CFD is different from the real acquired MRI phase 

data. The synthetic phase data has only fluid flow in the aortic geometry and consists of no 

tissue information or other anatomical regions, while actual 4D Flow MRI phase image also 

contains static surrounding tissue. The patch-based approach therefore helped to evaluate a 

variety of flow regimes, including low flow and static tissue, while keeping only local 

information about the patch. While this approach may not be optimal, it generalises the network 

to a range of cases containing a fluid region. Furthermore, this could help the network in 

learning a variety of flow profiles, independent of the global geometry. As we have shown in 

the result, the network was able to reconstruct velocity fields in an in-vitro and in-vivo data, 

despite being trained on synthetic aorta dataset. To support this argument, we have also shown 

that the network was capable of performing the super-resolution task for various resolution 

sizes similar to conventional interpolation methods, despite being trained only on 1.2/0.6 mm 

resolution pairs. We believe that this approach can easily be generalised to perform similar 

super-resolution tasks for another vasculature.  

4.5.3 Upsampling strategy 

For the upsampling layer, we did not utilise the state-of-the-art approach, such as PixelShuffle 

[154] or sub-pixel convolution with nearest-neighbour initialization [155]. While these 

techniques were proven to be advantageous in recovering details and finer image textures in 

2D super-resolution networks [138], [156], we found they did not perform well for 3D velocity 

images. Furthermore, in our experiments, the checkerboard artifacts were still prominent, and 

the nearest-neighbour initialization did not solve the problem. As a result, we utilised the 

conventional bilinear upsample layer, which required refinements in the HR space due to its 

blurry interpolated feature output. 

In return for this no parameter upsampling layer, the network architecture becomes highly 

flexible. First, the upsampling layer can be replaced, before or after training. It allows for 

possible exploration in the future to find better upsampling strategy that might be more suitable 

for 4D Flow MRI dataset. 
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Additionally, taking advantage of the fully convolutional design of the network, the upsample 

factor can be changed after training. This would allow the network to produce super-resolution 

images with >2 upsample rate. It is worth noting that an upsample rate of 1 effectively changes 

the network into a denoising network. However, we argue that an upsample factor >2 will show 

degradation in accuracy, because it was not trained at the proper resolution. Further retraining, 

with proper resolution pairs would be necessary. 

4.5.4 Network design 

The network architecture was designed with no dimensional reduction or bottleneck. This 

decision was made due to the small patch input size (163). Even with the small patch size, 

training a 3D super-resolution network is computationally costly. Furthermore, dimension 

reduction in the context of super-resolution means we would need to restore the dimension 

back to its original size and then up to the super-resolution size. We investigated that the pixel-

shuffle method does not work well with 3D data, especially where voxel-to-voxel accuracy is 

needed. Adding a bottleneck means that we need to restore the dimensions back to its original 

size would causes more issues, such as artifacts (e.g., blocky, blurry) introduced by the 

upsampling methods (e.g., pixel-shuffle, interpolation). Therefore, we chose to keep the 

features’ dimension constant throughout the LR and HR space. 

During inference, due to the fully convolutional architecture, 4DFlowNet accepts any arbitrary 

patch size, up to the limit of the memory capacity. Inference time for an input size of 323 took 

roughly 1.2 seconds with a GPU, resulting in a 643 patch (for each of the 3 velocity 

components). Using 4DFlowNet, a full volume prediction and reconstruction (including image 

stitching) for a typical 4D Flow MR image took 40-90 seconds, depending on the image size.  

In our design, we opted for 8 and 4 residual blocks in the LR and HR space. These numbers 

were selected due to computational limitations on our hardware. With more computation 

power, tens or hundreds residual blocks may be used. As it has been shown by He et al., residual 

blocks can be stacked up to a certain limit while still offering improvements in accuracy [149]. 

In our experiments, we observed the same pattern that added residual blocks resulted in gradual 

increases and small improvements throughout the features extracted from each layer. 

4.5.5 Why not GAN? 

Our network architecture was inspired from the SRGAN [138], a generative adversarial 

network (GAN). However, our design did not utilise the discriminator network. The idea of 

GAN is to produce a “realistic” image where 2 networks compete to win a “minmax” game 
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where the generator tries to minimise the error it makes, and the discriminator tries to maximise 

its accuracy in classifying real or fake outputs. It is commonly optimised using an extra loss 

function, such as perceptual loss. This idea works well for natural images, as perception is an 

abstract construct. For medical images, where voxel-to-voxel accuracy is crucial, a more 

suitable loss function or accuracy metric might be needed to utilise GAN properly. 

Additionally, even for 2D problems, GANs are notoriously difficult to train. It may lead to non-

convergence and instability during training. This non-convergence issue may cause mode 

collapse, where the generator may learn a mapping from different inputs to the same output 

[157]. In other words, it fails to produce a wide variety of outputs. In our case, where velocity 

fields are represented as three different images, implementing a GAN would be a much more 

difficult task. 

4.5.6 Limitations and Future Work 

There are several limitations in our study in addition to the use of CFD simulations discussed 

above. One main limitation is the limited amount of geometry (three aortic geometries) and the 

simplified boundary conditions to generate our training dataset. While adding more aortic 

geometries can be beneficial for the training process, we aim to add different types of 

geometries in future work, such as ventricles and atria of the heart, so the network could learn 

more diverse flow patterns. Additionally, different boundary conditions can be used to generate 

more training data with different flow profiles. Adding more training data with different 

geometries and different boundary conditions will enrich the capability of the network in 

distinguishing different flows. As seen in Appendix B (Figure B-2) a relatively large training-

validation gap is still evident in the training curve. Furthermore, a more rigorous evaluation on 

in-vivo 4D Flow MRI cases are necessary.  

Currently, despite the network having the flexibility to switch between different upsampling 

methods and upsample factor, a more efficient data representation is needed. For the learned 

upsample factor of 2, the result occupies 8 times more usage in disk space. While it is 

theoretically possible to use higher upsample rates, the disk space and memory consumption 

(in HR space) is far too great. A solution for this would be to represent the output data using a 

point cloud, mesh, or graph. These representations are more suitable for sparse data, such as in 

4D Flow MRI, where only some of the regions contain flow. 

Finally, 4DFlowNet opens a lot of possibilities for future studies, due to its capability in 

reducing noise and increasing spatial resolution. Other hemodynamic parameters, such as wall 
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shear stress and pressure gradients, which is affected directly by spatial resolution, may benefit 

from the network. 

4.6 Conclusion 

We have developed 4DFlowNet, a novel deep learning method for super-resolution 4D Flow 

MRI, which was trained solely on synthetic phase and magnitude images generated from CFD 

solutions. We have demonstrated the utility of this approach for actual 4D Flow MRI data on 

in-vitro and an in-vivo cases. The results showed that the network is capable of providing noise-

free super-resolution phase images. This method has the potential to improve further from more 

training data, either synthetic or real 4D Flow MRI data. The noise-free SR phase images can 

potentially be used to delineate regions of interest and automatically calculate flow parameters. 

Additionally, it opens the possibility to calculate flow-derived parameters that benefit from 

increased spatial resolution. 
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5 Application of Super-resolution 4D Flow MRI on 

Cerebrovascular Pressure Gradient Estimation 

In the previous chapter, we have proposed 4DFlowNet, a deep residual network to generate 

super-resolution 4D Flow MRI data from low resolution input, with the network trained on 

synthetic pairs of low/high resolution images generated from aortic CFD simulations. Building 

on the previous chapter, we aimed to assess the utility of super-resolution 4D Flow MR images 

in improving the accuracy of hemodynamic estimations in the cerebrovasculature. 

In this study, we collaborated with Marlevi et al., where we were provided with in-silico and 

in-vivo cerebrovascular 4D Flow MRI datasets. Furthermore, Marlevi et al. have developed a 

physics-informed approach for relative pressure quantification, the virtual Work Energy-

derived Relative Pressure (vWERP) method [158], which has been previously benchmarked 

across different cardiovascular domains. In general, vWERP works well in the aorta, and 

performance may see improvement with increasing spatiotemporal resolution, especially with 

narrow vessels [158], [159].  

Additionally, vWERP has also been applied in a cerebrovascular setting, indicating promising 

abilities and highlight the importance of sufficient spatial resolution [160]. In this study, it is 

evident that for narrow and tortuous vessels in the cerebrovasculature, vWERP is able to 

estimate relative pressures accurately for spatial resolution ≤0.5 mm. However, this resolution 

is uncommon in clinical systems, where it is limited to around 1 mm resolution [161]. 

For this reason, image-based super-resolution might provide an alternative solution. Despite 

being trained on synthetic aorta dataset, the ability of the network in performing in 

cerebrovasculature has yet to be tested. Through this study, we can further assess the robustness 

of 4DFlowNet in different vascular anatomy, as well as assess whether super-resolved 4D Flow 

MRI can improve quantification of hemodynamic variables, such as pressure gradients. 

A part of this chapter has been adapted for inclusion in the manuscript “Cerebrovascular super-

resolution 4D Flow MRI – using deep learning to non-invasively quantify velocity, flow, and 

relative pressure”, submitted to Medical Image Analysis journal. Authors: E. Ferdian and D. 

Marlevi, J. Schollenberger, M. Aristova, E.R. Edelman, S. Schnell, C.A. Figueroa, D.A. 

Nordsletten, A.A. Young. 
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5.1 Abstract 

Changes in cerebrovascular hemodynamics is tightly coupled with the development of 

cerebrovascular disease, indicated by altered flow and relative pressure differences. Image-

based analysis of cerebrovascular hemodynamics is complicated by the narrow and tortuous 

vasculature, where the accuracy directly depends on sufficient spatial resolution. To address 

this, we present a method to adapt 4DFlowNet to generate super-resolution cerebrovascular 4D 

Flow MRI and combine this with a physics-informed approach for relative pressure 

quantification, the vWERP method. To resolve the different vessel and flow characteristics, 

4DFlowNet was re-trained and validated in a patient-specific in-silico cohort, showing good 

accuracy in estimating velocity (relative error: 15.0 ± 0.1%, mean absolute error (MAE): 0.07 

± 0.06 m/s, and cosine similarity: 0.99 ± 0.06 at peak velocity), flow (relative error: 6.6 ± 4.7%, 

root mean square error (RMSE): 0.56 mL/s at peak flow). The super-resolved images analysed 

using vWERP enabled recovery of relative pressure differences through the circle of Willis 

(relative error: 11.0 ± 7.3%, RMSE: 0.3 ± 0.2 mmHg). Furthermore, the method was applied 

to an in-vivo volunteer cohort, effectively generating data at <0.5 mm resolution, and showing 

potential in reducing low-resolution bias in relative pressure estimation. The combination of 

both methods presents a promising approach to non-invasively quantify cerebrovascular 

hemodynamics, applicable to dedicated clinical cohorts in the future. 

5.2 Introduction 

Four-dimensional flow magnetic resonance imaging (4D Flow MRI) has enabled non-invasive 

quantification of the three-dimensional time varying velocity field within the cardiovascular 

system [9], [34]. It also allows for measurements of flow derived parameters, such as vorticity, 

pressure gradients, turbulent kinetic energy, and wall shear stress [132]. However, due to the 

limited spatiotemporal resolution, these hemodynamic variables cannot currently be estimated 

accurately. Moreover, previous studies have emphasised the importance of spatial resolution, 

over temporal resolution, in estimating hemodynamics such as mean flow and endothelial shear 

stress [162], [163]. 

For pressure estimations, an earlier study by Donati et al. proposed the Work Energy-derived 

Relative Pressure (WERP) method, which benefits from an increase of spatial resolution [43]. 

Marlevi et al. proposed the virtual Work Energy-derived Relative Pressure (vWERP) method, 

which is built on top of WERP, by introducing the concept of virtual field, computed based on 

the solution to a Stokes flow problem [158]. A variety of other methods exist to derive relative 
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pressures from image velocity data, each with specific method assumptions and applicability 

[164], [165].  

An alternative approach to estimate pressure gradients in the vascular anatomy is by using 

computational fluid dynamics (CFD) simulations [166], [167]. This approach requires patient-

specific and accurate geometries to be reconstructed from images, with boundary conditions 

obtained from flow measurements. However, this CFD approach requires a lot of computation 

and fine-tuning which often is not suitable in a clinical setting. 

In the cerebrovasculature, the hemodynamics are complicated by the narrow and tortuous 

vasculature, where accurate estimation directly depends on sufficient spatial resolution. In 

cerebrovascular 4D Flow MRI, where vessel diameters are typically less than 3 voxels wide in 

the circle of Willis, significant biases have been shown to result with voxel spacing (dx) ≥0.75 

mm [160], while current clinical systems are limited to around dx = 1 mm resolution [161]. For 

accurate flow quantification, 4 voxels across the diameter of a vessel is suggested, with dx = 

0.8 mm [161]. Furthermore, because image noise scales with resolution, high-resolution 

acquisitions require extended scan times, making them not clinically feasible.  

Changes in regional hemodynamics are closely coupled to the manifestation of cerebrovascular 

disease, making the quantification of flow and pressure critically important for improving 

diagnostics. Variations in pressure throughout the cerebrovasculature have been highlighted in 

several clinical scenarios, such as intracranial atherosclerosis [168] and cerebral aneurysm 

growth [169]. 

In this study, we utilised the previously published super-resolution network (4DFlowNet) 

[128], in combination with vWERP, a physics-informed method, which allows for arbitrary 

probing through narrow and bifurcating structures [158]. Additionally, vWERP has also been 

applied in a cerebrovascular setting, indicating promising abilities and highlight the importance 

of sufficient spatial resolution [160]. Furthermore, we obtained accurately calibrated 

cerebrovascular CFD models and simulations, from a previous study by Schollenberger et al. 

[67]. 

The aim of this study was therefore two-fold. Firstly, to assess the robustness and 

generalisability of the 4DFlowNet architecture to different vascular anatomy. Secondly, to 

assess whether a dedicated super-resolution network, trained on a more accurate and specific 

vascular dataset could improve estimates of regional cerebrovascular velocities and flows, and 

whether relative pressure estimates could be improved by using super-resolution images.  
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To achieve this, the original aortic 4DFlowNet was assessed using cerebrovascular dataset. 

Additionally, 4DFlowNet was re-purposed by retraining it using the cerebrovascular dataset 

with multiresolution input training data. Evaluation was performed by validating recovery of 

velocity, flow, and relative pressures in the in-silico dataset. Finally, the re-purposed network 

was applied to an in-vivo cohort of subjects scanned at multiple resolutions, assessing the 

potential of super-resolution image utilisation in a more clinical setting. In summary, this study 

explores the potential of non-invasive super-resolution imaging for improving pressure 

estimations, in particular, within the cerebrovascular space. 

5.3 Methods 

5.3.1 Cerebrovascular dataset 

5.3.1.1 Patient-specific in-silico data 

We utilised four anatomically accurate patient-specific CFD models of the arterial 

cerebrovasculature, providing realistic velocity, flow, and reference pressure fields data, which 

were provided by Schollenberger et al. [67]. The geometries covered the vasculature from the 

aortic root to the circle of Willis (CoW). The details of the four geometries are the following: 

Subject 1 presenting no evidence of cerebrovascular disease, exhibiting an incomplete CoW 

through right and left posterior communicating artery hyperplasia. 

Subject 2 presenting with a severe stenosis in the right proximal internal carotid artery (ICA) 

and a complete CoW. 

Subject 3a presenting with a bilateral carotid stenosis (in the right proximal ICA, and in the left 

proximal ICA), and a CoW exhibiting right P1 segment and distal right vertebral artery 

hypoplasia.  

Subject 3b being the same subject as 3a following surgical re-opening of the stenosis at the 

right proximal ICA.   

Briefly, the CFD simulations were performed using pulsatile velocity profile at the aortic root 

inlet, and each outlet was coupled to a 3-element Windkessel lumped parameter model. A more 

detailed description of the setup and validation can be found in [67]. From the simulations, 

velocity fields and pressure at every node were extracted. 

Synthetic 4D Flow MRI data were generated by sampling the CFD output onto a uniform 

voxelised image grid. With the aim of covering varying spatial resolutions, data were generated 
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with spatial samplings of dx = 1.5, 1.0, 0.75, 0.5, and 0.375 mm isotropic, respectively 

(allowing for high/low resolution pairs of 1.5/0.75; 1.0/0.5; and 0.75/0.375 mm). A time step 

of dt = 10 ms was used to increase the amount of input data for training. Data was consistently 

extracted for a region-of-interest (ROI) centred around the intracranial vessels. An illustration 

of one of the utilised models is shown in Figure 5-1.  

 

Figure 5-1 Overview of the in-silico cerebrovascular data, showing one of the four used models (Subject 3b). From left 
to right: model overview and patch generation through the cerebrovascular ROI; velocity field (colour range 0 - 80 cm/s); 
pressure field (colour range 120 - 130 mmHg). Note that examples are shown for the low/high-resolution pair of 1.0/0.5 
mm isotropic. 

5.3.1.2 Cerebrovascular in-vivo data 

Image datasets were provided by Schnell et al. at Northwestern University (Chicago, IL, USA), 

from a cohort of 8 healthy volunteers (2 women, 6 men, 55 ± 18 years), MRI acquisitions were 

performed at 3T (Siemens Magnetom Skyra, Erlangen, Germany) using a 20-channel 

head/neck coil. Acquisitions were acquired with a time-of-flight (TOF) MRA sequence (TR = 

21 ms; TE = 3.6 ms; flip angle = 18°), followed by 4D Flow MRI (prospective k-t GRAPPA 

dual-venc (130/45 cm/s) acquisitions, dt = 95-104 ms) [170], with ROI centring around the 

CoW. Flow images were acquired at two different resolutions: dx = 1.1 mm isotropic, and dx 

= 0.8 mm isotropic. Scan times were 10-15 minutes for all sequences, respectively. In all 

instances, the data provided were corrected for concomitant gradient fields, eddy currents, and 

noise. All clinical acquisitions followed institutional review board (IRB) approval and 

informed consent. 

5.3.2 Deep learning framework for cerebrovascular super-resolution flow 

imaging 

To achieve super-resolution (SR) flow images, we utilised the deep residual super-resolution 

network, 4DFlowNet, as described previously in Chapter 4. Preliminary experiments were 
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performed by running i) the original 4DFlowNet (i.e., trained solely on aorta geometries) and 

ii) a simple retraining of 4DFlowNet using noise-free cerebrovascular CFD dataset (see 

Appendix C). Qualitative and quantitative assessment suggested a retraining with the 

cerebrovascular dataset was necessary. 

Based on this preliminary experiment, we kept the base 4DFlowNet architecture, with the 

following changes introduced for its application on cerebrovascular flow data to further 

improve its performance: 

The original hyperbolic tangent (tanh) activation functions at the output layers were switched 

to linear activation functions. This was introduced to aid the network in reducing overfitting 

whilst allowing for unbounded output values. Furthermore, this would allow for automatic 

phase aliasing (phase-wrapped) correction in the future. 

The gradient loss term was removed from the loss function, following improvements observed 

in near-wall velocity estimates in preliminary data assessment. 

The modified network was trained using an Adam optimiser, with a learning rate set to 2 ∙10-4. 

Batch sizes of 20 were used for training, with training completed after 60 epochs. The network 

was implemented using Tensorflow 2.2.0 [113], utilising a Keras backend. 

5.3.2.1 Loss function adjustments 

For the loss function, the optimisation target was set to minimise the mean squared error (MSE) 

between the generated super-resolution images, and the paired high-resolution data. The voxel-

wise loss was defined as the mean of the sum squared differences between Cartesian velocity 

components, (∆𝑣 , ∆𝑣 , and ∆𝑣 ), given as 

𝑙 =  ∑ ∆𝑣 + ∆𝑣 + ∆𝑣     (5.1) 
 

where N is the total number of voxels in the assessed image domain (patch). To compensate 

for imbalances between fluid and static tissue regions within a patch, the MSE was calculated 

separately for fluid and static tissue in each region. In the original aortic network, MSE was 

optimised for the whole patch, which disadvantaged predictions within the fluid regions. 

Finally, to avoid network overfitting, an L2 weight regularisation term was included. The 

complete loss function was given as 

𝑙𝑜𝑠𝑠 =  𝑙 + 𝑙 + 𝜆 ∑ 𝑤   (5.2) 
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where 𝑙  and 𝑙  are the voxel-wise MSE loss in fluid and static tissues, 

respectively, and λ is a set coefficient (equal to 5 ∙ 10 ) regularising the network weights 𝑤 . 

5.3.3 Generating a more realistic synthetic 4D Flow MRI dataset 

To retrain the super-resolution network, sets of low and high resolution (LR and HR) flow 

images needed to be generated. To improve clinical relevance of the training data, simulated 

data were combined with reference in-vivo scans, from which realistic noise levels and relevant 

reference magnitude images can be extracted. In short, realistic velocity-to-noise ratios (VNR) 

were extracted from the in-vivo data, equalling approximately VNR = 5.67 ± 1.64 at dx = 1.1 

mm, and VNR = 2.97 ± 0.78 at dx = 0.8 mm. 

To approximate the real magnitude image, the ROI containing the intracranial vessels was 

cropped from the in-vivo magnitude images. In-vivo vessel segmentations were already 

provided which was performed using a previously published analysis framework [171]. The 

mean intensity value from the segmented vessel was calculated. Subsequently, the values 

within the segmented vessel were replaced by the mean intensity value of the surrounding 

tissues. This procedure was applied to all in-vivo cases, resulting in 8 magnitude image 

templates. 

 

Figure 5-2 Generating high resolution synthetic magnitude image. Firstly, a magnitude image from the in-
vivo data (A) is cropped around the Circle of Willis (B). The vessel regions were then masked out and the 
values were replaced with the mean values of the surrounding tissues, resulting in a magnitude image 
template (C). The mask from the CFD vessels (D) were then overlaid on the magnitude image; magnitude 
image template is rescaled to fit the CFD image’s dimension, resulting in the synthetic magnitude image 
(E). 

Four of these magnitude image templates were selected randomly, one for each geometry from 

the CFD dataset. The magnitude image template was then rescaled to fit the FOV of the noise-

free HR velocity image dimension, depending on their resolution (dx = 0.75, 0.5, and 0.375). 

The vessel mask of the CFD image was then overlaid to the magnitude image template, with 

the intensity values replaced with the mean intensity values of the original vessels. The 

procedure of generating the synthetic magnitude image is illustrated in Figure 5-2. 
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Subsequently, the k-space downsampling method was utilised to generate LR magnitude and 

phase images from the HR synthetic magnitude and noise-free HR velocity images. 

Additionally, the relevant noise level (based on the VNR extracted from in-vivo data) was 

added during the downsampling process. Finally, the HR synthetic magnitude images were 

discarded, as the network only use the noise-free HR velocity images as the ground truth. 

5.3.4 Training and validation data patch generation 

To generate a larger number of training sets from the limited (n = 4) number of geometries, the 

FOV was split into patches of restricted spatial extent. Specifically, from each temporal frame 

patches of 123 voxels were extracted from random positions within the FOV (enforcing a 

minimum flow region of >5%). Patch input size was changed from the originally 16-voxel cube 

(in baseline 4DFlowNet), to a 12-voxel cube, accounting for the smaller vessel sizes 

encountered in the cerebrovascular space. Visualisation of the distribution of patches is shown 

in Figure 5-1.  

Training and validation dataset consist of high/low resolution pairs of 1.5/0.75; 1.0/0.5; and 

0.75/0.375 mm. Keeping the same patch size with different image resolutions effectively 

introduces the network to different “internal resolution” [172], with which it can generalise 

better to various vessel sizes. 

Training was performed using synthetic data from Subjects 1 and 2 with a total of 42,900 

patches, Subject 3a for validation consisting of 2,730 patches, and Subject 3b for testing. 

Training was performed on a Titan X GPU with 12GB memory. Training was performed for 

60 epochs, lasting approximately 30 minutes each, complete training took about 30 hours. 

Super-resolved velocity fields were predicted on a patch-basis, with complete volumes 

reconstructed by stitching patches together in each Cartesian direction, as described in the 

previous chapter. 

5.3.5 Validation of super-resolution performance 

To validate performance of the super-resolution network on cerebrovascular dataset, the in-

silico models and corresponding synthetic 4D Flow MRI data were utilised. Performance was 

evaluated with respect to both super-resolved velocity fields and derived flows, as well as 

functional recovery of relative pressures using the vWERP method. Additionally, we also 

evaluated the prediction results made by the original aortic 4DFlowNet to compare with the re-

trained 4DFlowNet. 
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Estimations were performed on low/high resolution pairs of 1.0/0.5 mm, as well as on 

corresponding SR data. In all instances, data were extracted with temporal sampling of dt = 40 

ms, to approximate a clinically realistic acquisition. 

5.3.5.1 Evaluation metric 

5.3.5.2 Super-resolution velocity and flow 

For the super-resolved velocity fields, linear regression analysis was performed against 

reference noise-free HR velocity data from the CFD analysis, assessing Cartesian velocity 

components and velocity magnitudes separately. Bland-Altman plots of the same data were 

also extracted to assess potential network bias. For general quantification, assessment of mean 

absolute velocity magnitude error (MAE), cosine similarity, and relative velocity magnitude 

(speed) error were all performed, with the latter extracted as per 

𝜀 =  ∑
∆ ∆ ∆

| |
     (5.3) 

 
with ∆v , ∆v , and ∆v  being Cartesian velocity components (differences between predicted 

and ground truth values).  

Furthermore, flow rates through three different planes cutting through sections of the right ICA, 

mid-ICA, and middle cerebral artery (MCA) were also compared between super-resolved and 

high-resolution reference synthetic 4D Flow MRI data. Quantification of RMSE and relative 

error were also performed against high-resolution reference flow from the CFD analysis. 

For velocity and flow assessment, an additional regression analysis was performed on the 

0.75/0.375 mm resolution pairs to show how the network performs on different resolution 

dataset. 

5.3.5.3 Validation of super-resolution relative pressure 

The main idea of this study was to assess whether network-based super-resolution image 

enables accurate estimation and recovery of functional relative pressures. Pressure estimations 

were performed using vWERP [158], based on a virtual work-energy form of the Navier-Stokes 

equations.  

Relative pressures were estimated over four different cerebrovascular sections in each synthetic 

4D Flow MRI dataset, respectively: left/right ICA, going from the cranial end of the cervical 
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ICA to the mid-section of the petrous ICA, and left/right ICA-MCA, going from the mid-

section of the petrous ICA to midway along the M1-segment of the MCA.  

Additionally, linear regression analysis was performed for super-resolved relative pressures 

against reference high-resolution pressure field data originating from the simulated CFD 

output. Bland-Altman plots were also extracted to assess potential estimation bias.  

5.3.6 In-vivo implementation and possibilities for clinical cerebrovascular 

super-resolution 

To assess the feasibility for clinical dataset, we performed similar evaluation as the synthetic 

MRI counterpart. Super-resolved velocity fields were generated (with an upsample factor of 

two), converting 1.1 to 0.55 mm and 0.8 to 0.4 mm, respectively. 

Qualitative comparison was performed to assess visual correspondence. As the in-vivo data 

were not acquired in integer resolution pairs, a point-to-point comparison cannot be performed. 

In exchange, through-plane flow rates at the proximal section of the left and right MCAs were 

compared between resolution sets to quantify differences between native and super-resolved 

resolutions. Additionally, velocity-to-noise ratio (VNR) was measured to assess the change in 

noise level between the acquired and the super-resolved velocity images.  

To assess relative pressures in the in-vivo data, similar ICA-MCA sections as the ones used in 

the in-silico analysis were identified. Inlet and outlet planes for the relative pressure estimates 

were positioned based on relevant anatomical landmarks along the right and left ICA and MCA, 

with planes visually co-aligned between resolutions (1.1 and 0.8 mm, respectively). 

Subsequently, vWERP was used to extract relative pressures in all subjects. Whilst lacking 

reference pressures, extracted measures were compared over different resolutions, assessing 

linear correlations and Bland-Altman plots between the different sets (with and without super-

resolution, respectively). All relative pressure calculations were performed by David Marlevi. 

5.4 Results 

5.4.1 In-silico validation 

5.4.1.1 Velocity and flow validation 

Evaluation was performed on the one test subject (Subject 3b), using 1 mm input data (LR) to 

generate SR equivalents at 0.5 mm (SR), respectively, comparing output quality against HR 

reference data at the corresponding resolutions.  
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Figure 5-3 Comparison between low resolution (LR), high resolution (HR), and super-resolution (SR) images at three 
different intersecting planes (A-C) through the ICA-MCA. Insets are showing the selected regions in magnified form. 
Comparison of flow rates through the intersecting planes (A-C) are also shown.  

As apparent in Figure 5-3, significant noise reduction was achieved in the SR velocity fields. 

Furthermore, SR flow rates indicated slight overestimation at the proximal-most (A) section 

(mean shift of -0.33 ± 0.14 mL/s), whilst showing a similar but opposite underestimation of 

flow in the more distal (B) and (C) sections (0.34 ± 0.16 mL/s, and 0.33 ± 0.12 mL/s, 

respectively). Relative differences were however kept < 10.3% over the evaluated sections 

(Figure 5-3 and Table 5-1). Isolating peak flow rates in all models, slight error reduction is 

seen for conversion from LR (RMSE = 0.74 mL/s, relative error = 9.0 ± 6.2%) to SR (RMSE 

= 0.56 mL/s, relative error = 6.6 ± 4.7%). 

Table 5-1 Flow rate measurements on Subject 3b for the right MCA, mid-ICA, and ICA. For all sections, results were 
measured by averaging 3 parallel cross-sectional slices. 

Plan

e 

LR flow 

rate 

[mL/s] 

SR flow 

rate 

[mL/s] 

HR flow 

rate 

[mL/s] 

SR-HR flow 

rate [mL/s] 
Rel. diff. [%] 

A 2.71 ± 1.1 2.80 ± 1.1 3.13 ± 1.2 -0.33 ± 0.1 10.3 ± 0.9 

B 5.63 ± 2.6 6.29 ± 2.9 5.95 ± 2.8 0.34 ± 0.2 5.8 ± 0.5 

C 5.24 ± 2.4 5.83 ± 2.7 5.50 ± 2.6 0.33 ± 0.1 6.4 ± 1.2 
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Figure 5-4 shows linear regression plots and Bland-Altman representations for generated super-

resolution velocities. In general, excellent correlations are observed between SR and HR 

velocities, with linear regression slopes and correlation coefficients of k>0.91 (R2>0.95) 

reported for the vessel core region (all voxels apart from the outermost fluid layer), and k>0.90 

(R2>0.72) for the vessel wall region (the outermost layer of fluid voxels). Slightly lower values 

are seen for velocity magnitudes (k=0.82 and R2=0.78 for core; k=0.69 and R2=0.44 for wall), 

although the Bland-Altman output indicated only minimal bias (consistent deviations of <0.02 

m/s). 

  

Figure 5-4 Top: Regression plot for each of the velocity components (Vx, Vy, and Vz) and velocity 
magnitude between ground truth and super-resolved image during the peak flow for in-silico test case 
(Subject 3b). Bottom: Bland-Altman plot for each of the velocity components during peak flow. The plots show 
5% of the data points (randomly selected) within the vessel core (black) and vessel wall (red), respectively. All data 
generated using the retrained cerebrovascular 4DFlowNet. 

Isolating time frame with peak velocity magnitudes, measures in both vessel core (MAE = 0.07 

± 0.06 m/s, relative error = 15.0 ± 0.06 %, cosine similarity = 0.99 ± 0.06) and vessel wall 

regions (MAE = 0.12 ± 0.11 m/s, and cosine similarity = 0.95 ± 0.19) confirm the trends noted 

above.  

For comparison, the 1.0/0.5 mm resolution sets were also processed using the original aortic 

4DFlowNet. Linear regression analysis and general quantifications (MAE, relative error, 

cosine similarity) were also performed. More distinct deviations are reported from ground truth 

high-resolution data (dx = 1.0 mm), evident in both vessel core and vessel wall regions. Linear 

regression slopes and correlation coefficients of k>0.73 (R2>0.55), and k>0.51 (R2>0.29) are 

reported for vessel core and wall regions, respectively, distinctly lower than its re-trained 

equivalent. Increasing deviations are also evident regarding peak velocity in both vessel core 
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(MAE = 0.11 ± 0.08 m/s, relative error = 16.9 ± 0.1 %, cosine similarity = 0.99 ± 0.08) and 

vessel wall regions (MAE = 0.15 ± 0.11 m/s, cosine similarity = 0.93 ± 0.11). 

An additional evaluation on the 0.75/0.375 mm resolution sets were performed by converting 

the LR input using the retrained 4DFlowNet. Similar numbers were observed as in the 1.0/0.5 

mm resolution sets. To summarise, the linear regression and general quantification comparison 

between both networks and the different resolution sets is shown in Table 5-2. 

Table 5-2 Comparison on linear regressions and general measurements of the original aortic 4DFlowNet 
and the retrained cerebrovascular 4DFlowNet. The aortic network was utilised to convert the 1 mm input 
data to 0.5 mm super-resolution, while the retrained cerebrovascular network was utilised to convert 1.0 
and 0.75 mm to 0.5, and 0.375 mm super-resolution equivalents, respectively. 

Vessel ROI Parameter 
Aortic 4DFlowNet Cerebro 4DFlowNet (retrained) 

1.0 -> 0.5 mm 1.0 -> 0.5 mm 0.75 -> 0.375 mm 

Vessel core Vx y = 0.90x + 0.0 (0.93) y = 0.95x + 0.0 (0.96) y = 0.95x + 0.0 (0.97) 

  Vy y = 0.87x + 0.0 (0.94) y = 0.97x + 0.0 (0.96) y = 0.99x + 0.0 (0.97) 

  Vz y = 0.90x + 0.0 (0.91) y = 0.91x + 0.0 (0.95) y = 0.91x + 0.0 (0.96) 
  |V| y = 0.73x + 0.1 (0.62) y = 0.82x + 0.1 (0.78) y = 0.88x + 0.0 (0.84) 
  Absolute error 0.11 ± 0.08 m/s 0.07 ± 0.06 m/s 0.07 ± 0.06 m/s 
  Relative error 16.9 ± 0.1%   15.0 ± 0.06% 14.38 ± 0.06% 

 Cosine similarity 0.99 ± 0.08 0.99 ± 0.06 0.99 ± 0.06 

     
Vessel wall Vx 0.77x + 0.0 (0.72) 0.91x + 0.0 (0.74) 1.00x + 0.0 (0.75) 

  Vy 0.79x + 0.0 (0.67) 0.95x + 0.0 (0.74) 1.04x + 0.0 (0.77) 

  Vz 0.77x + 0.0 (0.62) 0.90x + 0.0 (0.72) 0.95x + 0.0 (0.74) 
  |V| 0.51x + 0.2 (0.35) 0.69x + 0.1 (0.44) 0.78x + 0.1 (0.52) 
  Absolute error 0.15 ± 0.11 m/s 0.12 ± 0.11 m/s 0.12 ± 0.11  

 Cosine similarity 0.93 ± 0.11 0.95 ± 0.19 0.94 ± 0.11 
 

5.4.1.2 Relative pressure validation 

Figure 5-5 shows linear regression and Bland-Altman plots for estimations of relative pressure 

across different resolutions and all models. Overall, significant underestimation is observed at 

LR (1 mm), whilst accurate estimates are reported at the HR (0.5 mm) setting. Most 

importantly, distinct improvements in functional relative pressures are observed for the super-

resolved velocity fields as compared to the LR input. Relative error in peak relative pressure 

decreasing from 23.3 ± 14.9% at LR, to 11.0 ± 7.3% at SR, with 5.1 ± 2.3% at reference HR. 

Similarly, the RMSE for the entire time series goes from 1.1 ± 1.7 mmHg at LR, to 0.3 ± 0.2 

mmHg at SR, compared to 0.2 ± 0.1 mmHg at HR. Quantitative output for an ICA-MCA 
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sections across all different models are given in Table 5-3. Again, all pressure calculations were 

performed by David Marlevi. 

Table 5-3 Image-based peak relative pressure measurements through the right ICA-MCA section four all 
different subjects. 

Model 

LR peak 

Δp 

[mmHg] 

SR peak 

Δp 

[mmHg] 

HR peak 

Δp 

[mmHg] 

SR-HR peak 

Δp [mmHg] 

Rel. diff. 

[%] 

1 7.39 13.93 13.11 0.82 6.25 

2 6.78 12.97 12.51 0.46 3.68 

3a 2.51 2.91 2.81 0.10 3.56 

3b 2.35 2.80 2.66 0.14 5.26 

 

Figure 5-5 shows conversion from LR to SR increasing the linear regression slope from k = 

0.56 to 0.99, representing a virtual 1:1 correlation to ground truth relative pressures (k = 0.98 

at HR for reference). Similarly, the mean bias shift in the LR set (mean shift of -0.85 ± 1.43 

mmHg) is significantly reduced by conversion into SR data (mean shift of -0.17 ± 0.30 mmHg). 

The HR data show no estimation bias (mean shift of 0.03 ± 0.22 mmHg).  

 

Figure 5-5 Linear regression (top row) and Bland-Altman plots (bottom row), comparing relative pressure 
estimates to reference CFD equivalents using low resolution data (LR, 1 mm, first column), high resolution 
data (HR, 0.5 mm, second column), super-resolution data from original aortic 4DFlowNet (SR, converting 
1 mm to 0.5 mm, third column column), and super-resolution data from the retrained cerebrovascular 
4DFlowNet (SR, fourth column) The colours depict different data sets (training in blue (Subject 1 and 2), 
validation in red (Subject 3a), testing in green (Subject 3b)). Figure is provided by David Marlevi. 
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LR to HR conversion using the original aortic 4DFlowNet shows lower accuracy for the 

recovery of cerebrovascular relative pressures (k = 0.87 against reference HR data at dx = 0.5 

mm, and a mean bias shift of -0.41 ± 0.58 mmHg).  

5.4.2 Experiment with higher upsample factor  

As mentioned in Chapter 4, due to the nature of the fully convolutional architecture, 

4DFlowNet  allows for arbitrary upsampling, going far beyond the two-fold increase. As shown 

in Figure 5-6, virtually any user-selected resolution can be used. However, while such arbitrary 

upsampling is possible, the quality of it remains to be determined, and general 

recommendations should be to train at clinically relevant resolutions. Hence, we chose to train 

with resolution pairs being on the border of where increased spatial resolution is required for 

accurate relative pressure estimations [160], with the results shown satisfactory performance, 

as shown in the previous section. It is worth noting that the inferences were performed directly 

using the LR input, and not in an incremental manner. It can be observed in the figure, the 

super-resolved images using the upsample factor of 8 and 12 were not visually satisfactory, 

due to information-deprived input from the LR patch. 

 

Figure 5-6 The fully convolutional 4DFlowNet allows for an arbitrary upsampling factor (n = 2,3,...). As 
exemplified here, cross-sectional planes along the left ICA and MCA of Subject 3b was upsampled up to 
twelve-fold (~0.08 mm effective voxel size), although the quality and justification of such exaggerated 
upsampling remains to be determined. Cross sections A-C are identical to the ones in Figure 5-3. 
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5.4.3 In-vivo implementation of cerebrovascular super-resolution 4D Flow 

MRI 

5.4.3.1 Estimation of super-resolution velocity and flow 

For the in-vivo dataset, visual inspection confirmed qualitative improvement with regards to 

noise reduction and data appearance of the super-resolved 4D Flow MRI data (Figure 5-7). At 

the paired LR/SR of 1.1/0.55 mm data, VNR showed a 4-times increase, going from VNR = 

5.67 ± 1.64 to VNR = 24.20 ± 11.28. While at the paired LR/SR of 0.8/0.4 mm data, VNR 

showed a 3-times increase in the 0.4 mm SR data, going from VNR = 2.97 ± 0.78 at dx = 0.8 

mm to VNR 9.29 ± 4.25 at dx = 0.4 mm.  

Flow rates were assessed through the left and right MCAs, the clinical base resolution data 

indicated a flow rate range of 0.65 to 7.13 mL/s and peak flow rates of 4.96 ± 1.52 mL/s at dx 

= 1.1 mm, compared to a slightly reduced range of 0.67 to 5.53 mL/s and peak flow rates of 

3.47 ± 1.01 mL/s at dx = 0.8 mm.  

Converting to SR equivalents (dx = 0.55 mm and 0.4 mm, respectively) flow rates are only 

modestly modified, with slight downregulation observed in both datasets (flow range of 0.58 

to 6.93 mL/s and peak flow rates of 4.39 ± 1.56 mL/s at dx = 0.55 mm; flow range of 0.64 to 

5.13 mL/s and peak flow rates of 3.32 ± 0.91 mL/s at dx = 0.4 mm).  
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Figure 5-7 Visual comparison of an in-vivo case at low (LR) and super-resolution (SR) for both sets of dx=1.1 and 0.55 
mm, and 0.8 and 0.4 mm, respectively. Improvements in VNR are apparent in the super-resolved phase images (A) as 
well as in the flow visualisations (B). Velocity vectors comparison is given for a section through the right MCA for the 
paired low/super-resolution (1.1/0.55 mm) in (C), and for the paired low/super-resolution (0.8/0.4 mm) in (D), with vectors 
shown projected onto a visual 2D plane. The detailed view reveals velocity vectors conforming more to the anatomy of 
the vessel in the super-resolved images, including at the near-wall regions. 

5.4.3.2 Estimation of super-resolution relative pressure 

Relative pressures were derived for all in-vivo subjects and sections. Overall, estimates were 

within the range of -0.6 to 6.0 mmHg for the 1.1 mm data, with peak relative pressures at 2.9 

± 1.6 mmHg, compared to a range of -0.1 to 6.8 mmHg for the 0.8 mm data, with peak relative 
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pressures at 3.8 ± 1.8 mmHg. Converting to SR, the ranges changes with estimates getting 

closer to one another: SR data at dx = 0.55 mm exhibiting a range of -0.7 to 5.9 mmHg with 

peak relative pressures at 2.6 ± 1.4 mmHg; SR data at dx = 0.4 mm (input at dx = 0.8 mm) 

exhibits a range of -0.5 to 4.3 mmHg with peak relative pressures at 2.9 ± 1.1 mmHg. 

 

Figure 5-8 Linear regression and Bland-Altman plots for the in-vivo cerebrovascular 4D Flow MRI data, showing the 
relationship between relative pressure estimated at base resolutions (ΔP, two left-most plots, comparing 1.1 mm and 
0.8 mm data) and at equivalent super-resolutions (ΔP*, two rightmost plots, comparing super-resolved 0.55 mm vs. 0.4 
mm data). Figure provided by David Marlevi. 

Although lacking in-vivo reference pressure, Figure 5-8 shows linear regression and Bland-

Altman plots comparing LR and HR data to its SR equivalents. At base resolutions (LR vs. 

HR) a systematic bias shift in relative pressure was observed between the two base resolutions 

(k = 0.64; R2 = 0.81; mean shift = -0.93 ± 0.93 mmHg). The shift was reduced in the SR 

equivalents, although a 1:1 correlation between the two datasets (k = 0.81; R2 = 0.77; mean 

shift = -0.47 ± 0.72 mmHg) was not completely recovered.  
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Additionally, both super-resolution datasets (0.55 and 0.4 mm) seem to result in lower pressure 

gradients, which could be caused by the averaging of peak velocity and gradients. However, in 

in-vivo cases, it is also dependent on a lot of other factors, including data quality (e.g., SNR, 

VNR), segmentation quality, and temporal resolution. Furthermore, the sections that were 

probed (ICA towards MCA) are also very tortuous and narrow, so only very few data points 

were obtained, as limited by the segmentation accuracy, which does not occur with the CFD 

simulation. 

5.5 Discussion 

In this study, we evaluated the utility of 4DFlowNet in the setting of cerebrovascular 

hemodynamics, showcasing how super-resolved intracranial velocity fields and regional flows 

can be recovered from low-resolution input data. Furthermore, we showed how super-

resolution 4D Flow MRI in combination with the physics-informed vWERP algorithm 

successfully recovers functional relative pressures through regional cerebrovascular sections. 

The super-resolved data effectively reducing relative pressures’ estimation bias which was 

observed in the low-resolution input data. Our results highlight the potential of super-resolution 

4D Flow MRI to improve quantitative functional cerebrovascular hemodynamic assessment.  

5.5.1 Robustness of 4DFlowNet architecture 

As highlighted in the results, the original aortic 4DFlowNet could generalise to the 

cerebrovascular flow with slightly reduced accuracy, despite never being exposed to small 

vessel sizes before. The fact that re-training resolved estimation bias also demonstrates that the 

core 4DFlowNet architecture is robust to different types of flows, and that it is rather the 

information contained in the training data (i.e., vessel sizes, noise characteristics) that 

determines final performance. The adjustments performed to the network were to improve the 

performance of the network over the previous iteration, and not to compensate for the different 

type of dataset. Despite the improvements shown in the cerebrovascular dataset (Table 5-2), 

whether the newly retrained network also perform better on the aortic flow data has yet to be 

determined. 

5.5.2 Realistic and multi-resolution synthetic data  

The importance of re-training is highlighted in Chapter 5.4.1, where performance differences 

was shown between the original (aortic) and re-purposed (cerebrovascular) 4DFlowNet. Here, 

it is important to appreciate the fundamental differences in input training data that exist 

between the aortic and the cerebrovascular 4DFlowNet. In the original work, patches 
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containing aortic flows from CFD were utilised during training, containing larger vessel 

structures. On the contrary, cerebrovascular flow is restricted by the narrow and tortuous 

vessels. For this reason, we adjusted the patch size during training for efficiency to minimise 

most of the irrelevant information outside of the vessels. 

Additionally, the cerebrovascular training data contain synthetically generated magnitude 

images, as such carrying more realistic image properties and noise characteristics. Hence, the 

original network was never exposed to patches containing the same image characteristics (with 

tissue regions), or containing small or tortuous vessels, and performance is likely reduced when 

attempting cerebrovascular data recovery.  

Furthermore, we introduced different resolution pairs as training data, which effectively 

enriched the internal resolution learned by the network. On top of that, changing the resolution 

while keeping the patch size in the same dimension (12-voxel cube) acted as a surrogate for 

the different vessel sizes seen by the network. This also indicates that further re-training or 

more dataset might be necessary if attempting super-resolution imaging in yet another 

cardiovascular domain (e.g., intracardiac flow fields), although as long as anatomical structures 

are similar in size, maintained accuracy is plausible.  

5.5.3 In-silico validation on velocity, flow, and relative pressure 

From the results, we observed the in-silico super-resolved flows and velocity fields both 

conform closely to high-resolution reference data. Additionally, the super-resolved flow fields 

enable accurate estimation of functional relative pressures, which is directly dependent on 

spatial resolution [160]. This not only indicates the utility of the vWERP algorithm but also 

highlights that the 4DFlowNet architecture allows for accurate estimation of the complete fluid 

mechanical environment, with precise recovery of both velocity and velocity gradients needed 

to accurately extract relative pressures.  

Despite all these improvements, slightly reduced accuracy was still observed along near-wall 

voxels. This behaviour is similar to what has been previously reported [96], and is not entirely 

surprising: near-wall voxels suffer from reduced input information due to partial volume effect 

(surrounded by static tissue), and will be inherently linked to reduced signal quality. Dedicated 

neural networks have been explored for the recovery of near-wall velocities in 2D flow data 

[173], although application in 4D Flow MRI data remains to be performed.   
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5.5.4 In-vivo feasibility of super-resolution to quantify relative pressure 

In Chapter 5.4.3, we have shown super-resolution images and functional relative pressure 

estimations in an in-vivo cohort. Although ground truth high-resolution scans or reference 

pressure measurements were unavailable, they indicated similar behaviour in-silico and in-vivo 

dataset.   

Importantly, the super-resolved flow fields did not introduce any bias shifts, and estimates of 

both flows and relative pressures indicated slight convergence at upsampled resolutions. 

However, a desired 1:1 relation between resolutions is not achieved. Further validation of in-

vivo work would be beneficial to understand the clinical translation of the combined super-

resolution using 4DFlowNet and vWERP approach.   

Another benefit of the 4DFlowNet is the ability to denoise velocity (phase) images which 

significantly improve VNR. The results were obvious in the in-silico dataset, due to the 

similarity of the training, validation, and test dataset characteristics. However, for in-vivo, this 

improvement can be appreciated visually (Figure 5-7 A), where the vessel can be clearly seen 

with the absence of noise. It is worth nothing that the network did not receive the vessel 

segmentation or mask as an input. 

Improving VNR can be performed using other approach, such as the multi-venc sequences 

[170], however it might impact scan times. Post-processing approach, such as denoising using 

deep learning, as highlighted in other work [96], in theory enables maintained signal quality 

with reduced scan times. 

5.5.5 Contextualising super-resolution 4D Flow MRI 

It is worth contrasting our re-purposed 4DFlowNet to previously published work within the 

same space. A few studies attempted velocity field recovery of directly imaged flow, including 

the works of Fathi et al. [174] and Rutkowski et al. [96].  

Fathi et al. [174] used a patient specific PINN to recover regional flow and pressure from input 

4D Flow MRI, promising virtually unrestricted spatiotemporal refinements on recovered 

velocity fields. This PINN-based method was implemented on either phantom-data resembling 

cerebrovascular flow, or on selected in-vivo sets. Although it is very promising, the method is 

still to be demonstrated in quantitative analysis of in-vivo usage cerebrovascular scans. 

Similar to 4DFlowNet, Rutkowski et al. [96] presented a deep residual network to reconstruct 

noise-free 4D Flow MRI in a cerebrovascular setting, using patient-specific in-vitro models for 
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both training and testing. Despite the similar network approach, the output of their network did 

not seem to remove the noise significantly. We assume this is because the network did not 

consider the inclusion of magnitude image as an input, which may provide distinction between 

fluid and tissue regions.  

On the other hand, only a handful studies have attempted functional hemodynamic recovery. 

Recently, Kissas et al. [175] proposed a PINN-based network to recover absolute pressure in 

simplified arterial model sections; where application in cerebrovascular geometries was not 

attempted. Shit et al. [176] similarly proposed the PINN-based ‘Velocity-to-Pressure’ net; 

however, super-resolution abilities were not included. In comparison, our work combines the 

super-resolution utility of 4DFlowNet with the functional recovery of the physics-informed 

deterministic vWERP approach, being previously benchmarked across different cardiovascular 

domains, including the cerebrovasculature [158]–[160]. 

To summarise, our work shows the significant potential of super-resolution 4D Flow MRI in 

estimating hemodynamic variables more accurately, specifically within the cerebrovascular 

space. 

5.5.6 Limitations and future work 

A number of limitations are worth pointing out. Firstly, a modest number of in-silico models 

were used for training, where additional data could enhance the network capability. Similarly, 

combining the original aortic and cerebrovascular datasets could generate a more general-

purpose utility, although performance of such would have to be evaluated separately. 

Secondly, as mentioned earlier in Chapter 4, increasing data storage required by the super-

resolution conversion is a limitation. Due to the uniformly sampled data representation, a two-

fold resolution increase leads to an eight-fold increase in disk space usage. Despite showcasing 

the capability of 4DFlowNet in increasing resolution in any arbitrary number, the amount of 

disk space required will increase in a cubic order. Adaptive grid representations, such as 

OctTree [177] or graph-based networks [178] may offer improved future possibilities 

circumventing this issue, and may be explored in future work.  

Finally, clinical in-vivo validation against catheter-based pressure data remains to be 

performed, which is a challenging task. However, experimental validation in patient-specific 

in-vitro models (as attempted in other work [96]) or in a pre-clinical setting would bring 

important insight to the clinical utility of the presented work.  
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Future work would explore expanding the network capability by adding training data, 

improving near-wall velocity predictions, and addressing the sparse data representation 

problem. Clinically, more evaluation can be envisioned on the network-based super-resolved 

4D Flow MR images in quantifying other hemodynamic variables. 

5.5.7 Conclusion 

In this study, we have shown a combination of super-resolution 4D Flow MRI and physics-

informed image analysis can together be effectively used to accurately quantify 

cerebrovascular hemodynamics, including regional velocities, flows, and functional relative 

pressures. Furthermore, we have shown how conversion into super-resolution images 

successfully reduces estimation biases in relative pressures, which was observed in the low-

resolution input data. Finally, application in in-vivo data shows how improvements in VNR, 

preserved flow, and converging relative pressures estimates are achievable in a clinical setting. 
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6 WSSNet: Aortic wall shear stress estimation using deep 

learning on 4D Flow MRI 

In Chapter 4, we proposed 4DFlowNet, a deep residual network to generate super-resolution 

4D Flow MRI data from low-resolution input, designed for applications where quantification 

of hemodynamic parameters can benefit from the increase in spatial resolution. Wall shear 

stress is one such parameter that is dependent on spatially derived velocity gradients. 

However, preliminary experiments on simulated data suggested an increase of two-fold on 

spatial resolution is not sufficient to measure wall shear stress accurately (see Appendix D). 

The experiments also show that more than 16x resolution increase is necessary to resolve the 

peak WSS accurately. This amount of resolution increase is far beyond the capability of the 

network, in terms of computational cost and disk storage.  

Therefore, in this chapter, we addressed this limitation by utilising a different approach in 

calculating wall shear stress from 4D Flow MRI. Instead of pursuing the three-dimensional 

super-resolution approach, we resorted to a more direct estimation approach by representing 

the data as two-dimensional surface and flatmaps. As a result, we aim to accurate estimate WSS 

from the clinically achievable resolution. 

This chapter is based on the manuscript “WSSNet: Aortic wall shear stress estimation using 

deep learning on 4D Flow MRI”, Frontiers in Cardiovascular Medicine, in press.  
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6.1 Abstract 

Wall shear stress (WSS) is an important contributor to vessel wall remodelling and 

atherosclerosis. However, image based WSS estimation from 4D Flow MRI underestimates 

true WSS values, and the accuracy is dependent on spatial resolution, which is limited in 4D 

flow MRI. To address this, we present a deep learning algorithm (WSSNet) to estimate WSS 

trained on aortic computational fluid dynamics (CFD) simulations. The 3D CFD velocity and 

coordinate point clouds were resampled into a 2D template of 48x93 points at two inward 

distances (randomly varied from 0.3 to 2.0 mm) from the vessel surface (“velocity sheets”). 

The algorithm was trained on 37 patient-specific geometries and velocity sheets. Results from 

6 validation and test cases showed high accuracy against CFD WSS (mean absolute error 0.55 

± 0.60 Pa, relative error 4.34 ± 4.14 %, 0.92 ± 0.05 Pearson correlation) and noisy synthetic 

4D Flow MRI at 2.4 mm resolution (mean absolute error 0.99 ± 0.91 Pa, relative error 7.13 ± 

6.27 %, and 0.79 ± 0.10 Pearson correlation). 

Furthermore, the method was applied on in-vivo 4D Flow MRI cases, effectively estimating 

WSS from standard clinical images. Compared with the existing parabolic fitting method, 

WSSNet estimates showed 2-3x higher values, closer to CFD, and a Pearson correlation of 0.68 

± 0.12. This approach considering both geometric and velocity information from the image, is 

capable of estimating spatiotemporal WSS with varying image resolution and is more accurate 

than existing methods while still preserving the correct WSS pattern distribution. 

6.2 Introduction 

Wall shear stress (WSS) is an important contributor to vessel wall remodelling and 

atherosclerosis [179]–[181]. WSS is defined as the shear force produced by tangential blood 

flow on the vessel wall as a result of blood viscosity and is related to the gradient of velocity 

in the surface normal direction. Previous studies suggest that wall shear stress is an important 

biomarker for atherosclerosis formation [182], [183]. Both low and high time averaged WSS 

(TAWSS) have been suggested to be associated with pathology. Moreover, recent studies also 

found that high oscillatory shear index (OSI) plays an important role in causing wall thickening 

[184]. Early detection of these biomarkers may provide useful information for clinical practice. 

However, despite recent findings on the importance of WSS and related measures, there is yet 

no practical method to accurately measure WSS from clinical data. 

MRI phase contrast imaging methods enable non-invasive quantification of the three-

dimensional time varying velocity field (4D Flow MRI) [9], [34]. However, the spatiotemporal 
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resolution of 4D Flow MRI is limited. Several existing methods have employed curve fitting 

to estimate WSS from velocity derivatives near the vessel wall [63], [64], [185]. Stalder et al. 

[185] introduced a velocity-based method using B-spline interpolation. A later study 

investigated several approaches based on velocity mapping, Fourier velocity encoding, and 

intravoxel velocity standard deviation mapping [186]. Overall, all these methods are dependent 

on spatial resolution, segmentation accuracy, velocity encoding (VENC), and voxel position 

relative to the wall, with each method being more sensitive to different parameters. These 

methods show consistent reproducibility when the comparison between methods was 

performed relative to each other. However, the WSS obtained using these methods were 

consistently lower compared to the values obtained from computational fluid dynamics (CFD) 

[187], [188]. This underestimation is likely due to the limited resolution of 4D Flow MRI, as 

hemodynamic parameters may be biased due to partial volume effects and temporal blurring. 

The need to have a higher resolution MRI is constrained by the limited amount of examination 

time. 

Computational modelling enables physics-based simulation of clinical data at high resolution, 

constrained only by computation resources. While it is possible to achieve accurate estimates 

for hemodynamic variables, CFD simulations require patient-specific parameters. These 

boundary conditions are not always obtainable and often rely on assumptions such as vessel 

rigidity, incompressible fluid, and pressure estimations. Moreover, the amount of computation 

required to solve the numerical problem is often not feasible in a clinical setting.  

Recent developments in medical imaging and deep learning have enabled the use of physics-

based simulations as surrogates to train a deep learning model [189]–[192]. These approaches 

offer high accuracy compared to the CFD ground truth by learning spatial representation of 

geometric features. Liang et al. [192] used a shape decoding technique to train a network to 

estimate aortic stress distributions based on the input mesh. Similarly, Acebes et al. [190] 

presented a CNN-based network to estimate endothelial cell activation potential (ECAP) using 

an unwrapped model of the left atria. Gharleghi et al. [189] also presented a deep learning 

method to estimate TAWSS in left main coronary bifurcations by using geometric information 

as the input. Conversely, conventional curve fitting methods have used velocity information at 

constant spatial locations (equidistant inward normal). By combining the use of CFD 

simulations, variable geometric features, velocity information, and deep learning, a fast, 

accurate method that can be applied to in-vivo data can be developed. 
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This paper proposes a deep learning approach to estimate WSS based on patient-specific aortic 

vessel geometries and velocity information. To achieve this, CFD simulations were generated 

for patient-specific geometries, in order to extract a uniform grid sampling of spatial and 

velocity information at two inward distances from the aortic vessel wall. The locations of the 

sampled velocity sheets were encoded as coordinate flatmaps, and varied over a range of 

values, enabling the network to learn the relationships between geometry, sampling distance, 

velocity and WSS. WSS vectors were output as a uniform-grid flatmap, predicted at any given 

time frame, enabling the calculation of other WSS measures, such as TAWSS and OSI. The 

method was validated on synthetic 4D Flow MRI data derived from the CFD simulations. 

Additionally, the method was applied to clinical in-vivo cases in comparison with the parabolic 

fitting method. 

6.3 Methods 

The following section provides a detailed description of the methodology used in this study. 

First, the data generation process is described, including the geometry extraction from 4D Flow 

MRI, CFD simulation setup, and input data preparation step. Secondly, the description of 

WSSNet is presented, including the network architecture, loss function definition, and training 

hyperparameters setup. Finally, the performance of the network is evaluated in respect to the 

estimated WSS magnitudes, WSS distribution, time-averaged WSS (TAWSS) and OSI, with 

quantifications performed in the CFD dataset, synthetic MRI from CFD, and actual in-vivo 

cases. 

6.3.1 Geometry extraction  

Clinical cardiac 4D Flow MRI were obtained for a total of 59 volunteers and patients using a 

prototype sequence. Data were acquired using 1.5T scanner (MAGNETOM Avanto fit, 

Siemens Healthcare, Erlangen, Germany) scanner. 4D Flow images were acquired with 

retrospective gating, encoding velocities of 150 cm/s (VENC) at 2.375 mm grid spacing, 2.75 

mm slice thickness, covering the entire heart and great vessels. Other parameters included 

repetition and echo time (TR/TE) of 38.3 and 2.3 ms, respectively; flip angle 7o, with 38-58 

ms temporal resolution and approximately 20 reconstructed frames. 

Sixteen cases were excluded due to data corruption subsequently found to be caused by a 

memory overrun error, leaving 43 cases for this study (34 healthy, 9 left ventricular 

hypertrophy). Patient-specific aortic geometries were extracted from the 43 in-vivo cases. PC-

MRA images (temporal mean) were constructed to define the anatomical structure. For each 



Chapter 6 WSSNet – aortic wall shear stress estimation       

 

122 
 

case, two segmentations were performed, one with aortic branches, and another one without. 

We refer to the segmentation without branches as the “aorta-only-segmentation”. For 

consistency, the branch segmentations contained 3 aortic branches: brachiocephalic artery 

(BCA), left common carotid artery (LCCA), and left subclavian artery (LSA). For the aorta-

only-segmentation, these branches were simply excluded. Segmentations were performed 

semi-automatically using ITK-SNAP’s [144] active contour method. The resulting 

segmentations were exported as a surface mesh.  

The 3D aortic segmentations (ones with the aortic branches) were truncated at the ascending 

aorta distal to the aortic root and at the distal end of the thoracic aorta to obtain flat inlet and 

outlet surfaces to be used for CFD simulations. The aortic branches were also truncated 

approximately 2 cm from their bases. An additional smoothing operation (10-12 iterations of 

vertices’ distance averaging) was applied to smooth out the rough surface obtained from the 

segmentation. All these steps were performed using Blender 2.8 [146]. Finally, Instant Meshes 

[193] was utilised to retopologise the complex meshes to more structured quad surfaces. This 

set of geometries was used to perform the CFD simulations. 

 

Figure 6-1 Some examples of the aortic geometry in the dataset. The first and third columns show the corresponding aorta 
(left) and the registered surface template mesh (right). First column show aorta geometries for normal volunteers. Third 
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column show aorta geometries from left ventricular hypertrophy cases. The middle column shows the aortic segmentation 
with branches (left) and aorta-only-segmentation (right), shown with white wireframes. Light blue geometries shown the 
processed segmentation for the use of CFD simulation and for mesh registration. The cross-sectional planes show the 
truncation lines for the geometry marking the inlet and outlets.  

The same steps were also applied for the aorta-only-segmentations (ones without the branches), 

except that they were truncated at around the mid-thoracic level of the descending aorta. This 

second set of geometries was used for the registration step using a surface template mesh, as 

explained below. Figure 6-1 shows the two geometries and the locations of the truncation-lines. 

6.3.2 CFD Simulations 

The branched aortic geometries were imported to Ansys 19.2 (Canonsburg, PA, USA). A mesh 

independence study was performed on one of the geometries from the training set (case 12), 

over four grid resolutions (1.5, 1.0, 0.75, and 0.5 mm tetrahedral elements) using a steady-state 

simulation. For all the four grid resolutions, the same boundary layer setup was used (1 mm 

total thickness, 10 prism layers with increasing thickness, growth rate of 1.2). Inlet and outlets 

were refined with 0.3 mm tetrahedral elements (see Figure 6-2). The selected meshing strategy 

(1 mm elements, 589k nodes, 1.5M elements) compared to the finer mesh (0.75 mm elements, 

746k nodes, 1.9M elements), resulted in differences of less than 4% for average WSS, less than 

3% for average velocity, and less than 2% for flow rate at three cross-sectional planes measured 

at the ascending aorta, aortic arch, and descending aorta. Accordingly, this meshing strategy 

was selected considering the computation cost, file export size, and computational resource 

availability. 

All 43 geometries were discretised using the selected meshing strategy, with additional local 

refinements applied when necessary. This results in a mesh containing between 500k-800k 

nodes for each geometry. 

We imposed rigid and no-slip boundary conditions at the wall. Blood was modelled as a 

Newtonian fluid with a density of 1060 kg/m3 and a viscosity of 4x10-3 Pa.s. A plug flow profile 

was prescribed at the inlet. Two different variations of outlet boundary conditions were 

prescribed: (1) zero pressure was set at all outlets, (2) flow percentage ratio, with 70% flow 

going to the descending aorta, and 15/5/10% going to BCA, LCCA, and LSA, respectively. 

Due to time and resource constraints, the different outlet boundary conditions (1) and (2) was 

applied separately for 25 and 18 geometries, respectively. 
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Figure 6-2 Example of the meshed geometry. Inlet was refined with 0.3 mm tetrahedral elements, also 
having 1 mm boundary layer constructed from 10 prism layers (A). Branching outlets were also refined 
with the same meshing strategy as inlet (B), and cross-section of the mesh showing the inner mesh 
discretised with 1 mm tetrahedral mesh (C). 

Time-varying patient-specific inflow velocity was extracted from one case (case 1) over a 

cardiac cycle (710 ms). All simulations were performed for two cardiac cycles, using the same 

time-periodic velocity profile. The simulations were run with a time step of 1 ms. Velocity and 

wall shear stress vectors were extracted from the last cardiac cycle of the simulation to avoid 

transient initialisation effects. The data were obtained for every 10th time step (dt = 10 ms), 

resulting in 72 time frames (71 from the last cycle and 1 from the last time frame of the previous 

cycle).  

It is important to note here that while patient-specific velocity profiles could be acquired, the 

rationale of running these CFD simulations was to generate a dataset with sufficient flow 

variations to enable the network to learn the local relationships between velocity and WSS, 

mainly through the different geometries and temporal variation. Hence, the same boundary 

conditions were applied for all geometries. Consequently, the resulting CFD simulations were 

not compared against the actual measurements from 4D Flow MRI. As a result, the WSS 
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obtained from CFD simulations were different from the in-vivo cases, which was expected. 

Therefore, the network applicability in predicting unseen data can be tested. 

Essentially, WSS can be formulated as: 

𝜏 = µ        (6.1) 

which is a product of the dynamic viscosity of the fluid (µ), and the velocity gradient near the 

wall (wall shear rate). While in general, blood flow in the aorta is laminar, during peak systole 

the flow can become turbulent, specifically at the ascending aorta [56]. In turbulent flow, the 

velocity gradients near the wall become very steep, and hence also the wall shear stress, as the 

velocity follows a logarithmic profile. The use of laminar model for aortic flow is known to 

underestimate WSS [76]. For this reason, the use of a turbulence model helps to improve WSS 

calculations through the use of turbulence (eddy) viscosity, which is a part of the turbulence 

computations. 

The realisable k-ε turbulence model [194] was chosen to account for possible turbulence effects 

during peak systolic phase, where Reynolds number reached >5000. The incompressible 

Navier-Stokes equations were solved iteratively in ANSYS Fluent 19.2, with a convergence 

criterion of scaled residual value to be less than 10-5 for mass and momentum. Each simulation 

took between 40 and 50 core-hours to solve on a high-performance parallel computing 

environment (1.5 GB/core). 

6.3.3 Data preparation 

Due to the complex relationship between flow and velocity gradients, it is important to 

incorporate both the velocity and spatial information as inputs to the network. Node 

coordinates, velocity, and WSS vectors from CFD were processed to create pairs of input-

output data for the network.  

To have a standardised data structure, we utilised the surface template mesh representation 

from Liang et al. [192], [195], which was modified into 48x93 quadrilateral mesh. The 

quadrilateral mesh was then unwrapped into UV map, a 2D flatmap representation with 48 and 

93 correspond to the size of the circumference (U) and longitudinal (V) directions, respectively.  

The template mesh extended from the ascending aorta, aortic arch, and proximal section of the 

descending aorta. Note that the template mesh did not model the branching vessels. The 

template mesh was unwrapped using Blender, with the shortest distance from ascending to 

descending aorta selected as the seam. Subsequently, the UV map was aligned to form 
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rectangular elements. To speed up the mesh registration step, a coarse version of the template 

(12x24) was also constructed, paired with a subdivision matrices to convert it back to its actual 

size (48x93) using subdivision surface [196].  These two template meshes were used for 

registration. Figure 6-1 shows the variations of geometry used to build the training dataset, 

each geometry is shown in pairs: the aortic geometry with branches used for the CFD 

simulations, and the registered mesh on the aorta-only-geometry used for the WSSNet. A 

comprehensive visualisation of the template meshes, and registration steps are shown in Figure 

6-3.  

 

Figure 6-3 Top: Coarse and fine template meshes used for registration. UV unwrapping was performed on the fine 
template mesh, with a light blue line showing the seam line. Bottom: an overview of the registration process using 
Coherent Point Drift. Registration was performed on the coarse template mesh, followed by a subdivision surface 
operation, followed by another registration step on the refined mesh. 

Registrations were performed firstly on the coarse template to all the 43 aorta-only-geometries 

using Coherent Point Drift (CPD) [197], [198], using rigid, affine and deformable 

transformations (α=3, β=15). After the initial registration of the coarse mesh, the mesh was 

subdivided using the subdivision matrices. A second deformable transformation (α=3, β=7) 

was performed to ensure the small details in the geometry were aligned properly and to correct 

the deflation effect of the subdivided surface. The two parameters α and β represent the trade-

off between goodness of maximum likelihood fit and regularisation, and the width of 

smoothing Gaussian filter, respectively [197]. 
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Note that the coarse template is optional and was used to speed up the mesh registration 

process. Without a coarse template, the registration process would be performed directly using 

the normal template mesh with all 3 transformations (rigid, affine, and deformable) and no 

subdivision surface is necessary. However, different parameters for the deformable 

transformation may be required. The two step registrations were performed in this study to tune 

the parameters quickly on the coarse template mesh while ensuring they have sufficient 

registration accuracy for all geometries. 

 

Figure 6-4 Overview of the extraction process performed on the CFD point clouds dataset. Extraction was 
performed on the wall coordinates and several inner surface coordinates. WSS vectors and velocity 
vectors were extracted at the wall and inner coordinates, respectively. The extracted information were 
transformed into 2D flatmaps based on the template mesh. 

Finally, the registered surfaces were used to extract the wall shear stress vectors and magnitude 

from the CFD simulations. The spatial coordinates (x, y, z) of each mesh node were stored as 

a “flatmap” with 3 channels (1 for each axis), with Cartesian coordinate system. The KDTree 

algorithm was used to obtain WSS vectors for every point on the registered surface, by 

searching for the closest point in the CFD surface mesh, with a search radius of 5 mm from 

each surface node. Template nodes corresponding to the aortic branches were masked as 
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“invalid” by applying a distance threshold of >1.2 mm radius. Manual inspection and 

corrections were performed subsequently to ensure other aortic surface regions were included, 

and only the aortic branches regions were invalid. Despite the CFD simulations including 

branching vessels, the registered surfaces did not. On the base of the branching vessels on the 

registered surfaces, there were no actual WSS values, which renders these regions as invalid. 

These invalid regions were not optimised during the loss calculation.  

Additionally, velocity vectors were extracted in varying inward distances (0.3, 0.5, 0.6, 0.8, 

1.0, 2.0 mm) normal to the surface points. Each velocity vector corresponded to each point 

with a predefined distance from the registered surface, forming a layer of velocity values, 

which we call a “velocity sheet”. Alongside with this, the spatial coordinates of the internal 

surface were also stored as flatmaps. Due to the no-slip-wall boundary condition, the velocity 

sheet at the vessel surface was assumed to be 0, and thus was not extracted nor included as part 

of input data. The input data consisted of the registered surface mesh coordinates and the 

internal coordinates (points with variable inward distances normal from the surface) with their 

corresponding velocity vectors, while the ground truth label consisted of the 3D wall shear 

stress vectors at the registered surface mesh coordinates. An overview of the extracted 

information is shown in Figure 6-4. 

6.3.4 Network and training 

With the input and output data effectively represented as 2D images, we could leverage the 

convolutional neural network (CNN) capability in learning spatial relationships. The input of 

the network was a 15-channel tensor, consisting of the Cartesian wall coordinates (x0, y0, z0), 

two internal surface coordinates (x1, y1, z1, and x2, y2, z2), and two velocity sheets (vx1, vy1, vz1, 

and vx2, vy2, vz2). The output of the network is a 3-channel tensor, depicting the wall shear stress 

vectors (wssx, wssy, wssz). A U-Net like structure was used for the network architecture. The 

network consisted of 3 encoder and decoder blocks, with each block consists of 2 convolutional 

layers with Rectified Linear Unit (ReLU) activation function, followed with batch 

normalisation in the end of the block. Max pooling was applied on each of the encoder blocks, 

while bilinear interpolation was utilised to upsample each of the decoder blocks. The network 

architecture is shown in Figure 6-5. 
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Figure 6-5 WSSNet architecture. The network is based on U-Net architecture, which receives an input of 15 channels of 
48x48 patches, consisting of coordinate flatmaps and velocity sheets, and outputs Cartesian wall shear stress vector 
patches. 

The network was trained using a patch-based approach, with a 48x48 patch, which matched 

the size of the template mesh’s circumference. The patches were selected randomly through 

the length of the vessel, acting as a sliding window. To ensure the network learned about the 

circular nature of the patch, we introduced periodic/circular padding. This is done by padding 

the top-most row within the patch with the bottom-row, and vice-versa; and by duplicating 

the value of the left or right most column in the longitudinal direction. Periodic padding was 

applied before the first two convolutional layers. 

Several augmentation strategies were applied to the dataset: 

 Distance to wall: to ensure that the network learns the spatial features, v1 and v2 are 

a combination of the available sheets, with v1 sheet closer to the wall than v2. The 

combination of different velocity sheets was random within a pre-defined range. 

 Translation: to simulate translation to the training dataset, we selected a random 

node within the wall coordinate patch, and subtract that node position from all the 

coordinates, effectively setting it as the origin.  

 Rotation: random 3D rotations on a randomly selected plane were applied to the 

coordinate flatmaps and velocity sheets. 

 Shift (sliding window): with the patch-based approach, we shifted the patch on the 

longitudinal direction allowing the network to learn geometric and flow features on 

different regions of the vessel. The sliding window approach acts as a random 

selection of the patch. 
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 Rolling shift: with the seam line of the template mesh predefined at the inner side of 

the aortic curve, the network might be fixated on the same geometric features (i.e., 

centre rows having aortic branches). To introduce variation during the training, we 

perform a periodic shift in the circumferential direction (U) by a maximum of 5 pixels.  

 Random noise: A 50% chance of adding Gaussian-smoothed Gaussian noise with a 

standard deviation between 1 to 4% venc was added (venc = 1.5 m/s). The normally 

distributed noise was added to simulate the noise characteristics in the fluid domain. 

The Gaussian smoothing operation was added to simulate the interpolation that 

occurs when resampling CFD point clouds to a uniform grid. 

The first 3 pixels from the inlet were excluded during training to avoid overestimated WSS 

caused by CFD boundary values. Nodes outside the mask (the base of the aortic branches) 

were also excluded because the WSS obtained are not true WSS and are basically obtained 

from the aortic branches. Figure 6-6 summarises the augmentation strategies, alongside a 

global overview of the network input and output. 

 

Figure 6-6 Top: Overview of augmentation strategies. Velocity sheets were extracted at various distances 
from the surface (0.3-2.0 mm). During training, two velocity sheets were chosen randomly, with the first 
one closer to the vessel than the other. Bottom: a global overview of the input and output of WSSNet. Input 
consists of 15 channels, consisting of 3 coordinate flatmaps and 2 velocity sheets. The output consists of 
3 channels, correspond to wall shear stress vectors in Cartesian coordinates. 
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The network was trained using Adam optimiser for 100 epochs, with a batch size (m) of 16. 

Cosine annealing learning rate was used on a repeating cycle for every 10 epochs, with learning 

rate set between 10-4 and 10-7. Tensorflow 2.0 [113] was used as the backend of the training. 

The network was trained on a Titan X GPU with 16GB memory.  

From the 43 CFD simulations, 37 simulations were used for training, 3 for validation, and 3 

simulations reserved for testing. The datasets were split randomly, with 8 left ventricular 

hypertrophy cases ended up in the training set, 1 case in the test set. It is worth noting that 

the data generated using CFD simulations do not represent the actual in-vivo measurements. 

The training set consisted of flatmaps extracted directly from the CFD point clouds. To ensure 

that the network can generalise well to 4D Flow MRI data, the validation and test sets consisted 

of flatmaps extracted from the following data representations: (1) CFD point clouds, (2) 

downsampled 2.4 mm3 uniform grid (to mimic the MRI resolution), and (3) 2.4 mm3 grid with 

noise (normal distribution, standard deviation of 2% venc to simulate 4DFlow data). More 

detailed explanations on the sampling process from CFD point clouds to simulate MRI are 

explained in the next section. 

The training set comprised of 46,676 unique flatmap combinations (mainly due to the 

combinations of velocity sheets with different distances); and validation set consists of 3,996 

unique flatmap combinations. Additionally, the sliding window strategy ensures the network 

“sees” different part of the flatmap during the training process. 

6.3.4.1 Loss function definition 

A combination of loss functions was utilised, to ensure minimum difference of the WSS vectors 

and distributions (pattern similarity) between the predicted and reference values. Firstly, we 

minimised the mean absolute error (MAE) between each of the predicted wall shear stress 

vector components, and the reference values. Additionally, as we modelled the WSS flatmap 

as an image, we could optimise the pattern similarity between the predicted WSS magnitude 

and the ground truth WSS. Finally, an L2 regularisation term was added so the network can 

generalise to new dataset, which was controlled by regularisation weight (𝜆) scaled to the batch 

size (m). The complete loss function is given as  

𝑙𝑜𝑠𝑠 =  𝑙 + 𝜔 𝑙 + ∑ 𝑤           (6.2) 

with 𝜔=1.5 and 𝜆=10-2 to balance each of the loss terms to the same scale. 
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The Structural SIMilarity (SSIM) index, commonly used to measure the similarity of two 

images x and y, was added as a loss term to ensure WSS pattern similarity. SSIM is calculated 

based on three components: luminance (l), contrast (c), and structure (s). Luminance can be 

measured from the local average (µ) image values, while contrast is measured from the local 

standard deviation (σ), and the structure index is measured using Pearson correlation (r). 

Luminance comparison function 𝑙(𝑥, 𝑦) can be defined as: 

𝑙(𝑥, 𝑦) =
2µ µ + C

µ +  µ +  C
 

(6.3) 

while contrast comparison function 𝑐(𝑥, 𝑦) is defined by: 

𝑐(𝑥, 𝑦) =
2σ σ + C

σ +  σ +  C
 

(6.4) 

and structural comparison function 𝑠(𝑥, 𝑦) is used to measure the linear correlation between 

the two images:      

𝑠(𝑥, 𝑦) = 𝑟 =
σ + C

σ σ +  C
 

(6.5) 

with σ  being the covariance of the two images, denoted as: 

σ =
1

n
 (x − µ )(y − µ ) 

(6.6) 

C1, C2, and C3 are constants added for numerical stability. C1 = (K1 L)2, C2=(K2 L)2, and C3 = 

C2/2 are defined with K1=0.01 and K2 = 0.03 as in the original paper [199], with L being the 

maximum true WSS within a patch. 

Overall, SSIM is a combination of all the terms above: 

    𝑆𝑆𝐼𝑀(𝑥, 𝑦) = 𝑙(𝑥, 𝑦)   .   𝑐(𝑥, 𝑦)  .  𝑠(𝑥, 𝑦)  

(6.7) 
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where α, β, and γ are positive numbers, denoting the relevance of each term, with α = β = γ = 

1. With that definition, SSIM loss is described as: 

𝑙 = 1 − 𝑆𝑆𝐼𝑀(𝑥, 𝑦)    (6.8) 

A built-in SSIM implementation from Tensorflow was used for the training process, with the 

default local region of 11x11 pixels. 

6.3.5 Evaluation  

Overall, evaluation of the network was performed in three different stages: 

- Evaluation on CFD simulation data (point cloud data) 

The network was validated on 6 CFD simulations with each 72 time frames (n = 432). 

The input flatmaps were extracted directly from CFD point clouds. 

- Evaluation on CFD simulation data (synthetic MRI grid) 

The network was validated on 6 CFD simulations with each 20 time frames (n = 120). 

The CFD point clouds were first interpolated into 3D grid representation (synthetic 

MRI), before extracting the flatmaps. The network was validated on two different grid 

resolutions (2.4 and 1.2 mm isotropic) and with/without noise, resulting in four set of 

validations. 

- Evaluation on in-vivo 4D Flow MRI 

The network was validated on all 43 in-vivo cases, with each 20 time frames (n=860). 

These 43 cases were utilised previously for the aortic geometry extraction only. The 

flow information obtained from these in-vivo cases do not resemble the generated 

CFD simulations. 

6.3.5.1 Evaluation Metrics 

For quantitative assessment, performance was evaluated with respect to the difference in point-

to-point WSS magnitude per time frame, reported as mean absolute error (MAE) and relative 

error. Relative error was calculated as the ratio of absolute WSS difference and peak reference 

WSS value at the specified time frame. In addition, Pearson correlation (r) was also reported 

to evaluate the pattern similarity or WSS distribution for every time frame. 

For quantitative and qualitative assessment, TAWSS and OSI were also calculated at each point 

in the template. TAWSS represents the average WSS over a cardiac cycle, while OSI represents 

the oscillation of the WSS direction over a cardiac cycle, computed as follows: 
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𝑇𝐴𝑊𝑆𝑆 =
1

𝑇
| 𝑤𝑠𝑠 ⃗| 𝑑𝑡  

𝑂𝑆𝐼 = 0.5 x 1 −
| ∫ 𝑤𝑠𝑠 ⃗𝑑𝑡 |

∫ | 𝑤𝑠𝑠 ⃗| 𝑑𝑡
 

(6.9) 

where T is the span of time for a cardiac cycle. OSI ranges from 0 to 0.5, with 0 describing no 

change in WSS during a cardiac cycle, and 0.5 where there is a change of direction of 180o 

during a cardiac cycle. Additionally, a single-measure intraclass correlation coefficient (ICC) 

based on a two-way mixed-effects model was independently calculated for each measured 

TAWSS value to assess the degree of absolute agreement between WSSNet and ground truth 

CFD. 

6.3.5.2 Surface extraction error 

The registration step was performed to align and deform the template mesh to the aorta-only-

geometry, which is not without error. This imprecision of the vessel wall causes the inward 

points where velocity sheets were extracted to not be at the exact distance from the wall. While 

this imprecision introduces error to the training data, it also simulates actual inaccuracy in 

segmentation, where it is hampered by spatial resolution and partial volume effects. To measure 

the inaccuracy of the mesh registration step, we evaluated the surface distance for every node 

in the template mesh. 

6.3.5.3 Validation on CFD point clouds 

To evaluate the performance of WSSNet to reproduce CFD WSS estimations, the evaluation 

metrics were computed using the velocity data obtained directly from the CFD point clouds, 

on the 3 validation and 3 test cases, with each case consisting of 72 time frames (dt = 10 ms). 

For this validation, we evaluate the results by measuring MAE, relative error, Pearson 

correlation, TAWSS, and OSI, compared to the ground truth WSS from CFD. 

Finally, linear regression analysis was performed against reference values derived from CFD, 

assessing TAWSS and OSI, separately. Bland-Altman plots of the same data were also 

extracted to assess potential network bias. ICC was evaluated to assess the absolute agreement 

between the TAWSS values from the network against the ground truth CFD. 
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6.3.5.4 Experiments on boundary conditions, flow models, and dynamic viscosity 

To validate the performance of WSSNet and the impact of different CFD parameters on the 

network’s prediction, we performed an experiment using a steady-state CFD simulation on one 

of the test cases (test case 2). 

The base CFD simulation was performed using the following setup: plug profile inlet velocity 

with 60 cm/s and zero pressure on all outlets. Dynamic viscosity of the fluid was set as 4x10-3 

Pa. s and the realisable k-ε turbulence model was chosen as described earlier. To study the 

effect of each parameter, we modified each parameter independently. The modifications were 

the following: 

1. Inlet velocity angle of attack 

To validate whether WSSNet learned velocity gradients from local features, we 

modified the angle of attack of the inlet velocity with 30o and -45o from the inlet normal, 

resulting the flow directed to the inner and outer surface curvature of the ascending 

aorta, respectively. 

2. Different flow models 

To validate whether WSSNet learned an implicit WSS calculation for a certain flow 

model (i.e., realisable k-ε turbulence model), we performed simulations with the k-ω 

and laminar models. Different flow models resulted in different WSS distributions. By 

changing the turbulence model, we can observe how the network learned the implicit 

calculation of WSS defined by the model. 

3. Dynamic viscosity change 

To validate whether WSSNet was constrained by the predefined dynamic viscosity 

value (4x10-3 Pa.s), we modified the fluid viscosity to another commonly used dynamic 

viscosity for blood (3.2x10-3 Pa.s) [38] and a 10-times more viscous fluid (4x10-2 Pa.s). 

It is worth noting that blood viscosity normal values are considered between 3-4 x10-3 

Pa.s [82]. As the network infers WSS directly, the prescribed viscosity value is 

embedded within the network. Here, we can assess whether a slight difference in 

viscosity made a difference in the WSS predictions and how the network behaves to a 

significantly different viscosity value. 

The results of the simulations were extracted and pre-processed to comply with the data 

representation (i.e., coordinate flatmaps and velocity sheets) accepted by the network. 

Qualitative comparison was performed to assess visual correspondence. Additionally, WSS 
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SSIM was measured to quantify the pattern similarity between the WSS computed from CFD 

and WSSNet. Whilst there are expected differences in terms of the WSS magnitudes, MAE 

and relative error were also quantified. 

6.3.5.5 Validation on synthetic MRI from CFD Point Clouds 

To evaluate the capability of the network in predicting WSS from MR image resolution data, 

we first sampled the point cloud CFD dataset into a voxelised uniform image grid. To match 

the commonly acquired MRI spatial resolution, data were generated with isotropic spatial 

sampling of dx = 2.4. Furthermore, spatial sampling of dx = 1.2 mm was also performed to see 

how the network performs in different resolutions. Both resolutions were sampled at temporal 

resolution (dt) of 40 ms, within the range of common MRI acquisition [200]–[202]. 

Additionally, noise (normal distribution, the standard deviation set to 2% of the venc; venc = 

1.5 m/s) was added to evaluate the performance of the network in the presence of noise. Thus, 

the evaluation set consisted of noise-free and noisy data at both resolutions.  

Afterwards, we performed the same procedures to extract the coordinate flatmaps and 

interpolate the velocity sheets from the synthetic MRI grid. Velocity sheets were extracted 

using linear interpolation at 1.0 and 2.0 mm at the inward direction normal to the surface. 

Subsequently, these coordinate flatmaps and velocity sheets were then used as input to the 

network.  

As a comparison, the parabolic fitting method [63], [185] was selected as it is commonly 

employed and requires similar input. The method requires 3 velocity points, where zero 

velocity is assumed at the wall, due to no-slip boundary condition. With the given resolution 

(dx = 2.4 and 1.2 mm), the parabolic fitting method is expected to underestimate the WSS 

values. For this validation, we performed the same quantification with the CFD point clouds 

dataset (MAE, relative error, Pearson correlation, TAWSS, and OSI) because the ground truth 

WSS was known.  

Linear regression analysis was performed for both methods against reference values derived 

from CFD, assessing TAWSS and OSI at different resolutions: noise-free 2.4 mm, noisy 2.4 

mm, noise-free 1.2 mm and noisy 1.2 mm. Bland-Altman plots were extracted to assess 

potential network bias for the noisy 2.4 mm dataset. Additionally, Bland-Altman plots were 

extracted to assess the agreement between the parabolic fitting method and WSSNet 

predictions for the noisy 2.4 mm dataset. For each of the resolutions, ICC was evaluated for 
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both methods to assess the absolute agreement between the TAWSS values from the network 

against the ground truth CFD. 

6.3.5.6 Assessment on sampling velocity distance 

Despite WSSNet being trained on information-rich velocity sheets sampled from CFD 

simulations on various distances from the wall, in synthetic or actual MRI the sampling 

distances are constrained to the voxel size. To assess the difference between the performance 

of WSSNet in predicting WSS from redundant and non-redundant information, a similar 

evaluation was performed on the synthetic MRI with dx = 1.2 mm. 

To assess this, velocity sheets were sampled at 0.5 and 1.0 mm, where the extracted velocity 

sheets contain redundant information, as they were interpolated from within the same voxel 

(<1.2 mm). We compare the results from the previous validation, as described as described on 

Chapter 6.3.5.5 where the velocity sheet extracted at 1.0 and 2.0, where the 2.0 mm velocity 

sheets most likely contain non-redundant information obtained from a neighbouring voxel. 

Assessment was performed on the 6 validation/test cases by quantifying MAE, relative error, 

Pearson correlation, and ICC. 

6.3.5.7 Validation on in-vivo cases 

To assess WSS on in-vivo data, the method was applied to the in vivo 4D Flow data from the 

same 43 cases used in the patient specific CFD simulations. The same registered surface 

meshes were used to extract the coordinate flatmaps and velocity sheets. Velocity sheets were 

extracted with inward distances of 1.0 and 2.0 mm, due to the inherent MRI resolution at 

approximately dx = 2.4 mm. Figure 6-7 shows an overview of the analysis pipeline for 4D 

Flow MRI to WSS flatmap. 
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Figure 6-7 Complete overview of the inference workflow for 4D Flow MRI. All the steps are fully automated, 
except for the segmentation and mesh truncation steps (marked with blue text). 

For these in-vivo cases, the WSS reference values are not available. Due to the expected 

difference in WSS magnitudes (between WSSNet and parabolic fitting), only Pearson 

correlation was evaluated between the two methods. In addition, TAWSS and OSI were also 

visualised. 

Linear regression analysis was performed against WSSNet predictions as reference values, 

assessing TAWSS and OSI, separately. Bland-Altman plots of the same data were also 

extracted to assess bias between the two methods.  

6.4 Results 

6.4.1 Surface extraction error 

The WSS ground truth was obtained from the CFD point closest to the registered template 

mesh nodes. Surface distance errors for the aortic vessel wall were 0.32 ± 0.14 mm, rising to 

2.38 ± 1.08 mm at the base of the aortic branches, where there was no true wall. Nevertheless, 

the error was small relative to the current MRI resolution (2.4 mm). 

6.4.2 Validation on CFD point-cloud dataset 

A complete evaluation was performed on the 3 validation and 3 test cases, with each case 

consisting of 72 time frames (dt = 10 ms). Overall, WSS estimates were accurate (MAE 0.55 

± 0.60 Pa, relative error 4.34 ± 4.14 %) and showed excellent Pearson correlation with CFD 

WSS (0.92 ± 0.05). More detailed quantitative measures per case are given in Table 6-1. Figure 

6-8 shows the qualitative results for each of the cases, represented by the TAWSS and OSI.  
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Table 6-1 WSS magnitude and pattern similarity measurements for the validation and test cases from the 
CFD simulations. For each case, results were measured from all time frames (n=72, dt=10 ms). 
Abbreviations: MAE = mean absolute error, LVH = left ventricular hypertrophy. 

Case (characteristics) MAE [Pa] Rel error [%] Pearson correlation 

Val #1 (normal) 0.44 ± 0.41 5.97 ± 4.82 0.92 ± 0.06 

Val #2 (normal) 0.44 ± 0.50 3.70 ± 4.03 0.93 ± 0.03 

Val #3 (normal) 0.49 ± 0.43 4.67 ± 4.22 0.92 ± 0.02 

Test #1 (normal) 0.57 ± 0.75 2.87 ± 3.43 0.91 ± 0.04 

Test #2 (LVH) 0.93 ± 1.04 5.76 ± 5.24 0.88 ± 0.09 

Test #3 (normal) 0.44 ± 0.48 3.09 ± 3.12 0.94 ± 0.03 

Overall 0.55 ± 0.60 4.34 ± 4.14 0.92 ± 0.05 
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Figure 6-8 Time-averaged WSS and OSI comparison between WSSNet and ground truth CFD. TAWSS and OSI were 
calculated from all time frames (n=72). 3D representations of the TAWSS from WSSNet are shown on the left side of each 
flatmap. 

Figure 6-9 shows linear regression plots and Bland-Altman representations for the calculated 

TAWSS and OSI. In general, very high correlations are observed between TAWSS and OSI 

estimated by WSSNet and ground truth CFD, with linear regression slopes and coefficients of 

determination of k=0.88 and R2=0.90, and k=0.88 and R2=0.91 for TAWSS and OSI, 

respectively. Bland-Altman analysis shows a minimal bias (0.08 Pa) and limits of agreement 

of ± 1.29 Pa for TAWSS, and no bias for OSI with limits of agreement of ± 0.04. ICC shows 

excellent agreement (0.95) between TAWSS calculated from WSSNet and ground truth CFD. 

 

Figure 6-9 Top: Regression plot for TAWSS and OSI between estimated values from WSSNet and ground 
truth CFD. TAWSS and OSI were computed over 6 cases (3 validation and 3 test) averaged over 72 time 
frames (dt = 10 ms). Bottom: Bland-Altman plots for TAWSS and OSI. The plots show point-wise 
comparison within the flatmap. The plots show 20% of the data points, randomly selected. 

6.4.3 Experiments results on various CFD parameters 

Experiments were performed on one test case, using a steady-state simulation. The extracted 

velocity sheets and coordinate flatmaps from each of the simulation were then fed to the 

network to generate the WSS prediction flatmap. 



Chapter 6 WSSNet – aortic wall shear stress estimation       

 

141 
 

Table 6-2 Experiment results on the different parameters: inlet velocity angle of attack, flow models, and 
dynamic viscosity, on the WSS generated by CFD and WSSNet. Base setup is described as simulation 
performed using velocity normal to the inlet, realisable k-ε model, and dynamic viscosity of 4x10-3 Pa.s. 
Modifications were made by changing only one parameter, compared to the base setup. Blue arrow 
indicates the difference that is visually different compared to the base result. 

Model setup CFD WSSNet SSIM MAE 
Rel. 

error 

Base 

  

0.87 
2.14  

± 2.06 

4.4 ± 

4.2% 

Experiments on inlet velocity angle of attack  

30o angle 

  

0.82 
1.72  

± 1.45 

6.5 ± 

5.5% 

-45o angle 

  

0.86 
2.34 

± 2.02 

5.0 ± 

4.3% 

Experiments on different flow models  

k-ω 

  

0.71 
5.98  

± 3.50 

12.2 ± 

7.1% 

laminar 

  

0.66 
6.73  

± 4.14 

12.7 ± 

7.8% 

Experiments on different dynamic viscosity values (µ)  

µ = 3.2 x 10
-3

 Pa.s 

  

0.85 
2.42  

± 2.09 

5.4 ± 

4.7% 

µ = 3.2 x 10
-2 

Pa.s 

  

0.39 

28.48  

± 

15.14 

21.8 ± 

11.6% 

 

 

WSS [Pa] 0 30 
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As apparent in Table 6-2, the WSS predicted by WSSNet has similar pattern compared to 

ground truth CFD, at the base setup (SSIM=0.87, relative error 4.4 ± 4.2%). Again, SSIM 

considers not only the structural similarity (Pearson correlation), but also the magnitude and 

contrast similarities between the two WSS flatmaps. 

The modifications of angle of attack on the inlet velocity shows slight drop in SSIM, however 

still having high SSIM (>0.80), with relative error within similar ranges (5.0-6.5%) consistent 

with values reported previously in Table 6-1. From these maintained pattern similarity and 

relative error values, it shows that WSSNet predicted WSS from local velocity gradients. 

In contrast, WSSNet predictions show distinctly lower SSIM when compared to WSS 

computed using different flow models, SSIM = 0.71 and 0.66, for k-ω and laminar model, 

respectively. Accordingly, the relative error between the predicted and ground truth WSS was 

also higher (>12%). Despite the pattern similarity, it is evident that WSSNet learned the implicit 

WSS formula embedded to the data simulated using realisable k-ε model. 

Finally, changing the fluid viscosity within the normal range of blood viscosity (3.2 x 10
-3

 Pa.s), 

did not show a significant impact to the SSIM (0.85), with relative error maintained (5.4 ± 

4.7%) within the reported error range. Conversely, changing the fluid viscosity to 3.2 x 10
-2

 

Pa.s, causing significantly higher WSS computed by the CFD simulation, while WSSNet 

predicted WSS within its “known” range. From this experiment, it is obvious that WSSNet 

infers WSS values from both local velocity gradients and the prescribed viscosity value, 

implicitly embedded to the network’s weights.   

6.4.4 Validation on CFD synthetic MRI dataset 

Velocity sheets were extracted from the synthetic MRI dataset on the 6 validation/test cases. 

Compared with the prediction on the sheets extracted from the CFD point clouds, a decrease 

in performance was observed when inference was performed on dx = 2.4 mm (MAE 0.94 ± 

0.87 Pa), while Pearson correlation was still highly maintained (r = 0.82 ± 0.08).  The addition 

of noise slightly decreased the performance further (MAE 0.99 ± 0.91 Pa, r = 0.79 ± 0.10). ICC 

showed good agreement with similar values: 0.86 and 0.85, for noise-free and noisy data, 

respectively.  

At twice the resolution (dx = 1.2 mm), WSSNet showed better performance in predicting WSS 

(MAE=0.65 ± 0.67 Pa, r=0.89 ± 0.06) compared to the base resolution (dx = 2.4 mm). The 

addition of noise at 1.2 mm resolution impacted the performance slightly (MAE=0.71 ± 0.71 
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Pa, r=0.85 ± 0.10) showing reduced error and Pearson correlation. ICC went back up to 0.92 

for both noise-free and noisy data at 1.2 mm resolution, getting closer to the CFD validation 

counterpart (0.95).  

On the other hand, the parabolic fitting method showed much larger differences (MAE 2.89 ± 

1.85 Pa and 2.33 ± 1.67 Pa at dx = 2.4 mm and 1.2 mm, respectively). The values were 

underestimated, mostly at regions of peak WSS. In terms of Pearson correlation, the parabolic 

fitting results showed moderate correlation with the CFD ground truth (r = 0.65 ± 0.12 and 0.69 

± 0.11, at dx = 2.4 and 1.2 mm, respectively). 

Qualitative assessments are shown in Figure 6-10, represented as TAWSS and OSI. WSSNet 

predictions show good pattern similarity at both resolutions, with less detail recovered at dx = 

2.4 mm. The parabolic fitting method showed WSS magnitude roughly 3 times lower than the 

CFD magnitude. For both algorithms, the OSI pattern appeared similar at both resolutions. 

Table 6-3 shows a complete overview of the metrics for both methods on different resolutions. 
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Figure 6-10 Time-averaged WSS and OSI comparison between WSSNet and parabolic fitting method at a different spatial resolution of synthetic MRI (dx = 2.4 mm, 2.4 mm with noise and 
1.2 mm). For reference, TAWSS and OSI flatmaps from ground truth CFD are provided in the left-most column. TAWSS derived from the parabolic method were much lower and showed 
different dynamic ranges (0-4 Pa) to highlight pattern similarity between methods. 3D representations of the TAWSS from WSSNet2.4+noise are shown on the left side of each flatmap. 
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Table 6-3 WSS magnitude and pattern similarity measurements for the validation and test cases of the CFD simulations. 
The table shows the comparison of WSSNet and parabolic fitting on different spatial resolutions (dx = 2.4 and 1.2 mm 
isotropic) with and without noise (n=120 each). The result from the CFD point clouds (WSSNetCFD) is included for 
comparison (n=432). Intra-class correlation (ICC) is computed from time-averaged WSS. 

Method (resolution) MAE [Pa] Rel error [%] Pearson 

correlation 

ICC(A,1) 

WSSNetCFD 0.55 ± 0.60 4.34 ± 4.14 0.92 ± 0.05 0.95 

Synthetic MRI (dx = 2.4 mm) 

WSSNet2.4mm 0.94 ± 0.87 6.35 ± 5.67 0.82 ± 0.08 0.86 

WSSNet2.4mm+noise 0.99 ± 0.91 7.13 ± 6.27 0.79 ± 0.10 0.85 

Parabolic2.4mm 2.89 ± 1.85 14.63 ± 6.83 0.65 ± 0.12 0.09 

Parabolic2.4mm+noise 2.89 ± 1.85 14.63 ± 10.69 0.59 ± 0.11 0.09 

Synthetic MRI (dx = 1.2 mm) 

WSSNet1.2mm 0.65 ± 0.67 4.80 ± 4.47 0.89 ± 0.06 0.92 

WSSNet1.2mm+noise 0.71 ± 0.71 5.66 ± 5.13 0.85 ± 0.10 0.92 

Parabolic1.2mm 2.33 ± 1.67 11.23 ± 5.82 0.69 ± 0.11 0.13 

Parabolic1.2mm+noise 2.65 ± 1.75 13.07 ± 9.76 0.68 ± 0.11 0.13 

 

Figure 6-11 shows linear regression plots for both methods in different grid resolutions. In 

general, good correlations are observed for TAWSS between WSSNet and CFD ground truth, 

with linear regression slopes and coefficients of determination of k=0.79 and R2=0.75 reported 

for the noise-free 2.4 mm resolution, and k=0.78 and R2=0.74 for the noisy 2.4 mm resolution. 

Slightly higher values are seen for WSSNet at 1.2 mm (k=0.82 and R2=0.87 for noise-free; 

k=0.81 and R2=0.85). As a comparison, the parabolic fitting method shows poor correlations 

with CFD ground truth (k=0.14 and R2=0.43 for noise-free and noisy 2.4 mm; k=0.18 and 

R2=0.56 for noise-free and noisy 1.2 mm). 

In terms of OSI, WSSNet shows moderate correlation at 2.4 mm (k=0.67 and R2=0.73 for 

noise-free; k=0.64 and R2=0.70 for noisy) and good correlation at 1.2 mm (k=0.83 and R2=0.86 

for noise-free; k=0.80 and R2=0.82 for noisy). Similarly, parabolic fitting method shows 

moderate correlation at 2.4 mm (k=0.65, R2=0.66 for noise-free; k=0.66 and R2=0.64 for noisy) 

and slightly better correlation at 1.2 mm (k=0.74, R2=0.71 for noise-free; k=0.74, R2=0.68 for 

noisy).
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Figure 6-11 Top: Linear regression plots of TAWSS for synthetic MRI using WSSNet (black) and parabolic fitting method (brown) at different resolutions (dx = 2.4 
and 1.2 mm) with and without noise, compared with ground truth CFD. Bottom: linear regression plots for OSI at different resolutions (dx = 2.4 and 1.2 mm) with and 
without noise, compared with ground truth CFD. The plots show 20% of the data points, randomly selected.  
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Figure 6-12 Left: Bland-Altman plots of TAWSS and OSI between WSSNet and ground truth CFD at 2.4 mm 
noisy synthetic MRI. Right: Bland-Altman plots of TAWSS and OSI between parabolic fitting method and 
WSSNet at noisy 2.4 mm synthetic MRI. The plots show 20% of the data points, randomly selected. 

As shown in Figure 6-12, Bland-Altman plots were assessed at noisy 2.4 mm resolution to show 

the quality of results at typical 4D Flow MRI resolution. Bland-Altman plot indicated minimal 

TAWSS bias (0.32 Pa) with limits of agreement of 2.19 Pa between WSSNet and reference 

CFD. For OSI, Bland Altman plot indicated minimal bias (-0.02) with limits of agreement of 

0.08. 

To compare the agreement between the parabolic fitting method and WSSNet, the Bland-

Altman plot was also assessed at noisy 2.4 mm resolution. For TAWSS, Bland-Altman 

indicated bias of -3.34 Pa, with higher TAWSS values showing larger differences 

(underestimation) by parabolic fitting method than WSSNet. Conversely, Bland-Altman plot 

for OSI show only a minimal bias (0.01) with narrow limits of agreement (0.05).  
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6.4.5 Assessment on sampling distance 

As was reported earlier in Table 6-3, WSSNet performed better at dx = 1.2 mm (MAE = 0.65 

± 0.67 Pa, rel. error 4.80 ± 4.47%, r = 0.89 ± 0.06), with slight decrease in accuracy on the 

noisy dataset (MAE = 0.71 ± 0.71 Pa, rel. error 5.66 ± 5.13%, r = 0.85 ± 0.10). ICC was 

maintained at 0.92 for both noise-free and noisy data. For clarity, the values were re-iterated in 

Table 6-4. 

Table 6-4 WSS magnitude and pattern similarity measurements for the validation and test cases of the CFD 
simulations. The table shows the comparison of WSSNet predictions on synthetic MRI with dx = 1.2 mm 
(n=120 each) using velocity sheets extracted at different distances from the wall. Intra-class correlation 
(ICC) is computed from time-averaged WSS. 

Method (resolution) MAE [Pa] Rel error [%] Pearson 

correlation 

ICC(A,1) 

Velocity sheets sampled at 1.0 and 2.0 mm (same as Table 6-3) 

WSSNet1.2mm 0.65 ± 0.67 4.80 ± 4.47 0.89 ± 0.06 0.92 

WSSNet1.2mm+noise 0.71 ± 0.71 5.66 ± 5.13 0.85 ± 0.10 0.92 

Velocity sheets sampled at 0.5 and 1.0 mm 

WSSNet1.2mm 0.81 ± 0.80 5.32 ± 4.93 0.90 ± 0.04 0.85 

WSSNet1.2mm+noise 0.88 ± 0.87 6.18 ± 5.70 0.85 ± 0.07 0.84 

 

In comparison, when both velocity sheets were sampled from within the voxel size (i.e., 0.5 

and 1.0 mm), we confirmed a decrease in accuracy for predictions using noise-free (MAE = 

0.81 ± 0.80 Pa, rel. error 5.32 ± 4.93%, ICC = 0.85) and noisy data (MAE = 0.99 ± 0.91 Pa, 

rel. error 7.13 ± 6.27%, ICC = 0.84), respectively. Despite the slight reduction in accuracy, 

WSS distribution was maintained at similar range (r = 0.90 ± 0.04 and r = 0.85 ± 0.07 for noise-

free and noisy data, respectively). In short, velocity sheets extracted from different near-wall 

voxels may offer improvements to WSSNet predictions. Nevertheless, WSSNet still achieved 

better accuracy in predicting WSS from higher grid resolution (1.2 mm), compared to the lower 

grid resolution (2.4 mm). 

6.4.6 Validation on in-vivo 4D Flow MRI cases 

For the in-vivo dataset, validation was performed on all 43 cases at the base resolution (2.375 

x 2.375 x 2.75 mm) as is, without any denoising. WSS was computed for all the cases with 

both parabolic fitting method and WSSNet at every time frame. The resulting TAWSS and OSI 

were then compared between both methods. 
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Figure 6-13 Top: Linear regression comparing the TAWSS and OSI derived from the estimation of WSSNet 
and parabolic fitting method from in-vivo 4D Flow MRI. WSSNet estimates are used as the reference values. 
Bottom: Bland-Altman plots of TAWSS and OSI between the parabolic fitting method and WSSNet for in-
vivo cases (n=43). The plots show 5% of the data points, randomly selected. 

Figure 6-13 shows linear regression and Bland-Altman plots for TAWSS and OSI comparing 

both methods, using WSSNet predictions as reference values. Relative to WSSNet, parabolic 

fitting method shows poor correlation (k=0.20 and R2=0.65) for TAWSS, but excellent OSI 

correlation (k=0.91 and R2=0.71). Bland-Altman plot of TAWSS shows a bias of -2.05 Pa with 

a similar downward trend observed in the synthetic MRI, with higher TAWSS showing more 

underestimations. Conversely, the Bland-Altman plot of OSI shows minimal bias (-0.02) with 

limits of agreement < 0.08. 
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Figure 6-14 Time-averaged WSS and OSI comparison between WSSNet and parabolic fitting method in 4 
cases of in-vivo 4D Flow MRI. TAWSS derived from the parabolic method were much lower and shown 
using different dynamic range (0-4 Pa) to highlight pattern similarity between methods 3D representations 
of the TAWSS and OSI from WSSNet are shown on the left side of each flatmap. 

Figure 6-14 shows visual comparisons of some of the cases using both methods. Visual 

inspection confirms the similarity between the computed TAWSS pattern, even though a clear 

difference in magnitude can be seen from the visualisation. The spatiotemporal average WSS 

was 2.95 ± 1.57 Pa and 0.95 ± 0.46 Pa, for WSSNet and parabolic fitting method, respectively. 

Visual pattern similarity in OSI between both methods can be seen, which was observed in the 

synthetic MRI cases before. To quantify similarity between WSS pattern, Pearson correlation 

was computed at every time frame, resulting in 0.68 ± 0.12. 

6.5 Discussion 

This work demonstrates the feasibility of estimating WSS from low-resolution 4D Flow MR 

images using a deep learning method trained on a synthetic dataset acquired from CFD. 

Inference speed was 9 frames per second (26 cases per minute) on a CPU for a typical 4D Flow 

MR image. The pre-processing step, which consisted of mesh registration and velocity sheet 

extraction, took approximately 10 minutes. Currently, aortic curve segmentation remains a 

manual process, which can be improved in the future. This workflow is several orders of 

magnitude faster than computational simulations while still offering good accuracy, which is 

not attainable using conventional methods at standard MRI resolution. 

6.5.1 Spatial and velocity informed neural network 

Previous studies have shown neural network’s capability to estimate hemodynamic variables 

from geometric features [189]–[192]. Whilst these methods were able to estimate 
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hemodynamic variables with sufficient accuracy, the estimated values produced were time-

averaged or specific to a static boundary condition, as no other quantities (i.e., pressure, 

velocity) were provided as input values. Consequently, these methods learned strictly from 

spatial features and were agnostic to flow. In practice, clinical data contains temporal 

information, such as flow velocity, which can be used to derive other hemodynamic variables, 

such as pressure and WSS. 

The aortic template mesh utilised in this study is based on Liang et al. [192] which consisted 

of 5000 nodes, which when unwrapped into a UV map, becomes a 50x100 quadrilateral mesh. 

We adapted the template into a 48x93 grid to accommodate the circumferential direction in 

fitting the U-Net input size (48x48), as well as the longitudinal direction to enable compatibility 

with applying subdivision matrices on the coarse template (12x24). The subdivision matrices 

are equivalent to applying subdivision surfaces two times, which increased the number of nodes 

to 2n and 2n-1 in a single pass, for circumferential and longitudinal direction, respectively. 

Whilst the size of the circumference is fixed (48), different templates with different 

longitudinal axis lengths can be used (i.e., 48xN template). As previously mentioned, the coarse 

mesh and subdivision surfaces were optional and were used to speed up the registration process. 

Because the network was trained on a patch-basis, a template that contains an extension of the 

aorta (e.g., more distal part of the descending aorta) may still be predicted by the network, and 

simply assumed as another patch. With this approach, the network is not fixated on specific 

markers across the aortic vessels, but is more general in predicting WSS, as long as the vessel 

can be unwrapped into a UV map with the specified circumference size (U=48). 

In this study, we extended on these previous works by adding velocity sheets and coordinate 

flatmaps, which are crucial to calculate spatial velocity gradients at the vessel wall. We were 

motivated by previous widely used velocity-based methods, such as the linear extrapolation 

method, velocity-based-with-wall-position method, and the parabolic fitting method [63], 

[203]. The idea of these methods is to calculate spatial velocity gradients from several inward 

distance velocities normal to the wall. Potters et al. [64] further implemented the velocity-based 

method using spline fitting for volumetric image with similar approach using 3 or more velocity 

points (including wall point, which is assumed to be 0). While it is possible to use more than 3 

points, Potters et al. showed that using 3 points resulting in more accuracy, given enough 

voxels were available across the diameter. 
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To ensure the network learns different distances of velocity sheets, the training data contained 

various predefined distances from the wall surface. To mitigate zero values at the velocity 

sheets caused by the registration error, the first velocity sheets were extracted at 0.3 mm inward 

distance from the surface. 

From the aforementioned studies, spatial hemodynamics variables (i.e., WSS, ECAP, pressure) 

can be derived from geometric features alone. Conversely, conventional velocity-based 

methods are already used for in-vivo cases resulting in spatiotemporal WSS. By combining 

these two concepts, we were able to train a network capable of estimating spatiotemporal WSS 

more accurately, by using geometry and velocity information. 

It is noteworthy that WSSNet returns the WSS vectors at the vessel surface, which is useful for 

deriving other variables, such as TAWSS, OSI, and different WSS components (i.e., 

circumferential and longitudinal WSS). Previous studies explored the importance of this 

directional WSS [180], [204] and WSS angle [205]. Increased axial WSS can be an indicator 

of the presence of high-risk plaque [204] and another study suggested that axial WSS might 

explain different morphologies in ascending aorta dilatation [180]. WSS angle was suggested 

to be an independent predictor for proximal aortic dilatation for patients with bicuspid aortic 

valves [205].  

6.5.2 Validation of WSS in CFD point clouds vs. uniform grid 

Similar to other studies using deep learning, our training dataset was generated using CFD. 

While our target data is represented using a grid structure, we opted to train the network from 

the velocity sheets extracted directly from point clouds. Extracting velocity sheets from CFD 

point clouds allowed us to obtain smoother and velocity-rich information at flexible inward 

distances, unaffected by spatial sampling and any partial volume effect.  

To showcase the generalisability of the network, we validated the network using a synthetic 

MRI dataset. The synthetic dataset was generated by sampling the CFD point clouds into MRI 

grid resolutions (dx = 2.4 and 1.2 mm). Additionally, we evaluated the robustness of the 

network in the presence of noise in the dataset. Subsequently, velocity sheets were extracted 

from the synthetic MRI, to simulate partial volume and discretisation effects within the velocity 

sheets. Using WSSNet, reduced accuracy was identified at the velocity sheets acquired at low 

resolution grid (dx = 2.4 mm), however similar accuracy was observed with noise, showing the 

network is robust to noise. On the other hand, the parabolic fitting method shows much lower 

WSS values, and the values increase slightly with the presence of noise, which has been 
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described previously [206]. Increased accuracy was observed at higher spatial resolution (dx = 

1.2 mm) for both methods. This is in agreement with previous studies that higher spatial 

resolutions lead to a higher average WSS [63], [64], [185]. Nevertheless, WSSNet performance 

on low resolution synthetic MRI (dx = 2.4 mm) shows good accuracy and robustness to noise. 

Based on this validation on the synthetic MRI dataset, we can expect similar performance on 

the in-vivo dataset with similar resolution. 

To demonstrate the viability of our approach for 4D Flow MRI, we further tested the network 

in in-vivo cases on base resolution (dx = 2.4 mm), similar to the test performed in the synthetic 

MRI. While there are no reference WSS values for in-vivo cases, based on the previous 

validation on the synthetic MRI data (Figure 6-11), the regression and Bland-Altman plots in 

Figure 6-13 show similar trends. Moreover, visual observation and structural similarity 

(Pearson correlation) also show adequate results in terms of the WSS distribution. 

In addition, Bland-Altman plots on Figure 6-12 and Figure 6-13 show similar trends with a 

previous study conducted by Cibis et al. [188], with ours showing a much larger bias. While 

their comparison shows the WSS difference between MRI and CFD resolution at the carotid 

arteries using the smoothing-spline fitting method; we show the difference between parabolic 

fitting and WSSNet at MRI resolution. This result demonstrates the network's capability to 

perform at a similar level of accuracy as CFD, with evaluation performed at MRI resolution 

only. 

Compared with other factors (i.e., segmentation accuracy, venc), spatial resolution had the most 

significant impact on WSS estimation, as shown by Petersson et al. [63], with WSS in MRI 

typically underestimating true WSS. This is also evident from our results in Table 6-3. In their 

study, the relationship between WSS estimation methods with voxel size, venc, and 

segmentation accuracy has been assessed extensively. Other non-velocity-based methods were 

also assessed but were outside the scope of this study. 

Our average WSS in in-vivo cases using parabolic fitting method (0.95 ± 0.46 Pa), are relatively 

similar with previous studies [64], [179]. The differences are probably related to the different 

fitting methods (parabolic vs spline fitting). WSSNet shows a higher spatiotemporal average 

WSS of 2.95 ± 1.57 Pa. As we have shown in synthetic MRI dataset, the accuracy of WSSNet 

is similar to CFD.  

For the parabolic fitting method, despite the regression coefficients for TAWSS are low (at 2.4 

and 1.2 mm), the correlations for OSI are much higher. It can be observed from Figure 6-11 
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that the systematic WSS underestimations [185] leads to the low correlation. However, OSI is 

a dimensionless metric measuring the changes in WSS direction, relative to its own magnitude. 

Therefore, it is independent of the WSS magnitude. As a result, the correlation of OSI between 

different methods can be compared, independent of the magnitudes. This can be observed from 

the visualisation of TAWSS and OSI (Figure 6-10) where both methods show TAWSS in 

different range, but showing OSI at the same range and having similar distribution. 

Consistent regression coefficients for both methods compared to CFD reference values, in 

terms of TAWSS and OSI can be seen on the synthetic MRI dataset, with the higher resolution 

data showing a slight increase in correlation. The addition of noise to the data only affected the 

results slightly. Similar to the synthetic MRI, we also observed similar correlation between the 

two methods for both TAWSS and OSI (Figure 6-13). This further verifies that WSSNet can 

be applied to in-vivo cases, and exhibited similar behaviour as when it was applied to synthetic 

MRI cases. 

Additionally, Figure 6-11 and Figure 6-13 also show that the TAWSS estimates were higher in 

synthetic MRI (0-12 Pa) compared to the in-vivo cases (0-8 Pa). These differences are likely 

caused by the choice of simplified boundary conditions (constant pressure at outlet, outflow 

ratio) which produced different flow characteristics. However, despite the fact that the in-vivo 

predictions are lower, the network can adapt to different flow patterns and still estimate WSS 

values accurately, since it is trained on a variety of patient-specific geometries and boundary 

conditions with time-varying flow.  

The choice of turbulence model also affects the CFD simulations and estimated WSS as ground 

truth data. Different turbulence models might produce different results, but the effect is likely 

to be small. The use of a laminar model is also an option, however the WSS computed by a 

laminar model is known to be underestimated in the turbulent regime. Also, as observed in 

previous studies [207], [208], laminar models give rise to lower WSS estimates than turbulence 

models, which are less accurate for peak WSS estimates. Additionally, while the estimates 

might introduce differences in values, the WSS patterns are similar, as shown in Table 6-2.  

6.5.3 The importance of WSS pattern 

TAWSS and OSI patterns have been suggested as disease risk indicators, such as for 

atherosclerosis and aortic dilatation [179], [183], [209]. Callaghan et al. [179] presented a 

normal pattern and range of WSS from 4D Flow MRI across a large population. Higher WSS 

was observed in the descending aorta compared with the aortic arch. In addition, this study 
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suggested that WSS values are highly dependent on velocity, vessel diameter, and the aortic 

arch curvature. As previously mentioned, other studies have shown high accuracy in estimating 

hemodynamic variables, such as ECAP, based only on geometric information (spatial 

coordinates and curvature) [190], [191]. While the presented results are accurate in in-silico 

cases, pattern distribution and similarity were moderate. Liang et al. [192] also leveraged a 

geometric approach, with the predicted results showing similar aortic stress distributions, 

though it was not quantified and was only tested against finite element models. Another study 

combined vessel diameter and curvature information, showing good time-averaged WSS 

predictions in coronary arteries, with pattern similarities compared through visual inspection 

[189]. Pattern matching is typically performed by checking areas of overlap using bins, 

categorising WSS magnitudes from low to high [188].  

Previous studies suggested that MRI-based WSS calculations (e.g., parabolic fitting method) 

result in similar WSS patterns compared to CFD [69], [163]. This was also confirmed in our 

validation in the synthetic MRI and in-vivo dataset. Additionally, regions of higher WSS values 

were underestimated by the parabolic fitting method, which aligned with what has been 

reported before [163]. 

In our study, we chose to use both velocity and geometric information, which is not only able 

to predict averaged or spatial results but can also predict spatiotemporal WSS. Moreover, our 

method is optimised using SSIM loss to ensure the network is able to recognise patterns based 

on spatial and velocity information. SSIM is a commonly used metric for image processing and 

computer vision, which can be applied to image data representation. Our results showed that 

WSSNet is able to recover finer WSS pattern details only by a 2-fold resolution increase, which 

by no means is sufficient to accurately estimate WSS values (see Appendix D). A much higher 

resolution is typically necessary to resolve the high gradient changes near the wall.  

Overall, recent studies have suggested WSS is a potential biomarker for atherosclerosis, aortic 

dilatation, and aneurysm [179], [183], [209]. WSS measurement also has improved risk 

stratification in patients with carotid and coronary artery disease [210]. Despite its clinical 

relevance, the available methods mostly rely on CFD analysis, which is computationally costly 

and not practical for a clinical setting [211]. Therefore, by developing this method, we aim to 

extract the implicit knowledge from the CFD simulations, reducing a great deal of computation 

cost, while improving the applicability to a clinical setting. However, a more rigorous 
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evaluation in patients is needed to ensure this approach can be applicable for clinical 

applications. 

6.5.4 Learning implicit knowledge 

From the experiments we performed in Chapter 6.4.3, we can conclude several points:  

1. WSSNet is able to learn the relationship between local velocity gradients. It was shown by 

the different angle of attack which produced different velocity fields, extracted as velocity 

sheets and being fed to the network, resulting in WSS estimations accurate relative to the 

ground truth. 

2. The learned WSS functions are coupled to the assumed flow model (i.e., realisable k-ε). 

Whilst there was a slight reduction in WSS accuracy, the WSS patterns were highly similar. 

3. WSSNet learned to infer WSS directly from the local velocity sheets with a predefined 

viscosity value (4x10-3). As observed from the experiment in Table 6-2, as long as the blood 

viscosity value is within the tolerable range, the difference to the velocity field calculated 

by CFD is most likely to be small. As a result, the WSS inference is still within the known 

error range of WSSNet. 

6.5.5 The importance of spatial resolution and why distance matters 

Cibis et al. investigated the effect of spatiotemporal resolution on WSS and OSI calculation, 

where it was reported that WSS is only sensitive to spatial resolution, whilst OSI is sensitive 

to both spatial and temporal resolution [44]. 

By performing experiments on the synthetic MRI, we leveraged the capability of sampling on 

flexible grid resolutions. It is evident that higher resolution offers better accuracy in estimating 

WSS (see Table 6-3). We also showed that WSSNet managed to recover WSS pattern similarity 

close to CFD at dx = 1.2 mm, which is at 2 times resolution of cardiovascular 4D Flow MRI. 

This amount of resolution would not be far beyond the clinical capability. Furthermore, with 

the previously introduced super-resolution network, 4DFlowNet, this resolution can be 

achieved. However, the attempt on super-resolving the base resolution was not presented, as 

the network had slightly less accuracy in resolving near-wall velocities, which greatly impact 

WSS estimations. 

Additionally, we also show how the different distances in extracting velocity sheets affect the 

predictions (see Table 6-4). The velocity sheets contain velocity vectors extracted at certain 

distance from the wall by linearly interpolating the values from/within voxels. It is apparent 
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that the velocity sheets extracted at 1.0/2.0 (from 2.4 mm grid) and 0.5/1.0 (from 1.2 mm grid) 

resulted in less accurate WSS estimates, compared to the velocity sheets extracted at 1.0/2.0 

(from 1.2 mm grid). As mentioned earlier, the latter contain “new” and non-redundant 

information as the velocity sheets contain values from different voxel. We therefore 

recommend the use of WSSNet by extracting velocity sheets from distances which span within 

2 voxels from the wall, where resolution allows. Nevertheless, WSSNet was able to predict 

WSS with good accuracy even by using redundant velocity information, as it learned to also 

infer from local geometric features. 

6.5.6 Limitations and Future Work 

Our work has several limitations. Firstly, a modest number of geometries were used to run the 

CFD simulations. Additional geometries could be used to improve the generalisability of the 

network. Furthermore, different boundary conditions may help to generate more variations in 

the training dataset.  

Secondly, WSS computed using CFD are dependent on several assumptions, which may 

introduce errors. As we have shown earlier, the choice of a turbulence model may affect the 

calculation of WSS, due to how the CFD software approaches the calculation of wall viscosity 

(with the contribution of turbulence viscosity). Although there may be differences in WSS 

magnitudes introduced by different turbulent models, these differences are small and the WSS 

patterns are relatively similar [69]. Furthermore, our approach relies on the dataset, where 

physical properties were inherently derived from the CFD simulations. The simplification of 

boundary conditions (e.g. plug profile, constant pressure) and fluid properties (e.g., Newtonian 

fluid, viscosity) might have significant impact on the patient-specific flow and WSS values 

[147], [212]. However, the impact on WSSNet results is likely to be small, as it learns from 

local velocities and spatial features. 

Thirdly, WSSNet requires a large amount of data to train. While it is possible to generate more 

data through CFD simulations, a more sustainable solution is needed. An alternative for CFD, 

such as  Physics Informed Neural Network (PINN), enables physics-informed solutions to 

generate surrogate solutions faster than CFD [213]. This approach may speed up the data 

generation process tremendously. Additionally, this method also allows direct estimation of 

WSS, which may solve this problem in one single step. However, this method requires 

retraining for each new geometry. In our case, where 4D Flow MRI datasets are already 
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available, an algorithm like WSSNet offers a direct estimation of WSS using the available 

measurements and geometry information. 

Lastly, while representing the data as flatmaps saves computation power, and can be considered 

as a strength of this model, it is not a flexible representation. Using this representation, more 

complex geometries (including the aortic branches) cannot be represented as a rectangular grid 

using UV mapping. A more flexible data representation (i.e., mesh or graph) or a different 

network structure (i.e. SplineCNN, Graph Convolutional Networks) may open a lot more 

possibilities for more complex geometries [178], [191], [214]. Graph data representations have 

the potential to remove completely the registration step from this workflow, which will 

improve the time and may be more readily applicable for a clinical setting. 

To summarise, several future directions can be taken to extend the capability of this method, 

namely the addition of data to expand the network generalisation capability, a more flexible 

data representation, and robustness to noise. Nevertheless, our study highlights the potential of 

combining geometric and velocity information in training deep neural networks to infer 

hemodynamic variables for 4D Flow MRI. 

6.5.7 Conclusion 

In conclusion, we have presented a method to estimate WSS from 4D Flow MRI, with accuracy 

close to CFD. Our method is based on principles of similar previous WSS estimation methods, 

without being constrained by spatial resolution. More importantly, it is applicable to existing 

clinical MRI without any adjustments. We have shown accurate estimations for both CFD and 

in-vivo cases regarding WSS magnitude and distribution throughout the aortic vessel. 
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7 Discussion and Conclusion 

This chapter summarises our findings and lessons learned through the course of this PhD. 

Firstly, we review the main contributions of each chapter and compare these with some more 

recent studies which were subsequently published. Secondly, we synthesise the main lessons 

learned. Finally, we present some ideas and future directions for deep learning research in 

medical image analysis. 

7.1 Synopsis 

In this thesis, several novel approaches for the application of deep learning in solving motion-

related medical image processing problems have been presented.  

7.1.1 Landmark tracking – strain estimation 

In Chapter 3, the use of an RNNCNN was presented to handle spatiotemporal data in MR 

tagging images. It enabled accurate and user-independent landmark tracking and myocardial 

strain quantification. We utilised LSTM cells, with the potential to preserve long-term temporal 

features, due to the use of memory units and gating mechanisms. However, the complexity of 

LSTM is a limiting factor and a more effective method in leveraging information through time 

is needed [215]. 

Subsequent to the writing of Chapter 3 (and the associated journal paper), more studies using 

deep learning analysis of strain estimation in MR tagging were published [216], [217], which 

cited our work. Abd-Elmoniem et al. developed a conditional GAN to directly estimate the 

principal strain maps from a set of MR tagging images [216]. This method not only allows 

strain assessment of the left ventricle, but also the right ventricle, and offers a more direct 

approach compared to our proposed method. Loecher et al. proposed a CNN approach in 

estimating strain through the motion of the intersecting tag lines. In their approach, the different 

time frames were stacked in the image domain as different channels. More interestingly, their 

network was trained using synthetic data, generated from natural images and a range of 

simulated motions [217]. 

Other strain estimation works using deep learning were also proposed in other imaging 

protocols, such as in cine-MRI and DENSE. Morales et al. proposed DeepStrain [218] which 

is able to derive global and regional strain measures from cine MRI data by performing motion 

estimation and segmentation. Similarly, Ghadimi et al. approached strain estimation in DENSE 

images, with the means of segmentation and phase unwrapping [219]. 
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These methods offer different approaches in solving strain estimation problem, varying from 

landmark tracking, segmentation, and strain map estimation. Whilst temporal coherence is 

important for some of these approaches, for some others, it can be less relevant (e.g., strain 

map estimation). Despite the different approach in strain estimation, Morales et al. reported 

agreements for the estimated circumferential and radial strains compared to our prediction 

results [218]. Over the years, after our initial study, we have seen improvements in deep 

learning methods for strain estimation, in particular, on the flexibility of regions being assessed 

and the use of synthetic data for training. 

7.1.2 Super-resolution 4D Flow MRI 

In Chapter 4, a deep neural network to perform super-resolution on cardiovascular 4D Flow 

MRI was proposed. The main contribution of this work is the use of synthetic flow data with 

realistic MR image properties, generated from CFD simulations, to enable network to super-

resolve clinical data. 

Subsequent to this study, a number of studies attempted noise-free recovery or super-resolution 

flow [96], [174].  Rutkowski et al. utilised a similar approach for cerebrovascular flow, where 

the training data was also generated from CFD simulations [96]. In contrast with 4DFlowNet, 

their approach did not attempt super-resolution and put more emphasis on denoising. On the 

other hand, Fathi et al. utilised Physics-Informed Neural Networks (PINN) to perform super-

resolution on an in-vitro 4D Flow MRI [174], which have received increased attention in recent 

years. 

PINNs are able to produce solutions that are not only data-driven, but also satisfy physical 

constraints [213]. Gao et al. took this one step further by introducing physics-informed CNN 

without any high-resolution label, where it guaranteed that the super-resolved fields obey the 

physical laws and principles [220]. The results indicated promising abilities with an 

upsampling factor of 20. Nevertheless, the method was performed on 2D flow and 3D 

implementation has yet to be attempted. 

Other than image-based approaches, super-resolution 4D Flow MRI can be approached from a 

different angle, by accelerating the image acquisition [221] and reconstruction [222]. From all 

these different approaches, super-resolution 4D Flow MRI in the temporal domain has yet to 

be seen. Image-based approaches are inflexible in terms of data structure and storage, where 

increasing both spatial and temporal resolution are computationally costly. However, with the 
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rise of PINN and a more flexible data representations, super-resolution in the temporal domain 

can be addressed. 

7.1.3 Pressure estimation from super-resolved 4D Flow MRI 

Chapter 5 shows that the proposed 4DFlowNet is robust and can generalise well to other 

vascular anatomy, such as the cerebrovascular system. Despite no physics-based constraint 

being introduced to the super-resolution network, the physics-informed vWERP method was 

able to recover 1:1 relative pressure correlation in in-silico data, compared to the CFD ground 

truth. This result indicated that the super-resolved velocity field may have consistencies which 

satisfy the law of physics. However, further verification is needed. 

As the study presented in Chapter 5 is quite recent, there are not yet any publications to 

compare it with. Nevertheless, as earlier mentioned in the corresponding chapter, similar works 

exist: Kissas et al. proposed a PINN-based network to recover absolute pressure in simplified 

arterial model sections, and Shit et al. proposed a PINN-based ‘Velocity-to-Pressure’ network. 

Here, again we see a similar trend where PINN is utilised to enable more hemodynamics 

assessment, such as pressure, in addition to blood flow. Despite the recent progress in using 

PINNs, it is worth noting that PINNs have a few drawbacks, including (1) accuracy dependency 

on the number of data points, (2) long training periods due to non-stochastic approach, (3) the 

requisite of a sufficient amount of collocation points, which increases exponentially in high 

dimensional problems, and (4) competing loss functions that are hard to balance [213], [223]. 

Moreover, PINNs require retraining for each new problem. Nonetheless, we strongly believe 

that with further improvements, the concept of PINNs will be more widely adopted in the future 

of medical image analysis. 

7.1.4 Wall shear stress estimation from 4D Flow MRI 

In Chapter 6, we showed WSSNet, a neural network to estimate aortic wall shear stress (WSS) 

for 4D Flow MRI. The main contribution is the network is its capability in estimating WSS 

from low resolution 4D Flow MRI, with the accuracy of (high resolution) CFD. Additionally, 

WSSNet offers low computation cost as the data is processed as surfaces, represented as 2D 

flatmaps. 

Initially, the benefit of increased spatial resolution in WSS estimation was investigated. A 

simple two-dimensional CFD experiment, by sampling the simulated flow field into a uniform 

grid was performed. The sampling was performed from 1-16x MRI resolution, where 1x MRI 
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resolution corresponds to a pixel size of 2 mm (see Appendix D). The experiment result 

showed that accurate WSS estimation required a substantial increase of spatial resolution (>16x 

MRI resolution). Therefore, in Chapter 6, instead of pursuing the super-resolution route, we 

showed a different approach in handling the large size of 4D Flow MRI data.  

As the study is quite recent, there are not yet any other aortic WSS estimation methods to 

compare with. However, recent studies on WSS estimations using deep learning exist. Su et al. 

[224] and Gharleghi et al. [189] introduced a DL method for WSS estimation in the coronary 

arteries. Morales et al [191] utilised SplineCNN to predict endothelial cell activation potential 

(ECAP)  in the left atrial appendage. All these studies have one similarity, which is that they 

utilise geometric parameters as inputs, also known as geometric deep learning. However, the 

resulting output is a single WSS or ECAP flatmap, as they do not incorporate temporal 

information, such as velocity. In our approach, we incorporated velocity fields, of which an 

instantaneous WSS can be estimated for each different timeframe. Here, we combined the well-

established conventional fitting method, and incorporated geometric information using deep 

learning. Despite being tested on in-vivo cases, a more thorough verification is necessary. 

7.2 What we’ve learned so far 

Throughout this thesis, we have shown a variety of problems and solutions related to spatially 

encoded and velocity-encoded motion. We have also shown the feasibility of training deep 

learning methods from synthetic MRI data.  

7.2.1 Quantity versus and Quality 

Deep learning is without a doubt, data hungry. Here we would like to emphasise the importance 

of data quantity and quality in training a deep learning algorithm. It can be observed in 

Appendix A and Appendix B, during the training of the deep learning algorithms, that a gap 

exists between the training and validation loss and accuracy. This gap can be reduced by 

increasing the amount of training data. To showcase this, a simple experiment was performed 

by training a variational autoencoder on the MNIST handwritten digit dataset, using different 

amounts of training data (n=50, 100, 1000, 5000). The goal of the network is to build a latent 

space representation from which a digit can be generated. The training curves of the network 

trained with different amounts of data is shown in Figure 7-1. 

Additionally, this gap is also dependent on the complexity of the data. In the MNIST dataset, 

where the input is 784 dimensional (images of 28 x 28), the amount of data needed to eliminate 
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the gap is not large. However, for higher dimensional data (e.g., 1002, 1003) the amount of data 

needed to close the gap will increase significantly. 

 

Figure 7-1 Learning curves for a variational autoencoder network trained on the MNIST dataset, with 
different amounts of data (n). 

Furthermore, data quality also plays an important role, as shown in Appendix E. During the 

development of WSSNet, we experimented with how augmentation affected the predictions. 

In particular, an exaggerated augmentation was initially attempted by performing a full periodic 

shift through the circumference of the aorta, despite knowing that the seam line will always be 

within the inner curvature of the aorta. As a result, the data introduced unwanted bias where it 

was unable to distinguish between false WSS regions and low WSS values. 

7.2.2 Is time just another dimension? 

In medical image analysis RNNs are rarely used due to its complex design. LSTM is a variant 

of RNN which utilises a gate mechanism where earlier features in the sequence can be 

memorised throughout the sequence. In Chapter 3, we showed the result of the landmark 

tracking RNNCNN network where the detected landmark points exhibit temporal coherence 

throughout the frames. 

Other studies seem to have similar approaches in processing the temporal dimension by the use 

of an RNN, such as in landmark tracking for ultrasound [225] and Spatial-Temporal 

Convolution Network (STCN) for video super-resolution [226]. However, other studies also 

showed that time can be modelled as just another dimension (e.g., extra channel), such as in 

Loecher et al.’s CNN tracking network [217] and Morales et al.’s DeepStrain [218]. Both 

approaches seem to work equally well. However, we would argue that this works with 2-
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dimensional data, where time can be modelled as the third dimension, as the computation cost 

is still manageable. However, when the data has higher dimensionality (i.e., 3D), stacking the 

temporal dimension as a new channel would be computationally expensive. Incorporating 

RNNs or other sequence models, after first extracting the features and reducing dimensionality 

might be more efficient. 

In summary, a combination of RNNs and CNNs is formidable in modelling spatiotemporal 

relationships. It is also noteworthy, while it seems obvious on how to connect the two, it is still 

not a very common approach in medical image analysis. We assume it is due to the how the 

input to RNN is being modelled, which does not directly match the 2D or 3D data 

representation of an image. However, recent progress on convolutional LSTM (ConvLSTM) 

[127], TimeDistributed layer [227], and the Transformers model [228], [229] may ease the 

adoption of sequence models in processing image-based datasets.  

7.2.3 Power of the Patches 

Our 4DFlowNet design seems to be aligned with the new paradigm of the new so-called 

“isometric” architectures, including MobileNets [230] and ConvMixer [172], and EDSR [231], 

where features go through the network with equal size and shape, with no downsampling of 

the successive layers. One of the reasons for this is the already small size of the features going 

through the network. To support this, a patch-based approach was utilised. 

Additionally, images contain spatially redundant information [232], which can be described 

locally using patches. Whilst this is true for natural images, we strongly believe this concept 

also applies for medical imaging. As a result, for super-resolution problems in particular, it is 

usually sufficient to learn a dictionary of these spatial redundancies from patches.  

The selection of patch size may have an impact on the performance of the network [233]. While 

larger patch sizes may contain richer features, for 3D problems, sometimes it is not 

computationally feasible. Despite this fact, CNNs are only capable in learning local 

relationship depending on the kernel size, where larger kernels enable learning more distant 

spatial information. However, in exchange with smaller kernel sizes, the addition of more 

layers helps to represent distant spatial information. Even then, patch-based approaches do not 

have the capability to access global contextual information, as an image-based approach does. 

In our case with 4DFlowNet and WSSNet, we leveraged this limitation to increase the amount 

of training data using patches. Obscured from the global information, the networks became 
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agnostic to different flow or geometry. As we have shown with the aortic 4DFlowNet, this 

architecture generalised relatively well to the cerebrovascular dataset without retraining, and 

improved substantially after further training. In addition, we found that WSSNet was robust to 

different geometries, flow conditions, grid resolutions, and noise, after being trained on patches 

of velocity sheets and surface coordinates flatmaps. 

In the light of local vs global contextual information, recent progress using the Transformers 

model in image recognition has highlighted the ability to perform tasks that require global 

contextual information using a patch-based approach with high accuracy [229]. Transformers 

use sequential patches with learnable position embeddings to encode the global contextual 

information. In natural language processing, the Transformers model has already become the 

standard and is now being adopted for computer vision tasks.   

For medical image analysis, the Transformers model may be the solution in processing high 

dimensional data using smaller patches, while still retaining the global spatial information. As 

an example, a recent study showcased the combination of Transformers with U-Net in solving 

a medical image segmentation problem with improved accuracy [234]. Despite these 

advantages, the Transformers model requires a large dataset [229]. In retrospect, this idea of 

using positional information is not new and has been previously proposed in a different 

approach by using CoordConv, an additional (non-learnable) coordinate channel in the input 

or feature maps [235].  

To summarise, utilising the patch-based approach is a double-edged sword. It can be leveraged 

to obscure global information, effectively increasing the amount of localised training data, but 

it can also lose too much information due to insufficient global information. 

7.2.4 Synthetic data 

For 4DFlowNet and WSSNet, we resorted to the use of synthetic data, due to the lack of 

available real datasets for training. From our experiments, we observed that similar data 

characteristics are crucial in simulating actual data. For both cases, the addition of proper noise 

distributions, grid artifacts (discretisation), and downsampling method are important factors.  

Other studies also show the use of synthetic datasets in training a deep learning algorithm [96], 

[217]. Loecher et al. [217] went as far as generating synthetic MR tagging images out of natural 

images, with simulated pseudorandom myocardial motion. Rutkowski et al. [96] also used a 
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similar approach in generating synthetic 4D Flow MRI datasets from CFD to train a deep 

learning algorithm. 

Despite the feasibility of using CFD dataset as a means to generate synthetic data, solving CFD 

simulations are still time consuming and computationally expensive. Moreover, additional pre-

processing was necessary to ensure the data was at the proper representation (e.g., 3D image, 

surface nodes). With recent progress of PINNs [213], where physically-constrained solutions 

can be generated almost instantaneously, it may provide a more practical alternative in 

generating synthetic datasets for training. Another approach, such as the Fourier Neural 

Operator (FNO) can also be an alternative solution for generating simulations [236]. 

7.2.5 Implicit versus Explicit knowledge 

The synthetic dataset obtained from CFD simulations have physics constraints imposed on 

them. Although the data satisfies physical constraints and equations, these cannot be interpreted 

explicitly by the network. In other words, the physical constraints are implicit in the dataset. 

During the development of WSSNet, we experimented with this (Chapter 6) by showing WSS 

generated using different flow models (e.g., laminar, k-epsilon, k-omega) from CFD. It was 

observed that the network performed the best when predicting WSS from the flow model it 

was trained on. Therefore, the network learns the physics from the implicit knowledge 

embedded in the data, without optimisation on any specific model. 

On the other hand, PINNs are capable of encoding the underlying physical laws which are 

described by partial differential equations and act as constraints/regularisers in the loss 

functions [174], [213]. One of the applications of PINNs in super-resolution 4D Flow MRI has 

been shown by Fathi et al. [174]. For flow in general, a similar super-resolution and denoising 

network using a PINN has also been proposed [220]. However, despite being able to 

extrapolate to a solution outside of the training data, PINN requires retraining for each new 

case, which is a drawback.  

Another alternative to PINNs are the Graph Network-based Simulators, which are able to 

represent the state of a physical system using a graph representation [178], where it solves a 

wide range of complex physical problems and are highly scalable. This is a suitable candidate 

to generate a large amount of synthetic data. 
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To summarise, a combination of data-driven and physics informed deep learning algorithm 

may offer significant improvements over current methods. One way to do this is by adding 

physical constraints as a loss function to the naive data-driven approach. 

7.2.6 Connectivity 

Images are represented as a grid matrix, which is efficient for computers. Each pixel or voxel 

has an equal number of connections, which is the basis of the CNN. CNNs are able to leverage 

this local connectivity into more meaningful features. However, for 3D images, voxel 

representations are too sparse, which leads to high disk storage and computational complexity. 

A different approach, such as the Fourier CNN [237] maybe more suitable for processing high 

dimensional data. 

In 4D Flow MRI, images are represented as 3D grids (one for each velocity component), which 

is inefficient. Additionally, the regions of interests are relatively small compared to the whole 

field of view of the image. As a result, there is a trade-off between data storage and the amount 

of information in the image. A more efficient representation may see a better use in the future, 

such as point clouds, graphs, or meshes. 

By modelling the 3D image as a graph, each node can have varying distances and a flexible 

number of connections. With this representation, a super-resolution problem can be solved 

much more effectively, with regions having less fluctuations being represented with less points, 

and other regions requiring higher resolutions can be represented with more density. One 

example of this, is the recently proposed Graph Convolutional Network (GCN), which is 

capable of learning from graph-structured data [214]. In summary, while we do not expect the 

MR image representation to change, the processing and output of deep learning methods can 

be modelled in a more efficient manner. 

7.3 Takeaway Messages 

A few key takeaway messages are worth mentioning: 

 The use of synthetic data and labels are highly feasible for medical image processing. 

Whilst CFD simulations can be leveraged to generate synthetic data, the process is 

tedious and expensive. Here, the use of a PINN can instead be used to speed up the 

process of generating simulation data. 

 For 3D images, dimensionality reduction on the input layer is crucial (e.g., principal 

component analysis, patches, embeddings, point clouds). In relation to simulation data 
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generated by CFD, a graph representation would tremendously save computation 

power, as it is natively produced at mesh resolution. 

 Reasonable noise and degradation methods to simulate MRI characteristics are crucial. 

Adding noise on-the-fly is an important step in medical image processing, due to the 

limited amount of data and the inherent MR image characteristics. However, adding 

noise pre-emptively may cause the network to mistakenly interpret the noise as signal 

(feature). Therefore, addition of noise during training is preferrable. 

 Deep learning has revolutionised artificial intelligence in many different fields over the 

past few years. Adopting different techniques from other domains may provide newer 

insights, such as the Transformers model. Additionally, newer and more effective 

activation functions, such as Gaussian Error Linear Unit (GELU) [238], can be 

experimented on the future. 

7.4 Limitations 

The specific limitations of this thesis have been discussed in the relevant chapters. However, 

in general, the main limitations of this thesis include (1) the limited amount of synthetic 4D 

Flow MRI data from CFD simulations, (2) the simplifications of boundary conditions and 

model assumptions used to perform the CFD simulations, including the idealised geometries, 

(3) any improvement on temporal resolution of 4D Flow MRI is not addressed in this thesis, 

and (4) more rigorous validation on in-vivo cases is yet to be performed. 

7.5 Future recommendations 

Based on our studies and experiments, our recommendations for future studies include: 

 A more efficient data representation (e.g., point clouds, graph, mesh), especially for 3D 

images, is recommended.  

 Graph neural networks or different network architectures should be explored in the 

future, such as image-to-mesh or mesh-to-mesh encoder-decoder architectures. 

 The addition of physics constraints to the loss function may help improve network 

performance.  

 Although the need of spatial resolution increase is more prominent, temporal resolution 

may be explored in the future. 
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7.6 Conclusion 

We have presented several deep learning algorithms with respect to motion in MRI. Firstly, we 

have shown that the use of a sequence model (LSTM) in combination with a CNN is able to 

maintain temporal coherence for MR tagging with high accuracy. Secondly, we have 

introduced 4DFlowNet, a super-resolution network that can generalise well to blood flow in 

different vascular anatomies. At the time of writing, there is not yet a lightweight super-

resolution 4D Flow network available and super-resolution remains as an ill-posed problem. 

While our network is able to upsample and denoise 4D Flow MR images with an arbitrary 

upsampling factor, an upsample factor of more than 2 is still challenging. Finally, we showed 

a more efficient representation for processing 4D Flow data to estimate WSS in the aortic 

vessel. Overall, the quantity and quality of data plays an important role in training deep learning 

methods. In summary, through various improvements in techniques and data representation, 

deep learning methods may see more effective and efficient uses in medical image analysis for 

better clinical evaluation. 
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Appendix A MRI Tagging networks - experiments 

During the development of the final model of the localisation network (Chapter 3), we 

experimented with adding one modification at a time incrementally. Our earliest model 

achieved 78.91 % accuracy (intersection over union) on the validation set, while the final model 

achieved 89.19 % accuracy. The details of the incremental approach are shown in Table A-1. 

Table A-1 Incremental modification of the localisation network. Accuracy was measured on the validation 
set. 

Modification Accuracy - Intersection 

over union (%) 

Baseline 78.91 

+ augmentation (random rotation) 80.18 

+ 10% bounding box size 83.15 

+ increase convolution channels x2 85.98 

+ dropout layer 84.85 

+ batch normalisation 89.19 

Final model (baseline + all modifications) 89.19 

 

In Figure A-1 below, we show the learning curves of the localisation network. Accuracy was 

measured by the intersection over union (IoU) between the ground truth and predicted 

bounding box; the loss function was measured using the mean squared error (MSE). 

 

Figure A-1 Localisation network’s learning curves show accuracy and loss convergence. The learning 
curves show a slight gap between the training and validation loss. 
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In the following Figure A-2, we show the learning curves of the landmark tracking network. 

The network was optimised using a composite loss function, comprised of MSE, 

circumferential strain error, and radial strain error.  

 

Figure A-2 Landmark tracking network’s learning curves show the different optimised loss terms: mean 
squared error (MSE), circumferential strain error, and radial strain error. 
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Appendix B Super-resolution network using residual blocks 

Residual blocks are known to learn the identity mapping and residual functions. As a result, 

the output of residual blocks offer gradual and smaller responses. In 4DFlowNet, we utilised 

12 residual blocks, 8 in low resolution space, and 4 in high resolution space. In Figure B-1, we 

show the feature outputs of each residual block. For brevity, only the last 4 channels out of 64 

are shown. From the figure, it can be observed that the features were gradually adjusted, where 

in the high resolution space, the edges were being gradually refined. 

 

Figure B-1 Feature outputs for each of the residual blocks in 4DFlowNet for the corresponding low 
resolution (LR) input. For brevity, only the last 4 channels are shown. Residual blocks (RB) 1 until 8 are 
performed in low resolution space, while 9 to 12 are performed in high resolution space. 

Despite the decreasing training loss, we observed a gap between the training and validation 

loss (Figure B-2). We believe this was caused by the limited amount of training data which can 

be further increased. 
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Figure B-2 4DFlowNet learning curves show the loss function (mean square error + gradient loss) (left) and 
the accuracy metric - relative speed error (right). 
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Appendix C Preliminary experiments on the implementation of 

super-resolution network for cerebrovascular dataset 

Before moving forward with retraining 4DFlowNet on cerebrovascular data, we performed a 

preliminary experiment with the original aortic 4DFlowNet. Initially, we performed a 

prediction using the aortic 4DFlowNet on the cerebrovascular in-silico dataset. The result 

showed blurry vessel boundaries (Figure C-1), likely due to the original network being trained 

on super-sampled anti-aliased (SSAA) synthetic data. To eliminate this artifact, a simple 

retraining on the cerebrovascular CFD dataset without any SSAA or any additional noise was 

performed, resulting in vessels with sharper edges. It is apparent from the figure, that the 

prediction from the original aortic 4DFlowNet has a narrower vessel core and smoother vessel 

boundaries, which may affect the pressure estimations.  

 

Figure C-1 The comparison for a velocity-field patch predicted by the original aortic 4DFlowNet, trained 
using anti-aliased data, and the retrained 4DFlowNet using aliased cerebrovascular dataset.  

This is because the amount of smoothed boundary velocity values (1-2 pixels) is relatively 

large compared to the vessel diameter (3-5 pixels). Additionally, smaller vessels (<2 pixels in 

diameter) were considered as noise and removed by the original network, as it had not 

previously seen smaller vessels before. 
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Figure C-2 Linear regression plots comparing relative pressure estimates to reference CFD equivalents 
using low resolution data (LR, 1 mm, top left), high resolution data (HR, 0.5 mm, top right), and super-
resolved data by original aortic 4DFlowNet (SR, 0.5 mm, bottom left), and retrained cerebrovascular 
4DFlowNet (SR, 0.5 mm, bottom right). Measurements were provided by David Marlevi.  

To verify how the results affect pressure estimation, the relative pressure differences were 

estimated using vWERP, against the reference CFD ground truth. As observed in Figure C-2, 

conversion into super-resolution data by the original aortic 4DFlowNet did not recover a 1:1 

relative pressure recovery. The retrained network, however, did a better job in terms of 

recovering relative pressure. It is noteworthy that this network is retrained on noise-free CFD 

dataset, which do not represent in-vivo data characteristics. Further retraining with proper 

image characteristics is required, which is described in Chapter 5. 
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Appendix D Wall shear stress CFD experiments 

Wall shear stress dependency on flow model and wall function 

We experimented on the different wall shear stress (WSS) dependent on the flow model and 

the effect of wall function using CFD simulations. In Ansys Fluent, the wall function is 

employed when y* > 11.225 [78]. Otherwise, wall shear stress is calculated using the standard 

formula, where turbulent viscosity is ignored. 

 

Figure D-1 Parallel plates experiment to measure WSS using different flow models.  

To perform the simulation, we experimented with 2D parallel plates with a dimension of 20 x 

200 mm. Mesh refinements were applied on the wall using inflation (prism) layers to reach y* 

< 5 and y* > 30 to meet the Ansys Fluent criteria. 

Table D-1 Details of the simulation setup and WSS measurements using different flow models and y*. Over 
and underestimated values are highlighted in blue and red, respectively. 

Flow model WSS [Pa] 

Y* < 5 

(1st cell thickness = 0.12 mm) 

Y* > 30 

(1st cell thickness = 2 mm) 

Inlet velocity 20 cm/s (Re = 1060)  

Laminar 0.39 0.39 

K-epsilon 0.73 0.47 

Inlet velocity 150 cm/s (Re = 7950) 

Laminar 5.33 4.51 

K-epsilon 15.48 9.81 

K-epsilon RNG 15.39 9.78 

K-epsilon Realizable 13.80 9.93 

K-omega Not attempted 10.94 
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Fluid was modelled as an incompressible Newtonian fluid with a density of 1060 kg/m3 and 

viscosity of 4 x 10-3 Pa s to simulate blood properties. The simulation was performed with an 

inlet velocity of 20 (Re = 1060) and 150 cm/s (Re = 7950) to simulate laminar and turbulent 

flow, respectively. Laminar and turbulent flow models (k-epsilon, k-omega) were used to 

model the simulation. The setup details are described in Table D-1. WSS was measured at the 

middle of the pipe (see Figure D-1). 

From the results in Table D-1, for the low velocity flow we observed that the k-epsilon model 

overestimated WSS at y* < 5, while the difference between laminar and k-epsilon model at y* 

> 30 is small. For the high velocity flow, we observed that the laminar model underestimated 

the WSS at both y*; and all the different turbulence models resulting in similar WSS values, 

with k-omega model estimating slightly higher WSS at y* > 30 than the rest of the turbulence 

models. 

Additionally, velocity profiles at each of the nodal points at the measured cross-section to show 

the difference between the flow profiles between laminar and k-epsilon model (Figure D-2). 

 

Figure D-2 Different velocity profiles from the CFD simulation results are dependent on the flow-model. We 
show the different profiles estimated by using the laminar and k-epsilon model from inlet boundary 
conditions at 20 (top) and 150 cm/s (bottom), measured at fine mesh (left) and coarser mesh (right). 
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Wall shear stress dependency on spatial resolution 

We experimented on how spatial resolution affected WSS calculations. We prepared an 

arbitrary shape 2D pipe, as shown in Figure D-3. Fluid properties are the same as mentioned 

previously. Simulations were performed using the k-epsilon model, with an inlet velocity of 

100 cm/s and constant pressure at the outlet. The resulting simulation was sampled to 2D 

uniform grids, with a base resolution of 2 mm, to simulate (1x) MRI resolution. Different 

resolutions were created by increasing the grid sampling with a factor of 2, up to 16x MRI 

resolution. WSS is calculated by multiplying the dynamic viscosity of blood with the near-wall 

gradient of velocities perpendicular to the vessel wall. 

 

Figure D-3 Experiments on an arbitrary curved 2D pipe. The CFD simulation was sampled into uniform 
grids with the base resolution of 4D Flow MRI (2 mm spacing) up to 16x MRI resolution. WSS was evaluated 
at the outer and inner wall (wall 1 & 2) at the specified region of interest (within the red bounding box). The 
bottom graphs show the comparison between WSS measured by CFD and at different grid resolutions. 
CFD = computational fluid dynamics, WSS = wall shear stress. 

The results show that the current MRI resolution underestimates WSS estimation. An increase 

in spatial resolution improves the WSS estimations, however even with 16x higher resolution 

(0.125 mm pixel spacing), there are still slight underestimations (Figure D-3). This amount of 

resolution is clinically unfeasible with the current 4D Flow acquisition protocol. Based on this 

experiment, we did not pursue WSS estimation using super-resolution images. 
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Appendix E WSSNet: experiments on data augmentation and 

loss functions 

In Chapter 6, we described that one of the augmentations was performed using a periodic shift 

of ± 5 pixels on the circumference direction. The reason for this was the dataset input was 

obtained from the registered mesh template, where the seam is located on the inner curve of 

the aorta. The small amount of shift is sufficient to account for variations between geometries, 

to locate where the vessel branches are. In Figure E-1, we show an example of an excessive 

augmentation where the periodic shift is performed full circle (± 48 pixels). The network that 

was trained on this excessive augmentation was not able to distinguish between low WSS or 

false WSS (due to vessel branches) properly. Additionally, we improved WSSNet by adding 

Structural Similarity (SSIM) as an additional loss term. In the figure, it can be observed how 

the SSIM improved with this loss term and resulted in more details being recovered. 

 

Figure E-1 A comparison between the ground truth WSS flatmap (top left) and predictions of WSSNet 
trained on excessive augmentation (top right). A more reasonable periodic shift augmentation improved 
the performance (bottom left). The addition of SSIM loss term improved the performance further and more 
details on the WSS pattern being recovered (bottom right). The yellow arrow shows the false ROI predicted 
as vessel branches by the network. The green arrow shows the direction of the periodic shift in the 
circumferential direction. Blue line marks the seam. 
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