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Abstract

The advancement of neural machine translation makes phenomenal impacts on the field of
machine translation. As a typical neural machine translation architecture, the transformer
achieves further improvement on both translation quality and convergence time, which
is also beneficial to downstream tasks such as cross-lingual question answering (CLQA).
CLQA refers to answering questions in one language through a question answering (QA)
model trained in another language, where machine translation models can be used to
translate the original question and the output of the QA model to corresponding lan-
guages.

Previous works improve the accuracy of the CLQA tasks by forming more precise transla-
tions. However, the machine translation models and the QA models are often off-the-shelf,
and the improvement is generally made by crafting rule-based corrections or introducing
additional translation modules. Therefore, the effect of the machine translation and QA
models are lacking in exploration. In addition, the number of test data is limited due to
the span-based answer type, where the answer is a span of text being a summary or ex-
tracted from the corresponding document. Hence, the translated answers may be correct
but not identical to the expected ones, which requires manual evaluation. Consequently,
the evaluation process is laborious and may introduce biases.

The present thesis studies the effect of CLQA by training machine translation models and
QA models using publicly accessible data. A language pair of English and Chinese is used
in this project to access the large variety of training data, and the span-based QA tasks are
replaced with multiple-choice QA tasks to address the evaluation issue. Finally, this thesis
empirically studies 24 machine translation models and 6 QA models. The experimental
results suggest that both machine translation and QA models significantly affect the
CLQA tasks’ accuracy, and the translation model’s domain plays a more dominant role
than translation quality.
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1
Introduction

Neural machine translation has achieved tremendous success in the field of
machine translation, along with the increasing amount of available training
data and the emergence of sequence-to-sequence [81] architecture back in
2014. Both recurrent [40] and convolutional [31] neural networks can be in-
tegrated into the sequence-to-sequence architecture, where an encoder and
a decoder are used for mapping an input sequence to an output sequence.
Kim et al. [43] and Bahdanau et al. [8] incorporate attention mechanisms
into neural machine translation, connecting the encoder and decoder to
improve the model performance. Using a typical sequence-to-sequence ar-
chitecture, the transformer [87] solely uses a self-attention mechanism to
further improve translation quality and time for convergence.

The advancement of the transformer architecture attracts many studies
that explore different techniques to optimise the architecture. Araabi and

1
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Monz [5], Sennrich and Zhang [73] study the effect of hyper-parameters on
low-resource training scenarios. Ott et al. [59] investigate the approaches
to shorten the training time with improved translation quality for resource-
rich language pairs. Ghorbani et al. [33] and Gordon et al. [34] analyse
the scaling laws of the transformer architecture to predict model behaviour
for deeper or shallower network structures. Zhu et al. [100] incorporate
pre-trained language models into the transformer architecture and improve
the performance using previously learned sequence representation.

Cross-lingual question answering (CLQA) uses a question answering (QA)
model trained with data in one language for answering queries in a sec-
ond language, and an intuitive solution is to translate the queries in the
second language to the QA model supported language through machine
translation. The CLQA, through machine translation, intends to address
the issue that much QA training data is not accessible in the target lan-
guages while corresponding machine translation models are at hand. Con-
sequently, there are two instinctive options to increase CLQA accuracy:
improving translation quality and boosting the QA model performance.

An inaccurate translation has many characteristics, such as incorrectly
translated named entities and interrogative clauses. Aunimo et al. [6],
Matsumoto and Mitamura [55] create separate bilingual dictionaries for
translating the error-prone words before the actual translation process to
improve the translation quality from word-level. Ferrández et al. [28] anal-
yse and pre-processe the raw queries using additional tools such as part-
of-speech taggers and synonym dictionaries before the translation process
to form a more precise sentence-level translation. Ahn et al. [3] suggest
that many translation problems are systematic and crafts heuristic pro-
cessing rules before and after the translation to refine the quality of the
translation. Instead of adding direct intervention to the translation pro-
cess, Aceves-Pérez et al. [2] improve the CLQA accuracy by considering
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the translation results from multiple machine translation models.

The improvement of QA model accuracy can be task and model specific,
and the present research studies multiple-choice question answering tasks
through fine-tuning pre-trained BERT [42] models. BERT stands for Bidi-
rectional Encoder Representations from Transformer, which solely uses
the encoder from the transformer architecture and is designed to learn
the words and sequence representations. The architecture and training
strategies enable applying the pre-trained BERT models to downstream
tasks such as multiple-choice question answering with different fine-tuning
methods [78, 51, 76].

1.1 Motivations and Objectives

Although previous works improve the CLQA performance by forming more
accurate translation, the primary machine translation models are either
commercial or off-the-shelf, and the corrections are either rule-based or
through adding additional translation modules. Therefore, the effect of
the primary machine translation model is lacking in exploration. In par-
ticular, the translation quality can be affected by many factors such as the
data domain [13], accessible amount of data [73] and model architecture
[33]. Subsequently, the resulting machine translation models may pose
contrasting effects to downstream tasks such as CLQA.

In addition, the machine translation based CLQA tasks tend to use off-the-
shelf QA models with a limited amount of test data [80, 3]. A fixed QA
model neglects the advantages of leveraging additional related training data
both in the QA model supported language and translated data. The limited
test data size is mainly due to the question type; extractive and abstractive
questions expect a span of text answered by the QA models, where the final
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output is the result translated by a machine translation module. Then, the
final output is generally evaluated by humans as translated answers may be
correct but not identical to the expected answer. Therefore, the evaluation
process is costly and may introduce biases.

Multiple-choice questions are an ideal substitution where the most plausible
answer is expected to be selected from a list of candidate options. In terms
of evaluation, multiple-choice questions do not require the translation for
the output of the QA model, which reduces the cost and allows a more
extensive test set to be used. Meanwhile, the multiple-choice questions
can consist of various question types, such as reasoning and sentiment
analysis, requiring non-trivial reading comprehension capability compared
to extractive and abstractive questions.

English and Chinese are selected as the language pair for the present re-
search in order to have access to a variety of data for training the machine
translation and question answering models. According to Ethnologue [24],
English and Chinese are the top two languages with the most speaker
around the globe. As expected, a range of works produces publicly available
parallel corpus and multiple-choice question answering datasets in both
languages for training the required models. Furthermore, the abundant
resources allow simulation of the training scenarios under various levels of
data availability, where the training data can be partially restricted to im-
itate different levels of low-resource situations, and the complete training
data can represent the standard or resource-rich training environments.

Based on the motivations, the objectives of this research is to answer the
following three questions:

1. What are the effects of data availability on training transformer-based
neural machine translation (TNMT) models?
Data availability consists of two aspects: domain and quantity. The
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domain refers to the type of parallel data for training the machine
translation models, while quantity means the amount of accessible
data for the training process.

2. What are the effects of using machine translation models with dif-
ferent translation quality and domains on the multiple-choice CLQA
tasks?
The resulting machine translation models from the first research ques-
tion are used for the multiple-choice CLQA task. The current research
question is interested in studying the effect of translation quality and
domain on the CLQA tasks.

3. What are the effects of leveraging related training data on the CLQA
tasks through machine translation models?
The related training data refers to both the QA model supported
language data and the translated data from the second language.

1.2 Contributions

The present research empirically studies the objectives through training
TNMT and QA models rather than using off-the-shelf models, which allows
tracing various effects caused by the TNMT and QA models. Finally, this
thesis analyses the evaluation results from 24 TNMT and 6 QA models, and
the contributions can be categorised by machine translation and multiple-
choice CLQA tasks:

• Machine translation: This thesis analyses the effect of training TNMT
models using different architecture settings with corpora in different
domains and quantities. In particular, 24 TNMT models are trained
using 2 architecture settings with data in 8 different domains, 2 com-
bined corpora and 12 different quantities of derived sub-corpora.



6 Introduction

• Multiple-choice CLQA: This thesis studies the effect of TNMT and
QA models on the multiple-choice CLQA tasks using 6 different QA
models and the TNMT models mentioned above. The QA models
are trained using 3 datasets with a similar data type in 2 languages.
Moreover, the training process of the QA model employs 3 different
training strategies with the QA datasets in the source language (En-
glish) and a translated training set from the dataset in the target
language (Chinese).

1.3 Thesis Structure

The content of the thesis is arranged as follow:

• Chapter 2 introduces the background knowledge that helps under-
stand the thesis, including techniques, architectures and datasets.

• Chapter 3 demonstrates the previous works related to the present re-
search from machine translation and cross-lingual question answering
perspectives.

• Chapter 4 explains the methods for conducting the research, such as
the dataset selection, pre-processing steps, and training strategies.

• Chapter 5 presents the experimental results along with their discussion
and identified limitations.

• Chapter 6 summarises the present research and proposes insights for
future directions.



2
Background

This chapter covers the background knowledge that helps to understand
the content in subsequent chapters, especially for designing the research
methodology and executing the experiments. Tokenization techniques are
introduced first in Section 2.1, followed by neural network architectures
used for machine translation and multiple-choice question answering tasks
in Section 2.2 and Section 2.3. Lastly, the candidate datasets for the model
training process are introduced in Section 2.4.

2.1 Tokenization

Tokenization [90] is one of the beginning steps for natural language pro-
cessing tasks such as machine translation and language model pre-training,
where input text are broken down to smaller units like words and sub-words

7
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Raw 
text Pre-tokenization Tokenized 

text
Learn sub-word 

tokenization
Apply sub-word 

tokenization

Figure 2.1: Procedure of performing tokenization.

called tokens. There are various types of tokenizers with different gran-
ularity, from naive white space tokenizer where text are split by spaces,
to byte-level encoding where bytes are directly used as tokens [15]. While
there has work [23, 56] analysing the benefits and drawbacks of different
approaches, the present research follows the common set-ups from simi-
lar tasks: pre-tokenization + Byte-Pair Encoding (BPE) [72] for machine
translation and WordPiece [70] for language model fine-tuning.

The tokenization process in the present research has three steps, as illus-
trated in Figure 2.1:

1. The raw input text is tokenized by traditional tokenizers, where words
and special text segments such as URLs are converted to tokens and
separated by spaces in the output.

2. The tokenized output is used to learn the sub-word tokenization,
which is done only once with a list of learned sub-words as the output.

3. The list of learned sub-words is applied to the tokenized output from
the first step, and the tokenization process is completed.

2.1.1 Pre-tokenization

Pre-tokenization refers to performing the traditional tokenization process
before applying sub-word tokenization techniques such as BPE and Word-
Piece, and there is no constraint about the tokenizer type as long as the
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Raw text in English We’re␣going␣to␣cheer␣you␣on␣every␣step␣of␣the
␣way,␣my␣friend.

Tokenized text in English We␣’re␣going␣to␣cheer␣you␣on␣every␣step␣of␣the
␣way␣,␣my␣friend␣.

Raw text in Chinese 我们将为你在成长中的每一步喝彩，朋友。

Tokenized text in Chinese 我们 ␣ 将 ␣ 为 ␣ 你 ␣ 在 ␣ 成长 ␣ 中 ␣ 的 ␣ 每 ␣ 一步 ␣ 喝彩 ␣，
␣ 朋友 ␣。

Table 2.1: Comparison between raw and pre-tokenized input in English and Chinese.

words or characters are separated. The present research only applies pre-
tokenization for BPE in machine translation tasks, Moses [45] and jieba
[29] tokenizers are used to tokenize the input sentence for English and Chi-
nese, respectively, as shown in Table 2.1. The pre-trained BERT language
model comes with a trained WordPiece tokenizer which is used directly for
fine-tuning tasks.

2.1.2 Out-of-vocabulary (OOV)

Out-of-vocabulary (OOV) problem, also called the rare-word problem,
refers to words not being a part of the lexicon from the training set, and de-
composing such words into sub-words is one of the approaches to overcome
this problem. The OOV rate means the percentage of the target docu-
ment’s lexicon absent from the training set’s lexicon. Equation 2.1 shows
the computation of the OOV rate used in this research, where V ocabtrain

represents the vocabulary learnt from the training set and V ocabtarget is
the vocabulary built from the target set or document.

OOV = 1−

(
V ocabtrain ∩ V ocabtarget

V ocabtarget

)
(2.1)



10 Background

Pre-tokenized text in En-
glish

We␣’re␣going␣to␣cheer␣you␣on␣every␣step␣of␣the␣way␣,
␣my␣friend␣.

BPE tokenized text in En-
glish

We␣’re␣going␣to␣che@@␣er␣you␣on␣every␣step␣of␣the␣way␣,
␣my␣friend␣.

Pre-tokenized text in Chi-
nese

我们 ␣ 将 ␣ 为 ␣ 你 ␣ 在 ␣ 成长 ␣ 中 ␣ 的 ␣ 每 ␣ 一步 ␣ 喝彩 ␣，␣ 朋
友 ␣。

BPE tokenized text in Chi-
nese

我们 ␣ 将 ␣ 为 ␣ 你 ␣ 在 ␣ 成长 ␣ 中 ␣ 的 ␣ 每 ␣ 一步 ␣ 喝 @@␣ 彩
␣，␣ 朋友 ␣。

Table 2.2: Comparison between pre-tokenized and BPE tokenized input in English and Chinese.

Raw text This␣is␣a␣WordPiece␣tokenizer␣example.

WordPiece tokenized text this␣is␣a␣word␣##piece␣token␣##izer␣example␣.

Table 2.3: Comparison of raw text and WordPiece tokenized text.

2.1.3 Byte-Pair Encoding (BPE)

BPE was originally a data compression algorithm from Gage [30] and
adapted to neural machine translation (NMT) as a sub-word tokeniza-
tion technique by Sennrich [72] to mitigate the OOV problem and reduce
the dictionary size. The adapted BPE algorithm takes pre-tokenized input,
further breaks down the tokens into characters and iteratively merges the
most common pairs of characters or combined characters into sub-words.
The number of the merge operation is the only hyper-parameter of this al-
gorithm, and the sub-words of each merge operation can be either applied
to the input text or stored in a separate file for future usage. As shown in
Table 2.2, a special symbol, “@@”, are added to BPE tokenized words for
detokenizing the sequence.

2.1.4 WordPiece

WordPiece is another sub-word tokenization technique originally used to
mitigate the OOV problem in Japanese and Korean voice search [70], which
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is then adapted to neural machine translation [94] and language model pre-
training [42] tasks. WordPiece requires pre-tokenization and decomposing
tokens to characters just like BPE; however, the merge operation is based
on the likelihood rather than the occurrence frequency. This means that
the decision of a merge operation between a pair of consecutive characters
or combined characters (A, B) is determined by the probability of combing
AB over the probability of having A then B in the training set. The
present research uses the trained WordPiece model from the pre-trained
BERT model, and Table 2.3 shows an example of the tokenization result
where “##” symbol is used for detokenization. The pre-tokenization step
is omitted as words are naturally segmented in English, and the tokenized
text is in lower case because the BERT model used in the present research
is uncased.

2.2 Neural Machine Translation

Machine translation refers to translating text from one language to another
language using machines. Initially, the machine translation uses a small
dictionary with carefully designed rules [38], which can be very laborious to
capture all the complexities and irregularities between various languages.
The availability of parallel corpora, which contain pairs of sentences in
two languages with the same meaning, enables the feasibility of using a
data-driven approach to learn the linguistic structure between a pair of
languages. Statistical machine translation [14] is proposed for learning the
latent linguistic features from the parallel data, which is surpassed by the
neural machine translation approach [81, 87].
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LSTM
(Encoder)

LSTM
(Decoder)

“我们将为你在成长中…<eos>” “<sos>We 're going to cheer you…”

“We 're going to cheer you…<eos>”

Representation of 
the input sequence

Figure 2.2: Overview of the sequence to sequence architecture. “<sos>” and “<eos>” are
special symbols represent for “start of sequence” and “end of sequence” respectively.

2.2.1 Sequence to Sequence Model

Sequence to sequence model [81] is a typical architecture of neural machine
translation, which utilise an encoder-decoder deep neural network structure
similar to [19, 40]. Both encoder and decoder use the Long Short-Term
Memory (LSTM) [36] architecture with different purposes; the encoder
generates a representation of the input sequence, and the decoder maps
the representation from the encoder to the output sequence as shown in
Figure 2.2. The intention of the encoder-decoder architecture can be for-
malised as learning the probability p(y1, ..., yL′|x1, ..., xL). The (x1, ..., xL)

represents the input sequence and the (y1, ..., yL′) stands for the output
sequence, where the length of the input and output sequence L and L′ can
be different. As shown in Equation 2.2 The encoder computes the vector
representation v from (x1, ..., xL), which is used as the initial state in the
decoder along with output sequence (y1, ..., yL).

p(y1, ..., yL′|x1, ..., xL) =
L′∏
l=1

p(yl|v, y1, ..., yl−1) (2.2)
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Figure 2.3: Overview of the transformer architecture modified from original paper [87]

2.2.2 Transformer

Transformer architecture has achieved numerous successes in various ma-
chine learning tasks, such as neural machine translation [47] and natural
language understanding [42, 96], and is used for training the neural ma-
chine translation models in the present research. The transformer follows
the general encoder-decoder architecture, but is exclusively based on the
self-attention mechanism [61, 50] which is an attention mechanism that
attends every token to every other token in a sequence for computing the
overall representation. Compared to recurrent neural networks such as
LSTM, the transformer allows parallel computation because calculating
the attention score between one token and every other token in a sequence
does not require hidden representation from previous sub-layers.

As illustrated in Figure 2.3, the encoder consists of N identical layers,
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taking input sequence representation of (x1, ..., xn), adding positional in-
formation to each tokens and generating a continuous representation of
(z1, ..., zn). The encoder has two sub-layers, a multi-head attention layer
and a feed-forward layer, which are followed by residual connection [35] and
layer normalisation [7]. To enable the residual connections and unify the
representation size, the input and output of the model and all sub-layers
use a dimension of dmodel.

The decoder also consists of N identical layers that take the representation
(z1, ..., zn) from the encoder and learn the mapping to output elements in
the sequence (y1, ..., ym) one at a time. In addition to the two sub-layers
in the encoder, the decoder has a masked multi-head attention sub-layer
which masks out the subsequent output tokens to ensure the model makes
the prediction only based on the previous positions.

The transformer uses a specially designed attention function called “Scaled
Dot-Product Attention”, which is computed as Equation 2.3 with the di-
mension of dk for queries and keys and dimension of dv for values. The
weights of the values matrix V is calculated by applying a softmax function
on the dot product of queries matrix Q and keys matrix K divided by

√
dk.

Subsequently, the attention score is computed by multiplying the weights
with the values matrix V .

Attention(Q,K, V ) = softmax(
QKT

√
dk

)V (2.3)

The attention is calculated h times, called multi-head attention, where
each head represents a separate attention computation. The multi-head
attention score is calculated by concatenating the results from each at-
tention head and performing a linear projection as shown in Equation
2.4. The parameter matrices of the project have sizes of WQ

i ∈ Rdmodel×dk,
WK

i ∈ Rdmodel×dk, W V
i ∈ Rdmodel×dv , WO ∈ Rhdv×dmodel, and the dimension of
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queries, keys and values is set to be dk = dk = dv = dmodel/h.

MultiHead(Q,K, V ) = Concat(head1, ..., headh)W
O

where headi = Attention(QWQ
i , KWK

i , V W V
i ) (2.4)

The feed-forward layer is another type of sub-layer in both encoder and
decoder, and is placed at the end of the sub-layer computation chain with
a different dimension size of dff = 2048 compared to dmodel = 512 in the
default transformer setting. While the intention of the feed-forward layer is
not explicitly explained in the original paper, Geva et al. [32] suggest that
it can be considered as memories for the key-value pairs, where the keys are
the patterns learned from the training data and the values associated with
the learned distribution of the corresponding output. The computation of
feed-forward consists of two linear transformations as shown in Equation
2.5, where x is the normalised output from the multi-head attention sub-
layer:

FFN(x) = max(0, xW1 + b1)W2 + b2 (2.5)

A list of architecture related hyper-parameters are demonstrated in Table
2.4 with short descriptions.

2.2.3 Evaluating Translation Quality

Humans can accurately evaluate the translation quality with carefully de-
signed metrics and procedures [91]. However, human evaluation is costly
and time-consuming; hence, some automated evaluation approaches are
proposed to conduct evaluations closely correlated to human evaluation
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Parameter Description

N Number of hidden layers for encoder and decoder.

dmodel Dimensionality of the model’s input and output.

dff Dimensionality of the feed-forward layer within encoder and decoder.

h Number of attention head.

dk Dimensionality of the key, this is shared with the query.

dv Dimensionality of the value.

Table 2.4: Architecture related hyper-parameter in Transformer.

[20], such as BLEU [60] and NIST [22].

BLEU

BLEU uses modified n-gram precision as the foundation of the metric. In
addition to the standard precision calculation, where the correctly trans-
lated words are counted and divided by the total number of translated
words, the modified n-gram precision also counts the total occurrence of
each word in the translated sentence from the reference sentence. For
example, “live live live” being the translated sentence and “live it to the
fullest” being the reference sentence, the standard precision is 3/3, whereas
the modified precision is 1/3 as “live” only occurred once in the reference
sentences. The modified precision naturally penalise long translated se-
quences as longer sequence enlarge the denominator while the numerator
is limited by the number of occurrence in the reference sentences.

An accurately translated sentence should be neither too long nor too short
compared to the reference sentence. Therefore, the brevity penalty is pro-
posed to penalise translated sentences shorter than the reference sentences.
The penalty is calculated at the corpus level to avoid harsh punishment



2.2 Neural Machine Translation 17

caused by sentence level length variation. The penalty, BP , is formalised
in Equation 2.6, where c and r represent the length of candidate translation
and reference translation. Finally, the BLEU score is shown in Equation
2.7, where the modified n-gram precision pn is calculated up to N with a
set of positive weights wn having a summation of one, and the final score
ranges from 0 to 1. The N is suggested to be smaller than or equal to 4,
and N = 4, wn = 1/N are used as the baseline.

BP =

1 if c > r

e(1−r/c) if c ≤ r
(2.6)

BLEU = BP · exp
(

N∑
n=1

wn log pn

)
(2.7)

While the BLEU score is widely used in machine translation conferences
and workshops such as IWSLT [4] and WMT [12], different parameter
settings may lead to divergent evaluation results. Hence, SacreBLEU [65]
is proposed, which follows the setting of WMT conference, in order to fairly
compare works using the BLEU score.

NIST

NIST [22] is a variation of BLEU for improving the reliability of automatic
translation quality evaluation with two alterations employed. Firstly, NIST
utilises arithmetic mean to calculate the n-gram co-occurrence score com-
pared to the geometric mean used in BLEU. Secondly, NIST gives heavier
weights on infrequent words since they are more likely to be content words
and more informative. While the reliability of NIST and BLEU is debat-
able [20, 98], they both are commonly used in many works.
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2.3 Language Model Fine-tuning

The deep neural network architecture enables straightforward applications
of pre-trained language models to downstream natural language processing
tasks such as question answering. This section introduces language models
first, followed by the BERT architecture and its application to multiple-
choice question answering tasks. Lastly, the section is wrapped up by an
overview of cross-lingual question answering.

2.3.1 Language Model

Language modelling refers to the process of learning words and sequence
representations. The early works, such as GloVe [62], try to learn word
representations without considering the meaning of the word within the
associated sequence. Along with the availability of large corpora and com-
putational resources, numerous works have shown the capability of learning
the language representations in an unsupervised manner [15, 96]. These
language models are not only expected for learning the word representa-
tions but also the latent linguistic information and common sense knowl-
edge such as syntactic structure, spatial information and even basic arith-
metic operations. The resulting models are commonly called pre-trained
language models, which can be used for downstream natural language pro-
cessing tasks, such as question answering [46] and sentiment analysis [89],
with substantially less training requirement.

The choice of pre-trained language models can have different effects on a
downstream task. For example, the next sentence prediction (NSP) task
used in BERT allows the model to comprehend the relationship between
two sentences, which can be beneficial to question answering tasks. How-
ever, due to the bidirectional pre-training (i.e. the model learns from both



2.3 Language Model Fine-tuning 19

ENE[CLS] E1 E[SEP] E1’ EM’

[CLS] Tok1 TokN [SEP] Tok1’ TokM’

Unlabeled sentence pair A and B

Masked sentence A Masked sentence B

C T1 TN T[SEP] T1’ TM’ T[SEP]’

E[SEP]’

[SEP]

…

… …

…

… …

…

…

NSP MLM MLM

BERT

Figure 2.4: Overview of the BERT architecture modified from the original paper [42]

previous and upcoming tokens based on the current position), it is chal-
lenging to adapt BERT to text generation tasks [88] where the generation
of the next token depends on the previous context.

2.3.2 BERT

Bidirectional Encoder Representations from Transformer (BERT) is a lan-
guage representation model that solely uses the encoder from the trans-
former architecture. The authors argue that unidirectional language mod-
els [63, 15] limit the representation of the pre-trained models as they only
learn the probability distribution of the current token based on the pre-
vious tokens from left to right. Such restriction can be detrimental to
downstream tasks requiring context from both directions, such as question
answering. Hence, the authors proposed two tasks, masked language model
(MLM) and next sentence prediction (NSP), for learning the bidirectional
representation. To be specific, each training sample contains two consecu-
tive natural sentences with some randomly masked tokens, and the model
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Figure 2.5: The formation of BERT input representation.

is trained to predict the masked token based on the surrounding context
and if the two sentences are in the correct order. Figure 2.4 illustrates an
overview of the language model pre-training.

The paper uses two architecture settings, BERTBASE and BERTLARGE,
and only BERTBASE is used in the present research with the default setting
(N = 12, dmodel = 768, dff = 3072, h = 12) and a maximum input token
size of 512. The tokenization process uses WordPiece, and two special
tokens are introduced: classification token “[CLS]” and separator token
“[SEP]”. The classification token is always placed at the beginning of the
input sequence for the NSP tasks, and can be fine-tuned to represent the
whole input sequence for downstream classification tasks. The separator
tokens are placed between two natural sentences and at the end of the
whole input sequence. There is also a segment embedding for drawing the
boundary between two natural sentences and a positional embedding for
each input token. Finally, as illustrated in Figure 2.5, the input to the
model is the summation of the token, segment and positional embeddings.

The conditional language modelling can only use unidirectional learning
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because the prediction of the next token depends on the previously seen
tokens either from left or right, and the model can effortlessly predict the
next token if it can see the context from both directions. BERT uses the
MLM task to achieve the bidirectional learning inspired by the Cloze task
from Taylor [83], and 15% of the WordPiece tokens in the input sequence
are replaced with a special mask token “[MASK]”. However, adding the
mask token leads to inconsistency between pre-training and fine-tuning
as fine-tuning tasks may not use the [MASK] token. After empirical ex-
periments, a particular strategy is applied: the to-be-masked tokens are
replaced with the “[MASK]” token with a probability of 80%, 10% for
changing to random tokens and 10% for staying unchanged.

The NSP task is introduced because many downstream tasks require the
comprehension of the relationship between two sentences. Similar to [39,
53], two sentences are added to every pre-training sample, where the sec-
ond sentence can be the actual subsequent sentence of the first sentence
or a random sentence by 50%. The model is trained to perform binary
classification on this task, and their fine-tuning results empirically prove
the efficacy on question answering and natural language inference tasks.

2.3.3 BERT for Multiple-Choice Question Answering

The usage of pre-trained language models can be categorised into two
types, as illustrated in Figure 2.6: feature-based and fine-tuning. The
feature-based approach uses the pre-trained language models as words or
sequence representation extractors with all model parameters frozen, and
the outputs are normally used in a task-specific architecture [100, 64]. The
fine-tuning approach tends to utilise the architecture of the pre-trained
model with minimum alteration, additional layers may be added to the
pre-trained language models, and the training process continues with par-
tially frozen or all model parameters. The fine-tuning approach is used in
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Figure 2.6: The overview of pre-trained model usages: feature-based vs fine-tuning. 🔒 means
that all parameters of the pre-trained LM is untouched, and the model is only used as a word-
s/sequence representation extractor. ⚙ refers to the fine-tuning process where partially frozen
or all model parameters are fine-tuned on the training data from the target domain.
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Figure 2.7: The overview of fine-tuning strategies. ⚙ represents the fine-tuning operation
where partially frozen or all model parameters are fine-tuned on the training data.

the present research.

There are many fine-tuning strategies, and the present research considers
three methods, as depicted in Figure 2.7: direct fine-tuning, two-stage
fine-tuning and multi-task fine-tuning. Direct fine-tuning is the standard
approach where the pre-trained model is fine-tuned directly on the target
downstream task. Alternatively, the pre-trained model can be fine-tuned
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    “[CLS]context#1[SEP]question#1 option#3[SEP]”
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Example output: [-0.9084, -8.6339,  5.7399, -9.2566], label = 2 where label ∈ {0,1,2,3}
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[CLS] Tok1 TokN [SEP] Tok1’ TokM’ [SEP]… …

Figure 2.8: The overview of multiple-choice question answering fine-tuning using BERT, where
each training sample consists of four options.

on intermediate tasks before fine-tuning on the target task, which is called
two-stage fine-tuning. Sun et al. [78] demonstrates that fine-tuning the
pre-trained model on a related domain can improve the performance on
the target task. Lastly, the multi-task fine-tuning strategy fine-tunes a
pre-trained model on multiple tasks at once, where the target task can be
unseen or a subset of the fine-tuning tasks. [51, 67] show that multi-task
fine-tuning can improve performance on both fine-tuned and new tasks.

Pre-trained language model fine-tuning becomes more manageable along
with the increase of the model depth, and the pre-trained BERT model
achieved several state-of-the-art results by fine-tuning the model with lim-
ited alterations. The MLM and NSP pre-training tasks of BERT also make
it suitable for multiple-choice question answering tasks where the most rea-
sonable answer is chosen from a list of options based on the context and
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Figure 2.9: The overview of cross-lingual question answering (CLQA).

a question. The present research takes each training sample as pairs of
two sentences: the context as sentence A, the concatenation of question
and each option pair as sentence B, and the number of question and option
pairs equal to the number of options. Hence, there are four input sequences
per training sample if each sample in the dataset has four options. An ad-
ditional linear classification layer is added after the last hidden layer in
BERT with an output dimension of one, which performs dot product op-
eration with the output sequence representation from [CLS] as the score
of input sequences. The overview of the fine-tuning workflow is illustrated
in Figure 2.8.

2.3.4 Cross-Lingual Question Answering

Cross-Lingual Question Answering (CLQA) refers to the situation where
the question and context are in a different language than the language
used by the question answering (QA) system. Subsequently, the output of
the QA system is expected to be the same language as the question. As
illustrated in Figure 2.9, machine translation is an intuitive and commonly
used approach of CLQA [77, 3]. The question and context in a second
language are translated before passing into the QA model, and the an-
swer is translated to the second language before returning to the end-user.
While the translation of the question and context is mandatory in this
approach, it is not necessary to translate the answer for certain QA tasks
such as multiple-choice and yes/no questions, the output from the QA sys-
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tem can be the index of the most plausible option. The QA model’s input
varies according to the different types of QA models and the QA tasks.
For example, the knowledge base QA model answers a question based on
the pre-defined knowledge where context is not required during the input
phase; context and each question-option pair are required as the input for
the multiple-choice QA task.

2.3.5 Evaluating QA Model Performance

Following the evaluation metric from the selected datasets [80, 79, 46],
accuracy is used to assess the performance of the QA models on the orig-
inal and translated test sets. Equation 2.8 shows the computation detail,
where TP , TN , FP and FN stand for True Positive, True Negative, False
Positive and False Negative.

Accuracy =
(TP + TN)

TP + TN + FP + FN
(2.8)

2.4 Datasets

The selection of training data can largely affect the training outcome due
to various factors such as the formation process and data domain. Hence,
a preliminary study is conducted on various datasets according to the ob-
jectives of the present research. A list of candidate datasets is chosen and
introduced in the following subsections organised by tasks. Machine trans-
lation datasets are demonstrated in Subsection 2.4.1, while multiple-choice
question answering datasets are presented in Subsection 2.4.2. The figures,
tables and listings are put in the Appendix Section A.1 and A.2 to increase
the readability.
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2.4.1 Machine Translation

Parallel corpus refers to a dataset that contains a set of paired sentences in
two languages, where every sentence corresponds to another sentence in a
second language with the same meaning translated by humans or machines.
The parallel corpus plays a significant role in training an effective machine
translation model in three aspects: quantity, quality and domain. While
numerous techniques improve translation quality in low-resource scenar-
ios, many previous works [73, 5] demonstrate that two translation models
are unlikely to have comparable performance if the training dataset sizes
are exceptionally different. For example, a model trained with 1 million
parallel samples tends to outperform a model trained with 10k parallel sen-
tences. Meanwhile, a model trained parallel corpus in low quality, such as
short in length or inaccurate translation, is doubtful to yield satisfactory
performance. For instance, while back-translation improves the perfor-
mance of a translation model by adding more machine-translated parallel
data to the original training corpus, this technique can be detrimental to
the model’s performance if the amount of synthetic data overwhelms the
human translated proportion [71]. The domain of the corpus can also be
critical to the translation quality, e.g. a translation model trained with
law clauses is unexpected to translate spoken languages precisely.

All three aspects of parallel corpus should be considered to analyse the
effect of data availability on translation models. Evaluating translation
quality has always been laborious due to subjectiveness and cost. There-
fore, only human translated corpora are considered during the selection
process, and the quality of corpora are presumed to be adequate. The
size of the training corpus is an important variable in analysing the perfor-
mance of trained models under various data availability conditions. Hence,
the data selection process tries to gather as many parallel training samples
as possible. Meanwhile, at least 10 millions training samples should be
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Figure 2.10: The top 10 most spoken languages in 2021 from Statista.

collected and used according to previous works [87, 59]. Last but not least,
the data selection process pays attention to the domain of the parallel cor-
pus since the variety of considered genres also affects the outcome of the
analysis.

While neural machine translation works for arbitrary languages, the se-
lected language pairs directly affect the research outcome as data avail-
ability varies for different languages. As mentioned above, the quality of
a corpus is presumed to be acceptable. Therefore, the language selection
is based on the quantity and diversity of the accessible data. As shown
in Figure 2.10, English and Chinese are the top two of the most spoken
languages worldwide [75]. It indirectly suggests the richness of the avail-
able resources. After a preliminary exploration, the options are narrowed
down to following publicly accessible corpora: WIT3 [17], UM-Corpus [84],
United Nation corpus [101] and WMT [12].
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WIT3

Spoken language translation refers to a type of machine translation (MT)
based on transcripts. The transcripts can be either formed by human or
automatic speech recognition (ASR). Both intermediate processes are likely
to introduce additional noise to the corpus, making it fundamentally differ-
ent from written text. Web Inventory of Transcribed and Translated Talks
(WIT3) corpus [17] uses TED Talks’ transcripts which makes it a typical
spoken-language parallel corpus. The corpus contains subtitles translated
in 82 languages back in 2011, making it a valuable multilingual translation
resource. In addition, the corpus is used by The International Workshop
on Spoken Language Translation (IWSLT) [16], a yearly campaign of MT
and ASR tasks for researchers to share and discuss their findings.

TED talks are primarily presented in English, and the subtitles are trans-
lated to various languages, e.g. Chinese, by volunteers. The subtitles and
translations are based on the audio recordings, which leads to a weak cor-
relation between the subtitles and the sentences, i.e. a sentence may be
constructed by several captions, a caption may also contain more than
one sentence. Figure A.1 depicts the processing steps from scraping raw
data from the TED Talks website to forming the final WIT3 corpus: (1)
the raw content is crawled from the TED Talks website using an internal
crawler and stored in XML format files by languages; (2) Talks with dif-
ferent languages are paired together according to <talkid>; (3) Captions
are aligned between a language pair, and the sentences are re-constructed
by concatenating the captions at both sides until stop punctuation marks
are encountered in the target language. The WIT3 corpus released on
IWSLT17 [16] is used for this thesis, Table A.1 shows the XML tags that
are used in the release corpus. Listings A.1 and A.2 is a pair of sample
documents in English and Chinese.
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UM-Corpus

While there has been an increasing number of released parallel corpora
in Chinese and English, most of them are in a single domain, which may
introduce domain specific traits to the translation model. UM-Corpus
addresses this issue by including eight different genres. The diversity of
the corpus makes it a valuable resource to MT domain adaptation and
domain efficacy studies like this thesis. The eight released genres along
with their brief descriptions are listed below:

• Education: Online teaching materials, such as teaching resources,
dictionaries etc..

• Laws: Law statements from mainland China, Hong Kong and Macau.

• Microblog: From microblog websites such as Twitter.

• News: News in different topics (Politics, Economy, Technology, Ed-
ucation etc) from year 2000.

• Science: Terminologies and sentences in science and technology area.

• Spoken: Widely used spoken English and video dialogues such as
Family Album U.S.A..

• Subtitles: From TED Talk and movie’s subtitles.

• Thesis: Covers 15 journal topics (electronics, traffic, agriculture,
medicine etc.), not easy to distinguish the topics because of the com-
plex web page structure.

The corpus is created according to the five main steps depicted in Figure
A.2: (1) The data source is manually selected and verified; (2) the raw
contents are scrapped from different sources, e.g. online learning websites,
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TED, online journals; (3) HTML tags are eliminated from the raw con-
tent; (4) Content in Chinese and English are aligned in sentence-level; (5)
Noise data, e.g. misaligned sentences, extra spaces, unreadable codes and
long sentences, are filtered programmatically and verified manually. In
total, 15,792,666 sentences are extracted by step (4). The filtering step
(5) removes 28,466 sentences, which leaves 15,764,200 in-house parallel
sentences. Finally, there are 2,215,000 pairs of sentences released to the
public. The released corpus stores aligned sentences in a single plain text
file with English and Chinese sentences in alternate lines. Listing A.3 is a
snippet of the released corpus in the education genre.

United Nations Corpus

The United Nations (UN) issues documents in six official languages, includ-
ing Chinese and English, and a significant amount of parallel documents
are accumulated through the translation requirement. The UN Parallel
Corpus v1.0 [101] was released to cater for the increasing need of machine
translation in the UN Department for General Assembly and Conference
Management. The released corpus uses documents from 1990 to 2014 with
pairwise aligned and fully aligned documents for all the six official lan-
guages. The raw corpus is stored in XML format, but the released version
is in plain text, with aligned documents stored in separate files for each
language. Listings A.4 and A.5 show the sample documents in English and
Chinese for the United Nations corpus.

WMT

Workshop on Statistical Machine Translation (WMT) is an annual con-
ference that releases machine translation related tasks to interested re-
searchers and institutions, where various types of training corpora are
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provided along with development sets. Test data is released before the
translation submission deadline, and the translated test data is evaluated
programmatically and manually. Chinese-English corpora are available
from 2017 including News Commentary [85], UN corpus [101] and Chinese
Workshop on Machine Translation (CWMT). While the News Commen-
tary corpus and UN corpus are released to the public, the CWMT corpus
is only allowed for research related to WMT evaluation.

2.4.2 Multiple-choice Question Answering

Question Answering (QA) dataset refers to a set of questions or statements
to be answered or completed from understanding the corresponding con-
text/document. QA tasks are also called Reading Comprehension (RC)
tasks by previous works such as [95, 69], and is generally categorised into
four types by answer formats: extractive, abstractive, multiple-choice and
categorical. Extractive answers are selected from a span of text in the con-
text, while a chunk of natural language is generated for abstractive answer
type that may not be found in the given document. One answer is se-
lected from a list of options for Multiple-choice questions, while categorical
questions are answered in YES or NO.

Evaluation capability and difficulty balance are the core reasons for us-
ing multiple-choice question answering datasets for evaluation. While fine-
tuning pre-trained language models on sequence prediction tasks has proven
business value [27], multiple-choice QA tasks may be more suitable for eval-
uating the reading comprehension ability of machines [46, 80]. Besides, the
evaluation of span-based tasks (abstractive and extractive question answer-
ing) can be complex as the span of the answers in the original QA dataset
may be changed during the translation process unpredictably. The cate-
gorical QA datasets are not chosen as they may be too simple to identify
the effect in the experiment. The followings are a few of the considered
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multi-choice QA datasets.

RACE

ReAding Comprehension data from Examinations (RACE) [46] is a multiple-
choice QA dataset in English based on written text. The dataset is used
by numerous works (e.g. XLNet [96], RoBERTa [52] and GPT-3 [15]) as
evaluation benchmark of reading comprehension task. The questions and
corresponding documents are extracted from English exams in China for
middle school and high school students, and are mindfully designed by
experts to evaluate the understanding and reasoning abilities.

The RACE dataset provides two types of questions: (1) classical-style
where the questions are free-form natural questions; (2) cloze-style where
the questions have one blank space to be filled from the options. There are
at most four options for each question, and the options may not occur in
the corresponding document, which makes the dataset more challenging.
In total, there are 27,933 documents and 97,687 questions. Listing A.6 is
a sample from the raw RACE dataset in JSON1 format.

DREAM

Dialogue-based REAding comprehension exaMination (DREAM) [79] is a
dialogue-based multiple-choice QA dataset in English. The dataset is col-
lected from exams designed by experts in China to evaluate the compre-
hension level of English learners, and the target examinees are students in
high schools and colleges. The questions are free-form with three options
and formed based on multi-turn dialogues between at least two parties.
The dataset contains 6,444 documents with 10,197 questions, and Listing

1https://www.json.org/json-en.html
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A.7 shows a raw sample in JSON format.

ChID

Chinese IDiom Dataset (ChID) [99] is a cloze-style reading comprehension
dataset in Chinese. The task is filling the blank spaces in documents
where one of seven heedfully provided candidate options is selected for the
cloze. The dataset focuses on understanding idioms in Chinese, where the
meaning of a combination of words or characters may not be deducible
from the literal meaning. For instance, the literal meaning of “亡羊补牢”
is “fixing the fence after the sheep getting killed”, but the actual meaning
is “never too late to improve”.

There are three steps for constructing the dataset as illustrated in Figure
A.3. In the vocabulary construction step, the idioms with four characters
are collected from the Chinese Idiom Daquan 2 for consistency, since the
majority of Chinese idioms have a length of four, and the idioms with less
than twenty occurrences are discarded. The original documents are col-
lected during document extraction, and the paragraphs containing idioms
are extracted with idioms replaced by placeholders “#idiom#” and form
an individual document. Lastly, the candidates are generated for each doc-
ument with the initial idiom, three similar but not interchangeable idioms
and three random ones. The final dataset contains 581k documents with
729k blanks, and Listing A.8 shows a sample document from the dataset:

NCR

Native Chinese Reader (NCR) [95] dataset is extracted from Chinese high
school exams to evaluate the language proficiency of native Chinese speak-

2http://www.guoxue.com/chengyu/CYML.htm
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ers, which is constructed by documents with modern, classical literature
and classical poems in Chinese. The documents in the dataset have an
average length of 1024 characters with free-form questions and two to four
options for each question. The dataset comprises 8,390 documents and
20,477 questions in total, and Listing A.9 is one sample from the raw
dataset:

C3

The multiple-Choice Chinese machine reading Comprehension (C3) [80]
dataset is collected from Chinese-as-a-second-language exams with two dif-
ferent document genres, mixed-domain written text and dialogue. The two
genres are designed to assess both reading and listening comprehension
from Hanyu Shuiping Kaoshi 3 and Minzu Hanyu Kaoshi 4. According
to the paper, the two different genres are considered counterparts to the
RACE [46] and DREAM [79] datasets in English, where the mixed-domain
and dialogue segments are denoted as C3M and C3D respectively.

The analysis from C3 suggests that the written-text task (C3M) focuses
more on linguistic knowledge (e.g. paraphrasing, idioms, negation) while
the dialogue task (C3M) requires more situational knowledge (e.g. tempo-
ral/spatial information, relationship between the involved parties). More-
over, they demonstrate that the English counterparts DREAM (dialogue)
and RACE (written-text) datasets share a similar pattern with C3D and
C3M . The entire C3 dataset comprises 13,369 documents and 19,577 ques-
tions, and Listings A.10 and A.11 show one raw sample from each genre.

3http://www.chinesetest.cn/index.do
4https://mhk.neea.edu.cn/
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Related Work

This chapter reviews work related to the present research and is divided
by the type of work into two sections. Section 3.1 introduces work in the
neural machine translation field, and Section 3.2 presents studies associated
with applying machine translation tools to cross-lingual question answering
tasks.

3.1 Transformer-based Neural Machine Translation

Low-resource languages in the discipline of natural language processing
refer to languages that lack large quantity of training resources. Among
the 7000+ languages being spoken today, around 40% of the languages
are considered endangered with less than 1000 speakers [24]. The resource
types are not constrained to text format (e.g. monolingual or parallel

35



36 Related Work

corpus) but also audio and other forms. In the field of machine translation,
languages with a restricted quantity of parallel data can be considered as
low-resource languages. The scarcity of training data poses challenges to
the performance of the translation models, and various approaches are
introduced to tackle the difficulties. For example, Nguyen et al. [57] and
Sennrich et al. [71] explore the effect of introducing additional synthetic
data to improve the translation quality. Sennrich et al. [72] investigate
sub-wording tokenization techniques to reduce the OOV rate. Araabi and
Monz [5] enhance the translation accuracy by tuning the hyper-parameters
involved during the training process such as the setting of the optimisers
and the model architecture.

The architecture of transformer has numerous hyper-parameters, such as
feed-forward dimension, embedding dimension, number of attention heads,
number of hidden layers in the encode and decode and so on. While a great
number of work aims improving the performance of the model by scaling
up, they mostly focus on resource-rich scenarios. Therefore, it is uncertain
whether increasing the model size enhances the translation quality under
low-resource circumstances. Araabi and Monz [5] focus on analysing the
effect of using different hyper-parameters on transformer-based neural ma-
chine translation models for low-resource languages. The optimised model
improves the translation quality significantly in comparison with the de-
fault transformer settings. They explore the hyper-parameters through two
dimensions: vocabulary representation and architecture hyper-parameter
tuning.

Vocabulary representation refers to the word segmentation techniques,
and BPE is used in the present research, which is particularly beneficial
for small corpora since it tackles the rare-words problem [72]. BPE has
only one hyper-parameter, the number of merge operations. Sennrish and
Zhang [73] demonstrate that reducing the number of merge operations can
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boost the performance of a recurrent neural translation model consider-
ably. Araabi and Monz [5] performed experiments on transformer-based
neural machine translation models ranging from 1k to 30k number of merge
operations. The byte-pair encodings are trained on the full corpus and the
infrequent words are manually eliminated. The result shows that the reduc-
tion of merge operations from 30k to 5k according to Sennrish and Zhang
[73] does not yield significant improvement. In addition, eliminating the
infrequent words can be destructive for transformer-based models over ex-
ceedingly low-resource scenarios. The results from Araabi and Monz [5]
also suggest that there is no substantial difference between training BPE
on the full training corpus and its subsets.

Biljon et al. [86] demonstrate that the reduction of the number of hidden
layers for transformer architecture can improve the translation accuracy,
and a deeper model can hurt the model performance for low-resource train-
ing scenarios. Araabi and Monz [5] analysed the effect of scaling down the
transformer architecture in the following five aspects: (1) the number of
hidden layers in the encoder and decoder; (2) the number of attention
heads; (3) the dimension of the feed-forward layers; (4) the size of the
embedding dimension; (5) adjusting regularisation hyper-parameters, i.e.
drop-outs.

The results of Araabi and Monz [5] confirm that utilizing deep transformer
architecture is detrimental for low-resource scenarios since the enormous
amount of model parameters normally expects more training data. Their
results confirm the effectiveness of the aforementioned aspects (1), (2),
(3) and (5). The performance of the trained models are enhanced using
shallower transformer model, lower dimension of the feed-forward layers
and smaller BPE vocabulary size. While Raganato et al. [68], Vaswani et
al. [87] and Chen et al. [18] show the necessity and dispensability of the
number of attention heads for large and intermediate size training data,
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Araabi and Monz [5] demonstrate the effectiveness using less attention
heads, such as h = 2 reduced from h = 8 in the standard transformer
setting, for low-resource scenarios.

The techniques used for low-resource scenarios can also be used in resource-
rich situations, and enlarging the size of the neural model is one of the
most straightforward approaches. The original transformer paper proposes
two model hyper-parameter settings, base and big. Compared to the base
setting, the big transformer model doubles the embedding dimension dmodel,
feed-forward dimension dff and the number of attention heads h. The
results show translation BLEU score improvement in English-German and
English-French from 27.3 to 28.4 and 38.1 to 41.8 while using the same
training corpora.

Back-translation refers to the technique for improving the performance of a
machine translation model by using generated synthetic parallel data from
monolingual data in the target language, which can be used for resource-
rich [71, 25] and low-resource [71, 1] scenarios. Sennrich et al. [71] intro-
duce two strategies for generating synthetic parallel data from monolingual
data: dummy source sentences and synthetic source sentences. The dummy
source sentences approach combines monolingual data in the target lan-
guage with empty source data, and the source side utilises a special token
as an indication of a monolingual training sample. The parameters in the
encoder side are frozen during training as the source side data is unin-
formative. The synthetic source sentences approach requires a pre-trained
translation model in target-to-source-language direction, and the synthetic
source data is translated from monolingual data in the target language.
The synthetic parallel training samples are formed from the combination
of translated source side data and the corresponding monolingual data,
which is then mixed with the original parallel corpus for the source-to-
target-language training. The synthetic source sentences approach does
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not require frozen encoder parameters as the source side synthetic data is
meaningful. For both approaches, a 1-to-1 ratio is used for the combina-
tion of synthetic data and the original parallel training samples. While the
dummy source sentences approach yields minor improvement, the perfor-
mance gain of the synthetic source sentences approach is considerable.

Edunov et al. [25] conduct a more in-depth analysis of the back-translation
technique over neural machine translation tasks. In particular, they argue
that the generation of synthetic source side data may lead to less diversity
by using beam search [71] or greedy search [48]. Alternatively, they pro-
pose three synthetic data generation methods: unrestricted sampling, top-k
sampling and beam search + noise. The unrestricted sampling method gen-
erates translation from the translation model in an unconstrained manner,
leading to highly diverse output yet low in translation quality. The top-k
sampling approach only considers top-k candidates from the model distri-
bution, which trades the diversity with finer translation quality. The beam
search + noise method utilises the beam search with three types of ad-
ditional noise: deleting tokens, replacing tokens with fillers and randomly
permuting the tokens. The experimental results show that the unrestricted
sampling and beam search + noise approaches yield a noticeable perfor-
mance gain of 1.7 BLEU score on WMT newstests [12] for the English-
German translation tasks.

Gordon et al. [34] explore the scaling laws of neural machine translation us-
ing transformer architecture and observe a power law relationship between
the size of the training corpus and neural model over the development of
cross-entropy loss. Their results suggest that the losses decrease along with
the data and model size increase. While the loss decrease is observed in
all model architecture settings, the reduction is more noticeable in larger
models. Gordon et al. also study the relationship between the translation
quality in BLEU score and cross-entropy loss, where the BLEU score in-
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crease while the loss decrease as expected. They also confirm the effect
of tokenization setting on the cross-entropy loss in low-resource scenarios.
The reduction of BPE merges operations from 30k to 2k experiences a
significant drop in the development cross-entropy loss, which means the
translation model performs better with less BPE merge operation under
low-resource circumstances, as suggested by Araabi and Monz [5].

Ghorbani et al. [33] study the neural machine translation scaling laws
for transformer architecture with a fixed training corpus but varied model
architectures and test sets with different translation directions. They pro-
pose three architecture scaling approaches: symmetrical, encoder and de-
coder scaling. Symmetrical scaling increases the layers of both encoder
and decoder from 2 layers to 64 layers. Encoder scaling uses a fixed 6
decoder layers while the encoder layers are increased from 2 to 64, and
the decoder scaling approach deploys the opposite strategy to the encoder
scaling. Each trained model is evaluated on test sets with two translation
directions: source original and target original, where the source data is
collected first and translated to the target language and vice versa. Based
on the experiment results, the scaling laws can be jointly fitted to both
encoder and decoder scaling approaches, and the random model initialisa-
tion does not affect the scaling law for symmetric scaling. While decoder
scaling tends to achieve lower loss, encoder scaling yields better transla-
tion quality, which aligns with the outcome from Kasai et al. [41]. Both
works from Gordon et al. [34] and Ghorbani et al. [33] suggest that while
better translation quality and lower loss can be achieved by using a larger
training corpus and a deeper neural model, the scaling laws vary depend-
ing on many factors such as language pairs and translation direction of the
validation set.

Resource-rich language pairs introduce heterogeneous training corpora,
where multiple domains of parallel data are available to train a general-
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purpose translation model or improve translation quality for a specific do-
main. Luong and Manning [54] utilise a pre-trained neural machine trans-
lation on the formal written-text domain to improve the translation perfor-
mance on spoken language and yield significant enhancement. Farajian et
al. [26] suggest that one general-purpose machine translation model is more
cost-effective than maintaining multiple domain-specific translation mod-
els and compared the effectiveness of using neural and statistical machine
translation models. While training a translation model with multi-domain
data can degrade the performance of the constituent domains, Pryzant et
al. [13] propose two strategies to mitigate the degradation issue: discrim-
inative mixing and target token mixing. Discriminative mixing requires
an additional discriminator neural network on top of the encoder, which
learns the domain representation from the encoder output sequence repre-
sentation. Target token mixing adds a special token containing the domain
information to the target side training sample, forcing the decoder to learn
the domain feature while leaving the model architecture unchanged.

3.2 Cross-Lingual Question Answering Through Ma-
chine Translation

Machine translation is an intuitive solution for cross-lingual question an-
swering tasks where the input and output of the question answering model
are in a different language from the question answering model. The most
straightforward approach is using off-the-shelf translation tools such as ma-
chine translation tools and bilingual dictionaries, which commonly results
in a significant drop in accuracy from the performance of the native QA
model. The translation quality has a dominant effect on the cross-lingual
QA performance, where mistranslated content words, named entities and
syntactic structure are a few common issues caused by the translation pro-
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cess. Hence, heuristic correction and analysis are generally deployed upon
the raw query in the second language or the translation result.

Aunimo et al. [6] and Ferrández et al. [28] use bilingual dictionary for the
query translation process. While Aunimo et al. use a location database for
country and city name translations to improve the translation accuracy,
Ferrández et al. employ more sophisticated rule-based approaches to the
raw query and the translation process. The raw query is analysed to extract
the answer type and syntactic blocks through a part-of-speech tagger, and
synonyms of each word in the raw query are considered just in case a
word has multiple meanings that introduce ambulation to the translation
process.

The translation quality improvement strategies used in bilingual dictionary
approaches can also be deployed in machine translation methods. While
Pablo-Sánchez et al. [21] solely use an off-the-shelf machine translation
model, Aceves-Pérez et al. [2], Ahn et al. [40], Matsumoto and Mita-
mura [55] introduce different heuristic approaches to improve the transla-
tion quality. Aceves-Pérez et al. [2] utilise multiple off-the-shelf machine
translation models to translate the query to improve the cross-lingual QA
accuracy on a knowledge base QA system. All the translation results are
considered to retrieve the relevant candidate paragraphs from the knowl-
edge base QA system for answering the translated question, and the fi-
nal paragraphs are selected based on the relevance between the translated
query and the retrieved paragraphs but not the translation quality. Ahn
et al. [40] performed a preliminary experiment to evaluate the transla-
tion quality of the selected off-the-shelf translation model and suggest that
many translation issues are systematic and caused by named entities and
unknown foreign words. Therefore, they deploy rule-based processing steps
before and after the translation process, where pre-processing simplifies the
raw query and post-processing corrects identified systematic errors. Mat-
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sumoto and Mitamura [55] also identify the difficulty of translating named
entities and terms, and build a bilingual term corpus to mitigate the issue.
In particular, they translate terms that occurred in their built corpus before
the actual translation process using the off-the-shelf machine translation
tool.

The translation quality positively correlates with the QA system perfor-
mance, which has been empirically proved by the works mentioned above.
Sugiyama et al. [77] investigate the relationship between translation qual-
ity and the accuracy of the cross-lingual QA tasks in detail. They com-
pare the translation results between four different machine translation tools
and one human translation in five evaluation metrics, including BLEU and
NIST. Their result shows that both NIST and BLEU metrics correlate
closely to the QA task accuracy, and NIST has a higher correlation score.
They suggest that because of the computation of the NIST score, the fre-
quency of the words is considered; more frequent words yield less weight
than the infrequent ones, i.e. correctly translated content words receive
more weight than function words. Surprisingly, while human translated
queries yield the highest cross-lingual QA accuracy, the result is consider-
ably worse than the accuracy of using native queries. After case studies,
they present three empirical factors that could affect the CLQA perfor-
mance: (1) content words play a dominant role, some words have to be
identical to the example query in the native language; (2) interrogatives
matter, an acceptable translation without interrogative clause may be in-
correctly answered; (3) syntactic correctness is subsidiary. These factors
explain why human translated queries experience a significant loss in ac-
curacy compared to queries in the native language.
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4
Methodology

This research analyses the effect of applying mono-lingual multiple-choice
QA model to CLQA through Transformer-based Neural Machine Transla-
tion (TNMT) models, which leads to three research objectives (1) analysing
the effect of using different domains and quantities of accessible data on
training TNMT models; (2) studying the effect of such trained models on
multiple-choice cross-lingual question answering (CLQA) tasks; (3) inves-
tigating the effect of mono-lingual QA model’s training data on the CLQA
task. Studying the objectives requires two types of models, TMNT and
mono-lingual QA models, which naturally divide the remaining chapter
into two sections. The procedure of translation corpora selection, data
pre-processing and training strategies are demonstrated in Section 4.1 for
the TNMT models. Data selection for question answering, data parsing
and language model fine-tuning strategies are explained in Section 4.2 for
the mono-lingual QA models.
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4.1 Transformer-Based Neural Machine Translation

This section outlines the processing steps used before training a machine
translation model and the hyper-parameter settings during the training. A
list of selected training corpora is described in Section 4.1.1. Then, Section
4.1.2 introduces the pre-processing steps used and Section 4.1.3 presents
the training settings of the models.

4.1.1 Dataset Selection for Translation

The final selected corpora are chosen from the ones mentioned in the Back-
ground chapter under Section 2.4.1. Both subtitles genre in UM-Corpus and
WIT3 consist of content from TED talks. However, WIT3 joins TED talks’
captions according to the actual sentences, while UM-Corpus uses the cap-
tions directly regardless of the completeness of the sentences. Therefore,
the WIT3 corpus is kept, and the subtitles genre is discarded. Microblog
genre in the UM-Corpus is discarded as well since it consists of informal
content and only 5,000 parallel sentences. Meanwhile, the News Com-
mentary corpus from WMT is abandoned as UM-Corpus contains a news
genre. Apart from the original test set of the selected corpora, the test set
from WMT2020 [9] is used for evaluating all the trained translation models
to accommodate the subjectiveness of the BLEU score and provide a fair
comparison to publicly released translation models that also use WMT test
set.

Ultimate Corpus

All of the selected corpora are combined, which forms a “ultimate” cor-
pus for evaluating the maximum translation performance through all the
in-hand parallel data. The development sets from all the corpora are com-
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bined for tuning the model during training, while the corresponding test
sets are merged to assess the trained translation model.

UMELN Corpus

Parallel data is a scarce resource for many languages, and the quantity
of the data considerably affects on the translation quality. Hence, the
UMELN corpus is created to study the effect of training translation mod-
els under different quantities of available data. The corpus is established
by combining education, laws and news genres from the UM-Corpus to
simulate the low-resource condition since they are arguably easier to be
collected than other domains such as subtitles and thesis in the real world
for a language with limited resources. Additionally, twelve corpora are
generated based on the UMELN corpus in the following proportions of the
original corpus: 0.5%, 1%, 2%, 3%, 4%, 5%, 10%, 20%, 40%, 60%, 80%
and 100%. Each of the twelve corpora is created by directly taking the first
x% of the training set of the UMELN corpus, which ensures a containment
relationship between a larger split and all smaller splits. Meanwhile, the
development set and test set remain the same as the original corpus.

Details of the Selected Corpora

In the end, there are ten corpora selected or re-constructed from the ini-
tially considered corpora. Besides, eleven sub-corpora are generated from
the UMELN corpus to evaluate the effect of using various amounts of
training data on the translation model’s performance. Table 4.1 shows
the details of the selected corpora before pre-processing, and Table 4.2 il-
lustrates the statistical data of the sub-corpora from the UMELN corpus
before pre-processing. The number of tokens is calculated from the total
chunks split by spaces for English, and the count of characters is used for
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Corpus Name Languages
Training + Developmnt Sets Test Set

# Sentences # Tokens Avg. Length # Sentences # Tokens Avg. Length

WIT3
English

238,952
4,450,734 18.63

1,459
26,781 18.36

Chinese 8,124,924 34.00 51,943 35.60

UM-Education
English

450,000
8,239,376 18.31

791
6,638 8.39

Chinese 15,169,729 33.71 11,920 15.07

UM-Laws
English

220,000
8,134,668 36.98

457
13,742 30.07

Chinese 13,223,678 60.11 19,243 42.11

UM-News
English

450,000
11,094,494 24.65

1,501
32,129 21.41

Chinese 21,029,729 46.73 62,407 41.58

UM-Science
English

270,000
4,597,566 17.03

504
9,496 18.84

Chinese 8,905,412 32.98 18,020 35.75

UM-Spoken
English

220,000
2,703,397 12.29

456
8,902 19.52

Chinese 4,699,600 21.36 17,197 37.71

UM-Thesis
English

300,000
7,590,656 25.30

626
13,344 21.32

Chinese 15,346,775 51.16 27,759 44.34

UN v1.0
English

15,890,041
372,718,941 23.46

4,000
106,733 26.68

Chinese 702,067,895 44.18 192,578 48.14

Ultimate
English

18,038,993
419,279,063 23.24

9,794
213,708 21.82

Chinese 788,310,107 43.70 395,092 40.34

UMELN
English

1,120,000
27,468,538 24.53

2,749
51,700 18.81

Chinese 49,423,135 44.13 93,533 34.02

Table 4.1: Details of selected corpora without applying tokenization and sub-wording tech-
niques. Table A.2 in appendix chapter contains the full statistics about the selected corpora
which has development set in separate columns.

Raw 
corpus

Format 
parsing Tokenization Ready for 

training
Building 

vocabulary Binarization

Figure 4.1: Machine translation parallel corpus pre-processing steps.

Chinese since there is no obvious segmentation in the sentences.
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Split Size Languages
Training Set

# Sentences # Tokens Avg. length

0.5%
English

5,585
130,308 23.33

Chinese 238,967 42.79

1%
English

11,170
259,648 23.25

Chinese 482,083 43.16

2%
English

22,340
529,886 23.72

Chinese 982,983 44.00

3%
English

33,510
803,090 23.97

Chinese 1,492,392 44.54

4%
English

44,680
1,072,556 24.01

Chinese 1,991,733 44.58

5%
English

55,850
1,339,636 23.99

Chinese 2,486,893 44.53

10%
English

111,700
2,714,331 24.30

Chinese 5,012,310 44.87

20%
English

223,400
5,418,988 24.26

Chinese 9,949,991 44.54

40%
English

446,800
11,381,588 25.47

Chinese 20,734,912 46.41

60%
English

670,200
16,635,015 24.82

Chinese 30,069,506 44.87

80%
English

893,600
21,431,486 23.98

Chinese 38,710,452 43.32

100%
English

1,117,000
27,352,176 24.49

Chinese 49,217,449 44.06

Table 4.2: Details of different splits derived from the UMELN corpus without applying tok-
enization and sub-wording techniques. The original development set and the test set are used
during training. The statistics of UMELN development set and test set are in appendix chapter
Table A.2.
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4.1.2 Data Parsing for Translation

Data pre-preprocessing intends to ensure the related data being ready for
training and in a position of producing expected results, which may in-
clude but not limited to noise filtering, sample selection, format parsing,
tokenization, binarization for machine translation tasks. This research pre-
sumes that all of the selected and constructed parallel corpora contain a
reasonable amount of noise but do not affect the training result in a sig-
nificant level, and focus on preparing the data solely for training purposes.
Figure 4.1 illustrates the pre-processing steps of the raw parallel corpus.

Format parsing converts the selected parallel corpora to a unified for-
mat for subsequent pre-processing steps. Sentences in each corpus are
expected to be in separate plain text files for each language, and each
sentence takes one line in the text files as shown in Listing A.5 and List-
ing A.4. WIT3 and UM-Corpus are the only two corpora that require
format parsing. Sentences are stored in XML format in the WIT3 cor-
pus by languages. Hence, XML tags and irrelevant information such as
<doc>, <talkid> and <speaker> are eliminated. Meanwhile, the content
in <title>, <description> and the actual captions are preserved. UM-
Corpus stores parallel sentences for both Chinese and English in a single
file in alternate lines. Therefore, sentences are extracted and stored in
corresponding files based on their languages.

Tokenization is one of the fundamental pre-processing steps for natural lan-
guage processing tasks. This step is vital for the languages without clear
word segmentation, such as Chinese. For instance, “直升机” means “heli-
copter” in Chinese, but splitting the word by characters to “直”, “升”, “机”
has the meaning of “straight”, “lift”, “machine” respectively. This research
employs two types of tokenization techniques: word tokenization and sub-
word tokenization. Word tokenization splits punctuations from words and
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joins possible characters together for languages without obvious segmenta-
tion; subsequently, sub-word tokenization breaks down words into smaller
units to mitigate the out-of-vocabulary rate and cover more rare words.
Moses [45] and Jieba1 are both popular word tokenization tools and are
used for tokenizing English and Chinese sentences in the present research.
Then, Byte-Pair Encoding (BPE) [72] is deployed for sub-word tokeniza-
tion. The number of the merge operation is the only hyper-parameter of
BPE. According to previous works [5, 97, 100], 10k merge operations are
used for all corpora with less than one million parallel sentences, while
20k merge operations are applied to the ones with more than one million
training samples. Besides, 20k merge operations are applied to all derived
corpora from the UMELN corpus even when training samples are less than
one million.

Building vocabulary step reads through the tokenized training set of the
parallel corpus, extracts the unique tokens and maps them to consecutive
integer representations. Two dictionaries are built for Chinese and English,
and the dictionaries are used to convert the form between token and integer
representation for generation or training purposes.

Binarization is an optional but recommended pre-processing step used in
Fairseq [58] toolkit. The tokenized parallel training samples are converted
to index representations based on the built dictionaries from the last step
and stored in binary format. This step shortens the dataset loading time
when initialising the training, and may reduce the disk space usage.

4.1.3 Translation Model Training

Transformer [87] model is used as the architecture for training all the neu-
ral machine translation models. The architecture itself has many tune-

1https://github.com/fxsjy/jieba
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Parameter Trans. base Trans. big Description

N 6 6 Number of hidden layers for encoder and decoder.

dmodel 512 1024 Dimensionality of the model’s input and output.

dff 2048 4096 Dimensionality of the feed-forward layer within encoder and decoder.

h 8 16 Number of attention head.

dk 64 64 Dimensionality of the key.

dv 64 64 Dimensionality of the value.

Table 4.3: Hyper-parameter settings for transformer base and transformer big.

able hyper-parameters such as the number of layers for the encoders and
decoders, the number of attention heads, the dimensionality of the em-
beddings, etc. Meanwhile, optimisation and regularisation techniques can
be applied during training. Therefore, Fairseq [58] is used for reducing
the coding requirement and efficiently applying the settings from previ-
ous works. The following sections briefly introduce the Fairseq toolkit and
hyper-parameter settings for the experiments.

Fairseq

Fairseq [58] is a sequence modelling toolkit that supports various archi-
tecture and functionalities. Transformer is one of the supported model
architectures by Fairseq and is used for training neural machine transla-
tion models in the present research. The toolkit allows quickly specifying
customised model-related hyper-parameters and commonly used learning
rate schedulers, optimisers, and criterion functions. Multi-GPU training
is supported for shortening the training time, and the complete state of
the training model is saved after each epoch or specified save-point for
efficiently resuming the training.
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Transformer Hyper-parameters

The transformer model contains numerous hyper-parameters that can di-
rectly affect the model’s performance. Hence, the settings from previous
works are followed to achieve comparable results. The architecture related
hyper-parameters are split to two groups, transformer base and transformer
big. They both use the set-up from the original transformer paper [87],
and one million parallel training samples are used as the threshold, where
models trained with less than one million samples use transformer base
and models with greater than one million parallel sentences are trained
twice using both transformer base and transformer big. The details about
the settings are shown in Table 4.3. In addition, the weights of input and
output embeddings for the decoder are tied together according to [66, 87]
which is a technique for improving the performance of sequence to sequence
neural networks.

Batching

Two different batching sizes are used for training the models which follow
the settings from the original transformer [87] and [100]. According to
the size of the model, transformer base uses a maximum batch size of 4096
tokens while transformer big is trained with up to 32k tokens. Using tokens
instead of sentences per batch improves memory efficiency as sentences may
vary in length, and the length difference between sentences may result in
an extensive length variance between batches.

Optimisation

Both transformer model settings use Adam optimizer [44] following settings
[100] with β1 = 0.9, β2 = 0.98, ϵ = 10−9 and weight_decay = 0.0001.
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The learning rate is altered during the entire training process with lr =

0.0005, warmup_steps = 4000, warmup_init_lr = 10−8 and learning
rate scheduler = inverse_sqrt. Therefore, the learning rate grows linearly
for the first 4000 training steps, from 10−8 to 0.0005. Then, the learning
rate decreases regarding the inverse square root of training steps according
to Equation (4.1). The lr and warmup_steps are from the initial settings
while num_updates referes to the current training step.

cur_lr = lr ∗ warmup_steps0.5 ∗ num_updates−0.5 (4.1)

Regularisation

Two regularisation techniques are applied for machine translation model
training, dropout [74] and label smoothing [82], following the original trans-
former paper. Dropout step discard some elements in the input embeddings
in both encoder and decoder as well as the output of all the sub-layers in
them with a probability Pdrop = 0.1. Label smoothing consider the fact that
training data may contain noise in real world. Therefore, a small constant
ϵls is introduced, and the probability of a training sample being correct
becomes (1 − ϵls). ϵls = 0.1 is used for training the translation models
in the present research, which means that a training sample is considered
correct with a probability of 0.9 if labelled as correct.

4.1.4 Summary

Data selection process confirms the usage of three corpora release from pre-
vious studies: WIT3, UM-Corpus and United Nation corpus v1.0. Six out
of eight domains from UM-Corpus are considered as separate corpus, i.e.
UM-Education, UM-Laws, UM-News, UM-Science, UM-Spoken and UM-
Thesis. UMELN is generated from combining UM-Education, UM-Laws
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Corpus Split size BPE Merge Ops. Trans. base Trans. big

WIT3 100% 10k 3 -

UM-Education 100% 10k 3 -

UM-Laws 100% 10k 3 -

UM-News 100% 10k 3 -

UM-Science 100% 10k 3 -

UM-Spoken 100% 10k 3 -

UM-Thesis 100% 10k 3 -

UN v1.0 100% 20k 3 3

Ultimate 100% 20k 3 3

UMELN 100% 20k 3 3

0.5% - 80% 20k 3 -

Table 4.4: The arrangement of pre-processing and training settings for each corpus.

and UM-News. The corpus is further split into 12 splits which take first x%
of the UMELN corpus respectively. The Ultimate corpus is constructed by
merging WIT3, UN corpus v1.0 and the six considered corpora from the
UM-Corpus.

Data parsing ensures that the parallel corpora have the same format and
are ready for training. Two BPE merge operation settings are used for
learning the sub-words: 10k for corpora with less than one million training
data and 20k for corpora with more than one million parallel sentences.
All splits derived from the UMELN corpus use a 20k BPE merge setting
regardless of the corpus size.

Fairseq [58] toolkit is used for training machine translation models, and two
transformer hyper-parameter settings are applied for training the models
on the introduced corpora. One million parallel training samples are used
as the threshold for deciding the training settings, and identical optimisa-
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Figure 4.2: Procedure of conducting multiple-choice QA using BERT.

tion and regularisation set-ups are employed for both model settings. Table
4.4 shows the arrangement of pre-processing and training settings for each
corpus.

4.2 Multiple-Choice QA with BERT

Mono-lingual QA model refers to a QA model that only supports answer-
ing questions in a single language, and the present research trains such
models based on pre-trained BERT models. BERT is a neural network
architecture for learning language representation using the encoder from
the transformer [87], where the resulting model can be called a pre-trained
language model. A pre-trained language model can be used for numer-
ous types of downstream tasks such as natural language inference [89] and
question answering [46] with feature-based or fine-tuning strategies. The
feature-based approach combines the pre-trained language model into a
task-specific architecture and uses the learned representation as extra fea-
tures. The fine-tuning strategy continues training on the downstream tasks
using the language model with minimum alterations, either partially/fully
tuning the model parameters or training extra task-specific neural network
layers.

The present research analyses the effect of various trained translation mod-
els from Section 4.1 on multiple-choice CLQA tasks by fine-tuning BERT
on the QA datasets, and the objective is twofold. Firstly, we analyse the
effect of using translation models trained in different domains and sizes
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on downstream tasks. Secondly, we study the feasibility of applying QA
to a second language through translation models. There are four steps
before experimenting, as illustrated in Figure 4.2. Data selection process
(Section 4.2.1) ensures that appropriate datasets are selected for the ex-
periments. Data parsing step (Section 4.2.2) converts the raw datasets
to formats for training and performing translation. The corresponding
dataset is translated to English during data translation (Section 4.2.3),
and the hyper-parameters for fine-tuning the QA models are introduced in
Section 4.2.4.

4.2.1 Dataset Selection for Question Answering

The final dataset selection is based on the nature of our translation task and
the pre-trained language model for QA fine-tuning. The translation task
in this research can be seen as an English-as-second-language writer, where
the Chinese written text is translated to English. Therefore, a dataset with
non-native Chinese learners as the target group is more likely to generate
an appropriate evaluation of our translation models. The transformer ar-
chitecture struggles with long input sequence length due to the quadratic
complexity introduced by the self-attention mechanism. Although some
works [93, 10] try to mitigate the input length issue, the BERT model
that is used in the present research inherits the issue from the original
transformer architecture with a maximum sequence length of 512 tokens.
Hence, the summation of the average length from an option, question and
document pair is expected to be less than 512 tokens.

As introduced in the Background chapter under Section 2.4.2, ChID, NCR
and C3 are the candidates of multiple-choice QA datasets in Chinese. Id-
ioms are formed for various reasons, and they are difficult to grasp by
non-native users. Therefore, the ChID is discarded as the dataset focuses
on evaluating idiom usage in Chinese. NCR is the latest released dataset
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Metric RACE DREAM RACE + DREAM C3M C3D C3

Min/Avg./Max # options 4 / 4 / 4 3 / 3 / 3 3 / 3.9 / 4 2 / 3.7 / 4 3 / 3.8 / 4 2 / 3.8 / 4

Avg./Max option length 5.7 / 105 3.4 / 20 5.5 / 105 6.5 / 45 4.4 / 31 5.5 / 45

Avg./Max question length 10 / 63 7.4 / 22 9.8 / 63 13.5 / 57 10.9 / 34 12.2 / 57

Avg./Max document length 274.7 / 1,162 106.5 / 953 258.8 / 1,162 180.2 / 1,274 76.3 / 1,540 116.9 / 1,540

# documents / # questions

Train 25,137 / 87,866 3869 / 6,116 29,006 / 93,982 3,138 / 6,013 4,885 / 5,856 8,023 / 11,869

Dev 1,389 / 4,887 1,288 / 2,040 2,677 / 6,927 1,046 / 1,991 1,628 / 1,825 2,674 / 3,816

Test 1,407 / 4,934 1,287 / 2,041 2,694 / 6975 1,045 / 2,002 1,627 / 1,890 2,672 / 3,892

All 27,933 / 97,687 6,444 / 10,197 34,377 / 107,884 5,229 / 10,006 8,140 / 9,571 13,369 / 19,577

Table 4.5: Details of selected QA datasets. The options/questions/document length for English
datasets is based on the number of words while the number of characters is used for Chinese
datasets.

among the three considered datasets with comprehensive coverage of differ-
ent language styles in Chinese. However, the dataset is designed for native
language users with classical Chinese literature. In addition, the average
document length is 1024 characters which are significantly longer than the
supported input length by BERT without considering the length of ques-
tions and options. The C3 dataset is explicitly designed for non-native
Chinese users with two different document genres and 134.6 characters as
the average summation length of an option, question and document pair.
Hence, C3 is the only selected dataset in Chinese in the present research.

RACE and DREAM are multiple-choice QA datasets in English that are
considered during the selection process. Both datasets are collected from
exams initially designed for evaluating non-native English learners. The
document type in the RACE dataset is written-text, while the DREAM
dataset uses dialogues as the documents. The document types from RACE
and DREAM QA datasets match the document types with C3M and C3D.
Besides, the average summation lengths of an option, question and docu-
ment pair are 290.4 (RACE) and 117.3 (DREAM), which are within the
maximum input length of BERT. Therefore, both datasets are selected in
the present research.
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Figure 4.3: Three conversion functions for data parsing.

Finally, C3, RACE and DREAM datasets are selected and used in the
experiments; the details of the selected datasets are shown in Table 4.5.
The RACE and DREAM datasets are used in fine-tuning the pre-trained
language models for question answering tasks, and the C3 dataset is trans-
lated by all the trained translation models. Subsequently, the different
versions of translated C3 datasets are evaluated using the fine-tuned ques-
tion answering model.

4.2.2 Data Parsing for Question Answering

Data parsing unifies the format and structure of datasets for subsequent
steps. As shown in Figure 4.3, there are three conversion functions: (1)
JSON to JSON Lines2, (2) JSON to plain text and (3) Plain text to JSON
Lines. The details of the conversion functions are introduced in the follow-
ing sections.

JSON to JSON Lines

All three selected datasets are in JSON format but with different structures
and properties. Structure refers to the JSON attribute names and the
arrangement of attribute-value pairs, while property means the nature of
the dataset, such as the maximum and minimum of options per question.
This conversion function unifies the different structures and properties into

2https://jsonlines.org/
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JSON Lines format, where each line represents one dataset sample in valid
JSON format for subsequent steps.

Each converted JSON object in the JSON Lines files has five attributes:
context, question, choice0, choice1, choice2, choice3, label. Context stores
the document of the question and options, where the lines between different
parties in dialogue and paragraphs are joined and separated by the new
line character “\n”. Multiple samples may share the same document as one
document can have multiple corresponding questions. Question attribute
is self-explanatory and followed by four options. The number of options
for each question varies in RACE, DREAM and C3 datasets from two
options to four options. Therefore, each object in the converted JSON Line
files always has four options stored in choice0, choice1, choice2, choice3
attributes, and the redundant option fields remains empty. Lastly, the
label attribute keeps the index of the answer using an integer value from
zero to three inclusively, and a converted sample is shown in the following
listing.

{
“ context ” : “m: i am c o n s i d e r i n g dropping my dancing c l a s s . i

am not making any prog r e s s . \nw : i f i were you , i s t i c k with
i t . i t ’ s d e f i n i t e l y worth time and e f f o r t . ” ,

“ ques t i on ” : “what does the man sugges t the woman do ?” ,
“ cho i c e0 ” : “ consu l t her dancing teacher . ” ,
“ cho i c e1 ” : “ take a more i n t e r e s t i n g c l a s s . ” ,
“ cho i c e2 ” : “ cont inue her dancing c l a s s . ” ,
“ cho i c e3 ” : “ ” ,
“ l a b e l ” : 2

}

Listing 4.1: A converted JSON object sample from DREAM dataset in JSON Lines format
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<<<2,1,4,2>>>    ➝  Special information line
男：你今天晚上有时间吗?我们一起去看电影吧?
女：你喜欢恐怖片和爱情片，但是我喜欢喜剧片，科幻片一般。所以 ……
女的最喜欢哪种电影?    ➝  # questions = 1
恐怖片
爱情片
喜剧片
科幻片

<<<      2,      1,      4,      2      >>>

Markup tag
# document 
lines

# questions

# options for 
x th question

Index of the answer 
for x th question

Markup tag

➝  # document lines = 2

➝  # options for 1 th question = 4
➝  Index of the answer for 1 th question = 2 (i.e. 喜剧片)

Figure 4.4: Illustration of plain text format.

JSON to Plain Text

JSON format has special rules for defining the attribute and value pairs
which introduce extra difficulties for the translation process. In addition,
the inconsistent data structure from different datasets reduces the exten-
sibility to future tasks. Hence, the datasets requiring translation are con-
verted to an intermediate plain text format for the translation process and
subsequently reconstructed to the JSON Lines format for succeeding tasks.

The required datasets are converted to plain text with a special information
line at the beginning of each sample, preserving the data structure. As
illustrated in the rectangular area in Figure 4.4, the sample’s document
follows the special information line that takes at least one line depending
on the number of document elements in the original JSON file. Then, the
questions and corresponding options are added. There may be more than
one question for a given document, and the question and its options are
always inserted together in consecutive lines.

As shown in Figure 4.4, the special information line is surrounded by
markup tags with a series of numbers separated by “,” without spaces.
The markup tags indicate the translation model to skip this line, and the
numbers inside are divided into four chunks. The “# document lines” and
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“# questions” are always one integer number greater than zero, which in-
dicate the section of the document after information line and the number
of questions for this sample. The number of elements in “# options for
xth question” should equal the value of “# questions”, where each element
indicates the number of options for a particular question. The number of
elements in “Index of the answer for xth question” should be identical to
the value of “# questions” as well, where each element represents the index
of the answer for the corresponding question.

Plain Text to JSON Lines

According to the previously introduced information lines, this conversion
function reconstructs the data in plain text format to JSON Lines format.
The purpose of the conversion and the object structure for JSON Lines
format are explained in JSON to JSON Lines section. The examples for
JSON Lines and plain text format are demonstrated in Listing 4.1 and
Figure 4.4.

4.2.3 Data Translation for Question Answering

The translation is performed only on C3 question answering datasets as the
evaluation focuses on translation direction from Chinese to English. Test
sets from the QA dataset are translated by each of the translation models
respectively and evaluated on the fine-tuned BERT models to assess the ef-
fect of translation quality on downstream tasks. Subsequently, the training
and development sets of the QA dataset are translated by the translation
models that yield the best accuracy in the QA evaluation. Then, the trans-
lated training and development sets are used to fine-tune the QA model to
evaluate the effect of training the QA model with synthetic data.
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4.2.4 Fine-tuning BERT for Question Answering

BERT model uses the encoder from the transformer for learning deep bidi-
rectional representations in an unsupervised manner. The input is un-
labelled text, and the pre-trained BERT model can be easily applied to
various downstream tasks such as multiple-choice question answering. The
BERT paper releases pre-trained language models in several languages, in-
cluding English and Chinese, enabling a fair comparison on the evaluation
of the original and translated QA dataset on the native Chinese language
model and English language model. The present research adds a linear
classification layer after the output layer from the pre-trained BERT model
and fine-tunes the parameter of all layers with the selected QA datasets.

Huggingface Libraries

Huggingface transformers [92] is an open-source library that contains the
original transformer and numerous variations from the transformer archi-
tecture such as BERT and RoBERTa [52]. Huggingface also contains abun-
dant pre-trained models from previously published works and different par-
ties. The present research uses the Huggingface transformers library for
the fine-tuning task to avoid writing boilerplate code and focus on the
methodology. Besides, Hugginface accelerate3 library is used for perform-
ing multi-GPU training.

Batching

The batch size follows the setting from C3 paper [80], where each batch
loads 72 training samples. All fine-tuning tasks use the same batch size
regardless of the type and language of the pre-trained model.

3https://github.com/huggingface/accelerate
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Optimisation

All fine-tuning tasks uses Adam optimiser with default settings from BERT
[42]: β1 = 0.9, β2 = 0.999, ϵ = 1 × 10−6 and weight_decay = 0.01.
Following [52] and [80], each QA model is fine-tuned three times using
learning rates {1 × 10−5, 2 × 10−5, 3 × 10−5} with a linear learning rate
scheduler, warm-up ratio of 0.06 and initial warm-up learning rate of 0.
Therefore, the learning rate grows linearly from 0 to the learning rate set
in the optimiser for the first 6% of the total training steps, then linearly
decreases to 0.

Regularisation

The dropout regularisation is applied to attention weights and all lay-
ers including the additional linear classification layer, and the probability
Pdrop = 0.1 is used according to the BERT paper [42].

4.2.5 Summary

Several QA datasets are briefly introduced during the data selection pro-
cess, and three datasets (RACE, DREAM and C3) are selected based on
the nature of the translation task and pre-trained language model. The
data parsing step demonstrates the unified formats for fine-tuning and
translation tasks. The translation strategies and the usage of the Chinese
QA dataset are presented in the data translation process, and the fine-
tuning BERT section lists the hyper-parameters used for the experiments.
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Results and Discussion

This chapter consists of two parts: (1) assessing transformer-based neural
machine translation models; (2) evaluating the trained TNMT models on
multiple-choice cross-lingual question answering tasks. Section 5.1 demon-
strates the results of training the TNMT models with different available
data and hyper-parameters. Subsequently, Section 5.2 presents the effect
of different translation models on multiple-choice cross-lingual question
answering tasks.

All experiments use Ubuntu Linux operating system (version 20.04) with
NVIDIA QUADRO RTX 8000 graphic cards.

65
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5.1 Transformer-based Neural Machine Translation

The training setup follows the strategy introduced in Section 4.1; the par-
allel corpora are tokenized before converting to binary format for the ac-
tual training process. This section lays the statistical details of the pre-
processing and training results for the neural machine translation models,
which is then followed by a discussion of the findings and the limitations
of the experiments.

5.1.1 Results

The present research trains 24 transformer-based neural machine transla-
tion (TNMT) models over 11 different corpora, which can be divided into
two groups by data domain and quantity. The domain group has 10 cor-
pora, where each corpus corresponds to a TNMT model trained using the
transformer base setting, and the corpora with over one million parallel
sentences are also trained with the transformer big setup. Hence, there are
13 TNMT models under the domain group. The UMELN corpus in the do-
main group is further divided into 12 corpora with different portions of the
parallel data, where each sub-corpus is used to train a TNMT model using
the transformer base setting. Since there is a TNMT model trained using
the complete UMELN corpus in the domain group, there are 11 TNMT
models trained using derived sub-corpora under the quantity group.

Tokenization is the first pre-processing step; then, a vocabulary can be
built based on the tokenized training data. While building vocabularies
is straightforward, extracting each unique word or character to a list from
the training corpus, tokenization can be sophisticated and affect the model
performance [23]. The present research uses Moses and Jieba tokenizers
for training data in English and Chinese, followed by BPE sub-wording
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Corpus Name Languages # Sentences
# Tokens

Training Set (Raw) Training Set (Processed)

WIT3
English

235,078
4,376,150 5,625,466

Chinese 7,982,708 5,008,668

UM-Education
English

449,000
8,226,060 12,165,888

Chinese 15,143,323 10,934,231

UM-Laws
English

219,000
8,085,383 9,917,809

Chinese 13,154,178 8,320,803

UM-News
English

449,000
11,040,733 16,031,925

Chinese 20,919,949 14,516,623

UM-Science
English

269,000
4,578,920 7,078,285

Chinese 8,858,568 5,953,158

UM-Spoken
English

219,000
2,693,229 3,785,057

Chinese 4,682,101 3,315,878

UM-Thesis
English

299,000
7,564,830 12,269,129

Chinese 15,292,295 10,042,845

UN v1.0
English

15,886,041
372,612,653 493,995,835

Chinese 701,876,199 418,709,651

Ultimate
English

18,025,119
418,934,937 531,255,869

Chinese 787,667,259 467,277,079

UMELN
English

1,117,000
27,352,176 35,998,340

Chinese 49,217,449 32,827,675

Table 5.1: Number of tokens before and after tokenization for the 10 training corpora under
the domain group.

tokenization. Tables 5.1 and 5.2 compare the number of tokens between
raw and processed corpora for domain and quantity groups. The number
of tokens for the raw English side is counted as tokens separated by spaces,
while the number of Chinese characters is used for the Chinese side. As
can be seen from the tables, the processed number of tokens in English
grows after tokenization as the whole words are broken down into sub-
words by BPE. Meanwhile, the processed number of tokens in Chinese
drops as individual characters are grouped by Jieba into meaningful words;
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Corpus Name Languages # Sentences
# Tokens

Training Set (Raw) Training Set (Processed)

0.5%
English

5,585
130,308 158,879

Chinese 238,967 142,217

1%
English

11,170
259,648 322,731

Chinese 482,083 300,548

2%
English

22,340
529,886 665,700

Chinese 982,983 624,482

3%
English

33,510
803,090 1,014,867

Chinese 1,492,392 955,108

4%
English

44,680
1,072,556 1,360,250

Chinese 1,991,733 1,280,607

5%
English

55,850
1,339,636 1,705,926

Chinese 2,486,893 1,605,371

10%
English

111,700
2,714,331 3,486,258

Chinese 5,012,310 3,277,764

20%
English

223,400
5,418,988 6,985,819

Chinese 9,949,991 6,584,065

40%
English

446,800
11,381,588 14,959,822

Chinese 20,734,912 13,985,648

60%
English

670,200
16,635,015 21,825,810

Chinese 30,069,506 20,380,254

80%
English

893,600
21,431,486 28,172,263

Chinese 38,710,452 26,117,610

100%
English

1,117,000
27,352,176 35,998,340

Chinese 49,217,449 32,827,675

Table 5.2: Number of tokens before and after tokenization for the 12 splits of UMELN corpus
under quantity group. The 100% split is equivalent to the UMELN corpus in the domain group.

subsequently, the words are separated by BPE into sub-words. Tables 5.3
and 5.4 compare dictionary size and out-of-vocabulary (OOV) rate between
the pre-tokenized and fully processed corpora.
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Corpus Name Languages # Sentences
Dictionary Size OOV Rate (WMT20 Testset)

After Moses/Jieba After BPE After Moses/Jieba After BPE

WIT3
English

235,078
72,732 10,150 18.00% 0.05%

Chinese 95,769 18,255 26.70% 1.17%

UM-Education
English

449,000
233,499 10,627 8.73% 0.00%

Chinese 257,598 21,657 11.90% 0.15%

UM-Laws
English

219,000
51,517 12,044 28.33% 0.14%

Chinese 57,687 15,681 44.56% 6.55%

UM-News
English

449,000
248,908 11,108 7.77% 0.00%

Chinese 266,900 21,445 10.80% 0.19%

UM-Science
English

269,000
210,260 11,007 11.47% 0.02%

Chinese 204,271 20,258 17.00% 0.41%

UM-Spoken
English

219,000
82,648 10,369 15.59% 0.06%

Chinese 113,641 18,978 22.78% 0.60%

UM-Thesis
English

299,000
365,362 11,590 13.05% 0.02%

Chinese 253,509 20,021 22.95% 0.87%

UN v1.0
English

15,886,041
850,657 21,065 7.13% 0.00%

Chinese 628,972 31,672 11.26% 0.35%

Ultimate
English

18,025,119
1,399,428 24,317 4.08% 0.00%

Chinese 1,000,692 35,437 5.63% 0.03%

UMELN
English

1,117,000
372,945 22,833 6.39% 0.00%

Chinese 373,133 32,493 8.53% 0.13%

Table 5.3: The comparison of dictionary size and OOV rate for the 10 corpora under the
domain group.

The dictionaries are built for each corpus using the pre-tokenized and BPE
processed data; then, the OOV rate is analysed on the WMT20 test set.
As shown in Table 5.3, while the dictionary sizes of the processed corpora
drop dramatically, the OOV rates also experience a significant decrease
due to the sub-wording technique. On the other hand, in Table 5.4, the
0.5% fully processed corpus has a larger dictionary than the pre-tokenized
corpus because of the number of merge operations set for BPE. At the same
time, the OOV rate of the fully processed corpora is always lower than the
pre-tokenized corpora. The statistics of the complete pre-processing results
for all corpora can be found in the appendix chapter Tables A.3, A.4, A.5
and A.6.
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Corpus Name Languages # Sentences
Dictionary Size OOV Rate (WMT20 Testset)

After Moses/Jieba After BPE After Moses/Jieba After BPE

0.5%
English

5,585
15,745 16,090 43.18% 35.23%

Chinese 17,686 18,086 55.49% 47.40%

1%
English

11,170
22,728 17,791 34.90% 21.83%

Chinese 26,487 22,558 47.30% 25.37%

2%
English

22,340
31,966 19,267 27.63% 16.75%

Chinese 38,533 24,465 40.31% 15.94%

3%
English

33,510
39,771 19,672 23.87% 15.27%

Chinese 49,252 25,375 35.72% 13.51%

4%
English

44,680
46,160 19,895 21.73% 14.60%

Chinese 57,896 25,855 32.84% 12.29%

5%
English

55,850
52,384 20,134 20.09% 14.18%

Chinese 65,758 26,320 31.07% 11.83%

10%
English

111,700
78,763 20,764 15.49% 12.53%

Chinese 99,459 27,630 24.24% 9.18%

20%
English

223,400
119,214 21,512 12.24% 9.03%

Chinese 143,492 28,711 18.15% 6.56%

40%
English

446,800
220,453 22,357 8.56% 5.42%

Chinese 254,039 31,493 11.98% 3.69%

60%
English

670,200
267,884 22,634 7.76% 4.82%

Chinese 293,322 31,904 10.67% 3.33%

80%
English

893,600
306,979 22,740 7.20% 3.24%

Chinese 326,503 32,232 9.71% 2.21%

100%
English

1,117,000
372,945 22,833 6.39% 0.00%

Chinese 373,133 32,493 8.53% 0.13%

Table 5.4: The comparison of dictionary size and OOV rate for the 12 splits derived from
UMELN corpus under the quantity group.

The training process is implemented according to the strategies introduced
in Section 4.1. The transformer base setting uses a batch size of 4096 tokens
per complete batch, while the transformer big setting employs a sub-batch
size of 8192 tokens and calculates the gradient after every 4 sub-batches
to simulate a full batch size of 32K tokens. The big models are trained for
30 epochs on United Nations, Ultimate and UMELN corpora. Meanwhile,
the base models are trained for 100 epochs on all corpora except for the
United Nations and Ultimate corpora, where 30 epochs are used on these
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Corpus Name Architecture # Sentences
BLEU

Original Test Set WMT20 Test Set

WIT3 Trans. base 235,078 18.2 6.7

UM-Education Trans. base 449,000 23.6 11.8

UM-Laws Trans. base 219,000 83.5 5.4

UM-News Trans. base 449,000 19.3 14.7

UM-Science Trans. base 269,000 8.7 6.7

UM-Spoken Trans. base 219,000 6.1 3.7

UM-Thesis Trans. base 299,000 11.1 2.2

UN v1.0
Trans. base

15,886,041
54.8 17.2

Trans. big 58.6 18

Ultimate
Trans. base

18,025,119
38.5 19.6

Trans. big 43.3 21

UMELN
Trans. base

1,117,000
35 16.1

Trans. big 41.7 15.2

Table 5.5: Evaluation results of the TNMT models using the 10 different corpora in the domain
group.

two large training corpora. The models that obtain the best BLEU score on
the development set are considered the final model for a particular training
task.

Table 5.5 demonstrates the evaluation results on the ten different corpora
with two architecture settings. While each corpus corresponds to a base
TNMT model, the ones with more than one million parallel sentences are
also trained using the transformer big setting. The trained models are
evaluated on the original and WMT20 news test sets. The original test
set comes with the corresponding training corpus and varies in size, and
the Chinese to English translation direction news test from WMT20 is also
used, containing 2000 parallel sentences. As shown in Table 5.5, the BLEU
score of the TNMT models on the original test set is not always related
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Split Size # Sentences
BLEU

Original Test Set WMT20 Test Set

0.5% 5,585 5.9 0.8

1% 11,170 4.2 1

2% 22,340 12.8 1.8

3% 33,510 12.7 2.4

4% 44,680 12.7 3

5% 55,850 13.5 3.7

10% 111,700 15.1 5.8

20% 223,400 18.6 9.6

40% 446,800 21.1 13.5

60% 670,200 20.8 15

80% 893,600 32 15.5

100% 1,111,700 35 16.1

Table 5.6: Evaluation results of the TNMT models using the 12 derived corpora from UMELN
corpus.

to the score on the WMT20 test set. In particular, the model trained
using UM-Laws corpus reaches an 83.5 BLEU score on the original test
set but only gets a 5.4 BLEU score on the WMT20 test set. Meanwhile,
the increase in the model size may hurt the generalisation ability. The
deeper network structure yields better performance for the model trained
using the UN and Ultimate corpora on both the original and WMT20 test
sets. However, while a larger model size helps fit the training data of the
UMELN corpus on its original test set, the BLEU score on the WMT20
test set drops from 17.1 to 15.2.

The 12 splits from the UMELN corpus are used to analyse the effect of
data quantity on the TNMT model performance, and the training results
are shown in Table 5.6 and Figure 5.1. The BLEU score grows along
with the increase of accessible data in general, although the models seem
to be struggling to improve when trained using 3%, 4% and 5% of the
UMELN corpus, which may occur due to the data distribution or the size
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Split Size Translation Result

0.5% He was a open up in a life of ”(”) means that).

1% He was a sitting at the end of the end of the sitting.

2% He had an leaders of a growing leader.

3% He became developing an leaders in the country. He has ended his country.

4% He grew up in an strength leader. He was a strong leader.

5% He grew up with a heart in one way.

10% He grew up in a strong leader. He was also a strong leader.

20% He grew up as a tough leader.

40% He grew up as a strong leader.

60% He grows up to be a strong leader.

80% He has grown into a strong leader.

100% He grew up to be a strong leader.

Table 5.7: The sample translation results from the models trained with UMELN derived sub-
corpora, where “He developed into a strong leader.” is the reference translation result.

0.5% 2% 4% 10% 40% 100%
0

10

20

30

40

Split Size

BL
EU

Original Test WMT20 Test

Figure 5.1: Visualisation of the evaluation results for the TNMT models using the 12 derived
corpora from UMELN corpus. The green lines illustrate the performance of the TNMT models
trained with different split sizes of the UMELN corpus, while the blue lines represent the best
performance achieved from the experiments. The solid lines are the evaluation results on the
original UMELN test set, and the dotted lines depict the evaluation on the WMT20 test set.
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Test Set
BLEU

Original Model Ultimate Model UMELN Model

WIT3 18.2 21.3 -

UM-Education 23.6 24.4 21.8

UM-Laws 83.5 48.4 66.9

UM-News 19.3 18.8 19

UM-Science 8.7 16.7 -

UM-Spoken 6.1 13.1 -

UM-Thesis 11.1 15.4 -

UN v1.0 54.8 54.2 -

Table 5.8: Comparison between TNMT models trained with combined corpora and individual
corpora. The Original Model column lists the results of the individually trained TNMT models
on their own test sets. The Ultimate Model and UMELN Model columns show the evaluation of
the Ultimate base and UMELN base models on their constituent test sets.

difference of the training data. After the 5% mark, the BLEU score keeps
growing with the models trained using larger corpora without noticeable
plateaus. Table 5.7 lists the translation results from all the TNMT models
trained with the UMELN derived sub-corpora. The TNMT models struggle
with the translation under 0.5% and 1% splits and generate more accurate
translation accompanying the growth of accessible training data.

According to [26, 13], training machine translation models with parallel
data in multiple domains may degrade the translation quality on indi-
vidual domains. The experiment results in the present research support
the statement to some extent. As shown in Table 5.8, evaluations are
performed on the original test set of the eight corpora that formed the
Ultimate and UMELN corpora. The Original Model column represents
the TNMT models’ evaluations trained with the individual parallel corpus
on the original test set. The Ultimate Model and UMELN Model columns
show the TNMT models’ performance trained with the corresponding com-
bined corpora on the individual original test sets, and all the evaluated
TNMT models are trained using the transformer base setting. While the
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Ultimate TNMT model outperforms some individual models, the degrada-
tion appears in all the evaluation results of the UMELN model. On the
other hand, both Ultimate and UMELN models exceed the performance
of the TNMT models trained using individual corpus on the WMT20 test
set.

5.1.2 Discussion

The experimental results mostly align with previous studies. Although the
present research does not study the effect of tokenization, the advantages
of applying the sub-wording technique are observed from the processing
result. The dictionary size drops dramatically, which reduces the size of the
training model as each token in the vocabulary corresponds to a trainable
embedding. Meanwhile, the OOV rate decreases considerably on the out-
of-domain test set using the dictionary learned from the BPE processed
training data. The effects of data availability are discussed from three
perspectives in the following content, which are data domain, data quantity
and model architecture.

Different data domains have a contrasting effect on the evaluation results,
as shown in Table 5.5, and three findings are introduced from the data
domain perspective. Firstly, the model performance degrades on cross-
domain translation tasks. As the external test set is in the news domain,
all models experience a significant drop in performance on the WMT20
task, and the UM-News model has the least amount of degradation. Sec-
ondly, domains with repetitive language patterns (e.g. terms and syntactic
patterns) tend to achieve high BLEU scores, which can be seen from the
evaluation results on UM-Laws and United Nations models. The most ap-
parent case occurs on the UM-Laws model, where the BLEU score reaches
83.5 on its own test set with 210K training data. This suggests that some
domains require less effort to reach the production grade, which aligns
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with the application mentioned by Ziemski et al. [101]. Lastly, the models
trained with combined corpora tend to achieve better generalisation ability
than the individual trained models. As shown in Table 5.5 and Table 5.8,
while the performance of the Ultimate and UMELN models degrades on
the individual test sets, the two models’ evaluation results on the WMT20
test set surpass all the individual models.

The experiment results suggest that data quantity plays a dominant role
in translation quality. As shown in Table 5.5, overall, the evaluation score
keeps growing along with the increase of the accessible training data, which
aligns with [5, 73]. Besides, the Ultimate model trained with all the ac-
cessible data outperforms the UMELN model. Training data is a valuable
resource for many machine learning tasks, especially those closely related
to the industry, such as machine translation. Therefore, most work ex-
plores different techniques to improve the model performance with a fixed
amount of data rather than releasing new training corpora.

The model architecture directly affects the model performance, which can
be seen in Table 5.5. The present research considers two model architec-
tures employed in the training corpora with more than one million parallel
sentences. While United Nations and Ultimate corpora consist of more
than 10 million parallel sentences, UMELN has just over 1 million training
data. Although the three models trained using larger model parameters
yield better performance on the original test set, the UMELN model de-
grades on the evaluation using the WMT20 test set, which empirically con-
firms the importance of choosing an appropriate model size. This aligns
with previous works, where smaller models are used in low-resource sce-
narios [73, 5], and deeper models are deployed in resource-rich conditions
[87, 33].
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5.1.3 Limitations

The empirical findings from the experiment results are not based on statis-
tical significance tests and can be affected by many factors; four identified
factors are introduced in this section. Firstly, different language pairs with
the same architecture may have divergent results—for example, Vaswani et
al. [87] train English-German and English-French translation models with
different settings. Secondly, different test sets can affect the automatic
evaluation results. According to the computation of the BLEU score, the
reference sentence per test sample, the distribution and the size of the test
set can affect the evaluation result [60]. Thirdly, different evaluation met-
rics may obtain contrasting outcomes. Zhang et al. [98] suggest that BLEU
and NIST exhibit different criteria for translation quality, BLEU prefers
the correctness of word orders while NIST credits lexical choices. Lastly,
the hyper-parameters of the tokenization process and model architecture
may affect the findings. While the present research mainly follows the set-
ting from Vaswani et al. [87], some other research [73, 5, 59] studies the
optimisation techniques for improving the translation quality in different
circumstances.

5.2 Multiple-Choice Cross-Lingual QA through Ma-
chine Translation

The experimental results are obtained by implementing the method intro-
duced in Section 4.2. Two pre-trained language models (LM), BERTBASE

English Uncased and BERTBASE Chinese, are used on the downstream
multiple-choice question answering tasks. This section presents the evalu-
ation results of the fine-tuned QA models, followed by a discussion of the
findings and identified limitations.
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5.2.1 Results

The present research studies the results from six multiple-choice QA mod-
els, which follow the strategies introduced in Section 4.2. One of the QA
models is in Chinese as the baseline, which uses a pre-trained BERTBASE

Chinese model fine-tuned on the original C3 dataset in Chinese, and the
rest of the models are based on BERTBASE English uncased model and
fine-tuned in two phases. In the first phase, three English QA models
are fine-tuned using DREAM, RACE and the combination of DREAM
and RACE dataset, where the evaluation is performed on the C3 test sets
(originally in Chinese) translated by all TNMT models from the present
research. In the second phase, the TNMT model, which yields the best
accuracy for the QA model on, is used to translate the training and de-
velopment sets of the C3 dataset from Chinese to English. Subsequently,
the translated data are used to fine-tune two additional QA models. One
is further fine-tuned based on the best performing QA model. Another is
fine-tuned from scratching using the BERTBASE English uncased model on
the translated QA dataset exclusively with the identical hyperparameters
of the best performing QA model.

The training process uses 4 GPUs and a complete batch consists of 72
training inputs. To fit the training inputs into the GPUs, each GPU loads
6 training inputs and the gradient is computed per 3 sub-batches. The fine-
tuning process runs for 30 epochs, and each QA model is executed three
times with the learning rates introduced in Section 4.2 while keeping other
hyper-parameters fixed. The final QA models are the ones that achieve
the best accuracy on the corresponding development set.

The fine-tuning results of the first phase are shown in Table 5.9. Following
the learning rate settings from [52, 80], the present research successfully
reproduces matching model performance compared to the previous works.
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QA Model
Development Accuracy

1.00E-05 2.00E-05 3.00E-05

BERT EN

- RACE 66.81% 68.30% 68.01%

- DREAM 59.31% 61.37% 61.28%

- RACE & DREAM 67.52% 67.98% 68.56%

BERT ZH

- C3 (native) 64.48 65.00% 64.24

Table 5.9: The accuracy of each fine-tuned model on the corresponding development set.

While the fine-tuning results have similar development accuracy under dif-
ferent learning rates, the resulting models that yield the highest accuracy
are evaluated on the translated test sets. The native C3 model, which
achieves 65% on the development set, is assessed on the C3 test set in
Chinese and yields an accuracy of 64.52%. According to the original pa-
per [80], the accuracy of random guessing is 27.2% for the C3 test set in
Chinese.

The evaluation results of the fine-tuned English QA models are shown
in Table 5.10, where the test sets are translated to English by the TNMT
models trained in different data domains. The results can be analysed from
the perspectives of the QA and TNMT models. In terms of the QA models,
there are two patterns identified. Firstly, the RACE & DREAM model,
which can be seen as applying multi-task fine-tuning, consistently out-
performs the QA models individually fine-tuned using RACE or DREAM
datasets. This is expected behaviour since the C3 dataset consists of writ-
ten text and dialogue types of training samples, where RACE and DREAM
can be seen as their counterparts in English. Secondly, although the accu-
racy between DREAM and RACE QA models is comparable on a partic-
ular translated test set, there is a pattern between the QA models’ accu-
racy on different translated test sets: if both DREAM and RACE models
achieve better accuracy on translated test set A than translated test set B,
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TNMT Model
BLEU (Translation Model) Accuracy (QA Model)

Original Test Set WMT20 Test Set DREAM RACE RACE & DREAM

WIT3 18.2 6.7 34.02% 35.00% 37.46%

UM-Education 23.6 11.8 33.40% 34.64% 36.36%

UM-Laws 83.5 5.4 28.78% 27.26% 27.78%

UM-News 19.3 14.7 35.97% 35.84% 37.13%

UM-Science 8.7 6.7 32.99% 31.58% 33.48%

UM-Spoken 6.1 3.7 32.63% 33.63% 34.07%

UM-Thesis 11.1 2.2 27.96% 27.42% 27.60%

UN - base 54.8 17.2 34.40% 33.84% 36.87%

UN - big 58.6 18 35.15% 35.61% 38.21%

Ultimate - base 38.5 19.6 36.54% 35.97% 39.90%

Ultimate - big 43.3 21 37.00% 38.18% 40.67%

UMELN - base 35 16.1 36.82% 37.54% 39.29%

UMELN - big 41.7 15.2 34.74% 36.41% 37.82%

Table 5.10: Evaluation results of the three fine-tuned English QA models on the test sets
translated by the TNMT models catogorised by data domain. The “BLEU (Translation Model)”
columns show the evaluation results from Section, and the “Accuracy (QA Model)” columns
present the evaluation results of the QA model on the C3 test sets translated by the TNMT
models in each row. The accuracy of random guessing for the C3 test set is 27.2%.

the RACE & DREAM model tends to get higher accuracy on translated
test set A; if only one of the DREAM and RACE models yields higher
accuracy on one of any two translated test sets, the RACE & DREAM
model tends to get comparable accuracy on the two translated test sets.
From the QA models’ perspective, this observation suggests that the QA
models can consistently identify some traits from the translated test set of
the TNMT models. On the other hand, the consistent behaviour from the
QA models means that the domain of the corpus that the translation model
was trained on matters. As shown in Table 5.10, the QA models yield low
accuracy on the test sets translated by UM-Laws and UM-Thesis TNMT
models, similar to the random guess. Another observation from the trans-
lation model perspective is that the BLEU scores of a translation model
are not related to the accuracy of the QA models on the translated test
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TNMT Model
BLEU (Translation Model) Accuracy (QA Model)

Original Test Set WMT20 Test Set DREAM RACE RACE & DREAM

0.5% 5.9 0.8 26.36% 26.28% 25.93%

1% 4.2 1 27.54% 26.31% 26.08%

2% 12.8 1.8 29.32% 28.98% 29.09%

3% 12.7 2.4 28.85% 27.80% 28.44%

4% 12.7 3 29.73% 28.52% 30.27%

5% 13.5 3.7 30.40% 30.45% 30.56%

10% 15.1 5.8 31.84% 30.78% 31.89%

20% 18.6 9.6 32.35% 31.22% 32.94%

40% 21.1 13.5 34.82% 34.43% 35.43%

60% 20.8 15 34.76% 35.84% 37.21%

80% 32 15.5 34.87% 35.05% 37.67%

100% 35 16.1 36.82% 37.54% 39.29%

Table 5.11: Evaluation results of the three fine-tuned English QA models on the test sets
translated by the TNMT models trained using 12 sub-corpora derived from UMELN corpus.
The “BLEU (Translation Model)” columns show the evaluation results from Section, and the
“Accuracy (QA Model)” columns present the evaluation results of the QA model on the C3 test
sets translated by the TNMT models in each row.

set. This may be because neither the original nor the WMT20 test sets ac-
curately represent the domain of the C3 dataset. Meanwhile, the WMT20
test set seems to be able to predict the change in the evaluation accuracy
by the QA models; the evaluation accuracy grows as the BLEU score gets
higher from UN and Ultimate base to big models, and the accuracy drops
on the test sets translated by UMELN base and big models.

The evaluation results on the test sets translated by the TNMT models
trained using the sub-corpora derived from the UMELN corpus are shown
in Table 5.11, and the results can also be analysed from the viewpoints of
QA and TNMT models. Starting from the TNMT models, the evaluation
accuracy of the QA models on the translated test sets increases along
with the improvement of the translation quality measured by the BLEU
score. In terms of the QA models, the second pattern mentioned above
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ID QA Model
Accuracy

Development Test

1 C3 (translated) 41.25% 40.23%

2 RACE & DREAM - 40.67%

3 2 + C3 (translated) 44.86% 44.50%

Table 5.12: Evaluation results of the second phase fine-tuning.

is observed in the evaluation results. In particular, from the 4% TNMT
model upwards, the evaluation accuracy of the three fine-tuned QA models
on the translated test set from a TNMT model with a higher BLEU score is
consistently better. However, from the 4% TNMT model downwards, the
first pattern is violated, where the QA model fine-tuned with the combined
dataset yields worse accuracy than the individually fine-tuned models. This
indicates that meaningless translation leads to the degradation of the QA
models.

According to Table 5.10, the DREAM & RACE model achieves the high-
est accuracy on the test set translated by the Ultimate-big TNMT model.
Hence, the two models are used for the second phase of fine-tuning. The
TNMT model translates the training and development sets of the orig-
inal C3 dataset from Chinese to English. Subsequently, the translated
dataset is used to further fine-tune the DREAM & RACE model, which
can be treated as implementing the two-stage fine-tuning strategy. In addi-
tion, a QA model is fine-tuned from scratch using the BERTBASE English
uncased model on the translated dataset for studying the effect of using
translated training data and the two-stage fine-tuning strategy. The second
phase fine-tuning results are shown in Table 5.12, where the “C3 (trans-
lated)” model is fine-tuned from scratch and the “2 + C3 (translated)” is
fine-tuned based on the RACE & DREAM model, and there are two ob-
servations based on the results. Firstly, fine-tuning strategy matters; the
RACE & DREAM model yields comparable results to the QA model that is
fine-tuned using translated in-domain training data. Secondly, in-domain
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data makes a difference; the translated training data enables compara-
ble performance for the fine-tuned-from-scratch QA model and boosts the
performance of the RACE & DREAM model by the two-stage fine-tuning.

5.2.2 Discussion

The experiments empirically study the effectiveness of achieving cross-
lingual question answering (CLQA) through machine translation. Although
the cross-lingual performance of the QA models exceeds the random guess,
the accuracy is significantly worse than the native QA model. The results
suggest that both TNMT and QA models considerably affect the evalu-
ation accuracy. Hence, the findings are categorised by TNMT and QA
models and introduced in this section.

The TNMT models are the bridge between the QA model and the queries
in another language. The experiments show that both the domain and
translation quality of a TNMT model affect the question answering ac-
curacy, and the domain is more important than the translation quality.
The WIT3 TNMT model is trained with 210K parallel sentences and only
yields a 6.7 BLEU score on the WMT20 test set, whereas the translated
test set achieves an accuracy of 37.46% on the RACE & DREAM model,
which is comparable to the results from the TNMT models with signif-
icantly larger training set and higher BLEU score. On the other hand,
the translation quality matters, especially when the domain is fixed. As
shown in Table 5.11, the QA models keep achieving higher accuracy as the
translation quality grows. The dependence on translation quality aligns
with some previous CLQA related works [3, 6, 55], where the primary goal
is to increase the translation quality.

The QA model is the foundation of the CLQA tasks, where the capability
of the QA model constrains the CLQA performance. To study the effect of
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QA model on the CLQA tasks, the present research implements three fine-
tuning strategies: direct fine-tuning, multi-task fine-tuning and two-stage
fine-tuning, to create the QA models. The QA models fine-tuned with the
individual datasets, such as the original and translated C3 datasets, can
be seen as direct fine-tuning. The DREAM & RACE model can be treated
as multi-task fine-tuning, and fine-tuning the translated C3 dataset based
on the DREAM & RACE model can be called two-stage fine-tuning. The
evaluation results suggest that multi-task and two-stage fine-tuning strate-
gies yield better accuracy than direct fine-tuning as long as the translated
test set inherits some patterns that the QA models can capture. While
more sophisticated fine-tuning strategies yield higher accuracy than direct
fine-tuning, the foundation is about involving more training data as close
to the distribution of the test set as possible. The experiments indicate
that both homogeneous training data in the QA model supported language
and the translated data from the target language can improve the accuracy
of the CLQA tasks.

5.2.3 Limitations

The experiment findings are empirical without statistical analysis over the
significance level and may be affected by four recognised factors. Firstly,
the language pairs between the QA model and the target QA language
may introduce different outcomes. Birch et al. [11] suggest that factors
such as similarity and morphological complexity of two languages can affect
the translation quality, which may also affect the CLQA task. Secondly,
the experiments only consider three QA datasets under two genres, mixed
written text and dialogue. Hence, the findings may not apply to other
datasets and genres. Thirdly, the BLEU score and accuracy are used to
evaluate translation quality and QA model performance, and the patterns
observed using these metrics may not be shown in other metrics. Sugiyama
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et al. [77] suggest that although BLEU and NIST correlate to the CLQA
accuracy, NIST has a closer correlation than BLEU. Meanwhile, the ac-
curacy metric has weaknesses such as lacking informativeness and bias to
imbalanced data, as suggested by Hossin and Sulaiman [37]. Lastly, the
present research creates QA models by fine-tuning attention-mechanism
based pre-trained LM, and the findings may not apply to other QA mod-
els.
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6
Conclusion

The present research studies the effect of applying mono-lingual QA mod-
els to cross-lingual scenarios through machine translation for a language
pair of English and Chinese. Multiple-choice is the studied QA task as it
enables an efficient evaluation process and holds a comparable difficulty
compared to span-based QA tasks [46, 80, 79]. The study is performed
on 24 machine translation and 6 QA models specifically trained for the
present research with carefully selected datasets. The findings can be cat-
egorised by machine translation and CLQA tasks, and are demonstrated
in the following content.

The machine translation models are trained on 11 corpora with different
architecture settings and derived sub-corpora. Subsequently, the transla-
tion models are evaluated on the test sets from the original corpora and
WMT20 news test. The evaluation results are analysed in three perspec-

87
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tives: training data domain, data quantity and architecture settings.

• Data domain: There are three observations from the data domain
perspectives: (1) The translation quality may degrade for translating
out-of-domain sequence. Hence, the test set should be carefully cho-
sen to reflect an accurate performance of the translation model on the
target data distribution. (2) The data domains with repetitive pat-
terns tend to yield higher translation quality on the in-domain test
sets, which means that some domains require less training resources
to reach the production grade. (3) The translation models trained
with mixed data domains tend to achieve better generalisation ability
while the performance may degrade on the constituent domains.

• Data quantity: Although there are numerous optimisation techniques
for improving the translation quality given a fixed data quantity, the
amount of accessible data remains a significant limitation on the model
performance.

• Architecture settings: The depth of the neural architecture should
be set based on the corpus size. When a deeper transformer model
is deployed, the models trained with more than 10 million parallel
sentences yield better performance, and the one trained on around 1
million parallel data over-fits the training set, and its generalisation
ability degrades.

The machine translation and mono-lingual QA models are the essential
components in the present research. In addition to the machine transla-
tion models, this project trains 6 mono-lingual QA models with different
datasets and fine-tuning strategies. Although the best accuracy achieved
by the machine translation approach is significantly worse than the perfor-
mance from the native QA model, the findings help in understanding this
particular approach and are summarised below:
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• Machine translation: The training data of the machine translation
model plays a significant role in the CLQA task. Large accessible data
size typically leads to better translation quality, and different data
domains embed specific domain knowledge in the machine translation
models. While both translation quality and domain knowledge are
important for the accuracy of the CLQA task, the inherited domain
of the machine translation models is more crucial than translation
quality.

• QA model: The closer the QA training data distribution is to the
test data in the second language, the better the accuracy of the
CLQA task can be. In particular, the combination of the RACE and
DREAM datasets has similar data distribution to the C3 dataset in
Chinese. Consequently, the QA model trained with both the RACE
and DREAM datasets yields higher accuracy than the QA models in-
dividually trained with each dataset. Moreover, the training data is
not limited to the ones in the QA model supported language but also
can be translated data from the target language of the CLQA task.

6.1 Future Directions

Future work includes conducting detailed case studies for the evaluation
results of the CLQA tasks, which can involve analysing the accuracy of
different question types and the causes of correctly or incorrectly answering
a given question. Such detailed case studies can better understand the
accuracy loss and enable targeted remedial measures. The remedies are
not limited to the rule-based corrections around the translation process
but also generic approaches such as data filtering and data augmentation,
which are applied to the training data.

Some previous research [3, 6, 77] suggests that the machine translation
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approach to the CLQA task tends to experience significant performance
degradation compared to the native QA model, which also aligns with
the results from the present research. While the approach is more suit-
able if either the machine translation model or the QA model or both are
off-the-shelf, more sophisticated end-to-end architecture can be introduced
if otherwise. For example, [49] presents an end-to-end CLQA architecture
which consists of language representation and question answering modules.
While the language representation module creates uniform sequence repre-
sentation for different languages, the question answering module answers
the question based on the uniform sequence representation rather than the
raw queries.
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A.1 Machine Translation Datasets Related Informa-
tion

Crawl the 
raw data

Pair different 
translations by talks 

Perform sentence 
alignment

Final WIT3 
corpus

Figure A.1: TED Talks corpus processing steps by WIT3.
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<doc doc id=“ 1” genre=“ l e c t u r e s ”>
<ur l >http : //www. ted . com/ t a l k s /

a l_gore_on_avert ing_c l imate_cr i s i s </ur l >
<keywords>ta l k s , a l t e r n a t i v e energy , . . . </ keywords

>
<speaker >Al Gore</speaker >
<t a l k i d >1</t a l k i d >
<t i t l e >Al Gore : Avert ing the c l ima t e c r i s i s </ t i t l e

>
<d e s c r i p t i o n >TED Talk S u b t i t l e s and Trans c r i p t :

With the same humor . . . </ d e s c r i p t i o n >
Thank you so much , Chr i s . And i t ’ s t r u l y . . .
. . .
. . .
. . .

We are one .
Thank you very much , I a p p r e c i a t e i t .
<r ev i ewe r h r e f =”http : //www. ted . com/ p r o f i l e s

/1020352” >Thu−Huong Ha</rev i ewer >
<t r a n s l a t o r h r e f =”http : //www. ted . com/ p r o f i l e s

/612126”> Caro l ina Montero</t r a n s l a t o r >
</doc>

Listing A.1: WIT3 sample document in English
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Source 
selection

Crawl the 
raw data

Raw data 
parsing

Final UM 
corpus

Parsed data 
alignment

Noise 
filtering

Figure A.2: UM corpus processing steps.

<doc doc id=“ 1” genre=“ l e c t u r e s ”>
<ur l >http : //www. ted . com/ t a l k s /

a l_gore_on_avert ing_c l imate_cr i s i s </ur l >
<keywords>ta l k s , a l t e r n a t i v e energy , . . . </

keywords>
<speaker >Al Gore</speaker >
<t a l k i d >1</t a l k i d >
<t i t l e >艾尔·戈尔关于避免气候危机的演讲</ t i t l e >
<d e s c r i p t i o n >TED Talk S u b t i t l e s and Trans c r i p t :
此次演讲流露出 . . . </ d e s c r i p t i o n >

非常谢谢，克里斯。的确非常荣幸 . . .
. . .
. . .
. . .
我们是整体。
谢谢感谢，我非常的感激。
<rev i ewe r h r e f=“ http : //www. ted . com/ p r o f i l e s

/268970”> J ian f eng Fan</rev i ewer >
<t r a n s l a t o r h r e f=“ http : //www. ted . com/ p r o f i l e s

/251392”> X i a l e i Raymond Yu</t r a n s l a t o r >
</doc>

Listing A.2: WIT3 sample document in Chinese
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XML Tag Descirption

<doc docid=“int” genre=“lectures”> “docid” is identical to “talkid”

<url> The link to the orignal TED Talk.

<keywords> The keyword of the talk.

<speaker> The name of the talk’s speaker.

<talkid> An integer unique identifier of the talk.

<title> The title of the talk.

<description> A short description of the talk.

<reviewer href=“url”> The translation review and href points to the profile
page of the reviewer on TED Talks’ website

<translator href=“url”> The translator of the talk.

Table A.1: XML tags used in WIT3 corpus realease on IWSLT2017.

Al l that remains f o r me to do i s to say good−bye .
我剩下要做的事就是告辞了。
Al l the commune members , young and old , went out

. . .
全体老少社员都收割庄稼去了。
As soon as they f i n i s h the new bus i n e s e . . .
他们一建成商业管理大楼，我们的办公室就搬迁。
B e a u t i f u l though the ne ck l a c e was , we thought i t

. . .
不管项链如何漂亮，我们认为价钱太贵，还是没有买它。
. . .
. . .
. . .

Listing A.3: UM-Corpus sample document for the education genre
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RESOLUTION 918 (1994)
Adopted by the S e c u r i t y Counc i l at i t s 3377 th . . .
The S e c u r i t y Counci l ,
Rea f f i rm ing a l l i t s p r ev i ou s r e s o l u t i o n s on . . .
. . .
. . .
. . .

Listing A.4: United Nations Corpus sample document in English

第 918 (1994)号决议
1994年 5月 17日安全理事会第 3377次 . . .
安全理事会，
重申其以往关于卢旺达局势的所有决议 . . .
. . .
. . .
. . .

Listing A.5: United Nations Corpus sample document in Chinese
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A.2 Multiple-Choice Question Answering Datasets Re-
lated Information

{
“ answers ” : [ “C” , “D” , “A” ] ,
“ opt ions ” : [

[ “ i t he lp s . . . ” , “ people . . . ” , “ i t prevents . . . ” , “ p i ck ing
up . . . ” ] ,

[ “Both co ld s . . . ” , “Both co ld s . . . ” , “Both co ld s . . . ” , “
Both co ld s . . . ” ] ,

[ “Cold or . . . ” , “The D i f f e r e n t . . . ” , “ Prevent ion I s . . . ” ,
“Cover Your . . . ” ] ] ,

“ que s t i on s ” : [
“ Deal ing with used t i s s u e s proper ly i s important because

_ . ” ,
“Which o f the f o l l o w i n g statements i s TRUE accord ing to

the passage ?” ,
“Which i s probably the best t i t l e f o r the passage ? ” ] ,

“ a r t i c l e ” : “Do you have a so r e throat , a running nose and a
headache ? Do you keep coughing and sneez ing ? I f you do , the

chances are . . . ” ,
“ id ” : “ high2 . txt ”

}

Listing A.6: RACE sample in JSON format
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Vocabulary 
construction

Document 
construction

Candidate 
selection

Final 
dataset

Figure A.3: Procedure of forming ChID dataset.

[
[

“W: Well , I ’m a f r a i d my cooking isn ’ t to your t a s t e . ” ,
“M: Actual ly , I l i k e i t very much . ” ,
. . . ,

] ,
[

{
“ ques t i on ” : ”What does the man think o f . . . ” ,
“ cho i c e ” : [

“ It ’ s r e a l l y t e r r i b l e . ” ,
“ It ’ s very good indeed . ” ,
“ It ’ s b e t t e r than what he does . ”

] ,
“ answer ” : ” It ’ s very good indeed . ”

} ,
. . .

] ,
“7−200”

]

Listing A.7: DREAM sample in JSON format
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{
“ groundTruth ” : [ “粉墨登场 ” ] ,
“ cand idate s ” : [ [ “望洋而叹 ” , “层出不穷 ” , “纷至沓来 ” , “不闻不问

” , “风云际会 ” , “心广体胖 ” , “粉墨登场 ” ] ] ,
“ content ” : “ 2011年，李晨的两部力作《奋斗》、《建党伟业》将相继
上映，电视剧《风车》和《理发师》也将#idiom#，承接 2010年的辉
煌绽放，在新的一年，李晨将展现 . . . ” ,

“ realCount ” : 1
}

Listing A.8: ChID sample in JSON format

{
“ID ” : 1 ,
“ Content ” : “奉和袭美抱疾杜门见寄次韵 陆龟蒙虽失春城醉上期，下
帷裁遍未裁诗。因吟郢 . . . ” ,

“ Quest ions ” : [
{

“ Question ” : “下列对这首诗的理解和赏析，不正确的 . . . ” ,
“ Choices ” : [

“A．作者写作此诗之时，皮日休正患病 . . . ” ,
“B．由于友人患病，原有的约会被暂时 . . . ” ,
“C．作者虽然身在书斋从事教学，但心 . . . ” ,
“D．尾联使用了关于沈约的典故，可以 . . . ”

] ,
“Answer ” : “A” ,
“Q_id ” : “ 000101”

}
]

}

Listing A.9: NCR sample in JSON format
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[
[
“男：你今天晚上有时间吗 ?我们一起去看电影吧 ?” ,
“女：你喜欢恐怖片和爱情片，但是我喜欢喜剧片，科幻片一般。所以
⋯⋯ ”

] ,
[
{

“ ques t i on ” : “女的最喜欢哪种电影 ?” ,
“ cho i c e ” : [

“恐怖片 ” ,
“爱情片 ” ,
“喜剧片 ” ,
“科幻片 ”

] ,
“ answer ” : “喜剧片 ”

}
] ,
“25−35”

]

Listing A.10: A sample from C3 dialogue genre in JSON format
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[
[
“许多动物的某些器官感觉特别灵敏，它们能比人类 . . . ”

] ,
[
{

“ ques t i on ” : “动物的器官感觉与人的相比有什么不同 ?” ,
“ cho i c e ” : [

“没有人的灵敏 ” ,
“和人的差不多 ” ,
“和人的一样好 ” ,
“比人的灵敏 ”

] ,
“ answer ” : “比人的灵敏 ”

} ,
. . .

] ,
“m13−70”

]

Listing A.11: A sample from C3 mixed-domain written text genre in JSON format

A.3 More Stats of the Training Corpora for NMT
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Corpus Name Num. of Sentences Num. of Tokens Vocabulary Size Unknown Tokens % (valid) Unknown Tokens % (test)

WIT3 235,078 5,625,466 10,160 0.00656 0

UM-Eucation 449,000 12,165,888 10,632 0 0

UM-Laws 219,000 9,917,809 12,048 0.00483 0

UM-News 449,000 16,031,925 11,112 0.00392 0.00222

UM-Science 269,000 7,078,285 11,016 0 0

UM-Spoken 219,000 3,785,057 10,376 0.0747 0

UM-Thesis 299,000 12,269,129 11,600 0.0158 0

United Nation 15,886,041 493,995,835 11,104 0 0

Ultimate 18,025,119 531,255,869 24,320 0.00347 0.00036

UMELN 1,117,000 35,998,340 22,840 0.00133 0.00149

Table A.3: Statistics of the tokenized corpora for the 10 genres (English).

Corpus Name Num. of Sentences Num. of Tokens Vocabulary Size Unknown Tokens % (valid) Unknown Tokens % (test)

WIT3 235,078 5,008,668 18,256 0.0274 0.037

UM-Eucation 449,000 10,934,231 21,664 0.0157 0.0114

UM-Laws 219,000 8,320,803 15,688 0.0671 0

UM-News 449,000 14,516,623 21,448 0.00403 0.00238

UM-Science 269,000 5,953,158 20,264 0 0.0317

UM-Spoken 219,000 3,315,878 18,984 0.0461 0.0382

UM-Thesis 299,000 10,042,845 20,024 0.1 0.00551

United Nation 15,886,041 418,709,651 21,864 0 0

Ultimate 18,025,119 467,277,079 35,440 0.000737 0

UMELN 1,117,000 32,827,675 35,440 0.00154 0

Table A.4: Statistics of the tokenized corpora for the 10 genres (Chinese).

Split Size % Num. of Sentences Num. of Tokens Vocabulary Size Unknown Tokens % (valid) Unknown Tokens % (test)

0.5 5,585 158,879 16,096 10.9 8.43

1 11,170 322,731 17,800 0.784 0.487

2 22,340 665,700 19,272 0.221 0.139

3 33,510 1,014,867 19,680 0.0992 0.0588

4 44,680 1,360,250 19,904 0.0772 0.0442

5 55,850 1,705,926 20,144 0.0558 0.0132

10 111,700 3,486,258 20,768 0.0253 0.00879

20 223,400 6,985,819 21,520 0.00787 0.00296

40 446,800 14,959,822 22,360 0.00264 0.00148

60 670,200 21,825,810 22,640 0.00198 0.00148

80 893,600 28,172,263 22,744 0.00132 0.00149

100 1,111,700 35,998,340 22,840 0.00133 0.00149

Table A.5: Statistics of the tokenized corpora derived from UMELN corpus (English).
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Split Size % Num. of Sentences Num. of Tokens Vocabulary Size Unknown Tokens % (valid) Unknown Tokens % (test)

0.5 5,585 142,217 18,096 19.2 16.1

1 11,170 300,548 22,568 5.38 4.5

2 22,340 624,482 24,472 0.735 0.532

3 33,510 955,108 25,384 0.504 0.323

4 44,680 1,280,607 25,864 0.338 0.278

5 55,850 1,605,371 26,328 0.274 0.252

10 111,700 3,277,764 27,632 0.157 0.152

20 223,400 6,584,065 28,720 0.0367 0.0249

40 446,800 13,985,648 31,496 0.00527 0.0116

60 670,200 20,380,254 31,912 0.00531 0.00332

80 893,600 26,117,610 32,240 0.00535 0.00169

100 1,111,700 32,827,675 32,496 0.00154 0

Table A.6: Statistics of the tokenized corpora derived from UMELN corpus (Chinese).
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