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Possibilistic Data Cleaning
Henning Koehler and Sebastian Link

Abstract—Classical data cleaning performs a minimal set of operations on the data to satisfy the given integrity constraints. Often, this
minimization is equivalent to vertex cover, for example when tuples can be removed due to the violation of functional dependencies.
Classically, the uncertainty of tuples and constraints is ignored. We propose not to view data as dirty but the uncertainty information
about data. Since probabilities are often unavailable and their treatment is limited due to correlations in the data, we investigate a
qualitative approach to uncertainty. Tuples are assigned degrees of possibility with which they occur, and constraints are assigned
degrees of certainty that say to which tuples they apply. Our approach is non-invasive to the data as we lower the possibility degree of
tuples as little as possible. The new resulting qualitative version of vertex cover remains NP-hard. We establish an algorithm that is fixed-
parameter tractable in the size of the qualitative vertex cover. Experiments with synthetic and real-world data show that our algorithm
outperforms the classical algorithm proportionally to the available number of uncertainty degrees. Based on the novel mining of the
certainty degrees with which constraints hold, our framework becomes applicable even when uncertainty information is unavailable.

Index Terms—Algorithm, Constraint, Data cleaning, Database, Fixed-parameter tractable, Intractability, Possibility theory, Vertex cover
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1 INTRODUCTION

Dirty data has many different causes: during data integra-
tion, different sources may provide conflicting information,
data may possess an inherent degree of dirtiness, e.g. when
collected from sensors, and data may become outdated over
time. With the constantly growing volume of data stored,
automatic or semi-automatic approaches to data cleaning are
vital. Integrity constraints can detect inconsistent information,
and in combination with approaches to resolve conflicts can
help obtain clean(er) data. Violations of integrity constraints,
such as keys or differential dependencies, occur frequently in
applications such as data integration or Web data extraction.
One classical approach to cleaning relational databases is to
remove tuples which violate some given integrity constraint
[2]. This approach has regained recent interest [3], [4]. A
“repair” is then a maximal subset of the given tuples that
satisfies the given integrity constraints, thereby removing a
minimal set of tuples that are perceived as dirty data. For
important classes of constraints, such as keys and differential
dependencies, the data cleaning problem is equivalent to the
vertex cover problem. We illustrate this classical approach, and
its shortcomings, on the example in Figure 1.

Here, we record the time and location of physical trans-
actions on credit cards that have a unique C No. Some con-
straints are meant to detect fraud: σ1 denotes the differential
dependency [5] that any two transactions on the same card
within 1hr should be at locations within 250kms; and σ2
denotes that any two transactions on the same card within
2hrs should be at locations within 1,000kms. The instance Îd
is dirty as t0, t1 violate σ1 (as the distance between Paris and
London is 344kms), t0, t2 and t1, t2 violate σ2 (as the distance
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Fig. 1. Classical cleaning of certain data

between Paris and New York is 5,844kms, and that between
London and New York is 5,576kms). Classical cleaning via
vertex cover may result in the clean data set Îc, removing
t1 and t2. The two other repairs are given by {t1} and {t2}.
Several shortcomings of this solution become apparent. Firstly,
the classical approach using vertex cover is inappropriate for
applications that need to attribute uncertainty to their data. In
our fraud detection application, uncertainty is present in the
form of the legitimacy of transactions. Relational databases
target applications with certain data, and are not designed to
accommodate uncertainty in data. Consequently, none of the
potential repairs provides any insight into fraudulent transac-
tions. For instance, we could apply existing techniques for
consistent query answering to only return transactions that
are consistent with all repairs. However, no tuples form a
consistent answer to a SELECT * query as no transaction
is present in all repairs. Secondly, integrity constraints such as
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Fig. 2. Qualitative cleaning of uncertain data

differential dependencies are handled as hard constraints that
apply to all tuples. Again, these requirements can often not
be met by modern applications involving uncertain data. In
our example, the given constraints are not customized to any
legitimate states of transactions. Thirdly, the classical approach
is invasive in the sense that some tuples must be removed from
the data. This is unacceptable to many applications in which
such tuples provide invaluable information. In our example,
none of the classical repairs is acceptable as some important
transactions are removed by them.
Motivation. In this article, we establish a fresh view on data
cleaning. In our qualitative approach we view the uncertainty
dimension of data as the carrier of dirtiness. In other words,
data itself is not dirty but the perceived level of trust
in the data is. To support data-driven decision making, the
uncertainty of data must be accommodated. This is further
strengthened by modern applications such as big data, large
scale enterprise data integration, life-science databases integra-
tion, information extraction systems, radio-frequency distribu-
tion, scientific data management and sensor databases, which
generate large amounts of uncertain data. The appropriate
management of such data is a prerequisite for analyzing the
data and transforming it into insight and value. We will now
describe the main features and benefits of our qualitative
approach on the running example, as illustrated in Figure 2.

Firstly, our framework takes into account the perceived
legitimacy of credit card transactions. In our example, the
bank has decided to distinguish between three different levels
of legitimacy, that is, transactions are either normal, suspect,
or fraud. The analysis of the data, and any decisions derived
from this analysis, can benefit largely from the level of trust
that we associate with transactions. Secondly, the degrees of
trust are a natural source for increasing the expressivity of
classical constraints such as differential dependencies. In the
example, we can stipulate that σ1 holds only for transactions
considered to be normal; and that σ2 holds only for transac-
tions considered to be normal or suspect. Thirdly, we are no
longer required to remove transactions during data cleaning.
Instead, we simply lower the degree of trust that we have in

conflicting tuples. Figure 2 shows that the cleaned data set
Ic still contains all recorded transactions, but the legitimacy
of t1 has been downgraded to suspect and that of t2 to fraud.
This non-invasiveness has obvious advantages, for instance, in
the detection of fraud. In fact, generalizing consistent query
answering to our framework would mean to return transac-
tions together with their minimal level of legitimacy ensured
across all qualitative repairs. In our example, due to the
two qualitative repairs {(t0, normal), (t1, suspect), (t2, fraud)}
and {(t0, suspect), (t1, normal), (t2, fraud)}, our framework
returns {(t0, suspect), (t1, suspect), (t2, fraud)} to the original
query SELECT ∗. Hence, the non-invasiveness and improved
precision of our fresh view on data cleaning enable the
detection of fraud, according to how the bank chooses to model
fraud by integrity constraints. This application motivates our
qualitative framework for cleaning uncertain data.

Another major driver for our qualitative framework is that
probabilities are often assigned without mathematical foun-
dation (e.g. 70% probability some person is a woman), and
proper treatment of probabilities is hard due to correlations.
In response to many situations, possibility theory can offer
a better “fit” for many problems (e.g. “pretty sure” that this
person is a woman), and has better computational properties
(“weakest link” approach).
Contributions. We are now highlighting our contributions.

1) Motivated by the veracity dimension of data, we propose
a novel framework for cleaning uncertain data. Uncertainty
is modeled qualitatively, by assigning to tuples a possibility
degree (p-degree) by which they occur in the relation. This
leads to formal semantics with a linear chain r1 ⊆ r2 ⊆ · · · ⊆
rk of possible worlds, where relation ri consists of tuples with
p-degree αi or higher. Classical constraints, such as keys or
differential dependencies, are assigned a certainty degree (c-
degree), which indicates the possible worlds in which they
should hold. Instead of removing conflicting tuples, we resolve
conflicts by lowering their p-degree.

2) We show how the qualitative cleaning of uncertain
data can be reduced to a new, qualitative, variant of the
vertex cover problem. As the qualitative vertex cover problem
subsumes the classical vertex cover problem it remains NP-
hard to decide. Nevertheless, we succeed in establishing an
algorithm for the qualitative vertex cover problem that is fixed-
parameter tractable and where the parameter is the size of the
qualitative vertex cover. Our algorithm is therefore efficient
for most practical instances of the problem, generalizing the
nice computational behavior from classical vertex cover.

3) Experiments with benchmark and real-world data show
that our algorithm runs very fast in practice, outperforms the
classical cleaning algorithm, and performance improves with
higher numbers of p-degrees. The reason is that our framework
enables us to consider only vertices of a particular p-degree.
Hence, we are able to solve the classical vertex cover problem
on a much smaller graph, inversely proportional to the number
of p-degrees. Intuitively, this is what we would expect the
impact of information about uncertainty to be, since each p-
degree has the potential to be an additional tie-breaker.

4) We show how to apply our framework to relational data,
which is the idealized special case in which all possible tuples



IEEE TRANSACTIONS ON KNOWLEDGE AND DATA ENGINEERING 3

have highest p-degree, just like instance Id in Figure 2. For
this purpose, we establish a novel approach for discovering the
c-degrees with which constraints hold on the given relational
data, based on the maximum number of conflicting tuples. In
practice, this fully automated approach is augmented by having
domain experts decide which of the discovered constraints
encode meaningful semantics in the application domain.
Organization. In Section 2 we survey related approaches to
data cleaning. The traditional data cleaning approach and our
novel qualitative variant are detailed in Section 3. Section 4
shows how the qualitative cleaning of uncertain data reduces
to a new qualitative variant of the vertex cover problem.
Algorithms for computing qualitative vertex covers are dis-
cussed in Section 5. Here we focus on issues specific to the
qualitative variant, and adapt the well-known fixed parameter
tractable algorithm for classical vertex cover to work with our
qualitative variant. In Section 6 we extend our approach to data
that is initially purely relational and where hard constraints are
typically enforced while qualitative constraints are unknown.
The results of our experimental validation for our cleaning
algorithms on both real-world databases and random graphs
are presented in Section 7. We comment on limitations and
delimitations in Section 8. In Section 9 we conclude and
briefly discuss future work.

2 RELATED WORK

We are creating and analyzing data at an ever increasing scale,
and data-driven decision making rips through all facets of life.
Due to several reasons the data quality in integrated data sets,
large databases and the Web is poor. As data quality directly
affects the results of data analysis, the veracity dimension of
data is increasingly recognized [6]. This is demonstrated by
economic reasons, which we have already mentioned in the
introduction, but also by the large number of research on data
quality in recent years, inclusive of [7], [8], [9], [10], [11],
[12], [13], [14], [15], with popular surveys [16], [17], [18],
[19], [13]. We depart from viewing data itself as dirty, but view
their p-degrees as dirty: i) we do not modify data, but simply
lower the p-degrees of tuples until conflicts with constraints
are resolved, and ii) the c-degree of our constraints provide a
scope to which tuples they apply. We will comment how our
framework relates to recent approaches to data cleaning.

Probabilistic data cleaning can be interpreted as an applica-
tion of Markov Logic [20]. Here constraints are first-order
formulae with weights attached to them. The probabilities
of possible worlds are updated proportionally to the weight
of constraints that are satisfied or violated. This is similar
to our approach where tuples that violate our constraints
are moved into less possible worlds. In general, probability
theory is quantitative with more precise outcomes, but these
come at the price of acquiring actual probabilities and high
computational complexities in managing them [21]. Possibility
theory is qualitative, and the acquisition and computation of
possibilities and certainties is simpler [22], [23]. Consider for
example a data integration scenario where different degrees of
trust in data sources are easily captured using a possibilistic
data model, while a probabilistic approach requires a mapping

of trust to precise probability values, and if such a mapping
is not meaningful (i.e., “made up because we need one”),
the accuracy of any derived results is questionable. However,
if data uncertainty does come with meaningful probability
values, e.g. from statistical analysis, a probabilistic model is
more appropriate. Hence the choice between probabilistic and
possibilistic data models, and accordingly cleaning techniques,
should depend on the available uncertainty information.

The assignment of c-degrees to classical constraints can
be expressed in the form of conditional constraints, such
as conditional functional dependencies [24]. For example,
the differential dependency (σ1, β1) can be expressed as the
conditional differential dependency σ1 which only applies
to transactions with p-degree normal, and the differential
dependency (σ2, β2) can be expressed as the conditional
differential dependency σ2 which only applies to transactions
with p-degree normal or suspect. However, applying these
conditional constraints in classical data cleaning does not
provide any new insight. If we apply them to the instance
Id on the top of Figure 2, then we still get the three repairs
{t0, normal}, {t1, normal}, and {t2, normal}. Furthermore,
there is no guidance which of these repairs should be chosen. It
is future work to investigate conditional classes of constraints
under our possibilistic framework.

The possibilistic data cleaning problem we study here
for the first time was stated as an open problem in [25],
[26], where axiomatic and algorithmic characterizations of
possibilistic keys (p-keys) have been established. It is the
application of possibility theory [22], [23] that unlocks our
new view on data cleaning. We borrow ideas from consistency
preservation (maintaining c-degrees) and belief revision (min-
imally change the p-degrees) [27]. The lowering of p-degrees
in response to violating the c-degrees of some constraints is
closely related to the bipolar form of belief revision in [28].
Here, a negative part states what is impossible (our c-degrees),
and a positive part states what is known to be possible (our p-
degrees). Cleaning means to modify the degrees of either the
positive or the negative part. We follow the first option here as
the constraints represent given business rules. The alternative
is future work. The complexity of standard belief revision has
been well-studied [29], [30], [31], but not for bipolar revision.

While there is an abundance of work on the possibilistic
modeling of uncertainty in databases [22] there is no work on
possibilistic data cleaning yet. Even amongst any approaches
to the possibilistic modeling of uncertainty, our model is new
as it assigns p-degrees to data and c-degrees to constraints,
while other works using possibility theory associate attribute
values with possibility distributions, or c-degrees to data.

The possibilistic model we employ here has also been
used to study database schema design for uncertain data [32].
Here, the c-degrees of functional dependencies control the
normalisation effort by classical Boyce-Codd normal form
decompositions or synthesis into Third normal form. Data
cleaning with the possibilistic constraints has not been studied.

Consistent query answering [2], [33] only returns answer
tuples consistent with all minimal repairs, obtained via query
re-writing without modifying the underlying data. In future
work we will integrate our framework with this approach by
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1) considering the minimal repairs obtained via possibilistic
data cleaning, and 2) returning answer tuples together with
their certainty represented as the minimal p-degree ensured
by all repairs. Hence, our non-invasiveness and improved pre-
cision are preserved. In Figure 2, no tuples form a consistent
answer to a SELECT * query. However, the only two pos-
sibilistic repairs are {(t0, normal), (t1, suspect), (t2, fraud)}
and {(t0, suspect), (t1, normal), (t2, fraud)}, so our framework
returns {(t0, suspect), (t1, suspect), (t2, fraud).

The computation of optimal repairs for functional depen-
dencies has recently regained new interest [3], [4]. That work
is classic, viewing data as dirty. Optimal repairs therefore
minimise tuple deletions or updates of values. Techniques use
reductions of vertex cover. In contrast, we view the degrees
of uncertainty attached to tuples as dirty, and minimize the
lowering of these degrees instead. Our technique is a novel
possibilistic variant of vertex cover.

An important area of research is the discovery of business
rules from data, which is a way to “let the data speak for
itself”. Figures 2 and 1 show how our framework can benefit
from advancements in this area. In particular, Section 6 shows
how to discover the c-degrees of keys from purely relational
data. Our approach would greatly benefit from developing
scalable approaches for other types of constraints, such as
functional and differential dependencies, similar to recent
work on data profiling [34], [35], [36]. There is also a large
body of work on the discovery of “approximate” business
rules, such as keys, functional and inclusion dependencies
[37], [38], [39], [40], [41]. Approximate means here that
not all tuples satisfy the given rule, but some exceptions are
tolerable. Our constraints are not approximate since they are
either satisfied or violated by the given instance. It is future
work to investigate approximate versions of our constraints.

Finally, our cleaning approach reduces to a possibilistic
version of vertex cover. We do not aim to compete with other
vertex cover algorithms [42], [43], [44], [45], but instead show
how the classical vertex cover algorithm [46] can be adapted
to solve possibilistic vertex cover (p-vertex cover).

3 POSSIBILISTIC DATA CLEANING
Many data cleaning approaches exist. We focus on the ap-
proach where “dirty” tuples are detected as violations of
some integrity constraint. Whenever two tuples violate some
constraint, at least one of them is removed or modified. This
approach motivated the classic data cleaning problem.

Problem 1 (data cleaning):
Given a relation r and a set Σ of constraints which induce
conflicts between pairs of tuples, find a subset r′ ⊆ r of
maximal cardinality so that Σ holds on r′.

In a possibilistic approach, we associate a degree of possi-
bility (p-degree) with each tuple in a possibilistic dataset, and
a degree of certainty (c-degree) with each constraint.

Definition 1 (degrees of possibility/certainty):
We denote the degrees of possibility by α1 > . . . > αk,

and the degrees of certainty by β1 < . . . < βk. We formally
relate them by defining βi := {α1, . . . , αi} as the set of
p-degrees it applies to. A relation is possibilistic, or a p-
relation, if there is a function Possr associating with every

Fig. 3. Nesting of possible worlds for p-relations Ic and I

p-degree possibility degrees αi of tuples (Def 1)
c-degree certainty degrees βi of constraints (Def 1)
subtable ri contains tuples with p-degree ≥ αi (Def 1)
p-subset tuples have lower p-degree (Def 2)
p-cardinality card(r) := {αi 7→ |ri|} (Def 3)
≤L, ≤R orderings between p-cardinalities (Def 4)
difference V − V ′ records changes in p-degree (Def 6)
p-vertex cover lower p-degrees to resolve conflicts (Def 7)
L/R-minimal minimal p-VC w.r.t. ≤L or ≤R (Def 7)
vcr prune conflict-free vertices & edges (Def 8)
partial cardinality size of partial p-vertex cover (Def 9)
αi-L-cover eliminate conflicts with vertices ≥ αi (Def 10)
βi-R-cover eliminate edges ≥ βi (Def 11)

Fig. 4. Definition/Notation Reference

tuple t ∈ r its p-degree. A constraint (σ, β) is possibilistic
if it has an associated c-degree β. A p-relation r is said
to satisfy a possibilistic constraint with certainty βi iff the
subtable ri := {t | Possr(t) ≥ αi} satisfies the constraint.

In our example we associate each transaction with some
p-degree from normal(α1) > suspect(α2) > fraud(α3), and
constraints with a c-degree from certain(β3) > likely(β2) >
selective(β1), such as (σ1, selective) and (σ2, likely). In Fig-
ure 2, instance Id violates (σ1, selective) and (σ2, likely), but
Ic satisfies both.

Given this possibilistic framework of uncertainty, the for-
mulation of the data cleaning problem requires an appropriate
notion of a subset.

Definition 2 (possibilistic subset):
Given two possibilistic sets r, r′, we say that r′ is a possi-

bilistic subset (p-subset) of r, denoted as r′⊆p r, iff r′i ⊆ ri
for i = 1 . . . k.

For example, when r = Id and r′ = Ic in Figure 2, then
r′⊆p r since r′1 = {t0} ⊆ {t0, t1, t2} = r1, r′2 = {t0, t1} ⊆
r2 = r1 and r′3 = r3 = r1.

If we consider a p-relation as a mapping from the set of
all tuples over a schema to p-degrees, with tuples not in the
relation mapped to αk+1, then the p-subset relationship is
simply the partial order of functions induced by the ordering
on p-degrees. That is, r′⊆p r ⇔ ∀t(Possr′(t) ≤ Possr(t)).
The same way classical repairs must have maximal cardinality,
we need to clarify what the cardinality of p-subsets is.

Definition 3 (possibilistic cardinality):
The possibilistic cardinality (p-cardinality) of relation r is the

mapping card(r) := {αi 7→ |ri| | i = 1 . . . k}.
When we talk about a maximal cardinality, we must decide

on some ordering. While many linearizations of the natural
partial order between p-cardinalities are possible, lexicograph-
ical order is of particular interest. This order maintains as
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many tuples of high p-degree as possible, which makes sense
semantically since a high p-degree expresses confidence that a
tuple is correct. Furthermore, lexicographical ordering enables
important optimizations when designing algorithms for the
possibilistic data cleaning problem, which is known to be NP-
hard already in the idealized classical case [47].

In addition to lexicographical ordering, we will also con-
sider reverse lexicographical ordering, which minimizes the
number of tuples completely lost during data cleaning (reduced
to degree αk+1), and also enables certain optimizations.

However, we will consider reverse lexicographical ordering
mainly in its capacity of being the “opposite” of lexicograph-
ical ordering. As we will see in Section 7, p-vertex covers
which are minimal w.r.t. lexicographical ordering are almost
always minimal w.r.t. reverse lexicographical order as well,
and vice versa. This indicates that the choice of linearization
is largely irrelevant in practice.

Definition 4 (cardinality orderings):
The lexicographical order ≤L is defined by stipulating for

every given pair of p-cardinalities C1, C2 that C1 <L C2 if and
only if ∃αi (C1(αi) < C2(αi) ∧ ∀αj > αi(C1(αj) = C2(αj))).
The reverse-lexicographical order ≤R is defined similarly.

We can now succinctly state our new data cleaning problem.
Problem 2 (possibilistic data cleaning):

Given a p-relation r and set Σ of possibilistic constraints which
induce conflicts between pairs of tuples, find a p-subset r′ ⊆p

r of maximal p-cardinality so that Σ holds on r′.
In Figure 2, Ic ⊆p Id is of maximal p-cardinality CIc =

{α1 7→ 1, α2 7→ 2, α3 7→ 3} such that (σ1, selective)
and (σ2, likely) hold. The constraints also hold on I =
{(t0, suspect), (t1, suspect), (t2, fraud)} ⊆p Id, but the p-
cardinality CI = {α1 7→ 0, α2 7→ 2, α3 7→ 3} is not maximal
with respect to <L. Note how these p-cardinalities originate
from the sizes of the possible worlds shown in Figure 3.

4 POSSIBILISTIC VERTEX COVER
Classic data cleaning reduces to an instance of Vertex Cover,
with tuples as nodes and edges where tuple pairs violate
constraints [2]. The resulting graph is called the conflict graph
of a relation (tuples not in conflict can be omitted). The left
of Figure 5 shows the conflict graph for Îd from Figure 1.

Similarly, possibilistic data cleaning reduces to an extension
of Vertex Cover. Here the p-degrees of tuples are preserved,
while edges inherit the (maximal) c-degree of the constraint(s)
inducing the conflict.

Definition 5 (possibilistic graph):
A possibilistic graph G = (V,E, PV , CE) consists of a set of
vertices V , a set of edges E over V , and functions PV , CE

assigning p-degrees to vertices and c-degrees to edges.
In our running example, consider the p-relation r = Id from

Figure 2, where r1 = r2 = r3 = {t0, t1, t2} (α1 ≡ normal,
α2 ≡ suspect, α3 ≡ fraud), and the possibilistic differen-
tial dependencies (σ1, β1) and (σ2, β2) which hold on sub-
relations r1 and r2, respectively. The resulting possibilistic
conflict graph is shown on the right of Figure 5.

The term “vertex cover” is traditionally used to describe the
difference between vertex sets. We extend this notion to the
possibilistic case.

Fig. 5. Conflict graph for Îd and p-conflict graph for Id

Definition 6 (difference):
Let V ′, V be possibilistic sets with V ′⊆p V . Their difference

is the partial mapping assigning new possibilities to elements
that changed: V − V ′ := {v 7→ (PV (v) 7→ PV ′(v)) | v ∈
V ∧ PV (v) 6= PV ′(v)}. We say that a partial mapping D is
a difference from V iff there exists V ′⊆p V such that D =
V − V ′. The cardinality of D is the difference between the
cardinalities of V and V ′, that is, card(D) := card(V ) −
card(V ′) = {αi 7→ |Vi| − |V ′i |} where Vi is defined as Vi :=
{v ∈ V | PV (v) ≥ αi} (compare ri for relations). Given
a difference D from V , we denote the unique set V ′ with
D = V − V ′ as V \D.

We denote a vertex v with its possibility Poss(v) = αi

short as v : i. We write an element of a difference mapping
v 7→ (αi 7→ αj) short as v : i 7→ j. A cardinality mapping
{αi 7→ ci} is denoted as [c1, . . . , ck].

In Figure 2, D = {t1 : 1 7→ 2, t2 : 1 7→ 3} is a difference
from Id, since Ic⊆p Id such that D = Id − Ic holds. The
cardinality of D is card(D) = [2, 1, 0]. Moreover, D′ = {t0 :
1 7→ 2, t1 : 1 7→ 2, t2 : 1 7→ 3} is a difference from Id, since
I ⊆p Id such that D′ = Id−I holds (Figure 3). The cardinality
of D′ is card(D′) = [3, 1, 0].

Definition 7 (p-vertex cover):
Given a possibilistic graph G = (V,E, PV , CE), a vertex

cover of G is a difference D = V −V ′ from V such that G \
D := (V ′, E) contains no edge e = {v1, v2} with PV ′(v1) ∈
CE(e) and PV ′(v2) ∈ CE(e).

The p-vertex cover problem is now to find a vertex cover of
minimal cardinality. We shall call a p-vertex cover L-minimal
if it is minimal with respect to ≤L, and R-minimal if it is
minimal w.r.t. ≤R.

In Figure 2, D = {t1 : 1 7→ 2, t2 : 1 7→ 3} is
a p-vertex cover of Id which is both L- and R-minimal,
and translates into the clean relation r = Ic whose worlds
are shown on the left of Figure 3. On the other hand,
D′ = {t0 : 1 7→ 2, t1 : 1 7→ 2, t2 : 1 7→ 3} is also a p-
vertex cover of Id, which translates into the clean relation
I , whose worlds are shown on the right of Figure 3, but
its cardinality card(D′) = [3, 1, 0] is not L/R-minimal since
card(D) = [2, 1, 0] <L/R [3, 1, 0] = card(D). The only other
L/R-minimal p-vertex cover of Id is {t0 : 1 7→ 2, t2 : 1 7→ 3},
also with cardinality [2, 1, 0], which translates into the clean
relation s = {(t1, normal), (t0, suspect), (t2, fraud)}.

The example highlights the advantages that our possibilistic
data cleaning approach brings. Firstly, L-minimal (R-minimal)
vertex covers incorporate our confidence in the correctness of
tuples. There are several alternative classical vertex covers,
namely {t0, t1}, {t0, t2}, and {t1, t2}, which cannot help
with fraud detection. Secondly, tuples are not necessarily
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discarded entirely, but instead preserved with a lower p-degree.
This makes it possible to exploit our qualitative framework
in many applications. Indeed, consistent query answering in
our framework can reveal the certainty of transactions as the
minimal p-degrees of transactions across all repairs, namely
{(t0, suspect), (t1, suspect), (t2, fraud)}. While L-minimality
and R-minimality coincide for the conflict-graph derived from
Figure 1, and indeed for many conflict-graphs arising in
practice, this is not always the case.

Example 1: Consider the following graph:

A :2 B :2

C :1

2

33

Here the differences V C1 = {A : 2 7→ 3, C : 1 7→ 4} and
V C2 = {B : 2 7→ 3, C : 1 7→ 4} both have cardinality [1, 2, 1],
while V C3 = {A : 2 7→ 4, B : 2 7→ 4} has cardinality [0, 2, 2].
V C3 is L-minimal but not R-minimal, while V C1, V C2 are
R-minimal but not L-minimal.

5 COMPUTING VERTEX COVER

As vertex cover is a special case of p-vertex cover, finding
a minimal p-vertex cover is NP-hard. However, vertex cover
is fixed parameter tractable (FPT) in the size of a minimal
vertex cover, making exact solutions computationally feasible
in many cases. We will develop an algorithm for finding a
minimal p-vertex cover in exponential time, based on the
classic bounded search tree algorithm [46], and show that it
is also FPT in the size of a minimal p-vertex cover. Similar
extensions of more advanced vertex cover algorithms are
possible, but this is outside the scope for this paper.

The classic bounded tree-search algorithm for finding a
minimal vertex cover is given as Algorithm 1. One may verify
that Algorithm 1 runs in O( 2|VC| · |G| ).

We compute a minimal p-vertex cover with respect to
lexicographical order. We first find minimal vertex covers for
the vertices in G with p-degree α1, reducing vertices of degree
α1 to lower degrees, and then extend these to minimal vertex
covers for vertices of lower degree, one degree at a time.

This ensures that any extension of a partial vertex cover will
not increase the cardinality for previously considered degrees.
Hence, after each round we know the cardinalities of the final
minimal vertex cover (unknown at that point) up to the current
degree. This helps pruning the search space.

The number of minimal partial vertex covers found during
each round can be large. However, we only remember the
cardinality of these vertex covers (up to the current degree),
and recompute them in the next round, thereby reducing mem-
ory/storage use. Storing partial vertex covers is a time/space
trade-off discussed in Section 5.5.

When solving the p-vertex cover problem, we want to
eliminate edges with vertices of lower degree, as these are
already covered, and isolated vertices that need no reduction.

Definition 8 (vertex cover reduction):
Given a possibilistic graph G = (V,E, PV , CE) we define

Algorithm 1 Vertex Cover
Input: Graph G = (V,E)
Output: Minimal vertex cover VC of G.

1: for n = 0 . . . |V | do
2: VC := Find-VC(G,n)
3: if VC 6= ⊥ then
4: return VC

Subroutine Find-VC(G,n)
Input: Graph G = (V,E), Integer n
Output: Vertex cover of G of size ≤ n, ⊥ if none exists

5: if n < 0 then
6: return ⊥
7: if E = ∅ then
8: return ∅
9: pick v ∈ V adjacent to some edge
{Case 1: v ∈ VC}

10: VC := Find-VC(G[V − {v}], n− 1)
11: if VC 6= ⊥ then
12: return VC ∪ {v}
{Case 2: v /∈ VC}

13: N := neighbours of v in G
14: VC := Find-VC(G[V −N ], n− |N |)
15: if VC 6= ⊥ then
16: return VC ∪N
17: return ⊥

E∗ := {e ∈ E | ∀v ∈ e. PV (v) ∈ PE(e)} and V ∗ := {v ∈
V | ∃e ∈ E∗. v ∈ e}. We denote the reduced graph (V ∗, E∗)
by vcr(G), standing for vertex cover reduction.

This graph reduction is a simple “clean-up”, comparable to
removing isolated vertices in the non-possibilistic case.

Example 2: The vertex cover reduction of the graph on the
left is shown on the right.

A :1 B :2

C :3 D :3

2

3
1 2

vcry
A :1 B :2

C :3

2

3

5.1 Pruning with Partial Cardinalities

For classical vertex cover, search branches are pruned when
the size of a partial cover exceeds a known bound. For the
possibilistic case, we need a more sophisticated notion of size.

Definition 9 (partial cardinality):
A partial (possibilistic) cardinality is a partial mapping from

the set {α1, . . . , αk} of p-degrees to non-negative integers.
Given partial cardinalities C1, C2, we write C1 ≤p C2 iff for ev-
ery αi where C2 is defined, C1 is defined and C1(αi) ≤ C2(αi).
The sum (difference) between partial cardinalities maps those
αi where both are defined to be the sum (difference) of their
values. We denote unmapped values by ∞, so e.g. [1, 2,∞]
denotes {α1 7→ 1, α2 7→ 2}.

Partial cardinalities will prune the search space for a min-
imal p-vertex cover. The cardinality of a vertex cover, as per



IEEE TRANSACTIONS ON KNOWLEDGE AND DATA ENGINEERING 7

Definitions 3 and 6, can be seen as a partial cardinality where
every αi is mapped. The partial cardinalities of the partial
vertex covers are the projections of the cardinality of the finally
minimal vertex cover onto the p-degrees handled so far.

However, the central difference lies in the choice of or-
dering. The ≤L (≤R) ordering is total, and defines when a
vertex cover is minimal. The ordering ≤p, comparing partial
cardinalities, is only partial (e.g. [0, 1] and [1, 0] are incompa-
rable w.r.t. ≤p). This makes pruning of the search-space more
efficient: we prune all branches where the current cardinality is
not ≤p C for some partial cardinality C of the previous round.
This includes cases were cardinalities are ≤p-incomparable.

Examples for this follow, although these may be best read
in conjunction with Algorithms 2 and 3.

Example 3: Consider the following graph:

A :1

B :3 C :3

D :1 E :1

3 3

1 1

3 3

Assuming k = 3, and minimizing by reverse lexicographical
order, the unique minimal vertex cover (yet unknown) is {A :
1 7→ 2, B : 3 7→ 4, C : 3 7→ 4} with cardinality [1, 0, 2]. After
the first round, which seeks to minimize cardinality for α3,
we find the partial cardinality [∞,∞, 2] of any minimal vertex
cover. In the second round this is extended to [∞, 0, 2]. In the
third round we might start to create a vertex cover by removing
vertex A. However, this partial vertex cover has cardinality
card({A : 1 7→ 4}) = [1, 1, 1]. Even though [1, 1, 1] is still
smaller than any vertex cover of cardinality [∗, 0, 2] w.r.t. ≤R,
[1, 1, 1] is incomparable to [∞, 0, 2] w.r.t. ≤p, and thus we
prune immediately. This is justified since we already know
that no extension of {A : 1 7→ 4} will have the form [∗, 0, 2],
which would be required for a minimal vertex cover.

A similar example can be constructed when minimizing
w.r.t. lexicographical order. Note however that in that case a
situation with incomparable cardinalities can only arise when
not reducing the possibility degree of the selected vertex (and
reducing its neighbours instead). That’s because we always
choose a vertex of maximal degree, and if reducing its degree
we only reduce it by one step (see Algorithm 2).

Example 4: Consider the following graph:

A :1

B :1

C :1

D :1

E :1

F :1

G :3

1

1

1

1

1

2

3

3

Assuming k = 3, and minimizing by lexicographical order,
the unique minimal vertex cover (yet unknown) is {B : 1 7→

2, C : 1 7→ 2, F : 1 7→ 4, G : 3 7→ 4} with cardinality [3, 1, 2].
After the first round, which seeks to minimize cardinality for
α1, we find the partial cardinality [3,∞,∞] of any minimal
vertex cover. In the second round this is extended to [3, 1,∞].
In the third round we might start to create a vertex cover by
selecting vertex F , and after failing to find a vertex cover
of size [3, 1, 1] that reduces F , we search for one that does
not reduce F . Then we must reduce its neighbours instead,
leading to a partial vertex cover with card({D : 1 7→ 3, E :
1 7→ 4}) = [2, 2, 1]. Even though [2, 2, 1] is still smaller than
any vertex cover of cardinality [3, 1, ∗] w.r.t. ≤L, [2, 2, 1] is
incomparable to [3, 1,∞] w.r.t. ≤p, and thus we abort.

5.2 L-minimal Vertex Cover

When minimizing w.r.t ≤L, we start with vertices of degree
α1 and work our way down.

Definition 10 (αi-L-cover):
An αi-L-cover of a graph is a difference set D such that
vcr(G \D) contains no vertices of p-degree αi or above.

We search for minimal αi-L-covers, for i = 1 . . . k. Each
round the αi−1-L-covers are re-calculated as in the previous
round and extended to αi-L-covers. This extension follows
the classical algorithm, but removing vertices is replaced by
lowering their possibility degrees.

In the basic vertex cover algorithm, the allowed size for
a vertex cover is increased until a vertex cover is found.
This approach allows for early pruning while progressing in a
depth-first manner, thus requiring less memory than a breadth-
first approach. For p-vertex covers, this corresponds to slowly
increasing the allowed p-cardinality. Thus, when searching for
minimal αi-L-covers, we slowly increase the maximal αi-
cardinality. The maximal cardinalities for greater αj values,
j < i, is already known from the previous round.

Algorithm 2 is our extension of the classic vertex cover al-
gorithm to the possibilistic case with lexicographical ordering.
Further optimizations are described in Section 5.5.

We shall briefly discuss the details of Algorithm 2. The
main routine extends that of Algorithm 1 by using a partial
cardinality as bound, as outlined earlier.

Function Find-PVC extends Find-VC. In line 10 we abort
our search if the given bound is negative (due to the partial
vertex cover already removed from G exceeding the initial
bound). Note that comparison is made w.r.t. ≤p, not ≤L, which
leads to better pruning as illustrated in Examples 3 and 4.

When picking a vertex in line 12, we pick one of maximal
p-degree. This is done for several reasons. First, it allows us
to check whether we have already found an αi-L-cover in
line 13. Second, a vertex of p-degree lower than αi may not
participate in any conflicts that need to be resolved to obtain
an αi-L-cover. Third, it makes it more likely that v has strictly
higher p-degree than all of its neighbors (checked in line 15).
In that case, lowering the p-degree of its neighbors (case 2) is
always preferable, allowing us to prune one search branch.

In lines 16 to 17 of Algorithm 2 we lower the p-degree of
v just enough to resolve its highest degree conflicts. Lowering
less is possible but not helpful (to obtain an L-minimal PVC
the p-degree of v will need to be lowered further), while
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Algorithm 2 P-Vertex Cover (≤L)
Input: Possibilistic graph G = (V,E)
Output: Minimal (w.r.t. ≤L) vertex cover VC of G.

1: G := vcr(G)
2: C := [∞, . . . ,∞]
3: for i = 1 . . . k do
4: VC := ⊥, n := -1
5: while VC = ⊥ do
6: n += 1
7: VC := Find-PVC(G, C ∪ {αi 7→ n}, i)
8: C := C ∪ {αi 7→ n}
9: return VC

Subroutine Find-PVC(G, C, i)
Input: Graph G = (V,E), partial cardinality C;

G must be vcr-reduced and without αi-L-cover <L C
Output: αi-L-cover of G of size ≤p C, ⊥ if none exists
10: if C �p [0, . . . , 0] then
11: return ⊥
12: pick v ∈ V of maximal p-degree αj

13: if αj < αi then
14: return ∅
{Case 1: v ∈ VC}

15: if v has neighbour of p-degree αj then
{otherwise Case 2 leads to strictly ≤L-smaller VC}

16: βd := min{CE(v, n) | (v, n) ∈ E,PV (n) = αj}
17: Dv := {v : PV (v) 7→ αd+1}
18: VC := Find-PVC(vcr(G \Dv), C − card(Dv), i)
19: if VC 6= ⊥ then
20: return VC ∪Dv

{Case 2: v /∈ VC}
21: N := neighbours of v in G
22: DN := {n : PV (n) 7→ αd+1 | n ∈ N,CE(v, n) = βd}
23: VC := Find-PVC(vcr(G \DN ), C − card(DN ), i)
24: if VC 6= ⊥ then
25: return VC ∪DN

26: return ⊥

lowering it to resolve additional conflicts may cause the
optimal solution to be missed. This is illustrated next.

Example 5: Consider the following conflict graph.

A :1 B :1

C :1 D :1 E :1

2

1 1
2

The unique L-minimal vertex cover is {A : 1 7→ 2, B : 1 7→
3}. When starting with v = A, the only search path leading
to this solution is to reduce A to α2.

When not lowering the p-degree of v (case2), we instead
lower the p-degrees of all its neighbors, again just enough to
resolve all conflicts with v (line 22). The requirement that G
is vcr-reduced ensures that the p-degrees of v or its neighbors
will always be reduced in lines 17 and 22.

5.3 Reverse Lexicographical Order
When minimizing w.r.t ≤R, we start with edges of degree αk

and work our way up.
Definition 11 (βi-R-cover):

A βi-R-cover of a graph is a difference set D such that
vcr(G \D) contains no edges of degree βi or above.

Algorithm 3 extends the classic vertex cover algorithm to
the possibilistic case using reverse lexicographical ordering.
As for lexicographical ordering, we search for minimal βi-R-
covers, but in reverse order i = k . . . 1, extending previously
found βi+1-R-covers.

Algorithm 3 P-Vertex Cover (≤R)
Input: Possibilistic graph G = (V,E)
Output: Minimal (w.r.t. ≤R) vertex cover VC of G.

1: G := vcr(G)
2: C := [∞, . . . ,∞]
3: for i = k . . . 1 do
4: VC := ⊥, n := -1
5: while VC = ⊥ do
6: n += 1
7: VC := Find-PVC(G, C ∪ {αi 7→ n}, i)
8: C := C ∪ {αi 7→ n}
9: return VC

Subroutine Find-PVC(G, C, i)
Input: Graph G = (V,E), partial cardinality C;

G must be vcr-reduced
Output: βi-R-cover of G of size ≤p C, ⊥ if none exists
10: if C �p [0, . . . , 0] then
11: return ⊥
12: pick v ∈ V adjacent to edge of maximal c-degree βj
13: if βj < βi then
14: return ∅
{Case 1: v ∈ VC}

15: Dv := {v : PV (v) 7→ αj+1}
16: VC := Find-PVC(vcr(G \Dv), C − card(Dv), i)
17: if VC 6= ⊥ then
18: return VC ∪Dv

{Case 2: v /∈ VC}
19: N := neighbours of v in G w.r.t. edges of c-degree βj
20: DN := {n : PV (n) 7→ αj+1 | n ∈ N}
21: VC := Find-PVC(vcr(G \DN ), C − card(DN ), i)
22: if VC 6= ⊥ then
23: return VC ∪DN

24: return ⊥

5.4 Complexity
Vertices that have their degree lowered are isolated for higher-
degree vertex cover calculations. This gives us fixed parameter
tractability in the size of the p-vertex cover, as defined next.

Definition 12 (difference size):
Let D = V − V ′ be a difference from V . We define the size
of D as the sum of its cardinality values, denoted as |D|.

All minimal vertex covers have the same cardinality, and
thus the same size (the sum of its edges and vertices). We
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will now show that Algorithm 2 is fixed parameter tractable
(FPT) in the size of a minimal p-vertex cover.

Theorem 1: Let G be a possibilistic graph, and VC a mini-
mal p-vertex cover of G with respect to ≤L (≤R). Algorithm 2
(3) finds a minimal p-vertex cover of G with respect to ≤L

(≤R) in time O
(
2|VC| · |G|

)
.

Proof: For each recursive call of function Find-PVC, at
least one vertex is reduced, so that the height of our search tree
is bounded by the size of C. Since our search tree is binary,
this limits the number of recursive calls to 2|C|.

All calculations in a single call of Find-PVC are performed
in time O(|G|). Hence any call to Find-PVC from the main
loop with bound C will be completed in time O(2|C| · |G|).

Finally, the number of calls made to Find-PVC from the
main loop is limited by |VC|, with the size of the parameter
C iterating over 1 . . . |VC|. This gives an overall runtime
bounded by O

(∑|V C|
|C|=1 2|C| · |G|

)
= O

(
2|VC| · |G|

)
.

While we need to consider all minimal vertex covers for
each degree (except for the last where a single minimal vertex
cover suffices), this can still be much faster than computing a
minimal non-p-vertex cover of the same graph. That’s because
the minimal cardinality restriction can be much tighter than the
corresponding minimal size restriction, allowing us to prune
our search tree earlier. E.g., once we find a vertex cover for
degree αk, we can immediately prune all vertex covers for
that degree of larger size. In the non-possibilistic case we only
prune once we exceed the size of a minimal vertex cover for
the entire graph, which may be much larger than the vertex
cover for degree αk. On the other hand, the size of a minimal
non-p-vertex cover may be smaller than the possibilistic one,
so computation of a minimal VC can also be faster in the
non-possibilistic case.

5.5 Optimizations
We applied a number of optimisations that have a large impact
on the performance in practice (reducing computation time
from over 24h, after which we aborted, to a few seconds).

Solving the vertex cover problem individually for each
maximal connected component is a well-known approach for
dealing with large sparse graphs, such as those created during
data cleaning. We take the same approach for p-vertex cover
but only partition the original graph.

We also employed two kernelisation rules. These correspond
to the degree-1 and degree-2 rules for classic vertex cover, and
are correct for any monotone cardinality order (such as ours).

Rule 1 (degree 1): If a vertex v ∈ G has only a single
neighbour n, related via an edge of c-degree βi, and PV (v) ≥
PV (n) then add n : PV (n) 7→ αi+1 to the vertex cover.

Correctness of this rule is easily confirmed. If VC is a
minimal p-vertex cover not mapping n to a value ≤ αi+1, then
V C must map v to αi+1. In this case, taking the the union of
VC \ {v : PV (v) → αi+1} and {n : PV (n) → αi+1} also
leads to a p-vertex cover, of cardinality less or equal to VC
(for each αj , and thus regardless of ordering). Hence, there is
some minimal p-vertex cover mapping n to αi+1 or less.

Rule 2 (degree 2): If a vertex v ∈ G has exactly two
neighbours n1, n2, these are connected by an edge, and

i) PV (v) ≥ max(PV (n1), PV (n2))
ii) CE(n1, n2) ≥ min(βi := CE(v, n1), βj := CE(v, n2))

then add n1 : PV (n1) 7→ αi+1 and n2 : PV (n1) 7→ αj+1 to
the vertex cover.

Correctness can be confirmed similar to that of the first rule.
As most conflict graphs in practice are fairly sparse, these rules
are highly effective.

We employ one further optimization, which is specific to the
p-vertex cover problem w.r.t. our orderings. When we search
for minimal αi+1-L-covers, we start with the stored minimal
αi-L-covers instead of recomputing them from scratch (dito
for βi−1-R-covers). This optimisation leads to significant
speed ups on dense graphs (a factor of 100+). While this may
require excessive memory use for many minimal αi-L-covers,
especially for large data sets with many conflicts, the data
sets we examined had manageable numbers of minimal αi-L-
covers. The reasons for this appear to be that (a) the connected
components of conflict graphs tend to be small, and (b) p-
degrees act as tie-breakers.

6 CLEANING NON-POSSIBILISTIC DATA

Our approach to possibilistic data cleaning can also be applied
to non-possibilistic data. This makes perfect sense since the
relational model is subsumed by our possibilistic model where
all tuples in the given relation have a p-degree of α1. These
degrees are then reduced to lower p-degrees during cleaning,
resulting in possibilistic data. If dependencies are known a pri-
ori, they are typically non-possibilistic, that is, having maximal
c-degree. In this case our possibilistic approach degenerates
to classic data cleaning. More realistically, dependencies that
should be used for cleaning are unknown, or they are typically
enforced and cannot help clean the data.

A common approach to obtaining data constraints is to
mine them from existing data (followed by manual inspection).
However, when applied to keys, this approach will only reveal
keys that already hold on the table they are mined from, and
thus are of no use to data cleaning. Instead, we shall mine
near-keys, a concept first introduced in [48].

Definition 13 (near-key):
Let T be a table schema and I an instance over T . A near-
key of order n is an expression Kn〈X〉, where n is a positive
integer and X ⊆ T is a set of attributes. We say Kn〈X〉 holds
on I iff there do not exist n+1 distinct tuples t1, . . . , tn+1 ∈ I
with t1[X] = . . . = tn+1[X]. We also call X a near-key of I
if Kn〈X〉 holds on I , or anti-key otherwise.

A near-key of order 1 is simply a key. Keys are not of
interest for cleaning, as they do not generate conflicts between
tuples. For data cleaning, we will re-interpret a near-key of
order n as a p-key of c-degree βk+1−n. In practice, only keys
meaningful to the application domain would be used.

In [48] we proposed an algorithm for mining near keys.
The idea is to compute all minimal near-keys in sequence of
their orders, starting with keys, and utilizing the near-keys
of the previous order subsequently. For our experiments, we
employed the algorithm from [48], ignoring aspects dealing
with NULL values and violation frequency. In practice such
issues would certainly be of importance to data cleaning, but



IEEE TRANSACTIONS ON KNOWLEDGE AND DATA ENGINEERING 10

we decided to omit them from our discussion, and hence our
experiments, as they add an additional level of complexity that
would distract from the key ideas presented here.

Example 6: Take the next table without the last column.

A B C p-degree
t1 : a1 b1 c1 α1

t2 : a1 b2 c2 α2

t3 : a1 b2 c3 α3

t4 : a2 b2 c4 α1

t5 : a3 b3 c3 α1

We mine minimal near-keys of order up to k := 3, which
we interpret as p-keys with the order mapped to a c-degree.
Denoting a p-key as key : degree, we get Σ = {A : β1, B :
β1, C : β2, AB : β2, ABC : β3}. Using Σ, we construct the
following possibilistic graph:

t1 :1

t2 :1

t3 :1

t4 :1

t5 :1

1

1

2

1

1

2

Applying Algorithm 2 to this graph gives us the minimal p-
vertex cover {t2 : 1 7→ 2, t3 : 1 7→ 3}. The result is the table
from the start of the example together with the last column.

In the example no tuples have been removed as none
of the keys with c-degree β3 contribute any edge to the
conflict graph. This will always be the case when keys are
obtained by mining the relation for near keys. However, if
keys and their degrees of certainty are obtained differently
(e.g. specified manually), tuple removals may well occur. If
this is undesirable, one may simply increase k by one. While
such an approach is basically the equivalent of marking a tuple
as deleted instead of actually deleting it, it has the benefit of
fitting nicely into our possibilistic framework.

7 EXPERIMENTS
We tested our possibilistic cleaning approach on several (non-
possibilistic) public real world datasets. As already mentioned,
we assigned all tuples an initial degree of α1, and obtained
p-keys by mining the relations for near-keys. Of course, it
is sensible to manually review the suggested keys before
cleaning. However, we omitted this here as we were not
sufficiently familiar with the data to make informed decisions
in all cases. We performed filtering where we removed near-
keys violated by more than

√
|r| tuples, as well as columns

unlikely to participate in any semantic keys. This eliminated
certain false positives due to the table structure.

We used the following datasets, chosen as they are pub-
licly available in their original format (typically, other public
datasets have been curated and merged into a single table):
• GO-termdb (Gene Ontology, www.geneontology.org/)
• IPI (Intl Protein Index, www.ebi.ac.uk/IPI)
• PFAM (protein families, pfam.sanger.ac.uk/)
• RFAM (RNA families, http://rfam.sanger.ac.uk/).
For each table we first mined all minimal near-keys up to

order 3. We excluded tables with fewer than 100 tuples, as

key mining would be unreliable, and performance results not
informative. For larger tables we analysed only the first 5
million tuples to ensure they fit into main memory. Of the
92 tables left, 44 had near-keys of order 2 or 3 which suggest
dirty data and lead to non-empty conflict graphs.

These near-keys were then interpreted as p-keys, and used
for cleaning. We recorded computation time for near-key
mining, construction of the conflict graph and p-vertex cover,
number of minimal near-keys, size of the conflict graph and its
largest connected component (MCC), as well as the cardinality
for the minimal vertex cover found. While we minimized
both w.r.t. lexicographical and reverse lexicographical order,
both orderings resulted in minimal vertex covers of identical
cardinality. As running times were practically identical as
well, we only report results for lexicographical ordering.
Summarized figures are shown in Table 1. Running times were
measured on a 4.0GHz AMD FX8350 machine with 8GB
memory, using a single-threaded python implementation.

TABLE 1
Experiment Summary

Measure Median 75%-quantile Max
Time(key mining) 1.1s 51s 837s

Time(conflict graph) 0.5s 11s 243s
Time(p-VC) 4ms 60ms 42s

Minimal keys 4 8 973
Conflict graph (V) 45 628 45247
Conflict graph (E) 27 409 22703

MCC (V) 2 3 4732
MCC (E) 1 3 6012

α1-Card(p-VC) 24 326 22650
α2-Card(p-VC) 7 39 7843

Remarkably, the computation of p-vertex cover is extremely
fast. While conflict graphs can be fairly large, they are sparse
and highly disconnected. Hence, the graphs remaining after
partitioning and kernelisation are very small. This is not
surprising, since one would not expect a large number of tuples
to violate a key in the same way. This highlights the benefit
of using uncertainty information for data cleaning. Indeed, for
conflicts between 2 tuples the choice which tuple to keep is
arbitrary in the classic approach.

The conflict graph structure also explains why the minimal
p-VC are robust under different orders: with very small graphs
there is a very small chance of having a structure with a degree
trade-off similar to that in Example 1.

To compare the computational difficulty of classic and
p-vertex covers we computed p-vertex cover over random
graphs. Computation times for varying graph size (mean
degree of 4) and density (on 100 vertices) are shown in
Figure 6, for different values of k. Graphs were constructed
uniformly at random, and for each parameter configuration
(number of edges and vertices) we constructed 100 graphs
and report median values. For p-degrees, vertex degrees were
assigned first (uniformly at random) between α1 and αk, then
edge-degrees were assigned uniformly between the minimum
degree of the adjacent vertices and αk.

In all cases, Algorithm 1 for classic vertex cover is slower

www.geneontology.org/
www.ebi.ac.uk/IPI
pfam.sanger.ac.uk/
http://rfam.sanger.ac.uk/
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Fig. 6. Computation time by size (left) and density (right)
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than Algorithm 2 for p-vertex cover by several orders of
magnitude, and performance improves with increasing values
of k. This behaviour is representative since only vertices of
a particular p-degree are considered during each iteration of
Algorithm 2. Indeed, classic vertex cover is solved on a much
smaller graph, inversely proportional to k. For k = 1, the
classical vertex cover algorithm is identical to Algorithm 2.

For conflict graphs of real-world datasets, running times are
much lower than for random graphs of the same size. This is
primarily due to the high disconnectedness of conflict graphs.
Together with the problem simplification resulting from p-
degrees, solving p-vertex cover should therefore not become a
bottleneck. Table 1 confirms this on the data sets considered.

8 LIMITATIONS AND DELIMITATIONS

The classical approach of cleaning data by minimizing repairs
[2] has a number of limitations though, and many of them
carry over to our work. We discuss these next.

As the running time of Algorithm 2 is exponential in the
worst case, there will be some datasets where it runs out of
time. While our experiments suggest that this should occur
very rarely, the data sets examined are of limited size (up to 5
million rows), and constraints mined will inevitably be dirty
as well, which may affect the topology of derived conflict
graphs. To deal with this, fast but inexact algorithms for the
minimal vertex cover problem, such as [49], could be adapted
for possibilistic vertex cover. This should allow us to deal with
conflict graphs of arbitrary size and topology, though at the
expense of potentially reduced accuracy.

Additionally, there is a chance that correct tuples instead of
those containing errors get downgraded to resolve conflicts.
This can happen for multiple reasons:
(1) Insufficient information about which tuple is more likely

to be correct causes one to be picked arbitrarily, or
(2) multiple incorrect tuples agree with each other, or
(3) undue trust in the form of a high p-degree is placed on

tuples containing errors (possibilistic cleaning only).
We expect (1) to be the most common source of such errors by
far – as shown in Table 1, the majority of conflicts involved
only 2 or 3 tuples, all disagreeing with each other. In such
cases, the principle of minimal repairs alone offers no guidance
on which tuple to keep. Here the use of p-degrees can help

us resolve this stalemate, with the caveat that p-degrees must
be chosen carefully lest it be resolved wrongly. In any case,
downgrading a tuple’s p-degree instead of deleting it outright
can make it easier to access the original data in case of errors.
For non-possibilistic cleaning the same could be achieved by
simply marking tuples as deleted, which can be seen as an
ad-hoc possibilistic model with k = 2.

Finally, to apply our approach to real-world datasets, we
require tuples and constraints to be annotated with mean-
ingful p-degrees and c-degrees, respectively. For constraints
we already discussed a mining-based approach, which would
need to be complemented by manual revision to ensure the
mined constraints are sensible. We imagine that possibilistic
information for tuples can be derived in many different ways,
depending on the application context (e.g. strength of readings
for sensor-based data, or currency of contact information).
One scenario where we would expect our approach to be
particularly appropriate is data integration. Here p-degrees
could be assigned based on a tuple’s provenance, which should
be highly effective in resolving conflicts, assuming these are
more likely to occur between tuples from different sources.

9 CONCLUSION AND FUTURE WORK
We have presented a novel and well-founded approach to
qualitative cleaning of uncertain data by eliminating conflicts
detected as constraint violations. By incorporating uncertainty
information we 1) achieve better results in terms of identifying
the correct tuples to clean, and 2) reduce loss of information.
Our framework leads to a p-vertex cover problem which is NP-
hard, but for which we developed a fixed parameter tractable
algorithm. Even though more complex than the classical vertex
cover problem, it appears to be easier to solve, as shown by
our experiments. Thus our framework outperforms classical
data cleaning in terms of result quality and speed, assuming
uncertainty information is available. Where constraints are
unknown, we employ an approach for mining them.

Consistent query answering only returns certain answers.
As a natural next step, an investigation of consistent query
answering over possibilistic data could assign different degrees
of certainty with query answers. In addition, mining relaxed
notions of functional or differential dependencies would make
it possible to expose deeper conflicts in relational data that
can be resolved by our cleaning framework.
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[1] H. Köhler and S. Link, “Qualitative cleaning of uncertain data,” in
CIKM. ACM, 2016, pp. 2269–2274.

[2] M. Arenas, L. E. Bertossi, and J. Chomicki, “Consistent query answers
in inconsistent databases,” in SIGMOD, 1999, pp. 68–79.

[3] S. Kolahi and L. V. S. Lakshmanan, “On approximating optimum repairs
for functional dependency violations,” in ICDT. ACM, 2009, pp. 53–62.

[4] E. Livshits, B. Kimelfeld, and S. Roy, “Computing optimal repairs for
functional dependencies,” ACM Trans. Database Syst., vol. 45, no. 1,
pp. 4:1–4:46, 2020.

[5] S. Song and L. Chen, “Differential dependencies: Reasoning and dis-
covery,” ACM Trans. Database Syst., vol. 36, no. 3, p. 16, 2011.

[6] B. Saha and D. Srivastava, “Data quality: The other face of big data,”
in ICDE, 2014, pp. 1294–1297.

[7] R. Cheng, J. Chen, and X. Xie, “Cleaning uncertain data with quality
guarantees,” PVLDB, vol. 1, no. 1, pp. 722–735, 2008.

[8] F. Chiang and R. J. Miller, “A unified model for data and constraint
repair,” in ICDE, 2011, pp. 446–457.

[9] D. Miao, X. Liu, and J. Li, “Sampling query feedback restricted repairs
of functional dependency violations: Complexity and algorithm,” in
COCOON. Springer, 2014, pp. 37–48.

[10] L. Mo, R. Cheng, X. Li, D. W. Cheung, and X. S. Yang, “Cleaning
uncertain data for top-k queries,” in ICDE, 2013, pp. 134–145.

[11] M. Volkovs, F. Chiang, J. Szlichta, and R. J. Miller, “Continuous data
cleaning,” in ICDE, 2014, pp. 244–255.

[12] J. Wang and N. Tang, “Towards dependable data repairing with fixing
rules,” in SIGMOD, 2014, pp. 457–468.

[13] O. Pivert and H. Prade, “Handling dirty databases: From user warning
to data cleaning - towards an interactive approach,” in SUM. Springer,
2010, pp. 292–305.

[14] N. Prokoshyna, J. Szlichta, F. Chiang, R. J. Miller, and D. Srivastava,
“Combining quantitative and logical data cleaning,” PVLDB, vol. 9,
no. 4, pp. 300–311, 2015.

[15] H. Wang, M. Li, Y. Bu, J. Li, H. Gao, and J. Zhang, “Cleanix: A big
data cleaning parfait,” in CIKM. ACM, 2014, pp. 2024–2026.

[16] J. Barateiro and H. Galhardas, “A survey of data quality tools,”
Datenbank-Spektrum, vol. 14, pp. 15–21, 2005.

[17] V. Ganti and A. D. Sarma, Data Cleaning: A Practical Perspective,
ser. Synthesis Lectures on Data Management. Morgan & Claypool
Publishers, 2013.

[18] E. Rahm and H. H. Do, “Data cleaning: Problems and current ap-
proaches,” IEEE Data Eng. Bull., vol. 23, no. 4, pp. 3–13, 2000.

[19] M. Scannapieco, P. Missier, and C. Batini, “Data quality at a glance,”
Datenbank-Spektrum, vol. 14, pp. 6–14, 2005.

[20] P. Domingos and D. Lowd, Markov Logic: An Interface Layer for
Artificial Intelligence, ser. Synthesis Lectures on Artificial Intelligence
and Machine Learning. Morgan & Claypool Publishers, 2009.
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