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ABSTRACT

The ability of artificially intelligent agents to continuously integrate new knowledge while

preserving existing knowledge is an open challenge in artificial intelligence. This is mostly

due to the drastic forgetting of existing knowledge when new knowledge is gained, a

phenomenon known as catastrophic forgetting. Initial approaches focussed on scenarios

where additional information about the given task is available at test time. Recently,

there have been attempts to solve this problem in the more challenging class-incremental

setting, where the agent must be able to predict out of all the classes seen without any

information about the task. Class-incremental problems are considered difficult to solve

without access to stored subset of samples from old classes. For this reason, existing

algorithms usually rely on the availability of such samples. For practical applications,

it is not always feasible to store all the samples from all seen classes. Therefore, it is

important to carefully pick those samples that mitigate catastrophic forgetting the most.

In this research, we focus on a class-incremental learning problem in image recognition.

Although plain random selection strategy has been shown to pick samples that are effective

in mitigating catastrophic forgetting, it is not clear if this strategy is still effective when

data consists of noisy images. Images can become noisy due to the use of computer

graphics such as in medical imaging or due to faulty sensors, low-light conditions or other

environmental factors such as in satellite and CCTV images. We propose our algorithm,

classifier outputs for the ranking of examples - high (CORE-high) which provides great

improvements over random selection when pixel noise is present in the training images.

Next, we address the problem of multi-class imbalance in the context of class-incremental

learning in image recognition. This occurs because the training set consists of many sam-

ples from new classes and comparatively lower number of samples from old classes. As

a result, the network is biased towards new classes, which contributes to catastrophic
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forgetting. To alleviate the bias from the imbalanced dataset, we train an auxiliary net-

work using equal number of samples from both old and new classes while freezing the

feature extraction network. The feature extractor and the auxiliary network are used to

make predictions on unseen data. Our method, bias correction using auxiliary network

(BiC-AN) achieves a superior performance when compared with IL2M, a state-of-the-art

bias correction method. The results are promising with minimal computational costs.

Furthermore, BiC-AN is flexible and can be combined with existing class-incremental

algorithms.
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Chapter 1

Introduction

Incremental Learning (IL) focuses on the development of artificially intelligent agents

that can continuously update their knowledge when presented with new tasks containing

new data, while also maintaining the existing knowledge gained from previous tasks [1]–

[3]. Over the years, the terms continual learning [4]–[7], lifelong learning [8]–[11] and

incremental learning [3], [12]–[15] have been used to describe such a learning paradigm.

In a typical IL scenario, an agent is trained on a sequence of tasks. Each task represents

data from a certain distribution. At any given point in time, only the data from the

current task at hand are available. Once training is complete on a given task, the agent

should be able to make correct predictions not only on the most recently learned task,

but on all the tasks it has encountered. In contrast, the non-incremental learning (also

referred to as joint or offline training) paradigm requires all data to be available as a single

task. The objective in the latter case is to maximise the number of correct predictions on

this (single) task.

Many real world applications can benefit from an agent that is able to integrate knowl-

edge in an incremental fashion. For example, a face recognition algorithm will be able

to recognise new faces when the training data containing new face images becomes avail-

able, without forgetting the old ones [16]. In medicine, data from patients, such as the

symptoms, diagnoses and treatment outcomes can be continuously integrated into the

knowledge of the agent as they arrive which can facilitate the clinician to make decisions
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for new patients [17] . In robotics, the agent needs to incrementally learn a new set of

skills and add them to its repertoire in order to interact and adapt to the dynamic exter-

nal environment [18]. Recommendation and anomaly detection systems can learn from

the continuously evolving data from the internet and digital devices in order to identify

the changing patterns and improve the services offered [19], [20].

Current Deep Neural Networks (DNNs) are able to achieve a high performance in

terms of correct predictions in the non-incremental scenario on a wide variety of Arti-

ficial Intelligence (AI) related tasks, including image recognition and Natural Language

Processing (NLP) [21], [22]. However, when the same volume of data is presented as a

sequence of tasks using an IL approach, their performance, i.e., the number of correct

predictions on tasks encountered so far degrades significantly in comparison to the non-

incremental setting [23]. Consequently, IL remains a big challenge for today’s DNNs [3],

[6], [24].

In the context of our research, a task represents a specific data distribution for a clas-

sification problem in image recognition in a supervised learning environment. Each task

consists of a new group of classes. The agent uses a combination a Convolutional Neu-

ral Network (CNN) and a classification network (fully connected neural network) as the

model to learn from the input images [25]. The naïve approach to an image recognition

problem when presented as a sequence of tasks is to re-train the model on the new task by

updating the parameters that were calibrated for the previous task [26]. This approach is

also called fine-tuning [27]. Its main drawback is that once the parameters of the model

are calibrated to the new task, the model’s performance on old tasks drops drastically.

This is a well-known phenomenon in DNNs and is known as catastrophic forgetting

[24], [28]–[30]. The objective of an IL algorithm is to avoid catastrophic forgetting while

also maintaining the ability of the model to adapt to new tasks. In the deep learning liter-

ature, such an objective has been studied from the perspective of the stability-plasticity

dilemma [31]. Stability refers to the agent’s ability to retain existing knowledge (and
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therefore avoiding catastrophic forgetting) while plasticity refers to its ability to integrate

new knowledge gained from new tasks [23]. When an agent is unable to incorporate new

knowledge, i.e., when there is lack of plasticity, such a phenomenon has been defined as

intransigence [32]. As such, minimising both catastrophic forgetting and intransigence

is the biggest challenge faced by an artificially intelligent agent when data is presented in

an incremental fashion. But this is in stark contrast to biological beings such as humans

who thrive in dynamic environments, constantly integrating new knowledge with old ones

[30], where existing knowledge from one task can even foster incorporating new knowledge

from another task [10].

Catastrophic forgetting is a major problem in an incremental learning setting but not

in joint learning [24]. This is because the DNNs, which are used for classification are

parametric models which assume that the data is independent and identically distributed

(i.i.d.) [33]. Since a task represents a specific distribution, the i.i.d. condition is not met

as this new task now represents a different distribution. During joint training, data is

first shuffled before it is passed to the model in order to simulate the i.i.d. condition [48].

Shuffling contributes to making the joint dataset i.i.d. as we assume that data is already

i.i.d. within each task (specified in Section 2.1) in the context of our research.

Ven and Tolias [7] categorise the different IL approaches into three types based on the

requirement to be satisfied at test time. These are Task-Incremental Learning (Task-IL),

Domain-Incremental Learning (Domain-IL) and Class-Incremental Learning (Class-IL).

Figure 1.1 shows an example of the three approaches on MNIST dataset [35] which is

split into 5 tasks of 2 classes each. In Task-IL, the model is provided with the task ID

at test time for each instance. This is the easiest scenario of the three as the model

can now be trained with task-specific components. For example, the output layer can be

made task specific while the rest of the network can be shared among all tasks. At test

time, since a task ID is provided, the output layer associated with the given task can be

substituted. This is also called a multi-headed architecture which is common in Task-IL.
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of Classes

0,2,4,6,8 1,3,5,7,9 0,1,2,3,4,5,6,7,8,9

Task-ID

Evaluation 

Task-ID Task-ID

Figure 1.1: An example of the three types of incremental learning approaches on split
MNIST dataset [35]. In Task-IL, the task ID is available during evaluation. For example,
given task ID of 5, the model needs to classify the image as one of class 8 or 9. In Domain-
IL, the task ID is not provided but the model only needs to predict if the image belongs
to the first set of classes {0,2,4,6,8} or the second {1,3,5,7,9}. In Class-IL, the task ID is
not provided and the model needs classify the image into one of all seen classes {0,1,..,9}.
Note that Class-IL is the most difficult problem to solve out of the three. This figure
depicts the same IL scenario examples on split MNIST as those originally presented by
Ven and Tolias [7].

Moreover, since the task ID is available, the number of possible choices for prediction is

greatly reduced. In the split MNIST example in Figure 1.1, if task ID of 5 is provided,

then there are only two class choices - {8,9} for the model to classify a given sample into.

In Domain-IL, the model is not provided with the task ID at test time. Typically this

scenario requires each task to have the same number of classes. The model only needs

to infer which class it is without inferring the task associated with the class. In our split

MNIST example, the model only needs to predict if the image belongs to one of the first

set of classes {0,2,4,6,8} or the second {1,3,5,7,9}. In Class-IL task ID is not available at

test time and the model needs to infer both the task ID as well as the class associated

with that task. In other words, the model needs to classify among all the classes from all
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the tasks seen so far. In case of our split MNIST example where training on Task 5 has

been completed, when classifying an unseen image, the choice ranges from 0 to 9, a total

of 10 options.

Scope

In our research, we focus on Class-IL problems only. As stated by Ven and Tolias [7], they

are the most challenging of the three IL scenarios and also closely resemble real world

problems the most as they do not assume the availability of task ID at test time. We

limit our study to image classification in a supervised setting using deep convolutional

neural networks. Although most of the works in IL were initially focussed around Task-IL,

Class-IL has gained a lot of traction in recent layers. Most notably, Class-IL approach was

first introduced by Rebuffi et al. [3] with their benchmark algorithm iCaRL in 2017. Since

then, several algorithms such as EEIL [36], LUCIR [13], BiC [14], PODNeT [37], IL2M

[38] have been proposed that take inspiration from iCaRL and provide improvements over

it. In spite of this, Class-IL has remained a largely unsolved problem [26], [39] and is

therefore the main area of our research.

1.1 Motivation

Current deep learning approaches can achieve impressive performance in visual recognition

when the models are trained specifically for a given task [40]. The model can only classify

certain object categories on which it has been trained. If the model is trained on data

from new objects whose distribution is different from the data distribution of old objects,

it fails to recognise the old objects due to catastrophic forgetting. Not only is this wasteful

of computational resources, but this is significantly different from natural vision systems

which are inherently incremental [14]. For example, if a child has learned to recognise a dog

and they are now taught to recognise a cat, they do not typically forget how to recognise
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the dog. In fact, humans have an astonishing ability to adapt to dynamic environments

by acquiring new knowledge and skills, improving upon them based on new experiences

and transferring them across different domains [11]. Although humans gradually forget

old information, a drastic loss of previous knowledge such as in catastrophic forgetting is

rare [30].

Incremental learning has received tremendous surge of attention recently due to its

implication in autonomous systems and robots [41], [42]. Sünderhauf et al. [43] state that

learning, embodiment and reasoning are the three main types of challenges for robotics

[43]. Incremental learning provides solution to at least the learning part as postulated by

Lesort et al. [18].

In medical science, where the nature of tasks is heterogeneous, complex and dynamic,

Lee and Lee [17] observe that the use of many machine learning systems has been limited

due to catastrophic forgetting. Here, the stakes are high as the decisions directly impact

the health of the patient. The authors identify three key areas where IL models can be

implemented: diagnostic testing, predictive analytics and clinical decision making. By

continuously updating the model using human labelled data as they become available,

the system can be integrated into the clinical care pathway once the model performance

is on par with or surpasses those of human experts.

An IL problem trivially reduces to a non-incremental one if all the data from all the

tasks encountered by the agent are stored and made available to the agent when training

on a new task. But this approach makes two assumptions which are not always feasible for

real world applications. Firstly, it assumes that there is enough storage available to retain

all the data from all tasks encountered by the agent. Secondly, the computational power

required to train on all the data is much greater in comparison with the computation

power required to train on only the data from a single task. As the agent encounters a

large number of tasks, the difficulty of storage, computational power and time needed to

process all the data can become unmanageable for practical applications. Furthermore,
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government regulations, copyright and privacy issues could make long-term storage of

data unlawful and unauthorised [39], [44]. Incremental learning can provide solutions

where storage, data privacy and high infrastructure requirements are of a concern.

1.2 Research Questions

It is common for Class-IL algorithms such as iCaRL [3] and IL2M [38] to store a subset of

data from each task. When training on a new task, the stored data are shuffled with data

from newer tasks as a way to counter catastrophic forgetting. However, as mentioned in

the previous section, data storage comes not only with infrastructure requirements, but

also with security, privacy and legal concerns. In order to maximise the benefits from

stored subset of data, it is intuitive that we strategically pick those samples that are

going to be the most informative of their class. Finding the most informative samples has

been the subject of several lines of research including curriculum learning [45], self-paced

learning [46] and meta-learning [47]. Most of these works are based in a non-incremental

environment. In comparison, much less has been studied about sample selection in the

context of incremental learning [48].

Currently, herding [3], [49] or uniform random selection are commonly used by Class-

IL algorithms as they have been shown to outperform various other methods for Class-

IL problems [39], [44] in terms of coping with catastrophic forgetting. However, these

methods have been mostly implemented on benchmark datasets with clean images [3],

[14], [32], [36], [38]. It is not clear how effective these algorithms are when the images

contain random noise in their pixels. An image becomes noisy due to the unwanted

change in pixel values that are not part of the original scene content [50]. These are

random signals that reduce the quality of the image [51]. Images can become noisy

during capture, transmission and processing steps [52]. For example, images obtained

from satellites can be noisy due to a defective sensor, and when taken in the presence of
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haze or cloud [53]. In medical imaging, the use of computer graphics during Computerised

Tomography (CT Imaging) adds random values to image pixels rendering them noisy [54].

The use of such images in training a machine learning model can significantly lower the

prediction accuracy of the model [55]. It is intuitive that the noisy image samples that

are reserved in the memory will also adversely affect the model predictions in Class-IL.

Currently, there is a lack of study on how well these methods are suited when the input

images are noisy.

Another major challenge for Class-IL algorithms in general is that training takes place

in an unbalanced environment, since all the training data from the current task are avail-

able whereas none or only a subset of data from the previous tasks are available. Such a

problem is akin to multi-class imbalanced learning, which is still largely unsolved [25]. As

a consequence, the network predictions are largely biased towards the new classes [38].

Based on the knowledge gaps discussed above, we set out to answer the following

questions in this research:

• When incrementally training a model on images containing random noise in their

pixel values, is there an alternative method that help avoid catastrophic forgetting

better than random or herding sample selection methods?

• Given the inherent imbalanced scenario in a Class-IL problem, can we alleviate the

bias against the old classes without storing all the data from those classes? Prefer-

ably, such a method can be implemented post-training so that the main training step

and bias correction step are de-coupled. This would allow the method to integrate

into various existing Class-IL algorithms.

1.3 Objectives

In order to address the questions mentioned in the previous section, our research is aimed

at the following:
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• To develop a sample selection algorithm that picks samples that help avoid catas-

trophic forgetting better than existing sample selection methods, when the images

contain random pixel noise, in the context of Class-IL.

• To develop a method that can alleviate the bias towards new classes in a Class-

IL environment where only a subset of data from old classes are available. The

computational and storage costs for this step should be low in comparison to the

training of the main dataset.

1.4 Contributions

The main contributions of our work are:

• A novel sample selection algorithm, classifier outputs for ranking of examples - high

(CORE-high), that is able to better mitigate catastrophic forgetting compared to

existing sampling methods when the training images contain noisy pixels. This is

useful for replay based methods. We refer to the replay method that uses CORE-

high for sample selection as enhanced replay. We test against Gaussian noise in this

research as it is one of the most common types of noise that affects digital images

[50].

• An algorithm that addresses the more common problem of bias towards new classes

in a Class-IL setting. It uses an auxiliary network that is trained separately from

the main network. We call this bias correction using auxiliary network (BiC-AN).

The auxiliary network has a much simpler architecture in comparison to the main

network. The number of parameters and the training time of this network is negli-

gible compared to the time it takes to train the main network, making it a practical

option that can be incorporated into other Class-IL methods.
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1.5 Structure of This Thesis

This thesis is divided into the following chapters:

• Chapter 2 formally introduces the Class-IL problem and reviews existing works that

address the problem of catastrophic forgetting in neural networks.

• Chapter 3 introduces our method, classifier outputs for ranking of examples - high

(CORE-high), a sample selection algorithm designed for images that have random

noise in their pixel values. This chapter also provides details of the experiments and

the results observed which we use to validate our method.

• Chapter 4 introduces our method, bias correction using auxiliary network (BiC-AN)

that is able to address the more common issue of class imbalance, a major contrib-

utor to catastrophic forgetting in Class-IL problems. This chapter also describes

experiments and results which we use to validate our novel method.

• Chapter 5 concludes this thesis with a brief summary of the main findings of our

work and directions for future research.
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Chapter 2

Background

In this chapter, we provide a background to Class-IL problems in the context of image

classification and review related works in this area. Section 2.1 specifies the nature of

Class-IL problems considered in this thesis. Section 2.2 formally describes the Class-

IL problem. Section 2.3 discusses the causes of catastrophic forgetting in a Class-IL

environment. Section 2.4 reviews the related work from the perspective of addressing

catastrophic forgetting.

2.1 Class-Incremental Problem Setting

We start with the viewpoint of a Class-IL problem as first studied by Rebuffi et al. [3]

in image recognition. A Class-IL learner, when used in real-world object categorisation,

should be able to incrementally learn new classes, as training data from those classes

become available. When new classes are introduced, the distribution of training data

changes. This is called a domain shift [56] or a distributional shift [18]. We use the

concept of task-based Class-IL as defined by Ven et al. [57] where the model is given a

sequence of distinct tasks such that each task contains a subset of classes that are disjoint

from classes of other tasks and all the data from a single task are available as a batch. We

do not consider the scenario where a task contains a single class only. As mentioned by

Masana et al. [39], a task containing more than a single class is the most typical Class-IL
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scenario studied in the Class-IL literature.

Training of the model is performed as a sequence of delineated sessions in a supervised

setting. In each training session, the model has access to data from the current task only.

Optionally, a small amount of memory can be allocated to store past data as exemplars.

In each training session, the model can access training data from the current task, and

from the memory buffer, multiple times. Knowledge gained from previous tasks may

influence performance on a newer task. This phenomenon is called forward transfer [58].

Similarly, knowledge gained from a newer task could influence the performance on older

tasks. This is also known as backward transfer [58]. While different interpretations

of Class-IL have been introduced in the continual learning literature, based on the work

of Rebuffi et al. [3], Masana et al. [39] and Belouadah et al. [44], we consider Class-IL

algorithms that meet the following criteria:

• Lack of task specific information during evaluation: After training on a task

t, the model should be able to classify test images from all seen tasks up to and

including t without access to information about the task ID of the test image. For

example, the model cannot use a multi-headed output layer [7] or any such task-

specific architecture when making the prediction.

• Fixed backbone size: Learning from new tasks should not induce growth of the

convolutional neural network backbone. To put it simply, we only consider methods

that increase the number of parameters of the output layer but not of the earlier

layers.

• Task-based learning: Within a single task, we assume the data is i.i.d. and all of

the data are available at once. The model can process the data multiple times before

switching to the new task. This is different from streaming learning where the agent

is only allowed a single pass over a data point. Apart from a few exceptions in the

fixed-representation based methods [44], we do not consider methods that are based
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on streaming learning.

• Tabula rasa: The model can be trained from scratch, i.e., it does not require pre-

training on large labelled datasets. Although pre-training can improve the model

performance [59], we are more interested in comparing the different methods. Elim-

inating the influence of knowledge gained from pre-trained datasets allows us to

focus more on the main working mechanism of the method.

2.2 Problem Formalisation

A Class-IL problem T consists of a sequence of N tasks:

T = (t1, t2, . . . , tN )

Each task t ∈ T is a tuple which contains a set of classes Ct and dataset Dt:

t = (Ct,Dt)

Let nt denote the number of unique classes and mt denote the number of unique instances,

also called data points or examples in t such that

Ct = {c1, c2, . . . , cnt} and

Dt = {d1,d2, . . . ,dmt}

The set of classes on which the model has been trained prior to starting training on task

t, is given by:

Ct
old =

t−1⋃
i=1

Ci

While training on task t, the model encounters new classes Ct
new such that Ct

new∩Ct
old = ϕ.

In other words, there is no overlap between the old and new set of classes. Depending on
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the availability of replay memory which consists of a subset of samples from Ct
old, the set

of classes on which training takes place at task t is given by:

Ct =


Ct

old∪Ct
new if replay memory is available

Ct
new otherwise

We denote the set of all classes encountered by the model after completion of training on

task t by Ct
seen such that:

Ct
seen = Ct

old∪Ct
new

=
t⋃

i=1
Ci

In other words, Ct
seen is the set of all classes seen up to and including those at task t. The

set of all classes from all tasks of T or the set of classes seen after training on the final

task is given by:

CT =
N⋃

i=1
Ci

Let Dt
new represent the dataset uniquely from task t, i.e., excluding the data available

from replay memory. Let Kt
old denote the fixed subset of samples from old classes Ct

old that

are available for training in t. These samples are termed as exemplars in the Class-IL

literature [3]. We have,

Kt
old = {Kc | c ∈ Ct

old} (2.1)

It follows that Kt
old = ϕ when samples of previous classes are not available due to the

absence of replay memory or if the current task is the very first task in the sequence.

The allocated memory size for each class is denoted by Kper. The memory size represents

the number of samples from a class that can be stored. For example, a memory size of

10 indicates that 10 samples from each of the old classes can be stored into the memory

buffer. We only consider the scenario where an equal amount of memory is allocated for
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each old class as this is the most common approach in IL research [3], [14], [36], [37].

Let |K| denote the total memory size in terms of the number of exemplars, allocated

collectively for all classes from all tasks.

When replay is used, the dataset available for training at t consists of both the new

dataset and the set of exemplars, i.e.,

Dt = {Dt
new ∪Kt

old} (2.2)

Let d denote an arbitrary instance from Dt
new or Kt

old. Here, d is a tuple of the input

vector x and target vector y, i.e., d = (x,y). The target vector contains ground-truth

values for x and is represented as a one-hot vector such that y ∈ {0,1}|Ct
seen|. When all

the classes from all the tasks in T are known, y ∈ {0,1}M where M represents the total

number of classes. The ground-truth scalar value y, called the label of x is the index

corresponding to the maximum value in y:

y = argmax(y) (2.3)

IL algorithms in image recognition are usually implemented using a deep Convolutional

Neural Network (CNN) [60] as a backbone, also called a feature extractor denoted by

Ψ. A separate classification layer Φ is used as the head of the network. We indicate the

set of weights for Ψ and Φ by V and W respectively. The backbone Ψ takes an image

x as input and outputs a z-dimensional vector as features of x, i.e., Ψ(x;V ) ∈Rz. The

classifier Φ takes the output of Ψ(x;V ) and outputs numerical values or scores, also called

logits and denoted by lx, of dimension |y|, i.e.,

Ψ(.;V ) : x 7→ Rz

Φ(.;W ) : Ψ(x;V ) 7→ R|y|
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We denote the full network including the feature extractor Ψ and classifier Φ by Θ and

the combined set of weights from Ψ and Φ by ω. Since the logits vector lx is the output

of the network, we have,

lx = Φ(Ψ(x;V );W )

= Θ(x;ω)

We use Ψt,Φt and Θt to denote the state of Ψ, Φ and Θ after training on task t. We

also denote the state of their corresponding weights as V t, W t and ωt after training on

task t. The vector lx is composed of individual output values (scalars) and is of size |y|:,

lx = (lx1 , lx2 , . . . , lx|y|) ∈ R|y| (2.4)

A softmax function σ is applied to the logits lx to obtain the network predictions as

probabilities ŷ which is typically the case in end-to-end CNNs [61], i.e.,

ŷ = σ(lx)

= exp(lx)∑|lx|
i=1 exp(lxi )

(2.5)

Most Class-IL algorithms use a cross-entropy loss for training using backpropagation

as is common in classification problems. Cross-entropy loss is computed during each task

for all old and new classes. The formula for calculating cross-entropy loss of the full

network is as follows:

Lce(x,y;ω) =
|y|∑
i=1

yi log ŷi (2.6)

During evaluation, the parameters V and W are frozen and no backpropagation occurs.

16



The classification label ŷ is given by the index of the maximum value of ŷ or lx:

ŷ = argmax(ŷ)≡ argmax(lx) (2.7)

In networks that are not end-to-end, the classifier Φ is replaced by an external network.

For example, iCaRL [3] uses Nearest-Class-Mean (NCM) to classify an instance. DeeSIL

[62] uses a series of linear Support Vector Machines (SVMs) for classification.

2.3 Causes of Catastrophic Forgetting

As stated in Chapter 1, the straightforward approach of fine-tuning the network to new

tasks leads to catastrophic forgetting [30]. This is the main reason why IL, and in particu-

lar Class-IL is very challenging [26]. Most of the works in Class-IL literature are centered

around preventing catastrophic forgetting. In this section, we discuss the causes of this

phenomenon.

• Parameter drift: The shift in weights and bias parameters is the main cause of

catastrophic forgetting in neural networks [30]. When a network is fine-tuned on

a task, it has found a point in the parameter space, for which it can recognise the

patterns in the data distribution from that task. When a new task is introduced, a

new mapping needs to be learned and the parameter vectors drift to a new solution

point in the weight space. Furthermore, there exist weight cliffs in the parame-

ter space where even a small change to the initial weights could drastically affect

performance of the network [30], [63].

• Activation drift: Changes in the parameter vectors causes a direct change in the

activation of the network units which results in the change in the network output.

However, it is easier to focus on preventing activation shift rather than parameter

shift since the individual parameters are free to change as long as the activation is
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minimally affected [39].

The above two causes of catastrophic forgetting have been extensively studied in the

Task-IL literature. The regularization based methods in Task-IL settings prevent change

of important parameters (e.g., [5], [24], [32], [64]–[66]) or change of activations (e.g., [67],

[68]). In Class-IL setting there are two additional factors that contribute to catastrophic

forgetting:

• Lack of task-specific information: Since the network is not provided with the

task ID of the instance at test time, the network itself needs to infer this information.

The network needs to distinguish not only among the classes of a given task but of

all tasks seen. The network may fail to correctly recognise the task associated with

the given input. The task specific features are not used when training and such

information is not available when making predictions on unseen data.

• Class imbalance: Since the number of samples from the new classes in the current

task Dt
new exceeds the number of exemplars from past classes Kt

old, Class-IL prob-

lem can be viewed as an imbalanced learning problem where the network is biased

towards the new classes simply because it is trained with more samples from the

new classes.

2.4 Related Work

In order to counter the challenges mentioned in Section 2.3, several strategies have been

proposed in the Class-IL setting. Depending on the architecture of the network and na-

ture of parameter updates, we classify the state-of-the-art Class-IL methods into fixed

representation (FR) based, fine-tuning (FT) based and model-growth based strate-

gies. In this literature review, we do not consider model growth based methods as they

violate the “fixed backbone size” constraint as mentioned in Section 2.1 earlier. Table 2.1

summarises the characteristics of the Class-IL methods reviewed in this chapter.
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2.4.1 Fixed-Representation (FR) Based Methods

Fixed-Representation (FR) methods are less prevalent in the incremental learning litera-

ture than fine-tuning based methods and are mainly inspired by transfer-learning. These

methods are based on the premise that the filters learned by the CNNs across a large se-

lection of natural datasets are transferable [69]. They do not update the feature extractor

CNNs and only update the classification layer, i.e., they do not update the Ψ(.;V ) but

only update the Φ(.;W ). Since they rely on a fixed representation of the features, the

classifier weights learned initially with all past data can be reused. The feature repre-

sentation and the classifier weights corresponding to the classes in the previous tasks are

fixed. The fixed representations are usually the activations of the last hidden layer. For

subsequent tasks, only Φ is trained and therefore only the weights W are updated.

A standard implementation of these methods such as Residual Adapters [70] and

DeesSIL [62] only adds and updates the weights needed for the new classes. A more

advanced implementation such as FearNet [71] can include additional mechanisms such

as the use of a generative model to mitigate forgetting of past classes. Belouadah and

Popescu [62] note that FR methods have a low dependency on exemplars as they rely

heavily on the class weights when they are first learned which can be used for training

of new classes. Usually, the accuracy of FR based methods is lower than that of fine-

tuning based methods because the performance depends on the initial representation by

the backbone CNN model. The performance can be greatly enhanced if the CNN Ψ is

pre-trained on a large dataset, but such an assumption violates the constraint “Tabula

rasa” stated in Section 2.1.

Plasticity is limited in FR based methods since the representations once learned are

fixed. A significant domain shift results in a significant drop in performance as the knowl-

edge gained during the learning of initial deep representation is less transferable [72].

Although there is less latency in updating the model and these algorithms can scale up to
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a large number of tasks/classes while maintaining constant model size, the initial represen-

tation can act as a bottleneck. Since FR methods are much less common than fine-tuning

methods in the Class-IL research, we only discuss FR methods briefly in our review.

ExStream [73] is a streaming learning method that uses exemplars to build prototype

buffers for each class. If the memory is full, the most similar exemplars are merged. Using

Stochastic Gradient Descent (SGD), the entire memory is used to train the fully connected

layers Φ(.;W ) of the network. Here, the order of data stream matters since it decides

how the prototypes are stored.

Deep-SLDA [74] is based on incremental Linear Discriminant Analysis (LDA) [75].

It stores one mean vector per class with an associated counter and a covariance matrix.

When a new instance arrives, the mean vector, the counter and the covariance matrix are

updated. When making a prediction, the label closest to the Gaussian computed by the

running class mean vector and the covariance matrix is selected.

Deep-shallow Incremental Learning (DeeSIL) [62] uses a CNN to learn the first

batch of classes for learning the representations and a battery of linear Support Vector

Machines (SVMs) as the classifier to incrementally learn new classes.

Replay using Memory Indexing (REMIND) [76] is a streaming learning algo-

rithm based on hippocampal indexing theory that uses tensor quantization [77] to create

compressed intermediate vector representations of the image. The compressed images, as

tensors, are quantized using product quantization algorithm and stored in memory for

replay. These representations are much more compact than raw images. For example,

all of the ILSVRC2012 images (> 1 million images) can be compressed in the memory

required to store 20,000 raw images. The stored tensors are re-reconstructed, mixed with

the current sample and the classifier part of the network is updated.
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2.4.2 Fine-Tuning (FT) Based Methods

Fine-tuning (FT) based methods update the CNN backbone model Ψ(.;V ) as well as the

classifier Φ(.;W ) model. Just like in FR, the number of network parameters change only

marginally, with the new parameters added only in the classification layer. Penalising the

distillation loss [78] in addition to the cross-entropy loss Lce is commonly the approach

used by these methods in order to mitigate catastrophic forgetting.

Fine-tuning based methods rely heavily on a subset of data from previous tasks as

exemplars to improve stability. Since the backbone of the model needs to be updated,

these methods typically take longer to train than FR based methods. The bounded

memory is a bottleneck for scalability, since with new classes added, the amount of memory

available for existing classes decreases. The performance of these methods is much better

than FR methods when the domain shift among tasks is high [44]. FT based methods

can be futher categorised into regularization approaches, replay approaches and bias

correction approaches [39].

2.4.2.1 Regularisation Methods

Regularisation methods focus on retaining existing knowledge of the network, i.e., sta-

bility, in order to overcome catastrophic forgetting. These approaches have been stud-

ied extensively in Task-IL setting where algorithms such as Elastic Weight Consolida-

tion (EWC) [24], Synaptic Intelligence (SI)[5], IMM (Incremental Moment Matching)[64],

RWalk (Riemannian Walk)[32], LwF(Learning without Forgetting) [68], MAS (Memory

Aware Synapses)[65], PackNet [79], Hard Attention Task (HAT) [66] have proven to be

very effective in combating catastrophic forgetting. Delange et al. [23] provide a survey

of such methods. But most of these methods fail drastically in Class-IL setting [39], [80].

The Learning without Forgetting (LwF) [68] method, which was introduced originally for

Task-IL problems was the first work where knowledge distillation [78] was used to trans-
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fer knowledge from the old network after training on task t−1 to the new network after

training on task t, the most recent task. Use of knowledge distillation (KD) has since been

the foundation of many Class-IL algorithms, e.g., iCaRL [3], EEIL [36], LUCIR [13], BiC

[14], PODNeT [37]. In this sub-section, we study how KD is used in neural networks and

the methods that deploy it as a regulariser for maintaining stability in Class-IL problems.

Knowledge Distillation (KD) in neural networks

Buciluǎ et al. [81] have demonstrated how knowledge from an ensemble of models can be

compressed into a single compact model. Inspired by this work, Hinton et al. [78] devel-

oped a different knowledge compression technique and showed that the compact model

which is trained to approximate a large pre-trained complex model (or an ensemble of such

models), mimics the generalised performance of such models. Large, complex models and

their ensembles require training on large datasets and consume huge computation power

which makes them difficult to deploy for practical applications. But training a smaller

model that can mimic the complex model(s) makes it highly feasible for deployment to

a large user base due to its lower latency (being a smaller model) and due to less con-

sumption of computational resources. This process of transferring knowledge from a more

complex model or an ensemble of such models into a smaller, compact model is referred

to as knowledge distillation. [78].

Let (X,Y ) represent the dataset in which the complex model (or an ensemble of such

models) have been trained. Here, X = {x1,x2 . . .xn} and Y = {y1,y2, . . . ,yn} represent

the input vector and the corresponding target one-hot vectors of the n samples on which

the model has been trained. Let Θcomplex(X) be the function that denotes the output

logits of the complex model that performs well on unseen data and ΘT (Y ) denote the

smaller compact network trained by distilling knowledge from Θcomplex(X). Here, T

indicates the temperature by which the logits are divided before applying the softmax

function. The output of the complex model after dividing its logits by T and then applying
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the softmax are called soft targets.The ground truth labels Y are called hard targets.

Higher value of T softens the probability distribution, i.e., the class probabilities lie closer

to each other. As the T value is increased, the class probabilities become more and more

uniform, revealing class similarities learned by the complex network. Let li denote the ith

logit from the output l of the model Θcomplex(X) on sample x. Then, the corresponding

soft target qi is calculated using the following equation:

qi = exp(li/T )∑|l|
j=1 exp(lj/T )

(2.8)

Note that a softmax function is a special case of Eq.2.8 when T = 1.

Hinton et al. [78] assert that ΘT (Y ) generalises much better on unseen data and

therefore on the test set than a normal model Θ which is trained using (X,Y ). For

further improvement, the authors recommend training the smaller network to optimise

both on the soft targets of the complex model as well as the hard targets from the ground

truth using a weighted loss function.

Learning without forgetting (LwF) [68] was the first attempt at optimising over

the soft and hard targets in an incremental setting in order to mitigate catastrophic

forgetting. Instead of distilling knowledge from a complex model to a smaller model,

knowledge is passed from the model Θt−1 to Θt, i.e., from the model trained at state

t−1 to the model at state t. Although originally, the authors used this method in Task-IL

scenario with multiple datasets (where each dataset constituted a task), this method can

be easily adapted to the Class-IL scenario [3], [13]. The use of distillation loss Ldistill

combined with the cross entropy loss Lce has proven to be a pioneering work and the

building block for many Class-IL methods iCaRL, [36], [14], [13], [37]. This approach does

not require instances from past classes as replay memory, although the use of memory

can significantly enhance performance [3]. If we indicate the output probabilities of the

models Θt−1 and Θt by p and q respectively, then, in LwF, the distillation loss Ldistill is

23



calculated as:

Ldistill(q,p) =−H(q′,p′) =−
|Ct−1

seen|∑
i=1

q′
i logp′

i (2.9)

where H indicates information entropy and,

q′
i = q

1/T
i∑|Ct−1

seen|
j=1 q

1/T
j

, p′
i = p

1/T
i∑|Ct−1

seen|
j=1 p

1/T
j

are the modified versions of qi and pi. T is the temperature (scaling factor). A value

of 2 is recommended by the authors. Note that this calculation soft targets is a slight

variation from the original implementation by Hinton et al. [78] which uses Eq.2.8. The

loss Ldistill is added on top of Lce to obtain the total loss to be used when computing

gradients for backpropagation for Θt model, i.e.,

Ltotal = Ldistill +Lce

It has been shown that Ldistill is effective in smaller domain shifts among tasks but

struggles when such shift are large [82]. Also, FT with exemplars has been shown to

outperform LwF [38]. While LwF remains a pioneering work in continual learning, replay

based methods are commonly used, especially for Class-IL problems.

iCaRL was the first algorithm to adapt the distillation loss Ldistill as used in LwF in

a Class-IL setting. It is the benchmark algorithm against which other Class-IL algorithms

are generally compared. For each network output l of Θt−1, a softmax function is applied

without softening the labels, i.e., T = 1 is used. Although these probabilities can be

directly used for classification, they use the nearest mean of exemplars (discussed in

Section 2.4.2.3). Similar to LwF, Ldistill and Lce are combined to compute the total loss

value:

Ltotal = Ldistill +Lce

The main distinction between iCaRL and LwF is the use of a bounded memory to replay
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data from previous tasks. We discuss about replay approaches in Section 2.4.2.2.

In Learning a Unified Classifier Incrementally via Rebalancing (LUCIR),

Hou et al. [13] use a modified distillation loss termed as less-forget constraint, which

penalises the differences in normalised features extracted by Ψt−1 and Ψt:

Ldistill = 1−
〈 Ψt−1(x)
∥Ψt−1(x)∥2

,
Ψt(x)
∥Ψt(x)∥2

〉

The inner products of the L2 normalised feature vectors are used to determine the magni-

tude of difference in the features extracted by Θt−1 and Θt. The distillation loss Ldistill is

combined with the margin ranking loss for inter-task separation which is discussed under

bias-correction methods in Section 2.4.2.3.

Learning without Memorizing (LwM) [83] is inspired by the works of Komodakis

and Zagoruyko [84] using attention as the mechanism to transfer knowledge from the

parent network to the student network. In image recognition, attention is determined by

the pixels that have a significant influence on the model’s out. LwM uses Grad-CAM [85],

a technique to encode the important regions in the image for predicting the given target

class c in order to generate attention map vectors Qt−1 and Qt for the tasks t−1 and t:

Qt−1 = vector(Grad-CAM(x,ωt−1, c))

Qt = vector(Grad-CAM(x,ωt, c))

Following the recommendation by Komodakis and Zagoruyko [84], the attention map

vectors are L2 normalised when calculating the attention distillation loss LAD for the

new image x as follows:

LAD =
∥∥∥∥∥ Qt−1(x)
∥Qt−1(x)∥2

− Qt(x)
∥Qt(x)∥2

∥∥∥∥∥
1

The attention maps Qt generated from the model Θt−1 contain information about past
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classes that is used to guide the Θt model. The total loss is given by:

Ltotal = LAD +Ldistill +Lce

LwM does not require exemplars of past classes.

Global Distillation [86] aims at passing the inter-task separation knowledge on top

of inter-class separation knowledge from one state to another. In a normal distillation

implementation (local distillation), this information is missing and only the knowledge of

how to separate classes in a given task is provided. Global distillation achieves the knowl-

edge transfer of inter-task and inter-class separation by using three types of distillation

loss on top of the cross entropy loss:

Ltotal = Lce(x;ωt)+Ldist1(X ∪K ∪U ;ωt−1)

+Ldist2(X ∪K ∪U ;ωt)

+Ldist3(U ;ωt;Qt)

Here, Ldist1 computes the loss from the model trained at the previous task using data from

the current task X, exemplars from previous tasks K and auxiliary unlabelled dataset U ,

i.e., an external dataset not part of the training set. Ldist2 is the loss of another teacher

model, which is also a specialist model for the current task t that exploits tasks boundary,

i.e., only the classes of the current task are present as the head of the network. It is

also evaluated on all X, K and U datasets for distillation. Ldist3 is the loss computed by

creating an ensemble Qt of two teacher models from Ldist1 and Ldist2 on the unlabelled

dataset U only. A balanced fine-tuning [36] is done by scaling the gradients depending

on the size of dataset, and is termed as data weighting.

Lee et al. [86] also note that most of the unlabelled data available online are not rele-

vant for the model as they might not relate to the previous tasks. Also, the size of open

source datasets that are readily available can be enormous and it would be computation-
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ally very expensive to train the model on those data. In order to filter out the data that

are relevant to the previous tasks, also called out-of-distribution samples, a confidence

calibrated model [87], [88] is trained.

Deep Model Consolidation (DMC) [89] uses three models - two specialist models

and a consolidated model. The two specialist models Θt−1 and Θt are trained on old set

of classes at task t−1 and new set of classes at task t respectively. The combined output

of the specialist models representing the ith class can be expressed as follows:

ΘSP (x;ω)[i] =


Θ(x;ωt−1)[i], if 1≤ i≤ |Ct

old|

Θ(x;ωt)[i], otherwise

DMC does not make use of replay. Instead, it uses unlabelled auxiliary data from a similar

domain that are easily available on the internet in order to train the consolidated model.

Let u denote an instance from the unlabelled auxiliary data and ΘCONS(u;ωCONS)

denote the outputs of this model. A double distillation loss for the consolidated model is

computed by the L2 distance between the logits produced by the consolidated model and

those produced by the specialist models depending on the class associated with the logit,

i.e.,

LDD

(
ΘCONS(u;ωCONS),Θ′

SP (x;ω′)
)
= 1
|Ct

seen|

|Ct
seen|∑
i=1

(
ΘCONS(u;ωCONS)[i]−Θ′

SP (x;ω′)[i]
)2

where

Θ′
SP (x;ω′)[i] =


Θ(u;ωt−1)[i]− 1

|Ct
old|

∑Ct
old

j=1 Θ(u;ωt−1)[j], if 1≤ j ≤ |Ct
old|

Θ(u;ωt)− 1
|Ct

new|
∑Ct

new
j=1 Θ(u;ωt)[j], otherwise

are the normalised logit values of the two specialist models. While using double distillation
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to consolidate the model, the use of data from the current task Dt
new is avoided, i.e.,

training is only done using auxiliary data. The consolidated model is able to approximate

the network outputs for both Ct
old and Ct

new as it gains knowledge from the two specialist

models by double distillation.

Pooled Output Distillation Network PODNeT [37] aims to constrain the evolu-

tion of the feature representation of the model between the incremental states Ψt−1 and

Ψt. In DNNs, the output of the intermediate layer il of Ψ is a tensor zil in three di-

mensions, i.e.,zil ∈R3 where the three dimensions are colour channel(ch), width(wt) and

height(ht) of the image. The ch,wt,ht represent pixel values of the image where wt×ht

represents the spatial dimensions of the image. Pooling is a technique of summing over

one or more of ch,ht,wt dimensions of the outputs of an intermediate layer il in order to

render plasticity to the model. When there is no pooling, i.e., by default, distillation loss

is added at pixel level, constraining the model Ψt to be very similar to Ψt−1:

Lno-pool(zt−1
il ,zt

il) =
CH∑

ch=1

W T∑
wt=1

HT∑
ht=1

∥∥∥∥∥zt−1
il −zt

il

∥∥∥∥∥
2

where each zil is a normalised tensor in three dimensions. On the other hand, complete

pooling renders the model highly plastic and knowledge distilled from the previous model

is lost. Therefore, pooling on one or more dimensions can provide a better stability-

plasticity trade-off. The spatial pooling is the result of pooling in wt and ht dimensions.

Lpool-spatial(zt−1
il ,zt

il) = Lpool-width(zt−1
il ,zt

il)+Lpool-height(zt−1
il ,zt

il) (2.10)
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where,

Lpool-width(zt−1
il ,zt

il) =
CH∑

ch=1

HT∑
ht=1

∥∥∥∥∥
W T∑

wt=1
zt−1

il −
W T∑

wt=1
zt

il

∥∥∥∥∥
2

and

Lpool-height(zt−1
il ,zt

il) =
CH∑

ch=1

W T∑
wt=1

∥∥∥∥∥
HT∑

ht=1
zt−1

il =
HT∑

ht=1
zt

il

∥∥∥∥∥
2

Since the output of the final layer of Ψ is a single dimensional flattened tensor, for the

non-convolutional part of feature representation, a flat pooling is used:

Lpool-flat(zt−1
il ,zt

il) = ∥zt−1
il −zt

il∥2 (2.11)

The total loss is computed by summing over the components from Eqs.2.10 and 2.11 as

follows:

Lpool-total(zt−1
il ,zt

il) = λ1
LT −1

LT∑
il=1
Lpool-spatial(zt−1

il ,zt
il)+λ2Lpool-flat(zt−1

il ,zt
il)

where λ1 and λ2 are hyperparameters to balance the loss terms from the convolutional

layers of Ψ and from the classifier layer Φ respectively. LT is the total number of layers

of the network. PODNeT has an additional bias-correction step which is discussed in

Section 2.4.2.3.

Other algorithms such as EEIL [36], BiC [14] and MDF [25] use distillation loss similar

to iCaRL [3]. They differ mostly in how they handle bias towards Ct
new that is present in

the classification layer. We discuss the bias correction component of these algorithms in

Section 2.4.2.3.
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2.4.2.2 Replay Based Methods

Replay (or rehearsal) of data from past classes is one of the earliest and one of the most

powerful tools to counter catastrophic forgetting [48]. The rehearsal data is combined

with the new data and the network is trained on this mixture. There are two ways replay

is used to improvement of past classes - as partial replay and as generative replay.

Partial Replay

In partial replay, the agent has access to a bounded memory Kt
old which consists of data

from past classes, also called exemplars. The use of exemplars was first introduced

in Class-IL setting in iCaRL and it has since been adopted by a majority of Class-IL

algorithms [13], [14], [36]. Below, we discuss some design aspects that are taken into

account when using partial replay.

Memory management - fixed vs flexible memory: In order to conform to the

“scalability” constraint mentioned in Section 2.1, we assume that the agent has access

to a limited amount of samples from past classes. In flexible memory setting, full use of

available memory is made at every task t. When exemplars from new classes arrive, some

samples of previous classes need to be removed in order to accommodate for new classes.

At the end of the training process on all tasks, i.e., after the final task, each class c ∈ CT

gets the same amount of memory Kper under this setting. In the fixed memory setting,

Kper is pre-allocated for all classes and is constant throughout the incremental process.

We discuss about fixed vs flexible memory based training protocol in greater detail in

Section 3.3.

Replaying raw pixels vs representations: Methods such as iCaRL [3], EEIL [36],

LUCIR [13] require storage of raw images as exemplars. But such an approach is not

biologically inspired [48]. This is because the memory requirements for storing raw pixels

is huge. An alternative is to use the features/representations from one of the hidden

layers [76], [77], [90]. There is a trade-off in selecting representations from earlier layers
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which results in a more informative proxy of an image but at the cost of a higher memory

footprint and from later layers which results in a more compressed image proxy but is less

informative [48].

Sampling strategies: The agent needs to decide which samples to select for replay.

iCaRL [3] uses the mean-of-features routine based on herding [49] which has been widely

adopted by other methods such as EEIL [36], BiC [14], LUCIR [13], PODNeT [37]. The

first step is to extract the features from raw images, i.e., Ψ(x;V )∈Rz is obtained from the

feature extractor. The mean vector of each class is extracted. An iteration is performed

where at every step, a sample that minimises the distance between the mean vector of

the exemplar set and the mean vector of the class is added to the list. The sequence thus

obtained is a prioritised list and the exemplars at the head of the list are considered the

most important.

Random sampling, despite its simplicity, is highly effective and has been found to

have similar performance with other complex techniques while requiring only minimal

(constant time) computation time [32], [48].

Entropy-based sampling [91] uses the softmax function over the output logits of

the network to obtain classification probabilities. The entropy of the probabilities gives

how uncertain the network is about classifying a samples. Samples with higher entropy,

i.e., more distributed probability values and therefore low certainty for classification are

prioritised.

Plane distance-based sampling [32] measures the pseudo-distance of a sample from

the classification boundary. It assumes that the parameters of the network are regularised

and the decision boundaries and feature space do not change too much. For an data point

(x,y), the pseudo-distance from the decision boundary is given by dist(x) =Ψ(x;V )T Wy,

i.e., by the dot product of the features and the weights corresponding to the class y of the

classification layer. Samples with lower values of dist(x) are assigned a higher priority as

they are closer to the decision boundary and are therefore considered more representative
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of their class.

It should be noted that apart from random sampling, the exemplars list is a prioritised

one and the samples are arranged in decreasing order of importance. When using flexible

memory approach, the samples from the tail of the list are removed.

Drawbacks of partial replay: In many real world applications, memory of past

classes are not available. The original data might have been discarded or may be subject to

privacy and intellectual property/copyright issues such as in industrial, military, medical,

bio-informatics data processing [92], [93]. The storage requirements can be tremendous,

especially if the model is continually learning many new tasks, making it difficult to scale.

Generative Replay (Pseudo-Rehearsal)

Using generative models such as auto-encoders [94] or Generative Adversarial Network

(GANs) [95] holds a lot of promise as they do not require data from previous classes

to be stored in the form of raw pixels. Robins [96] first defined pseudo-rehearsal as

the rehearsal process of using artificially generated samples called pseudo-items instead

of actual items. Later, it was suggested that pseudo-rehearsal might be responsible for

memory consolidation during sleep [97]. Similar to partial replay methods, generative

replay methods can generate raw images [98], [99]. Generative replay is more biologically

plausible since storing raw inputs from all experiences in life would be infeasible for the

brain [48]. We only briefly mention some pseudo-rehearsal based methods as these are

beyond the scope of our research.

In Deep Generative Replay (DGR) [100], two models are trained - the generator

and the solver. The generator is trained to mimic past data to synthesise pseudo-samples.

Real data from current task are mixed in a certain ratio. The generator (a label uncon-

ditional GAN) is now trained to output cumulative pseudo-examples from both current

and previous tasks. The new solver is trained to assign ground truth labels to this cumu-

lative mix. The generator-solver pair as such form the scholar model and can generate
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high quality samples that mimic past classes and are thus highly resistant to catastrophic

forgetting.

Lifelong Variational Auto Encoder GAN (L-VAEGAN) [101] extends Gen-

erative Replay Mechanism [100] by using a two step optimisation for high quality

synthetic sample generation and to train the model to learn latent representations present

in data. The trained model, not only learns task related generative parameters, but also

shared representations across different domains.

Memory Replay GANs (MeRGANs) [102] extends the idea of DGR [100] by

using a label-conditional GAN. Catastrophic forgetting is avoided by joint retraining (on

pseudo-data from previous tasks and data from the current task) and replay alignment.

For the latter, an auxiliary generator is trained on data just before the current task and

the replays of the current generator and the auxiliary generator are synchronised using

aligned-distillation. But Cong et al. [103] observe that MeRGAN struggles for longer

task sequences because the pseudo-rehearsal generated becomes increasingly blurry. The

authors propose a more expressive generative memory by leveraging transfer learning and

style transfer techniques. The use of task-specific style parameters allows the conditional

GAN model to not forget existing capabilities. The overhead resulting from task-specific

style parameters which are composed of huge matrices can be alleviated by compression

or by sharing across different tasks.

Incremental Classifier Learning with GANs [104] uses unconditional GAN to

generate exemplars and combines this with regularisation (distillation loss plus cross-

entropy loss) and uses a scalar value for bias correction.

In Dynamic Generative Memory [105], synaptic plasticity is realised through neu-

ral masking of network weights or activations and combined with GANs. Most impor-

tantly, the generator does not require partial replay of previous data. The generator

network is dynamically expanded to allow a constant number of free parameters in order

to maintain its competency as new classes are learned.
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Drawbacks of generative replay: Although pseudo-rehearsal methods do not re-

quire explicit storage of data samples, and therefore concerns regarding storage and pri-

vacy are mitigated to a large extent, generative models are notoriously difficult to train

[48]. The model may suffer from convergence issues or mode collapse (being able to gener-

ate only a limited set of samples) [106]. Additionally, the number of parameters required

for the generator itself can be as high as the classification network which adds to the

time (and space) complexity. Results may also be sub-optimal when relying solely on

generated images [89].

2.4.2.3 Bias Correction Approaches

Recent works view the Class-IL problem as an imbalanced learning problem where the

network is trained on many examples of the most recent task but none (or very few if

using partial replay) of the previous classes. As mentioned in Section 2.3, this imbalance

contributes to catastrophic forgetting specifically for a Class-IL problem. Due to the

imbalance in the number of training examples available from old and new classes, the

weights W of the classifier are heavily biased towards classes Ct
new from the most recently

learned task. Bias correction methods include an additional linear transformation on the

outputs of the network or the W or an additional loss term in order to rectify this bias.

Although bias is also present in feature extractor weights V [14], it is more difficult to

rectify such a bias as the weights V are shared by all the classes [25].

Inspired by nearest-mean-of-class (NMC) [107] for classification, iCaRL [3] uses the

nearest-mean-of-exemplars (NME) on the output logits. It makes the assumption that

the mean feature vector of the exemplars gives a good approximation of the class mean

when herding is used to selection samples. The mean feature vector µc for the exemplar

set Kc of a class c ∈ C is computed as:

µc = 1
|Kc|

∑
k∈Kc

∥Ψ(k)∥
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In order to make the prediction ŷ for an instance x, the nearest-neighbour strategy is

used by comparing the features Ψ(x) against the mean feature vector of each class, i.e.,

ŷ = argmin
c∈C

∥Ψ(x)−µc∥

The authors of iCaRL [3] argue that the classification layer is decoupled from the feature

representation and the change in a former induces a change of weight vectors of the

latter in an uncontrolled fashion. Since NME uses the mean feature of exemplars (using

the same deep representation as for a given instance), this is equivalent to performing

classification using weight vectors that are not decoupled from the weights of the feature

extractor. Javed and Shafait [108] perform a detailed analysis of iCaRL and conclude that

iCaRL’s main contribution is the use of knowledge distillation and exemplars in Class-IL.

The improvements from NME and herding are not significant. They further propose the

dynamic threshold moving algorithm that uses a scaling factor to remove the bias present

in the classification layer weights due to distillation.

Hou et al. [13] observe the effects of imbalanced learning on classifier weights (and

bias) vectors. Specifically, the weight vectors corresponding to new classes have a higher

magnitude than those corresponding to old classes. They propose LUCIR (also discussed

earlier under regularisation based approaches in Section 2.4.2.1), which aims to tackle the

imbalance using three components: cosine normalisation, less-forget constraint and inter-

class separation. Less forget constraint uses a distillation loss (discussed earlier in Section

2.4.2.1). Here we study the effects of cosine normalisation and inter-class separation on

the classification layer.

In order to balance the magnitudes of the weight vectors of old and new classes, the

softmax function σ is replaced by the cosine normalisation function and the resulting

cross-entropy loss for an instance x now becomes:
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Lce-cos(x;Θ) =
|Ct

seen|∑
i=1

yi log exp(η⟨w̄i, ¯Ψ(x)⟩)∑|Ct
seen|

j=1 exp(η⟨w̄j , ¯Ψ(x)⟩)
(2.12)

where w̄i = wi
∥wi∥2

and ¯Ψ(x) = Ψ(x)
∥Ψ(x)∥2

are the l2 normalised weight vectors corresponding

to the ith class of the classifier and features extracted by Ψ respectively. The expression

⟨ā, b̄⟩ represents the inner product between the two normalised vectors, a measure of their

similarity. The scalar η is a learnable hyperparameter introduced to control the peakiness

of the resulting probability distribution. Due to cosine normalisation, the magnitudes of

the weight vectors of old and new classes become more comparable.

The inter-class separation method introduced by Hou et al. [13] is specifically targetted

to counter the problem of inter-task separation as defined in Section 2.3 earlier. Inspired

from Class Rectification Hard Mining for Imbalanced Deep Learning [109], the inter-class

separation method uses margin ranking loss to prevent the features of new classes from

occupying a similar location in space as the features of old classes. For this, each partial

replay example x is used as an anchor and its ground-truth value is considered positive.

The online mining method [109] is used to find hard negatives, i.e., classes in Ct
new which

yield highest results for x. In other words, these are classes from the new training set

that are most similar to the ground-truth y for x. The algorithm selects P such hard

negatives and the weights of the classifier corresponding to those classes as negatives for

the anchor. Then the margin ranking loss is computed as:

Lmr(x) =
P∑

p=1
max(mt−⟨w̄y, ¯Ψ(x)⟩+ ⟨w̄p, ¯Ψ(x)⟩,0)

where w̄i and ¯Ψ(x) represent l2 normalised vectors as mentioned in the previous

paragraph. Here, mt is the margin threshold, w̄y is the l2 normalised weight vector corre-

sponding to the ground truth y and w̄p is the l2 normalised weight vector corresponding to

p, the hard negative class. The loss value Lmr pushes the classifier weights corresponding

of class y away from the classifier weights corresponding to the hard negative classes.
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The Local Similarity Classifier (LSC) proposed by Douillard et al. [37] in PODNeT

is based on the cosine normalisation from Eq.2.12. Instead of a single weight vector wi

on the classifier, they use multiple weight vectors that are trained using NCA loss [110]

and prediction is made using the sums of the outputs of all such vectors.

End-to-end Incremental Learning (EEIL) [36] uses an additional balanced fine-

tuning step after training on each task. This is done by using the same number of

exemplars from the past as well as current classes. The samples from the current class

are selected using the same method (herding, in their original implementation) as for

the past classes. The model is now trained on equal number of past and current classes

which removes the prediction bias for new classes. However, the information gained by

training on all samples from current classes is lost and needs to be compensated by adding

a distillation loss on the classification layer of current classes only. While this leads to a

strong performance improvement compared to iCaRL, Masana et al. [39] note that the

model could overfit to the stored exemplars which do not completely represent their class

distribution.

Wu et al. [14] propose Bias Correction (BiC) where the network is first trained

using the baseline method by combining Lce (Eq.2.6) and Ldistill (Eq.2.9) on current task

training data and replay data. Next, a validation set containing equal number of samples

of all seen classes Ct
seen is generated from the replay memory as well as from the current

classes. Once the training is complete, an additional step is used where the weights of

both the feature extractor and classifier, i.e., V and W are frozen and an additional linear

layer B is added. This layer transforms the output logits corresponding to ith class as

follows:

lri =


li if 1≤ i≤ |Ct

old|

αtli +βt otherwise

Here lri represents the rectified logit. The values αt and βt are the scaling factors for the

current task t and are learnt by optimising on the validation set using Lce.
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Incremental Learning with Dual Memory (IL2M) [38] is similar to BiC [14]

where the output logits li from the classifier undergo a linear transformation but instead

of training an additional layer, statistics from each class are used to rectify the logit values

corresponding to past classes. These statistics are computed when the classes are first

learnt (with all available training data for the class) and stored into a separate memory

buffer. Therefore, IL2M uses two types of memory, one for storing exemplars and the

other for storing the class statistics. Given the model classification output ŷ for x, the

logits corresponding to the ith class in Ct
old are modified as follows:

lri (x) =


li(x)× l̄pi

l̄ti
× L̄t

L̄p if ŷ ∈ Ct
new

li(x) otherwise

Here, l̄pi refers to the average logit value of the ith class in the past (when it was first

learnt), l̄ti represents the current logit value corresponding to the ith class for x. The

values L̄t and L̄p denote the average maximum logit value of the current model on the

correct classes and the average maximum logit value of the model for the correct classes

in the past, when the ith class was first learned. The logit values are only scaled if the

predicted class belongs to one of the newly seen classes Ct
new.

In Maintaining Discrimination and Fairness in Machine Learning (MDF)

Zhao et al. [25], instead of rectifying the logits, modify the weights W of the new classes.

Their proposed method is called weight-aligning where the weight vectors of the new

classes are scaled up by γ factor which is calculated based on the ratio of the mean

normalised weight vectors corresponding to the old classes in the classifier and the mean

normalised weight vectors of corresponding to the new classes in the classifier. Let,

Wold = (w1,w2, . . . ,w|Ct
old|) and

Wnew = (w|Ct
old+1|,w|Ct

old+2|, . . . ,w|Ct
new|)
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represent the weight vectors corresponding to the old and new classes respectively. Then

the norms of the weight vectors in Wold and Wnew, denoted by Norm(Wold) and Norm(Wnew)

are obtained by normalising the individual weight vectors, i.e.,

Norm(Wold) = (∥w1∥,∥w2∥, . . . ,∥w|Ct
old|∥) and

Norm(Wnew) = (∥w|Ct
old+1|∥,∥w|Ct

old+2|∥, . . . ,∥w|Ct
new|∥)

The authors note that both l2 and l1 norms give similar results. Now, the scaling factor

γ is calculated by taking the average value of the norm vectors:

γ = Avg(Norm(Wold))
Avg(Norm(Wold))

Here, Avg indicates the average values of the norm vectors. Now the weight vectors

corresponding to the old classes in Φ are scaled as follows:

Ŵold = γ.Wnew

The authors note that restricting all the weights w to be positive using weight clipping

[111] can have a further improve performance. Weight clipping is technique that is used

to constrain the weights to lie in a compact space (in this case the space of positive real

numbers only). It can be performed after each optimization step. They note that such

restriction makes norms of the weight vectors more consistent with their corresponding

logits. .

2.5 Conclusion

In this chapter, we provided a background to the Class-IL problem in image classification

and introduced formal notations to describe the problem. We also discussed the causes
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of catastrophic forgetting in Class-IL setting. We then reviewed existing methods that

address this problem. We focussed mostly on fine-tuning methods which we then cate-

gorised into regularisation methods, replay methods and bias-correction methods. Most

fine-tuning algorithms use a combination of the three approaches in order to target the

causes of catastrophic forgetting mentioned in Section 2.3. Table 2.1 summarises the

characteristics of each of the algorithms discussed so far and specifies which of the three

components are utilised by each algorithm. Fixed representation based algorithms do not

perform any regularisation nor bias correction but rely heavily on the initial representation

learned from the first set of classes.
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Table 2.1: Main characteristics of Class-IL algorithms.

Algorithm Algorithm Characteristics

Type Name Deep Representation Regularization Exemplar Bias

Update Method Usage Correction Method

Fine-tuning LwF[68] ✓ distillation loss × ×

based iCaRL[3] ✓ distillation loss ✓ nearest mean

of exemplars

EEIL[36] ✓ distillation loss ✓ balanced

fine-tuning

LUCIR[13] ✓ distillation loss with ✓ cosine normalisation +

less forget constraint margin ranking loss

BiC [14] ✓ distillation loss ✓ linear bias

correction network

LwM[83] ✓ distillation loss + × ×

attention loss

IL2M[38] ✓ × ✓ class statistics

GD[86] ✓ three types of distillation ✓ data weighting

loss using auxillay

unlabelled data

DMC[89] ✓ double distillation using × logit normalisation

auxillary unlabelled data

PODNet[37] ✓ pooled output ✓ local similarity

distillation loss classifier

MDF[25] ✓ distillation loss ✓ weight aligning

Fixed ExStream[73] × × ✓ ×

Representation DeeSIL[62] × × × ×

based Deep-SLDA[74] × × × ×

REMIND[76] × × × ×
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Chapter 3

Classifier Outputs for Ranking of

Examples

In this chapter, we introduce our algorithm for selecting replay samples that is based

on the outputs of the classifier when training is done with noisy images in a Class-IL

setting. We call this algorithm classifier outputs for ranking of examples - high (CORE-

high). When a replay method uses CORE-high, it is called enhanced replay. Section 3.1

discusses the motivation for CORE-high. Sections 3.2 and 3.3 describe the setting for

CORE-high. Section 3.4 provides the intuition behind CORE-high as well as describes

the algorithm formally. Section 3.5 provides the pseudocode for CORE-high. In Section

3.8 we describe the experimental setup and the metrics we use to evaluate CORE-high.

In Sections 3.9 and 3.10, we visualise and discuss the findings from our experiments by

comparing the performance of CORE-high against existing methods on two benchmark

datasets - CIFAR100 [112] and TinyImageNet [113].

3.1 Motivation

Many Class-IL algorithms such as iCaRL [3], EEIL [36], LUCIR [13], IL2M [38], BiC [14]

and PODNeT [37] store a subset of samples from each class into a memory buffer. As

mentioned in Section 2.2, such samples are often referred to as exemplars. One key decision

for such algorithms is to decide which samples to replay. There is a lack of consensus

on which samples are the most effective in terms of minimising catastrophic forgetting
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in an IL environment [36], [48], [108]. Currently the two main sampling strategies used

by Class-IL algorithms are herding [3], [49] and uniform random selection. Although it

is still debatable whether herding is better than random or vice-versa [36], [108], various

authors have observed that these two provide better classification accuracy on the classes

they represent. Other strategies that have been compared include active learning [114]

based strategies such as entropy [91], min-margin [114], coreset [115], k-means [115] and

their reversed versions [39].

Previous researches have not addressed how random and herding selection perform

when the input images contain random noise in their pixels. We have discussed earlier in

Section 1.2 how the images generated from medical scanning [54] or those generated in real

time from CCTV cameras and satellites during low-light conditions could have random

noise in their pixel values [53]. Images can also become noisy due to faulty sensors or

during electronic transmission [53]. We note that neither herding nor random make use

of the information available from the outputs (logits) of the model during training. These

outputs contain information about model confidence when predictions were made on the

sample. We are motivated to use this information to create a new sampling algorithm

that can select better samples (compared to random and herding methods) in terms of

alleviating catastrophic forgetting on the classes they represent when training is done

using noisy images.

3.2 Problem Setting

The Class-IL problem setting in this chapter is similar to the one discussed in Section

2.1 of the previous chapter. Here, we only consider the scenario where replay memory is

used and some exemplars of past classes are available. We briefly revisit the notations

introduced in Section 2.2.

Each task t ∈ T comprises of a set of classes Ct and the dataset Dt for that task.
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When the agent is training on task t, the classes it has seen from prior tasks is given by

Ct
old whereas the set of classes strictly from t is represented by Ct

new. There is no overlap

between the old and new classes. The term Ct
seen = ⋃t

i=1 Ci represents the set of all classes

seen by the model after training is completed on task t. The training dataset in each task

is represented by Dt = Dt
new∪Kt

old where Dt
new represents the data from new set of classes

and Kt
old represents a subset of data from previous classes that are stored in the memory

buffer. Each data point d ∈Dt consists of an input vector x and the corresponding target

one-hot vector y.

The backbone of the neural network is a deep convolutional network called feature

extractor Ψ with weights V that takes x as the input and outputs a z-dimensional vector,

i.e., Ψ(x;V ) ∈ Rz. The output vector dimensions are also called features of the image.

The head of the network, also called a classifier Φ with weights W takes in the features

Ψ(x;V ) and outputs raw scores called logits of x or lx ∈R|y|. The full network including

both Ψ and Φ is represented by Θ with weights ω:

lx = Φ(Ψ(x;V );W )

= Θ(x;ω)

The logits vector lx consists of individual logit scores (lx1 , lx2 , . . . , lx|y|) where lxi corre-

sponds to the output value for the ith class. The final predictions ŷ are made by applying

a softmax function σ on lx, i.e., ŷ = σ(lx). A cross-entropy loss used during training and

is denoted by Lce.
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Figure 3.1: Training workflow for Class-IL with memory. The terms c1, c2, . . . represent
the classes from the corresponding tasks while m1,m2, . . . represent the previous classes
as exemplar memory. After training on each task, the network is evaluated on all seen
tasks. This figure is an adaptation from the works of Douillard et al. [37].

3.3 Training Protocol for Class-Incremental Learn-

ing With Memory

Fig 3.1 depicts a typical Class-IL workflow using replay memory Kt
old. At each task t,

the model Θ learns a new set of classes Ct
new from the new dataset Dt

new as well as old

classes Ct
old from the exemplar dataset Kt

old. The size of exemplar memory is much less

compared to the size of the new dataset, i.e.,

|Kt
old|<< |Dt

new| (3.1)

After training on the current dataset Dt is complete, the network Θ is evaluated on the

test set containing data from classes Ct
seen.

As more tasks are learned, more exemplars are added and the size of the memory
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grows. There are two strategies to handling memory growth. In a flexible-memory

setting, the allocated memory size for each class, Kper, keeps changing after every task

t as its value depends on |Ct
old| which, unlike |CT | is not constant throughout the tasks.

Here, CT denotes the set of all the classes from all tasks. Let K denote the memory

allocated collectively for all classes in CT . When |CT |= 10 and |K| = 200 and the model

has so far seen two classes, i.e., |Ct
old|= 2,

Kper = |K|
|Kt

old|
= 200

2 = 100 (3.2)

Here, each of the two classes can store 100 images. When the model has seen 4 classes,

i.e., Ct
old = 4, some exemplars from Kt

old need to be discarded in order to accommodate

the two new classes. Now, Kper = 200
4 = 50. Each of the four seen classes are only allowed

50 exemplars. Therefore, 50 exemplars from each of the previous two classes need to

be discarded. This is usually done by removing exemplars from the tail of the list that

contains all the exemplars for the class. This step is also called reduction [3]. iCaRL, as

introduced originally by Rebuffi et al. [3] uses this approach.

The other approach to handling memory growth is the fixed-memory setting, where,

the number of samples Kper remains fixed throughout all tasks. In the scenario described

above,

Kper = |K|
|CT |

= 200
10 = 20 (3.3)

Note that ∀t ∈ T , |K| and |CT | are constants. Therefore, Kper also remains constant

throughout all of the tasks. In our example, Kper = 20 so each seen class can only store

20 images irrespective of the task. This strategy has been used in LUCIR [13] and is

considered more challenging than the flexible-memory strategy since classes from early

tasks cannot take advantage of the extra memory available to them. For this reason, we

use the fixed-memory strategy by default in our research.
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3.4 Proposed Approach

Our exemplar selection routine is named Classifier Outputs for Ranking of Exam-

ples - high (CORE-high). When CORE-high is used for exemplar selection, such a

replay method is also called enhanced replay. CORE-high is inspired by the findings

from curriculum learning [45] which attempts to rank samples in order of increasing diffi-

culty. The model can be trained on easier samples which can significantly reduce training

time [116]. Curriculum learning differs from incremental learning in that when analysing

sample difficulty, the model has access to the whole dataset and is able to control the

order in which samples are trained. Several works have attempted to define the notion of

ease or difficulty of a sample. Baldock et al. [117] define easy examples as those that have

a low prediction depth. A prediction depth of a sample is the number of early hidden

layers of the feature extractor Ψ after which the network’s prediction is already effec-

tively determined. While it is difficult to determine the prediction depth of a sample, the

authors note that samples which have a low prediction depth, i.e., easy samples, have a

higher output margin. The output margin om for a sample x is defined as the difference

between the highest and the second highest logit values. For simplicity we represent the

logit vectors for x as l instead of lx. Then, from Eq.2.4, we have l = {l1, l2, . . . l|y|}. Based

on this, om can be expressed as follows:

om = max(l)−max(a) (3.4)

where a =
(
li | i = {1,2, . . . , |l|}, i ̸= argmax(l)

)
is the vector containing all the logit values

from l except the maximum value. Note that a can be regarded as a set for the purpose

of max(.) function but since l is a vector, we have represented a as a vector as well.

In Eq.3.4, max(l) denotes the logit value corresponding to the highest prediction

and max(a) denotes the logit value corresponding to the second-highest prediction. In
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practice, it is more difficult to measure the prediction depth than om as the latter can be

directly calculated using the network outputs.

Although this notion of output margin om gives an indication of example difficulty, it

does not take into account whether a sample has been classified correctly. Toneva et al.

[118] introduce the concept of classification margin which does this. A classification

margin cm of a sample x is defined as the difference between the logit value corresponding

to the ground-truth class and the largest logit value among other classes.

cm = ly−max(b) (3.5)

where b =
(
li | i = {1,2, . . . , |l|}, i ̸= y

)
, is the vector containing logit values in l, except

those corresponding to the target class y. Although b can be represented as a set for the

purpose of max(.) function, we have shown it as a vector for consistency since l is also a

vector. If ly ≡max(l) then Eqs.3.4 and 3.5 are equivalent, i.e., om = cm. In other words,

when x is correctly classified by the network, the output margin and classification margin

are equivalent. Conversely, if ly < max(l), om ̸= cm and cm < 0. In other words, if x

is misclassified, then the classification margin cm is negative and the output margin and

classification margin values are not equal.

Overview

The classification margin cm value gives an indication of model performance beyond

classification. A high, positive cm value indicates that the model had no difficulty in

distinguishing between the correct class and the other candidate class. A low but positive

cm value indicates that even though the sample was correctly classified, the model could

not clearly distinguish between the correct class and one of the other classes. A negative

cm value indicates that the sample was misclassified. A negative cm value of high mag-

nitude indicates that the model is highly confident that the sample belongs to one of the
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incorrect classes. Therefore, samples which have high cm values are easier to classify into

their correct classes than samples with lower cm values. The pseudocode for calculating

cm value is presented in Algorithm 1.

When the training images are noisy, the model finds it difficult to learn from them in

comparison to noise-free images [119]. Some samples may be less affected by the noise

than others. Intuitively, samples that have a high cm value, are relatively less affected

by the noise than others in terms of how easy they are to classify into the correct class.

Therefore, if these samples are selected for replay, we expect them to perform better than

plain random selection in terms of avoiding the catastrophic forgetting of their classes.

The objective of our algorithm is to therefore calculate cm values for all the samples of a

class based on their logit values. We then sort these samples based on decreasing values

of cm to obtain a sorted list. We then add the allocated number Kper of these samples

from the head of this list into the memory buffer. The procedure of sorting samples based

on their decreasing cm values and selecting samples from the head of the sorted list is

presented in Algorithm 2.

Approach Formulation

Consider a model Θ(.;ω) trained on task t on dataset Dt = Dt
new∪Kt

old based on Eq.2.2.

Then for each c ∈ Ct
new, we filter out samples belonging to class c from the new Dt

new

dataset. Let Xc = {x1,x2, . . . ,xq} and Y c = {y1,y2, . . . ,yq} represent the set of input

vectors and the set of ground truth one-hot vectors from the samples of class c of Dt
new

dataset. Here, q represents the number of samples from class c. Also,

∀y ∈ Y c,argmax(y)≡ c (3.6)
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We evaluate the model Θ(Xc;ω) and obtain a set of logit vectors corresponding to Xc.

L = {lx1 , lx2 , . . . , lxq}

Let ζ(l) be the function that computes the classification margin cm for l. Then, from

Eq.3.5 we have,

cm = ζ(l) = ly−max(b) (3.7)

Algorithm 1 describes how cm is calculated from the logits. In Line 2, the argsort op-

eration returns indices from the smallest logit value in the logit vector l to the highest.

The variable v1 in Line 5 corresponds to the value ly in Eq.3.5. In Line 7, we check if the

sample is correctly classified by the network. For this, we check if the index corresponding

to the highest logit value matches the class label. If it does, then we assign the value of

the second highest logit v2. Otherwise, we assign the value of the highest logit to v2. The

value v2 is now equivalent to the term max(b) from Eq.3.5. The difference between the

variables v1 and v2 gives cm value. A set of cm values can be obtained for all L, i.e.,

M = ζ(L) = {cm1, cm2, . . . , cmq} (3.8)

Here, M is a set of margin values cm for each l ∈ L and therefore, for each x ∈Xc. We

use M to rank each sample in the CORE algorithm. For this, let (i1, i2, i|M |) be the result

of reverse argsort operation on M . The i-values represent the sequence by which the

samples in Xc need to be ordered. Let Xord and Yord denote this ordered sequence of

values in Xc and Y c respectively. We have,

Xord = (xi1 ,xi2 , . . . ,xi|M |) (3.9)

Yord = (yi1 ,yi2 , . . . ,yi|M |) (3.10)
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The ordering Yord is trivial based on Eq.3.6. It has only been mentioned for consistency.

We refer to this method of ranking exemplars as Classifier Outputs for Ranking of

Examples-high (CORE-high), as samples with higher classification margin cm are

positioned at the head of the list. Algorithm 2 describes the procedure of ranking the

samples using the margin cm values. In Line 6, the cm values of each sample is appended

to the list M . A reverse argsort operation is performed on M , to obtain indexes I based

on descending order of margin values. The I values give us the order by which samples

in Xc need to be arranged.

We now pick Kper number of samples from each class c ∈ Ct
new:

Kc = {(xi,yi) where i≤Kper} (3.11)

where Kc denotes the exemplars selected from class c by the CORE-high algorithm. Line

10 of Algorithm 2 indicates this step. The ordered list is obtained as Xord and Yord by

sequentially appending the x and y values based on the indices in I inside the loop from

Line 12. Xord now contains samples and Yord contains their corresponding labels for each

class c in decreasing order of their classification margin cm values. The head of the list

contains samples with the highest value of cm and while the tail contains those that have

the lowest cm value.

The procedure from Eq.3.6 to Eq.3.11 is repeated for all c ∈ Ct
new to get the full

set of exemplars Kt
new from task t in the incremental training process. Kt

new is a set

and not a sequence because once the samples are selected by the algorithm, it does not

matter how they are ordered from the training perspective. To obtain Kt
new, Algorithm

2 (and therefore Algorithm 1) are repeated for each new class of the task. The new set of

exemplars Kt
new are added into the memory containing Kt

old (see Eq.2.1). The final set

of exemplars available for the next task t+1 is now given by:

Kt
all = {Kt

old∪Kt
new} (3.12)
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3.5 Pseudocode

Algorithm 1 Compute classification margin of a given sample
Require: image vector x, its corresponding logits vector l and the corresponding class

label c
1: n← |l|
2: s← argsort(l)
3: i← s[n] ▷ index corresponding to the highest logit
4: j← s[n−1] ▷ index corresponding to the second highest logit
5: v1← l[c] ▷ the logit value corresponding to the target class
6: v2← 0
7: if argmax(l) == c then
8: v2← l[j] ▷ if x is correctly classified, then v2 is the second highest logit
9: else

10: v2← l[i] ▷ otherwise v2 is the highest logit
11: end if
12: cm← v1−v2 ▷ the classification margin value
13: return cm

Algorithm 2 Using classification margin to select exemplars (CORE-high)
Require: image set Xc = {x1,x2, . . . ,xq} and the corresponding labels Y c =
{y1,y2, . . . ,yq} of class c, current model Θ(.;ω), required number of exemplars Kper,
Algorithm 1

1: M ← []
2: L←Θ(Xc;ω) ▷ evaluate Xc using Θ to obtain logits for each instance
3: for i = 0 to |Xc|−1 do
4: l← L[i] ▷ logit for sample Xc[i]
5: cm← Algorithm1(x, l, c)
6: M [i]← cm ▷ append cm value of Xc[i] to M
7: end for
8: I ← argsortM ▷ get index values based on increasing value of cm in M
9: I ← reverse(I) ▷ rank indices corresponding to highest margin at the top

10: I ← I[: Kper] ▷ select Kper number of exemplars from the head of the list
11: Xord← [], Yord← []
12: for i in I do
13: Append(Xord, xi) ▷ append ordered samples based on indices I to the list
14: Append(Yord, yi)
15: end for
16: return Xord,Yord ▷ the chosen exemplars
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3.6 Theoretical Complexity

CORE-high requires the logits set L by evaluating the model on all the new examples

Dt
new of the task t at hand. However, in practice, this is usually not part of the exemplar

selection protocol. It is common after learning each incremental learning task t to evaluate

the model on the Dt training set as well as the test set. The logit values in Algorithm 2,

Line 2 can be extracted during the training process without it being explicitly part of the

exemplar selection protocol. Inside the loop from Line 3 to 7, the classification margin cm

values are computed and added for all samples Xc of each c ∈ Ct
new using Algorithm 1,

which has an asymptotic running time of O(|CT | log(|CT |)) since its main operation is to

sort logit vector of size |CT |, i.e., the number of all classes from all tasks. Since Algorithm

1 is implemented for all samples in Xc, followed by another sorting operation from Step

8 of Algorithm 2, the asymptotic cost of our CORE-high algorithm is O(|Xc|2) for each

class. In practice, the loop from Line 3 to 7 of Algorithm 2 can be avoided by performing

a vectorised implementation as we do in our experiments, since modern computers come

with several CPU cores. In any case, the runtime of our algorithm to sort samples in Xc

becomes negligible compared to the time it takes to train neural networks on all of Xc

samples.

3.7 Insights from Example Visualisation

In Figures 3.2, 3.3, and 3.4, we visualise the top-20 samples of classes “apples”, “bowls”

and “bridge” respectively from the CIFAR100 dataset. These samples are obtained using

the three methods - CORE-high based on Eq.3.9 and Algorithm 2, the random selection

method and CORE-low which is the reversed form of CORE-high, i.e., containing samples

with the lowest classification margin cm values on top of the list. We do this in a joint

training session without any noise. We note that CORE-high has clear, centrally placed
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samples that are more typical of the class they represent. Such samples are easily classified

by humans. On the contrary, CORE-low consists of samples that seem to be difficult to

classify, as they contain some atypical features. They are either not placed at the center

of the image, or could be confused with other classes. For example, in Figure 3.4, there is

a clear visual distinction between the samples represented by CORE-high and CORE-low.

The bridge samples selected by CORE-low are confusing even to the human eyes due to

various factors. Random method selects samples that are mostly similar with CORE-high

with some odd samples that resemble those picked by CORE-low.

The average cm values of the top-20 samples picked by the three algorithms for 10 such

random classes from the CIFAR100 dataset are shown in Table 3.1. The visualisation of

all 10 samples is presented in Appendix B. It is clear that the samples chosen by CORE-

high have the highest cm values while those selected by CORE-low have the lowest. As

expected, the cm values of samples selected by random lie somewhere in between.

We further add random Gaussian noise [120] to the dataset. In Figures 3.5 and 3.6,

we visualise 40 random samples from the CIFAR100 and TinyImageNet with the noise

added. The presence of noise adds difficulty in terms of classification for the sample. In

such a scenario, we want to check if the easier samples selected by CORE-high prove to be

more valuable than the randomly selected ones in a Class-IL training protol with memory

described in Section 3.3. The value is determined by the contribution of these samples in

reducing catastrophic forgetting.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 3.2: Visualisation of top 20 samples of class “apples” from CIFAR100 dataset
selected by CORE-high, random and CORE-low methods in a joint setting. Note how
the samples selected by CORE-high appear distinct, centrally positioned and typical of
the class. Further visualisations are presented in Appendix A.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 3.3: Visualisation of top 20 samples of class “bowls” from CIFAR100 dataset
selected by CORE-high, random and CORE-low methods in a joint setting. Note how
the samples selected by CORE-high appear distinct, centrally positioned and typical of
the class. Further visualisations are presented in Appendix A.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 3.4: Visualisation of top 20 samples of class “bridge” from CIFAR100 dataset
selected by CORE-high, random and CORE-low methods in a joint setting. Note how
the samples selected by CORE-high appear distinct, centrally positioned and typical of
the class. Further visualisations are presented in Appendix A.
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(i) CIFAR100 dataset without noise

(ii) CIFAR100 dataset with random noise

Figure 3.5: Visualisation of 40 random samples from the CIFAR100 dataset without noise
and with random Gaussian noise.
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(i) TinyImageNet dataset without noise

(ii) TinyImageNet dataset with random noise

Figure 3.6: Visualisation of 40 random samples from the TinyImageNet dataset without
noise and with random Gaussian noise.
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Table 3.1: Average classification margin cm values of the top-20 samples selected from
various classes by Algorithms CORE-high, Random and CORE-low on CIFAR100 dataset
after joint training.

class CORE-high random CORE-low
apples 9.636 5.357 -0.242
bicycle 14.145 5.918 0.710
bowls 7.932 3.085 -2.282
bridge 15.217 5.479 -1.159
elephant 10.830 6.098 -1.401
kangaroo 11.499 4.548 -1.471
lamp 11.495 3.913 -1.506
leopard 11.199 5.018 -2.755
table 11.897 5.471 -1.104
tank 14.468 7.472 0.117

3.8 Experimental Setup

In this section, we provide details of the experimental setup we used in order to compare

the performance of our method against existing methods in a noisy Class-IL environment.

The setup is based on Class-IL with memory protocol as described in Section 3.3.

Compared Methods

We run our proposed method CORE-high, as well as uniform random selection and herding

[3], [49]. As mentioned in Section 3.1, these are the two main techniques used by current

Class-IL methods. We use a fine-tuning approach with only a cross-entropy loss based on

Eq.2.6, without using any data from previous tasks as the baseline for our experiments.

This is the common baseline used in most IL works such as iCaRL [3], LUCIR [13], LwM

[83].
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Hardware

Our experiments were conducted using a single NVIDIA P40 GPU on a remote Linux

sever (Ubuntu 18.04.6 LTS).

Datasets and Transformations

We ran our experiments on two benchmark datasets - CIFAR100 [112] and TinyIma-

geNet [113].

The CIFAR100 [112] dataset comprises of 60,000 RGB images of 100 classes out of

which 50,000 are from the training set and 10,000 images are from the test set. Each

image has 32 × 32 pixel dimensions. Each class has 500 images for training and 100

images for testing. As part of data augmentation [121], we apply random cropping and

random horizontal flipping followed by normalisation (so that the pixel values lie between

0 and 1) before the training step.

The TinyImageNet dataset is a subset of 200 classes from the ImageNet [122] dataset.

There are 10,000 images on the training set and 10,000 images on the test set. Each class

contains 500 images for training and 50 images for evaluation. The images contain three

channels (RGB) and are downsized to 64 × 64 from 224 × 224 pixel dimension of the

original ImageNet dataset. For data augmentation [121] before training, we randomly

crop a portion of the image and resize it to 64 × 64 before applying a random horizontal

flip and then normalise the images. The TinyImageNet dataset is much more challenging

than CIFAR100 as the image dimensions are double those of CIFAR100 and classification

needs to be made out of 200 classes compared to 100 classes for CIFAR100 even though

the number of samples per class is the same (500) for both.

Experimental Protocol

In order to mimic a real world incremental learner where the model has existing knowl-

edge, but without pre-training since it violates the “Tabula rasa” constraint mentioned in
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Section 2.1, we adopt the experimental protocol used by Castro et al. [36] and Belouadah

and Popescu [38] by training the model on a certain number of classes as part of the

initial non-incremental phase. These are also referred to as base classes. These classes

are trained at task t = 0 and are not considered during evalation as they are not part of

the incremental learning process. Learning that occurs from training on the base classes is

treated as priori knowledge. We use the following notation to define experimental scenar-

ios: CIFAR100 (20-17) implies splitting the CIFAR100 dataset into 17 tasks, where the

initial non-incremental task t = 0 consists of 20 bases classes. The remaining 80 classes

are split equally into 16 tasks, i.e., 5 classes for each task. The 16 tasks with 5 classes

each comprise the incremental learning phase.

For each dataset, we generate 30 random class orders by shuffling the class labels from

the original dataset. For each such class order, we run the experiments 30 times using

different seeds. For CIFAR100, we use the (20-17) scenario as this allows for each task

to have different types of classes while still maintaining the number of tasks |T | to be

greater than 10. This also allows the model to learn feature representations from the first

20 base classes that are helpful for incremental classes, mimicking the use of pre-trained

models in real world applications. For similar reasons, we use the (50-16) scenario on

TinyImageNet dataset.

Network Architecture

We use dataset-specific deep network architecture as commonly used in IL works [3], [13],

[36], [38]. We use deep Residual Networks (ResNets) [61] as the main network on both

datasets. Inspired by iCaRL [3], LUCIR [13], we use a 32-layer ResNet (ResNet-32) for

CIFAR100 and an 18-layer ResNet (ResNet-18) on TinyImageNet. The last layer of the

network acts as the classifier Φ(.;W ) (head) and the prior layers act as the feature extrac-

tor Ψ(.;V ) (CNN backbone). The CNNs in a ResNet may contain shortcut connections

between layers [61].
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Hyperparameters

Inspired from the experiments performed during a survey of Class-IL methods by Be-

louadah et al. [44], we use the following hyperparameters for our experiments:

• For CIFAR100, we train the base classes at task t = 0 for 300 epochs with a batch

size of 128, momentum of 0.9 and weight decay of 5× 10−4. We start with the

learning rate of 0.1 which is divided by 10 when the loss Lce has plateaued for 60

consecutive epochs. The incremental tasks t > 0 are trained for 70 epochs with

a batch size of 128, momentum of 0.9 and weight decay of 5× 10−4. We set the

learning rate to 0.1/t which is divided by 10 when the loss has plateaued for 15

consecutive epochs.

• For TinyImageNet, we train the base classes at task t = 0 for 120 epochs with a

batch size of 64, momentum of 0.9 and weight decay of 5×10−4. We start with the

learning rate of 0.1 which is divided by 10 when the loss Lce has plateaued for 10

consecutive epochs. The incremental tasks t > 0 are trained for 35 epochs with a

batch size of 64, momentum of 0.9 and weight decay of 5×10−4. We set the learning

rate to 0.1/t which is divided by 10 when the loss has plateaued for 5 consecutive

epochs.

Memory Management

Regarding the strategy to reserve samples, we use the fixed-memory approach as defined in

Section 3.3 since this is more challenging than the flexible memory approach [13]. We also

present results using the flexible memory approach in Appendix B. We run experiments

using 20 samples per class, i.e., Kper = 20. Using a greater memory size increases the

probability that the different algorithms select the same samples by default. We found

that using fewer than 20 samples only has a mild improvement over the baseline for all

three methods, which made the comparisons difficult. Using 20 samples per class is also
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the default memory size used by most Class-IL methods such as iCaRL [3], EEIL [36],

LUCIR [13], PODNeT [37]. However, we also present results when using double the

memory size (40 samples per class) in Appendix B.

Adding Noise

Where experiments are specified as noisy, we add random noise to the pixel values prior to

data augmentation. For this, we first convert the images into floating point format, i.e.,

the RGB values lie in the range [0.0,1.0] instead of [0,255] and then add a Gaussian noise

with a mean of 0 and a variance of 0.5 for CIFAR100 and 0.1 for TinyImageNet. Since

CIFAR100 is a comparatively easier dataset for models to classify, we add more noise to

this dataset than to TinyImageNet. We further update the notation to include the noise

value. For example, CIFAR100 (20-17-0.5) indicates a CIFAR100 dataset which has

been split into (20-17) tasks (as mentioned in experiment protocol) with a noise parameter

of 0.5. Results with different noise values and class orders are presented in Appendix B.

Code Framework

All our models are implemented with PyTorch as the main deep learning framework.

We use the Continuum Library [123] for loading the datasets, creating different class

orders and combining them into different tasks. We use the scikit-image library [124] for

adding noise to the images. Our implementation is available at: https://github.com/

sameerkhnl/cil-replay-bic.

Metrics and Evaluation

After training on each incremental task t > 0, the model is first evaluated on the current

task test set only. Let m′
t represent the total number of instances from the test set of the

current task t. Let m′
corrt

represent the number of correctly classified instances from the

test set of the current task. An instance is considered correctly classified, when the model
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prediction in terms of classification label, i.e., ŷ based on Eq.2.7 is equal to the ground

truth label y of the instance. The accuracy [125] on the current task t is the number of

correct predictions divided by the number of total predictions made:

at =
m′

corrt

m′
t

(3.13)

Following this, we evaluate the model on all tasks up to and including the current task t.

We then compute the mean of all accuracies and refer to this as the average accuracy

[58] of the model at task t:

At = 1
t

∑
i∈t

at (3.14)

Note that similar to the protocol used by Castro et al. [36] and Belouadah et al. [44], we

do not include accuracy on the initial non-incremental task with base classes (t = 0) for

calculating At as it is designed to mimic pre-training and does not represent incremental

learning.

Since, the at metric is specific to a task, in order to get a single metric to represent the

performance of the model for all tasks T , we use the average incremental accuracy

score (AT ). It was was first introduced in iCaRL [3] and is the main metric used in

Class-IL research. It is the mean of the average accuracy values from each incremental

task, across all tasks T , i.e.,

AT = 1
|T |

∑
t∈T

At (3.15)

Note that from the IL point of view, we are mainly interested in At and AT .

Forgetting and Intransigence are two additional metrics that are reported in the con-

tinual learning literature [32]. Forgetting quantifies how much the model has forgotten

about the previous tasks after training on the new task (a measure of plasticity). Intran-

sigence measures the inability of the model to adapt to new tasks (a measure of stability).

These metrics were originally proposed for Task-IL setting. As suggested by Masana et al.

[39], their usage in Class-IL problem can be misleading as they do not take into account
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the task boundary that also contributes to catastrophic forgetting as discussed in Section

2.3. Therefore, we do not report such metrics.

For each class order we perform statistical tests, in order to establish the significance

of our results (or lack thereof) in comparison to the other implemented methods. We first

perform the Shapiro-Wilk [126] test to determine if the data are normally distributed for

each method. We then use the one-way ANOVA [127] followed by Tukey’s HSD post-hoc

analysis [128].

3.9 Evaluation on Noisy CIFAR100

Figure 3.7 shows the average accuracy At of the model as new tasks are learned through-

out training on noisy CIFAR100 (20-17-0.5). Firstly, we notice that the baseline method

has the lowest performance in terms of At throughout all tasks due to catastrophic for-

getting. The usage of exemplars alleviates catastrophic forgetting as we can see that the

performances of the three exemplar based methods are much superior to that of the base-

line. Among the three exemplar based methods, overall our method CORE-high clearly

outperforms the rest. We notice that the difference in At for earlier tasks is smaller but

widens as more tasks are learned. By the end of the final task (Task 16), the exem-

plars stored using CORE-high are clearly more effective in dealing with the forgetting

of old tasks as the At values are greater by a noticeably wider margin. Note that there

is a great overlap between herding and random, suggesting that their performances are

greatly similar. This is in agreement to the findings of Javed and Shafait [108] in a non-

noisy CIFAR100, where they also found the performances of herding and random highly

similar.
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Figure 3.7: A comparison of the average accuracy values of different tasks (At) using dif-
ferent exemplar selection strategies on CIFAR100 dataset with a Gaussian noise variance
parameter of 0.5. Training is done with 20 base classes for the initial non-incremental
task and then 5 classes per task, a total of 17 tasks. The mean and standard deviations
are calculated over 30 runs (continued in the next page).
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Figure 3.7: A comparison of the average accuracy values of different tasks (At) using dif-
ferent exemplar selection strategies on CIFAR100 dataset with a Gaussian noise variance
parameter of 0.5. Training is done with 20 base classes for the initial non-incremental
task and then 5 classes per task, a total of 17 tasks. The mean and standard deviations
are calculated over 30 runs (continued).
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Figure 3.7: A comparison of the average accuracy values of different tasks (At) using dif-
ferent exemplar selection strategies on CIFAR100 dataset with a Gaussian noise variance
parameter of 0.5. Training is done with 20 base classes for the initial non-incremental
task and then 5 classes per task, a total of 17 tasks. The mean and standard deviations
are calculated over 30 runs (continued).
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Figure 3.7: A comparison of the average accuracy values of different tasks (At) using dif-
ferent exemplar selection strategies on CIFAR100 dataset with a Gaussian noise variance
parameter of 0.5. Training is done with 20 base classes for the initial non-incremental
task and then 5 classes per task, a total of 17 tasks. The mean and standard deviations
are calculated over 30 runs (continued).

Table 3.2 compares the average incremental accuracy AT of the four methods. For

every single class order, CORE-high has the highest AT values. Based on Figure 3.7,

this is to be expected since AT across the individual tasks in most cases is greater with

CORE-high. In order to examine if the differences in AT values are significant, we perform

statistical tests as mentioned in Section 3.8. The Shapiro-Wilk test showed that for each

class order, the distribution of At values were normal for all methods. The one-way

ANOVA showed that there were significant differences in the mean values of the compared

methods. The post-hoc Tukey’s HSD test showed that for all class orders, p < 0.05 for

CORE-high against all compared methods. Table 3.3 shows results from Tukey’s HSD

analysis. This test compares the means of “group 1” against the means of “group 2” and

calculates the p-value.

We find that the p-values for all comparisons are less than the threshold of 0.05 except

for the comparison between herding and random. Therefore, we reject the null hypothesis

in all but this case. These results suggest that there is no significant difference in perfor-

mance of herding and random. All other differences, notably those between CORE-high

and random, and CORE-high and herding are significant. We observe similar results for
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Table 3.2: Average Incremental Accuracy (AT ) using different exemplar selection strate-
gies on CIFAR100 dataset with a Gaussian noise variance parameter of 0.5. Training is
done with 20 base classes for the initial non-incremental task and then 5 classes per task,
a total of 17 tasks. The mean and standard deviations are calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.127±0.004 0.240±0.014 0.205±0.014 0.209±0.014
2 0.124±0.003 0.224±0.013 0.194±0.014 0.193±0.013
3 0.116±0.003 0.210±0.011 0.183±0.013 0.183±0.012
4 0.120±0.003 0.206±0.014 0.176±0.010 0.175±0.011
5 0.126±0.004 0.224±0.012 0.190±0.011 0.192±0.013
6 0.128±0.004 0.232±0.014 0.193±0.014 0.195±0.016
7 0.120±0.004 0.220±0.014 0.185±0.012 0.185±0.013
8 0.122±0.003 0.211±0.013 0.177±0.012 0.180±0.013
9 0.122±0.002 0.214±0.011 0.184±0.011 0.188±0.013

10 0.120±0.003 0.210±0.011 0.179±0.011 0.180±0.013
11 0.128±0.004 0.226±0.014 0.191±0.015 0.198±0.012
12 0.131±0.003 0.241±0.015 0.203±0.015 0.205±0.014
13 0.118±0.003 0.204±0.012 0.175±0.012 0.174±0.010
14 0.111±0.003 0.192±0.014 0.170±0.013 0.171±0.011
15 0.119±0.003 0.210±0.013 0.182±0.013 0.183±0.014
16 0.126±0.003 0.222±0.015 0.191±0.014 0.197±0.016
17 0.126±0.003 0.224±0.013 0.191±0.013 0.189±0.013
18 0.136±0.003 0.261±0.019 0.235±0.016 0.229±0.017
19 0.122±0.003 0.213±0.014 0.183±0.014 0.189±0.015
20 0.126±0.003 0.238±0.016 0.199±0.013 0.198±0.013
21 0.122±0.003 0.221±0.013 0.188±0.011 0.188±0.013
22 0.130±0.002 0.223±0.011 0.189±0.010 0.191±0.011
23 0.125±0.003 0.225±0.012 0.190±0.013 0.193±0.012
24 0.117±0.004 0.210±0.012 0.180±0.012 0.178±0.012
25 0.126±0.003 0.227±0.015 0.201±0.014 0.202±0.015
26 0.125±0.003 0.221±0.013 0.189±0.013 0.190±0.013
27 0.114±0.005 0.190±0.012 0.164±0.011 0.165±0.013
28 0.129±0.003 0.238±0.017 0.203±0.014 0.205±0.013
29 0.123±0.003 0.225±0.013 0.192±0.012 0.193±0.012
30 0.131±0.003 0.252±0.015 0.210±0.013 0.214±0.014
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Table 3.3: Tukey’s HSD significance test results for compared sample selection methods
on four random class orders on CIFAR100. Training is done with 20 base classes for the
initial non-incremental task and then 5 classes per task, a total of 17 tasks. Comparisons
of our algorithm CORE-high against with herding and random are highlighted in bold.

class order group1 group2 meandiff p-value reject

1

CORE-high baseline -0.112 0.001 true
CORE-high herding -0.031 0.001 true
CORE-high random -0.034 0.001 true
baseline herding 0.082 0.001 true
baseline random 0.078 0.001 true
herding random -0.004 0.436 false

class order group1 group2 meandiff p-value reject

2

CORE-high baseline -0.100 0.001 true
CORE-high herding -0.032 0.001 true
CORE-high random -0.03 0.001 true
baseline herding 0.068 0.001 true
baseline random 0.070 0.001 true
herding random 0.002 0.797 false

class order group1 group2 meandiff p-value reject

3

CORE-high baseline -0.093 0.001 true
CORE-high herding -0.027 0.001 true
CORE-high random -0.026 0.001 true
baseline herding 0.067 0.001 true
baseline random 0.067 0.001 true
herding random 0.000 0.900 false

class order group1 group2 meandiff p-value reject

4

CORE-high baseline -0.086 0.001 true
CORE-high herding -0.031 0.001 true
CORE-high random -0.03 0.001 true
baseline herding 0.055 0.001 true
baseline random 0.056 0.001 true
herding random 0.001 0.900 false
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Figure 3.8: Visualisation of multiple comparisons between all pairs based on Table 3.3
using Tukey’s HSD test showing mean and confidence intervals on CIFAR100 with a
Gaussian noise variance of 0.5.

all 30 different class orders. Figure 3.8 visualises the multiple comparisons from Table 3.3

showing the mean and confidence intervals of each group. Note that there is no overlap

of any methods with CORE-high, suggesting that its means is significantly higher than

the means of other methods. We also observe a significant overlap between the means of

herding and random.

Additional Experiments

Using flexible memory approach: We also perform some experiments using a flexible

memory approach to validate our method in this setting since algorithms such as iCaRL

[3] and EEIL [36] use this strategy. Figure 3.9 shows the At graph. Using this approach,

the accuracy on all methods is improved as earlier tasks can benefit from the extra mem-

ory available. Similar to Figure 3.7, Figure 3.9 shows the change in At values with increase
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in task number using the flexible memory setting. Our method CORE-high once again

outperforms all the other methods. Statistical tests show that for all class orders, the

improvements from CORE-high over random and herding are significant (p < 0.05).

Using different memory size: We double the memory size, i.e., allocate 40 samples

per class instead of 20 and keep the rest of the parameters fixed. Figure 3.10 shows the

change in At values with task number. Similar to Figure 3.7, we observe that CORE-high

outperforms the rest of the methods overall even though the At on the first few tasks

are similar. Note that compared to Figure 3.7, the At of the replay based methods are

greater overall. This is because of the greater memory size which increases the number

of samples available from past classes. This has a positive effect in improving the model

accuracy on previous classes.

Lowering noise level: We test with a lower noise value of 0.1 on CIFAR100 and the

results are shown in Figure 3.11. We note that the gap in performance among the different

replay based methods gets narrowed, but CORE-high still has a slight improvement in

performance overall. The statistical tests show that the improvement from CORE-high

is still significant (p < 0.05)

CIFAR100 with no noise: Experiments on CIFAR100 with no noise show that herding

and random surpass our method in terms of At values across tasks as shown in Figure

3.12. We observe that the performance of random and herding are similar. This further

supports the findings of Belouadah and Popescu [38], Hayes et al. [76], and Javed and

Shafait [108] that simple uniform random selection is a powerful tool in sample selection

in Class-IL learning.

The AT score for each class order for the additional experiments is presented in Ap-

pendix B.
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Figure 3.9: A comparison of the average accuracy values of different tasks (At) using dif-
ferent exemplar selection strategies on CIFAR100 dataset with a Gaussian noise variance
parameter of 0.5 using flexible memory. Training is done with 20 base classes for the
initial non-incremental task and then 5 classes per task, a total of 17 tasks. The mean
and standard deviations are calculated over 30 runs.
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Figure 3.10: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on CIFAR100 dataset with a Gaussian noise vari-
ance parameter of 0.5 using 40 exemplars per class. Training is done with 20 base classes
for the initial non-incremental task and then 5 classes per task, a total of 17 tasks. The
mean and standard deviations are calculated over 30 runs.
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Figure 3.11: A comparison of the average accuracy values of different tasks (At) using dif-
ferent exemplar selection strategies on CIFAR100 dataset with a Gaussian noise variance
parameter of 0.1. Training is done with 20 base classes for the initial non-incremental
task and then 5 classes per task, a total of 17 tasks. The mean and standard deviations
are calculated over 30 runs.
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Figure 3.12: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on non-noisy CIFAR100 dataset. Training is done
with 20 base classes for the initial non-incremental task and then 5 classes per task, a
total of 17 tasks. The mean and standard deviations are calculated over 30 runs.
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3.10 Evaluation on Noisy TinyImageNet

Figure 3.13 shows the result of our experiments on noisy TinyImageNet (100-11-0.1).

Table 3.4 compares the AT of each of the four methods. Our findings here are similar

to those for CIFAR100 (20-17-0.5), i.e., CORE-high has the highest improvement in At

compared to all the other methods. As expected, the baseline method has the lowest At

value while herding and random have a similar At value across the 10 incremental tasks.

The Tukey’s HSD test also showed that for all class orders, p-value< 0.05 for CORE-high

against all compared methods. Table 3.5 shows results from Tukey’s HSD analysis. Similar

to CIFAR100 (20-17-0.5), the p-values for all comparisons are less than the threshold of

0.05 except for herding and random. Figure 3.14 visualises the multiple comparisons from

Table 3.5. We note that there is no overlap between the means of CORE-high with the

mean of any other method. This suggests that the mean of CORE-high is significantly

higher than the means of the other methods. We also note a huge overlap in the means

of random and herding similar to Figure 3.8 for CIFAR100 (20-17-0.5).

Additional Experiments

Different number of tasks: We run experiments in the TinyImageNet (50-16-0.1) set-

ting. Here, the number of tasks is reduced but with 10 tasks, the impact of catastrophic

forgetting is still huge on the baseline. Figure 3.13 shows the At graph for this setting.

CORE-high still outperforms the other methods. The statistical tests show that the dif-

ference in performance are significant (p < 0.05).

TinyImageNet with no noise: Results for At values from experiments on TinyIm-

ageNet with no noise are illustrated in Figure 3.16. Contrary to the observation for

non-noisy CIFAR100, here we see the non-baseline methods have a similar performance

in terms of At values across tasks.
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Figure 3.13: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on TinyImageNet dataset with a Gaussian noise
variance parameter of 0.1. Training is done with 50 base classes for the initial non-
incremental task and then 10 classes per task, a total of 16 tasks. The mean and standard
deviations are calculated over 30 runs.
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Figure 3.13: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on TinyImageNet dataset with a Gaussian noise
variance parameter of 0.1. Training is done with 50 base classes for the initial non-
incremental task and then 10 classes per task, a total of 16 tasks. The mean and standard
deviations are calculated over 30 runs (continued).
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Figure 3.13: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on TinyImageNet dataset with a Gaussian noise
variance parameter of 0.1. Training is done with 50 base classes for the initial non-
incremental task and then 10 classes per task, a total of 16 tasks. The mean and standard
deviations are calculated over 30 runs (continued).
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Figure 3.13: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on TinyImageNet dataset with a Gaussian noise
variance parameter of 0.1. Training is done with 50 base classes for the initial non-
incremental task and then 10 classes per task, a total of 16 tasks. The mean and standard
deviations are calculated over 30 runs (continued).

3.11 Runtime

GPU utilisation of up to 83% during training is observed on all experimental setups.

The runtime of the exemplar selection routines for CORE-high, random and herding are

0.023, 0.006 and 0.0153 seconds on a single incremental task of CIFAR100 (20-17-0.5)

respectively. For TinyImageNet (100-11-0.1), the runtime of these routines are 0.071,

0.006 and 0.036 seconds for a single incremental task respectively. For CIFAR100 (20-17-

0.5), we found that on average it takes about 1 minute 45 seconds to train an incremental

task. For TinyImageNet (100-11-0.1), it takes about 2 minutes 31 seconds on average for

training an incremental task. Although theoretically, CORE-high is slower than random

and herding, given the time it takes to train the neural networks on a single task, this

difference has almost no impact for practical applications. Our exemplar selection routine

can be performed on a CPU and therefore, there is no additional GPU usage in running

our exemplar selection method.
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Table 3.4: Average Incremental Accuracy (AT ) using different exemplar selection strate-
gies on TinyImageNet dataset with a Gaussian noise variance parameter of 0.1. Training
is done with 50 base classes for the initial non-incremental task and then 10 classes per
task, a total of 17 tasks. The mean and standard deviations are calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.128±0.001 0.229±0.004 0.192±0.001 0.195±0.002
2 0.131±0.001 0.229±0.006 0.192±0.001 0.194±0.003
3 0.130±0.0 0.233±0.005 0.195±0.006 0.196±0.002
4 0.126±0.001 0.219±0.005 0.186±0.002 0.183±0.003
5 0.131±0.001 0.236±0.006 0.192±0.001 0.195±0.004
6 0.128±0.001 0.234±0.001 0.195±0.002 0.194±0.003
7 0.126±0.001 0.216±0.003 0.183±0.006 0.183±0.002
8 0.132±0.001 0.233±0.003 0.193±0.003 0.198±0.002
9 0.125±0.002 0.224±0.002 0.18±0.002 0.187±0.003

10 0.135±0.001 0.233±0.002 0.191±0.004 0.197±0.004
11 0.135±0.001 0.239±0.004 0.193±0.005 0.198±0.003
12 0.131±0.001 0.237±0.005 0.193±0.003 0.198±0.004
13 0.133±0.001 0.231±0.004 0.193±0.005 0.196±0.003
14 0.128±0.001 0.219±0.003 0.177±0.002 0.178±0.002
15 0.129±0.001 0.226±0.002 0.194±0.003 0.194±0.001
16 0.125±0.001 0.221±0.003 0.177±0.001 0.178±0.003
17 0.130±0.001 0.230±0.005 0.193±0.002 0.195±0.008
18 0.132±0.002 0.236±0.003 0.198±0.005 0.199±0.003
19 0.136±0.002 0.234±0.005 0.194±0.003 0.196±0.003
20 0.126±0.0 0.219±0.005 0.174±0.003 0.173±0.003
21 0.124±0.001 0.216±0.003 0.176±0.001 0.177±0.004
22 0.134±0.002 0.237±0.004 0.189±0.001 0.194±0.003
23 0.130±0.001 0.223±0.003 0.185±0.005 0.190±0.001
24 0.131±0.002 0.228±0.008 0.191±0.002 0.192±0.006
25 0.140±0.002 0.239±0.004 0.201±0.003 0.205±0.004
26 0.133±0.001 0.238±0.005 0.201±0.002 0.205±0.003
27 0.124±0.001 0.225±0.002 0.188±0.004 0.193±0.004
28 0.129±0.0 0.231±0.004 0.189±0.004 0.192±0.004
29 0.133±0.001 0.238±0.002 0.197±0.003 0.197±0.001
30 0.136±0.001 0.236±0.002 0.199±0.004 0.198±0.002
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Table 3.5: Tukey’s HSD significance test results for compared sample selection methods
on four random class orders on TinyImageNet with a noise parameter of 0.5 with 50 base
classes followed by 5 classes per task. Comparisons of our algorithm CORE-high against
with herding and random are highlighted in bold.

class order group1 group2 meandiff p-value reject

1

CORE-high baseline -0.101 0.001 true
CORE-high herding -0.035 0.001 true
CORE-high random -0.038 0.001 true
baseline herding 0.066 0.001 true
baseline random 0.063 0.001 true
herding random -0.003 0.501 false

class order group1 group2 meandiff p-value reject

2

CORE-high baseline -0.098 0.001 true
CORE-high herding -0.035 0.001 true
CORE-high random -0.036 0.001 true
baseline herding 0.063 0.001 true
baseline random 0.061 0.001 true
herding random -0.002 0.900 false

class order group1 group2 meandiff p-value reject

3

CORE-high baseline -0.103 0.001 true
CORE-high herding -0.036 0.001 true
CORE-high random -0.038 0.001 true
baseline herding 0.066 0.001 true
baseline random 0.065 0.001 true
herding random -0.001 0.900 false

class order group1 group2 meandiff p-value reject

4

CORE-high baseline -0.093 0.001 true
CORE-high herding -0.036 0.001 true
CORE-high random -0.033 0.001 true
baseline herding 0.057 0.001 true
baseline random 0.060 0.001 true
herding random 0.003 0.642 false
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Figure 3.14: Visualisation of multiple comparisons between all pairs based on Table 3.5
using Tukey’s HSD test showing mean and confidence intervals on TinyImageNet with a
Gaussian noise variance of 0.1.
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Figure 3.15: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on TinyImageNet dataset with a Gaussian noise
variance parameter of 0.1. Training is done with 100 base classes for the initial non-
incremental task and then 10 classes per task, a total of 11 tasks. The mean and standard
deviations are calculated over 30 runs.
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Figure 3.16: A comparison of the average accuracy values of different tasks (At) using
different exemplar selection strategies on non-noisy TinyImageNet dataset. Training is
done with 50 base classes for the initial non-incremental task and then 10 classes per task,
a total of 16 tasks. The mean and standard deviations are calculated over 30 runs.

3.12 Conclusion

In this chapter, we presented our algorithm for selecting samples for replay, in order to

improve the performance of deep neural networks in a noisy Class-IL setting. Replay

methods are useful in alleviating catastrophic forgetting by retaining knowledge of past

data. We found that our proposed method demonstrated improvement in accuracy com-

pared to the two other main sampling methods popular in Class-IL research. The training

cost associated with our method is almost negligible. Our method could prove useful in

the real world where training needs to be done with images that contain pixel noise, such

as those obtained from medical imaging, CCTV cameras and satellites. However, uniform

random selection is still sufficient when the images are clean and free of noise. Similar

to some previous works, we also did not observe any improvement in using the herding

method in comparison to uniform random selection in both noisy as well as noise-free

datasets.
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Chapter 4

Bias Correction Using Replay

In this chapter, we introduce our algorithm to offset the bias present in the classification

layer of the network. We call this algorithm bias correction using auxiliary network (BiC-

AN). Section 4.1 discusses the motivation for developing such a method. Section 4.3

presents an overview as well as formally describes our method. Section 4.6 describes the

experimental setup used to validate our method. Sections 4.7 and 4.8 describe the findings

from our experiments by comparing against a state-of-the-art existing bias correction

method on two benchmark datasets - CIFAR100 [112] and TinyImageNet [113].

4.1 Motivation

In an incremental learning paradigm, there are enough training images available from the

new classes but none (or very few if replay is used) from the old classes. An incrementally

learning agent therefore gets trained on an imbalanced dataset. As mentioned earlier in

Section 2.3, such imbalance is one of the main causes of catastrophic forgetting in a Class-

IL setting. As observed by Hou et al. [13] and Zhao et al. [25], one direct consequence

of this is that the norms of the weight vectors of the classification layer corresponding to

the new classes are much larger than those of old classes. This is illustrated in Figure

4.1, where we observe that the norms of the weight vectors corresponding to new classes

are higher than those corresponding to the old classes, in the classification layer of the

network. As a result, there is a greater probability for a given input to be classified as one

of the new classes. This is also referred as the task-recency bias in Class-IL literature.
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Figure 4.1: L2 norms of the weight vectors of the classification layer after training on
the final task on CIFAR100 dataset split into 5 tasks of 20 classes each. Note how the
norms of the weight vectors corresponding to the new classes are higher than of those
corresponding to the old classes.

Knowldge Distillation (KD), which is widely used in many Class-IL methods, does

not provide a solution to the task recency bias. In fact, Zhao et al. [25] found that KD

actually encourages the network to classify a given sample into one of the new classes.

Because of distillation loss, the cost of misclassifying an old sample into one of the old

classes is greater than the cost of misclassifying an old sample into one of the new classes.

Although the use of replay memory is useful in mitigating task-recency bias [25], [39],

[44], the size of exemplars is much less compared to the size of the new class samples as

shown in Eq.3.1. As a result, the class imbalance is still prevalent in the training dataset.

Learning from imbalanced dataset in the context of deep learning has been the subject of

many research studies [129]–[133]. But it has still remained an open problem for multi-

class classification which is the case in Class-IL problems [134]. We have studied existing

bias correction algorithms as part of our literature review in Section 2.4.2.3.
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It should be noted that bias towards new classes is not only present in the classification

layer, but also in the feature extractor [14]. Correcting the bias in the classification layer

is easier because the parameters of the classifier are class-specific whereas the parameters

of the CNN are shared by all the classes [25]. In this research, we only address the bias

present in the classification layer.

4.2 Problem Setting

We have described the Class-IL problem setting in detail in Section 2.1. Here, we briefly

re-explore the terms and notations introduced previously.

A Class-IL problem T comprises of a sequence of tasks where each task t ∈ T consists

of a set of classes Ct
new and a dataset Dt

new. Optionally, some data from classes from

old tasks Ct
old are available as replay memory and are denoted by Kt

old. Then, the set of

classes in t is then denoted by Ct = Ct
new ∪Ct

old and the dataset available at t is denoted

byDt = Dt
new ∪Kt

old. There is no overlap between Ct
old and Ct

new , i.e., Ct
old∩Ct

new = ϕ.

After training on t, the model is evaluated on all tasks encountered so far. The term

Ct
seen = ⋃t

i=1 = Ci indicates the set of classes encountered from all seen tasks, after training

on t is complete. The dataset Dt is made up of a set of data points or instances as tuples

(x,y) where x represents the input image as a multi-dimensional vector and y represents

the corresponding target value as a one-hot vector.

Image recognition using neural networks are typically implemented using a deep CNN

as a backbone, also called a feature extractor Ψ which takes x as its input and outputs

a z-dimensional feature vector, i.e.,Ψ(x;V ) ∈ Rz where V represents the parameters of

the feature extractor. The head of the network, which consists of a single layer is called

a classifier is denoted by Φ and its parameters are denoted by W . The input for Φ are

the features Ψ(x;V ) and its output are prediction scores lx ∈R|y|, also called logits. The

full network including both Ψ and Φ is denoted by Θ and its parameters are denoted by
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ω. The logits are therefore the outputs of the full network:

lx = Φ(Ψ(x;V );W )

= Θ(x;ω)

The logits vector lx is composed of prediction scores(l1, l2, . . . l|y|) where li represents the

prediction score for the ith class. The network is trained using a cross-entropy loss Lce.

The network prediction in terms of the final classification is given by ŷ, a scalar value

which corresponds to the index of the maximum value of ŷ, i.e., ŷ = argmax(ŷ).

4.3 Proposed Approach

Figure 4.2 depicts the training and evaluation protocols using our method. Similar to

IL2M [38], we do not adjust the parameters of the network using an additional loss term on

top of cross-entropy loss. As noted by Zhao et al. [25], using such an approach, adjusting

the bias against one class affects the outcomes for other classes since the parameters of the

CNN are shared by all the classes. Also, similar to IL2M [38], our approach assumes that

at least some exemplars of past classes are available. The authors of IL2M [38] reported

that the use of KD is not necessary when exemplars are available. They reported that

distillation loss could actually be harmful in the presence of exemplars. KD assumes that

the model has been trained on a large balanced dataset, which is not the case in Class-IL

setting when the dataset is imbalanced in favour of new classes [38]. For this reason, we

also do not make use of KD in our approach.

Our method is based on the intuition that the bias present in the classification layer

of the network can be alleviated by training on a balanced dataset that contains equal

number of samples from both old and new classes. The balanced dataset can be created

using old class exemplars and exemplars from current classes. No additional training is

required for the feature extractor. Our approach can be accomplished in three steps. The
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(i) Training of the feature extractor using standard backpropagation.

(ii) Training of the auxiliary classifier using equal number of samples from all classes.

(iii) Evaluation using auxiliary classifier

Figure 4.2: Training and evaluation using BiC-AN
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first step is the training of the feature extractor (CNN) Ψ using standard backpropagation

as shown in Figure 4.2 (i). The dataset in this step is imbalanced and consists of all new

class data and exemplar data from old classes only. In the second step, we create a

balanced dataset using exemplars of both old and new classes. This step is run after the

exemplar selection routine on the new classes. The parameters of the feature extractor

are frozen. This is shown in Figure 4.2 (ii). The output of the feature extractor, i.e.,

the features are used as the input to train an auxiliary network, Φext, using a standard

cross entropy loss. The auxiliary network is an MLP but we found that a simple linear

classifier that can be trained using backpropagation is sufficient. The outputs of the

auxiliary network are the logit values as shown in Eq.2.4. The third step is the evaluation

on test data. Here, both Ψ and Φext parameters are frozen and are only used to evaluate

the given input as shown in Figure 4.2 (iii). The logits output from Φext are used for final

classification. Since our method makes use of the auxiliary network for creating outputs

that are not biased, we name our method bias correction using auxiliary network (BiC-

AN). The pseudocodes for training and evaluation phases of the network using BiC-AN

are presented in Algorithms 3 and 4 respectively.

It should be noted that training the auxiliary network on equal number of old and new

samples is the key to eliminating the bias. The feature extractor still needs to be trained

on the current task dataset otherwise feature representation knowledge learned from the

new task is lost.

Approach Formulation

At task t, we train the main network Θ(.;ω) which includes both Ψ(.;V ) and Φ(.;W )

using Dt = Dt
new∪Kt

old (see Eq.2.2) based on the standard incremental learning protocol.

Once training is complete, the parameters of Ψ get updated and are now denoted by

V t. Following training, the exemplars from Ct
new are selected based an exemplar selection

strategy and added to the memory buffer. The set of all exemplars from both old and
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new classes is given by Kt
all = Kt

old∪Kt
new based on Eq.3.12. In Algorithm 3, we show

the set of input vectors and the set of target vectors from Kt
old as Xr and Y r. In Line 1,

these get updated with input and target values from new classes.

Let Φext denote an auxiliary network and U denote the state of its parameters,

initialised randomly. The second step is to extract the features of x which are in z-

dimensions:

Ψt(x;V t) ∈ Rz (4.1)

In Line 2, we show this step for a set of inputs. During feature extraction, the Ψt is

frozen so that the parameters V t do not change. This is necessary in order to preserve the

feature representation knowledge gained by training on the current task dataset Dt. We

now train Φext(.,U) using the output from Eq.4.1 as the input and the ground-truth y as

the target using a standard cross-entropy loss, during which the state of its parameters U

changes. Line 3 corresponds to this step. Let U t denote the new state of its parameters

once training of Φext is complete.

During evaluation on an unseen sample x, we use Eq.4.1 to extract its features. Next,

we obtain the output logits lx as follows:

lx = Φt
ext(Ψt(x;V t);U t) (4.2)

The vector lx gives the rectified prediction scores for each class. The final prediction

is made by taking the index of the resulting logit that corresponds to the highest value

(based on Eq.2.7) using an argmax function. Our main contribution is in how the lx is

obtained. Algorithm 2 shows the evaluation step. In the algorithm we use a set of input

vectors Xeval rather than a single vector as this is how evaluation is done in practice when

using GPUs.
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4.4 Pseudocode

Algorithm 3 Training phase using BiC-AN
Require: full network including the feature extractor Ψ and classifier Φ, current dataset

inputs X and targets Y , Replay memory Xr,Y r, function that updates Xr,Y r with
exemplars of new classes π

1: Ψt← Train(Ψ,Φ,X,Y ;Lce) ▷ Ψt is the trained feature extractor
Update((Xr,Y r),π) ▷ update memory using sampling routine π

2: F ← Eval(Ψt,Xr) ▷ extract features F of Xr using the trained Ψt

3: Φt
ext← Train(Φext,F,Y r;Lce) ▷ train Φext using the extracted features and Lce

4: return Ψt,Φt
ext ▷ trained Ψ and Φext

Algorithm 4 Evaluation phase using BiC-AN
Require: trained feature extractor Ψt and trained auxiliary network Φt

ext trained using
Algorithm 3, test set inputs Xeval

1: F ← Eval(Ψt,Xeval) ▷ extract features of X
2: L← Eval(Φt

ext,F ) ▷ logits for Xeval

3: P ← [] ▷ final prediction
4: for l in L do
5: p← argmax(l) ▷ classification step
6: Append(P,p)
7: end for
8: return P ▷ classification result of all Xeval

4.5 Cost of Using the Auxiliary Network

Φext has a much simpler architecture in comparison to the Ψ. From our experiments,

a linear layer that can be trained using backpropagation with Lce is sufficient. This is

possibly because features extracted by Ψ is a much simpler vector than the raw input x.

However, if a linear classifier is not sufficient, a Multi-Layer Perceptron (MLP) network

can be used. Initial experiments did not show any significant difference between the

results obtained by using MLP and a linear classifier. A single auxiliary network can

be used throughout the whole training sequence T . Since the number of parameters U

are constant, using Φext only adds a constant amount of memory throughout T . Since

93



|U | << |V |, in comparison to the memory used by the CNNs, the additional memory

usage is not significant. For the same reason, extra time taken to train Φext should be

only a fraction of time taken to train Ψ. We validate this idea in Section 4.9 where we

discuss the runtime of BiC-AN based on our experiments.

4.6 Experimental Setup

We use the following experimental setup in order to validate our proposed method BiC-

AN in a Class-IL problem setting. This setup is based on Class-IL with memory protocol

as described in Section 3.3.

Compared Methods

We compare the performance of our proposed bias correction method BiC-AN against

IL2M [38]. Unlike other methods, IL2M does not use a distillation loss or another form of

loss during training apart from the cross-entropy loss. The bias correction step is applied

post-training of the feature extractor similar to our methods. This makes the comparison

between our method and IL2M more reasonable. IL2M uses a secondary memory in order

to store statistics of a class when it is first learned. As part of the bias rectification step

during evaluation, the class statistics are used to calculate a scalar value for each old

class which is used to scale the logit value corresponding to that class, if the prediction

for a given sample is one of the new classes. We refer to Section 2.4.2.3 where we have

discussed bias rectification using IL2M in greater detail.

We also implement two additional methods to facilitate comparison against the two

methods mentioned above. The third method replay-only uses a fine-tuning approach

with a cross-entropy loss and exemplars but does not have a bias rectification component.

The fourth method is fine-tuning using a cross-entropy loss without the use of exemplars

and without any bias correction step. This is our baseline method.
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Hardware

We use a single NVIDIA P40 GPU on a remote Linux server operating on Ubuntu 18.04.6

LTS.

Datasets and Transformations

We use the same two datasets - CIFAR100 [112] and TinyImageNet [113] as for Chapter

3 but without any noise. The details of the datasets and transformations used are exactly

as mentioned in Section 3.8.

Experimental Protocol

We use the same experimental protocol as detailed in Section 3.8 for splitting the dataset

into different tasks. For CIFAR100, we perform experiments using the (20-17) setup,

i.e., the first non-incremental task contains 20 base classes and the remaining tasks each

contain 5 classes, making a total of 17 tasks. For TinyImageNet we use the (50-16) setup.

For each dataset, We generate 30 random class orders by shuffling the class labels.

Network Architecture

We use ResNet-32 for CIFAR100 and ResNet-18 for TinyImageNet, same as in Chapter

3. For these networks, all the layers prior to the head of the network act as the CNN

feature extractor Ψ(.;V ). The ResNet-32 extracts a 64-dimensional feature vector and

the ResNet-18 extracts a 512-dimensional feature vector. For the Φext we use a linear

network with the same number of input dimensions as that of the feature vectors.

Hyperparameters

The hyperparameters used to train the Ψ(.;V ) and Φ(.;W ) are exactly the same as

detailed in Section 3.8. For the Φext, we only train for 5 epochs with a batch size of 8
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and a learning rate of 0.1 as this is a much simpler network.

Memory Management

We use 20 exemplars per class using the fixed memory approach. Regarding the strategy

to reserve exemplars, we use plain random selection since we observed in Chapter 3 that for

non-noisy datasets, the performance of random was as good as other complex exemplar

selection techniques. IL2M in its original implementation also uses random selection

method.

Code Framework

We use PyTorch as the main deep learning framework for our experiments. For loading

datasets, generating random class orders and combining them into different tasks, we use

the Continuum library [123]. Our implementation of BiC-AN and IL2M is available at:

https://github.com/sameerkhnl/cil-replay-bic.

Metrics and Evaluation

We use average accuracy (At) [125] and average incremental accuracy (AT ) [3] as the

main metrics to evaluate the performances of the compared methods. We refer to Section

3.8 for details on the calculation of these metrics. For significance testing, we perform the

Shapiro-Wilk [126] to test for normality of the results. We then use the one-way ANOVA

[127] followed by Tukey’s HSD post-hoc analysis [128].

4.7 Evaluation on CIFAR100

Figure 4.3 shows At scores as new tasks are learned throughout the training on CIFAR100

(20-17). As expected, the baseline method has the lowest At as it suffers heavily from

catastrophic forgetting. The replay-only method, sees a significant improvement compared
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Figure 4.3: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on CIFAR100 dataset. Training is done with 20 base
classes for the initial non-incremental task and then 5 classes per task, a total of 17 tasks.
The mean and standard deviations are calculated over 30 runs (continued in the next
page).
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Figure 4.3: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on CIFAR100 dataset. Training is done with 20 base
classes for the initial non-incremental task and then 5 classes per task, a total of 17 tasks.
The mean and standard deviations are calculated over 30 runs (continued).
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Figure 4.3: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on CIFAR100 dataset. Training is done with 20 base
classes for the initial non-incremental task and then 5 classes per task, a total of 17 tasks.
The mean and standard deviations are calculated over 30 runs (continued).
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Figure 4.3: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on CIFAR100 dataset. Training is done with 20 base
classes for the initial non-incremental task and then 5 classes per task, a total of 17 tasks.
The mean and standard deviations are calculated over 30 runs (continued).

to the baseline as it uses replay. This further reinforces the observation that the use of

exemplars is greatly beneficial to minimise catastrophic forgetting. Our method BiC-AN

is considerably better than IL2M, while both perform better than replay-only. We note

that IL2M achieves noticeably better performance than replay-only for the earlier tasks

but as more tasks are learned, the improvement of IL2M over replay-only is restricted.

In Table 4.1, we compare the AT values of the tested methods for each class order. For

each class order, BiC-AN achieves the highest mean AT . The Tukey’s HSD significance

test showed that for all class orders, p < 0.05 when comparing BiC-AN against other

methods. Table 4.2 shows results from the post-hoc Tukey’s HSD significance test for

the first four class orders. The multiple comparisons graph 4.4 shows that the confidence

intervals of BiC-AN does not overlap with the those of any other methods.
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Table 4.1: Average Incremental Accuracy (AT ) using different bias correction methods
CIFAR100 dataset. Training is done with 20 base classes for the initial non-incremental
task and then 5 classes per task, a total of 17 tasks. The mean and standard deviations
are calculated over 30 runs.

perm. baseline BiC-AN replay-only IL2M

1 0.171±0.002 0.484±0.007 0.419±0.009 0.449±0.003
2 0.169±0.001 0.459±0.004 0.398±0.009 0.426±0.007
3 0.159±0.002 0.441±0.006 0.382±0.006 0.410±0.006
4 0.173±0.001 0.461±0.008 0.404±0.013 0.429±0.014
5 0.169±0.001 0.466±0.002 0.399±0.004 0.431±0.01
6 0.172±0.002 0.458±0.013 0.388±0.012 0.412±0.018
7 0.169±0.002 0.466±0.005 0.398±0.003 0.432±0.004
8 0.172±0.003 0.450±0.009 0.377±0.012 0.411±0.014
9 0.171±0.001 0.449±0.002 0.386±0.009 0.406±0.005

10 0.168±0.001 0.450±0.005 0.388±0.003 0.413±0.006
11 0.175±0.002 0.469±0.003 0.41±0.002 0.427±0.002
12 0.174±0.003 0.488±0.002 0.421±0.002 0.448±0.002
13 0.168±0.002 0.447±0.007 0.386±0.004 0.411±0.004
14 0.159±0.001 0.439±0.003 0.386±0.006 0.411±0.004
15 0.165±0.001 0.452±0.005 0.392±0.008 0.419±0.007
16 0.171±0.0 0.463±0.002 0.400±0.002 0.427±0.004
17 0.172±0.001 0.467±0.006 0.402±0.005 0.428±0.005
18 0.176±0.002 0.505±0.007 0.431±0.012 0.464±0.013
19 0.174±0.002 0.456±0.011 0.389±0.011 0.421±0.014
20 0.173±0.001 0.471±0.005 0.409±0.011 0.434±0.014
21 0.171±0.004 0.458±0.012 0.397±0.012 0.422±0.017
22 0.171±0.001 0.463±0.009 0.398±0.014 0.429±0.01
23 0.171±0.002 0.456±0.007 0.399±0.011 0.414±0.014
24 0.174±0.001 0.452±0.005 0.391±0.003 0.419±0.007
25 0.172±0.0 0.460±0.009 0.395±0.01 0.421±0.011
26 0.171±0.001 0.465±0.003 0.402±0.002 0.427±0.005
27 0.169±0.002 0.425±0.001 0.362±0.001 0.389±0.004
28 0.172±0.001 0.477±0.011 0.414±0.016 0.44±0.019
29 0.172±0.001 0.472±0.004 0.406±0.006 0.429±0.008
30 0.175±0.001 0.493±0.004 0.429±0.004 0.457±0.005
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Table 4.2: Tukey’s HSD significance test results for compared bias correction methods on
four random class orders on CIFAR100. Comparisons of our algorithm BiC-AN against
replay-only and IL2M are highlighted in bold.

class order group1 group2 meandiff p-value reject

1

BiC-AN IL2M -0.035 0.001 true
BiC-AN baseline -0.314 0.001 true
BiC-AN replay-only -0.065 0.001 true
IL2M baseline -0.278 0.001 true
IL2M replay-only 0.03 0.001 true
baseline replay-only 0.248 0.001 true

class order group1 group2 meandiff p-value reject

2

BiC-AN IL2M -0.033 0.001 true
BiC-AN baseline -0.291 0.001 true
BiC-AN replay-only -0.062 0.001 true
IL2M baseline -0.258 0.001 true
IL2M replay-only -0.028 0.002 true
baseline replay-only 0.229 0.001 true

class order group1 group2 meandiff p-value reject

3

BiC-AN IL2M -0.031 0.001 true
BiC-AN baseline -0.282 0.001 true
BiC-AN replay-only -0.059 0.001 true
IL2M baseline -0.251 0.001 true
IL2M replay-only -0.028 0.001 true
baseline replay-only 0.223 0.001 true

class order group1 group2 meandiff p-value reject

4

BiC-AN IL2M -0.032 0.017 true
BiC-AN baseline -0.289 0.001 true
BiC-AN replay-only -0.057 0.001 true
IL2M baseline -0.256 0.001 true
IL2M replay-only -0.025 0.001 true
baseline replay-only 0.232 0.001 true
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Figure 4.4: Visualisation of multiple comparisons between all pairs based on Table 4.2
using Tukey’s HSD test showing mean and confidence intervals on CIFAR100 .

Additional Experiments

Using flexible memory approach: All replay based methods benefit greatly from the

use of flexible memory.. Figure 4.5 depicts the changes in At graph. As expected, for

earlier tasks BiC-AN and IL2M have similar performance but BiC-AN surpasses IL2M as

more tasks are learned.

Increased Memory Size: All replay based methods have increased accuracy At when

using 40 exemplars per class. The performance of BiC-AN surpasses that of IL2M similar

to 4.3.

Tables showing AT of additional experiments on all 30 class orders are available in Ap-

pendix C.
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Figure 4.5: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on CIFAR100 dataset using flexible memory. Training
is done with 20 base classes for the initial non-incremental task and then 5 classes per
task, a total of 17 tasks. The mean and standard deviations are calculated over 30 runs.
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Figure 4.6: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on CIFAR100 dataset using 40 exemplars per task.
Training is done with 20 base classes for the initial non-incremental task and then 5
classes per task, a total of 17 tasks. The mean and standard deviations are calculated
over 30 runs.
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4.8 Evaluation on TinyImageNet

Figure 4.7 visualises the At graph on TinyImageNet (50-16). Similar to Figure 4.3 on

CIFAR100, there is a very discernible gap in performance between BiC-AN and other

methods. Among other methods, IL2M outperforms replay-only until about task 10,

after which there is no clear improvement. This suggests that IL2M may be affected by

the number of tasks more than BiC-AN. Although the performance of BiC-AN declines

towards the final tasks, there still a considerable improvement compared to the other

methods. A comparison of AT values is presented in Table 9. For every class order BiC-

AN has the highest AT out of all the methods. Tukey’s HSD significance test results

on Table 4.4 shows that the performance of every method compared to every method is

significantly different (p < 0.05). The results support the findings on CIFAR100. The

difference in means are visualised in Figure 4.8 that shows the non-overlapping confidence

intervals of BiC-AN with the confidence intervals of other methods.

Additional Experiments on TinyImageNet

Different number of tasks: We use a different setup (100-11) by reducing the number of

tasks to 11 (10 incremental tasks). Results on the baseline method show that catastrophic

forgetting is still largely prevalent as illustrated in Figure 4.9. We observe that BiC-AN

has the highest At overall. This is followed by IL2M and replay-only. Statistical tests

show that the improvements in performance of BiC-AN are significant against IL2M and

the improvements from IL2M over replay-only are also significant (p < 0.05). We present

the AT table for additional experiments in Appendix C.

In both CIFAR100 and TinyImageNet we observe that the baseline is seriously affected

by catastrophic forgetting in comparison to replay-only and has the lowest AT . This

shows that the use of replay memory has an enormous impact in countering catastrophic

forgetting.
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Figure 4.7: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on TinyImageNet dataset. Training is done with 50
base classes for the initial non-incremental task and then 10 classes per task, a total of 16
tasks. The mean and standard deviations are calculated over 30 runs.
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Figure 4.7: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on TinyImageNet dataset. Training is done with 50
base classes for the initial non-incremental task and then 10 classes per task, a total of 16
tasks. The mean and standard deviations are calculated over 30 runs (continued).
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Figure 4.7: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on TinyImageNet dataset. Training is done with 50
base classes for the initial non-incremental task and then 10 classes per task, a total of 16
tasks. The mean and standard deviations are calculated over 30 runs (continued).
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Figure 4.7: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on TinyImageNet dataset. Training is done with 50
base classes for the initial non-incremental task and then 10 classes per task, a total of 16
tasks. The mean and standard deviations are calculated over 30 runs (continued).

4.9 Runtime

The runtime cost using BiC-AN is determined by the time taken to train the auxiliary

network. For CIFAR100 (20-17), it takes approximately 3 seconds to train for 5 epochs.

For TinyImageNet (50-16), it takes about 5 seconds. We observe that training for 5

epochs is sufficient to achieve > 90% accuracy for the auxiliary network. In comparison,

the feature extractor takes about 30 times more to train. The bias correction step using

IL2M is negligible in comparison since only a constant number of multiplications are

performed. However, BiC-AN has significantly better performance than IL2M which

makes it preferable to IL2M in most applications.
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Table 4.3: Average Incremental Accuracy (AT ) using different bias correction meth-
ods TinyImageNet dataset. Training is done with 50 base classes for the initial non-
incremental task and then 10 classes per task, a total of 16 tasks. The mean and standard
deviations are calculated over 30 runs.

perm. baseline BiC-AN replay-only IL2M

1 0.154±0.001 0.338±0.003 0.273±0.002 0.299±0.002
2 0.157±0.0 0.350±0.004 0.281±0.002 0.310±0.004
3 0.157±0.001 0.342±0.008 0.278±0.005 0.304±0.004
4 0.155±0.001 0.339±0.004 0.273±0.002 0.300±0.004
5 0.158±0.001 0.351±0.001 0.287±0.005 0.312±0.004
6 0.157±0.001 0.351±0.002 0.281±0.006 0.309±0.005
7 0.158±0.001 0.336±0.006 0.271±0.004 0.298±0.006
8 0.160±0.001 0.347±0.006 0.284±0.003 0.31±0.003
9 0.151±0.001 0.327±0.003 0.265±0.001 0.292±0.003

10 0.160±0.001 0.350±0.004 0.282±0.001 0.310±0.001
11 0.161±0.001 0.347±0.003 0.279±0.004 0.307±0.004
12 0.156±0.002 0.350±0.002 0.282±0.002 0.309±0.001
13 0.156±0.001 0.338±0.004 0.273±0.004 0.300±0.007
14 0.156±0.001 0.325±0.001 0.264±0.001 0.287±0.003
15 0.156±0.0 0.340±0.001 0.276±0.001 0.302±0.001
16 0.151±0.001 0.326±0.002 0.264±0.001 0.288±0.002
17 0.156±0.001 0.338±0.003 0.274±0.003 0.302±0.002
18 0.157±0.0 0.348±0.002 0.282±0.001 0.310±0.003
19 0.160±0.001 0.343±0.009 0.280±0.005 0.304±0.008
20 0.150±0.002 0.320±0.004 0.258±0.003 0.285±0.001
21 0.152±0.001 0.326±0.002 0.263±0.001 0.289±0.002
22 0.16±0.001 0.351±0.001 0.28±0.004 0.306±0.003
23 0.156±0.001 0.332±0.002 0.267±0.006 0.292±0.005
24 0.157±0.0 0.350±0.009 0.283±0.004 0.309±0.005
25 0.166±0.001 0.358±0.003 0.289±0.004 0.316±0.003
26 0.159±0.001 0.357±0.002 0.289±0.002 0.317±0.005
27 0.151±0.001 0.341±0.004 0.279±0.004 0.306±0.002
28 0.155±0.001 0.345±0.003 0.279±0.002 0.305±0.003
29 0.160±0.001 0.360±0.002 0.294±0.005 0.319±0.004
30 0.160±0.001 0.352±0.003 0.285±0.006 0.312±0.006
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Table 4.4: Tukey’s HSD significance test results for compared bias correction methods
on four random class orders on TinyImageNet. Comparisons of our algorithm BiC-AN
against replay-only and IL2M are highlighted in bold.

class order group1 group2 meandiff p-value reject

1

BiC-AN IL2M -0.039 0.001 true
BiC-AN baseline -0.184 0.001 true
BiC-AN replay-only -0.064 0.001 true
IL2M baseline -0.145 0.001 true
IL2M replay-only 0.025 0.001 true
baseline replay-only 0.119 0.001 true

class order group1 group2 meandiff p-value reject

2

BiC-AN IL2M -0.041 0.001 true
BiC-AN baseline -0.193 0.001 true
BiC-AN replay-only -0.069 0.001 true
IL2M baseline -0.153 0.001 true
IL2M replay-only -0.028 0.002 true
baseline replay-only 0.124 0.001 true

class order group1 group2 meandiff p-value reject

3

BiC-AN IL2M -0.038 0.001 true
BiC-AN baseline -0.186 0.001 true
BiC-AN replay-only -0.064 0.001 true
IL2M baseline -0.148 0.001 true
IL2M replay-only -0.026 0.001 true
baseline replay-only 0.122 0.001 true

class order group1 group2 meandiff p-value reject

4

BiC-AN IL2M -0.038 0.001 true
BiC-AN baseline -0.184 0.001 true
BiC-AN replay-only -0.065 0.001 true
IL2M baseline -0.146 0.001 true
IL2M replay-only -0.027 0.001 true
baseline replay-only 0.119 0.001 true
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Figure 4.8: Visualisation of multiple comparisons between all pairs based on Table 4.4
using Tukey’s HSD test showing mean and confidence intervals on TinyImageNet .
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Figure 4.9: A comparison of the average accuracy values of different tasks (At) using
different bias correction methods on TinyImageNet dataset. Training is done with 50
base classes for the initial non-incremental task and then 100 classes per task, a total of
11 tasks. The mean and standard deviations are calculated over 30 runs.
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4.10 Conclusion

In this chapter, we presented our bias rectification algorithm BiC-AN which improves the

performance of a model when training in a Class-IL setting. It requires the availability

of exemplars in the memory buffer. We found that BiC-AN demonstrated significant

improvement over another bias rectification method IL2M [38] and baseline methods.

BiC-AN requires training of a simple auxiliary network which takes only a fraction of

time taken to train the main convolutional neural network. Training the auxiliary network

on equal number of seen classes causes the auxiliary network to be bias-free. Since the

problem of multi-class imbalanced dataset is a major obstacle in Class-IL, our method

has a positive impact in addressing this imbalance. As the feature extractor remains

unchanged, our method can be easily integrated into other existing methods which could

result in an overall positive contribution in the whole field of class incremental learning.
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Chapter 5

Conclusions

In this chapter, we summarise and reflect on our research work. Section 5.1 highlights

our contributions based on our research questions. Section 5.2 presents the limitations of

our work. Secton 5.3 suggests directions for future work.

5.1 Achievements

In Chapter 3, we introduced a novel sample selection method, classifier outputs for ranking

of examples - high (CORE-high) that can mitigate catastrophic forgetting better than

existing methods when the training images contain random noise in their pixels. When

a replay method uses CORE-high as for selecting exemplars, we refer it as enhanced

replay. Random noise is common in digital images and can arise during image acquisition,

processing or transmission. Therefore, when a model needs to be trained incrementally

from such images using replay, CORE-high can be used during the exemplar selection

step to get a better performance on old classes. Our method is flexible and can be

incorporated during the exemplar selection step of any incremental method. The runtime

of our algorithm is negligible in the context of incremental learning. Therefore, our

CORE-high algorithm provides answer to the first research question in Section 1.2.

In Chapter 4, we introduced bias correction using auxiliary network (BiC-AN), a

method for rectifying the bias towards the newly learned classes in the classification layer

of deep convolutional neural networks when training is done following a class-incremental

protocol. Such a bias is a consequence of multi-class imbalanced learning. Our use of
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the auxiliary network has achieved competitive accuracy compared to the existing IL2M

method in addressing this bias. The use of equal number of samples from both old and

new classes in training the auxiliary network is the key to removing the bias with BiC-

AN. Furthermore, our method does not require re-training of the feature extraction layer

which makes it flexible and can be integrated into various Class-IL algorithms. For the

datasets used in our experiments, we found a simple linear network is sufficient for the

auxiliary which offers notable improvement in performance when compared to IL2M with

just a few seconds of training time. Our BiC-AN provdes a solution to the second research

question in Section 1.2.

5.2 Limitations

We note the following major limitations of our work:

CORE-high

• While CORE-high has shown to be superior to existing methods when training

incrementally on noisy images, it has at best similar performance to these methods

when the images are clear and distinct. Where the images are free of noise, plain

random selection is sufficient. Therefore, the utility of CORE-high is specific to a

noisy environment.

• CORE-high assumes that evaluation on the training set is carried out when training

is completed in order to obtain the logit scores for each sample. It is common to

do evaluation on training data once training is complete but not a requirement. If

such an evaluation has not already been carried out post-training, then it needs

to be done during the selection of exemplars. Compared to the training time, the

runtime for this evaluation step is still negligible but GPU access may be required

even during sample selection process. In contrast, this is never a requirement for

115



plain random selection.

• In our experiments, we focussed on Gaussian noise which is one of the most common

types of noise present in digital images. But images may contain various other

types of noise such as Brownian noise, Impulse-Valued noise, Quantisation noise,

speckle noise, photon noise, Poisson-Gaussian noise and Gamma noise [51]. Due

to the immense amount of time it takes to train convolutional neural networks in

incremental learning setting, we decided to narrow the scope of our experiments to

Gaussian noise only.

BiC-AN

• While BiC-AN has superior performance compared to IL2M, it requires access to

GPU for training the auxiliary network whereas, the scaling factors in IL2M can be

calculated on a CPU. BiC-AN is also much slower than IL2M even though in the

context of training neural networks, this is usually not a major issue.

• Our method only addresses the bias present in the classification layer but not the

bias present in the feature extraction layer which is considered a more difficult

problem to solve [25].

5.3 Future Work

Use of Knowledge Distillation

Although the role of knowledge distillation when replay data are available is question-

able [38], it would be beneficial to integrate the distillation component in both of our

experiments and note if we still observe the same outcomes, i.e., whether CORE-high

and BiC-AN can still outperform other methods against which they were tested. Since

a lot of Class-IL methods use knowledge distillation by default, as mentioned in Section
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2.4.2.1, this would enable us to test our methods against various other methods. It should

be noted that the use of distillation introduces new hyperparameters which could increase

training time as they need to be tuned.

Use of Margin Ranking Loss

The use of margin ranking loss [13] prevents the feature representations of new classes from

occupying the same region in the feature space as those of old classes. This component can

help mitigate the bias present in the feature extraction layer. If repeating the experiments

for BiC-AN, I would consider integrating this loss term and the effect of rectifying the

bias present in the feature extractor and the classifier simultaneously.

Sample Selection in Non-Noisy Datasets

While CORE-high has shown promising results on non-noisy datasets, it does not do

better than plain random selection when the images are clean. A method that can sig-

nificantly improve performance compared to random, in an incremental setting would be

of great contribution particularly Class-IL research since it is very common to use replay

memory in this area. We suggest combining ideas from CORE-high such as high and low

classification margins together with unsupervised learning techniques such as clustering

as an approach in this direction.

Bias Correction without Exemplars

Our method BiC-AN assumes that exemplars of past classes are available. Otherwise, it is

of no use. For many applications exemplars might not be available for privacy/legislation

related reasons which we have discussed in Section 1.1. Although highly challenging, an

algorithm that facilitates the removal of bias against old classes in this setting could be

of great importance in Class-IL research.
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A Example Visualisation for Chapter 3
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 1: Visualisation of top 20 samples of class “apples” from CIFAR100 dataset selected
by CORE-high, random and CORE-low methods in a joint setting. Note how the samples
selected by CORE-high appear distinct, centrally positioned and typical of the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 2: Visualisation of top 20 samples of class “bicycle” from CIFAR100 dataset se-
lected by CORE-high, random and CORE-low methods in a joint setting. Note how the
samples selected by CORE-high appear distinct, centrally positioned and typical of the
class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 3: Visualisation of top 20 samples of class “bowls” from CIFAR100 dataset selected
by CORE-high, random and CORE-low methods in a joint setting. Note how the samples
selected by CORE-high appear distinct, centrally positioned and typical of the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 4: Visualisation of top 20 samples of class “bridge” from CIFAR100 dataset selected
by CORE-high, random and CORE-low methods in a joint setting. Note how the samples
selected by CORE-high appear distinct, centrally positioned and typical of the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 5: Visualisation of top 20 samples of class “elephant” from CIFAR100 dataset
selected by CORE-high, random and CORE-low methods in a joint setting. Note how
the samples selected by CORE-high appear distinct, centrally positioned and typical of
the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 6: Visualisation of top 20 samples of class “kangaroo” from CIFAR100 dataset
selected by CORE-high, random and CORE-low methods in a joint setting. Note how
the samples selected by CORE-high appear distinct, centrally positioned and typical of
the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 7: Visualisation of top 20 samples of class “lamp” from CIFAR100 dataset selected
by CORE-high, random and CORE-low methods in a joint setting. Note how the samples
selected by CORE-high appear distinct, centrally positioned and typical of the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 8: Visualisation of top 20 samples of class “leopard” from CIFAR100 dataset
selected by CORE-high, random and CORE-low methods in a joint setting. Note how
the samples selected by CORE-high appear distinct, centrally positioned and typical of
the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 9: Visualisation of top 20 samples of class “table” from CIFAR100 dataset selected
by CORE-high, random and CORE-low methods in a joint setting. Note how the samples
selected by CORE-high appear distinct, centrally positioned and typical of the class.
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(i) CORE-high

(ii) random

(iii) CORE-low

Figure 10: Visualisation of top 20 samples of class “tank” from CIFAR100 dataset selected
by CORE-high, random and CORE-low methods in a joint setting. Note how the samples
selected by CORE-high appear distinct, centrally positioned and typical of the class.
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B Additional Experiment Results for Chapter 3
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Table 1: Average Incremental Accuracy (AT ) using different exemplar selection strategies
on non-noisy CIFAR100 dataset. Training is done with 20 base classes for the initial non-
incremental task and then 5 classes per task, a total of 17 tasks. The mean and standard
deviations are calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.171±0.002 0.392±0.013 0.419±0.009 0.439±0.012
2 0.169±0.001 0.369±0.014 0.398±0.009 0.410±0.003
3 0.159±0.002 0.362±0.001 0.382±0.006 0.394±0.010
4 0.173±0.001 0.378±0.008 0.404±0.013 0.409±0.003
5 0.169±0.001 0.379±0.012 0.399±0.004 0.406±0.004
6 0.172±0.002 0.377±0.006 0.388±0.012 0.406±0.019
7 0.169±0.002 0.377±0.003 0.398±0.003 0.415±0.006
8 0.172±0.003 0.364±0.008 0.377±0.012 0.402±0.004
9 0.171±0.001 0.366±0.008 0.386±0.009 0.402±0.004

10 0.168±0.001 0.366±0.008 0.388±0.003 0.398±0.013
11 0.175±0.002 0.384±0.008 0.410±0.002 0.416±0.007
12 0.174±0.003 0.385±0.008 0.421±0.002 0.431±0.009
13 0.168±0.002 0.361±0.002 0.386±0.004 0.393±0.001
14 0.159±0.001 0.359±0.0 0.386±0.006 0.385±0.002
15 0.165±0.001 0.368±0.012 0.392±0.008 0.406±0.006
16 0.171±0.0 0.376±0.002 0.400±0.002 0.408±0.006
17 0.172±0.001 0.376±0.005 0.402±0.005 0.416±0.017
18 0.176±0.002 0.408±0.004 0.431±0.012 0.435±0.013
19 0.174±0.002 0.363±0.006 0.389±0.011 0.408±0.013
20 0.173±0.001 0.393±0.005 0.409±0.011 0.419±0.012
21 0.171±0.004 0.372±0.012 0.397±0.012 0.415±0.008
22 0.171±0.001 0.385±0.009 0.398±0.014 0.410±0.007
23 0.171±0.002 0.379±0.009 0.399±0.011 0.410±0.007
24 0.174±0.001 0.362±0.021 0.391±0.003 0.407±0.017
25 0.172±0.0 0.375±0.003 0.395±0.01 0.409±0.015
26 0.171±0.001 0.379±0.008 0.402±0.002 0.414±0.002
27 0.169±0.002 0.356±0.008 0.362±0.001 0.376±0.011
28 0.172±0.001 0.399±0.007 0.414±0.016 0.430±0.013
29 0.172±0.001 0.385±0.005 0.406±0.006 0.418±0.007
30 0.175±0.001 0.395±0.003 0.429±0.004 0.442±0.001

143



Table 2: Average Incremental Accuracy (AT ) using different exemplar selection strategies
on CIFAR100 dataset with a Gaussian noise variance parameter of 0.1. Training is done
with 20 base classes for the initial non-incremental task and then 5 classes per task, a
total of 17 tasks. The mean and standard deviations are calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.155±0.001 0.314±0.004 0.299±0.004 0.304±0.002
2 0.151±0.001 0.297±0.004 0.282±0.002 0.290±0.002
3 0.139±0.002 0.267±0.004 0.255±0.007 0.26±0.001
4 0.147±0.001 0.288±0.005 0.265±0.008 0.262±0.009
5 0.152±0.0 0.297±0.007 0.288±0.001 0.286±0.003
6 0.154±0.001 0.309±0.002 0.288±0.009 0.294±0.001
7 0.148±0.001 0.288±0.006 0.274±0.001 0.278±0.005
8 0.153±0.002 0.285±0.013 0.267±0.008 0.274±0.003
9 0.149±0.001 0.285±0.003 0.263±0.001 0.268±0.002

10 0.148±0.001 0.279±0.006 0.264±0.005 0.265±0.001
11 0.153±0.002 0.296±0.005 0.272±0.005 0.287±0.003
12 0.157±0.001 0.312±0.008 0.303±0.013 0.303±0.007
13 0.147±0.001 0.279±0.004 0.259±0.003 0.257±0.005
14 0.137±0.001 0.259±0.009 0.248±0.001 0.257±0.003
15 0.143±0.002 0.283±0.007 0.27±0.004 0.276±0.004
16 0.150±0.002 0.292±0.003 0.278±0.005 0.283±0.007
17 0.153±0.001 0.304±0.009 0.287±0.004 0.289±0.008
18 0.161±0.001 0.336±0.009 0.317±0.013 0.329±0.006
19 0.154±0.001 0.292±0.001 0.284±0.006 0.287±0.004
20 0.153±0.001 0.309±0.004 0.286±0.003 0.295±0.006
21 0.152±0.001 0.291±0.002 0.28±0.001 0.284±0.004
22 0.154±0.001 0.295±0.009 0.279±0.005 0.289±0.004
23 0.151±0.001 0.297±0.009 0.281±0.001 0.285±0.005
24 0.146±0.001 0.279±0.006 0.264±0.003 0.265±0.004
25 0.153±0.003 0.299±0.003 0.291±0.005 0.29±0.005
26 0.151±0.002 0.298±0.004 0.285±0.006 0.287±0.004
27 0.144±0.001 0.26±0.006 0.245±0.005 0.252±0.004
28 0.157±0.002 0.308±0.001 0.302±0.009 0.304±0.003
29 0.152±0.001 0.300±0.006 0.284±0.005 0.290±0.002
30 0.161±0.002 0.326±0.004 0.317±0.006 0.320±0.005
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Table 3: Average Incremental Accuracy (AT ) using different exemplar selection strategies
on CIFAR100 dataset with a Gaussian noise variance parameter of 0.5 using flexible
memory. Training is done with 20 base classes for the initial non-incremental task and
then 5 classes per task, a total of 17 tasks. The mean and standard deviations are
calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.128±0.002 0.241±0.006 0.212±0.004 0.211±0.007
2 0.125±0.001 0.220±0.004 0.193±0.007 0.192±0.003
3 0.116±0.001 0.211±0.002 0.187±0.009 0.185±0.006
4 0.120±0.0 0.206±0.009 0.176±0.003 0.173±0.001
5 0.127±0.001 0.223±0.004 0.191±0.006 0.191±0.001
6 0.128±0.002 0.223±0.007 0.192±0.007 0.193±0.009
7 0.121±0.001 0.219±0.008 0.182±0.004 0.184±0.006
8 0.122±0.001 0.21±0.010 0.176±0.007 0.176±0.0
9 0.121±0.001 0.212±0.003 0.183±0.001 0.189±0.010

10 0.119±0.002 0.21±0.006 0.177±0.002 0.178±0.002
11 0.126±0.001 0.229±0.005 0.193±0.006 0.197±0.009
12 0.130±0.001 0.244±0.005 0.206±0.01 0.206±0.009
13 0.118±0.001 0.205±0.007 0.176±0.006 0.173±0.003
14 0.110±0.001 0.190±0.003 0.164±0.005 0.173±0.001
15 0.119±0.001 0.207±0.011 0.187±0.0 0.184±0.003
16 0.126±0.002 0.213±0.013 0.194±0.009 0.194±0.014
17 0.126±0.001 0.226±0.003 0.196±0.002 0.187±0.003
18 0.136±0.001 0.254±0.011 0.235±0.005 0.223±0.008
19 0.122±0.002 0.216±0.005 0.185±0.008 0.187±0.003
20 0.127±0.001 0.232±0.007 0.200±0.006 0.201±0.005
21 0.122±0.001 0.223±0.007 0.189±0.001 0.187±0.005
22 0.130±0.001 0.221±0.003 0.191±0.003 0.194±0.003
23 0.126±0.001 0.226±0.004 0.193±0.009 0.187±0.004
24 0.118±0.003 0.211±0.003 0.176±0.003 0.173±0.003
25 0.126±0.002 0.227±0.004 0.202±0.006 0.204±0.004
26 0.125±0.001 0.217±0.004 0.190±0.006 0.194±0.001
27 0.114±0.004 0.193±0.010 0.169±0.003 0.170±0.003
28 0.13±0.001 0.241±0.008 0.206±0.004 0.204±0.003
29 0.123±0.001 0.222±0.005 0.195±0.003 0.193±0.007
30 0.131±0.001 0.252±0.002 0.212±0.001 0.214±0.005
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Table 4: Average Incremental Accuracy (AT ) using different exemplar selection strategies
on CIFAR100 dataset with a Gaussian noise variance parameter of 0.5 using 40 exemplars
per class. Training is done with 20 base classes for the initial non-incremental task and
then 5 classes per task, a total of 17 tasks. The mean and standard deviations are
calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.128±0.002 0.266±0.013 0.236±0.004 0.236±0.004
2 0.125±0.002 0.251±0.009 0.224±0.008 0.221±0.001
3 0.117±0.0 0.241±0.006 0.21±0.006 0.212±0.005
4 0.12±0.002 0.226±0.004 0.203±0.006 0.201±0.008
5 0.126±0.002 0.248±0.004 0.216±0.002 0.219±0.007
6 0.126±0.001 0.248±0.005 0.225±0.001 0.225±0.006
7 0.118±0.004 0.237±0.006 0.210±0.011 0.205±0.006
8 0.121±0.003 0.238±0.007 0.199±0.005 0.21±0.005
9 0.122±0.001 0.242±0.006 0.206±0.002 0.205±0.004

10 0.121±0.002 0.236±0.004 0.204±0.006 0.203±0.004
11 0.128±0.001 0.253±0.009 0.216±0.004 0.217±0.001
12 0.131±0.002 0.272±0.005 0.234±0.008 0.239±0.006
13 0.118±0.003 0.216±0.009 0.188±0.007 0.196±0.009
14 0.111±0.001 0.206±0.011 0.192±0.010 0.195±0.002
15 0.120±0.001 0.237±0.002 0.209±0.004 0.217±0.006
16 0.127±0.002 0.25±0.004 0.223±0.008 0.228±0.006
17 0.126±0.001 0.239±0.009 0.222±0.005 0.218±0.003
18 0.136±0.001 0.285±0.005 0.264±0.004 0.266±0.006
19 0.121±0.002 0.228±0.005 0.219±0.005 0.216±0.007
20 0.128±0.001 0.261±0.005 0.229±0.003 0.228±0.006
21 0.123±0.001 0.246±0.006 0.207±0.008 0.209±0.007
22 0.129±0.001 0.238±0.006 0.213±0.012 0.214±0.009
23 0.125±0.001 0.249±0.001 0.216±0.012 0.217±0.001
24 0.116±0.002 0.227±0.01 0.196±0.0 0.202±0.003
25 0.126±0.002 0.257±0.005 0.226±0.005 0.232±0.002
26 0.126±0.001 0.24±0.004 0.22±0.002 0.22±0.003
27 0.114±0.001 0.21±0.005 0.182±0.006 0.184±0.009
28 0.128±0.001 0.256±0.001 0.236±0.001 0.236±0.003
29 0.123±0.001 0.246±0.007 0.219±0.007 0.223±0.005
30 0.131±0.002 0.278±0.009 0.242±0.006 0.246±0.009
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Table 5: Average Incremental Accuracy (AT ) using different exemplar selection strategies
on non-noisy TinyImageNet dataset. Training is done with 50 base classes for the initial
non-incremental task and then 10 classes per task, a total of 16 tasks. The mean and
standard deviations are calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.154±0.001 0.282±0.004 0.273±0.002 0.279±0.002
2 0.157±0.0 0.295±0.004 0.281±0.002 0.286±0.003
3 0.157±0.001 0.29±0.003 0.278±0.005 0.291±0.003
4 0.155±0.001 0.285±0.005 0.273±0.002 0.279±0.004
5 0.158±0.001 0.302±0.002 0.287±0.005 0.295±0.006
6 0.157±0.001 0.293±0.008 0.281±0.006 0.288±0.003
7 0.158±0.001 0.288±0.002 0.271±0.004 0.280±0.006
8 0.16±0.001 0.295±0.003 0.284±0.003 0.290±0.007
9 0.151±0.001 0.282±0.006 0.265±0.001 0.267±0.002

10 0.16±0.001 0.295±0.003 0.282±0.001 0.292±0.003
11 0.161±0.001 0.298±0.006 0.279±0.004 0.288±0.005
12 0.156±0.002 0.297±0.005 0.282±0.002 0.286±0.004
13 0.156±0.001 0.286±0.007 0.273±0.004 0.277±0.001
14 0.156±0.001 0.276±0.002 0.264±0.001 0.27±0.003
15 0.156±0.0 0.285±0.002 0.276±0.001 0.281±0.003
16 0.151±0.001 0.277±0.001 0.264±0.001 0.268±0.005
17 0.156±0.001 0.291±0.005 0.274±0.003 0.283±0.006
18 0.157±0.0 0.289±0.005 0.282±0.001 0.289±0.005
19 0.160±0.001 0.293±0.005 0.280±0.005 0.281±0.002
20 0.150±0.002 0.274±0.004 0.258±0.003 0.261±0.001
21 0.152±0.001 0.282±0.002 0.263±0.001 0.271±0.004
22 0.160±0.001 0.294±0.003 0.280±0.004 0.287±0.006
23 0.156±0.001 0.286±0.002 0.267±0.006 0.276±0.01
24 0.157±0.0 0.29±0.001 0.283±0.004 0.280±0.003
25 0.166±0.001 0.302±0.001 0.289±0.004 0.296±0.001
26 0.159±0.001 0.304±0.004 0.289±0.002 0.296±0.004
27 0.151±0.001 0.288±0.004 0.279±0.004 0.284±0.002
28 0.155±0.001 0.295±0.003 0.279±0.002 0.284±0.003
29 0.160±0.001 0.299±0.004 0.294±0.005 0.300±0.003
30 0.160±0.001 0.302±0.003 0.285±0.006 0.294±0.002
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Table 6: Average Incremental Accuracy (AT ) using different exemplar selection strategies
on TinyImageNet dataset with a Gaussian noise variance parameter of 0.1. Training is
done with 100 base classes for the initial non-incremental task and then 10 classes per
task, a total of 11 tasks. The mean and standard deviations are calculated over 30 runs.

perm. baseline CORE-high random herding

1 0.182±0.001 0.282±0.003 0.26±0.003 0.264±0.002
2 0.171±0.001 0.267±0.007 0.232±0.006 0.233±0.001
3 0.184±0.002 0.279±0.003 0.249±0.001 0.25±0.001
4 0.172±0.001 0.26±0.007 0.23±0.002 0.231±0.001
5 0.187±0.002 0.281±0.009 0.259±0.005 0.267±0.004
6 0.175±0.001 0.266±0.007 0.243±0.007 0.247±0.001
7 0.174±0.001 0.263±0.002 0.232±0.005 0.232±0.0
8 0.169±0.001 0.259±0.005 0.232±0.002 0.23±0.002
9 0.172±0.001 0.252±0.006 0.228±0.004 0.228±0.003

10 0.164±0.001 0.248±0.003 0.222±0.003 0.22±0.002
11 0.170±0.0 0.265±0.006 0.230±0.003 0.237±0.002
12 0.177±0.001 0.268±0.008 0.240±0.001 0.243±0.005
13 0.18±0.002 0.272±0.005 0.247±0.007 0.247±0.003
14 0.17±0.002 0.258±0.003 0.225±0.008 0.226±0.006
15 0.174±0.002 0.256±0.004 0.228±0.001 0.23±0.001
16 0.178±0.001 0.268±0.002 0.238±0.005 0.241±0.003
17 0.177±0.001 0.271±0.001 0.237±0.002 0.247±0.002
18 0.173±0.001 0.256±0.003 0.233±0.006 0.231±0.006
19 0.162±0.001 0.241±0.002 0.209±0.006 0.21±0.003
20 0.167±0.001 0.254±0.004 0.223±0.005 0.229±0.002
21 0.177±0.001 0.261±0.006 0.234±0.005 0.234±0.002
22 0.170±0.001 0.254±0.004 0.231±0.001 0.233±0.003
23 0.182±0.001 0.277±0.003 0.252±0.003 0.256±0.003
24 0.164±0.001 0.251±0.004 0.219±0.003 0.223±0.004
25 0.176±0.002 0.277±0.006 0.250±0.003 0.25±0.001
26 0.168±0.002 0.257±0.004 0.239±0.005 0.234±0.002
27 0.163±0.002 0.251±0.003 0.221±0.001 0.225±0.005
28 0.171±0.002 0.266±0.003 0.245±0.004 0.246±0.005
29 0.169±0.001 0.248±0.002 0.223±0.003 0.226±0.002
30 0.166±0.002 0.252±0.006 0.222±0.004 0.222±0.0
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Table 7: Average Incremental Accuracy (AT ) using different bias correction methods
CIFAR100 dataset using flexible memory. Training is done with 20 base classes for the
initial non-incremental task and then 5 classes per task, a total of 17 tasks. The mean
and standard deviations are calculated over 30 runs.

perm. baseline BiC-AN replay-only IL2M

1 0.171±0.001 0.604±0.003 0.56±0.003 0.579±0.004
2 0.169±0.001 0.572±0.006 0.531±0.007 0.549±0.006
3 0.159±0.002 0.560±0.004 0.518±0.005 0.537±0.004
4 0.173±0.001 0.596±0.004 0.553±0.007 0.573±0.006
5 0.169±0.001 0.605±0.005 0.565±0.006 0.581±0.007
6 0.172±0.002 0.598±0.003 0.555±0.005 0.574±0.005
7 0.169±0.002 0.584±0.004 0.543±0.003 0.561±0.004
8 0.172±0.003 0.584±0.003 0.541±0.007 0.559±0.007
9 0.171±0.001 0.58±0.001 0.535±0.003 0.553±0.002

10 0.168±0.001 0.579±0.001 0.537±0.003 0.556±0.002
11 0.175±0.002 0.590±0.005 0.548±0.008 0.566±0.009
12 0.174±0.003 0.611±0.003 0.568±0.003 0.587±0.004
13 0.168±0.002 0.568±0.002 0.528±0.004 0.545±0.003
14 0.159±0.001 0.550±0.002 0.51±0.002 0.527±0.004
15 0.165±0.001 0.567±0.001 0.528±0.003 0.546±0.003
16 0.171±0.0 0.589±0.004 0.547±0.007 0.564±0.007
17 0.172±0.001 0.589±0.003 0.543±0.002 0.566±0.002
18 0.176±0.002 0.627±0.003 0.587±0.001 0.606±0.002
19 0.174±0.002 0.586±0.002 0.543±0.004 0.563±0.004
20 0.173±0.001 0.608±0.003 0.563±0.004 0.583±0.002
21 0.171±0.004 0.584±0.003 0.543±0.004 0.561±0.004
22 0.171±0.001 0.603±0.006 0.563±0.003 0.581±0.007
23 0.171±0.002 0.583±0.004 0.540±0.008 0.56±0.007
24 0.174±0.001 0.581±0.004 0.543±0.006 0.562±0.004
25 0.172±0.0 0.597±0.006 0.556±0.011 0.575±0.01
26 0.171±0.001 0.596±0.002 0.555±0.004 0.573±0.003
27 0.169±0.002 0.562±0.001 0.522±0.003 0.539±0.003
28 0.172±0.001 0.606±0.004 0.562±0.004 0.581±0.005
29 0.172±0.001 0.605±0.004 0.565±0.001 0.584±0.001
30 0.175±0.001 0.603±0.006 0.566±0.003 0.583±0.004
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Table 8: Average Incremental Accuracy (AT ) using different bias correction methods
CIFAR100 dataset using 40 exemplars per class. Training is done with 20 base classes
for the initial non-incremental task and then 5 classes per task, a total of 17 tasks. The
mean and standard deviations are calculated over 30 runs.

perm. baseline BiC-AN replay-only IL2M

1 0.171±0.001 0.604±0.003 0.560±0.003 0.579±0.004
2 0.169±0.001 0.572±0.006 0.531±0.007 0.549±0.006
3 0.159±0.002 0.56±0.004 0.518±0.005 0.537±0.004
4 0.173±0.001 0.596±0.004 0.553±0.007 0.573±0.006
5 0.169±0.001 0.605±0.005 0.565±0.006 0.581±0.007
6 0.172±0.002 0.598±0.003 0.555±0.005 0.574±0.005
7 0.169±0.002 0.584±0.004 0.543±0.003 0.561±0.004
8 0.172±0.003 0.584±0.003 0.541±0.007 0.559±0.007
9 0.171±0.001 0.580±0.001 0.535±0.003 0.553±0.002

10 0.168±0.001 0.579±0.001 0.537±0.003 0.556±0.002
11 0.175±0.002 0.590±0.005 0.548±0.008 0.566±0.009
12 0.174±0.003 0.611±0.003 0.568±0.003 0.587±0.004
13 0.168±0.002 0.568±0.002 0.528±0.004 0.545±0.003
14 0.159±0.001 0.550±0.002 0.510±0.002 0.527±0.004
15 0.165±0.001 0.567±0.001 0.528±0.003 0.546±0.003
16 0.171±0.0 0.589±0.004 0.547±0.007 0.564±0.007
17 0.172±0.001 0.589±0.003 0.543±0.002 0.566±0.002
18 0.176±0.002 0.627±0.003 0.587±0.001 0.606±0.002
19 0.174±0.002 0.586±0.002 0.543±0.004 0.563±0.004
20 0.173±0.001 0.608±0.003 0.563±0.004 0.583±0.002
21 0.171±0.004 0.584±0.003 0.543±0.004 0.561±0.004
22 0.171±0.001 0.603±0.006 0.563±0.003 0.581±0.007
23 0.171±0.002 0.583±0.004 0.540±0.008 0.560±0.007
24 0.174±0.001 0.581±0.004 0.543±0.006 0.562±0.004
25 0.172±0.0 0.597±0.006 0.556±0.011 0.575±0.010
26 0.171±0.001 0.596±0.002 0.555±0.004 0.573±0.003
27 0.169±0.002 0.562±0.001 0.522±0.003 0.539±0.003
28 0.172±0.001 0.606±0.004 0.562±0.004 0.581±0.005
29 0.172±0.001 0.605±0.004 0.565±0.001 0.584±0.001
30 0.175±0.001 0.603±0.006 0.566±0.003 0.583±0.004
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Table 9: Average Incremental Accuracy (AT ) using different bias correction methods Tiny-
ImageNet dataset. Training is done with 50 base classes for the initial non-incremental
task and then 10 classes per task, a total of 16 tasks. The mean and standard deviations
are calculated over 30 runs.

perm. baseline BiC-AN replay-only IL2M

1 0.154±0.001 0.338±0.003 0.273±0.002 0.299±0.002
2 0.157±0.0 0.350±0.004 0.281±0.002 0.310±0.004
3 0.157±0.001 0.342±0.008 0.278±0.005 0.304±0.004
4 0.155±0.001 0.339±0.004 0.273±0.002 0.300±0.004
5 0.158±0.001 0.351±0.001 0.287±0.005 0.312±0.004
6 0.157±0.001 0.351±0.002 0.281±0.006 0.309±0.005
7 0.158±0.001 0.336±0.006 0.271±0.004 0.298±0.006
8 0.160±0.001 0.347±0.006 0.284±0.003 0.31±0.003
9 0.151±0.001 0.327±0.003 0.265±0.001 0.292±0.003

10 0.160±0.001 0.350±0.004 0.282±0.001 0.310±0.001
11 0.161±0.001 0.347±0.003 0.279±0.004 0.307±0.004
12 0.156±0.002 0.350±0.002 0.282±0.002 0.309±0.001
13 0.156±0.001 0.338±0.004 0.273±0.004 0.300±0.007
14 0.156±0.001 0.325±0.001 0.264±0.001 0.287±0.003
15 0.156±0.0 0.340±0.001 0.276±0.001 0.302±0.001
16 0.151±0.001 0.326±0.002 0.264±0.001 0.288±0.002
17 0.156±0.001 0.338±0.003 0.274±0.003 0.302±0.002
18 0.157±0.0 0.348±0.002 0.282±0.001 0.310±0.003
19 0.160±0.001 0.343±0.009 0.280±0.005 0.304±0.008
20 0.150±0.002 0.320±0.004 0.258±0.003 0.285±0.001
21 0.152±0.001 0.326±0.002 0.263±0.001 0.289±0.002
22 0.16±0.001 0.351±0.001 0.28±0.004 0.306±0.003
23 0.156±0.001 0.332±0.002 0.267±0.006 0.292±0.005
24 0.157±0.0 0.350±0.009 0.283±0.004 0.309±0.005
25 0.166±0.001 0.358±0.003 0.289±0.004 0.316±0.003
26 0.159±0.001 0.357±0.002 0.289±0.002 0.317±0.005
27 0.151±0.001 0.341±0.004 0.279±0.004 0.306±0.002
28 0.155±0.001 0.345±0.003 0.279±0.002 0.305±0.003
29 0.160±0.001 0.360±0.002 0.294±0.005 0.319±0.004
30 0.160±0.001 0.352±0.003 0.285±0.006 0.312±0.006
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Table 10: Average Incremental Accuracy (AT ) using different bias correction meth-
ods TinyImageNet dataset. Training is done with 100 base classes for the initial non-
incremental task and then 10 classes per task, a total of 11 tasks. The mean and standard
deviations are calculated over 30 runs.

perm. baseline BiC-AN replay-only IL2M

1 0.212±0.0 0.426±0.006 0.354±0.006 0.384±0.004
2 0.204±0.001 0.401±0.003 0.329±0.003 0.357±0.003
3 0.215±0.003 0.423±0.007 0.348±0.005 0.379±0.006
4 0.208±0.001 0.392±0.004 0.325±0.002 0.353±0.005
5 0.219±0.002 0.439±0.004 0.36±0.006 0.392±0.005
6 0.207±0.001 0.408±0.003 0.332±0.006 0.365±0.006
7 0.208±0.001 0.396±0.003 0.320±0.005 0.354±0.004
8 0.207±0.001 0.396±0.004 0.327±0.003 0.360±0.005
9 0.211±0.003 0.399±0.001 0.324±0.003 0.353±0.003

10 0.199±0.001 0.384±0.003 0.31±0.005 0.341±0.004
11 0.202±0.001 0.399±0.003 0.324±0.001 0.354±0.002
12 0.210±0.003 0.394±0.002 0.324±0.004 0.354±0.003
13 0.209±0.001 0.410±0.005 0.336±0.006 0.368±0.007
14 0.202±0.002 0.380±0.005 0.311±0.006 0.341±0.003
15 0.207±0.001 0.384±0.006 0.317±0.006 0.345±0.007
16 0.213±0.003 0.406±0.002 0.334±0.005 0.364±0.004
17 0.212±0.001 0.407±0.004 0.334±0.001 0.365±0.003
18 0.205±0.002 0.386±0.005 0.313±0.008 0.345±0.007
19 0.196±0.0 0.354±0.005 0.29±0.004 0.322±0.006
20 0.199±0.002 0.382±0.010 0.311±0.005 0.343±0.007
21 0.209±0.001 0.400±0.001 0.324±0.001 0.358±0.005
22 0.203±0.001 0.388±0.001 0.320±0.002 0.347±0.004
23 0.215±0.002 0.413±0.007 0.342±0.001 0.372±0.002
24 0.205±0.002 0.390±0.007 0.319±0.005 0.349±0.005
25 0.211±0.001 0.415±0.003 0.342±0.004 0.371±0.002
26 0.205±0.002 0.404±0.002 0.333±0.003 0.362±0.004
27 0.199±0.001 0.381±0.005 0.311±0.002 0.344±0.005
28 0.206±0.002 0.413±0.002 0.339±0.002 0.371±0.003
29 0.205±0.001 0.384±0.006 0.312±0.007 0.345±0.005
30 0.202±0.002 0.379±0.005 0.309±0.007 0.341±0.006
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