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Abstract

The objective of this work is to develop new filtering methodologies that al-

low state-space models to be applied to high dimensional spatial systems with

fewer and less restrictive assumptions than the currently practical methods.

Reducing the assumptions increases the range of systems that the state-space

framework can be applied to and therefore the range of systems for which

the uncertainty in estimates can be quantified and statements about the risk

of particular outcomes made. The particle filter was developed to meet this

objective because restrictive assumptions are fundamental to the alternative

methods. Two barriers to applying particle filters to high dimension spatial

systems were identified. The first barrier is the lack of a flexible and practi-

cally applicable high dimensional noise distribution for the evolution equation

in the case of non-negative states. The second barrier is the tendency of the

Monte Carlo ensemble approximating the state distribution updated by ob-

servations to collapse down to a single point. The first barrier is overcome

by defining the evolution equation noise distribution using very flexible meta-

elliptical distributions. The second barrier is overcome by using a particle

smoother across a sequence of spatial locations to generate the Monte Carlo

ensemble. Because this location-domain particle smoother only considers one

location at a time, the dimensionality of the sampling problem is reduced and

a diverse ensemble can be generated. The location-domain particle smoother

requires that the evolution noise distribution be defined using a meta-elliptical

distribution and that the observation errors at different locations are indepen-
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dent. If the system has spatial resolution that is ‘too fine’ and there are ‘too

many’ observed locations then the number of distinct particles can fall be-

low an acceptable level at the beginning of the location sequence. A second

method for overcoming ensemble collapse is proposed for these systems. In

the second method a particle smoother is used to generate separate samples

from the marginal state distributions at each location. The marginal samples

are combined into a single sample from the joint state distribution spanning

all of the locations using a copula. This second method requires that the state

distribution is meta-elliptical and that the observation errors at different lo-

cations are independent. The assumptions required by the proposed methods

are fewer and vastly less restrictive than the assumptions required by cur-

rently practical methods. The statistical properties of the new methods are

explored in a simulation study and found to out-perform a standard particle

filter and the popular ensemble Kalman filter when the Kalman assumptions

are violated. A demonstration of the new methods using a real example is also

provided.
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Chapter 1

Introduction

The currently practical methods for estimating the state distributions for high dimensional

spatial systems require restrictive assumptions about the form of the state distributions

and the components of the state-space model [67] [161]. There is currently no practical

methodology for applying the particle filter, which requires no assumptions beyond those

that define a state-space model, in the state estimation of high dimensional spatial systems

[197] [14] [19] [182]. This research explores methodologies for applying particle filters to

high dimensional spatial systems with the objective of estimating the state distributions

with fewer and less restrictive assumptions than the currently practical methods.

A system is a collection of objects that are influenced by their interactions with each

other through time. Examples include solar system members affecting each other’s posi-

tions through their gravitational pull and the constantly changing levels of environmental

and biological components that make up an ecosystem. Understanding systems is of in-

terest in many branches of science. However, real systems are vastly complicated. Even

in a small area, an ecosystem incorporates the actions and interactions of possibly billions

of organisms reacting to each other and to a chaotic natural environment.

To help understand this complexity it is possible to describe the main processes of

systems using dynamic models, which are simplified mathematical representations of re-

ality. Dynamic models assume that the system at a point in time is completely described
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2 CHAPTER 1. INTRODUCTION

by a state vector recording the important system components. The dynamics of the sys-

tem components are described by differential equations that relate changes in the states

through time to the current state vector. The differential equations can be solved using

numerical methods that approximate the continuous dynamics at a discrete set of time

points [75]. The development of these deterministic dynamic models provides valuable

insight into the workings of the modelled system, and can be used to predict the system

response to a given set of states, enabling, for example, the prediction of an ecosystem

response to changes in climate. However, dynamic models only produce point estimates

for states, providing no information about the uncertainty of predictions and the risk of

particular outcomes occurring [17] [101]. Quantification of the accuracy of predictions is

becoming increasingly important, particularly in relation to climate science [141] [43].

Spatially resolved dynamic models divide up some physical space into separate loca-

tions, with the interactions between states solved within each location and the movement

of states between locations also modelled. Locations can be one dimensional (1D) line

segments along a terrestrial transect or sections in a column of water or air, a two dimen-

sional (2D) grid in a field, or three dimensional (3D) cubes in the atmosphere or water.

Spatially resolved dynamic models almost always have high dimensional state vectors,

with the total dimension being equal to the number of locations multiplied by the number

of state variables. A system is called high dimensional if it has a high dimensional state

vector. Spatially resolved models are becoming more common as increasingly affordable

computer power allows for greater model complexity [177] [10].

This research involves embedding dynamic models into the state-space framework to

allow estimates to be made of the state distribution that inform us about the uncertainty in

predictions and allow inference about the risk of particular outcomes occurring. The state-

space framework also allows the information contained in noisy observations of the system

to be incorporated into the estimates. Section 2.2 discusses state-space models in detail,

but briefly, these models allow for estimates of the often very complex state distribution

which are consistent with the error distribution for dynamic model predictions and the

distribution of noisy observations. There are well established methodologies for estimating
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the state distributions using the state-space framework when the state dimension is low

[11] [53] [56] or when the states and observations are assumed to be normally distributed

[67] [66] [65] [198]. There is currently no practical methodology for estimating state

distributions for high dimensional systems without making restrictive assumptions about

the distribution of the states and observations [182] [14] [19] [197]. The objective of this

research is to develop new methodologies that allow state-space models to be applied to

high dimensional spatial systems with fewer and less restrictive assumptions than the

currently practical methods. Attention is restricted to estimating states, with estimation

of any fixed parameters of the dynamic or state-space models outside the scope of this

work.

In Chapter 2 the state-space model is defined and various techniques for generating

state estimates from state-space models are reviewed. This review serves two purposes:

it establishes that there is currently no practical methodology for estimating state distri-

butions for high dimensional systems without making restrictive assumptions about the

form of the state distributions and the observations; and it provides an argument that the

particle filter is the most promising methodology to develop for making state estimates

without these restrictive assumptions. Particle filters, discussed thoroughly in Section 2.6,

provide methodologies for generating samples from state distributions. The samples can

be used to approximate any feature of the distribution that is of interest. For example

the sample mean and sample variance can be used to approximate the mean and variance

of the state distribution.

There are two major challenges to overcome before particle filters can be used to

generate estimates of high dimensional state distributions. In Chapter 3 the challenge

of adding high dimensional noise to states that are often non-negative is described and

solved by defining the evolution noise distribution using meta-elliptical distributions [71].

In Chapter 4 the challenge of generating samples from high dimensional state distributions

updated by noisy observations is described and two new methods that meet this challenge

for spatial systems are proposed. Samples generated by applying standard particle filters

to high dimensional systems tend to have small numbers of distinct particles and so provide
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poor approximations to the state distributions. The two proposed methods overcome this

problem through reducing the dimensionality of the sampling problem by considering only

one location at a time. In the first method samples are generated using a particle smoother

across a sequence of spatial locations. The particle smoother requires the assumption that

the evolution noise distribution has been defined using a meta-elliptical distribution and

that the observation noise is independent between locations. If the spatial resolution is ‘too

fine’ and there are ‘too many’ observed locations then the number of distinct particles

generated by the location particle smoother may fall below an acceptable level at the

beginning of the location sequence. The second method avoids this problem by generating

separate samples at each location using a particle smoother across a location sequence.

The separate samples at each location are combined into a single sample from the joint

state distribution across all locations using a copula. This requires the assumption that

the state distribution is meta-elliptical. The assumption that the observation noise is

independent between locations is also required. The assumptions required for both of

the proposed methods are fewer and vastly less restrictive than the currently practical

methods.

In Chapter 5 the statistical properties of estimates made using the proposed methods

are compared to estimates made using a standard particle filter and ensemble Kalman

filter updates. The simulation study uses a Lorenz model [138] embedded into the state-

space framework. The proposed methods are found to out-perform the standard particle

filter and the ensemble Kalman filter when the Kalman assumptions are violated. Several

mis-specifications of the state-space model are tested to ascertain the robustness of the

methods. Chapter 6 is a demonstration of the new methods on a real biogeochemical

ecosystem model with five state variables realised over 350 one-metre layers in the open

ocean.

Both the Lorenz model and the biogeochemical model are not the work of the author

of this thesis and are not part of the original contribution of this research. The original

contributions are:
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1. Defining the evolution noise distribution using meta-elliptical distributions

2. Generating samples from the state distribution updated by noisy observations using

a particle smoother across locations

3. Combining separate samples from the state distribution at each location into a single

sample across all locations using a copula

4. A new smoother derivation that employs kernel density estimation

Combined, these contributions allow estimation of the state distribution for high dimen-

sional spatial systems with fewer and less restrictive assumptions than the currently

available methods. Reducing the assumptions increases the range of systems that the

state-space framework can be applied to and therefore the range of systems for which the

uncertainty in estimates can be quantified and statements about the risk of particular

outcomes made.
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Chapter 2

Review of State Estimation

Methods

2.1 Introduction

The objective of this research is to develop methodologies for estimating the state distribu-

tions for high dimensional spatial systems with fewer and less restrictive assumptions than

the currently available methods. In this chapter the state-space model, which provides

the framework under which the estimates are made, is defined and various techniques for

state estimation are reviewed with two objectives:

1. To demonstrate that there is currently no practical methodology for estimating

state distributions for high dimensional systems that does not require restrictive

assumptions about the form of the state distributions and observations

2. To present an argument for developing the particle filter to produce new method-

ologies for estimating state distributions for high dimensional systems with fewer

and less restrictive assumptions than the currently practical methods

7
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2.2 The State-Space Model

A state-space approach to system modelling [12] [62] [93] assumes that an unobserved state

xt that completely describes a system at time t is associated with noisy observations yt.

Two stochastic equations govern the system: the evolution equation (2.2) which describes

how the state at time t depends on the state at time t− 1 with additive error distributed

according to rt; and the observation equation (2.3), which describes how observations yt

depend on the state xt with additive error distributed according to ut. A distribution for

the state at time zero, (2.1), initialises the model.

x0 ∼ f0(·) (2.1)

xt = ht(xt−1) + rt (2.2)

yt = gt(xt) + ut (2.3)

In this research ht is a spatially resolved dynamic model. The dynamic model errors,

rt, are assumed to be independent through time and once conditioned on the previous

state, xt−1, xt is independent of all other states, x1:t−2,t+1:T . Similarly, the observation

errors, ut , are assumed to be independent through time and once conditioned on xt, yt is

independent of all other states, x1:t−1,t+1:T , and observations, y1:t−1,t+1:T . These are the

state-space model Markov assumptions.

The evolution and observation equations can be considered as probability density

functions, which will be referred to as distributions throughout the remainder of this

thesis.

xt ∼ h∗t (xt|xt−1) (2.4)

yt ∼ g∗t (yt|xt) (2.5)

The evolution distribution h∗t will be centred at ht(xt−1) and inherit its distributional

properties from rt. Similarly the observation distribution g∗ will be centred at gt(xt) and

inherit its distributional properties from ut. When considered as a function of xt, the
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observation distribution is a likelihood function.

There are three distinct state estimation problems (k is a positive integer):

• Prediction/Forecasting: estimating the state distribution at time t+ k using obser-

vations up to time t: f(xt+k|y1:t)

• Filtering/Nowcasting: estimating the state distribution at time t using observations

up to time t: f(xt|y1:t)

• Smoothing/Hindcasting: estimating the state distribution at time t = T − k or the

joint state distribution at times 1 : T using observations up to time T : f(xt|y1:T )

or f(x1:T |y1:T )

Estimates for the prediction, filtering and smoothing distributions can be made by spec-

ifying the (relatively simpler) components of the state-space model. There are several

derivations that demonstrate how the state-space model can be used to solve the three

state estimation problems, and one for each problem is now provided.

The prediction and filtering distributions can be derived sequentially using the follow-

ing recursions.

f(xt|y1:t−1) =

∫

h∗t (xt|xt−1)f(xt−1|y1:t−1)dxt−1 (2.6)

f(xt|y1:t) =
g∗(yt|xt)f(xt|y1:t−1)

∫

g∗(yt|xt)f(xt|y1:t−1)dxt
(2.7)

The one-step prediction distribution (2.6) is a mixture distribution combining the evo-

lution distribution (2.4) and the filter distribution (2.7) from the previous time-step.

Prediction is extended to greater spans by recursively applying the one-step procedure,

replacing the filter distribution from the previous time-step with the prediction distribu-

tion from the previous time-step. The filter distribution (2.7) is derived through Bayes

theorem, combining the prediction distribution (2.6), which summarises our knowledge

about xt before considering observations, as a prior with the likelihood defined by the
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observation equation (2.5). Estimating the filter distribution requires the availability of

the one-step prediction distribution, and estimating the prediction distribution requires

the previous time-step filtering distribution, leading to the two-step approach summarised

in Figure 2.1 [12] [62].

f0(x0) f(x1|y1) f(x2|y1:2) f(xt|y1:t)

f(x1) f(x2|y1) f(xt|y1:t−1)

b b bPredict Predict Predict PredictUpdate Update Update

Figure 2.1: Sequential estimation of the prediction and filtering distributions.

An estimate for the joint smoothing distribution, f(x0:T |y1:T ), can be made using

Bayes theorem [87]:

f(x0:T |y1:T ) = f(x0:T )f(y1:T |x0:T )/f(y1:T )

∝ f(x0:T )f(y1:T |x0:T )

where the prior distribution can be factored as:

f(x0:T ) = f0(x0)f(x1|x0)f(x2|x0:1) . . . f(xT |x0:T−1)

= f0(x0)
T
∏

t=1

h∗t (xt|xt−1)

and the likelihood function can be factored as:

f(y1:T |x1:T ) =
T
∏

t=1

f(yt|x1:T )

=

T
∏

t=1

g∗t (yt|xt)
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so that the joint smoothing distribution is proportional to:

f(x0:T |y1:T ) ∝ f0(x0)

T
∏

t=1

h∗t (xt|xt−1)

T
∏

t=1

g∗t (yt|xt) (2.8)

The factorisations of the prior distribution and the likelihood function rely on the state-

space model Markov assumptions.

These derivations can only be solved analytically in special cases. For example, when

the state-space is discrete and finite [170] [33] and when the evolution and observation

equations are linear with normally distributed noise and the initial distribution is also

normal [202]. In general, Monte Carlo approximations are used instead. A Monte Carlo

approximation of a distribution is simply a sample from that distribution [135], with

any desired information about that distribution replaced by its sample counterpart. For

example the mean and variance of a distribution can be approximated by the mean and

variance of a sample drawn from that distribution. The estimation problem shifts from

trying to analytically derive the form and parameters of a distribution to drawing a large

enough sample from it for the required inference in a timely manner.

The following Sections from 2.3 to 2.9 are dedicated to reviewing various methods for

estimating the prediction, f(xt|y1:t−1), filtering, f(xt|y1:t) and smoothing distributions,

f(xt|y1:T ) or f(x1:T |y1:T ), mostly using Monte Carlo methods.

2.3 Non-Sequential Methods

2.3.1 Introduction

A distinction can be made between sequential and non-sequential methods for solving the

state-space estimation problems. A sequential method works recursively through the time-

series considering only one time step at a time. A non-sequential method considers all of

the time-steps simultaneously. This section contains a discussion about using the following

non-sequential methods to generate samples from the joint smoothing distribution (2.8):

the Gibbs sampler, the Metropolis-Hastings algorithm (M-H), grid approximation and
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importance sampling. Generation of integrated nested Laplace approximations for the

marginal smoothing distributions is also considered. Variational techniques, which do not

use the state-space framework, are also acknowledged because they are a very popular

method for assimilating observations into dynamic model estimates.

2.3.2 The Gibbs Sampler

Apart from special cases, distributions become exponentially more difficult to sample as

the number of dimensions increases. The Gibbs sampler is an algorithm that produces

a sequence or chain of dependent samples from a multivariate distribution by iteratively

sampling from its (usually univariate) full-conditional distributions. Suppose a multi-

variate random vector z with univariate marginal distributions {z1, z2, . . . , zk} is to be

sampled from a multivariate distribution f(z). The full-conditional distribution for mar-

gin i is f(zi|z−i): the distribution of element i conditioned on all the other components

of z. Using the Gibbs sampler each full-conditional distribution is sampled in turn, con-

ditioned on the most recent values for the other components. The algorithm produces

samples that can be shown to converge to a sample from f(z) [34] [84] [181]. The Gibbs

sampler algorithm for generating a sample of size n− l from f(z) is summarised in Figure

2.2.

To use the Gibbs sampler it must be possible to sample from each full-conditional

distribution f(zi|z−i). If f(zi|z−i) is not an easy to sample ‘name’ distribution then

rejection sampling [200] [135], adaptive rejection sampling [89], slice sampling [158] or

the Metropolis-Hastings algorithm [152] can be used. The freely available software BUGS

[139] can be used to implement Gibbs sampling, including automatic derivation of the

full-conditional distributions.

Inference from samples generated using the Gibbs sampler requires a larger sample

size than the independent case. How much larger depends on how quickly the chain

‘forgets’ previous sample values. When component zi is highly correlated with one or

more of the z−i, the full-conditional distribution f(zi|z−i) will have much less support
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Gibbs Sampling Algorithm

STEP 1: Choose arbitrary initial values {z(0)2 , . . . , z
(0)
k } and set i = 0

STEP 2: Set j = 1 and i = i+ 1

STEP 3: Sample f(z
(i)
j ) from f(zj|z(i)1 , . . . , z

(i)
j−1, z

(i−1)
j+1 , . . . , z

(i−1)
k )

STEP 4: If j 6= k then set j = j + 1 and return to step 3

{z(i)1 , z
(i)
2 , . . . , z

(i)
k } = z

(i)
1:k is a single sample point from f(z)

STEP 5: If i 6= n return to step 2

STEP 6: Identify an index l such that the draws z
(l)
1:k to z

(n)
1:k are not affected by the

arbitrarily chosen initial values {z(0)2 , . . . , z
(0)
k }

The sample z(l:n) is an approximate sample from the distribution f(z)

Figure 2.2: Step-by-step instructions for the Gibbs sampling algorithm.

than f(zi) and dependence on previous elements of the chain will be preserved for many

iterations. Under these conditions the chain is said to mix slowly [85] [90]. It is sometimes

possible to improve mixing by transforming some components of z [135] or creating blocks

of correlated components [134] [137] [172].

When using the Gibbs sampler to sample from the joint smoothing distribution (2.8)

for a spatial system, the zi from the general discussion are the univariate margins of the

state vector, xt,l,s. The three indices are for the state variable s ∈ {1 : S} at location

l ∈ {1 : L} at time-step t ∈ {1 : T}. The Gibbs sampler is proven to be an effective

method for generating samples from the joint smoothing distribution when the state

dimension is low, the time-series is of moderate length and the time-steps are spaced well

apart [41] [151]. However, for a spatial system with a high dimensional state vector that

has strong correlations between neighbouring states or a finely resolved time-series with

high correlation between consecutive state vectors, the mixing will be so slow that an

impractical number of iterations will be required to generate a sample large enough for

meaningful inference.
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2.3.3 The Metropolis-Hastings Algorithm

The posterior distribution for a random variable z given observations d is derived through

Bayes theorem as: f(z|d) = f(z)f(d|z)/f(d). Commonly the barrier to evaluating or

sampling from posterior distributions is that the normalising constant, f(d), is unknown

and difficult to derive [135]. The Metropolis-Hastings algorithm (M-H) [38] [150] is a

popular method that can be used to generate a sequence or chain of dependent samples

from a posterior distribution without the need to evaluate f(d). To generate the next

element in the chain, z(i+1), a proposal, z∗, is drawn from a proposal distribution q(z|z(i))

with q(·|·) selected so that it is easy to sample from. The only restriction on q(·|·) is that

it must allow the sequence of samples to reach all regions of the support of the target

distribution f(z|d). The proposal is accepted (z(i+1) = z∗) with probability α:

α = min[1,
f(z∗|d)q(z(i)|z∗)
f(z(i)|d)q(z∗|z(i)) ]

= min[1,
(f(z∗)f(d|z∗)/f(d))q(z(i)|z∗)
(f(z(i))f(d|z(i))/f(d))q(z∗|z(i)) ]

= min[1,
f(z∗)f(d|z∗)q(z(i)|z∗)
f(z(i))f(d|z(i))q(z∗|z(i)) ] (2.9)

otherwise the current sample value is maintained (z(i+1) = z(i)). Notice that the nor-

malising constants for f(z∗|y) and f(z(i)|y) are the same and thus cancel each other out

when calculating the acceptance probability, obviating the need to evaluate them. The

algorithm produces samples that can be shown to converge to a sample from f(z|d) [38]

[150]. Numerical instability in the calculation of the acceptance probability can be mit-

igated by working in the log scale. The Metropolis-Hastings algorithm for generating a

sample of size n− l from f(z|d) is summarised in Figure 2.3.

This simple description of the M-H masks implementation issues that require careful

consideration. The initial sample z(0) is arbitrary, but the closer it is to the centre of the

target distribution the fewer samples l must be discarded. Judging when the sequence has

converged and how long after convergence to run the algorithm are not trivial decisions

[47] [85]. However the most difficult tuning decision is the selection of the proposal
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Metropolis-Hastings Algorithm

STEP 1: Choose an arbitrary initial value z(0) and set i = 0

STEP 2: Generate a proposal z∗ from q(z|z(i))

STEP 3: Calculate the acceptance probability α according to equation 2.9

STEP 4: Draw a uniform random variable u on [0, 1]

STEP 5: If α > u set z(i+1) = z∗, otherwise set z(i+1) = z(i)

STEP 6: If i+ 1 6= n set i = i+ 1 and return to step 2

STEP 7: Identify an index l such that the draws {z(l), . . . , z(n)} are not affected by the
arbitrarily chosen initial value z(0)

The sample {z(l:n)} is an approximate sample from the distribution f(z|d)

Figure 2.3: Step-by-step instructions for the Metropolis-Hastings Algorithm.

distribution q(·|·). In theory it is arbitrary, but if it is too tight about the current sample

point z(i) the sequence will make small steps and explore the posterior distribution slowly.

Conversely if it is too wide about the current sample point the proposed samples z∗ will

have small acceptance probability so that the sequence will remain at the same point

for many iterations, also exploring the posterior distribution slowly. The problem of

identifying a balanced proposal distribution becomes very difficult indeed when working

with a high dimension state-space.

The M-H has been used to solve low dimensional state-space problems [100] [209], but

the problem of finding an adequate proposal distribution will be insurmountable for many

spatial systems, despite advances that have been made in applying M-H in high dimen-

sional settings [92]. A recent paper that combines sequential and non-sequential methods

seems to have solved the problem of finding high dimensional proposal distributions when

the high dimensionality arises from a long time-series [9]. However, as acknowledged in

the discussion of this paper, the method “might be difficult” to apply in situations where

the dimension of the state-space at a single time-step is large. This will be the case for

spatial systems that have a large number of spatial locations.
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2.3.4 Grid Approximation and Importance Sampling

A simpler approach to drawing samples from posterior distributions is grid approximation.

The posterior distribution is calculated up to a normalising constant at a pre-defined set

of points {i}: f(z(i)|d) ∝ f(z(i))f(d|z(i)). Weights for each point are determined by

normalising the posterior probabilities calculated up to the normalising constant: w(i) =

f(z(i))f(d|z(i))∑
j f(z

(j))f(d|z(j))
. A sample of the discrete points is then generated according to the weights

providing an approximate sample from the posterior distribution [85].

Importance sampling is a similar procedure except that it uses a sample from a static

proposal distribution to generate the points z(i) rather than pre-defining them [135].

Grid approximation and importance sampling are only practical for low dimensional

problems because the number of points required to properly approximate the posterior

distribution increases exponentially with dimension. Any pre-defined set of points or

points generated by a static proposal distribution would require an impractical number of

evaluations to approximate the high dimensional joint smoothing distribution for a spatial

system [169].

2.3.5 Integrated Nested Laplace Approximations

Integrated nested Laplace approximations [176] can be used to approximate the marginal

smoothing distributions, f(xt|y1:T ), where those distributions are a Gaussian Markov

random field [175]. The severe restriction that the marginal state distributions are normal

will be violated for many systems.

2.3.6 Variational Techniques

Observations are often assimilated into dynamic model estimates using variational tech-

niques that deterministically minimise a cost function of the distance between model

predictions and observations across the entire time-series. Variational techniques are not

a candidate for this research because they do not use the state-space framework and are
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mentioned in this review only because they have been so commonly applied (see, for ex-

ample [72] [168] [16] [45] [129] [79] [46] [142] [103] [178] [153]). Variational techniques

are almost always used to produce point estimates [17]. However, it is possible to cre-

ate artificial distributional estimates after variational techniques have been applied using

Bayesian melding [167].

2.3.7 Conclusion

Non-sequential methods exhibit two strong advantages over the sequential methods that

are described in the remainder of this chapter. Firstly, the fact that all time-steps are

considered at once makes estimating the static parameters of the state-space model com-

ponents more natural than is the case for sequential methods [122] [121] [60] [9] [105].

Secondly, non-sequential methods provide smoother solutions, whereas sequential meth-

ods produce filter solutions, with extension to smoother solutions being quite difficult. In

the author’s opinion, if the dimension of the state-space allows it, non-sequential meth-

ods should be used for state estimation. However, sampling from the joint smoothing

distribution (2.8) for a spatial system requires sampling from a T × L × S-dimensional

distribution. In general, Monte Carlo approximation becomes exponentially more diffi-

cult with increasing dimension, and for all but the shortest time-series it is impractical

to generate the required sample. The sequential methods that follow have the advantage

that only one time-step is considered at a time, reducing the dimension of distributions

that must be sampled or analytically evaluated to L× S.

2.4 The Kalman Filter and Smoother

The first sequential method reviewed, the Kalman filter, was also the first sequential

method to be proposed [114] [115] [202]. A Kalman filter uses linear evolution (2.2) and

observation (2.3) equations with zero-mean normally distributed errors and a normally

distributed initial distribution. Under these ‘Kalman assumptions’ all prediction and

filter distributions are normal. Applying the linear evolution equation to a normal filter
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distribution and adding zero-mean normal noise yields a normally distributed prediction

distribution. The filter distribution is derived through a Bayesian update (2.7) with a

conjugate normal prior and likelihood yielding a normal posterior distribution [85] [131].

The mean at and covariance Rt that completely define the prediction distribution can be

calculated using the following equations [202]:

at = Htmt−1 (2.10)

Rt = HtCt−1H
′
t +Dt (2.11)

where Ht is the deterministic part of the evolution equation in matrix form, mt−1 and

Ct−1 are the previous time-step filter distribution mean and covariance, respectively and

Dt is the covariance matrix for the normally distributed evolution error rt. The mean

mt and covariance Ct which completely define the filter distribution are calculated using

[202]:

mt = at +At(yt −G′
tat)

Ct = Rt −AtQtA
′
t

At = RtGtQ
−1
t

Qt = G′
tRtGt + Et

where Gt is the deterministic part of the observation equation in matrix form and Et is

the covariance matrix for the normally distributed observation error ut.

The smoothing distribution f(xt|y1:T ) is also normal under the Kalman assumptions

[202], with mean m∗
t and covariance C∗

t given by:

m∗
t = mt +Bt(m

∗
t+1 − at+1)

C∗
t = Ct +Bt[C

∗
t+1 −Rt]B

′
t+1

Bt = CtG
′
t+1R

′
t+1
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When the Kalman assumptions hold, the Kalman filter and smoother should be used to

estimate the prediction, filter and smoothing distributions. However, the assumptions are

very restrictive and will be violated for many systems. The Kalman filter can also become

time-consuming to apply to high dimension systems because the prediction step requires

the manipulation of a large covariance matrix [67].

2.5 Kalman Filter Extensions

Often in practice the Kalman assumptions do not hold. In response there have been

several adaptations made to the Kalman filter that allow the relaxation of one or more of

these assumptions.

The extended Kalman filter accommodates nonlinear observation and evolution equa-

tions by replacing them with linear approximations, then using the Kalman filter equations

as usual, producing normal state distribution estimates [6] [202] [12] [2]. The process is

outlined below:

1. Linearise the deterministic part of the evolution equation xt = ht(xt−1) about the

latest filter mean mt−1

2. Apply the Kalman filter prediction step using the linearised evolution equation as

an approximation of the actual nonlinear evolution equation yielding at and Rt

3. Linearise the deterministic part of the observation equation yt = gt(xt) about at

4. Apply the Kalman filter update step using the linearised observation equation as an

approximation of the actual nonlinear observation equation, yielding mt and Ct

The accuracy of extended Kalman filter estimates is dependent on the quality of linear

approximations to the evolution and observation equations [28] [67] [64] [154] [81]. Lin-

ear approximations will be poor when: nonlinearity is severe; the true prediction and

filter distributions are severely non-normal; the true prediction and filter distributions
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are wide so that a large amount of probability mass is situated far from the the point of

linearisation; or prediction is made over long time periods.

Because linearisation is done at a single point there is increased potential for divergence

between the true and estimated state distributions. This is addressed in the adaptive filter

[108] [6] by monitoring whether residuals (the difference between filter estimates and

observations) are consistent with the error structure assumed in the model (ut). When

divergence is detected the evolution noise is increased so that estimates respond more to

observations. The iterated linear filter smoother reduces the risk of divergence by using

a smoother rather than filter mean to determine the point of linearisation [208].

Analytic calculation of filter distributions using the Kalman equations is tractable

because the Bayesian update involved is conjugate, with a normal prior and likelihood

[85] [131]. Dynamic generalised linear models extend this to other classes of observations

such as binary and count data [203], but within those classes, impose the same severity

of distributional restriction and are limited to the estimation of univariate states [70].

The Edgeworth filter [184] [147], Gaussian sum filter [183] [5] [107] and Gaussian sum

smoother [119] all approximate prediction, filter and smoothing distributions as weighted

sums of component distributions allowing much greater flexibility than assuming they are

normal. The component distributions each have the Kalman or extended Kalman equa-

tions applied to produce prediction, filter or smoother approximations. These methods

do not allow for the application of truly nonlinear evolution equations and do not work

well for high dimensional systems [106]. High dimensional Gaussian mixture filters have

recently been proposed, but these rely on the likelihood function being normal [187] [57].

There have been adaptations of Kalman filter methodologies to improve efficiency

(information filter [6], SEEK filter [164] [24]), numerical stability (square root filter [116]

[146] [6]) and robustness [149], but these do not improve estimation in nonlinear and

non-normal systems and are not appropriate for high dimensional systems.
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2.6 The Particle Filter

The Kalman filter and extensions provide analytic solutions for estimating the prediction

and filter distributions. In contrast, the particle filter, also called sequential Monte Carlo

[11] [93] [53] [56] or the condensation algorithm [106], provides Monte Carlo approxima-

tions, with the members of the approximating sample often called particles. Particle filter

estimation requires no assumptions about the state distribution or the state-space model

components as nonlinear evolution and observation equations that have non-normal error

distributions are allowed. In this section the particle filter sampling methodology is in-

troduced, and weight collapse, where the Monte Carlo approximation is concentrated at

a single point, is identified as a problem when applying particle filters - especially to high

dimensional systems. Several methodologies that may help to mitigate weight collapse

are discussed.

Sampling from the prediction distribution is referred to as the ‘prediction step’. The

prediction distribution, f(xt|y1:t−1), is a mixture distribution (2.6) and so can be sampled

using the mixture method [52]. A mixture distribution has the form f(a) =
∫

f(a|b)f(b)db

where f(b) is described as the mixing element. A sample from f(a) can be generated by

sampling from f(a|b(i)) conditioned on each member of a sample from f(b), {b(1:n)}. This

is useful in the situation where f(a|b) and f(b) are both easier to sample from than

f(a). A sample from the prediction distribution mixing element, f(xt−1|y1:t−1), is readily

available from the Monte Carlo approximation for the previous time-step filter distribution

and h∗t (xt|xt−1) is the evolution distribution which should be selected so that it is easily

sampled as well as being physically reasonable. In practice a sample from the prediction

distribution is generated by applying the evolution equation (including the addition of

noise) to each particle in the previous time-step filter distribution ensemble. Recursive

application of the one-step formula replacing the previous time-step filter distribution

sample with the previous time-step prediction distribution sample extends prediction to

greater spans.

The filter distribution, f(xt|y1:t), is the posterior distribution resulting from a Bayesian
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update using the prediction distribution as a prior and the likelihood function defined by

the observation equation (2.5). Sampling from the filter distribution is referred to as

the ‘observation update’. With most particle filters, sequential importance sampling is

used to generate weights that when applied to a sample from a proposal distribution,

q(xt|xt−1, yt), provide an approximate sample from the filter distribution. The sequential

importance weights w
(i)
t are given by:

w
∗(i)
t = w

(i)
t−1

h∗t (x
(i)
t |x(i)t−1)g

∗
t (yt|x

(i)
t )

qt(x
(i)
t |x(i)t−1, yt)

(2.12)

w
(i)
t =

w
∗(i)
t

∑n
j=1w

∗(j)
t

(2.13)

Other methods that have been used include rejection sampling [191] [190] [104], Metropolis-

Hastings [59] and grid approximation [118] [21].

A well known problem with sequential importance sampling is that as t increases the

weight distribution becomes more and more skewed until practically all weight is associ-

ated with a single particle, providing a very poor approximation for the filter distribution.

In theory, weight collapse can be solved by using very large sample sizes. In practice, it

is mitigated by re-sampling the filter distribution particles according to the importance

sampling weights, either at every time-step [91] or whenever they become ‘too’ skewed

[127]. ‘Too’ skewed can be defined by setting a threshold on the effective sample size [127]

[55]:

neff =
1

∑n
j=1(w

(j)
t )2

where n denotes the number of particles in the prediction distribution and filter distribu-

tion ensembles. Re-sampling removes low weight particles and creates duplicates of high

weight particles. After re-sampling the weights are equal but the the filter distribution

ensemble contains duplicate members that are made distinct at the next prediction step

when evolution noise is applied. Sometimes re-sampling is performed using the square

root (or other exponent between zero and one) of the weights to encourage particle di-
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versity, leaving weights that are more even, but not equal [135]. An important point for

this work is that the disparity of the weights calculated by equation (2.12) increases with

the state and likelihood dimension causing more severe weight collapse with increasing

dimensionality [182] [14] [19] [197].

Any sampling methodology can be used to re-sample, with three of the more popu-

lar methods being weighted random sampling, residual sampling and stochastic universal

sampling. Under residual sampling bnw(i)
t c copies of sample member i are determin-

istically chosen, with n −
∑

bnw(i)
t c additional sample members randomly sampled ac-

cording to the weights, w
(i)
r = nw

(i)
t − bnw(i)

t c [136] [96]. Using stochastic universal

sampling the weights are used to create a partition of the [0, 1] line and a uniform random

draw u is made from [0, 1
n ]. Particles are chosen once for every element of the sequence:

{u, 1
n +u, 2

n +u, . . . , n−1
n +u} that falls into their section of the [0, 1] partition [171] [197].

The steps outlined in Figure 2.4 describe a particle filter algorithm with re-sampling

that produces samples that have been shown to converge to samples from the prediction

and filter distributions as the number of particles increases [48] [49].

After re-sampling, the weights are equal, but duplicate particles are created. A sample

with a small number of distinct particles provides an approximation that is equally poor

as a sample with very uneven weights. Several methodologies are available for increasing

the diversity of re-sampled particle ensembles. Noise can be added to each re-sampled

particle [91], or the re-sampled particles can be drawn from a kernel density estimate

[162] generated by the particles, rather than re-sampling the particles themselves [156]

[11]. Both these approaches have the disadvantage that the precision of the Monte Carlo

approximation is reduced. Alternatively each re-sampled particle can be moved by a

process, such as the Gibbs sampler or M-H algorithm, that retains the original target

distribution of the sample [88] [18]. The sample size can be increased at time-steps when

weight collapse is severe [132] [77], or upon encountering weight collapse, the algorithm

can be returned to the previous time-step and a different prediction distribution sample

generated with the hope that the proposal distribution conditioned on these new particles
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Particle Filter Algorithm with Re-sampling

STEP 0: Generate a sample {x(1:n)0|0 } from the chosen initial filter distribution f0(x0).

Set w
(1:n)
0 = 1

n and t = 1

STEP 1: Generate a sample {x(1:n)t|t−1} from the prediction distribution by applying the
evolution equation to each member of the previous time-step filter sample, including the
application of noise

STEP 2: Generate a sample {x(1:n)
t|t

} from the chosen proposal distribution q(xt|xt−1, yt)

STEP 3: Calculate sequential importance sampling weights w
∗(1:n)
t according to

equation (2.12)

STEP 4: Normalise the sequential importance sampling weights w
(1:n)
t according to

equation (2.13)

The sample {x(1:n)t|t } weighted by w
(1:n)
t is an approximate sample from the filter

distribution f(xt|y1:t)

STEP 5 (optional): Re-sample {x(1:n)t|t } according to the weights w
(1:n)
t then set

w
(1:n)
t = 1

n

STEP 6: If t 6= T then set t = t+ 1 and return to step 1

Figure 2.4: Step-by-step instructions for the particle filter.

has more even weights [185].

Proposal distribution quality is critical to particle filter performance [136]. If the

proposal distribution produces samples that are in disagreement with the filtering distri-

bution, weight collapse becomes severe because only a small portion of proposed samples

have non-zero weights. In the most severe case all weights can be zero leading to the

algorithm breaking down. The optimal proposal distribution with respect to the variance

of the weights is the filter distribution itself [55]. This is not a practical choice because it

is not possible to sample directly from the filter distribution, or there would be no need

to use sequential importance sampling in the first place. However, it does suggest that

a good proposal distribution will be similar to the filter distribution. Several proposal

distributions have been suggested. A static distribution could be used [192], with the
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disadvantage that no single distribution can mimic the dynamic filter distribution at a

range of time-steps [55]. The proposal distribution could have a static form, but have

parameters that optimise some measure of particle filter performance such as the variance

of the weights or the effective sample size (2.14) [44]. A more computationally expensive

method is to derive a proposal distribution using alternative methods for evaluating or

sampling from the filter distribution such as the Kalman filter and extensions, the en-

semble Kalman filter (see Section 2.8) or the unscented Kalman filter (see Section 2.9)

[193] [55]. It is convenient to use the prediction distribution as a proposal distribution

[91] because cancellation in the calculation of the weights (2.13) leaves the weight update

proportional to the likelihood:

w
∗(i)
t = w

(i)
t−1

h∗t (x
(i)
t |x(i)t−1)g

∗
t (yt|x

(i)
t )

qt(x
(i)
t |x(i)t−1, yt)

= w
(i)
t−1

h∗t (x
(i)
t |x(i)t−1)g

∗
t (yt|x

(i)
t )

h∗t (x
(i)
t |x(i)t−1)

= w
(i)
t−1g

∗
t (yt|x

(i)
t )

A particle filter that uses the prediction distribution as a proposal is often called a boot-

strap filter. The disadvantage of choosing the bootstrap filter is that the proposal dis-

tribution takes no account of observations so that when there is divergence between the

prediction distribution and observations, the proposal is far from optimal.

The auxiliary particle filter [165] [166] [11] provides a method for encouraging greater

numbers of prediction distribution particles to be near observations. Rather than prop-

agating all filter particles forward to the next observation time, only particles that are

likely according to the next observations are used. At time t a sample of n particles x
(1:n)
t

weighted by w
(1:n)
t provides a Monte Carlo approximation for the filter distribution. Some

likely value for each particle at time t + 1, µ
(1:n)
t+1 , is calculated, for example by applying

the evolution equation without the addition of noise. Particles to propagate forward to
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the next observation time are sampled with replacement according to the weights v
(i)
t :

v
∗(i)
t ∝ w

(i)
t g∗(yt+1|µ(i)

t+1) (2.14)

v
(i)
t =

v∗t (i)
∑n

j=1 v
∗(j)
t

(2.15)

The sequential importance sampling weights are adjusted to take account of the re-

sampling that has already occurred:

w
∗(i)
t = w

(i)
t−1

h∗t (x
(i)
t |x(i)t−1)g

∗
t (yt|x

(i)
t )

qt(x
(i)
t |x(i)t−1, yt)v

(i)
t−1

(2.16)

The auxiliary particle filter is only useful in the situation where the likely values for

particles are accurate, so that µ
(1:n)
t+1 provides a good approximation for x

(1:n)
t+1 , otherwise

the noise introduced by the extra re-sampling step will deteriorate the performance when

compared to a standard particle filter [110]. A step-by-step guide for applying an auxiliary

particle filter is provided in Figure 2.5.

Rao-Blackwellised particle filters [54] [155] [35] can be used when the state vector xt

can be partitioned into components at and bt, where bt can be updated analytically. This

situation occurs when, for example, bt meets the assumptions for the Kalman filter or

has discrete support. This reduces the dimension of the sequential Monte Carlo problem

to dim(at) = dim(xt) − dim(bt). The partitioned state-space is factored as f(xt|y1:t) =

f(at, bt|y1:t) = f(bt|at, y1:t)f(at|y1:t).

Particle filters provide a well established methodology for generating samples from

the prediction and filter distributions without requiring assumptions about the state-

space model or the state distributions. The evolution and observation equations can

be nonlinear and the initial state and noise distributions can take any form required.

However, particle filters do not perform well when applied to high dimensional systems

because weight disparity increases with increasing state and likelihood dimension, leading

to severe weight collapse. Weight collapse can be mitigated by including a re-sampling

step before weights become too uneven, but for high dimensional systems weight collapse
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can occur in a single time-step, rendering re-sampling completely ineffective [28].

Auxiliary Particle Filter

STEP 0: Generate a sample {x(1:n)0|0 } from the chosen initial filter distribution f0(x0).

Set w
(1:n)
0 = 1

n and t = 1

STEP 1: For each particle x
(i)
t−1|t−1, calculate a likely value from the prediction

distribution at time t: µ
(i)
t

STEP 2: Calculate auxiliary weights v
∗(1:n)
t according to equation (2.14)

STEP 3: Calculate the normalised auxiliary weights v
(1:n)
t according to equation (2.15)

STEP 4: Generate a sample of particles {x̃(1:n)t−1|t−1} with replacement from {x(1:n)t−1|t−1}
using weights {v(1:n)t }

STEP 5: Generate a sample {x̃(1:n)
t|t−1

} from the prediction distribution by applying the

evolution equation to each member of {x̃(1:n)t−1|t−1}, including the application of noise

STEP 6: Generate a sample {x(1:n)t|t } from the chosen proposal distribution q(xt|x̃t−1, yt)

STEP 7: Calculate sequential importance sampling weights w
∗(1:n)
t according to

equation (2.16)

STEP 8: Normalise the sequential importance sampling weights according to equation
(2.13).

The sample {x(1:n)t|t } weighted by w
(1:n)
t is an approximate sample from the filter

distribution

STEP 9: If t 6= T then set t = t+ 1 and return to step 1

Figure 2.5: Step-by-step instructions for the auxiliary particle filter.

2.7 Particle Smoothers

2.7.1 Introduction

The particle filter discussed in the previous section provides Monte Carlo approximations

for the filter distributions, f(xt|y1:t). Particle smoothers provide Monte Carlo approx-
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imations for the marginal smoothing distributions, f(xt|y1:T ), or the joint smoothing

distribution, f(x1:T |y1:T ). Estimates of the smoothing distribution are preferred to filter

estimates because they incorporate the information from a greater number of observations.

However, they are more difficult and time-consuming to generate. No single method has

been established for drawing samples from the smoothing distributions but several candi-

date methods are available. These methods are reviewed in the remainder of this section,

with the filter-smoother and the Godsill smoother used in Section 4.3 of Chapter 4 and

elements of the two-filter smoother used in Section 4.4 of Chapter 4.

2.7.2 The Filter-Smoother

The simplest method for drawing samples from the joint smoothing distribution is re-

membering the path of each particle from a particle filter [120]. Suppose that a particle

filter is run from time 1 to T without re-sampling, producing particles x
(1:n)
1:T weighted

by w
(1:n)
T . These weighted particles provide a Monte Carlo approximation to the joint

smoothing distribution. Of course without re-sampling, if T is even of moderate size,

the weight becomes concentrated in a single particle providing a poor approximation. If

re-sampling is carried out the weights w
(1:n)
T will be even, but the joint smoother estimate

is lost along with the connections between x
(1:n)
t and x

(1:n)
t+1 . Particle filters that employ

re-sampling can be used to produce joint smoother samples if re-sampling is performed

for the complete particle history, x1:t, rather than re-sampling just the current state, xt,

as is usual. A consequence of re-sampling the entire path is that the number of distinct

particles at early time-steps reduces with each re-sampling step. The result is a poor

approximation to the joint smoothing distribution at the beginning of the time-series,

although at the end of the time-series the approximation is good.

2.7.3 The Fixed Lag Smoother

The influence of observations yt+k on the state estimate at time t can reasonably be

expected to attenuate with increasing k. Fixed lag smoothing [40] produces approximate
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samples from the marginal smoothing distribution f(xt|y1:T ) by sampling f(xt|y1:t+k)

using the Filter-Smoother. If k is large enough that observations yt+k+1:T contain little

information about xt, and small enough that re-sampling has not reduced the number of

distinct particles at time t too much, then fixed lag smoothing can produce useful Monte

Carlo approximations.

2.7.4 The Forward-Backward Smoother

The forward-backward smoother [55] produces weights {w(1:n)
t|T } that when applied to par-

ticles {x(1:n)t } approximating the filter distributions, provide a Monte Carlo approximation

to the marginal smoothing distributions f(xt|y1:T ). The weights are calculated according

to the following recursion that works backwards from T to 1[12] [122] [118] [55].

f(xt|y1:T ) =
∫

f(xt, xt+1|y1:T )dxt+1

=

∫

f(xt+1|y1:T )f(xt|xt+1, y1:T )dxt+1

=

∫

f(xt+1|y1:T )f(xt|xt+1, y1:t)dxt+1

=

∫

f(xt+1|y1:T )
f(xt|y1:t)f(xt+1|xt)

f(xt+1|y1:t)
dxt+1

= f(xt|y1:t)
∫

f(xt+1|y1:T )
h∗t+1(xt+1|xt)
f(xt+1|y1:t)

dxt+1 (2.17)

Notice that f(xt|y1:t) is the filter distribution at time t, f(xt+1|y1:T ) is the smoothing

distribution at time t + 1, h∗t+1(xt+1|xt) is the evolution distribution at time t + 1 and

f(xt+1|y1:t) is the prediction distribution at time t+1. Following on from equation (2.17)

the integrals can be replaced with sums over weighted particles to yield the following

equations:

f(xt|y1:T ) ≈ f(xt|y1:t)
n
∑

i=1

w
(i)
t+1|T

h∗t+1(x
(i)
t+1|xt)

f(xt+1|y1:t)

= f(xt|y1:t)
n
∑

i=1

w
(i)
t+1|T

h∗t+1(x
(i)
t+1|xt)

∫

h∗t+1(x
(i)
t+1|xt)f(xt|y1:t)dxt
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≈ f(xt|y1:t)
n
∑

i=1

w
(i)
t+1|T

h∗t+1(x
(i)
t+1|xt)

∑n
j=1w

(j)
t h∗t+1(x

(i)
t+1|x

(j)
t )

≈ [

n
∑

l=1

w
(l)
t δ(xt − x

(l)
t )]

n
∑

i=1

w
(i)
t+1|T

h∗t+1(x
(i)
t+1|xt)

∑n
j=1w

(j)
t h∗t+1(x

(i)
t+1|x

(j)
t )

=

n
∑

l=1

w
(l)
t [

n
∑

i=1

w
(i)
t+1|T

h∗t+1(x
(i)
t+1|x

(l)
t )

∑n
j=1w

(j)
t h∗t+1(x

(i)
t+1|x

(j)
t )

]δ(xt − x
(l)
t )

where δ(z) is the Dirac delta function which takes the value 0 everywhere except z = 0 and

integrates to 1. The algorithm for calculating the forward-backward smoother weights is

described step-by-step in Figure 2.6.

Forward-Backward Smoother

STEP 1: Run a particle filter storing samples {x1:nt|t } weighted by {w1:n
t } for each

t ∈ {1 : T}

STEP 2: Set w
(i)
T |T = w

(i)
T and t = T − 1

STEP 3: Calculate the smoothing weights:

w
∗(i)
t|T =

n
∑

j=1

w
(j)
t+1|Tw

(i)
t h∗t+1(x

(j)
t+1|t+1|x

(i)
t|t )

STEP 4: Normalise the smoothing weights:

w
(i)
t|T =

w
∗(i)
t|T

∑n
k=1w

∗(k)
t|T

STEP 5: If t 6= 1 then set t = t− 1 and return to step 1

Figure 2.6: Step-by-step instructions for the forwards-backwards smoother.

The sample {x1:nt } weighted by {w1:n
t|T } is an approximate sample from the marginal

smoothing distribution f(xt|y1:T ). The forward-backward smoother samples are a re-

weighting of a filter sample. If the filter distribution is very different to the smoothing

distribution then only a small number of filter particles is expected to occupy high prob-

ability regions of the smoothing distribution resulting in uneven smoother weights and a

poor Monte Carlo approximation.
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2.7.5 The Godsill Smoother

The joint smoothing distribution can be factored:

f(x1:T |y1:T ) = f(xT |y1:T )
T−1
∏

t=1

f(xt|xt+1:T , y1:T )

which can be simplified using the Markov assumptions of the state-space model and Bayes

theorem [90]:

f(xt|xt+1:T , y1:T ) = f(xt|xt+1, y1:t)

=
f(xt, xt+1, y1:t)

f(xt+1, y1:t)

=
f(xt+1|xt, y1:t)f(xt, y1:t)

f(xt+1, y1:t)

=
h∗t+1(xt+1|xt)f(xt|y1:t)f(y1:t)

f(xt+1|y1:t)f(y1:t)

=
h∗t+1(xt+1|xt)f(xt|y1:t)

f(xt+1|y1:t)

∝ f(xt|y1:t)h∗t+1(xt+1|xt) (2.18)

where f(xT |y1:T ) and f(xt|y1:t) are filter distributions and h∗t+1(xt+1|xt) is the distribu-

tion defined by the evolution equation. Using this derivation, samples from the filtering

distributions, f(xt|y1:t) for t ∈ {1 : T}, can be re-sampled so that they approximate the

joint smoothing distribution, f(x1:T |y1:T ). A filter run forward through the time-series

yields samples {x(1:n)t|t } weighted by {w(1:n)
t } that approximate the marginal filter distri-

butions, f(xt|yt) at each time t. The Godsill smoother algorithm for generating a sample

of size m from the joint smoothing distribution by re-sampling these filter distribution

samples is described in Figure 2.7.

When the prediction distribution h∗t+1(xt+1|T |x(i)t ) is tight the weights w
(1:n)
t|t+1 will be

uneven so that if particle k was selected to approximate the smoothing distribution at

t + 1 then the parent of particle k will be selected at t with high probability. In this

situation the Godsill smoother produces the same samples as the filter-smoother with the
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Godsill Smoother

STEP 1: Run a particle filter storing samples {x1:nt|t } weighted by {w1:n
t } for each time

t ∈ {1 : T}

STEP 2: Set i = 1

STEP 3: Sample x
(i)
T |T from {x(1:n)T |T } with probability w

(1:n)
T and set t = T − 1

STEP 4: Calculate smoothing weights: w
∗(j)
t|T = w

(j)
t h∗t+1(x

(i)
t+1|T |x

(j)
t|t ) for each j ∈ {1 : n}

STEP 5: Normalise smoothing weights:

w
(j)
t|T =

w
∗(j)
t|T

∑n
k=1w

∗(k)
t|T

STEP 6: Sample x
(i)
t|T from {x(1:n)t|t } with probability w

(1:n)
t|T

STEP 7: If t 6= 1 then set t = t− 1 and return to step 4

STEP 8: If i 6= m then set i = i+ 1 and return to step 3

Figure 2.7: Step-by-step instructions for the Godsill smoother.

associated problem of small numbers of distinct particles early in the time-series. The

smoother samples generated are a re-sampling of a filter sample. If the filter distribution

is very different to the smoothing distribution then a small number of filter particles is

expected to occupy high probability regions of the smoothing distribution resulting in

those particles being selected many times, providing a poor Monte Carlo approximation.

2.7.6 The Two-Filter Smoother

The two-filter smoother can be used to generate samples from the marginal smoothing

distributions f(xt|y1:T ) by re-weighting samples from a backwards information filter using

samples from a particle filter. The following recursion, which uses Bayes theorem and the
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Markov assumptions of the state-space model, governs the sampling [26] [119] [25].

f(xt|y1:T ) ∝ f(y1:T |xt)f(xt)

= f(y1:t−1, yt:T |xt)f(xt)

= f(y1:t−1|xt)f(yt:T |xt)f(xt)

∝ f(xt|y1:t−1)f(yt:T |xt) (2.19)

Note that f(xt|y1:t−1) is the prediction distribution that can be sampled using a particle

filter. It is also possible to sample f(yt:T |xt) recursively using a backwards information

filter [148] [26], which is now derived.

f(yt:T |xt) =
∫

f(yt, yt+1:T , xt+1|xt)dxt+1

=

∫

g∗(yt|xt)f(yt+1:T , xt+1|xt)dxt+1

= g∗(yt|xt)
∫

h∗t+1(xt+1|xt)f(yt+1:T |xt+1, xt)dxt+1

= g∗(yt|xt)
∫

h∗t+1(xt+1|xt)f(yt+1:T |xt+1)dxt+1 (2.20)

Equation (2.20) is combined with artificial prior distributions γt(xt) for t ∈ {1, . . . T}

through Bayes theorem [73], yielding:

f̃(xt|yt:T ) ∝ γt(xt)f(yt:T |xt) (2.21)

= γt(xt)g
∗(yt|xt)

∫

f̃(xt+1|yt+1:T )

γt+1(xt+1)
h∗t+1(xt+1|xt)dxt+1 (2.22)

Equation (2.22) can be sampled using standard particle filter methodologies with predic-

tion and filter distributions given by:

f̃(xt|yt+1:T ) =

∫

f̃(xt+1|yt+1:T )h
∗
t+1(xt+1|xt)

γt+1(xt+1)
dxt+1 (2.23)

f̃(xt|yt:T ) ∝ γt(xt)f̃(xt|yt+1:T )g
∗(yt|xt) (2.24)

Samples generated using the backwards information filter will be denoted x̃
(1:n)
t with



34 CHAPTER 2. REVIEW OF STATE ESTIMATION METHODS

associated weights w̃
(1:n)
t . Samples from a forwards particle filter will be denoted x

(1:n)
t

with associated weights w
(1:n)
t .

The artificial prior distributions can be any distributions that can be analytically eval-

uated with the same support as f(yt:T |xt). Within this restriction γt(xt) should be chosen

to maximise the number of particles from the backwards information filter that overlap

high probability areas for the forwards particle filter. A sensible choice would be to define

γ0(x0) = f0(x0) and derive γt(xt) recursively by γt(xt) =
∫

h∗t (xt|xt−1)γt−1(xt−1)dxt−1.

Unfortunately γt(xt) can only be evaluated analytically following this scheme when the

Kalman assumptions hold. Nevertheless γt(xt) should be chosen to be an analytic ap-

proximation of the forward filter prediction distribution. For example, particles could

be propagated forward through the evolution equation without any update steps and a

kernel density estimate (KDE) from the sample at time t could be used to define γt(xt).

γ0(x0) can be drawn from f0(·) directly. The backwards information filter is initialised by

drawing a sample from γT (xT ). The backwards information filter algorithm is summarised

in Figure 2.8.

Backwards Information Filter Algorithm

STEP 1: Draw a sample of size m from γ0(x0) ≡ f0(x0): {x̆(1:m)
1 }

STEP 2: Set t = 1

STEP 3: Draw a sample of size m from γt(xt) =
∫

h∗t (xt|xt−1)γt−1(xt−1)dxt−1:

{x̆(1:m)
t }, by applying the evolution equation (2.2) to each member of {x̆(1:m)

t−1 }

STEP 4: Set t = t+ 1

STEP 5: If t 6= T + 1 return to step 3

STEP 6: Run a particle filter from T to 1 by applying any particle filter methods
using the prediction equation (2.23) and update equation (2.24) with artificial prior

distributions γt(xt) evaluated using a KDE and the samples {x̆(1:m)
1:T }

Figure 2.8: Step-by-step instructions for the backwards information filter.

The samples generated by a backwards information filter are combined with the sam-
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ples from a particle filter to provide samples approximating the smoothing distribution

by combining equations (2.19) and (2.21):

f(xt|y1:T ) ∝ f(xt|y1:t−1)f(yt:T |xt)

= f(xt|y1:t−1)
f̃(xt|yt:T )
γt(xt)

∝
∫

h∗t (xt|xt−1)f(xt−1|y1:t−1)dxt−1
f̃(xt|yt:T )
γt(xt)

Replacing the filter and backwards information filter distributions with their sample ap-

proximations yields:

f(xt|y1:T ) ≈ c

∫ n
∑

j=1

h∗t (xt|x
(j)
t−1)w

(j)
t−1δ(xt−1 − x

(j)
t−1)dxt−1

∑n
i=1 w̃

(i)
t δ(xt − x̃

(i)
t )

γt(xt)

∝
n
∑

i=1

δ(xt − x̃
(i)
t )w̃

(i)
t|T

where c is a normalising constant and:

w̃
(i)
t|T =

w̃
(i)
t

γt(x̃
(i)
t )

n
∑

j=1

h∗t (x̃
(i)
t |x(j)t−1)w

(j)
t−1 (2.25)

The two-filter smoother algorithm is summarised in Figure 2.9.

Two-Filter Smoother Algorithm

STEP 1: Run a forwards particle filter storing the filter distribution samples {x(1:n)t }
weighted by w

(1:n)
t for each t ∈ {1 : T}

STEP 2: Run a backwards information filter yielding samples {x̃(1:n)t } weighted by

w̃
(1:n)
t for each t ∈ {T : 1} that approximate the backwards information filter density

STEP 3: Calculate the weights w̃
(i)
t|T for each t ∈ {1 : T} according to equation (2.25).

{x̃(1:n)t } weighted by w̃
(i)
t|T is an approximate sample from f(xt|y1:T )

Figure 2.9: Step-by-step instructions for the two-filter smoother.

The two-filter smoother samples are a re-weighting of a backwards information filter
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sample. If the backwards information filter distribution is very different to the smoothing

distribution then a small number of filter particles is expected to occupy high probability

regions of the smoothing distribution resulting in uneven smoother weights and a poor

Monte Carlo approximation. When the evolution distribution (2.4) is tight there can be

no pair {x̃(i)t , x
(j)
t } with h∗t (x̃

(i)
t |x(j)t−1) 6= 0 in which case the algorithm fails.

2.7.7 The Fearnhead Smoother

The Fearnhead smoother can be used to generate samples from the marginal smoothing

distributions f(xt|y1:T ) by weighting samples from a proposal distribution with the weights

calculated using samples from a particle filter and a backwards information filter. This

is different to the previously discussed methods because the proposal is not restricted

to a filter sample and so can respond to future outliers appropriately. The Fearnhead

smoother derivation is similar to the two-filter smoother derivation, starting at equation

(2.19):

f(xt|y1:T ) ∝ f(xt|y1:t−1)f(yt:T |xt)

= f(xt|y1:t−1)g
∗(yt|xt)f(yt+1:T |xt)

=

∫

h∗t (xt|xt−1)f(xt−1|y1:t−1)dxt−1g
∗(yt|xt)

∫

h∗t+1(xt+1|xt)
f̃(xt+1|yt+1:T )

γt+1(xt+1)
dxt+1

The two integrals can be approximated by the weighted sum of particles from a forward

particle filter at time t− 1 and a backwards information filter at time t+ 1 yielding:

f(xt|y1:T ) ≈ c
n
∑

i=1

h∗t (xt|x
(i)
t−1)w

(i)
t−1g

∗(yt|xt)
n
∑

j=1

h∗t+1(x̃
(j)
t+1|xt)

γt+1(x̃
(j)
t+1)

w̃
(j)
t+1

with c a normalising constant.

Samples from a proposal distribution q(x̂|x(1:n)t−1 , yt, x̃
(1:n)
t+1 ) are weighted according to

the derivation above to provide the required sample from the marginal smoothing dis-

tributions. As usual with importance sampling the proposal distribution is theoretically

arbitrary but for good performance it should be close to the target distribution. A pro-
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cedure for drawing samples from the proposal distribution that encourages this is now

described. Proposal weights β
(i,j)
t , given by:

β
∗(i,j)
t =

∫

h∗t (xt|x
(i)
t−1)g

∗(yt|xt)h∗t+1(xt+1|x(j)t )dxt
w

(i)
t−1w̃

(j)
t+1

γt+1(x̃
j
t+1)

(2.26)

β
(i,j)
t =

β
∗(i,j)
t

∑n
l=1

∑n
m=1 β

∗(l,m)
t

(2.27)

are calculated for each pair of indices on the filter and backwards information filter

samples. The n × n (i, j) index pairs are sampled according to these weights gener-

ating the sample {(ik, jk)}nk=1. A proposal x̂t is now generated from the distribution

q(x̂t|x(ik)t−1, yt, x̃
(jk)
t+1 ) for each k ∈ {1 : n}. The sample from the proposal distribution is

weighted by ŵ
(k)
t :

ŵ
∗(k)
t =

h∗t (x̂
(k)
t |x(ik)t−1)w

(ik)
t−1g

∗(yt|x̂(k)t )h∗t+1(x̃
(jk)
t+1 |x̂

(k)
t )w̃

(jk)
t+1

q(x̂
(k)
t |x(ik)t−1, yt, x̃

(jk)
t+1 )β

(ik ,jk)
t γt+1(x̃

jk
t+1)

(2.28)

ŵ
(k)
t =

ŵ
∗(k)
t

∑n
l=1 ŵ

∗(l)
t

(2.29)

to provide the required sample from the marginal smoothing distribution. The Fearnhead

smoother algorithm is summarised in Figure 2.10.

Calculating the β
(i,j)
t weights is time-consuming because of the many pairs that must

be considered. In some cases sampling the i and j elements independently may improve

performance because, while some low probability combinations will be selected, many

more pairs can be sampled. When the evolution distribution (2.4) is tight it is possible for

there to be no triple {x(i)t , x̃
(i)
t , x̂

(i)
t } that yields non-zero h∗t (x̂

(k)
t |x(ik)t−1) and h∗t (x̃

(k)
t |x̂(ik)t−1),

in which case the algorithm fails.

2.8 The Ensemble Kalman Filter

When the state dimension is high the Kalman filter prediction step requires manipulating

large covariance matrices which can be time-consuming. The ensemble Kalman filter [67]
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Fearnhead Smoother Algorithm

STEP 1: Run a forwards particle filter storing the filter distribution samples {x(i=1:n)
t }

weighted by w
(i=1:n)
t for each t ∈ {1 : T}

STEP 2: Run a backwards information filter yielding samples {x̃(j=1:n)
t } weighted

by w̃
(j=1:n)
t for each t ∈ {1 : T} that approximate the backwards information filter density

STEP 3: Set t = 1

STEP 4: Calculate the weights β
∗(i,j)
t according to (2.26)

STEP 5: Normalise the weights β
(i,j)
t according to (2.27)

STEP 6: Sample the n × n (i, j) pairs according to the weights β
(i,j)
t generating

{(ik, jk)}nk=1

STEP 7: Set k = 1

STEP 8: Sample {x̂(k)} from a proposal distribution q(x̂|x(ik)t−1, yt, x̃
(jk)
t+1 )

STEP 9: If k 6= n set k = k + 1 and return to step 8

STEP 10: Calculate weights ŵ∗(1:n) according to (2.28)

STEP 11: Normalise the weights ŵ(1:n) according to (2.29)

The sample {x̂(1:n)} weighted by ŵ(1:n) is an approximate sample from the marginal
smoothing distribution f(xt|y1:T )

STEP 12: If t 6= T set t = t+ 1 and return to step 4

Figure 2.10: Step-by-step instructions for the Fearnhead smoother algorithm.
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[66] [65] [198], which is a hybrid of the Kalman filter and the particle filter, provides

approximate Kalman filter estimates while avoiding the manipulation of large matrices

in the prediction step. The ensemble Kalman filter is a computationally cheap version of

the Kalman filter designed for use in high dimensional systems.

As for the particle filter, the ensemble Kalman filter generates Monte Carlo approxi-

mations for the state distributions. In fact, a sample from the prediction distribution is

generated using the mixture method following exactly the particle filter methodology. Us-

ing a particle approximation instead of analytically evaluating the prediction distribution

avoids the Kalman filter requirement of calculating the prediction distribution mean vec-

tor (2.10) and covariance matrix (2.11). For high dimensional systems this is a substantial

saving in computational resource allowing the ensemble Kalman filter to be applied to

systems that would be too high in dimension for the Kalman filter to be practical.

A sample from the filter distribution is generated by updating each particle from the

prediction distribution ensemble according to:

x
(i)
t|1:t = x

(i)
t|1:t−1 +K(y

(i)
t −Gx

(i)
t|t−1)

where

• x
(i)
t|1:t is the ith member of the filter distribution sample at time t

• x
(i)
t|1:t−1 is the ith member of the prediction distribution sample at time t

• y
(i)
t is the ith member of an observation sample the same size as the prediction

distribution sample created by adding the normally distributed noise prescribed in

the observation equation to the actual observation [32]

• G is the linear observation equation in matrix form

• K is the Kalman gain:

K = PGT (GPGT +R)−1

• P is the empirical covariance matrix for the prediction distribution sample
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• R is the covariance matrix for the observation sample.

The creation of an observation sample is required to avoid the covariance of the updated

sample {x(i)t |y1:t} being too small. Alternative methods that obviate the need for obser-

vation samples have also been developed [7] [204].

When the prediction distribution is normally distributed and the likelihood function is

normal the sample {x(i)t|1:t} will converge to a sample from the (normal) filter distribution

as the number of particles increases [67]. It is practically possible to apply the ensemble

Kalman filter to a state-space model with a nonlinear evolution equation and non-normal

evolution noise and initial distributions. However, when this is done the prediction dis-

tribution is expected to be non-normal violating the first assumption. All of the Kalman

assumptions are required for the ensemble Kalman filter to produce samples from the

filter distributions.

The ensemble Kalman filter is currently the most popular sequential method for es-

timating the state distributions for high dimension spatial systems (see, for example [99]

[194] [3] [63] [210] [160] [68] [27]). Further developments of the ensemble Kalman filter

include ensemble Kalman smoothing [69] [195] and representing the state distributions

by a mixture of normal distributions [15] [98]. A notable development in the context

of high dimensional spatial systems is the local ensemble Kalman filter [161] [102] [189]

where state estimates are updated using only observations that are spatially ‘close’. This

reduces the size of matrices that must be manipulated at the observation update step

allowing the states of even larger systems to be approximated.

2.9 Unscented Kalman Filter

The unscented Kalman filter [113] [112] [94] was developed as an alternative to the ex-

tended Kalman filter for estimating the prediction distribution when the evolution equa-

tion is nonlinear. As for the particle filter and ensemble Kalman filter, the state distribu-

tion is approximated by a sample. Unlike the particle filter and ensemble Kalman filter
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the sample is not drawn at random, instead being deterministically selected to have the

correct mean and covariance. The deterministically selected particles are called ‘sigma

points’. Higher order moments of the state distributions are not estimated by the un-

scented Kalman filter. A sample from the prediction distribution, x
(1:n)
t|1:t−1, is generated

using the mixture method following exactly the particle filter methodology. An observa-

tion sample is generated by applying the observation equation (2.3) (including the addition

of noise) to each member of the prediction distribution ensemble. The filter distribution

mean and covariance are then calculated according to:

µt|y1:t = µt|y1:t−1 +QtR
−1
t (yactt − ypredt )

Σt|y1:t = Pt − (QtR
−1
t )Rt(QtR

−1
t )T

where

• µt|y1:t is the mean of the filter distribution

• µt|y1:t−1 is the mean of the prediction distribution ensemble

• Qt is the cross-covariance matrix for the prediction distribution ensemble and ob-

servation sample

• Rt is the covariance matrix for the observation sample

• yactt is the actual observation

• ypredt is the predicted observation (mean of the observation sample)

• Σt|y1:t is the covariance matrix for the filter distribution

• Pt is the covariance matrix for the prediction distribution ensemble.

New sigma points with mean µt|y1:t and covariance Σt|y1:t are selected deterministically

and used as a sample from the filter distribution to base the next prediction step on.

Guidance on how to select sigma points and how to weight the various mean and covariance

estimates according to sigma point choice is provided in [113].
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For the unscented Kalman filter to produce accurate estimates of the state distribu-

tions they must be completely characterised by their mean and variance. This is true

when the states are normally distributed but is not true in general.

2.10 Conclusion

This chapter reviews the available techniques for estimating the state-space model predic-

tion and filter distributions. Particle smoothers that produce estimates of the smoothing

distribution(s) have also been reviewed because they are used in Chapter 4. There are

two objectives for this review. Firstly, it establishes that there is currently no practi-

cal methodology for estimating state distributions for high dimensional systems without

requiring restrictive assumptions about the form of the state distributions and the obser-

vations. Secondly, it presents an argument for developing the particle filter to produce

new methodologies for estimating state distributions for high dimensional systems with

fewer and less restrictive assumptions than the currently practical methods.

The total dimension of the joint smoothing distribution estimated by the non-sequential

methods is equal to the number of time-steps multiplied by the dimension of the state

space. Except for short time-series, this dimension will be so large that using the Metropolis-

Hastings algorithm, importance sampling or grid approximation to estimate the joint

smoothing distribution will be impractical. The Gibbs sampler seems more promising

because it is an algorithm for sampling from a multivariate distribution by sampling iter-

atively from each full-condition distribution. However, the Gibbs sampler provides poor

performance when the target distribution is highly correlated. It is expected that the

state variables for most spatial systems will be highly correlated with their neighbours in

both space and time, rendering the Gibbs sampler impractical. If the marginal smoothing

distributions are normal then it may be possible to estimate them using an integrated

nested Laplace approximation. However, in general the state distributions are not normal.

The sequential methods for estimating the state distributions reduce the dimensional-

ity of the estimation problem by considering only one time-step at a time. However, all of
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the sequential methods except for the particle filter require assumptions that severely re-

strict the range of systems that they can be applied to. The Kalman filter can be difficult

to apply to high dimensional problems and requires that the evolution and observation

equations are linear with normally distributed noise and that the initial state distribution

is also normal. The various Kalman filter extensions remove the reliance on one or more of

the Kalman assumptions, but the other assumptions and problems with high dimensional

applications remain. The ensemble Kalman filter is currently the most popular sequential

method for estimating the state distributions, being easy to apply to high dimensional sys-

tems. However, the ensemble Kalman filter requires the same restrictive assumptions as

the Kalman filter to produce samples from the filter distribution. The unscented Kalman

filter requires that the prediction and filter distributions are completely characterised by

their mean and variance.

The standard particle filter requires no assumptions beyond those that define a state-

space model, but fails due to severe weight collapse when it is applied to high dimensional

systems.

This review shows that there is currently no practical method for estimating the state

distribution for high dimensional systems without requiring restrictive assumptions about

the form of the state distributions and the distribution of the observations.

The particle filter is chosen as the most promising method for development for applica-

tion to high dimensional spatial systems without requiring restrictive assumptions. Apart

from the particle filter, the sequential methods are all ruled out by their fundamental

restrictive assumptions. The non-sequential methods are less promising than the particle

filter because of the extremely high dimensionality of the joint smoothing distributions

for long time-series.
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Chapter 3

The Prediction Step

3.1 Introduction

This chapter identifies problems with specifying the evolution distribution that will occur

for many systems, and proposes a general method for overcoming these problems.

To apply a particle filter to spatial system, it must be possible to generate samples

from the prediction distribution:

f(xt|y1:t−1) =

∫

h∗t (xt|xt−1)f(xt−1|y1:t−1)dxt−1

where xt is a spatially resolved state vector and yt is a spatially resolved observation vector.

The prediction distribution is a mixture distribution and samples can be generated from

it by first sampling x
(i)
t−1 from f(xt−1|y1:t−1), and then sampling x

(i)
t from h∗t (xt|x

(i)
t−1). A

sample of size n from f(xt−1|y1:t−1) is available from the Monte Carlo approximation for

the previous time-step filter distribution. To draw the required sample of size n from the

prediction distribution, one particle from h∗t (xt|x
(i)
t−1) is drawn for each particle i ∈ {1 : n}

from the previous time-step filter distribution ensemble.

The evolution distribution, h∗t (xt|xt−1), is specified as part of the state-space model

and consists of the two components of the evolution equation (2.2). It is typically centred

at the deterministic part of the evolution equation, h(xt|xt−1), and inherits its distribu-

45
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tional properties from rt, the error distribution for h(xt|xt−1).

Specifying h∗t (xt|xt−1) can be difficult for spatial systems. The state vector xt has

dimension S × L where S is the number of state variables and L is the number of loca-

tions. This is almost always high dimensional. When the spatial resolution is fine, the

correlations between state variables at neighbouring locations can be very high, and cor-

relations can also be negative, therefore it must be possible to specify h∗t (xt|xt−1) with a

flexible correlation structure. The state variables can be a mix of continuous and discrete

variables and have different support. For example, consider ecosystem models where the

state variables might be counts of species abundance (discrete and non-negative), con-

centrations of nutrients (continuous and non-negative) and wind speed in the east-west

direction (continuous on the entire real line). To summarise, a universal method for

defining h∗t (xt|xt−1) should meet the following criteria.

1. Accuracy - the distribution of the model errors should be accurately described

2. High dimensional - the state-space for spatial systems is almost always high dimen-

sional

3. Flexible correlation - there should be no restriction on the h∗t (xt|xt−1) correlation

structure

4. Flexible marginal distributions - marginal distributions can be continuous, discrete

or a combination of these

5. Flexible marginal distribution support - state variables can be restricted to certain

values, in particular they are often non-negative

6. Quick to sample - sampling of h∗t (xt|xt−1) is carried out n× T times in each model

run.

In this chapter an exploration of standard techniques for defining distributions finds that

they fail to simultaneously meet these criteria. Following a review of copulas, a novel

method for defining h∗t (xt|xt−1) using copulas that does meet the criteria is described.
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3.2 Standard Approaches

The standard approach for defining h∗t (xt|xt−1) is to assume that it is some multivari-

ate ‘name’ distribution that describes the deterministic model errors and can be quickly

sampled (see, for example, [196] [59]). There will be applications where this approach

will work, but it does not provide a universal solution because no ‘name’ distribution is

flexible enough to simultaneously meet all of the criteria laid out the previous section.

The multivariate normal distribution is fast to sample and supports high dimensions

and the full range of correlations between state variables. When the normal distribu-

tion accurately describes the error distribution of h(xt|xt−1) then it is a good choice for

defining h∗t (xt|xt−1). However, the state variable marginal distributions are restricted to

being normal and therefore to having the support of the whole real line. Non-negative

state variables are common, especially in ecosystem modelling where states represent the

abundance of ecosystem components that cannot be less than zero.

The normal distribution can be made to have restricted support by truncating or re-

flecting it, but multivariate truncated and reflected normal distributions are complicated,

losing their quick-to-sample appeal [97]. Alternatively h∗t (xt|xt−1) could be defined as a

multivariate normal distribution and any samples generated in zero probability regions

could simply be truncated or reflected. The problem with this approach is that the centre

of the sampled distribution h∗t (xt|xt−1) is no longer at h(xt|xt−1) so that adding noise

introduces a bias into state estimates that accumulates over time. This phenomenon is

demonstrated by considering three particle filters with different evolution distributions,

all with a normal initial distribution given by x0 ∼ N(µ = 2, σ = 0.5), 10, 000 particles

and no observation updates. The first particle filter uses a normal evolution distribution

h∗t (xt|xt−1) = N(µ = xt−1, σ = 0.5). Kernel density estimates (KDEs) of the prediction

distribution particles generated from three iterations of this state-space model are shown

in the top row of Figure 3.1 where the mean of the prediction distribution is seen to

remain static at 2, with some particles taking negative values. The second particle filter

uses a normal evolution distribution that is reflected at 0. In the central row of Figure
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Figure 3.1: State distributions produced by a normal evolution distribution (top) a normal
evolution distribution that is reflected at 0 (middle) and a normal evolution distribution
that is truncated at 0 (bottom).

3.1 the KDEs from three iterations of this filter show that the mean of the prediction

distribution sample creeps upwards with each time-step. The third particle filter uses a

normal evolution distribution that is truncated at 0, and the KDEs in the bottom row of

Figure 3.1 show a similar upward bias introduced into the prediction distribution sam-

ple. This problem with non-negative states will also make multivariate t-distributions

inappropriate in general.

An obvious solution for systems with non-negative states is to use some multivari-

ate distributions with non-negative support. The multivariate gamma and exponential

distributions do not have a standard form, with eight varieties of multivariate gamma

and eight varieties of multivariate exponential distribution discussed in a recent review

of multivariate distributions [128]. All sixteen of these distributions would be a challenge

to sample quickly. The multivariate log-normal distribution will be appropriate for some

systems with non-negative states, being non-negative and fast to sample, but it does not
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support high correlations [123].

It is theoretically possible to sample any evolution distribution using more sophisti-

cated methods such as rejection sampling [135] or adaptive rejection sampling [89]. The

disadvantage of these methods is that they require a long time to produce a sample. Adap-

tive methods that use early sample points to increase the speed of generating later sample

points are not useful because only a single sample point is drawn from each h∗t (xt|x
(i)
t−1)

distribution.

The remainder of this chapter is dedicated to a widely applicable method for defining

the evolution distribution using copulas, which are reviewed in the next section.

3.3 Copulas

3.3.1 Definition

The word ‘copula’ is Latin for a link, tie or bond. Sklar’s theorem [180] [159] states that for

any multivariate cumulative distribution function (CDF) F , there exists a copula C such

that F (x1, x2, . . . , xk) = C(F1(x1), F2(x2), . . . , Fk(xk)), where Fi(xi) is the ith univariate

marginal distribution function of F . That is, any distribution can be decomposed into

its marginal distributions and a copula which specifies the relationships between those

margins, or alternatively, copulas provide a link between multivariate distributions and

their margins.

A copula is a multivariate CDF whose one dimensional margins are uniform on the

interval [0, 1], so that it maps points on the unit hyper-cube (u = [u1, . . . , uk]
T ∈ [0, 1]k)

to points on [0, 1]. A copula must satisfy the following conditions [159]:

• If one or more of the ui = 0 then C(u) = 0

• If C(u) = 1 then ui = 1 for all i

• If u−i = 1 then C(u) = ui (u−i denotes all components of u except i)
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• C is n-increasing.

The n-increasing property of an n-dimensional function is the multivariate equivalent

of a non-decreasing univariate function. A bivariate function C is 2-increasing if, for every

{u1, u2, v1, v2} where u1 ≤ u2 and v1 ≤ v2, C(u2, v2)−C(u2, v1)−C(u1, v2)+C(u1, v1) ≥ 0.

This definition is extended to a function of general dimension, D, by defining the

D-box B, by B = [a1, b1] × [a2, b2] × · · · × [aD, bD], where [ai, bi] defines the start and

end points of a line segment in dimension i, with ai ≤ bi for all i. Next define the C-

volume of the D-box B as VC(B) =
∑

v sgn(v)C(v) with the sum being over all distinct

combinations of vertices v of B. The function sgn(v) is given by:

sgn(v) =











1 if ck = ak for an even number of ks

−1 if ck = ak for an odd number of ks

For a D-dimensional function C to be D-increasing, the C-volume of any D-box must be

greater than zero [37].

In the case that Fi and C are differentiable, the joint probability density function

(PDF) f(x1, . . . , xk) can be decomposed as

f(x1, . . . , xk) = f1(x1)f2(x2) . . . fk(xk)c(F1(x1), F2(x2), . . . , Fk(xk)) (3.1)

where fi(xi) is the PDF corresponding to Fi(xi) and c is the copula density: c =

∂nC/(∂F1, . . . ∂Fk). Note that PDFs are referred to as distributions throughout the rest

of this thesis, with the more formal term used here to make them distinct from CDFs.

In the case of independence between the x1, . . . , xk, c = 1 and the joint density is the

product of the marginals. From the density decomposition it can be seen that the copula

function defines the relationship between, and is independent of, the x1, . . . , xk [42]. This

is important because it allows the specification of a multivariate distribution by speci-

fying each marginal distribution, then independently specifying the association between

the margins. It is often easier to specify a required association on the [0, 1]n domain than
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on the domain of the multivariate distribution where the marginal distributions must be

taken into account.

3.3.2 Measures of Association

In the previous section it was demonstrated that a multivariate distribution can be defined

by specification of its marginal distributions and a copula that describes the association

between those margins. The most commonly used association measure is linear corre-

lation, which can be used to specify the strength of the linear relationship between the

marginal variables. However, when working with copulas it is more common to specify

the association using a rank-based measure such as Kendall’s τ or Spearman’s ρ. This is

because Kendall’s τ and Spearman’s ρ are invariant to monotone transformations, unlike

the correlation coefficient, and the transformation from copula to multivariate distribution

is monotone. Association specified for the copula through Kendall’s τ or Spearman’s ρ

will be preserved in the multivariate distribution regardless of the marginal distributions

used.

Kendall’s τ is a measure of association between two samples X = {X1,X2, . . . ,Xn}

and Y = {Y1, Y2, . . . , Yn} based on the sample ranks: (R1, S1), . . . , (Rn, Sn), where Ri

is the rank of Xi among the {X1,X2, . . . ,Xn} and Si is the rank of Yi among the

{Y1, Y2, . . . , Yn}. Define P and Q to be the number of concordant and discordant pairs

respectively. A pair (Xi, Yi) and (Xj , Yj) is concordant if (Ri − Rj)× (Si − Sj) > 0 and

discordant otherwise. That is, a pair is concordant if Xi > Xj and Yi > Yj or Xi < Xj

and Yi < Yj. For continuous data the probability of a tie is zero. Kendall’s τ is given by

[86]:

τ =
P −Q
(n
2

)

=
4

n(n− 1)
P − 1 (3.2)

The interpretation of the sign and magnitude of Kendall’s τ is similar to the familiar

correlation coefficient. Independent variables will result in τ = 0, a positive deterministic
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relationship will give τ = 1, while a negative deterministic relationship will give τ = −1.

Kendall’s τ is symmetric in the sense that τX,Y = τY,X and τ−X,Y = τX,−Y = −τX,Y .

Spearman’s ρ is the correlation coefficient of the ranks [86]:

ρ =
CoV (R,S)

√

V ar(R)
√

V ar(S)

=
12

n(n+ 1)(n − 1)

n
∑

i=1

RiSi − 3
n+ 1

n− 1
(3.3)

where CoV is the covariance and V ar is the variance. The interpretation of the sign and

magnitude of Spearman’s ρ is similar to the familiar correlation coefficient. Independent

variables will result in ρ = 0, a positive deterministic relationship will give ρ = 1, while

a negative deterministic relationship will give ρ = −1. Spearman’s ρ is symmetric in the

sense that ρX,Y = ρY,X and ρ−X,Y = ρX,−Y = −ρX,Y .

3.3.3 Defining Distributions Using Copulas

Specifying a multivariate distribution f(x) = f(x1, . . . , xk) using copulas requires spec-

ification of each univariate marginal distribution f1(x1), . . . , fk(xk) and a copula, c, to

tie the margins together. Marginal distributions fi(xi) can be specified by selecting a

distribution family, then providing the necessary parameters to define that distribution.

This is a very standard statistical task that can be carried out by, for example, maximum

likelihood estimation or the method of moments. There is absolutely no restriction placed

on the form of the marginal distributions and they can be a mix of continuous and discrete

distributions with varying support [42]. The copula is specified in the same way; first a

copula family is chosen then the necessary parameters are provided to completely define

that copula.

There are many alternative copula families [109] with the choice between them de-

pendent on the type of association between the x1, . . . xk that is required. For example,

you might need to specify an association between two non-negative, right-skewed vari-

ables that becomes stronger as the variables increase. There is, of course, a multivariate
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Figure 3.2: Example of the consequences of copula choice on bi-variate distributions.

distribution that supports this type of association and it can be defined using the appro-

priate copula. Figure 3.2 provides an example of the consequences of copula choice when

generating a bivariate distribution with standard normal margins and a linear correlation

between the two variables of 0.5. Contour plots of the bi-variate normal and distributions

generated using the Clayton, Frank and Gumbel copulas are provided. It can be seen

that the choice of copula does not influence the strength of association, but does influence

where that association is strong and weak. The Clayton copula has strong association in

the left tail with much weaker association in the right tail whereas the Gumbel copula

provides the opposite association pattern. The Frank copula has weak association in both

tails with strong association through the middle of the distribution. These distributions

were generated using functions contained in the R package ‘copula’ [207].

An exploration of the available copulas begins with the simplest forms of association.

The copula for two independent variables X and Y with marginal distribution functions

G and H is C(G(X),H(Y )) = G(X)H(Y ). If Y is a deterministic decreasing function
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of X then the copula that defines their joint distribution function is C(G(X),H(Y )) =

max(0, G(X)+F (Y )−1). If Y is a deterministic increasing function of X then the copula

that defines their joint distribution function is C(G(X),H(Y )) = min(G(X), F (Y )) [86]

[159].

The sample ranks for bivariate random variables can be used to define the empirical

copula:

Cn(G(X),H(Y )) =
1

n

n
∑

i=1

1(
Ri

n+ 1
≤ G(X) ∩ Si

n+ 1
≤ H(Y )) (3.4)

where 1(·) is the indicator function taking the value 1 when its argument is true. Cn is an

unbiased estimator for the true C which generated the samples [51] [86]. A disadvantage

of the empirical copula is that it is a step function.

Archimedian copulas with two dimensions are defined by:

C(F1(x1), F2(x2)) = Φ−1(Φ(F1(x1)) + Φ(F2(x2)))

with Φ called the generator function. C is a copula if Φ satisfies:

1. Φ(1) = 0

2. Φ′(u) < 0 for all u ∈ [0, 1], so that Φ is decreasing

3. Φ′′(u) ≥ 0 for all u ∈ [0, 1], so that Φ is convex

4. limu→0Φ(u) = ∞.

The independence copula is an archimedian copula with generator function Φ(t) = − loge(t)

and provides a simple example of how copulas may be derived from generator functions:

C(u1, u2) = Φ−1(Φ(u1) + Φ(u2))

= exp(loge(u1) + loge(u2))

= u1u2
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Archimedian copulas are popular because it is easy to define them using generator func-

tions. Examples include the Clayton, Gumbel and Frank copulas, but there are many

more [159]. Higher dimension archimedian copulas may be defined recursively using their

associative property. If a copula C2 is defined to be C2(u1, u2) = C(u1, u2) then for

n ≥ 3, Cn(u1, . . . , un) = C(Cn−1(u1, . . . , un−1), un). This recursion works when Φ−1 is

completely monotonic on [0,∞), which is true when Φ−1 has derivatives of all orders that

alternate in sign [159]. These recursions become quite cumbersome when the dimension

is higher than four or five. Archimedian copulas can have restrictions on the strength of

association that they can represent, in particular only positive association is supported

by archimedian copulas with dimension higher than two [207].

Elliptical copulas are defined using elliptical distributions, which are multivariate dis-

tributions that satisfy:

f(y) = g((y − µ)TΣ−1(y − µ))

for n−vectors y and µ and n × n positive definite matrix Σ. Elliptical distributions are

constant in ellipses about a (single) mode (for example see the elliptical contour lines

on the Normal plot of Figure 3.2). Elliptical distributions have the property that their

marginal distributions are also elliptical distributions [126]. The most famous example of

this property is the multivariate normal distribution which is elliptical and is known to

have normal margins. This property enables copulas to be defined by solving equation

(3.1) for the copula density:

c(F1(x1), F2(x2), . . . , Fk(xk)) =
f(x1, . . . , xk)

f1(x1)f2(x2) . . . fk(xk)
(3.5)

and specifying an elliptical multivariate density f with known marginal densities fi and

distributions Fi. For example, if we define f to be a standard multivariate normal then

the fi are all standard normal PDFs and the Fi are all standard normal CDFs so that

the normal copula density, c, is completely defined. Distributions defined using elliptical

copulas are called meta-elliptical distributions [71]. Meta-Gaussian distributions refer to
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distributions defined using a normal copula while meta-t distributions refer to distribu-

tions defined using a t copula. Meta-elliptical distributions are easy to sample, place no

restriction on the strength or direction of the correlation between the x1, . . . xk, and are

the easiest copulas to use to define high dimensional distributions [124] [125]. However,

elliptical copulas are restricted to generating distributions with symmetrical strength of

association, as opposed to archimedian copulas that allow different strengths of association

in each tail.

Sampling from meta-elliptical distributions is analogous to the inverse transform tech-

nique for generating samples from univariate distributions. The inverse transform tech-

nique involves generating a uniform sample point u on [0, 1] then applying the inverse of

the distribution function F−1(u) to provide a sample point from the required distribution

F [52]. To sample a point from a multivariate distribution defined by an elliptical copula,

a sample point is generated from the multivariate elliptical distribution and then trans-

formed to the unit hypercube by applying its univariate marginal distribution functions.

This point is transformed to the required marginals by applying the inverse distribution

function of each marginal distribution.

A sample is now generated from the bivariate distribution defined by the bivariate

normal copula with one marginal distribution being a t-distribution with 4 degrees of

freedom and the other a gamma distribution with shape and scale parameters equal to

2. The required strength of association for the bivariate distribution is τ = 0.75, where

τ refers to Kendall’s τ . First a sample from a standard bivariate normal with correlation

ρ = 0.92388 is drawn, with ρ solved using the identity τ = 2 sin−1(ρ)
π [199]. Each element

of this sample is transformed to a point in [0, 1] using the standard normal distribution

function and finally transformed to the required marginals using the inverse t and inverse

gamma CDFs. To elucidate this process R-code is provided in Figure 3.3 and plots of the

three sampling stages are given in Figure 3.4.

The plots in Figure 3.5 show different marginal distributions applied to the same

normal copula and demonstrate that samples from elliptical copula can have any marginal
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library(mvtnorm)

sig<-rep(0.92388,4)

dim(sig)<-c(2,2)

diag(sig)<-1 #create the required correlation matrix

r<-rmvnorm(n=1000,mean=c(0,0),sigma=sig) #generate standard bivariate normals

unitr<-pnorm(r) #transform to the unit square

sam<-rep(0,2000);dim(sam)<-dim(unitr) #create place to put samples

sam[,1]<-qt(unitr[,1],df=4) #transform to a t marginal

sam[,2]<-qgamma(unitr[,2],shape=2,scale=2) #transform to a gamma marginal

Figure 3.3: R-Code for sampling from a meta-Gaussian distribution.
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Figure 3.4: The three stages of generating samples from a distribution defined using an
elliptical copula.

distributions including mixes of continuous and discrete. The lower right plot shows the

sample from the normal copula that all of the distributions are based on. The upper left

plot shows a sample from a multivariate distribution with gamma and poisson marginal

distributions while the upper right plot uses gamma and binomial margins. The lower

left plot uses two standard normal margins and is seen to be identical to the sample from

the normal copula because a normal copula with normal marginal distributions defines a

normal distribution.

Choosing a copula from the many available in the literature begins with practical
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Figure 3.5: Samples generated by applying different marginal distributions to the same
normal copula sample.

considerations [109]. For example, if the target distribution is high dimensional then

elliptical copulas will be much easier to work with than other types [124] [125]. In the

copula literature a problem is considered high dimensional if it has three or four dimensions

[205]. The copula search can also be narrowed by only considering copulas that support

the strength of association required in the target distribution [109]. A scatter plot of

the ranks (Ri and Si) of any available data is a useful tool for assessing the locations

of strong and weak dependence which can guide copula choice. There are also more

sophisticated graphical tools designed for this purpose (Chi-plot and the K-plot) [86].

Once a suitable set of candidate copulas has been selected, data can be simulated from

each and compared to real observations. For example, a plot of a large sample from each

bivariate pair (un, um) ∈ [0, 1]2 generated from each candidate copula can be overlaid

with the standardised ranks of the observations ( R
(i)
n

(n+1) ,
R

(i)
m

(n+1)) to determine which copula

provides the best fit. Another graphical method for evaluating goodness-of-fit is to plot

the copula function (C) overlaid by the empirical copula. The fit of the copula and

marginal distributions combined can be evaluated by plotting a large sample generated
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from the copula-defined distribution overlaid with observations. More formal goodness-

of-fit tests have also been proposed [36]. Copula and marginal distribution parameters

can be specified using pseudo-likelihood approaches [86].

3.4 Defining the Evolution Distribution Using Copulas

Applying particle filters to spatial systems requires the ability to quickly generate a single

sample point from h∗t (xt|x
(i)
t−1) for each particle i ∈ {1 : n} from the filter distribution

ensemble at the previous time-step. Section 3.2 shows that standard methods for defining

h∗t (xt|xt−1) will not allow fast sampling when xt is spatially resolved, except in special

cases. In this section using copulas to define the evolution distribution for spatial systems

is proposed. The remainder of this section is a discussion of the properties of distributions

defined using copulas, with respect to the six criteria that were identified in the introduc-

tion to this chapter as necessary for a universal method for defining h∗t (xt|x
(i)
t−1). These

criteria are re-stated here:

1. Accuracy - the distribution of the model errors should be accurately described

2. High dimensional - the state-space for spatial systems is almost always high dimen-

sional

3. Flexible correlation - there should be no restriction on the h∗t (xt|xt−1) correlation

structure

4. Flexible marginal distributions - marginal distributions can be continuous, discrete

or a combination of these

5. Flexible marginal distribution support - state variables can be restricted to certain

values, in particular they are often non-negative

6. Quick to sample - sampling of h∗t (xt|xt−1) is carried out n× T times in each model

run.
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In the author’s experience the requirement that h∗t (xt|x
(i)
t−1) is high dimensional and

must be quickly sampled restricts the choice of copula to elliptical copulas and therefore

h∗t (xt|x
(i)
t−1) is a meta-elliptical distribution. If the state vector xt is K-dimensional then

a meta-elliptical h∗t (xt|x
(i)
t−1) can be written as follows:

h∗t (xt|x
(i)
t−1) = cK(ν1, . . . , νK)

K
∏

k=1

h∗t,k(xt,k|x
(i)
t−1,1:K)

where cK is a K-dimensional elliptical copula density, νk = Fk(zk), Fk(zk) is the kth

marginal distribution function of the elliptical distribution defining the copula and h∗t,k

is the kth marginal distribution of h∗t (xt|x
(i)
t−1). A sample can easily be drawn from a

meta-elliptical h∗t (xt|x
(i)
t−1) following the process described in Figure 3.3.

The consequence of restricting h∗t (xt|x
(i)
t−1) to be a meta-elliptical distribution is that

the strength of correlation between state variables must be symmetric. For example, it is

not possible to specify h∗t (xt|x
(i)
t−1) such that the correlation between two state variables

is greater for large values than for small values.

Apart from the restriction to symmetrical correlation between state variables, evo-

lution distributions defined using elliptical copulas can conform to any required level of

accuracy. Theoretically any distribution can be defined using the appropriate copula and

marginal distributions. Elliptical copulas allow the full range of correlations between

state variables to be specified and are quick to sample. All copulas allow any marginal

distributions to be used, including mixtures of continuous and discrete distributions and

distributions with restricted support. In particular non-negative marginal distributions

can be used.

3.5 Conclusion

In this chapter it has been demonstrated that for many spatial systems standard methods

for specifying the evolution distribution h∗t (xt|xt−1) are not appropriate. A novel method

for specifying the evolution distribution using elliptical copulas so that h∗t (xt|xt−1) is a
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meta-elliptical distribution has been proposed. The new method allows complete flexibil-

ity in the choice of marginal distributions and in the strength and direction of correlations,

with the only restriction being that correlations must be symmetrical.
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Chapter 4

The Observation Update

4.1 Introduction

This chapter describes the problems that occur when using the currently available methods

to sample from the filter distribution and proposes two new methods that overcome these

problems.

In the previous chapter a generally applicable methodology for carrying out the particle

filter prediction step by sampling from a high dimensional evolution distribution defined

to be a meta-elliptical distribution was described. In this chapter it is assumed that

the evolution distribution is meta-elliptical. To implement a particle filter for a high

dimensional spatial system, a methodology for carrying out the observation update by

sampling from the filter distribution is now required. The methods currently available

for sampling from the filter distribution for high dimensional spatial systems only work

in special cases. For example, the ensemble Kalman filter [67] [66] [65] or local ensemble

Kalman filter [161] [102] [189] can be used when the Kalman assumptions are met.

The filter distribution is the posterior distribution, defined in equation (2.7), that com-

bines the latest prediction distribution (2.6) as a prior with the likelihood function defined

63
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by the state-space model observation equation (2.5) and any available observations.

f(xt|y1:t) ∝ g∗(yt|xt)f(xt|y1:t−1)

Spatial systems are characterised by a state vector xt that consists of S state variables

resolved at L locations. Introducing explicit indices for state variables and locations,

l ∈ {1 : L} and s ∈ {1 : S} respectively, the state vector can be written xt ≡ xt,1:L,1:S

with each xt,l,s being univariate. The same indexing can be applied to yt so that yt is

equivalent to yt,1:L,1:S. To carry out the observation update a sample must be drawn from

f(xt,1:L,1:S|y1:t,1:L,1:S):

f(xt,1:L,1:S|y1:t,1:L,1:S) ∝ g∗t (yt,1:L,1:S|xt,1:L,1:S)f(xt,1:L,1:S|y1:t−1,1:L,1:S)

Sampling from the filter distribution for spatial systems is a challenge because of the

high dimension of the prior distribution f(xt,1:L,1:S|y1:t−1,1:L,1:S) and likelihood function

g∗t (yt,1:L,1:S|xt,1:L,1:S).

The next section explores the reasons that high dimensionality makes sampling from

the filter distribution difficult. The subsequent two sections each propose a new method

that can be used to successfully generate samples from the filter distribution. In both

new methods the dimensionality of the sampling problem is reduced by considering only

one spatial location at a time.

4.2 Current Methodologies

4.2.1 Sequential Importance Sampling

The standard method for generating approximate samples from the filter distribution is

sequential importance sampling, where n particles generated from a proposal distribution

qt(xt|xt−1, yt) are weighted by w
(1:n)
t to approximate f(xt|y1:t). The weights are calculated
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Figure 4.1: Distributions of the largest particle filter weight for linear-normal systems
with varied state dimension and sample size.

according to:

w
∗(i)
t = w

(i)
t−1

h∗t (x
(i)
t |x(i)t−1)g

∗
t (yt|x

(i)
t )

qt(x
(i)
t |x(i)t−1, yt)

w
(i)
t =

w
∗(i)
t

∑n
j=1w

∗(j)
t

A well known problem with sequential importance sampling is that as t increases

the weight distribution becomes more and more skewed until practically all weight is

associated with a single particle. A single particle cannot provide a good Monte Carlo

approximation to any distribution. Figure 4.1, adapted from [14], demonstrates the effect

of the dimension of the state vector and likelihood function on the severity of weight

collapse. Each histogram in this figure shows the distribution of the largest sequential

importance weight, maxi(w
(i)
1 ), from 400 state-space model runs for systems with linear

and normal evolution equations and linear and normal likelihood functions. Each run

consists of a single time-step with every dimension observed. The difference between the
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state-space models used to generate the histograms is the dimension of the state vectors

and the number of particles used. The histograms in each column are generated by

systems with the same state dimension - 10, 50 and 100 dimensions in the left, middle

and right columns respectively. The rows display histograms generated by state-space

model runs using the same number of particles - 102.5, 502.5 and 1002.5 in the bottom,

middle and top rows respectively. For example, the top-left histogram shows the maximum

weight distribution for state space model run applying 1002.5 particles to a 10-dimensional

system. For the system with a 10 dimension state-space and large and medium sample

sizes the distributions are healthy (left-top and left-middle histograms). No maximum

weight is greater than 0.1 so that in none of the observation updates does a single particle

come to dominate the approximation of the filter distribution. However, when the sample

size is small some observation updates produce a maximum weight greater than 0.5, so

that the approximation is dominated by a single sample member. Moving from left to

right along any of the rows it can be seen that with increasing dimension weight collapse

becomes more severe. Moving from the bottom to the top in any column shows that weight

collapse can be improved by increasing the sample size. However, moving from the bottom

left corner to the top right corner along the diagonal, it can be seen that weight collapse

becomes worse. This demonstrates that to avoid weight collapse for a linear normal model

the sample size must increase exponentially with any dimension increase. This has been

demonstrated for a number of models [14] [19] [29] [50], although not universally.

Weight collapse can be mitigated by re-sampling the filter distribution ensemble with

replacement according to the importance sampling weights before the weights become ‘too’

skewed. Re-sampling removes low weight particles and creates duplicates of high weight

particles, leaving the weights even. If the weights have already become ‘too’ skewed,

re-sampling cannot mitigate weight collapse because the re-sampled filter distribution

ensemble consists of only a small number of distinct particles which provide a poor Monte

Carlo approximation. In high dimensional systems weight collapse often happens in a

single time-step, rendering re-sampling ineffective [182].

Weight collapse occurs when the weight of a small set of sample members is much
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larger than the others. When the state-space is high dimensional the distribution defined

by the evolution equation, h∗t (xt|x
(i)
t−1), becomes very sparsely populated with probability

mass. All proposed points have approximately zero probability mass, but a small num-

ber dominate relative to the others [14]. Similarly, when the likelihood function is high

dimension all proposed points have approximately zero likelihood but some dominate rel-

ative to the others. For example, in the last of the 400 runs used to create the maximum

weights for the 100 dimension and 1002.5 = 100, 000 sample size histogram in Figure 4.1,

the maximum unnormalised importance weight was 9.3 × 10−60, which is approximately

zero. However the other 99, 999 importance weights, which were also approximately zero,

were so much smaller that the normalised maximum weight was 0.94.

The problem of weight collapse due to a high dimensional state-space can be avoided

by using the bootstrap filter which uses the prediction distribution, h∗t (xt|x
(i)
t−1), as a

proposal distribution and therefore has sequential importance weights that depend only

on the likelihood function:

w
∗(i)
t =w

(i)
t−1g(yt|x

(i)
t )

Because h∗t (x
(i)
t |x(i)t−1) no longer appears in the weight calculation its dimensionality will

not cause weight collapse. However, in the bootstrap filter the proposal distribution takes

no account of the observations so that only a small number of particles may appear in

important regions of the likelihood function, compounding any weight collapse problems

due to a high dimensional likelihood. A bootstrap filter may be useful for systems with a

high dimensional state-space but with a low dimension likelihood function.

Two examples of particle filters being applied to high dimensional spatial systems with

high dimensional observation vectors have been identified in the literature. Mattern et.

al. [144] apply a bootstrap filter to a 1D ecosystem model with 5 states realised over

350 spatial locations. The dimension of the likelihood functions used is approximately 50.

This application was only successful because the observation noise was used as a tuning

parameter to ensure that weight collapse did not occur, rather than accurately modelling
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the error in the observation process. Van Leeuwen [196] applied a particle filter to a

3D ocean circulation problem, with the specification of the observation equation again

being crucial for avoiding weight collapse. Neither of these examples presents a universal

solution to the weight collapse problem that arises when applying particle filters to high

dimensional spatial systems. In a later paper, Van Leeuwen [197] provides an up-to-date

review of attempts to apply particle filters to high dimensional spatial systems.

4.2.2 Markov Chain Monte Carlo

Sequential importance sampling is by far the most common method for sampling from

the filter distribution, but any posterior sampling method can be employed. For example,

the Gibbs sampler or the Metropolis-Hastings (M-H) algorithm can be used [59]. When

there are a large number of spatial locations the posterior distribution is high dimen-

sional and finding an appropriate proposal distribution for the M-H algorithm becomes

difficult. Conversely, the Gibbs sampler is designed specifically for generating samples

from multivariate distributions.

The Gibbs sampler can generate an approximate sample from the filter distribu-

tion by drawing a sequence of dependent samples from the full-conditional distributions:

f(xt,l,s|xt,−l,1:S, xt,l,−s, yt,l,s). Here, t is the usual index on time; l ∈ {1 : L} is an index

on the spatial locations; and s ∈ {1 : S} is an index on the state variables. The Gibbs

sampler will take a prohibitively large number of iterations to produce the filter distri-

bution sample when there are high correlations between the components of the target

vector xt,1:S,1:L. In systems with fine spatial resolution the correlation between nearby

state variables is expected to be very high indeed.

A simplifying assumption that makes Gibbs sampling more likely to generate samples

from the filter distribution in a timely manner is that the filter distribution is a Markov

random field [175]. For example, one could assume that component xt,l,s conditioned

on the other state variables sharing its location, xt,l,−s, and the same state variable at

neighbouring locations, xt,n(l),s, is independent of all other states. In a 1D system, where
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l could represent layers in a column of water or atmosphere or points along a transect, this

can be written: (xt,l,s|xt,l,−s, xt,l+1,s, xt,l−1,s) ⊥⊥ (xt,1:l−2,1:S, xt,l+2:L,1:S , xt,l−1,−s, xt,l+1,−s).

The full conditional distributions then become:

f(xt,l,s|xt,l−1,s, xt,l+1,s,xt,l,−s, yt,l,s) =
f(xt,l,1:S, xt,l−1,s, xt,l+1,s, yt,l,s)

f(xt,l−1,s, xt,l+1,s, xt,l,−s, yt,l,s)

∝ f(yt,l,s|xt,l,1:S , xt,l−1,s, xt,l+1,s)f(xt,l,1:S, xt,l−1,s, xt,l+1,s)

= g∗(yt,l,s|xt,l,s)f(xt,l,1:S, xt,l−1,s, xt,l+1,s)

which reduces the potential number of correlated variables dramatically. If such a Markov

random field assumption is correct then it may be possible to use the Gibbs sampler for

sampling from the filter distribution. However, when the Markov random field assump-

tion is not correct the samples generated will not converge to samples from the filter

distribution. The Markov random field assumption will be violated when the correlation

matrix that parametrises the evolution equation noise, rt, has significant correlations in

regions that the Markov random field assumes are independent or if the deterministic part

of the evolution equation is a function of states that the Markov random field assumes are

independent. Even after making a Markov random field assumption the Gibbs sampler

may still take many iterations to produce the filter distribution sample. In summary, the

Gibbs sampler is not a universal solution to sampling from the filter distribution.

4.3 The Location Particle Smoother Update

In this section a method for sampling from the filter distributions for high dimensional

spatial systems using a particle smoother across locations is proposed. Using a particle

smoother has the advantage of reducing the dimensionality of the sampling problem by

considering only one location at a time.

A particle smoother can be implemented on the location sequence 1 : L to gener-

ate the required sample from f(xt,1:L,1:S|y1:t,1:L,1:S). Note that it is a sample from the

joint smoothing distribution across all locations that is required. Most of the smooth-
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ing algorithms, discussed in Section 2.7, provide samples from the marginal smoothing

distributions for each l: f(xt,l,1:S|y1:t,1:L,1:S).

To apply a particle smoother to a location sequence, first a sequence of locations

from 1 to L must be defined. The consecutive elements of this sequence must be spatial

neighbours and the sequence must pass through each location exactly once. For a 1D

system the locations are already arranged in a sequence. Location 1 is defined to be one

end of the sequence, location 2 the neighbour of location 1 and so on, until location L is

reached at the other end. There are more options for defining the location sequence for

2D and 3D systems. For example, in Figure 4.2 three possible location sequences for a

2D system with nine locations arranged in a square are provided. It should be noted at

this point that the methods discussed in this chapter can theoretically be applied to 2D

and 3D systems, but they have only been tested on 1D systems because of the lack of a

2D or 3D test case.

1

2

345

6

7 8

9

7

8

921

4

5 6

3

9

4

321

6

7 8

5

Figure 4.2: Examples of three possible location sequences for a 2D system with nine
locations arranged in a square.

The next requirement for applying a particle smoother to the location sequence is a

location-domain state-space model that is consistent with the previously defined time-

domain state-space model.

The time-domain likelihood function is g∗t (yt|xt) with the state-space model Markov

assumptions stipulating that once conditioned on xt, yt is independent of the state and

observation vectors at other time-steps. This assumption can be defended by pointing

out that the observation yt is a measurement of the true state value xt. It is reasonable to

expect that a measurement conditioned on what is being measured would be independent

of the value of the other states and observations. This assumption will fail only when
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the measurement errors, u1:T , are dependent. Defining the location-domain likelihood

function, g̃∗t,l(yt,l,1:S|xt,l,1:S), relies on an extension of the assumption to locations. It

is assumed that the observation vector yt,l,1:S conditioned on the state vector xt,l,1:S

is independent of the states and observations at other locations, so that the following

equation is true:

g∗t (yt,1:L,1:S|xt,1:L,1:S) =
L
∏

l=1

gt,l(yt,l,1:S|xt,l,1:S)

The same defence of this extended assumption can be made. A measurement at a location

conditioned on what is measured can reasonably be expected to be independent of the

state vectors and observations at other locations. This assumption will fail only when

the measurement errors, ut,1:L,1:S , are dependent between the locations. Assuming that

the ut,l,1:S are independent allows the location-l margin of the time-domain likelihood

function to be used for the location-domain likelihood function at location l. This is a

necessary assumption for applying the location particle smoother update.

The location-domain state-space model is initialised using the time-domain predic-

tion distribution f(xt,1:L,1:S|y1:t−1,1:L,1:S). A sample from this distribution, {x(1:n)t,1:L,1:S|

y1:t−1,1:L,1:S}, is available from the time-domain prediction step. Note that a standard

state-space model would be initialised by specifying the distribution at location l = 0. The

availability of a sample from the joint state distribution across all locations is crucial to

the location particle smoother methodology. In some applications it may be necessary to

initialise the location-domain state-space model with a different number of particles than

are used in the time-domain state-space model. In this case the location-domain state-

space model is initialised with m particles generated by sampling from the prediction

distribution ensemble with replacement.

Following the template of the time-domain state-space model, it might be expected

that the location-domain evolution equation would be xt,l,1:S = h̃t,l(xt,l−1,1:S) + r̃t,l.

However, it is impossible to analytically derive the deterministic part of this equation,

h̃t,l(xt,l−1,1:S), from the time-domain evolution equation because all dependence in xt =
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ht(xt−1) is on state variables at the previous time-step. Definition of the location evolu-

tion equation in analytic form can be skipped entirely by working directly with a particle

approximation for the location prediction distribution. In particle filter methodologies

the evolution equation is used through equation (2.6) to generate a sample from the

prediction distribution: f(xt,l,1:S|y1:t−1,1:L,1:S , yt,1:l−1,1:S). In the location particle filter a

particle approximation for the location prediction distribution is already available, ob-

viating the need to use the location evolution equation. This process will be carefully

described in the following paragraphs.

A consequence of not being able to evaluate h̃∗t,l(xt,l−1,1:S) is that the proposal dis-

tribution in the location-domain filter must be the prediction distribution so that the

location-domain filter is a bootstrap filter [9].

With the components of the state-space model in place a sample can be drawn from the

location-domain joint smoothing distribution f(xt,1:L,1:S|y1:t,1:L,1:S), which is equivalent

to the time-domain filter distribution, f(xt|y1:t), using the filter-smoother [120] or the

Godsill smoother [90]. The first step in generating samples using either of these methods

is to run a particle filter across the location sequence to generate a sample x
(1:m)
t,l,1:S from

the location filter distributions f(xt,l,1:S|y1:t−1,1:L,1:S, yt,1:l,1:S) for each l ∈ {1 : L}. These

samples will then be combined to form the required joint smoothing distribution estimate

using the smoothing methodologies. The location filtering process is now described.

The particle filter is initialised withm particles generated by sampling the time-domain

prediction distribution ensemble with replacement yielding: {x(1:m)
t,1:L,1:S|y1:t−1,1:L,1:S}. If

m > n then noise will usually need to be added to this sample to ensure that the initial

particles are sufficiently distinct. This is analogous to adding noise to particles to avoid

sample impoverishment after re-sampling in a time-domain particle filter [91]. Any addi-

tional noise degrades the precision of Monte Carlo approximations so the amount of noise

added should be minimised. To maintain consistency with the time-domain state-space

model the noise could come from the time-domain evolution equation noise distribution,

rt. Assuming that rt is a meta-elliptical distribution, the variance of the marginal dis-

tributions can be scaled to tune the amount of noise that is added. The l = 1 marginal
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component of this sample, {x(1:m)
t,1,1:S |y1:t−1,1:L,1:S}, is a sample from the location prediction

distribution at the first location. Note how a sample from the location prediction distri-

bution has been drawn without using any part of the location evolution equation. This

process for generating a sample from the location prediction distribution is applied at all

locations. After an observation update at location l−1 (which is described in the following

paragraph) a sample from the joint filter distribution f(xt,1:L,1:S|y1:t−1,1:L,1:S, yt,1:l−1,1:S)

is available. The l marginal component of this sample, {x(1:m)
t,l,1:S |y1:t−1,1:L,1:S, yt,1:l−1,1:S},

is a sample from the location prediction distribution at location l.

The joint prediction distribution sample, {x(1:m)
t,1:L,1:S |y1:t−1,1:L,1:S, yt,1:l−1,1:S}, is up-

dated using any observations at location l by applying sequential importance sampling.

The sequential importance sampling weights w
(1:m)
t,l are calculated according to (4.2):

w
∗(i)
t,l = w

(i)
t,l−1g

∗
t,l(yt,l,1:S|x

(i)
t,l,1:S) (4.1)

w
(i)
t,l =

w
∗(i)
t,l

∑n
j=1w

∗(j)
t,l

(4.2)

The sample {x(1:m)
t,1:L,1:S |y1:t−1,1:L,1:S, yt,1:l−1,1:S} weighted by w

(1:m)
t,l is an approximate sam-

ple from the joint filter distribution using observations 1 : l. Re-sampling {x(1:m)
t,1:L,1:S|

y1:t−1,1:L,1:S, yt,1:l−1,1:S} with replacement according to the weights w
(1:m)
t,l yields an ap-

proximate unweighted sample {x(1:m)
t,1:L,1:S | y1:t−1,1:L,1:S, yt,1:l,1:S} from this joint filter dis-

tribution. Occasional re-sampling will be necessary to avoid weight collapse in the lo-

cation filter. The location l component of the joint filter distribution sample, {x(1:m)
t,l,1:S|

y1:t−1,1:L,1:S, yt,1:l,1:S}, is the required sample from the filter distribution at location l. If

re-sampling has occurred it may be necessary to add noise to the joint filter distribu-

tion particles to ensure that they are sufficiently distinct. The location bootstrap filter

algorithm is described step-by-step in Figure 4.3.

Like any application of the bootstrap filter, the location filter distribution samples that

are produced will not provide a good Monte Carlo approximation of the true location filter

distribution when the likelihood function and prediction distribution are in disagreement.
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Location Bootstrap Filter Algorithm

STEP 0: Initialise the joint filter sample {x(1:m)
t,1:L,1:S |y1:t−1,1:L,1:S} by re-sampling

{x(1:n)t,1:L,1:S |y1:t−1,1:L,1:S} with replacement. If necessary add noise to the re-sampled filter
particles.

STEP 1: Set l = 1 and w
(1:m)
t,0 = 1

m

STEP 2: Store a sample from the location prediction distribution by keeping the

location l particles from the joint filter sample and the weights w
(1:m)
t,l−1

STEP 3: Calculate sequential importance sampling weights for each i ∈ {1 : m}
according to equation (4.1)

STEP 4: Normalise the sequential importance sampling weights according to equation
(4.2)

STEP 5 (optional): Re-sample the joint filter sample according to the normalised

weights and set w
(1:m)
t,l = 1

m . If necessary add noise to the re-sampled filter particles.

STEP 6: Store a sample from the location filter by keeping the location l particles

from joint filter sample and the weights w
(1:m)
t,l

STEP 7: If l 6= L then set l = l + 1 and return to step 2

Figure 4.3: Step-by-step instructions for the location bootstrap filter.

The location filter provides samples that approximate the location filter distribu-

tions, f(xt,l,1:S| y1:t−1,1:l,1:S, yt,1:l,1:S) and the location prediction distributions, f(xt,l,1:S|

y1:t−1,1:l,1:S, yt,1:l−1,1:S). If no noise has been added to joint filter distribution particles

(step 5 from Figure 4.3) then the final joint filter sample approximates the required joint

smoothing distribution, f(xt,1:L,1:S| y1:t−1,1:L,1:S, yt,1:L,1:S) = f(xt,1:L,1:S|y1:t,1:L,1:S). How-

ever, this joint smoothing distribution sample is generated using the filter-smoother [120]

which can have the problem of small numbers of distinct particles at early locations in the

location sequence. If this is the case, or if noise was added to the joint filter distribution

particles, then the Godsill smoother [90] can be employed to generate a joint smoother

ensemble with greater numbers of distinct particles. Both the filter-smoother and Godsill

smoother are described in detail in Section 2.7, but briefly, the Godsill smoother generates
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particles from the joint smoothing distribution by joining together particles from the filter

distribution ensembles. To select a single particle from the joint smoothing distribution,

xsmu
t,1:L,1:S, first a particle from the filter distribution ensemble at location L, xsmu

t,L,1:S, is

selected at random according to the weights w
(1:m)
t,L . A location filter particle at location

l − 1, x
(i)
t,l−1,1:S, is selected at random to be joined with the joint smoother particle at

location l, xsmu
t,l,1:S, according to the weights w

(1:m)
t,l−1|L:

w
∗(i)
t,l−1|L = w

(i)
t,l−1h̃

∗
t,l(x

smu
t,l,1:S|x

(i)
t,l−1,1:S) (4.3)

w
(i)
t,l−1|L =

w
∗(i)
t,l−1|L

∑n
j=1w

∗(j)
t,l−1|L

(4.4)

Location filter particles from location L to 1 are joined together through this process to

provide a single approximate sample point from the joint smoothing distribution. The

process is repeated n times to draw the required number of joint smoother particles.

Calculation of the w
∗(i)
t,l−1|L weights requires evaluating h̃∗t,l(x

smu
t,l,1:S|x

(i)
t,l−1,1:S). An ap-

proximation of h̃∗t,l(x
smu
t,l,1:S |x

(i)
t,l−1,1:S) that uses only marginal copulas from the meta-elliptical

distribution used to define the time-domain evolution noise, rt, is now provided. Firstly,

h̃∗t,l(xt,l,1:S|xt,l−1,1:S) can be written as:

h̃∗t,l(xt,l,1:S |xt,l−1,1:S) =
f(xt,l,1:S, xt,l−1,1:S)

f(xt,l−1,1:S)

=
f(xt,l,1) . . . f(xt,l,S)f(xt,l−1,1) . . . f(xt,l−1,S)c2S(νt,l,1, . . . , νt,l,S , νt,l−1,1, . . . νt,l−1,S)

f(xt,l−1,1) . . . f(xt,l−1,S)cS(νt,l−1,1, . . . νt,l−1,S)

=
f(xt,l,1) . . . f(xt,l,S)c2S(νt,l,1, . . . , νt,l,S , νt,l−1,1, . . . νt,l−1,S)

cS(νt,l−1,1, . . . νt,l−1,S)
(4.5)

where f(xt,l,s) is a univariate marginal distribution and cD is a D-dimensional copula.

Using this derivation to calculate the smoothing weights (4.3) yields a further simpli-

fication because h∗t,l(x
smu
t,l,1:S|x

(i)
t,l−1,1:S) is considered a function of x

(i)
t,l−1,1:S with the xsmu

t,l,1:S
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being constant and cancelling out in the normalisation step given by equation (4.4).

h̃∗t,l(x
smu
t,l,1:S |x

(i)
t,l−1,1:S) =

f(xsmu
t,l,1 ) . . . f(x

smu
t,l,S)c2S(ν

smu
t,l,1 , . . . , ν

smu
t,l,S , ν

(i)
t,l−1,1, . . . ν

(i)
t,l−1,S)

cS(ν
(i)
t,l−1,1, . . . ν

(i)
t,l−1,S)

∝
c2S(ν

smu
t,l,1 , . . . , ν

smu
t,l,S , ν

(i)
t,l−1,1, . . . ν

(i)
t,l−1,S)

cS(ν
(i)
t,l−1,1, . . . ν

(i)
t,l−1,S)

The copulas c2S and cS are the {l, l − 1} and l − 1 marginal copulas of the LS-

dimensional copula that, when combined with its univariate marginal distributions, defines

f(xt,1:L,1:S) = f(xt). The copulas c2S and cS are approximated by the {l, l − 1} and

l − 1 marginal copulas of the LS-dimensional copula that is used to define h∗t (xt|xt−1).

Because this is an elliptical copula its marginal copulas are also elliptical copulas and can

be evaluated analytically.

For each l and s, ν
(i)
t,l,s = FC(z

(i)
t,l,s) where FC(·) is the marginal cumulative distribution

function of the elliptical distribution that defines the copula used in the construction of

h∗t (xt|xt−1). For example, if h∗t (xt|xt−1) is a meta-Gaussian distribution then FC(·) is

the standard normal cumulative distribution function. To find z
(i)
t,l−1,s, standardise x

(i)
t,l−1,s

according to:

z
(i)
t,l−1,s = (x

(i)
t,l−1,s − xsmu

t,l−1,s)/σt,l−1,s

where xsmu
t,l−1,s is the parent particle for xsmu

t,l,s stored during the location filter run and

σt,l−1,s is the specified standard deviation of the l − 1 and s margin of h∗t (xt|xt−1). The

νsmu
t,l,1:S are set to zero. A step-by-step guide to implementing the location Godsill smoother

algorithm is provided in Figure 4.4.

Using a location smoother to carry out the observation update will work well for many

spatial systems. However, it will not work well for systems with fine spatial resolution, a

long location sequence and many observed locations. Systems with fine spatial resolution

tend to have state variables xt,l,s and xt,l−1,s that are highly correlated and as a result the

probability mass under h̃∗t,l(x
smu
t,l,1:S |x

(i)
t,l−1,1:S) is all clustered very close to xsmu

t,l−1,s. Under
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Location Godsill Smoother Algorithm

STEP 1: Run the location bootstrap filter algorithm to produce a location filtering

ensemble x
(1:m)
t,l,1:S weighted by w

(1:m)
t,l at each location l

STEP 2: Set j = 1 (controls the loop through the number of joint smoother samples
required)

STEP 3: Set l = L (controls the loop through the locations)

STEP 4: Select an integer i ∈ {1 : m} according to the weights w
(1:m)
L

STEP 5: Set smoother particle j at location L to x
smu(j)
t,L,1:S = x

(i)
t,L,1:S

STEP 6: For each particle in the location filtering ensemble at location l − 1 calculate

smoothing weights w
∗(1:m)
t,l|L according to equation (4.3)

STEP 7: Normalise the smoother weights according to equation (4.4), generating w
(1:m)
t,l|L

STEP 8: Select an integer i ∈ {1 : m} according to the smoother weights w
(1:m)
t,l|L

STEP 9: Set smoother particle j at location l to x
smu(j)
t,l,1:S = x

(i)
t,l,1:S

STEP 10: If l 6= 1 then set l = l − 1 and return to step 6

STEP 11: If j 6= n then set j = j + 1 and return to step 3

Figure 4.4: Step-by-step instructions for the location Godsill smoother algorithm.

this condition the smoother weight, wsmu
t,l−1|L, for xsmu

t,l−1,s is approximately one with the

smoother weights for all other particles approximately zero. This causes the Godsill

smoother to degenerate into the filter-smoother and there is an associated reduction in

the number of distinct particles at the beginning of the location sequence. Increasing the

size of the location filter ensemble, m, reduces this problem, but also greatly increases the

time taken to run the algorithm. The following section describes an alternative algorithm

for generating an approximate sample from the location joint smoothing distribution that

will work for systems with fine spatial resolution, a long location sequence and many

observed locations.
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4.4 The Marginal Location Particle Smoother Update

In the previous section a particle smoother was applied to a location sequence to generate a

sample from the filter distribution for high dimensional spatial systems. The limitation of

this method is that when the system has fine spatial resolution, a long location sequence

and many observed locations the number of distinct particles at the beginning of the

location sequence can be small. This section proposes an alternative method for sampling

from the filter distribution for high dimensional spatial systems when this limitation

prohibits the use of the location smoother. The marginal location particle smoother

produces smoother samples, {x(1:m)
t,l,1:S|y1:t,1:L,1:S}, from each of the L locations separately,

then joins the separate samples using an elliptical copula. Under this approach the filter

distribution is assumed to be meta-elliptical [71].

There are three methods for generating samples from the marginal location smooth-

ing distributions, f(xt,l,1:S|y1:t,1:L,1:S): the forward-backward smoother, the two-filter

smoother, and the Fearnhead smoother, all reviewed in Section 2.7. If the marginal

location smoother is being used instead of the location smoother then the correlation

between neighbouring state variables must be high. Under this condition the location

evolution distribution h̃∗t,l(xt,l,1:S |xt,l−1,1:S) is tight, rendering all three methods ineffec-

tive for reasons that will now be discussed.

The forward-backward smoother [55] generates samples from the marginal smoothing

distributions by re-weighting samples from the marginal filter distributions generated by

running a particle filter. The smoother weight for particle i from the filter ensemble at

location l depends on the probability of moving from the position of particle i to each

particle in the marginal smoothing distribution ensemble at location l + 1 according to

the location evolution distribution. When the location evolution distribution is tight,

the probability of each particle moving to its child(ren) is approximately one. As the

smoother algorithm works backwards through the locations the smoother weight will

steadily accumulate in a small number of particles [73].

The two-filter smoother [26] generates samples from the marginal smoothing distribu-
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tions by re-weighting samples generated by a backwards information filter. The smoother

weight for particle i from the backwards information filter ensemble at location l depends

on the probability of each particle from a forwards particle filter at location l− 1 moving

to the position of particle i according to the location evolution distribution. When the

location evolution distribution is tight, the probability of each move is approximately zero

with two possible outcomes. Either one of the approximately zero weights will dominate

compared to the others so that the marginal smoothing distribution is approximated by a

single particle, or all of the weights will be smaller than the implemented level of accuracy

causing the algorithm to fail [73].

The Fearnhead smoother [73] generates samples from the marginal smoothing distri-

butions by re-weighting samples generated from a proposal distribution. The smoother

weight for proposed particle i at location l depends on the probability of each particle from

a forwards particle filter at location l−1 moving to the location of particle i, and the prob-

ability of particle i moving to the location of each particle from a backwards information

filter at location l+1, according to the location evolution distribution. When the location

evolution distribution is tight, the probability of any of these moves is approximately zero

with two possible outcomes. Either one of the approximately zero weights will dominate

compared to the others so that the marginal smoothing distribution is approximated by a

single particle, or all of the weights will be smaller than the implemented level of accuracy

causing the algorithm to fail.

To avoid the problems that arise when working directly with particles when the lo-

cation evolution distribution is tight, a novel method for generating samples from the

marginal smoothing distributions that employs kernel density estimation is proposed.

The method uses the following derivation, which differs only slightly from derivations in

[73] and [26].

f(xt|y1:T ) ∝f(y1:T |xt)f(xt)

=f(y1:t−1, yt, yt+1:T |xt)f(xt)
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=f(y1:t−1|xt)g∗(yt|xt)f(yt+1:T |xt)f(xt)

∝f(xt|y1:t−1)g
∗(yt|xt)f(yt+1:T |xt)

f̃(xt|y1:T ) ∝f(xt|y1:t−1)g
∗(yt|xt)

f(xt|yt+1:T )

γt(xt)
(4.6)

where lines one, four and five are by Bayes rule with γt(xt) an artificial prior used in a

backwards information filter (see Subsection 2.7.6 from Chapter 2). Line three is by the

independence of the observations conditioned on the state. Equation (4.6) shows that

f(xt|y1:T ) is a posterior distribution that combines the prior:

f(xt|y1:t−1)
f̃(xt|yt+1:T )

γt(xt)

with the likelihood function g∗(yt|xt). Applying equation (4.6) to a location sequence

with explicit indexing of state variables and locations gives:

f(xt,l,1:S|y1:t,1:L,1:S) ∝ f(xt,l,1:S|y1:t−1,1:L,1:S, yt,1:l−1,1:S)g
∗(yt,l,1:S|xt,l,1:S)×

f̃(xt,l,1:S|y1:t−1,1:L,1:S, yt,l+1:L,1:S)

γt,l,1:S(xt,l,1:S)
(4.7)

Note that f(xt,l,1:S|y1:t−1,1:L,1:S, yt,1:l−1,1:S) is the one-step prediction distribution from

a location particle filter and f(xt,l,1:S|y1:t−1,1:L,1:S, yt,l+1:L,1:S) is the one-step prediction

distribution from a location backwards information filter [26] [73]. Samples from both

these prediction distributions can be generated by running a particle filter and a back-

wards information filter across the location sequence as described in Section 4.3. To

simplify the notation it is assumed here that re-sampling is carried out after every ob-

servation update in the two location filters so that all location prediction distribution

samples are unweighted. The forwards filter produces the location prediction distribution

samples {x(1:m)
t,l,1:S |y1:t−1,1:L,1:S, yt,1:l−1,1:S}. The backwards information filter produces the

backwards location prediction distribution samples {x(1:m)
t,l,1:S |y1:t−1,1:L,1:S, yt,l+1:L,1:S}. The

two components of the prior distribution can be approximately evaluated using a kernel

density estimate, average shifted histogram or semi-parametric kernel density estimate
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[179] [133] [23]. Using a multivariate kernel density estimator we have:

f(xt,l,1:S|y1:t−1,1:L,1:S, yt,1:l−1,1:S) ≈ f̂(xt,l,1:S |y1:t−1,1:L,1:S, yt,1:l−1,1:S)

=

m
∑

i=1

w
(i)
t,l−1

h1 . . . hS
κ(

xt,l,1 − x
(i)
t,l,1

h1
, . . . ,

xt,l,S − x
(i)
t,l,S

hS
) (4.8)

f(xt,l,1:S|y1:t−1,1:L,1:S, yt,l+1:L,1:S)

γt,l,1:S(xt,l,1:S)
≈ f̂(xt,l,1:S |y1:t−1,1:L,1:S, yt,l+1:L,1:S)

γt,l,1:S(xt,l,1:S)

=
1

γt,l,1:S(xt,l,1:S)

m
∑

i=1

w̃
(i)
t,l+1

h1 . . . hS
κ(

xt,l,1 − x̃
(i)
t,l,1

h1
, . . . ,

xt,l,S − x̃
(i)
t,l,S

hS
) (4.9)

where κ(·) is the S dimensional kernel function and h1 . . . hS are the bandwidths. With

g∗(yt,l,1:S|xt,l,1:S) and γt,l,1:S(xt,l,1:S) able to be evaluated analytically, the marginal smooth-

ing distributions, f(xt,l,1:S| y1:t,1:L,1:S), can be evaluated point-wise up to a normalising

constant and therefore sampled using any posterior sampling method. For example the

Metropolis-Hastings algorithm, the Gibbs sampler or importance sampling could be used.

There are several factors to consider when selecting a posterior sampling method. At

each time-domain update step L samples must be drawn, so methods that are fast to

run are preferred. The sample at each location is drawn independently of the sample at

the other locations so that parallel processing can be used to speed up the run-time. In

most applications posterior sampling methods are hand-tuned to ensure that the posterior

samples are drawn in a timely manner. This tuning process must be automated here. A

less obvious consideration is that independent Monte Carlo error between locations should

be minimised. This is because the samples from each location are combined to a single

joint-location sample, and large independent Monte Carlo errors will give the joint samples

a jagged appearance, particularly for outlying sample members. A recommended choice

for sampling from the marginal smoothing distributions at each location is importance

sampling using the filter distribution ensembles as a sample from a proposal distribution.

The L samples from the marginal smoothing distributions are converted to a sin-

gle sample from the joint smoothing distribution by assuming that the joint smoothing
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distribution is meta-elliptical and therefore has the following factorisation:

f(xt,1:L,1:S|y1:t,1:L,1:S) =ft,1,1(xt,1,1|y1:t,1:L,1:S) . . . ft,1,S(xt,1,S |y1:t,1:L,1:S)×

ft,2,1(xt,2,1|y1:t,1:L,1:S) . . . ft,L,S(xt,L,S |y1:t,1:L,1:S)×

CSL(νt,1,1, . . . , νt,1,S , νt,2,1, . . . νt,L,S) (4.10)

where cSL is an elliptical copula. This is done by first generating a sample of size n from

CSL. This will be a sample from the unit hyper-cube of dimension L×S with a specified

correlation structure. The correlation structure for the joint smoothing distribution is un-

known, but can be approximated by the empirical correlations between the state variables

from the time-domain prediction distribution ensemble or imposed as fixed parameters.

Using either of these options has the consequence that observations do not update the

relationships between state variables. A better alternative is to estimate the joint smooth-

ing distribution correlation matrix using an ensemble Kalman filter or unscented Kalman

filter. The copula sample is converted to a sample from a distribution with marginal dis-

tributions that match the marginal smoothing distributions by selecting the appropriate

quantiles from the marginal smoothing samples. For example, if the copula sample point

for state variable s at location l is 0.5 then the corresponding joint smoothing distribution

sample is the median from the state variable s and location l marginal sample.

Step-by-step instructions for applying the embedded marginal particle particle smoother

are provided in Figure 4.5.

4.5 Conclusion

This chapter describes why the particle filter observation update step fails for high dimen-

sional spatial systems, then proposes two new methods for carrying out the observation

update for these systems.

The location particle smoother update generates a sample from the time-domain filter

distribution using a particle smoother over a sequence of spatial locations. It requires that
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Marginal Location Particle Smoother

STEP 1: Run a particle filter forwards through the location sequence storing particles

{x(1:m)
t,l,1:S |y1:t−1,1:L,1:S, yt,1:l−1,1:S} that approximate the forwards location prediction

distributions and {x(1:m)
t,l,1:S |y1:t−1,1:L,1:S, yt,1:l,1:S} that approximate the forwards location

filter distributions

STEP 2: Run a backwards information filter through the location sequence storing

particles {x̃(1:m)
t,l,1:S|y1:t−1,1:L,1:S, yt,l+1:L,1:S} that approximate the backwards location

prediction distributions, {x̃(1:m)
t,l,1:S|y1:t−1,1:L,1:S, yt,l:L,1:S} that approximate the backwards

location filter distributions and γt,l(x̃t,l,1:S) that approximate the artificial prior distri-
butions

STEP 3: Set l = 1

STEP 4: Select a sample of size k from the marginal smoothing distribution at location

l: {x̂(1:k)t,l,1:S |y1:t,1:L,1:S} according to equation (4.7)

STEP 5: If l 6= L then set l = l + 1 and return to step 4

STEP 6: Select a sample of size n from the selected copula: {ν(1:n)t,1:L,1:S}

STEP 7: Set l = 1

STEP 8: Set s = 1

STEP 9: Set i = 1

STEP 10: Replace {ν(i)t,l,s} with the ν
(i)
t,l,s-quantile from {x̂(1:k)t,l,s |y1:t,1:L,1:S}

STEP 11: If i 6= n set i = i+ 1 and return to step 10

STEP 12: If s 6= S set s = s+ 1 and return to step 9

STEP 13: If l 6= L set l = l + 1 and return to step 8

Figure 4.5: Step-by-step instructions for the marginal location particle smoother algo-
rithm.
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the time-domain evolution noise distribution is a meta-elliptical distribution and that the

observation noise distribution is independent between locations. Meta-elliptical distribu-

tions are very flexible, allowing any marginal distributions and any strength and direction

of correlation between those margins to be specified. The only restriction is that the

correlation between the margins must be symmetrical. The only practical update method

currently available for high dimension spatial systems is the ensemble Kalman filter which

requires the more restrictive assumption that the evolution noise is normal, as well as the

other Kalman assumptions: that the initial distribution is normal; that the observation

noise is normal; that the observation equation is linear; and that the evolution equation

is linear. A well designed and calibrated measurement process is expected to produce

observations with errors that are independent between locations. If the measurements

are independent between locations then the assumptions required for the location particle

smoother update are a vastly reduced subset of the Kalman assumptions because the

normal distribution is a special case of a meta-elliptical distribution.

When the system has fine spatial resolution and many observed locations, the number

of distinct particles in the filter distribution sample produced by the location particle

smoother at the beginning of the location sequence can be small. The marginal location

particle smoother is proposed for use on systems with these characteristics. The marginal

location particle smoother update generates a sample from the time-domain filter distribu-

tion by joining samples from the marginal smoothing distributions at each location using

an elliptical copula. It requires that the time-domain filter distribution is meta-elliptical

and that the time-domain observation noise distribution is independent between locations.

The assumption that the filter distribution is meta-elliptical is much more restrictive than

the evolution noise assumption required for the location particle smoother update. Here

we are assuming that the filter distribution itself is meta-elliptical. In the location particle

smoother update we assume that each particle comes from a meta-elliptical distribution

but the distribution approximated by the ensemble of particles is unrestricted. However,

if the measurements are independent between locations then the assumptions required for

the marginal location particle smoother update are also a vastly reduced subset of the



4.5. CONCLUSION 85

Kalman assumptions.

Both of the proposed methods produce samples from the location-domain filter distri-

butions using a bootstrap filter that may not be robust when there is divergence between

the prediction distribution and observations. However, the flexibility available for setting

the evolution and observation noise distributions allows tight control to be taken over the

incidence of divergence.
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Chapter 5

Simulation Study

5.1 Introduction

This chapter reports on a simulation study carried out to assess the statistical properties

of the new methods introduced in the previous two chapters. The study compares the

performance of the proposed methods with established methods on repeated runs of a

high dimensional spatially resolved state-space model under different model specifications

and mis-specifications. The components of the state-space model used in the simulation

study are now described.

The deterministic part of the evolution equation, ht(xt−1), is the Lorenz 1996 model

[138]. Lorenz models are popular methods for testing spatial filter methodologies (see,

for example, [206] [157] [163] [98] [15] [39]) because they offer a simple and stable spatial

model that can easily be scaled to high dimensions. The model has a single state variable

(S = 1) realised at L locations, with the following L differential equations used to evolve

the system forward in time.

dXl

dt
= −Xl−2Xl−1 +Xl−1Xl+1 −Xl +K, l ∈ 1 : L (5.1)

The K in these equations is a constant. The definition is extended to all values of l

by letting Xl−L = Xl+L = Xl so that the locations represent points on a joined circle

87



88 CHAPTER 5. SIMULATION STUDY

or ellipse. If K is small then all states in the system converge to K, whereas if K is

large then the system is chaotic. A moderate value of K produces periodic system states,

where the size of K is relative to the number of locations. For example, if L = 36 then

setting K = 8 produces a periodic system [138]. In this simulation study, ht(xt−1) is a

Lorenz 1996 model with 300 locations (L = 300) and K is set to 5. This parametrisation

produces periodic states over the time scale considered. The differential equations (5.1)

are solved using Euler’s method [20]. Some of the outputs from running this deterministic

model are shown in Figure 5.1. The run is initialised by the state vector plotted in the

first chart. The second chart shows only the first fifty locations of the initial state vector.

The third and fourth charts show the first fifty locations of the state vector after fifty and

one hundred time-steps respectively.
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Figure 5.1: Outputs from a deterministic run of the Lorenz 1996 model.

The evolution noise distribution, rt, is defined to be a meta-Gaussian distribution [71]

with normal marginal distributions. High correlations between neighbouring states are

imposed, as is shown in the heat chart of the correlation matrix displayed in Figure 5.2.
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The normal marginal distributions are all centred at 0 with variance equal to 0.1. The

meta-Gaussian noise is added to the deterministic initial state vector to create a sample

from the initial state distribution and after every 20th model iteration.

The observations are defined to come from a Cauchy distribution centred on the true

state with scale parameter γ = 0.05. The states are observed at the 100th time-step.
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Figure 5.2: Contour plot of the evolution noise correlation matrix used in the simulation
study.

In this simulation study the proposed observation update methods - the location parti-

cle smoother (LPS) and the marginal location particle smoother (MLPS) - are compared

to the standard particle filter update and the ensemble Kalman filter (EnKF) update.

There is no comparison between alternative prediction step methods because all Monte

Carlo-based sequential state estimation methods use the same prediction step.
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It would be ideal to compare the prediction and filter ensembles generated under these

update methods with the true prediction and filter distributions. Unfortunately this is

not possible because using the non-linear Lorenz 1996 model means that the prediction

and filter distributions cannot be evaluated analytically. Instead, ten ‘true’ states are gen-

erated at the 100th time-step using the evolution equation and observations are generated

from these ‘true’ states using the observation equation. The first 50 locations of the ten

true state vectors are plotted in Figure 5.3. The first 50 locations of each true state and

the associated observations are plotted separately in Figure 5.4. Any observations that

appear to be missing, for example the observation at location l = 48 of the first plot, fall

outside the range of the plot (the largest and smallest observations are 23 and −43). Ten

replicate model runs are carried out for each ‘true’ state so that there are one hundred

model runs for each model specification. All four observation update methods are used

to generate a sample from the filter distribution, yielding one Monte Carlo approxima-

tion for the prediction distribution and four Monte Carlo approximations for the filter

distribution for each replicate.

The success of the methods is judged by the coverage of the ‘true’ states by 95%

credible intervals calculated from each prediction and filter distribution ensemble and

the variance of those ensembles. If the methods are working well the coverage will be

approximately 0.95. If the coverage is approximately correct then methods that produce

ensembles with smaller variance are preferred because they provide more precise estimates.

Higher order moments were not considered for comparison with the established methods

because the standard particle filter (with weight collapse) only estimates the location of

the filter distribution and the EnKF only estimates the location and variance of the of

the filter distribution.

The LPS uses the Godsill smoother and 5, 000 filter particles. The MLPS uses a M-H

chain to draw 5, 000 sample points from the marginal location smoothing distributions

after running a forwards filter and backwards information filter, each using 2, 000 parti-

cles. The marginal smoother samples are combined into a sample from the joint location

smoothing distribution using a normal copula. The standard particle filter update is a
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Figure 5.3: The 10 ‘true’ states generated by the evolution equation.
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Figure 5.4: The 10 ‘true’ states generated by the evolution equation and the observations
generated by the observation equation.
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bootstrap filter. When applying the EnKF, the likelihood function is always assumed

to be normal. However, the observation ensemble is generated using the correct likeli-

hood distribution because this produces ensembles with better coverage than when the

observation ensemble is generated using a normal distribution.

The remaining sections of this chapter report on runs of the Lorenz 1996 state-space

model under various conditions to explore when the proposed methods will work well and

when they will work poorly, and how the performance of the proposed methods compares

to the performance of established methods. A list of the conditions under which model

runs are undertaken is provided in Table 5.1.

Section Condition

5.2 The state-space model is specified correctly

5.3 The correctly specified state-space model uses a normal likelihood function

5.4 The observation noise is incorrectly specified to be too small

5.5 The observation noise is incorrectly specified to be too large

5.6 The observation noise distribution is incorrectly specified to have tails that
are too thin

5.7 The observation noise distribution is incorrectly specified to have tails that
are too fat

5.8 The evolution noise is incorrectly specified to be too small

5.9 The evolution noise is incorrectly specified to be too large

5.10 The evolution noise distribution is incorrectly specified to have tails that
are too fat

5.11 The evolution noise distribution is incorrectly specified to have tails that
are too thin

Table 5.1: State-space model conditions investigated in the simulation study.

5.2 Perfect Model Specification

In the first set of model runs the state-space model described in the introduction to

this chapter is specified perfectly. Table 5.2 shows the proportion of locations where the

true state is covered by the 95% credible intervals generated by the five ensembles that

approximate the state distribution. Table 5.3 shows the variance of these ensembles. The

following sections discuss the performance of the proposed and established methods when
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the state-space model is mis-specified in various ways. The results in this section provide a

benchmark for assessing the robustness of the methods with respect to the various model

mis-specifications.

The average coverage of the prediction distribution ensembles for this perfectly spec-

ified model is very close to 95%. The coverage achieved is heavily dependent on the

particular ‘true’ state that is used. For example, contrast the coverage attained by the

prediction distribution ensemble for the first truth and observation set (0.880) and the

seventh truth and observation set (0.999). This is not surprising because each ‘true’ state

is a draw from the prediction distribution. If the ‘true’ state has been selected from

the interior of the prediction distribution then it is expected that most locations will be

covered by the prediction distribution ensemble. On the other hand if the ‘true’ state

is drawn from the fringes of the prediction distribution then the proportion of locations

covered will be much lower. The average variance of the prediction distribution ensembles

is 0.08 and is very consistent between truth and observation sets and trials. When the

observation update methods are working well the filter distribution ensembles will main-

tain the coverage achieved by the prediction distribution ensemble but will have smaller

variance.

The average coverage of the LPS ensemble is 93.9%, which is close to the perfect 95%

and to the level of coverage offered by the prediction distribution ensemble. However,

this level of coverage is provided by a LPS ensemble with variance that is more than five

times smaller than the prediction distribution ensemble variance. The MLPS performs

similarly to, although not quite as well as, the LPS, with slightly worse coverage and

slightly greater ensemble variance.

The standard particle filter update suffers from weight collapse due to the high di-

mension of the likelihood function. The standard particle filter ensembles have a small

number of distinct particles resulting in very poor coverage (average coverage is 7.5%)

and low ensemble variance. Both the LPS and MLPS updates clearly out-perform the

standard particle filter update.
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.883 1.000 0.897 0.980 0.947 0.990 0.997 0.930 0.937 0.913
2 0.890 0.990 0.893 0.987 0.937 0.987 0.997 0.923 0.943 0.917
3 0.873 0.997 0.893 0.977 0.960 0.987 1.000 0.933 0.937 0.933
4 0.880 0.997 0.903 0.993 0.937 0.993 1.000 0.937 0.930 0.913
5 0.880 1.000 0.900 0.973 0.930 0.993 1.000 0.933 0.963 0.913
6 0.883 0.993 0.910 0.977 0.953 0.993 1.000 0.927 0.963 0.913
7 0.873 0.990 0.893 0.990 0.950 0.983 1.000 0.943 0.953 0.937
8 0.880 0.997 0.900 0.980 0.943 0.990 1.000 0.930 0.960 0.923
9 0.883 0.997 0.900 0.990 0.947 0.987 0.997 0.920 0.947 0.923
10 0.873 0.997 0.887 0.990 0.950 0.993 1.000 0.943 0.960 0.917
Avg 0.880 0.996 0.898 0.984 0.945 0.990 0.999 0.932 0.949 0.920 0.949

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.943 0.973 0.870 0.957 0.907 0.933 0.970 0.937 0.963 0.927
2 0.960 0.963 0.883 0.970 0.907 0.937 0.970 0.930 0.967 0.913
3 0.940 0.970 0.890 0.953 0.893 0.937 0.970 0.933 0.957 0.927
4 0.943 0.967 0.877 0.960 0.890 0.943 0.970 0.940 0.970 0.920
5 0.943 0.967 0.890 0.960 0.900 0.937 0.970 0.943 0.967 0.927
6 0.953 0.967 0.887 0.957 0.903 0.927 0.970 0.930 0.960 0.920
7 0.940 0.980 0.893 0.960 0.897 0.943 0.970 0.940 0.963 0.933
8 0.957 0.973 0.883 0.960 0.900 0.943 0.973 0.923 0.967 0.940
9 0.957 0.973 0.883 0.967 0.910 0.937 0.960 0.910 0.967 0.927
10 0.953 0.973 0.880 0.967 0.910 0.950 0.957 0.923 0.967 0.913
Avg 0.949 0.971 0.884 0.961 0.902 0.939 0.968 0.931 0.965 0.925 0.939

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.940 0.967 0.890 0.957 0.890 0.937 0.967 0.907 0.960 0.927
2 0.953 0.970 0.880 0.950 0.907 0.940 0.973 0.937 0.953 0.920
3 0.933 0.977 0.887 0.943 0.913 0.940 0.963 0.930 0.957 0.930
4 0.940 0.970 0.870 0.960 0.917 0.933 0.957 0.920 0.960 0.907
5 0.950 0.970 0.870 0.950 0.907 0.940 0.963 0.917 0.970 0.937
6 0.940 0.973 0.877 0.950 0.910 0.943 0.960 0.920 0.963 0.927
7 0.933 0.963 0.887 0.963 0.890 0.940 0.960 0.913 0.957 0.923
8 0.943 0.967 0.883 0.960 0.903 0.943 0.953 0.903 0.970 0.927
9 0.943 0.977 0.877 0.947 0.900 0.943 0.960 0.940 0.957 0.930
10 0.927 0.980 0.900 0.957 0.893 0.950 0.957 0.917 0.970 0.917
Avg 0.940 0.971 0.882 0.954 0.903 0.941 0.961 0.920 0.962 0.924 0.936

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.227 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.587 0.333 0.267 0.000 0.000 0.000 0.000 0.620 0.000
3 0.417 0.000 0.000 0.000 0.000 0.000 0.713 0.000 0.000 0.000
4 0.000 0.753 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.403 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.417 0.460 0.000 0.000 0.233 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.323 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.313 0.000 0.000
10 0.000 0.000 0.000 0.550 0.000 0.423 0.000 0.000 0.453 0.000
Avg 0.083 0.180 0.056 0.082 0.064 0.042 0.071 0.064 0.107 0.000 0.075

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.357 0.997 0.897 0.993 0.777 1.000 0.627 0.980 0.557 0.977
2 0.987 0.993 0.453 0.960 0.970 1.000 0.687 0.923 0.217 0.493
3 0.797 1.000 0.947 1.000 0.943 0.977 0.983 0.977 0.280 0.767
4 0.797 0.803 0.927 0.997 0.797 1.000 0.990 0.980 0.170 0.357
5 0.140 0.980 0.700 0.993 0.857 0.987 0.657 0.930 0.163 0.710
6 0.117 0.997 0.780 0.963 0.950 0.950 0.403 0.970 0.853 0.797
7 0.797 1.000 0.857 1.000 0.917 0.977 0.403 0.950 0.350 0.963
8 0.297 1.000 0.907 1.000 0.970 0.993 0.550 0.953 0.390 0.550
9 0.507 1.000 0.857 1.000 0.983 0.977 0.817 0.977 0.327 0.903
10 0.553 0.813 0.843 0.987 0.937 0.997 0.323 0.970 0.290 0.983
Avg 0.535 0.958 0.817 0.989 0.910 0.986 0.644 0.961 0.360 0.750 0.791

Table 5.2: Coverage of truth by ensembles generated with perfectly specified model.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.080 0.083 0.079 0.079 0.081 0.081 0.079 0.078 0.080 0.082
2 0.082 0.079 0.078 0.078 0.079 0.081 0.078 0.080 0.078 0.080
3 0.079 0.079 0.081 0.081 0.079 0.079 0.080 0.080 0.079 0.080
4 0.079 0.082 0.079 0.079 0.079 0.079 0.079 0.080 0.080 0.081
5 0.079 0.077 0.079 0.081 0.079 0.079 0.078 0.080 0.081 0.079
6 0.078 0.078 0.082 0.080 0.080 0.078 0.080 0.078 0.082 0.080
7 0.079 0.078 0.080 0.080 0.077 0.079 0.080 0.081 0.081 0.081
8 0.081 0.081 0.077 0.080 0.078 0.080 0.078 0.081 0.082 0.081
9 0.079 0.078 0.080 0.079 0.078 0.075 0.079 0.078 0.081 0.081
10 0.080 0.078 0.079 0.077 0.082 0.080 0.078 0.080 0.081 0.078
Avg 0.080 0.079 0.079 0.079 0.079 0.079 0.079 0.080 0.081 0.080 0.080

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.016 0.011 0.016 0.011 0.015 0.014 0.012 0.015 0.015 0.013
2 0.015 0.011 0.016 0.010 0.014 0.014 0.012 0.014 0.015 0.013
3 0.016 0.011 0.016 0.010 0.014 0.014 0.012 0.015 0.016 0.013
4 0.017 0.011 0.016 0.010 0.014 0.014 0.012 0.015 0.016 0.013
5 0.016 0.011 0.016 0.010 0.015 0.014 0.012 0.015 0.015 0.013
6 0.016 0.011 0.017 0.010 0.015 0.014 0.012 0.015 0.016 0.013
7 0.016 0.011 0.016 0.010 0.015 0.014 0.012 0.015 0.016 0.013
8 0.017 0.011 0.016 0.011 0.015 0.014 0.012 0.015 0.016 0.013
9 0.017 0.012 0.017 0.011 0.015 0.014 0.012 0.015 0.015 0.013
10 0.016 0.011 0.017 0.010 0.014 0.014 0.012 0.015 0.015 0.013
Avg 0.016 0.011 0.016 0.010 0.015 0.014 0.012 0.015 0.015 0.013 0.014

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.019 0.012 0.019 0.012 0.016 0.014 0.013 0.018 0.018 0.014
2 0.019 0.013 0.019 0.011 0.016 0.014 0.014 0.018 0.017 0.013
3 0.018 0.012 0.019 0.012 0.016 0.014 0.013 0.019 0.019 0.014
4 0.019 0.013 0.018 0.012 0.017 0.013 0.013 0.019 0.019 0.014
5 0.018 0.012 0.019 0.011 0.017 0.014 0.013 0.019 0.018 0.015
6 0.019 0.013 0.019 0.012 0.016 0.014 0.013 0.019 0.019 0.014
7 0.018 0.012 0.019 0.011 0.017 0.014 0.013 0.018 0.019 0.014
8 0.019 0.012 0.019 0.012 0.016 0.014 0.013 0.018 0.017 0.014
9 0.018 0.013 0.020 0.011 0.016 0.013 0.014 0.019 0.019 0.014
10 0.019 0.013 0.021 0.012 0.017 0.014 0.013 0.017 0.018 0.014
Avg 0.019 0.013 0.019 0.012 0.016 0.014 0.013 0.018 0.018 0.014 0.016

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.004 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.005 0.008 0.002 0.000 0.000 0.000 0.000 0.015 0.000
3 0.011 0.000 0.000 0.000 0.000 0.000 0.011 0.000 0.000 0.000
4 0.000 0.019 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.009 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.011 0.001 0.000 0.000 0.007 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.012 0.000 0.000
9 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.005 0.000 0.000
10 0.000 0.000 0.000 0.018 0.000 0.007 0.000 0.000 0.010 0.001
Avg 0.002 0.003 0.001 0.002 0.002 0.001 0.001 0.002 0.002 0.000 0.002

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.023 0.024 0.023 0.023 0.024 0.023 0.021 0.024 0.023 0.023
2 0.026 0.023 0.022 0.023 0.023 0.024 0.025 0.023 0.022 0.022
3 0.025 0.027 0.025 0.022 0.023 0.025 0.022 0.023 0.022 0.025
4 0.025 0.026 0.026 0.026 0.023 0.025 0.025 0.026 0.024 0.027
5 0.027 0.023 0.024 0.023 0.025 0.023 0.025 0.024 0.026 0.024
6 0.022 0.024 0.022 0.024 0.024 0.021 0.023 0.025 0.026 0.022
7 0.025 0.022 0.022 0.024 0.023 0.023 0.023 0.023 0.025 0.024
8 0.023 0.024 0.025 0.025 0.023 0.027 0.020 0.024 0.022 0.025
9 0.026 0.022 0.023 0.024 0.023 0.024 0.021 0.024 0.024 0.026
10 0.024 0.022 0.023 0.024 0.027 0.025 0.024 0.023 0.027 0.023
Avg 0.025 0.024 0.023 0.024 0.024 0.024 0.023 0.024 0.024 0.024 0.024

Table 5.3: Variance of ensembles generated with perfectly specified model.
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The EnKF assumes that the likelihood is normal, which in this state-space model is

violated because the likelihood is Cauchy. The EnKF ensemble is moved too strongly

towards the occasional outlying observations generated by the fat-tailed Cauchy distribu-

tion resulting in coverage of only 79.1%. The coverage achieved by the EnKF varies both

between truth and observation sets and between trials within each truth and observation

set. This is due, in part, to the observation ensemble being generated using a Cauchy

distribution. Even for truth and observation sets where the EnKF achieves the required

coverage (for example truth and observation set two) the variance of the EnKF ensemble

is more than twice as large as the variance of the LPS and MLPS ensemble variance. The

LPS and MLPS clearly outperform the EnKF when the true likelihood is far from normal.
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Figure 5.5: Filter ensembles for 50 dimensions generated by each observation update
method.
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Figure 5.5 shows plots of the prediction distribution ensemble overlaid with each of

the four observation update ensembles from the first replicate using the first truth and

observation set. To allow each location to be clearly seen only the first 50 of the 300

dimensions are shown. The light blue lines are the prediction distribution ensemble (the

same in each plot), and the pink lines are the updated ensembles. The true state is drawn

in dark blue and the observations are plotted in red. The weight collapse of the standard

particle filter update to a single particle can clearly be seen. This single particle provides

a very poor approximation to the filter distribution, but does provide a reasonable point

estimate of the centre of the filter distribution. The LPS and MLPS ensembles are shifted

towards the true state and have smaller variance than the prediction distribution ensemble.

This shift towards the true state can also be seen for the EnKF ensemble, although the

reduction in variance is smaller. Locations 32 and 37 demonstrate the EnKF ensemble

being shifted too far towards outlying observations.

5.3 Perfect Model Specification With a Normal Likelihood

The second state-space model condition investigated is a perfectly specified model with

a normal likelihood function. To be clear, the observations in this section are generated

with normal noise and not Cauchy noise. This model specification serves two purposes.

Firstly, it allows the efficiency of the newly proposed methods to be compared to the

EnKF when the Kalman assumption of a normal likelihood is met. Note that the Kalman

assumption that the prediction distribution is normal will be violated because of the non-

linear evolution equation. Secondly, it provides a benchmark for assessing the robustness

of the proposed and established methods to state-space model mis-specifications when the

likelihood function should be normal. Table 5.4 shows the proportion of locations where

the true state is covered by the 95% credible intervals generated by the five ensembles

that approximate the state distribution. Table 5.5 shows the variance of these ensembles.

The prediction distribution ensemble coverage and variance is unchanged from Section

5.2 because they are unaffected by a change in the likelihood function. The coverage of
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the true state by 95% credible intervals generated from the LPS and MLPS are approx-

imately 95%. However, the LPS and MLPS ensemble variance is less than one-third of

the ensemble variance achieved when using a Cauchy likelihood function. This is because

the normal observations carry more information about the location of the true state than

observations from a fatter-tailed Cauchy distribution.

The EnKF coverage is slightly less than 95%, perhaps because the Kalman assumption

that the prediction distribution is normal is violated. The key result from this section is

that the variance of the EnKF ensemble is four to five times smaller than the variance

of the ensembles generated by LPS and MLPS. This demonstrates that the new methods

are less efficient than the EnKF when the Kalman assumptions hold or nearly hold. The

relative lack of efficiency of the LPS and the MLPS is due to the noise additions and

re-sampling steps that they require. This result indicates that further development of the

LPS and MLPS could focus on improving their efficiency. It also suggests that when the

Kalman assumptions hold or nearly hold the EnKF should be used in preference to the

LPS and MLPS.

The coverage of the standard particle filter ensemble is almost zero. This demonstrates

that when using a less forgiving likelihood function than the fat-tailed Cauchy distribution,

weight collapse becomes even more severe.

5.4 Observation Noise Too Small

To test the robustness of the new methods when incorrectly setting the observation noise

to be too small, the Lorenz state-space model was run with the likelihood function Cauchy

scale parameter set to 0.025 instead of the correct 0.05. Table 5.6 shows the proportion

of locations where the true state is covered by the 95% credible intervals generated by the

five ensembles that approximate the state distribution. Table 5.7 shows the variance of

these ensembles.

The prediction distribution ensemble coverage and variance are unchanged from the

perfectly specified model because they are not affected by the specification of the likelihood
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.883 1.000 0.897 0.990 0.950 0.987 0.997 0.933 0.950 0.923
2 0.873 1.000 0.907 0.983 0.953 0.993 1.000 0.947 0.937 0.930
3 0.883 0.997 0.900 0.973 0.933 0.990 1.000 0.920 0.957 0.920
4 0.877 0.997 0.880 0.987 0.957 0.987 1.000 0.937 0.937 0.923
5 0.877 0.997 0.887 0.990 0.930 0.990 1.000 0.960 0.963 0.903
6 0.873 0.997 0.897 0.990 0.943 0.987 0.997 0.930 0.953 0.920
7 0.867 0.997 0.907 0.980 0.940 0.987 0.997 0.923 0.940 0.930
8 0.890 0.997 0.907 0.990 0.953 0.990 0.997 0.940 0.930 0.930
9 0.880 0.997 0.903 0.983 0.950 0.983 1.000 0.930 0.943 0.903
10 0.877 1.000 0.910 0.980 0.943 0.983 1.000 0.943 0.933 0.917
Avg 0.878 0.998 0.899 0.985 0.945 0.988 0.999 0.936 0.944 0.920 0.949

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.937 0.963 0.913 0.960 0.957 0.940 0.967 0.953 0.957 0.953
2 0.923 0.963 0.907 0.967 0.937 0.927 0.957 0.947 0.953 0.960
3 0.940 0.957 0.910 0.947 0.933 0.937 0.967 0.947 0.957 0.957
4 0.950 0.963 0.920 0.957 0.937 0.927 0.973 0.950 0.953 0.957
5 0.933 0.957 0.917 0.943 0.940 0.930 0.960 0.950 0.957 0.947
6 0.920 0.967 0.917 0.963 0.937 0.940 0.970 0.960 0.957 0.967
7 0.933 0.963 0.917 0.963 0.940 0.933 0.980 0.947 0.960 0.957
8 0.950 0.957 0.920 0.957 0.937 0.937 0.967 0.950 0.953 0.963
9 0.943 0.960 0.917 0.960 0.933 0.927 0.963 0.953 0.957 0.960
10 0.963 0.960 0.917 0.963 0.930 0.930 0.960 0.960 0.953 0.960
Avg 0.939 0.961 0.915 0.958 0.938 0.933 0.966 0.952 0.956 0.958 0.948

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.937 0.977 0.930 0.970 0.940 0.950 0.987 0.960 0.960 0.957
2 0.947 0.977 0.923 0.970 0.940 0.963 0.987 0.960 0.967 0.967
3 0.947 0.980 0.913 0.977 0.937 0.957 0.987 0.960 0.983 0.970
4 0.960 0.980 0.920 0.977 0.940 0.947 0.993 0.970 0.960 0.957
5 0.953 0.963 0.910 0.970 0.940 0.940 0.990 0.960 0.957 0.963
6 0.940 0.977 0.943 0.977 0.950 0.950 0.987 0.963 0.963 0.953
7 0.960 0.973 0.930 0.977 0.943 0.960 0.987 0.960 0.963 0.957
8 0.953 0.977 0.920 0.973 0.940 0.947 0.993 0.960 0.963 0.970
9 0.953 0.970 0.927 0.977 0.930 0.960 0.990 0.967 0.967 0.970
10 0.937 0.980 0.927 0.973 0.930 0.950 0.990 0.970 0.970 0.953
Avg 0.949 0.975 0.924 0.974 0.939 0.952 0.989 0.963 0.965 0.962 0.959

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.230 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.023 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.002

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.937 0.923 0.853 0.937 0.923 0.910 0.940 0.960 0.910 0.973
2 0.907 0.923 0.860 0.940 0.917 0.917 0.953 0.960 0.920 0.973
3 0.943 0.940 0.850 0.943 0.927 0.917 0.950 0.943 0.920 0.977
4 0.910 0.933 0.863 0.953 0.923 0.893 0.953 0.933 0.927 0.973
5 0.897 0.933 0.853 0.950 0.923 0.910 0.953 0.967 0.910 0.973
6 0.917 0.937 0.860 0.930 0.923 0.900 0.943 0.953 0.913 0.970
7 0.920 0.937 0.853 0.933 0.923 0.910 0.943 0.957 0.917 0.967
8 0.913 0.937 0.863 0.943 0.927 0.920 0.953 0.953 0.920 0.970
9 0.890 0.930 0.877 0.937 0.927 0.907 0.943 0.937 0.917 0.973
10 0.917 0.943 0.867 0.957 0.923 0.910 0.950 0.940 0.913 0.967
Avg 0.915 0.934 0.860 0.942 0.924 0.909 0.948 0.950 0.917 0.972 0.927

Table 5.4: Coverage of ensembles for a perfectly specified model with a normal likelihood.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.079 0.079 0.080 0.079 0.080 0.078 0.080 0.080 0.079 0.079
2 0.080 0.079 0.081 0.079 0.079 0.081 0.080 0.082 0.080 0.079
3 0.081 0.077 0.077 0.078 0.079 0.081 0.081 0.077 0.078 0.079
4 0.080 0.080 0.078 0.077 0.075 0.079 0.082 0.080 0.078 0.080
5 0.078 0.078 0.079 0.083 0.080 0.080 0.078 0.079 0.082 0.080
6 0.079 0.080 0.080 0.079 0.082 0.081 0.079 0.082 0.081 0.080
7 0.079 0.079 0.081 0.078 0.078 0.080 0.079 0.079 0.078 0.079
8 0.079 0.079 0.078 0.080 0.081 0.081 0.078 0.082 0.079 0.081
9 0.079 0.079 0.081 0.081 0.083 0.076 0.081 0.079 0.081 0.080
10 0.077 0.078 0.081 0.079 0.077 0.077 0.077 0.080 0.078 0.079
Avg 0.079 0.079 0.080 0.079 0.079 0.079 0.079 0.080 0.079 0.079 0.079

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.004 0.004 0.004 0.004 0.005 0.005 0.004 0.004 0.004 0.004
2 0.004 0.004 0.004 0.004 0.004 0.005 0.004 0.004 0.004 0.004
3 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.005 0.004
4 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
5 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.005 0.004
6 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
7 0.004 0.005 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
8 0.004 0.005 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
9 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.005 0.004
10 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.005 0.004 0.004
Avg 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.005 0.005 0.005 0.005 0.006 0.005 0.005 0.005 0.005 0.005
2 0.005 0.005 0.005 0.005 0.005 0.006 0.005 0.005 0.005 0.006
3 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.006 0.005
4 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.006 0.005 0.005
5 0.005 0.005 0.005 0.005 0.006 0.005 0.005 0.005 0.005 0.005
6 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
7 0.005 0.005 0.005 0.005 0.005 0.006 0.005 0.005 0.005 0.005
8 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
9 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.006 0.005
10 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
Avg 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.004 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
2 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
3 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
4 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
5 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
6 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
7 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
8 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
9 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
10 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001
Avg 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001 0.001

Table 5.5: Variance of ensembles for a perfectly specified model with a normal likelihood.
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function. The effect of an observation noise that is too small is to over-state the importance

of the observations in the updates which reduces the spread of the filter ensembles and

moves the centre of the filter ensembles too strongly towards the observations. The effect

of this on the ensembles generated by the LPS and MLPS is to reduce the coverage of

the 95% credible intervals to approximately 90%. The variance of the filter ensembles are

reduced by one-third.

The ensemble generated by the standard particle filter displays more severe weight

collapse than when the correct likelihood function was used, with poorer coverage and

a smaller ensemble variance. However, the effect of specifying the observation noise too

small on the standard particle filter is swamped by the effect of weight collapse that occurs

even when the model is perfectly specified.

The coverage of the 95% credible intervals created using the EnKF generated filter

ensemble is reduced from 79.1% when the likelihood was correct to 62.8% with the en-

semble variance more than halved. In this example the LPS and MLPS are more robust

than the standard particle filter or the EnKF when the the observation noise is specified

to be too small.

5.5 Observation Noise Too Large

To test the robustness of the new methods when incorrectly setting the observation noise

to be too large, the Lorenz state-space model was run with the likelihood function Cauchy

scale parameter set to 0.1 instead of the correct 0.05. Table 5.8 shows the proportion of

locations where the true state is covered by the 95% credible intervals generated by the

five ensembles that approximate the state distribution. Table 5.9 shows the variance of

these ensembles.

The prediction distribution ensemble coverage and variance are unchanged from the

perfectly specified model because they are not affected by the specification of the like-

lihood function. The effect of an observation noise that is too large is to under-state

the importance of observations in the updates, which increases the spread of the filter
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.870 1.000 0.890 0.987 0.950 0.993 1.000 0.920 0.957 0.907
2 0.890 1.000 0.917 0.980 0.947 0.983 1.000 0.937 0.950 0.917
3 0.873 1.000 0.903 0.980 0.940 0.987 0.997 0.927 0.947 0.920
4 0.860 1.000 0.890 0.990 0.937 0.977 0.997 0.930 0.950 0.930
5 0.860 0.997 0.907 0.970 0.947 0.987 1.000 0.927 0.943 0.927
6 0.870 0.997 0.897 0.980 0.923 0.990 0.997 0.923 0.937 0.930
7 0.877 0.997 0.913 0.987 0.947 0.987 1.000 0.923 0.947 0.947
8 0.880 0.997 0.897 0.990 0.940 0.987 0.997 0.923 0.953 0.923
9 0.880 0.997 0.903 0.983 0.947 0.983 0.997 0.940 0.963 0.923
10 0.870 1.000 0.887 0.977 0.933 0.990 0.993 0.940 0.943 0.917
Avg 0.873 0.998 0.900 0.982 0.941 0.986 0.998 0.929 0.949 0.924 0.948

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.897 0.937 0.837 0.917 0.853 0.903 0.920 0.893 0.930 0.870
2 0.900 0.940 0.843 0.927 0.853 0.900 0.907 0.870 0.920 0.910
3 0.880 0.937 0.830 0.927 0.840 0.900 0.923 0.870 0.930 0.893
4 0.893 0.940 0.837 0.920 0.843 0.890 0.917 0.847 0.917 0.903
5 0.893 0.933 0.853 0.913 0.837 0.907 0.903 0.860 0.910 0.903
6 0.897 0.943 0.827 0.917 0.827 0.900 0.937 0.863 0.940 0.903
7 0.903 0.933 0.827 0.927 0.837 0.893 0.913 0.857 0.917 0.890
8 0.903 0.923 0.843 0.937 0.847 0.890 0.910 0.880 0.930 0.897
9 0.910 0.940 0.860 0.910 0.840 0.897 0.920 0.857 0.927 0.893
10 0.890 0.933 0.840 0.930 0.810 0.893 0.913 0.873 0.917 0.890
Avg 0.897 0.936 0.840 0.922 0.839 0.897 0.916 0.867 0.924 0.895 0.893

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.907 0.933 0.853 0.907 0.857 0.903 0.930 0.877 0.937 0.910
2 0.910 0.943 0.863 0.920 0.853 0.923 0.923 0.893 0.937 0.907
3 0.910 0.940 0.850 0.913 0.867 0.917 0.923 0.877 0.927 0.897
4 0.893 0.940 0.860 0.913 0.840 0.913 0.920 0.880 0.937 0.907
5 0.893 0.923 0.860 0.923 0.860 0.910 0.923 0.887 0.940 0.907
6 0.910 0.940 0.857 0.920 0.843 0.910 0.917 0.897 0.930 0.900
7 0.900 0.937 0.870 0.917 0.873 0.900 0.927 0.867 0.927 0.893
8 0.917 0.937 0.853 0.923 0.860 0.903 0.933 0.873 0.943 0.887
9 0.913 0.940 0.853 0.933 0.863 0.910 0.923 0.887 0.933 0.900
10 0.897 0.937 0.857 0.920 0.843 0.913 0.910 0.903 0.937 0.903
Avg 0.905 0.937 0.858 0.919 0.856 0.910 0.923 0.884 0.935 0.901 0.903

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.493 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.457 0.000 0.000 0.293 0.000 0.000
4 0.000 0.000 0.227 0.000 0.000 0.000 0.483 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.203 0.230 0.000 0.000 0.300
6 0.000 0.000 0.000 0.000 0.000 0.453 0.000 0.000 0.000 0.000
7 0.000 0.480 0.000 0.000 0.000 0.400 0.000 0.283 0.000 0.000
8 0.613 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.333 0.000 0.000
10 0.313 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.187 0.000
Avg 0.142 0.048 0.023 0.000 0.046 0.106 0.071 0.091 0.019 0.030 0.057

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.517 0.953 0.397 0.950 0.450 0.653 0.337 0.820 0.280 0.153
2 0.670 0.987 0.727 0.673 0.687 0.823 0.373 0.987 0.417 0.637
3 0.380 0.880 0.240 0.847 0.667 0.980 0.120 0.430 0.173 0.663
4 0.727 0.967 0.453 0.547 0.750 0.623 0.263 0.690 0.230 0.433
5 0.727 0.997 0.867 0.827 0.467 0.983 0.393 0.977 0.073 0.540
6 0.197 1.000 0.773 0.867 0.690 0.987 0.827 0.867 0.167 0.350
7 0.103 0.997 0.390 0.933 0.430 0.937 0.473 0.877 0.053 0.747
8 0.047 0.903 0.220 0.707 0.627 0.977 0.110 0.807 0.473 0.977
9 0.203 0.997 0.730 0.990 0.887 0.983 0.940 0.833 0.070 0.410
10 0.673 0.930 0.853 0.747 0.523 0.813 0.843 0.787 0.170 0.453
Avg 0.424 0.961 0.565 0.809 0.618 0.876 0.468 0.807 0.211 0.536 0.628

Table 5.6: Coverage of ensembles generated with the observation noise that is specified
too small.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.081 0.081 0.078 0.080 0.079 0.082 0.081 0.078 0.081 0.080
2 0.080 0.078 0.079 0.080 0.080 0.082 0.079 0.083 0.080 0.080
3 0.079 0.081 0.079 0.080 0.080 0.080 0.078 0.079 0.077 0.079
4 0.078 0.080 0.079 0.079 0.079 0.080 0.078 0.080 0.078 0.080
5 0.078 0.082 0.081 0.080 0.081 0.079 0.076 0.078 0.076 0.083
6 0.080 0.080 0.081 0.079 0.080 0.080 0.079 0.080 0.079 0.078
7 0.082 0.079 0.079 0.080 0.082 0.080 0.080 0.080 0.079 0.079
8 0.079 0.079 0.080 0.081 0.079 0.077 0.081 0.081 0.081 0.079
9 0.076 0.080 0.080 0.080 0.081 0.081 0.080 0.078 0.081 0.080
10 0.081 0.080 0.081 0.081 0.077 0.076 0.081 0.080 0.082 0.078
Avg 0.079 0.080 0.080 0.080 0.080 0.080 0.079 0.080 0.079 0.079 0.080

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.012 0.007 0.012 0.007 0.010 0.010 0.008 0.011 0.011 0.010
2 0.012 0.007 0.013 0.007 0.010 0.010 0.008 0.011 0.011 0.009
3 0.012 0.007 0.013 0.007 0.010 0.010 0.008 0.011 0.011 0.009
4 0.011 0.007 0.013 0.007 0.010 0.010 0.008 0.010 0.011 0.009
5 0.011 0.007 0.012 0.007 0.010 0.010 0.008 0.010 0.010 0.009
6 0.014 0.007 0.012 0.007 0.010 0.010 0.008 0.011 0.011 0.009
7 0.014 0.007 0.013 0.006 0.010 0.010 0.008 0.011 0.011 0.009
8 0.012 0.007 0.012 0.007 0.010 0.009 0.008 0.011 0.010 0.009
9 0.013 0.007 0.012 0.007 0.010 0.010 0.008 0.010 0.010 0.009
10 0.012 0.007 0.012 0.007 0.010 0.010 0.008 0.011 0.011 0.009
Avg 0.012 0.007 0.012 0.007 0.010 0.010 0.008 0.011 0.011 0.009 0.010

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.015 0.008 0.015 0.008 0.012 0.011 0.009 0.015 0.014 0.011
2 0.014 0.008 0.014 0.008 0.012 0.010 0.009 0.015 0.014 0.010
3 0.015 0.009 0.014 0.008 0.013 0.010 0.009 0.014 0.014 0.010
4 0.015 0.009 0.014 0.007 0.012 0.010 0.009 0.013 0.013 0.010
5 0.015 0.009 0.014 0.008 0.013 0.010 0.010 0.014 0.013 0.010
6 0.015 0.009 0.015 0.008 0.012 0.010 0.009 0.013 0.015 0.010
7 0.013 0.008 0.015 0.008 0.012 0.010 0.010 0.014 0.014 0.010
8 0.014 0.008 0.015 0.008 0.012 0.010 0.009 0.013 0.012 0.009
9 0.014 0.009 0.014 0.008 0.013 0.010 0.010 0.014 0.013 0.010
10 0.014 0.008 0.014 0.007 0.011 0.011 0.008 0.014 0.012 0.010
Avg 0.014 0.008 0.014 0.008 0.012 0.010 0.009 0.014 0.013 0.010 0.011

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.000
2 0.012 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.002 0.000 0.000 0.006 0.000 0.000
4 0.000 0.000 0.006 0.000 0.000 0.000 0.010 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.003 0.001 0.000 0.000 0.006
6 0.000 0.000 0.000 0.000 0.000 0.006 0.000 0.000 0.000 0.000
7 0.000 0.002 0.000 0.000 0.001 0.003 0.000 0.002 0.000 0.000
8 0.010 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.008 0.000 0.000
10 0.001 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.002 0.000
Avg 0.002 0.000 0.001 0.000 0.000 0.001 0.001 0.002 0.000 0.001 0.001

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.011 0.010 0.010 0.010 0.010 0.012 0.010 0.010 0.010 0.010
2 0.009 0.010 0.011 0.011 0.011 0.010 0.011 0.011 0.010 0.011
3 0.010 0.011 0.011 0.009 0.011 0.012 0.010 0.010 0.010 0.009
4 0.010 0.011 0.011 0.011 0.011 0.011 0.009 0.010 0.011 0.010
5 0.010 0.011 0.011 0.010 0.011 0.009 0.010 0.011 0.011 0.010
6 0.011 0.010 0.010 0.010 0.012 0.012 0.009 0.010 0.011 0.010
7 0.010 0.010 0.011 0.010 0.010 0.012 0.010 0.010 0.011 0.009
8 0.011 0.010 0.011 0.009 0.010 0.009 0.011 0.010 0.011 0.011
9 0.012 0.010 0.010 0.011 0.010 0.012 0.009 0.010 0.011 0.011
10 0.009 0.010 0.010 0.010 0.012 0.011 0.012 0.011 0.011 0.010
Avg 0.010 0.010 0.011 0.010 0.011 0.011 0.010 0.010 0.011 0.010 0.010

Table 5.7: Variance of ensembles generated with observation noise specified too small.
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ensembles and does not move the centre of the filter ensemble towards the observations

strongly enough.

The LPS and MLPS ensemble variance is increased by one-quarter. This increase

in ensemble spread is sufficient to overcome the centre of the ensemble not being pulled

strongly enough to the observations, resulting in a slight increase in coverage. The stan-

dard particle filter continues to display severe weight collapse. The EnKF coverage is

improved, but at the cost of nearly doubling the ensemble variance. In this example the

LPS and MLPS are more robust than the EnKF when the observation noise is specified

to be too large.

5.6 Incorrect Observation Noise Distribution (Tails Too Thin)

To test the robustness of the new methods when incorrectly specifying the observation

noise distribution so that it has tails that are too thin, the Lorenz state-space model was

run with a normal observation noise distribution. The normal distribution has thinner

tails than the correct Cauchy distribution, which can be seen in the plots of the correct

Cauchy distribution and incorrect normal distribution provided in Figure 5.6. It was not

possible to specify a normal distribution with the same variance as the correct Cauchy

because the variance of a Cauchy distribution is undefined. Instead a normal distribu-

tion with the same inter-quartile range (IQR) was specified according to the following:

IQRnorm = 1.34896σ and IQRCauch = 2γ (where γ is the Cauchy distribution scale pa-

rameter). A normal distribution with the same IQR as a Cauchy distribution with scale

parameter γ has standard deviation σ = 2γ
1.34896 or σ ≈ 1.5γ. The normal distribution

mean was set at 0. Table 5.10 shows the proportion of locations where the true state is

covered by the 95% credible intervals generated by the five ensembles that approximate

the state distribution. Table 5.11 shows the variance of these ensembles.

Again, the prediction distribution ensemble coverage and variance are unchanged from

the perfectly specified model because they are not affected by the specification of the
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.887 1.000 0.910 0.983 0.943 0.987 0.997 0.940 0.953 0.910
2 0.880 0.997 0.903 0.993 0.943 0.983 0.997 0.937 0.947 0.917
3 0.873 0.997 0.900 0.983 0.943 0.987 0.990 0.933 0.950 0.927
4 0.880 1.000 0.903 0.987 0.947 0.993 1.000 0.927 0.967 0.927
5 0.873 1.000 0.900 0.980 0.947 0.990 0.997 0.930 0.943 0.903
6 0.887 1.000 0.907 0.980 0.943 0.987 1.000 0.930 0.953 0.930
7 0.873 1.000 0.893 0.993 0.930 0.990 1.000 0.940 0.950 0.920
8 0.873 1.000 0.900 0.973 0.957 0.983 0.997 0.937 0.950 0.930
9 0.877 0.993 0.893 0.983 0.957 0.993 1.000 0.937 0.950 0.927
10 0.880 1.000 0.893 0.987 0.947 0.990 1.000 0.933 0.963 0.923
Avg 0.878 0.999 0.900 0.984 0.946 0.988 0.998 0.934 0.953 0.921 0.950

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.970 0.993 0.923 0.983 0.930 0.963 0.983 0.967 0.973 0.937
2 0.947 0.993 0.927 0.983 0.943 0.963 0.980 0.963 0.970 0.933
3 0.973 0.990 0.920 0.983 0.950 0.963 0.977 0.967 0.977 0.947
4 0.973 0.993 0.920 0.983 0.943 0.960 0.983 0.970 0.983 0.930
5 0.963 0.997 0.920 0.980 0.943 0.963 0.980 0.960 0.973 0.937
6 0.973 0.993 0.913 0.987 0.947 0.960 0.977 0.960 0.980 0.950
7 0.977 0.997 0.910 0.983 0.933 0.967 0.987 0.963 0.980 0.943
8 0.980 0.997 0.913 0.983 0.947 0.957 0.980 0.967 0.977 0.943
9 0.977 0.990 0.910 0.983 0.947 0.973 0.977 0.963 0.980 0.947
10 0.953 0.993 0.907 0.980 0.940 0.967 0.980 0.963 0.983 0.943
Avg 0.969 0.994 0.916 0.983 0.942 0.964 0.980 0.964 0.978 0.941 0.963

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.930 0.997 0.903 0.973 0.907 0.957 0.980 0.943 0.967 0.917
2 0.940 0.983 0.897 0.977 0.920 0.953 0.980 0.927 0.963 0.927
3 0.927 0.997 0.903 0.983 0.937 0.960 0.980 0.937 0.957 0.937
4 0.927 0.990 0.887 0.993 0.927 0.963 0.980 0.943 0.967 0.930
5 0.930 0.997 0.897 0.977 0.907 0.957 0.977 0.937 0.960 0.900
6 0.930 0.993 0.903 0.973 0.907 0.967 0.977 0.937 0.963 0.940
7 0.927 0.997 0.893 0.983 0.893 0.943 0.973 0.937 0.963 0.920
8 0.960 0.990 0.903 0.980 0.913 0.963 0.973 0.930 0.950 0.913
9 0.937 0.993 0.893 0.983 0.913 0.967 0.980 0.930 0.967 0.933
10 0.933 0.993 0.887 0.987 0.923 0.963 0.970 0.940 0.970 0.933
Avg 0.934 0.993 0.897 0.981 0.915 0.959 0.977 0.936 0.963 0.925 0.948

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.443 0.000 0.390 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.280 0.420 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.433 0.000 0.193 0.000
5 0.000 0.383 0.000 0.000 0.547 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.263 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.403 0.303 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.407 0.000 0.000
10 0.000 0.000 0.000 0.000 0.000 0.000 0.397 0.000 0.423 0.000
Avg 0.044 0.038 0.065 0.000 0.055 0.068 0.155 0.041 0.062 0.000 0.053

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.623 1.000 0.980 1.000 0.977 0.993 0.923 0.977 0.483 0.923
2 0.973 1.000 0.993 0.997 0.957 1.000 0.997 0.977 0.300 0.943
3 0.713 1.000 0.947 0.977 0.960 0.990 0.980 0.983 0.603 0.940
4 0.917 1.000 0.970 0.990 0.980 0.993 0.967 0.960 0.900 0.913
5 0.563 1.000 0.937 1.000 0.977 0.997 0.997 0.967 0.590 0.740
6 0.220 1.000 0.613 1.000 0.910 0.987 0.990 0.967 0.753 0.763
7 0.970 1.000 0.913 1.000 0.957 0.977 0.530 0.960 0.937 0.893
8 0.533 1.000 0.920 0.997 0.973 0.990 0.820 0.970 0.663 0.867
9 0.960 1.000 0.913 0.993 0.973 0.973 0.700 0.967 0.997 0.833
10 0.923 1.000 0.597 0.993 0.900 0.987 0.510 0.950 0.943 0.943
Avg 0.740 1.000 0.878 0.995 0.956 0.989 0.841 0.968 0.717 0.876 0.896

Table 5.8: Coverage of ensembles generated with the observation noise that is specified
too large.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.079 0.079 0.078 0.080 0.079 0.078 0.078 0.082 0.082 0.080
2 0.080 0.081 0.081 0.080 0.079 0.078 0.080 0.081 0.081 0.080
3 0.081 0.080 0.077 0.078 0.081 0.081 0.081 0.078 0.080 0.079
4 0.079 0.081 0.080 0.081 0.079 0.079 0.082 0.079 0.081 0.078
5 0.078 0.079 0.084 0.079 0.078 0.079 0.080 0.079 0.079 0.079
6 0.081 0.079 0.083 0.079 0.079 0.079 0.081 0.079 0.079 0.079
7 0.080 0.077 0.080 0.079 0.078 0.081 0.080 0.080 0.079 0.081
8 0.080 0.078 0.077 0.077 0.081 0.077 0.078 0.079 0.078 0.082
9 0.080 0.079 0.080 0.077 0.081 0.081 0.082 0.080 0.080 0.081
10 0.079 0.078 0.080 0.079 0.080 0.080 0.078 0.082 0.079 0.078
Avg 0.080 0.079 0.080 0.079 0.080 0.079 0.080 0.080 0.080 0.080 0.080

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.023 0.018 0.023 0.017 0.022 0.020 0.018 0.021 0.022 0.019
2 0.023 0.018 0.023 0.017 0.021 0.019 0.018 0.022 0.023 0.019
3 0.024 0.018 0.022 0.017 0.021 0.021 0.019 0.021 0.023 0.019
4 0.023 0.018 0.023 0.017 0.021 0.020 0.018 0.022 0.022 0.019
5 0.024 0.018 0.024 0.016 0.021 0.020 0.019 0.021 0.022 0.019
6 0.023 0.017 0.023 0.016 0.021 0.020 0.019 0.021 0.023 0.019
7 0.024 0.017 0.023 0.016 0.021 0.020 0.018 0.021 0.022 0.019
8 0.023 0.018 0.024 0.016 0.021 0.019 0.018 0.022 0.023 0.019
9 0.023 0.017 0.023 0.016 0.021 0.020 0.018 0.021 0.022 0.019
10 0.023 0.018 0.024 0.017 0.021 0.020 0.018 0.022 0.023 0.019
Avg 0.023 0.018 0.023 0.017 0.021 0.020 0.018 0.022 0.022 0.019 0.020

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.023 0.019 0.023 0.019 0.023 0.019 0.020 0.023 0.025 0.020
2 0.023 0.019 0.025 0.017 0.023 0.019 0.019 0.024 0.025 0.020
3 0.024 0.019 0.025 0.017 0.023 0.020 0.020 0.023 0.024 0.019
4 0.023 0.019 0.023 0.018 0.023 0.020 0.019 0.024 0.025 0.019
5 0.024 0.019 0.026 0.018 0.023 0.019 0.020 0.023 0.023 0.019
6 0.024 0.018 0.024 0.017 0.023 0.019 0.020 0.023 0.023 0.020
7 0.024 0.020 0.025 0.018 0.023 0.020 0.019 0.024 0.025 0.019
8 0.024 0.018 0.026 0.017 0.024 0.019 0.019 0.023 0.024 0.019
9 0.023 0.018 0.025 0.017 0.024 0.019 0.019 0.024 0.024 0.019
10 0.023 0.018 0.024 0.018 0.022 0.020 0.020 0.024 0.024 0.019
Avg 0.023 0.019 0.025 0.018 0.023 0.020 0.019 0.023 0.024 0.019 0.021

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.002 0.000 0.004 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.001 0.007 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.000
5 0.000 0.005 0.001 0.000 0.006 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.006 0.003 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.008 0.001 0.000
10 0.001 0.000 0.000 0.000 0.000 0.001 0.001 0.000 0.002 0.000
Avg 0.000 0.001 0.000 0.000 0.001 0.001 0.001 0.001 0.000 0.000 0.001

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.045 0.048 0.047 0.047 0.049 0.046 0.044 0.046 0.051 0.046
2 0.043 0.045 0.042 0.046 0.047 0.049 0.043 0.041 0.048 0.046
3 0.046 0.047 0.045 0.046 0.042 0.043 0.045 0.044 0.047 0.047
4 0.047 0.041 0.047 0.046 0.043 0.046 0.044 0.048 0.047 0.048
5 0.042 0.046 0.046 0.044 0.045 0.039 0.043 0.043 0.048 0.046
6 0.045 0.044 0.045 0.044 0.045 0.046 0.049 0.043 0.045 0.045
7 0.045 0.039 0.045 0.043 0.051 0.043 0.045 0.048 0.047 0.046
8 0.045 0.041 0.047 0.044 0.046 0.047 0.044 0.044 0.050 0.049
9 0.049 0.048 0.045 0.045 0.046 0.044 0.045 0.044 0.043 0.049
10 0.051 0.043 0.044 0.052 0.046 0.045 0.047 0.042 0.046 0.047
Avg 0.046 0.044 0.045 0.046 0.046 0.045 0.045 0.044 0.047 0.047 0.046

Table 5.9: Variance of ensembles generated with the observation noise that is specified
too large.
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.880 0.997 0.897 0.990 0.950 0.987 1.000 0.930 0.947 0.933
2 0.870 1.000 0.893 0.977 0.947 0.987 0.997 0.937 0.950 0.910
3 0.877 0.993 0.893 0.987 0.933 0.987 1.000 0.947 0.953 0.937
4 0.880 0.993 0.900 0.987 0.940 0.990 1.000 0.930 0.950 0.913
5 0.870 0.997 0.910 0.987 0.953 0.983 1.000 0.923 0.963 0.917
6 0.883 0.997 0.910 0.987 0.943 0.980 1.000 0.927 0.927 0.910
7 0.890 0.997 0.920 0.993 0.943 0.987 1.000 0.937 0.963 0.933
8 0.883 0.997 0.900 0.993 0.933 0.987 0.997 0.923 0.953 0.917
9 0.870 0.997 0.897 0.990 0.953 0.987 1.000 0.933 0.943 0.920
10 0.870 1.000 0.897 0.990 0.953 0.977 0.997 0.917 0.943 0.907
Avg 0.877 0.997 0.902 0.988 0.945 0.985 0.999 0.930 0.949 0.920 0.949

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.743 0.830 0.727 0.820 0.757 0.773 0.820 0.780 0.807 0.817
2 0.733 0.823 0.713 0.817 0.737 0.767 0.847 0.787 0.807 0.813
3 0.753 0.833 0.727 0.817 0.753 0.753 0.840 0.780 0.800 0.817
4 0.753 0.840 0.723 0.813 0.760 0.763 0.833 0.793 0.800 0.813
5 0.750 0.827 0.717 0.827 0.757 0.760 0.837 0.770 0.787 0.817
6 0.710 0.830 0.717 0.827 0.757 0.767 0.843 0.780 0.810 0.820
7 0.747 0.830 0.720 0.817 0.747 0.770 0.827 0.783 0.803 0.803
8 0.723 0.833 0.710 0.823 0.760 0.767 0.840 0.783 0.800 0.810
9 0.737 0.833 0.707 0.813 0.760 0.767 0.827 0.787 0.790 0.810
10 0.750 0.830 0.717 0.813 0.760 0.763 0.837 0.780 0.807 0.803
Avg 0.740 0.831 0.718 0.819 0.755 0.765 0.835 0.782 0.801 0.812 0.786

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.780 0.847 0.760 0.840 0.757 0.793 0.860 0.830 0.827 0.823
2 0.770 0.837 0.747 0.853 0.770 0.790 0.863 0.817 0.847 0.823
3 0.797 0.850 0.750 0.867 0.770 0.777 0.867 0.807 0.850 0.813
4 0.783 0.847 0.767 0.843 0.773 0.793 0.860 0.817 0.837 0.830
5 0.780 0.850 0.740 0.853 0.780 0.787 0.860 0.803 0.833 0.817
6 0.793 0.847 0.740 0.847 0.770 0.783 0.877 0.827 0.840 0.823
7 0.770 0.837 0.760 0.840 0.763 0.787 0.863 0.810 0.840 0.820
8 0.783 0.860 0.750 0.840 0.767 0.797 0.877 0.807 0.843 0.823
9 0.773 0.860 0.743 0.847 0.757 0.790 0.853 0.810 0.843 0.813
10 0.780 0.860 0.747 0.837 0.757 0.793 0.840 0.800 0.827 0.820
Avg 0.781 0.849 0.750 0.847 0.766 0.789 0.862 0.813 0.839 0.821 0.812

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.180 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.457 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.000 0.000 0.000 0.000 0.000 0.000 0.018 0.046 0.000 0.000 0.006

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.010 0.230 0.053 0.183 0.223 0.127 0.063 0.203 0.017 0.080
2 0.037 0.213 0.093 0.113 0.120 0.113 0.023 0.200 0.003 0.103
3 0.007 0.253 0.080 0.203 0.233 0.150 0.033 0.250 0.020 0.117
4 0.030 0.200 0.070 0.207 0.150 0.177 0.033 0.190 0.030 0.070
5 0.023 0.240 0.083 0.127 0.150 0.170 0.057 0.257 0.037 0.113
6 0.020 0.243 0.083 0.173 0.137 0.167 0.040 0.257 0.017 0.117
7 0.010 0.257 0.043 0.210 0.130 0.120 0.020 0.230 0.003 0.080
8 0.020 0.243 0.057 0.183 0.150 0.183 0.043 0.200 0.047 0.073
9 0.027 0.243 0.093 0.173 0.153 0.153 0.033 0.310 0.013 0.117
10 0.023 0.283 0.077 0.183 0.153 0.187 0.060 0.220 0.000 0.097
Avg 0.021 0.241 0.073 0.176 0.160 0.155 0.041 0.232 0.019 0.097 0.121

Table 5.10: Coverage of ensembles generated with an observation noise distribution spec-
ified with tails that are too thin.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.081 0.081 0.078 0.083 0.083 0.082 0.080 0.080 0.078 0.081
2 0.080 0.078 0.080 0.082 0.079 0.078 0.081 0.080 0.079 0.081
3 0.079 0.079 0.080 0.078 0.077 0.078 0.081 0.079 0.080 0.081
4 0.078 0.079 0.080 0.081 0.077 0.078 0.080 0.079 0.079 0.080
5 0.077 0.080 0.080 0.081 0.079 0.080 0.079 0.078 0.080 0.081
6 0.080 0.079 0.080 0.080 0.082 0.077 0.076 0.077 0.078 0.079
7 0.080 0.078 0.083 0.080 0.079 0.077 0.079 0.080 0.081 0.080
8 0.079 0.080 0.079 0.080 0.079 0.077 0.078 0.077 0.079 0.079
9 0.077 0.080 0.080 0.080 0.079 0.080 0.079 0.079 0.079 0.081
10 0.077 0.079 0.080 0.079 0.079 0.079 0.081 0.078 0.080 0.081
Avg 0.079 0.079 0.080 0.081 0.079 0.079 0.079 0.079 0.079 0.080 0.079

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
2 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
3 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
4 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
5 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
6 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
7 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
8 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
9 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
10 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004
Avg 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004 0.004

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
2 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
3 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
4 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
5 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
6 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
7 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
8 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
9 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
10 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005
Avg 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005 0.005

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.008 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.003 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.000 0.000

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.000
Avg 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Table 5.11: Variance of ensembles generated with an observation noise distribution spec-
ified with tails that are too thin.
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Figure 5.6: The correct Cauchy and thinner-tailed normal likelihood functions.

likelihood function. The effect of specifying that the observations come from a distribution

that has tails that are too thin is to move the filter ensembles too strongly towards

observations which will contain outliers. The coverage of the 95% credible intervals created

using the LPS generated filter ensemble is reduced from 93.9% when the likelihood was

correct to 78.6% with the ensemble variance divided by three. The coverage of the MLPS

filter ensemble is slightly better at 81.2% with a similar reduction in ensemble variance.

In this example the performance of the LPS and MLPS is badly affected by specifying a

likelihood function that has tails that are too thin. However, the effect on the performance

of the EnKF is even more severe. The average coverage achieved by the EnKF is only

12.1% with the best coverage achieved in any of the one hundred model runs being 31.0%.

The EnKF is badly affected because its filter sample is a genuine compromise between

the prediction distribution and likelihood function. In the case of severe outliers this will

be far from the true state. In contrast, the LPS and MLPS bootstrap location-filters

provide a re-weighting of the location prediction distribution sample. In the case of a

severe outlier the likelihood function will be quite flat over the range of the prediction

distribution particles and will not shift the ensemble as far. The standard particle filter

ensemble continues to suffer from severe weight collapse. In this example, the effect on
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the performance of the LPS and MLPS of specifying a likelihood function with tails that

are too thin is severe. However both of the proposed methods are more robust than the

EnKF with respect to this mis-specification.

5.7 Incorrect Observation Noise Distribution (Tails Too Fat)

To test the robustness of the new methods when incorrectly specifying the observation

noise distribution so that it has tails that are too fat, the perfectly specified model from

Section 5.2 was run using observations generated from the normal observation distribution

described in Section 5.6. To clarify, the correct likelihood function in this section is normal

and the model was run using a Cauchy likelihood which has tails that are too fat. Table

5.12 shows the proportion of locations where the true state is covered by the 95% credible

intervals generated by the five ensembles that approximate the state distribution. Table

5.13 shows the variance of these ensembles.

The prediction distribution ensemble coverage and variance are unchanged from the

perfectly specified model because they are not affected by the specification of the likelihood

function. The effect of specifying that the observations come from a distribution with tails

that are too fat increases the size of the posterior region that the true state might occupy

and be consistent with the observations. Filter ensembles are expected to provide coverage

greater than 95% and have large variance. The performance of the filter methods should

be compared to the results in Section 5.3 where the perfect model uses a normal likelihood.

The coverage of the LPS and MLPS generated filter ensemble is increased from ap-

proximately 95% to 97.3%. This increase in coverage comes at the cost of almost tripling

the variance of the LPS and MLPS filter ensembles.

The normal observation noise matches the Kalman assumption used in the EnKF,

but the observation ensemble is generated using the specified Cauchy distribution. The

coverage of the 95% credible intervals created using the EnKF generated filter ensemble

is increased from approximately 93% to 99.5%. This increase in coverage comes at the

cost of increasing the variance of the EnKF ensembles by 24 times. In this example the
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.880 0.997 0.903 0.987 0.947 0.983 1.000 0.933 0.957 0.923
2 0.870 1.000 0.917 0.987 0.930 0.993 1.000 0.953 0.943 0.917
3 0.880 0.997 0.900 0.990 0.947 0.990 0.997 0.933 0.950 0.923
4 0.887 0.997 0.893 0.987 0.957 0.983 0.997 0.937 0.963 0.920
5 0.867 0.997 0.890 0.980 0.947 0.990 0.997 0.937 0.937 0.920
6 0.883 0.997 0.890 0.990 0.953 0.990 1.000 0.930 0.967 0.910
7 0.877 1.000 0.920 0.977 0.947 0.987 1.000 0.933 0.960 0.927
8 0.893 0.990 0.887 0.980 0.943 0.990 0.993 0.933 0.953 0.923
9 0.893 0.997 0.893 0.983 0.960 0.983 1.000 0.950 0.957 0.900
10 0.867 0.990 0.910 0.990 0.943 0.983 1.000 0.940 0.957 0.923
Avg 0.880 0.996 0.900 0.985 0.947 0.987 0.998 0.938 0.954 0.919 0.951

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.963 0.990 0.933 0.983 0.963 0.983 0.990 0.967 0.977 0.973
2 0.957 0.993 0.947 0.983 0.963 0.983 0.987 0.967 0.973 0.977
3 0.947 0.990 0.943 0.990 0.960 0.980 0.997 0.963 0.977 0.977
4 0.973 0.993 0.953 0.980 0.973 0.983 1.000 0.973 0.973 0.977
5 0.957 0.990 0.943 0.990 0.967 0.970 0.997 0.957 0.973 0.990
6 0.970 0.987 0.930 0.990 0.963 0.973 0.993 0.970 0.983 0.980
7 0.953 0.983 0.940 0.990 0.970 0.980 0.993 0.973 0.973 0.977
8 0.967 0.987 0.940 0.993 0.970 0.983 0.993 0.977 0.967 0.980
9 0.967 0.987 0.950 0.987 0.967 0.980 0.987 0.970 0.983 0.973
10 0.957 0.997 0.953 0.987 0.960 0.990 0.993 0.963 0.983 0.977
Avg 0.961 0.990 0.943 0.987 0.966 0.981 0.993 0.968 0.976 0.978 0.974

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.953 0.990 0.960 0.980 0.970 0.987 1.000 0.963 0.977 0.977
2 0.940 0.987 0.947 0.980 0.950 0.977 0.997 0.977 0.980 0.977
3 0.953 0.990 0.933 0.993 0.963 0.983 0.993 0.957 0.983 0.970
4 0.957 0.987 0.940 0.977 0.970 0.980 0.997 0.967 0.973 0.970
5 0.943 0.990 0.940 0.980 0.960 0.977 0.997 0.960 0.973 0.970
6 0.950 0.983 0.950 0.987 0.963 0.983 0.997 0.967 0.977 0.987
7 0.947 0.990 0.947 0.983 0.947 0.983 1.000 0.970 0.980 0.980
8 0.960 0.983 0.933 0.987 0.963 0.983 0.997 0.977 0.980 0.973
9 0.960 0.987 0.940 0.983 0.977 0.980 0.997 0.977 0.980 0.977
10 0.943 0.993 0.953 0.983 0.960 0.983 1.000 0.980 0.977 0.973
Avg 0.951 0.988 0.944 0.983 0.962 0.982 0.997 0.969 0.978 0.975 0.973

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.530 0.000 0.000 0.423 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.423 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.510 0.000 0.290 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.000 0.000 0.443 0.000 0.000 0.000 0.000 0.510 0.327
Avg 0.053 0.000 0.000 0.180 0.000 0.029 0.000 0.000 0.051 0.033 0.035

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.980 1.000 0.990 0.997 0.997 0.997 1.000 0.990 1.000 0.993
2 0.983 1.000 0.977 0.997 0.997 1.000 1.000 0.987 1.000 1.000
3 0.987 1.000 0.983 1.000 0.993 1.000 1.000 0.997 0.993 1.000
4 0.987 1.000 0.993 1.000 1.000 1.000 1.000 0.987 1.000 0.990
5 0.990 1.000 0.980 1.000 0.997 0.997 1.000 0.990 0.993 0.997
6 0.983 1.000 0.990 1.000 0.997 1.000 1.000 0.990 1.000 1.000
7 0.980 1.000 0.990 1.000 0.997 1.000 1.000 0.997 0.997 1.000
8 0.983 1.000 0.993 1.000 1.000 0.993 1.000 0.987 0.997 0.987
9 0.983 1.000 0.990 0.993 1.000 1.000 1.000 0.997 0.990 0.990
10 0.990 1.000 0.993 1.000 0.997 0.993 1.000 0.990 1.000 0.993
Avg 0.985 1.000 0.988 0.999 0.997 0.998 1.000 0.991 0.997 0.995 0.995

Table 5.12: Coverage of ensembles generated with an observation noise distribution spec-
ified with tails that are too fat.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.078 0.078 0.080 0.080 0.079 0.081 0.082 0.079 0.082 0.079
2 0.079 0.079 0.082 0.080 0.078 0.079 0.079 0.079 0.079 0.081
3 0.081 0.080 0.077 0.079 0.078 0.077 0.078 0.079 0.080 0.079
4 0.081 0.078 0.081 0.078 0.082 0.077 0.080 0.081 0.079 0.081
5 0.079 0.078 0.079 0.080 0.080 0.081 0.081 0.081 0.079 0.079
6 0.080 0.080 0.079 0.077 0.080 0.082 0.081 0.080 0.080 0.083
7 0.079 0.079 0.081 0.079 0.079 0.081 0.080 0.077 0.079 0.081
8 0.079 0.079 0.080 0.081 0.079 0.082 0.078 0.079 0.080 0.079
9 0.079 0.079 0.080 0.078 0.083 0.081 0.077 0.080 0.078 0.079
10 0.079 0.080 0.082 0.082 0.081 0.082 0.081 0.081 0.080 0.081
Avg 0.079 0.079 0.080 0.079 0.080 0.080 0.080 0.080 0.080 0.080 0.080

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.011 0.009 0.014 0.009 0.012 0.009 0.009 0.013 0.012 0.009
2 0.011 0.009 0.013 0.009 0.012 0.010 0.010 0.013 0.012 0.010
3 0.010 0.009 0.014 0.009 0.012 0.009 0.010 0.013 0.012 0.010
4 0.010 0.009 0.014 0.009 0.012 0.009 0.010 0.013 0.011 0.010
5 0.010 0.009 0.014 0.009 0.012 0.010 0.010 0.013 0.012 0.010
6 0.011 0.009 0.014 0.009 0.012 0.009 0.010 0.013 0.012 0.010
7 0.011 0.009 0.013 0.009 0.012 0.010 0.009 0.012 0.011 0.009
8 0.010 0.009 0.014 0.009 0.012 0.010 0.009 0.013 0.012 0.010
9 0.010 0.009 0.014 0.009 0.012 0.010 0.009 0.012 0.012 0.010
10 0.010 0.009 0.014 0.009 0.012 0.010 0.009 0.013 0.012 0.009
Avg 0.011 0.009 0.014 0.009 0.012 0.010 0.009 0.013 0.012 0.010 0.011

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.014 0.011 0.019 0.010 0.015 0.011 0.012 0.018 0.015 0.011
2 0.014 0.011 0.017 0.010 0.015 0.011 0.012 0.017 0.016 0.012
3 0.014 0.011 0.018 0.010 0.016 0.011 0.012 0.017 0.017 0.012
4 0.014 0.011 0.018 0.010 0.015 0.011 0.012 0.017 0.016 0.011
5 0.014 0.011 0.019 0.010 0.015 0.011 0.012 0.016 0.017 0.012
6 0.014 0.011 0.020 0.010 0.015 0.011 0.013 0.017 0.016 0.012
7 0.014 0.011 0.017 0.010 0.014 0.011 0.012 0.016 0.015 0.011
8 0.014 0.011 0.017 0.011 0.015 0.011 0.011 0.018 0.017 0.012
9 0.014 0.011 0.018 0.010 0.015 0.011 0.012 0.015 0.017 0.012
10 0.014 0.011 0.020 0.010 0.016 0.012 0.012 0.016 0.017 0.011
Avg 0.014 0.011 0.018 0.010 0.015 0.011 0.012 0.017 0.016 0.012 0.014

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.008 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.001 0.002 0.000 0.005 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.002 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.000 0.000 0.005 0.000 0.000 0.000 0.000 0.006 0.001
Avg 0.001 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.001 0.000 0.000

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.024 0.024 0.023 0.025 0.023 0.025 0.023 0.023 0.024 0.025
2 0.023 0.023 0.024 0.025 0.022 0.023 0.024 0.023 0.024 0.024
3 0.023 0.026 0.025 0.026 0.024 0.022 0.025 0.025 0.024 0.022
4 0.022 0.022 0.025 0.024 0.026 0.022 0.022 0.024 0.022 0.024
5 0.024 0.027 0.021 0.022 0.025 0.024 0.021 0.024 0.022 0.027
6 0.026 0.027 0.026 0.024 0.024 0.024 0.021 0.026 0.023 0.021
7 0.022 0.026 0.027 0.024 0.024 0.023 0.024 0.023 0.027 0.024
8 0.025 0.025 0.023 0.023 0.023 0.023 0.025 0.024 0.027 0.022
9 0.025 0.026 0.025 0.025 0.021 0.023 0.023 0.025 0.025 0.023
10 0.024 0.024 0.024 0.023 0.026 0.024 0.025 0.024 0.023 0.023
Avg 0.024 0.025 0.024 0.024 0.024 0.023 0.023 0.024 0.024 0.023 0.024

Table 5.13: Variance of ensembles generated with an observation noise distribution spec-
ified with tails that are too fat.
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newly proposed methods are more robust than the EnKF when the observation noise

distribution is specified to be too fat. The standard particle filter ensemble continues to

suffer from severe weight collapse.

5.8 Evolution Noise Too Small

To test the robustness of the new methods when incorrectly setting the evolution noise

to be too small, the Lorenz state-space model was run with the variance of the meta-

elliptical marginal normal distributions set to 0.05 instead of the correct 0.1. Table 5.14

shows the proportion of locations where the true state is covered by the 95% credible

intervals generated by the five ensembles that approximate the state distribution. Table

5.15 shows the variance of these ensembles.

When the evolution noise is set too small the spread of the prediction distribution

ensemble will be insufficient to encompass the full range of possible true states. This

has the obvious implication that the prediction distribution ensemble will have coverage

less than 95% and a small variance. However, the small prediction distribution variance

also affects the filter distribution estimates. The prediction distribution is the prior in

the Bayesian observation update, and when the prior distribution has small variance the

posterior distribution (the filter distribution in this case) will be more sensitive to the

prior distribution and less sensitive to the likelihood function. This limits the extent to

which the observation update methods can repair a prediction distribution ensemble that

is too narrow.

The prediction distribution ensembles have variance that are four times smaller than

in the perfectly specified model case. The coverage of the true states by the prediction

distribution ensembles is severely reduced from 95% to 63.1%.

The LPS observation update produces an ensemble with improved coverage of 74.7%.

The MLPS ensemble has coverage of only 66.2%, but the EnKF coverage is even worse

at 60.9%. The variance of the ensembles generated by all three of these methods are

similar. As expected, the observation updates demonstrate limited ability to repair a
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.560 0.800 0.427 0.690 0.500 0.680 0.770 0.567 0.707 0.600
2 0.580 0.807 0.440 0.690 0.493 0.703 0.770 0.553 0.693 0.610
3 0.570 0.807 0.430 0.683 0.490 0.697 0.773 0.540 0.700 0.610
4 0.587 0.813 0.433 0.683 0.487 0.700 0.773 0.560 0.697 0.613
5 0.570 0.797 0.437 0.703 0.487 0.680 0.770 0.533 0.700 0.597
6 0.570 0.797 0.437 0.693 0.493 0.683 0.780 0.540 0.693 0.617
7 0.580 0.807 0.427 0.693 0.493 0.683 0.773 0.547 0.697 0.610
8 0.580 0.807 0.417 0.693 0.503 0.697 0.763 0.540 0.687 0.600
9 0.603 0.793 0.427 0.677 0.497 0.693 0.773 0.533 0.700 0.593
10 0.587 0.803 0.433 0.690 0.497 0.683 0.763 0.560 0.693 0.613
Avg 0.579 0.803 0.431 0.690 0.494 0.690 0.771 0.547 0.697 0.606 0.631

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.637 0.877 0.600 0.880 0.630 0.800 0.817 0.690 0.780 0.743
2 0.677 0.880 0.607 0.833 0.647 0.813 0.823 0.673 0.773 0.743
3 0.687 0.887 0.620 0.857 0.620 0.813 0.857 0.710 0.777 0.743
4 0.663 0.867 0.577 0.833 0.640 0.800 0.823 0.703 0.780 0.730
5 0.687 0.883 0.580 0.853 0.610 0.790 0.843 0.687 0.783 0.753
6 0.663 0.883 0.580 0.837 0.623 0.793 0.840 0.717 0.773 0.767
7 0.663 0.887 0.583 0.850 0.647 0.803 0.823 0.700 0.767 0.753
8 0.673 0.887 0.593 0.827 0.633 0.817 0.837 0.713 0.783 0.723
9 0.717 0.867 0.587 0.820 0.620 0.823 0.813 0.660 0.783 0.753
10 0.693 0.877 0.590 0.840 0.640 0.820 0.807 0.687 0.773 0.757
Avg 0.676 0.879 0.592 0.843 0.631 0.807 0.828 0.694 0.777 0.747 0.747

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.580 0.820 0.483 0.753 0.533 0.730 0.763 0.593 0.717 0.643
2 0.623 0.820 0.523 0.740 0.523 0.727 0.777 0.607 0.710 0.657
3 0.580 0.830 0.500 0.750 0.507 0.743 0.790 0.597 0.700 0.667
4 0.583 0.830 0.487 0.740 0.513 0.740 0.770 0.590 0.720 0.663
5 0.580 0.833 0.500 0.753 0.523 0.720 0.773 0.580 0.693 0.653
6 0.573 0.827 0.500 0.717 0.480 0.720 0.773 0.570 0.693 0.663
7 0.597 0.807 0.490 0.760 0.537 0.710 0.767 0.577 0.683 0.657
8 0.590 0.830 0.497 0.737 0.513 0.743 0.787 0.590 0.697 0.657
9 0.617 0.823 0.457 0.753 0.500 0.733 0.760 0.580 0.723 0.660
10 0.593 0.827 0.507 0.757 0.490 0.723 0.783 0.603 0.697 0.677
Avg 0.592 0.825 0.494 0.746 0.512 0.729 0.774 0.589 0.703 0.660 0.662

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.273 0.000 0.270 0.147 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.223 0.400 0.000
5 0.000 0.000 0.000 0.463 0.000 0.000 0.000 0.000 0.000 0.137
6 0.000 0.000 0.000 0.000 0.107 0.000 0.220 0.067 0.000 0.000
7 0.000 0.000 0.160 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.193 0.000 0.000 0.000 0.200 0.000 0.000
9 0.000 0.000 0.210 0.000 0.000 0.000 0.000 0.000 0.000 0.253
10 0.000 0.000 0.000 0.000 0.000 0.180 0.000 0.213 0.000 0.000
Avg 0.000 0.027 0.037 0.093 0.025 0.018 0.022 0.070 0.040 0.039 0.037

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.140 0.763 0.573 0.870 0.487 0.727 0.420 0.653 0.300 0.497
2 0.700 0.850 0.503 0.827 0.647 0.683 0.793 0.617 0.680 0.557
3 0.520 0.883 0.610 0.780 0.607 0.740 0.677 0.633 0.090 0.603
4 0.250 0.907 0.610 0.753 0.583 0.753 0.630 0.630 0.540 0.533
5 0.520 0.887 0.577 0.807 0.577 0.747 0.820 0.640 0.860 0.603
6 0.140 0.900 0.577 0.790 0.550 0.670 0.703 0.647 0.563 0.430
7 0.033 0.823 0.580 0.743 0.603 0.787 0.610 0.603 0.083 0.527
8 0.417 0.883 0.530 0.820 0.547 0.707 0.550 0.643 0.173 0.627
9 0.473 0.883 0.623 0.747 0.590 0.747 0.703 0.633 0.307 0.533
10 0.340 0.843 0.520 0.767 0.480 0.730 0.733 0.580 0.157 0.623
Avg 0.353 0.862 0.570 0.790 0.567 0.729 0.664 0.628 0.375 0.553 0.609

Table 5.14: Coverage of ensembles generated with evolution noise marginal distribution
variance set too small.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.018 0.021 0.020 0.020 0.020 0.020 0.020 0.020 0.021 0.019
2 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020
3 0.020 0.020 0.020 0.020 0.020 0.021 0.021 0.020 0.020 0.020
4 0.020 0.020 0.020 0.019 0.020 0.021 0.020 0.021 0.020 0.020
5 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020
6 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020
7 0.020 0.020 0.019 0.020 0.020 0.020 0.020 0.020 0.020 0.020
8 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.019
9 0.020 0.020 0.020 0.019 0.020 0.020 0.020 0.020 0.021 0.020
10 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020
Avg 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020 0.020

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.010 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.011 0.008
2 0.010 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.010 0.008
3 0.010 0.008 0.012 0.007 0.011 0.008 0.008 0.011 0.012 0.008
4 0.010 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.011 0.008
5 0.010 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.010 0.008
6 0.010 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.012 0.008
7 0.010 0.008 0.012 0.007 0.012 0.008 0.008 0.011 0.010 0.008
8 0.010 0.008 0.011 0.007 0.012 0.008 0.008 0.011 0.011 0.008
9 0.010 0.008 0.011 0.007 0.012 0.008 0.008 0.010 0.011 0.008
10 0.012 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.010 0.008
Avg 0.010 0.008 0.011 0.007 0.011 0.008 0.008 0.011 0.011 0.008 0.009

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.009 0.008 0.010 0.007 0.010 0.008 0.008 0.009 0.009 0.007
2 0.012 0.008 0.010 0.007 0.010 0.008 0.008 0.010 0.008 0.007
3 0.010 0.008 0.010 0.007 0.010 0.008 0.008 0.010 0.010 0.008
4 0.010 0.008 0.010 0.007 0.010 0.008 0.008 0.010 0.009 0.008
5 0.010 0.008 0.011 0.007 0.010 0.008 0.008 0.010 0.009 0.008
6 0.010 0.008 0.011 0.006 0.010 0.008 0.008 0.009 0.009 0.008
7 0.011 0.008 0.010 0.007 0.010 0.007 0.008 0.010 0.008 0.008
8 0.009 0.008 0.010 0.007 0.010 0.008 0.008 0.010 0.009 0.008
9 0.010 0.008 0.010 0.007 0.010 0.008 0.008 0.009 0.010 0.008
10 0.010 0.008 0.010 0.007 0.010 0.007 0.007 0.009 0.009 0.008
Avg 0.010 0.008 0.010 0.007 0.010 0.008 0.008 0.010 0.009 0.008 0.009

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.003 0.000 0.002 0.004 0.000 0.000 0.000 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.009 0.000
5 0.000 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.001
6 0.000 0.000 0.000 0.000 0.001 0.000 0.002 0.000 0.000 0.000
7 0.000 0.000 0.002 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.001 0.000 0.000 0.000 0.004 0.000 0.000
9 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.000 0.005
10 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.002 0.000 0.000
Avg 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.001 0.001 0.001 0.000

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.010 0.011 0.011 0.012 0.011 0.011 0.012 0.011 0.011 0.011
2 0.011 0.012 0.011 0.011 0.011 0.012 0.011 0.012 0.011 0.012
3 0.011 0.012 0.011 0.012 0.012 0.013 0.011 0.011 0.010 0.012
4 0.011 0.012 0.012 0.011 0.012 0.010 0.011 0.012 0.012 0.011
5 0.011 0.011 0.012 0.011 0.012 0.012 0.011 0.011 0.011 0.011
6 0.011 0.012 0.012 0.011 0.011 0.011 0.012 0.011 0.011 0.010
7 0.010 0.011 0.012 0.011 0.011 0.011 0.011 0.012 0.011 0.011
8 0.011 0.012 0.011 0.011 0.011 0.011 0.012 0.010 0.011 0.011
9 0.011 0.010 0.011 0.010 0.012 0.012 0.012 0.011 0.012 0.012
10 0.012 0.011 0.010 0.011 0.011 0.012 0.011 0.011 0.011 0.010
Avg 0.011 0.011 0.011 0.011 0.011 0.011 0.011 0.011 0.011 0.011 0.011

Table 5.15: Variance of ensembles generated with evolution noise marginal distribution
variance set too small.
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prediction distribution ensemble that is too narrow. In this example the LPS is the most

robust observation update method with respect to specifying the evolution noise too small,

followed by the MLPS and EnKF. The standard particle filter suffers from severe weight

collapse.

5.9 Evolution Noise Too Large

To test the robustness of the new methods when incorrectly setting the evolution noise

to be too large, the Lorenz state-space model was run with the marginal normal distri-

bution variance set to 0.15 instead of the correct 0.1. Table 5.16 shows the proportion of

locations where the true state is covered by the 95% credible intervals generated by the

five ensembles that approximate the state distribution. Table 5.17 shows the variance of

these ensembles.

When the evolution noise is set to be too large, the spread of the prediction distribution

ensemble will be larger than it should be so that imprecise Monte Carlo approximations

of the prediction distribution will be generated. This is clearly occurring in this example

where the 95% credible intervals generated from the prediction distribution ensemble

covers the true state at almost all the locations but the prediction distribution ensemble

variance is more than twice that of the perfectly specified model.

In a Bayesian update, when the prior distribution has large variance it has less impact

on the posterior distribution so that the likelihood function dominates. This allows more

scope for the observation update to repair a prediction distribution ensemble that is spread

too wide when compared to a prediction distribution ensemble that is too narrow. This

can be seen in more moderate increases in the variance of the filter ensembles than the

prediction ensemble. Both the LPS and the MLPS provide ensembles with coverage only

slightly greater than 95% with ensemble variances only one-quarter greater than that in

the perfectly specified model. The EnKF ensemble provides coverage of the true states

at more than 99% of the locations at the cost of increasing the ensemble variance by one-

half. The standard particle filter continues to suffer from weight collapse. Contrasting
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.993 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.980
2 0.993 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.977
3 0.993 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.980
4 0.993 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.977
5 0.993 1.000 1.000 1.000 1.000 1.000 1.000 0.997 1.000 0.987
6 0.993 1.000 1.000 1.000 1.000 1.000 1.000 0.997 1.000 0.997
7 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.997
8 0.993 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
9 0.997 1.000 1.000 1.000 1.000 1.000 1.000 0.997 1.000 0.983
10 0.993 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.997
Avg 0.994 1.000 1.000 1.000 1.000 1.000 1.000 0.999 1.000 0.987 0.998

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.973 0.983 0.923 0.973 0.957 0.953 0.980 0.953 0.987 0.967
2 0.983 0.987 0.923 0.973 0.947 0.960 0.983 0.970 0.990 0.967
3 0.980 0.997 0.927 0.980 0.953 0.957 0.983 0.953 0.977 0.960
4 0.980 0.983 0.923 0.977 0.963 0.953 0.977 0.963 0.983 0.960
5 0.980 0.980 0.917 0.977 0.947 0.950 0.983 0.947 0.980 0.960
6 0.983 0.990 0.923 0.973 0.947 0.950 0.977 0.950 0.987 0.957
7 0.980 0.993 0.927 0.980 0.940 0.963 0.980 0.960 0.983 0.953
8 0.983 0.983 0.920 0.980 0.953 0.953 0.980 0.960 0.973 0.963
9 0.973 0.990 0.937 0.970 0.947 0.960 0.980 0.957 0.987 0.957
10 0.980 0.990 0.930 0.973 0.953 0.957 0.980 0.957 0.980 0.967
Avg 0.980 0.988 0.925 0.976 0.951 0.956 0.980 0.957 0.983 0.961 0.966

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.980 0.983 0.937 0.967 0.943 0.963 0.983 0.953 0.983 0.960
2 0.973 0.983 0.930 0.963 0.940 0.957 0.980 0.963 0.980 0.940
3 0.973 0.990 0.917 0.973 0.940 0.963 0.980 0.967 0.977 0.950
4 0.973 0.987 0.923 0.970 0.963 0.967 0.977 0.953 0.983 0.963
5 0.970 0.987 0.933 0.977 0.940 0.953 0.980 0.957 0.977 0.963
6 0.973 0.997 0.937 0.973 0.967 0.950 0.980 0.953 0.990 0.947
7 0.977 0.980 0.940 0.977 0.943 0.963 0.980 0.960 0.980 0.957
8 0.973 0.990 0.933 0.973 0.950 0.970 0.983 0.963 0.980 0.967
9 0.957 0.990 0.930 0.973 0.957 0.957 0.980 0.960 0.987 0.967
10 0.970 0.980 0.937 0.973 0.957 0.960 0.977 0.963 0.987 0.957
Avg 0.972 0.987 0.932 0.972 0.950 0.960 0.980 0.959 0.982 0.957 0.965

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.530 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.533 0.000 0.000 0.000 0.000 0.423 0.000 0.000 0.000 0.000
3 0.533 0.000 0.407 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.533 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.277 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.413 0.000 0.000
8 0.000 0.000 0.000 0.470 0.000 0.550 0.000 0.287 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.570 0.000 0.000 0.000 0.343 0.000 0.000 0.000 0.000
Avg 0.160 0.057 0.121 0.047 0.000 0.132 0.000 0.070 0.000 0.000 0.059

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.410 1.000 0.373 1.000 0.993 1.000 0.860 1.000 0.077 1.000
2 0.913 1.000 0.917 0.997 0.830 1.000 0.923 1.000 0.387 0.793
3 1.000 1.000 0.997 1.000 0.913 1.000 1.000 1.000 0.733 0.993
4 1.000 1.000 0.810 0.997 1.000 1.000 0.803 1.000 0.343 0.400
5 0.310 1.000 0.770 0.983 0.933 1.000 0.203 0.990 0.623 1.000
6 0.230 1.000 0.927 0.990 0.973 0.997 0.950 0.997 0.187 0.980
7 0.127 0.977 0.917 1.000 0.947 0.993 0.907 1.000 0.097 0.970
8 0.230 1.000 0.863 1.000 0.733 1.000 0.797 0.997 0.800 0.880
9 0.780 1.000 0.917 1.000 0.957 1.000 0.777 0.923 0.400 0.467
10 0.940 1.000 0.630 0.880 0.993 0.980 0.460 1.000 0.573 0.930
Avg 0.594 0.998 0.812 0.985 0.927 0.997 0.768 0.991 0.422 0.841 0.833

Table 5.16: Coverage of ensembles generated with evolution noise marginal distribution
variance set too large.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.178 0.180 0.178 0.176 0.180 0.174 0.178 0.177 0.173 0.179
2 0.173 0.176 0.178 0.179 0.179 0.169 0.178 0.174 0.172 0.178
3 0.175 0.176 0.181 0.177 0.174 0.177 0.173 0.180 0.179 0.183
4 0.175 0.179 0.180 0.178 0.178 0.178 0.176 0.178 0.177 0.179
5 0.178 0.180 0.177 0.179 0.169 0.173 0.176 0.175 0.184 0.179
6 0.179 0.172 0.176 0.171 0.180 0.174 0.181 0.179 0.181 0.182
7 0.182 0.177 0.174 0.175 0.174 0.175 0.182 0.179 0.178 0.180
8 0.179 0.175 0.181 0.180 0.176 0.176 0.178 0.183 0.177 0.175
9 0.180 0.171 0.177 0.178 0.171 0.176 0.176 0.174 0.181 0.179
10 0.180 0.172 0.175 0.176 0.178 0.174 0.180 0.180 0.175 0.177
Avg 0.178 0.176 0.177 0.177 0.176 0.174 0.178 0.178 0.178 0.179 0.177

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.020 0.016 0.021 0.014 0.018 0.018 0.016 0.017 0.019 0.017
2 0.020 0.015 0.020 0.014 0.018 0.017 0.016 0.017 0.019 0.017
3 0.021 0.014 0.022 0.014 0.018 0.018 0.017 0.017 0.020 0.017
4 0.021 0.015 0.021 0.014 0.018 0.018 0.016 0.017 0.019 0.017
5 0.021 0.015 0.020 0.014 0.019 0.019 0.016 0.017 0.019 0.017
6 0.020 0.014 0.020 0.014 0.018 0.018 0.016 0.017 0.019 0.017
7 0.020 0.015 0.021 0.014 0.018 0.018 0.017 0.017 0.019 0.016
8 0.020 0.014 0.021 0.014 0.018 0.019 0.016 0.019 0.020 0.017
9 0.021 0.015 0.021 0.014 0.018 0.018 0.016 0.017 0.020 0.017
10 0.021 0.016 0.021 0.014 0.018 0.018 0.017 0.017 0.020 0.016
Avg 0.021 0.015 0.021 0.014 0.018 0.018 0.016 0.017 0.019 0.017 0.018

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.024 0.017 0.024 0.017 0.021 0.020 0.018 0.024 0.021 0.018
2 0.023 0.017 0.023 0.018 0.020 0.020 0.018 0.021 0.021 0.019
3 0.022 0.016 0.024 0.016 0.019 0.020 0.018 0.022 0.022 0.019
4 0.022 0.017 0.024 0.015 0.020 0.020 0.019 0.023 0.021 0.018
5 0.024 0.017 0.023 0.015 0.021 0.020 0.019 0.024 0.020 0.019
6 0.023 0.017 0.023 0.016 0.021 0.020 0.018 0.022 0.022 0.018
7 0.022 0.017 0.024 0.016 0.021 0.019 0.019 0.021 0.021 0.019
8 0.023 0.016 0.023 0.016 0.020 0.021 0.019 0.022 0.024 0.020
9 0.023 0.017 0.023 0.016 0.021 0.019 0.019 0.021 0.023 0.020
10 0.022 0.017 0.024 0.016 0.021 0.020 0.019 0.022 0.021 0.019
Avg 0.023 0.017 0.023 0.016 0.020 0.020 0.018 0.022 0.022 0.019 0.020

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.004 0.000 0.001 0.000 0.000 0.000 0.000 0.000
2 0.023 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.000 0.000
3 0.016 0.000 0.002 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.016 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
6 0.000 0.000 0.003 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.016 0.000 0.000
8 0.000 0.000 0.000 0.013 0.000 0.003 0.000 0.001 0.000 0.000
9 0.000 0.000 0.000 0.000 0.002 0.000 0.000 0.000 0.000 0.000
10 0.000 0.020 0.000 0.000 0.000 0.015 0.000 0.000 0.000 0.000
Avg 0.006 0.002 0.001 0.001 0.000 0.002 0.000 0.002 0.000 0.000 0.001

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.037 0.038 0.035 0.035 0.035 0.035 0.033 0.033 0.040 0.035
2 0.032 0.036 0.035 0.038 0.037 0.032 0.035 0.037 0.036 0.035
3 0.036 0.035 0.034 0.037 0.035 0.037 0.037 0.037 0.034 0.038
4 0.036 0.034 0.037 0.035 0.033 0.037 0.040 0.037 0.033 0.037
5 0.031 0.032 0.038 0.035 0.036 0.033 0.035 0.039 0.037 0.037
6 0.038 0.036 0.031 0.034 0.038 0.034 0.038 0.035 0.039 0.036
7 0.039 0.031 0.037 0.033 0.037 0.036 0.038 0.038 0.037 0.033
8 0.038 0.041 0.037 0.033 0.036 0.033 0.034 0.036 0.038 0.033
9 0.038 0.040 0.033 0.037 0.037 0.034 0.039 0.036 0.034 0.040
10 0.036 0.039 0.042 0.035 0.036 0.038 0.033 0.038 0.035 0.040
Avg 0.036 0.036 0.036 0.035 0.036 0.035 0.036 0.036 0.036 0.036 0.036

Table 5.17: Variance of ensembles generated with evolution noise marginal distribution
variance set too large.
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this example with the model run discussed in the previous section, the consequences of

specifying the evolution noise to be too large are less severe than the consequences of

setting the evolution noise to be too small. Specifying the evolution noise to be too large

might even be a good strategy when applying the EnKF to a system where the Kalman

assumptions are likely to be violated.

5.10 Incorrect Evolution Noise Distributions (Tails Too Fat)

To test the robustness of the new methods when incorrectly specifying the evolution

distribution to have tails that are too fat, the Lorenz state-space model was run using an

evolution distribution with Cauchy marginal distributions instead of the correct normal

distributions. Cauchy distributions with the same IQR as the correct normal distributions

were specified. Occasionally large positive or negative noise is generated by the fat-

tailed Cauchy distributions yielding large positive or negative state values. The strong

correlations between neighbouring locations results in runs of large positive or negative

state values. Further iterations of the Lorenz96 model can combine consecutive large

state values into state values of ∞ and −∞. To avoid this outcome the Cauchy noise was

limited so that the maximum and minimum state vectors after the addition of noise were

20 and −20 respectively. Note that in the context of this Lorenz96 model 20 ≡ ∞ and

−20 ≡ −∞. Table 5.18 shows the proportion of locations where the true state is covered

by the 95% credible intervals generated by the five ensembles that approximate the state

distribution. Table 5.19 shows the variance of these ensembles.

The effect of specifying evolution noise marginal distributions that are too fat is to

populate the prediction distribution ensemble with outlying state vectors resulting in a

very spread out prediction distribution ensemble. This can be seen in the coverage of the

prediction distribution ensemble being 100%. The high coverage comes at the cost of a

huge increase in the prediction distribution ensemble variance.

The LPS filter ensemble provides coverage of 96.4% with variance four times larger

than in the perfectly specified case. The MLPS-generated filter ensemble has the same
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coverage as the LPS ensemble but with variance only half the size. The EnKF ensemble

provides poorer coverage and variance than the LPS and MLPS. The standard particle

suffers from weight collapse. In this example the proposed observation update methods

are more robust than the EnKF to specifying the evolution noise distribution with tails

that are too fat.

5.11 Incorrect Evolution Noise Distributions (Tails Too Thin)

To test the effect of specifying evolution noise marginal distributions with tails that are

too thin, a new set of ten true states were constructed using Cauchy evolution noise

marginal distributions in place of the normal distributions used in previous sections.

The Cauchy marginal distributions had the same IQR as the previously used normal

marginal distributions. Observations were generated from these true states using a Cauchy

likelihood. The perfectly specified Lorenz state-space model from Section 5.2 was then run

using these observations. To clarify, the true evolution noise marginal distributions are

now Cauchy and the model is run using incorrect normals. Table 5.20 shows the proportion

of locations where the true state is covered by the 95% credible intervals generated by the

five ensembles that approximate the state distribution. Table 5.21 shows the variance of

these ensembles.

When the evolution noise marginal distributions have tails that are too thin the predic-

tion ensemble has too few extreme particles and the coverage of the prediction distribution

is expected to be poor. This is certainly the case here where the prediction distribution

ensemble coverage is only 69.1%. The variance of the prediction distribution ensemble is,

of course, the same as that in the perfect model scenario.

As discussed in Sections 5.8 and 5.9, observation updates are less effective at repairing a

prediction distribution estimate that is too narrow compared with a prediction distribution

estimate that is too wide. This example is no exception with the LPS and MPLS filter

ensembles only covering the true states at 74.9% and 72.6% of locations respectively. The

EnKF coverage is even poorer at 63.8%. Weight collapse renders the coverage of the
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
2 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
3 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
4 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
5 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
6 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
7 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
8 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
9 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
10 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000
Avg 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.960 0.987 0.943 0.973 0.947 0.963 0.970 0.953 0.973 0.960
2 0.967 0.987 0.933 0.977 0.953 0.953 0.970 0.957 0.983 0.953
3 0.970 0.983 0.943 0.967 0.950 0.960 0.973 0.943 0.970 0.953
4 0.957 0.987 0.933 0.980 0.943 0.960 0.967 0.967 0.983 0.953
5 0.973 0.983 0.940 0.970 0.953 0.963 0.977 0.967 0.980 0.950
6 0.963 0.993 0.940 0.963 0.940 0.957 0.970 0.957 0.977 0.953
7 0.967 0.990 0.937 0.970 0.947 0.963 0.977 0.947 0.977 0.957
8 0.960 0.993 0.943 0.977 0.943 0.967 0.973 0.960 0.980 0.960
9 0.963 0.983 0.943 0.973 0.957 0.960 0.983 0.953 0.977 0.960
10 0.970 0.983 0.933 0.970 0.950 0.967 0.973 0.960 0.987 0.957
Avg 0.965 0.987 0.939 0.972 0.948 0.961 0.973 0.956 0.979 0.956 0.964

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.987 0.983 0.953 0.973 0.947 0.963 0.983 0.963 0.987 0.953
2 0.963 0.983 0.930 0.963 0.953 0.967 0.977 0.963 0.983 0.950
3 0.967 0.980 0.943 0.967 0.953 0.953 0.980 0.963 0.987 0.963
4 0.977 0.983 0.930 0.967 0.960 0.967 0.980 0.953 0.990 0.950
5 0.980 0.977 0.937 0.970 0.953 0.967 0.980 0.953 0.987 0.950
6 0.973 0.983 0.937 0.967 0.947 0.967 0.977 0.963 0.977 0.950
7 0.973 0.987 0.943 0.953 0.950 0.967 0.980 0.957 0.987 0.960
8 0.963 0.977 0.947 0.977 0.950 0.960 0.977 0.963 0.983 0.960
9 0.973 0.977 0.933 0.960 0.943 0.953 0.980 0.953 0.987 0.960
10 0.967 0.987 0.937 0.970 0.953 0.953 0.977 0.960 0.983 0.957
Avg 0.972 0.982 0.939 0.967 0.951 0.962 0.979 0.959 0.985 0.955 0.965

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.133 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.340 0.000
3 0.000 0.000 0.193 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.317 0.000 0.000 0.000 0.000 0.473
6 0.000 0.000 0.000 0.000 0.000 0.000 0.477 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
9 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
10 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.000 0.000 0.019 0.000 0.032 0.000 0.048 0.013 0.034 0.047 0.019

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.970 1.000 0.930 0.990 0.980 0.987 0.983 0.990 0.517 0.983
2 0.450 0.997 0.877 0.987 0.990 0.980 0.920 0.990 0.247 0.913
3 0.890 0.997 0.927 0.990 0.983 0.993 0.937 0.997 0.353 0.973
4 0.480 0.997 0.877 0.993 1.000 0.990 0.823 0.993 0.417 0.993
5 0.987 0.993 0.883 0.993 0.980 0.993 0.853 0.993 0.593 0.847
6 0.490 0.990 0.993 0.993 0.977 0.987 0.790 0.993 0.260 0.993
7 0.903 0.997 0.947 0.973 0.977 0.993 0.983 0.990 0.530 1.000
8 0.913 0.987 0.957 0.993 0.990 0.980 0.810 0.990 0.323 0.867
9 0.780 0.993 0.860 0.997 0.993 0.987 0.880 0.990 0.240 0.867
10 0.670 0.993 0.983 0.987 0.977 0.977 0.910 0.980 0.177 0.980
Avg 0.753 0.994 0.923 0.990 0.985 0.987 0.889 0.991 0.366 0.942 0.882

Table 5.18: Coverage of ensembles when the evolution noise marginal distributions are
specified with tails that are too fat.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 6.043 4.989 4.680 5.124 5.478 4.805 5.086 5.123 4.753 5.469
2 4.810 5.191 5.232 5.884 4.961 5.565 4.663 5.135 4.975 5.681
3 5.214 5.478 5.141 5.563 5.393 4.366 5.542 5.204 5.502 5.714
4 5.029 5.191 5.232 5.211 5.310 5.125 6.000 5.042 5.143 5.865
5 5.542 5.823 5.587 5.087 5.229 5.658 5.062 5.042 5.720 5.623
6 5.260 5.327 5.542 5.013 4.897 4.389 5.962 5.117 6.107 5.865
7 5.743 4.966 5.246 5.444 5.092 5.658 4.754 5.769 4.818 5.600
8 5.299 5.788 5.690 5.393 5.279 5.478 5.029 5.164 5.445 5.173
9 5.221 5.823 5.628 5.617 5.348 5.819 5.394 4.779 5.545 5.173
10 5.715 4.985 5.595 5.835 5.981 5.765 5.789 4.762 5.275 6.104
Avg 5.388 5.356 5.357 5.417 5.297 5.263 5.328 5.114 5.328 5.627 5.347

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.055 0.032 0.050 0.069 0.078 0.068 0.039 0.033 0.108 0.055
2 0.048 0.033 0.047 0.085 0.068 0.061 0.037 0.038 0.093 0.043
3 0.054 0.034 0.055 0.041 0.085 0.073 0.038 0.034 0.113 0.035
4 0.086 0.033 0.047 0.065 0.065 0.055 0.042 0.035 0.055 0.035
5 0.048 0.032 0.057 0.043 0.058 0.059 0.040 0.035 0.055 0.067
6 0.061 0.032 0.057 0.042 0.090 0.081 0.049 0.031 0.096 0.035
7 0.050 0.039 0.058 0.045 0.085 0.059 0.039 0.034 0.150 0.060
8 0.053 0.035 0.054 0.071 0.083 0.065 0.039 0.038 0.120 0.058
9 0.053 0.032 0.061 0.046 0.072 0.061 0.041 0.034 0.064 0.058
10 0.064 0.032 0.047 0.050 0.077 0.060 0.037 0.034 0.154 0.058
Avg 0.057 0.033 0.053 0.056 0.076 0.064 0.040 0.035 0.101 0.050 0.057

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.034 0.022 0.034 0.018 0.028 0.025 0.021 0.027 0.030 0.023
2 0.034 0.021 0.034 0.026 0.028 0.027 0.022 0.026 0.027 0.023
3 0.034 0.022 0.033 0.022 0.028 0.027 0.021 0.026 0.030 0.027
4 0.035 0.021 0.034 0.019 0.030 0.027 0.022 0.027 0.030 0.022
5 0.034 0.021 0.033 0.019 0.027 0.027 0.022 0.027 0.028 0.022
6 0.034 0.021 0.033 0.019 0.029 0.027 0.021 0.027 0.029 0.022
7 0.036 0.021 0.034 0.020 0.030 0.027 0.021 0.026 0.029 0.033
8 0.034 0.022 0.034 0.021 0.032 0.027 0.022 0.026 0.029 0.037
9 0.034 0.021 0.038 0.021 0.029 0.027 0.021 0.026 0.029 0.037
10 0.033 0.021 0.038 0.024 0.030 0.028 0.021 0.026 0.029 0.022
Avg 0.034 0.021 0.035 0.021 0.029 0.027 0.021 0.026 0.029 0.027 0.027

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.003 0.000 0.000
2 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.010 0.000
3 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
5 0.000 0.000 0.000 0.000 0.002 0.000 0.000 0.000 0.000 0.006
6 0.000 0.000 0.000 0.000 0.000 0.000 0.020 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.002
9 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.000 0.000 0.002
10 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.000 0.000 0.000 0.000 0.000 0.000 0.002 0.000 0.001 0.001 0.000

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.827 0.716 0.694 0.734 0.786 0.787 0.913 0.753 0.799 0.794
2 0.731 0.786 0.878 0.832 0.797 0.801 0.772 0.770 0.681 1.018
3 0.826 0.723 0.820 0.891 0.749 0.643 0.800 0.838 0.774 0.814
4 0.769 0.786 0.878 0.757 0.783 0.802 0.847 0.736 0.778 0.795
5 0.750 0.886 0.810 0.662 0.766 0.863 0.790 0.736 0.843 0.772
6 0.856 0.789 0.833 0.727 0.709 0.680 0.886 0.762 0.989 0.795
7 0.819 0.723 0.870 0.750 0.690 0.863 0.799 0.734 0.666 0.847
8 0.832 0.775 0.757 0.879 0.747 0.771 0.810 0.682 0.839 0.769
9 0.764 0.886 0.873 0.786 0.776 0.885 0.745 0.682 0.874 0.769
10 0.813 0.769 0.875 0.806 0.817 0.809 0.962 0.682 0.804 0.951
Avg 0.799 0.784 0.829 0.783 0.762 0.790 0.833 0.737 0.805 0.833 0.795

Table 5.19: Variance of ensembles when the evolution noise marginal distributions are
specified with tails that are too fat.
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standard particle filter ensemble irrelevant.

The variance of the filter distribution ensembles is greater than in the perfectly speci-

fied case. This is because the true state vectors contain more outliers due to the addition

of fat-tailed Cauchy evolution noise, so the observations generated from these true state

vectors are less consistent.

5.12 Conclusion

In this chapter the new methods proposed in Chapters 3 and 4 for applying particle filters

to high dimensional spatial systems have been applied to a simulated system under several

scenarios of correct and incorrect model specification to identify when the new methods

will work well and poorly. Performance of the proposed observation update methods is

compared to the standard particle filter update and the EnKF update.

When the state-space model is specified correctly with a Cauchy likelihood function

both the newly proposed methods work well. Coverage of the true state by 95% credible

intervals based on the prediction distribution ensembles and filter distribution ensembles

generated by the LPS and MLPS occurs for approximately 95% of the locations. Con-

versely, the standard particle filter generates a filter distribution ensemble that covers the

true state at only 6% and the EnKF at only 79% of the locations. The new methods for

carrying out the observation update are a clear improvement over the standard particle

filter and the EnKF for this state-space model. The poor performance of the EnKF is

mostly due to its assumption that the likelihood function is normal when, in fact, the

Cauchy likelihood used is very non-normal. When a normal likelihood function is used

the EnKF ensemble provides coverage of the true state that is close to 95% but with an

ensemble variance that is much smaller than the LPS and MLPS generated ensemble vari-

ances. The conclusion from the model runs using a perfectly specified model is that when

the Kalman assumptions are met, or nearly met, the EnKF will produce more efficient

estimates for the filter distribution than the LPS or MLPS. However, when the Kalman

assumptions are violated the EnKF estimates will provide poor coverage and the LPS
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Prediction Distribution Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.700 0.610 0.467 0.937 0.857 0.677 0.570 0.750 0.837 0.543
2 0.710 0.603 0.460 0.943 0.847 0.687 0.570 0.750 0.820 0.540
3 0.707 0.570 0.460 0.937 0.853 0.687 0.560 0.747 0.840 0.540
4 0.703 0.583 0.443 0.940 0.847 0.663 0.570 0.750 0.833 0.547
5 0.717 0.590 0.470 0.943 0.847 0.667 0.550 0.743 0.823 0.543
6 0.703 0.580 0.463 0.940 0.840 0.673 0.560 0.753 0.817 0.553
7 0.707 0.593 0.460 0.933 0.847 0.680 0.573 0.747 0.827 0.547
8 0.713 0.590 0.467 0.937 0.843 0.680 0.557 0.757 0.823 0.543
9 0.720 0.587 0.463 0.937 0.843 0.667 0.557 0.753 0.820 0.547
10 0.707 0.573 0.453 0.937 0.847 0.673 0.560 0.757 0.857 0.550
Avg 0.709 0.588 0.461 0.938 0.847 0.675 0.563 0.751 0.830 0.545 0.691

Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.750 0.727 0.533 0.947 0.873 0.730 0.673 0.777 0.930 0.577
2 0.750 0.730 0.520 0.940 0.883 0.717 0.670 0.770 0.900 0.567
3 0.733 0.717 0.523 0.943 0.870 0.727 0.680 0.773 0.900 0.573
4 0.737 0.693 0.517 0.953 0.863 0.743 0.693 0.767 0.923 0.570
5 0.743 0.743 0.527 0.940 0.880 0.730 0.693 0.780 0.907 0.570
6 0.737 0.710 0.530 0.947 0.880 0.740 0.673 0.773 0.907 0.577
7 0.743 0.723 0.537 0.940 0.877 0.733 0.703 0.757 0.923 0.590
8 0.740 0.710 0.530 0.937 0.863 0.747 0.683 0.780 0.910 0.597
9 0.743 0.747 0.557 0.937 0.857 0.740 0.663 0.783 0.910 0.593
10 0.743 0.733 0.543 0.927 0.867 0.727 0.683 0.783 0.923 0.563
Avg 0.742 0.723 0.532 0.941 0.871 0.733 0.682 0.774 0.913 0.578 0.749

Marginal Location Particle Smoother Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.740 0.680 0.497 0.940 0.853 0.717 0.637 0.760 0.917 0.543
2 0.737 0.673 0.493 0.933 0.863 0.707 0.653 0.763 0.907 0.540
3 0.743 0.670 0.500 0.950 0.863 0.717 0.643 0.770 0.893 0.550
4 0.747 0.673 0.500 0.930 0.857 0.707 0.627 0.753 0.893 0.543
5 0.733 0.677 0.500 0.937 0.847 0.707 0.643 0.750 0.890 0.547
6 0.737 0.663 0.503 0.937 0.850 0.730 0.640 0.763 0.900 0.540
7 0.737 0.680 0.510 0.937 0.853 0.693 0.650 0.757 0.907 0.550
8 0.727 0.677 0.503 0.933 0.850 0.713 0.643 0.757 0.877 0.557
9 0.747 0.700 0.520 0.933 0.847 0.717 0.627 0.767 0.893 0.543
10 0.730 0.670 0.497 0.923 0.853 0.710 0.630 0.757 0.897 0.543
Avg 0.738 0.676 0.502 0.935 0.854 0.712 0.639 0.760 0.897 0.546 0.726

Standard Particle Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.220 0.000 0.433 0.283 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.280 0.330 0.000 0.000
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.373 0.000 0.000
5 0.447 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.293
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.273 0.000 0.240 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.397 0.000 0.000 0.000 0.000
9 0.000 0.000 0.090 0.000 0.327 0.000 0.000 0.000 0.000 0.000
10 0.453 0.000 0.000 0.453 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.090 0.022 0.009 0.089 0.088 0.040 0.052 0.070 0.000 0.029 0.049

Ensemble Kalman Filter Update Generated Ensemble Coverage
Trial Truth and Obs Set Avg

1 0.627 0.790 0.237 0.937 0.857 0.047 0.493 0.717 0.843 0.340
2 0.650 0.770 0.350 0.930 0.763 0.170 0.497 0.777 0.883 0.217
3 0.720 0.730 0.247 0.973 0.830 0.590 0.530 0.560 0.980 0.163
4 0.700 0.780 0.437 0.973 0.763 0.557 0.470 0.670 0.870 0.487
5 0.770 0.817 0.297 0.933 0.803 0.113 0.497 0.590 1.000 0.540
6 0.673 0.767 0.297 0.983 0.850 0.447 0.480 0.770 0.960 0.330
7 0.733 0.787 0.363 0.920 0.843 0.413 0.527 0.647 0.907 0.383
8 0.753 0.773 0.350 0.963 0.780 0.453 0.567 0.527 0.963 0.450
9 0.737 0.767 0.273 0.963 0.737 0.503 0.533 0.687 0.927 0.477
10 0.717 0.787 0.360 0.940 0.653 0.117 0.493 0.687 1.000 0.547
Avg 0.708 0.777 0.321 0.952 0.788 0.341 0.509 0.663 0.933 0.393 0.638

Table 5.20: Coverage of ensembles when the evolution noise marginal distributions are
specified with tails that are too thin.
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Prediction Distribution Ensemble Variance
Trial Truth and Obs Set Avg

1 0.079 0.080 0.082 0.078 0.078 0.078 0.079 0.078 0.082 0.079
2 0.079 0.083 0.075 0.080 0.081 0.079 0.079 0.081 0.078 0.077
3 0.081 0.079 0.077 0.080 0.078 0.080 0.081 0.081 0.082 0.079
4 0.078 0.081 0.076 0.079 0.079 0.079 0.081 0.080 0.080 0.079
5 0.080 0.080 0.079 0.080 0.080 0.078 0.079 0.080 0.079 0.077
6 0.076 0.081 0.079 0.079 0.079 0.080 0.078 0.079 0.080 0.080
7 0.080 0.082 0.079 0.078 0.077 0.079 0.083 0.079 0.080 0.077
8 0.079 0.080 0.078 0.080 0.077 0.081 0.080 0.082 0.077 0.079
9 0.079 0.080 0.081 0.080 0.079 0.082 0.078 0.080 0.079 0.080
10 0.079 0.079 0.076 0.078 0.081 0.078 0.079 0.080 0.082 0.080
Avg 0.079 0.080 0.078 0.079 0.079 0.079 0.080 0.080 0.080 0.079 0.079

Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.027 0.030 0.047 0.013 0.022 0.028 0.045 0.028 0.018 0.044
2 0.027 0.031 0.044 0.014 0.023 0.028 0.040 0.029 0.018 0.042
3 0.029 0.032 0.043 0.014 0.022 0.028 0.041 0.028 0.018 0.043
4 0.027 0.030 0.042 0.014 0.021 0.028 0.041 0.028 0.018 0.043
5 0.028 0.032 0.044 0.013 0.021 0.030 0.040 0.029 0.017 0.044
6 0.027 0.029 0.043 0.013 0.022 0.027 0.040 0.028 0.017 0.043
7 0.029 0.029 0.047 0.013 0.022 0.028 0.044 0.027 0.018 0.044
8 0.026 0.032 0.045 0.014 0.022 0.030 0.043 0.029 0.018 0.043
9 0.029 0.031 0.053 0.014 0.020 0.027 0.040 0.028 0.018 0.045
10 0.027 0.031 0.046 0.013 0.023 0.028 0.039 0.029 0.018 0.042
Avg 0.028 0.031 0.045 0.013 0.022 0.028 0.041 0.028 0.018 0.044 0.030

Marginal Location Particle Smoother Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.027 0.044 0.036 0.014 0.020 0.027 0.038 0.023 0.018 0.031
2 0.026 0.035 0.032 0.014 0.019 0.027 0.036 0.023 0.018 0.031
3 0.028 0.036 0.033 0.015 0.020 0.026 0.037 0.024 0.018 0.033
4 0.026 0.037 0.032 0.015 0.019 0.026 0.037 0.025 0.019 0.033
5 0.026 0.040 0.033 0.015 0.021 0.026 0.037 0.025 0.018 0.032
6 0.026 0.038 0.033 0.014 0.020 0.026 0.036 0.024 0.018 0.033
7 0.027 0.039 0.034 0.014 0.020 0.027 0.038 0.023 0.019 0.032
8 0.025 0.037 0.033 0.015 0.020 0.028 0.039 0.023 0.019 0.033
9 0.028 0.039 0.036 0.015 0.020 0.026 0.039 0.024 0.018 0.033
10 0.027 0.036 0.032 0.014 0.019 0.028 0.038 0.023 0.018 0.033
Avg 0.027 0.038 0.033 0.015 0.020 0.027 0.038 0.024 0.018 0.032 0.027

Standard Particle Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
2 0.000 0.002 0.000 0.004 0.001 0.000 0.000 0.000 0.000 0.000
3 0.000 0.000 0.000 0.000 0.000 0.000 0.012 0.003 0.000 0.001
4 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.005 0.000 0.000
5 0.019 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.017
6 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
7 0.000 0.000 0.000 0.000 0.002 0.000 0.003 0.000 0.000 0.000
8 0.000 0.000 0.000 0.000 0.000 0.011 0.000 0.000 0.000 0.000
9 0.000 0.000 0.005 0.000 0.001 0.000 0.000 0.000 0.000 0.000
10 0.031 0.000 0.000 0.001 0.000 0.000 0.000 0.000 0.000 0.000
Avg 0.005 0.000 0.001 0.001 0.000 0.001 0.001 0.001 0.000 0.002 0.001

Ensemble Kalman Filter Update Generated Ensemble Variance
Trial Truth and Obs Set Avg

1 0.022 0.024 0.023 0.025 0.022 0.026 0.025 0.024 0.030 0.024
2 0.024 0.025 0.021 0.024 0.023 0.024 0.022 0.023 0.025 0.025
3 0.024 0.025 0.023 0.026 0.025 0.023 0.024 0.023 0.028 0.026
4 0.025 0.026 0.022 0.024 0.024 0.022 0.023 0.026 0.023 0.025
5 0.024 0.023 0.024 0.025 0.026 0.025 0.022 0.023 0.026 0.025
6 0.023 0.025 0.024 0.023 0.027 0.027 0.022 0.027 0.024 0.024
7 0.027 0.025 0.024 0.026 0.024 0.023 0.024 0.022 0.024 0.024
8 0.024 0.023 0.024 0.022 0.022 0.021 0.024 0.025 0.024 0.023
9 0.026 0.024 0.026 0.022 0.020 0.026 0.023 0.024 0.027 0.025
10 0.025 0.025 0.026 0.023 0.026 0.025 0.022 0.028 0.020 0.025
Avg 0.024 0.025 0.024 0.024 0.024 0.024 0.023 0.025 0.025 0.025 0.024

Table 5.21: Variance of ensembles when the evolution noise marginal distributions are
specified with tails that are too thin.
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and MLPS methods are preferred. When the likelihood function is high dimensional the

standard particle filter update will always produce poor Monte Carlo estimates for the

filter distribution because of weight collapse.

Under most of the conditions considered in this chapter the filter distribution samples

generated by the LPS have better or equal coverage of the true state and lower or equal

variance than samples generated from the MLPS. In general, the LPS should be used in

preference to the MLPS where possible. See Chapter 4 for the conditions that preclude

the use of the LPS.

The LPS and MLPS were more robust than the EnKF with respect to all of the

incorrect model specifications considered in this chapter. This is important because in

practice it is often difficult to specify the components of the state-space model with

confidence.

These experiments show that the state estimates are more sensitive to the specifica-

tion of the evolution equation than the observation equation. They also show that state

estimates are more sensitive to the specification of the evolution and observation noise

distributions than to the specification of the parameters that characterise those distribu-

tions. The filter distribution estimates are more sensitive to a prediction distribution that

is too narrow than a prediction distribution that is too wide.

The proposed methods are more complicated than the standard particle filter or EnKF

and this is reflected in the time taken to run each method. The standard particle filter

observation update takes 0.034 seconds and the EnKF update 7 seconds. The LPS and

MLPS take 2, 100 seconds and 2, 600 seconds respectively. The time taken to run the

LPS increases with the number of observed locations. The time taken to run the MLPS

increases with both the number of locations and the number of observed locations. In

this study all of the locations were observed and the run time for the LPS and MLPS are

similar. In applications where there are locations that are not observed the LPS run time

will be smaller than the MLPS run time.



Chapter 6

Real Application

6.1 Introduction

This chapter describes an application of the new methods introduced in Chapters 3 and 4

to a real ecosystem modelling problem. The ecosystem modelled is the low trophic level

marine ecosystem located in the top 350 metres of the open ocean site approximately

200 kilometres South-East of Bermuda in the Sargasso Sea (see Figure 6.1). The model

summarises the ecosystem using five biological states:

• Phytoplankton (PHY) - microscopic, mostly single-celled, algae

• Dissolved inorganic nitrogen (DIN)

• Detritus (DET) - dead organic particles

• Chlorophyll (CHL)

• Oxygen (OXY)

The five biological state variables are realised over 350 one metre layers in the water

column, yielding a total biological state dimension of 1, 750. All of the state variables are

considered to be horizontally homogeneous.

127
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Figure 6.1: Location of the BATS data
collection site.
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Figure 6.2: Date and Depth of BATS
samples.

The ecosystem model is a coupled physical-biological model with the physical com-

ponent governing the movement of water between the layers. The movement of water

contributes to the transportation of the biological states between the layers. The biolog-

ical model describes the interactions between the biological states within each layer. The

fine spatial resolution is required for accurate representation of eddies by the physical

model. There is no feedback from the biological states to the physical model allowing the

coupled model to be run in two stages: first the physical model is run and the biological

states are moved between the layers accordingly, then the biological model is run.

Observations come from the Bermuda Atlantic Time-Series Study (BATS), a project

that collects measurements relevant to understanding biogeochemical cycles from the

model site [186] [http://bats.bios.edu/]. BATS data is available at approximately monthly

intervals at a variety of depths from 1988 through to 2003. The date and depth of the

BATS measurements are plotted in Figure 6.2. The time-series that will be modelled is

the span from March 1989 until January 1991.

The objective of this application is to estimate the distribution of the biological states

through time conditioned on the observations available up to and including the estimated

time-step. That is, to estimate the 1, 750-dimensional filtering distributions. This is

achieved using a state-space model that employs the coupled physical-biological model
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as the deterministic part of the evolution equation. It is important to note that the

construction of the deterministic model is not part of the work conducted for this thesis.

This model was provided by Mattern et. al. [144]. Embedding the deterministic model

into the state-space framework is work conducted for this thesis.

All differential equations are solved using a second order modified Patankar Runge-

Kutta scheme [31].

6.2 The Deterministic Model

6.2.1 The Physical Model

The physical model exists to provide a mechanism for moving the biological state concen-

trations between the spatial locations, with the physical states themselves of no interest.

The physical model is not included in the state-space framework, instead being solved de-

terministically with the same point estimate for the physical states used for each biological

particle.

The physical model code comes from the General Ocean Turbulence Model (GOTM)

[30] [www.gotm.net] which is a collection of Fortran 90 subroutines designed specifically

for running physical mixing models in open ocean settings. GOTM incorporates a number

of options for computing turbulent fluxes from which the k-ε scheme [174] was selected.

Under this scheme GOTM solves the following momentum equations:

du

dt
− d

dz
(Kt

du

dz
)− fv = Fu (6.1)

dv

dt
− d

dz
(Kt

dv

dz
)− fu = Fv (6.2)

where u and v are the velocities of water passing through each location in the east-west

and north-south directions respectively. Fu and Fv are sources and sinks of momentum

caused by pressure gradients in salinity and temperature (physical states estimated by

the model) and wind at the sea surface (available from observations that are assumed to

have no noise). Kt is the turbulent viscosity of the water while fu and fv represent the
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influence of Coriolis force on v and u respectively. These water velocities are the drivers

for hydrodynamic phenomenon such as eddies that cause the vertical turbulent mixing

that moves the biological state concentrations between locations. Soluble state variables

are mixed at the same rate as water, while particulate state variables mix somewhat more

slowly than water due to inertia.

In addition to turbulent mixing, state variables also mix diffusively in the vertical

direction by the following equations:

dX

dt
− d

dz
(K∗

t

dX

dz
) = FX (6.3)

whereX represents a state variable (salt, temperature or a biological state variable), FX is

the sinks and sources of that state variable and K∗
t is the diffusivity of the state variables

which is considered standard across all state variables.

6.2.2 The Biological Model

Once the state concentrations have been moved between the layers by the physical model,

the interactions between the components of the biological model are calculated and the

states are updated to complete the model iteration. The core of the biological model

consists of the three states PHY, DET and DIN measured by concentrations of nitrogen

(mmol nitrogen per m3). Nitrogen is the limiting nutrient on PHY growth in most open

ocean settings [22] [188]. PHY growth consumes DIN. PHY mortality produces DET and

DET re-mineralises into DIN. These processes are modelled by the cycling of nitrogen

between state variables. The biological model is completed by the two additional states

OXY and CHL which are not nitrogen based. OXY, measured in mmol per m3, is created

as a by-product of PHY growth with no feedback into the core nitrogen cycle. OXY is

kept near equilibrium at the surface by an air-sea exchange. CHL, measured in mg per

m3, is also generated by PHY growth and is removed by PHY mortality. CHL has no

direct input into the nitrogen cycle, but shades out light thereby reducing PHY growth at

lower layers. The interactions between biological state variables that are resolved at each
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Figure 6.3: Biological state interactions.

layer are summarised in Figure 6.3 and the role of each state variable in the ecosystem is

described in the following paragraphs.

Phytoplankton is the collective name for a diverse group of mainly single-celled mi-

croscopic aquatic organisms that generate energy from photosynthesis. As the dominant

primary producers in marine environments, PHY are the basis of marine food webs, mak-

ing them vital for the well-being of marine ecosystems. PHY rely on the availability

of light and nutrients for production. As light passes through water, its intensity de-

creases exponentially, making the availability of light inversely related to depth in the

water column. Conversely, the majority of nutrients in the open ocean originate from

composting-type processes occurring at the sea floor. The distinct locations of the two

requirements for PHY production leads to strong seasonal dynamics [22] [74].

The limiting nutrient for a low trophic level marine ecosystem is the nutrient which is

holding back PHY production. That is, if that nutrient was provided and light conditions

were adequate, PHY growth would occur. In most marine waters the limiting nutrient is

nitrogen [22] [188], and the only nutrient included in this model is DIN. If another nutrient

(for example phosphorus or silicate) was to become limiting due to the exhaustion of DIN

then the model would over-predict PHY.

DET is re-mineralised into DIN through composting-type processes that occur mostly

at the sea floor. PHY production relies on mixing of the deep and surface waters to bring
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DIN up to parts of the water column that are also light rich.

CHL is contained in all PHY organisms because it is required by PHY for photosyn-

thesis. The weaker the light conditions the more CHL is required so PHY in deeper water

tend to produce and contain more CHL.

OXY is produced as a by-product of PHY photosynthesis and consumed by DET re-

mineralisation. The concentration of OXY at the surface is kept at an equilibrium by the

exchange of gas at the sea surface.

Low trophic level marine ecosystem models often include a state for zooplankton,

which are microscopic animals that graze on PHY [74] [78]. There is no zooplankton

state used here so the model representation of PHY mortality may be too simplistic. This

is particularly likely a short time after a PHY bloom, when zooplankton numbers, and

therefore grazing, increase rapidly due to the abundance of food.

Typical seasonal dynamics for a low trophic level marine ecosystem are now described.

Winter

During winter PHY productivity is limited by low light availability arising

from diffuse sunlight, short days and deep mixing from storminess reducing

the time PHY individuals spend near the surface. Deep mixing also transports

nutrients to the surface from lower layers.

Spring

In springtime, rising air temperatures heat the surface water. This creates a

thermocline - a warm layer at the surface of a body of water - which traps

PHY near the surface in water that is rich in nutrients exposing them to in-

creasing light intensity. Both of the conditions for PHY productivity are met,

triggering a spring bloom - an exponential increase in PHY production. Nu-

trient depletion eventually limits production and zooplankton grazing reduces

PHY abundance.

Summer

PHY production remains low throughout summer because more stable weather
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conditions reduce deep mixing and thus replenishment of nutrients. The con-

tinued existence of a thermocline further limits nutrient movement to the

surface.

Autumn

In autumn a second, smaller bloom can occur if increased storminess causes

mixing of surface and deeper waters followed by a calm period that allows the

re-formation of the thermocline in the presence of adequate light. Otherwise

PHY production remains low into winter.

In the biological component of the ecosystem model the interactions between the

biological states are governed by the following differential equations:

FPHY =µPHY −mPHY − wPHY
dPHY

dz

FDET =mPHY − rDET − wDET
dDET

dz

FDIN =− µPHY + rDET

FCHL =ρµPHY −mCHL− wPHY
dCHL

dz

FOXY =rOµPHY − rOrDET

where FX denotes the change in the state variable X as introduced in equation (6.3).

The parameters µ, m , r, wP and wD from the core states represent the PHY growth

rate, PHY mortality rate, re-mineralisation rate of DET and the sinking rates of PHY

and DET respectively. OXY and DIN do not sink because they are dissolved in and

therefore completely supported by the water. The sinking rate for CHL is the same as

the sinking rate for PHY because CHL is contained within PHY. The proportion of PHY

growth dedicated to producing CHL is denoted by ρ, which varies with the available light

conditions [82] [83]. Finally, rO is the rate at which OXY is produced by PHY growth

and consumed by DET re-mineralisation.

The PHY growth rate (µ) depends on the concentration of DIN, water temperature



134 CHAPTER 6. REAL APPLICATION

and the available light according to the equation:

µ =µmaxf(l)LDIN

where LDIN = DIN
kDIN+DIN and kDIN is the half saturation concentration for DIN. The

maximum growth rate for PHY, µmax, depends on the temperature of the water, T , and

µ0, the PHY growth rate at 0oC according to the equation µmax = µ01.066
T . The amount

of light available for photosynthesis at depth z is given by:

l = l(z) = l00.43e
−zKwater−

∫ z

0 KCC(ν)dν (6.4)

where l0 is the incoming light at the ocean surface, 0.43 is the proportion of light with

a wavelength that is suitable for photosynthesis and Kwater and KC are the shading

coefficients for water and CHL respectively. When light levels are high not all of the

available light is used for PHY growth. This is managed through the equation: f(l) =

αl√
µ2
max+α2l2

with the parameter α being an initial slope for f .

The proportion of PHY growth dedicated to producing CHL is given by ρ = ΘµPHY
α/CHL

where Θ is the maximum ratio of CHL to PHY concentration.

At the upper-most layer an additional term is added to the OXY equation to manage

the exchange of gas between the air and sea. This additional term can be either a source

or sink for OXY depending on whether the OXY concentration is greater or less than the

saturation concentration. The surface OXY equation is:

FOXY =rOXY µPHY − rOXY rDET +
vk

h
(OXYsat −OXY )

where vk is the gas exchange coefficient for OXY which depends on the wind speed near the

ocean surface according to vk = 0.31u210
√

660/Sc [201]. In this equation: u210 is the wind

speed 10 metres above the ocean surface; Sc is the Schmit number calculated using the

following polynomial in temperature Sc = 1953.4−T (128.0−T (3.9918−0.050091T )) [201];

h is the thickness of the top-most layer; and OXYsat is the OXY saturation concentration.
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The OXY saturation concentration is calculated using a rather complicated formula from

[80] which is not re-stated here.

It is worth re-iterating that the development of this model is not the work of the

author of this thesis. Further details about the model can be found in [143] and [144].

This research is focused on state estimation and the parameter values listed in Table 6.1

were taken directly from [143] [144] and considered fixed.

Param Value Description

m 0.05 PHY mortality rate per day
µ0 0.5 PHY growth rate per day at 0oC
r 0.04 DIN Re-mineralisation rate per day

KN 0.7 DIN half-saturation concentration
Kwater 0.05 Shading coefficient for water
KC 0.03 Shading coefficient for CHL
α 0.25 Initial slope of f
Θ 6 Maximum CHL to PHY ratio
rO 8.625 OXY production/consumption rate
wP 0.1 Sinking rate for PHY
wD 0.2 Sinking rate for DET

Table 6.1: Parameter values for the biological model.

Ecosystem models can become numerically unstable when the state variables get very

close to zero. To avoid this outcome, the state variable minimums listed in Table 6.2 are

enforced .

State Variable Phy DIN Det Oxy Chl

Minimum 0.00005 0.00003 0.00006 0.00003 18.0

Table 6.2: Minimums enforced for each state variable.

This model of the BATS ecosystem is very simple compared to other low trophic

level marine ecosystem models in the literature (see, for example, [117] [145] [74] [4] and

in particular [8] [76] [130] for a discussion about complexity in low trophic level marine

ecosystem models). Low trophic level marine ecosystem models often require a state

variable for zooplankton which grazes on PHY and limits PHY blooms. Separate states

for different species or sizes of PHY and zooplankton are commonly required, as is the
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inclusion of multiple nutrient types. The simple model used here is not expected to

accurately predict all aspects of the BATS ecosystem.

6.3 Observations

6.3.1 Physical Model Observations

Mixing and momentum due to the interactions between the sea and atmosphere at

the ocean surface use data from the National Oceanic and Atmosphere Administration

(NOAA) [http://www.esrl.noaa.gov] including air pressure, humidity, air temperature and

wind speed in the East-West and North-South directions. These observations are taken

daily and in the model it is assumed that they are constant over the course of each day

and that they are observed with no error.

Pressure gradients between the layers are calculated using the physical model states

temperature and salinity. Initial states are specified by interpolating and extrapolating

BATS temperature and salinity observations across the layers. Salinity at the surface is

informed by evaporation due to solar radiation which is set to reasonable values according

to the time of year, time of day and longitude and latitude of the model site.

The physical state variables themselves are not of interest, only existing to provide

a realistic setting for the biological model. To ensure that the transportation of the

biological states by the physical model is realistic the physical states are ‘nudged’ towards

the BATS observations [173] [140], as is demonstrated for a hypothetical state variable in

Figure 6.4.

6.3.2 Biological Model Observations

The solar radiation available for photosynthesis is set to reasonable values according to

the time of year, time of day and longitude and latitude of the water column. Wind

speed, which is an input into the air-sea exchange of OXY is set using the daily NOAA

observations. Both of these sources of information are assumed to be measured with no
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time

0 1 2 3 4 5

Figure 6.4: Example of nudging constraining dynamic model nowcasts and hindcasts (blue
circles are model predictions, red crosses are observations).

error.

BATS provides direct observations for DIN, CHL and OXY. Additionally there are

observations of particulate organic nitrogen (PON) which is assumed to be the sum of

PHY and DET. These observations are made by analysing water samples taken at specified

depths in the water column. Observations from the time span of interest from March 1989

until January 1991 are shown in Figure 6.5. It is these observations that will be used to

update model estimates using a state-space model and the new methods proposed in

Chapters 3 and 4.

6.4 Deterministic Model Run

A deterministic run of the GOTM model for the BATS site was run from 25/03/1989 until

04/01/1991. The start time was chosen to allow the initial state vector to be generated

using the interpolation and extrapolation of the observations taken on 25/03/1989 shown

in Figure 6.6. Following the lead of Mattern et. al. [144] [143], PHY was assumed to be

0.3 × PON and DET was assumed to be 0.7 × PON . There were no CHL observations

available on 25/03/1989. The first step in generating an initial state for CHL was to

calculate the average CHL : PON ratio at each layer from interpolations and extrapola-

tions of surplus PON and CHL observations. Surplus observations come from time-steps

before the model start date and after the model end date. The CHL initial state was then

generated by applying the CHL : PON ratio to the interpolated and extrapolated PON
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Figure 6.5: BATS observations from March 1989 until January 1991.

from the observations taken on 25/03/1989. The initial values for each state variable is

shown in Figure 6.7.

The results from this deterministic model run are provided in the filled contour plots

of Figures 6.8 to 6.12. Layers which are homogeneous across the whole time-series are

not shown. For example the PHY plot shows the layers from the surface down to −150m

because below −150m there is no biology due to the poor light conditions. In these plots

the deterministic model can be seen to be producing the correct kinds of seasonal effects.

The PHY filled contour plot shows the bloom that is expected in the spring followed by

sinking and low production in the other seasons. DIN remains at a steady high level in

deep waters where it is replenished by organic processes. There is greater mixing of DIN

into shallower waters during the winter. Any DIN that mixes right up to the surface

is quickly consumed by PHY. DET concentrations closely follow PHY concentrations

because they are sourced by PHY mortality. CHL concentrations also follow the PHY

concentrations because CHL only exists within the PHY organisms. CHL concentrations
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Figure 6.8: PHY from deterministic model
run.
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Figure 6.9: DIN from deterministic model
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Figure 6.10: DET from deterministic model
run.
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Figure 6.11: CHL from deterministic model
run.
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Figure 6.12: OXY from deterministic model
run.

tend to be more intense in deep waters because PHY requires more CHL for adequate

photosynthesis in low light conditions. OXY is more abundant at the surface where it is

kept at a steady state by the air-sea exchange. This deterministic model run shows that

the model is stable over the time scale considered and makes reasonable model estimates.

These model estimates are compared to observations by plotting the model estimates at

all time points and overlaying observations from the model period in Figure 6.13. The

model estimates are in the correct range, although for DIN and OXY the estimates occupy

a range that is too narrow.

6.5 Specification of the State-Space Model

Specifying a state-space model requires specifying an evolution equation (2.2), an obser-

vation equation (2.3) and an initial distribution (2.1). These are covered in the following

three subsections.
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Figure 6.13: Model estimates and observations at all time points.

6.5.1 The Evolution Equation

The evolution equation (2.2) has two parts that must be specified: a deterministic model

for moving the states forward one time-step, ht(xt|xt−1); and the distribution of the error

associated with that model, rt. The deterministic model has been described in Section

6.2.

In the literature it is standard practice to state rt without any justification [59] [152]

[27]. For this application insight into the deterministic model errors is provided by exam-

ining the residuals between model predictions and observations. This is imperfect because

it confounds the observation error, ut, with rt, but was the best information available and

an improvement over standard practice. The method for calculating the residuals is now

described.

Surplus observations occurring at each observation time from January 1995 until Jan-

uary 2000 are interpolated and extrapolated to provide a pseudo-observation for DIN,
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Figure 6.14: 53 sets of Pseudo-residuals (light blue lines) with a zero line (dark blue).

CHL, OXY and PON at every layer. It is important that these observations are distinct

from the observations used in the time-series that will be modelled. PON observations

were split into PHY and DET using PHY = 0.3 × PON and DET = 0.7 × PON as

specified in [143] and [144]. To calculate a single 1750-dimension residual, the state vec-

tor is set at the pseudo-observation for time t, then the deterministic model is run until

the next pseudo-observation time, t + k. The residual is calculated by subtracting the

deterministic model prediction at time t + k from the pseudo-observation at time t + k.

Repeating this process netted 53 sets of pseudo-residuals. Each residual was standardised

by dividing by the number of days the model was run, yielding a daily residual. The

pseudo-residuals are plotted in Figure 6.14 along with a zero line. A kernel density esti-

mate for the marginal residual distribution for each state at -50, -150 and -250 metres is

plotted in Figure 6.15. The horizontal pink lines in Figure 6.14 show depths featured in

the kernel density estimate plots.

These plots show a number of features to be considered when defining h∗t (xt|xt−1).
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Figure 6.15: kernel density estimates for residuals at -50, -150 and -250 metres deep.

The spread and magnitude of the residuals is quite different at different layers and for

different state variables, requiring all 1, 750 marginal distributions to be parametrised

separately. Also, nearby residuals are highly correlated. Finally, the residuals are not

always symmetrical about zero implying that the h(xt|xt−1) is biased for some states and

depths. For example the residuals imply a negative model bias for deep DET and shallow

DIN states and a positive model bias for deep PHY. It is possible to centre h∗t (xt|xt−1) at

h(xt|xt−1)− b to account for the bias b, but this was not done in this application because

of the imperfection of the data available for estimating b.

The evolution equation is used to define the evolution distribution which is centred at

the state predicted by the deterministic model, h(xt|xt−1), with distributional properties

inherited from the model error, rt. The prediction step of the particle filter requires

drawing a sample from the evolution distribution. The evolution distribution for the 1, 750

dimension non-negative state vector that characterises this ecosystem will be specified

using a copula according to the the new method proposed in Chapter 3.
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The first step in copula choice is to consider the practical limitations of candidate

copulas and the target distribution. In this case the copula needs to support high cor-

relations and high dimensions and be fast to sample from. It is possible to use a pair

copula (also called vine and tree copulas) [13] [1] to define such a distribution using a

hierarchy of bi-variate copulas. However in 1, 750 dimensions the number of bi-variate

copulas required is impractical. For example see the complex form of a five dimension

pair copula in [95] and note that the complexity will increase exponentially with the di-

mension. Instead, following the lead of Klüppelberg and Kuhn [124] and Kojadinovic and

Yan [125], attention is restricted to elliptical copulas for this high dimensional problem.

A choice now needs to be made between a normal copula parametrised by a correlation

matrix and a t-copula parametrised by a correlation matrix and degrees of freedom.

The empirical correlation matrix calculated from the deterministic model residuals

is used to parametrise both the normal and t copulas. A multiplicative adjustment of

0.999 is made to remove any non-diagonal ones, with diagonal elements restored to one.

A contour plot displays regions of high and low correlation in Figure 6.16. Extremely

high correlations along the diagonal confirm that states at neighbouring depths are very

correlated, and further, that the correlation persists for many layers, particularly for deep

layers and for PHY. The residuals are generally positively correlated except for DIN which

tends to be negatively correlated with the residuals for the other states. The band of low

correlation that can be seen approximately one-fifth the way down the water column is

due to the changing location of the thermocline, which is a layer of warm water that is

trapped at the surface by convection. The location of the thermocline plays a crucial

role in this ecosystem because it dictates how deeply the nutrient-rich waters of the deep

mix with the light-rich waters near the surface. Abrupt changes in states can occur

either side of the thermocline, and its changing location with the seasons causes these

weaker correlations. This 1, 750 by 1, 750 correlation matrix comprises more that 1.5

million individual correlations. In some applications the size of this correlation matrix

may be too large to estimate or manage. The number of parameters can be reduced

by assuming that the correlation matrix has some particular structure. For example,
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assuming that residuals separated by more than 20 layers are uncorrelated reduces the

correlation matrix to a strip either side of the diagonal. In this application the availability

of surplus observations allows the entire correlation matrix to be used.

Two candidate elliptical copulas - the normal copula and the t-copula with 1 degree

of freedom - are checked, with a t-copula with greater degrees of freedom being evaluated

only if the tail fatness of the residuals falls between these two candidates. To inform

copula choice, samples from the two candidate copulas were plotted for a selection of

state and layer pairs, overlaid by the standardised ranks of the data (see Figure 6.17 for

some examples). Many more state-layer combinations were considered, although not the

complete set of 1.5 million. These plots demonstrate that an elliptical copula is a good

choice because the association is symmetric in each tail. They also show that the tails of

the t-copula are too fat while the normal copula appears to be an appropriate selection.

On this basis the normal copula will be used to model the association between residuals.

With the copula chosen, the next task is to specify the univariate marginal distribu-

tions for h∗t (xt|xt−1). Each marginal distribution will be centred at h(xt|x(i)t−1) meaning

that a distinct distribution must be derived for each time-step, state, layer and particle,

with each distribution sampled exactly once. These marginal distributions must:

• be non-negative

• be centred on h(xt|xt−1)

• have variance equal to the residual variance by state and depth (constant variance

across time and particles)

• support long tails (see Figure 6.15)

• be fast to sample from.

Three obvious candidates are the log-normal, gamma and inverse-gamma distributions

[111]. The chosen distribution will be parametrised using the method of moments because

the number of distributions to define prohibits more complex likelihood based parametri-

sations.
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Figure 6.16: Contour plot for the empirical residual correlation.
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Figure 6.17: Plots of copula samples (o) overlaid with standardised pseudo-residual ranks
(+).
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The log-normal distribution is the distribution of a random variable whose natural

logarithm is normally distributed. If Y is normally distributed then X = eY has a log-

normal distribution. The log-normal distribution is parametrised by µ and σ2, the mean

and variance of the underlying normal distribution respectively. The mean and variance of

the log-normal distribution are E = eµ+
σ2

2 and V = (eσ
2 − 1)e2µ+σ2

. These can be solved

for µ and σ2 so that knowledge of the mean and variance of a sample from the log-normal

distribution can be used to estimate the parameters by the method of moments:

σ2 = loge(
V

E2
+ 1) (6.5)

µ = loge(E) − σ2

2
(6.6)

The gamma distribution also has two parameters: the scale parameter Θ and the shape

parameter k. The mean and variance of the gamma distribution are given by: E = kΘ

and V = kΘ2 respectively. These can also be solved so that knowledge of the mean and

variance of a sample from the gamma distribution can be used to estimate the parameters

by the method of moments:

Θ =
V

E
(6.7)

k =
E2

V
(6.8)

The inverse-gamma distribution is the distribution of a random variable whose reciprocal

has a gamma distribution. The inverse gamma distribution has two parameters: a shape

parameter α and a scale parameter β. The mean and variance of the inverse gamma

distribution are E = β
α−1 and V = β2

(α−1)2(α−2)
respectively. These can be solved so that

knowledge of the mean and variance of a sample from the inverse-gamma distribution can

be used to estimate the parameters by the method of moments:
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α =
E2

V
+ 2 (6.9)

β =
E3

V
+ E (6.10)

Using these derivations the mean and variance of the required marginal distribution can

be used to define the parameters of each distribution. The variance of each marginal

distribution is set at the residual variance by state and layer (and is the same across

particles). The mean of each marginal distribution is set at the output of the deterministic

part of the evolution equation for each state, layer and particle, h(xt|x(i)t−1).

To assess the appropriateness of the three candidate marginal distributions parametrised

by their mean and variance they are plotted together along with the model prediction

(which is the common mean of all three distributions). Figure 6.18 shows that when

the model prediction is far from zero these distributions are similar, to such an extent

that they obscure each other in the first plot. In this plot all of the candidates seem to

be appropriate for use as marginal distributions with probability mass surrounding the

deterministic model prediction. However, when the model prediction is near zero these

distributions appear less appropriate. Figure 6.19 shows that for each of the candidate

distributions to have the specified mean and variance, they place the bulk of their proba-

bility mass below the model prediction with a long right tail to compensate. This is not

the pattern seen in the residual plots (Figures 6.14 and 6.15).

An ideal marginal distribution would have equal probability mass on either side of the

deterministic model prediction. This requires parametrising the distributions through the

method of moments using the median instead of the mean. The only distribution in the

set of candidates with a closed form median is the log-normal where M = eµ. Solving for

µ and σ2 yields:

µ = loge(M) (6.11)
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σ2 = loge(
M2 +

√
M2 + 4VM

2M2
) (6.12)

In fact there are two solutions that solve for σ2 but only one of them is defined for

positive M and V . Figure 6.20 shows the median defined log-normal density with half

the probability mass either side of the centre of the distribution at the model prediction.

The marginal distributions for h∗t (xt|tt−1) are chosen to be log-normal parametrised

by their median.

All the components required to define h∗t (xt|xt−1) are now in place: a normal copula

with log-normal margins parametrised by the residual variance and the model prediction

as the distribution median. A comparison between noise generated by h∗t (xt|xt−1) and

the real residuals is provided in Figure 6.21. Note that the real residuals are identical to

those shown in Figure 6.14. There are some differences between the real and generated

residuals. The modelled residuals don’t display any of the biases seen in the real residuals

and the real residuals tend to be peakier with thinner tails. The noise generated by

h∗t (xt|xt−1) being fatter-tailed than the residuals is acceptable from a practical viewpoint

because it will decrease the risk of divergence between predictions and observations.

6.5.2 The Observation Equation

The observation equation (2.3) is composed of two parts, both of which must be specified.

First the relationship between observations and states is defined by gt(xt) which is specified

through knowledge of the measurement system. For example if the observations are

a direct measurement of the states then gt(xt) should be specified as: gt(xt) = xt. The

distribution of the error in the measurement process, denoted ut, is more difficult to specify

with confidence. In the literature the observation error distribution is often assumed

without justification [144] [61] or based on external expert knowledge [58]. A preferred

alternative is to use replicated measurements to inform the selection of a probability

distribution and to estimate its parameters [59].

As discussed in Section 6.3.2, observations for DIN, CHL and OXY are direct while
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Figure 6.18: Candidate noise densities when model prediction is away from zero.
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model prediction is close to zero.

0.000 0.002 0.004 0.006

0
10

0
30

0
50

0

Median Defined LN Density

Chl at −300m

D
en

si
ty

 −
 M

od
el

 P
re

d

|

Figure 6.20: Median defined log-normal den-
sity when model prediction is close to zero.



152 CHAPTER 6. REAL APPLICATION

−0.04 0.00 0.04

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0
D

ep
th

Phy

−0.15 0.00 0.10

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

DIN

−0.03 0.00 0.03

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Det
Modelled Residuals

−0.06 0.00 0.06

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Chl

−2 −1 0 1 2

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Oxy

−0.04 0.00 0.04

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Residuals

D
ep

th

Phy

−0.15 0.00 0.10

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Residuals

DIN

−0.03 0.00 0.03

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Residuals

Det
Real Residuals

−0.06 0.00 0.06

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Residuals

Chl

−2 −1 0 1 2

−
35

0
−

30
0

−
25

0
−

20
0

−
15

0
−

10
0

−
50

0

Residuals

Oxy

Figure 6.21: Real and modelled residuals.

observed PON is assumed to be the sum of PHY and DET. The relationship between

observations and states, yt = gt(xt), can be written in matrix form as follows:
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There are no replicated measurements and there is no expert opinion available to in-

form the specification of the observation error distribution. In the absence of genuine

replicates, observations taken within 2 metres and 12 hours of each other were considered

to be near-replicates. The differences between near-replicate pairs is used to inform the

selection of a distributional family for the observation error distribution, and to provide a

maximum variance for that distribution. The actual observation error variance is assumed

to be somewhat smaller than that exhibited by the near-replicates. Kernel density esti-
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mates of the near-replicate difference distributions for PON, DIN and OXY are shown in

Figure 6.22. No CHL near-replicates were available. The distribution of the near-replicate

differences are all characterised by a high peak at zero and fat tails. CHL near-replicate

differences are assumed to also follow this pattern. In Figure 6.23 a Cauchy distribu-

tion centred at zero can be seen to provide a good fit for the near-replicate differences.

The spread of the Cauchy distribution used to model the observation error distribution

was reduced to account for a near-replicate difference distribution being likely to display

greater spread than if true replicates were examined. Figure 6.24 displays the Cauchy

distribution used to model the observation error distributions overlaid on the Cauchy

distribution fit to the near-replicate differences. The gamma dispersion parameters for

the Cauchy observation noise distributions are given in Table 6.3. The CHL dispersion

parameter was set by considering the relative scales of the CHL and PON state variables.

State Variable PON DIN OXY CHL

γ 0.02 0.1 1 0.01

Table 6.3: Gamma dispersion parameters for Cauchy likelihood functions.

This procedure for specifying the observation error distribution can be criticised for

several reasons:

• There may be some reason that observations are repeated that is related to the

size of the observation differences biasing the relationship between near-replicate

differences and the true observation error

• The near-replicate differences are being treated as independent when they actually

come from a small number of observation dates

• The temporal and spatial cut-offs for defining near-replicate pairs are arbitrary

• The reduction in variance that accounts for the examined differences coming from

near-replicates rather than true replicates is arbitrary
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Despite these drawbacks, this procedure was the best method identified for specifying

observation error distribution from the available information.

6.5.3 The Initial State Distribution

The mean vector of the initial state distribution is specified according to an interpolation

and extrapolation of observations taken on 25/03/1989, immediately prior to the first

model time. The mean state is shown in Figure 6.7 in Section 6.4. The observations of each

state variable at each location are made with errors described by a Cauchy distribution.

However, the initial distribution mean is calculated by an interpolation and extrapolation

that uses all 57 observations at once therefore more normal errors can be expected. A

multivariate normal distribution is used to define the initial distribution. The initial

distribution covariance matrix is defined using the same correlation matrix that was used

for evolution noise with the standard deviation of the marginal distributions set so that

almost all of the 57 observations are covered by the initial distribution sample. The

standard deviation used for each state variable marginal distribution is given in Table

6.4.

State Variable PHY DIN DET CHL OXY

σ 0.010 0.075 0.010 0.010 2.000

Table 6.4: Normal standard deviation parameters for initial distribution.

6.6 Results

This section describes the results of applying the state-space model developed in the pre-

vious section using both location particle smoother (LPS) and marginal location particle

smoother (MLPS) updates.
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Figure 6.25: Sample from the initial distribution.

6.6.1 The Initial Distribution

A sample of 100 particles from the initial distribution (light blue lines) is shown in Figure

6.25 along with the distribution mean (dark blue line) and the observations that were

interpolated and extrapolated to produce the distribution mean (red circles).

6.6.2 The Evolution Equation

To demonstrate the evolution equation in practice the 100 particles approximating the

PHY marginal of the prediction distribution at time-steps 1, 5, 10, 15 and 20 are plotted

in Figure 6.26. The deterministic part of the evolution equation thins the profile at the

deep layers where the initial distribution is spread too wide. With an increasing number

of time-steps since the last observation the uncertainty in the state estimates grows and

this is reflected in the increasing spread of the prediction distribution ensemble near the

surface. The profiles remain realistically non-negative and smooth after noise is added.
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Figure 6.26: PHY prediction distribution ensembles at selected time-steps.

6.6.3 The Location Particle Smoother Update

Applying the LPS observation update involves running a filter forward through a location

sequence, then a smoother backwards through the same location sequence (as described

in Section 4.3). The location sequence is defined to begin at the bottom layer and proceed

up to the surface. This definition is not arbitrary. The BATS ecosystem has fine spatial

resolution and often has many observed locations. As discussed in Chapter 4, this can

result in the Monte Carlo approximation of the time-domain filter distribution generated

by the LPS update having a small number of distinct particles near the beginning of

the location sequence. The interest in the BATS ecosystem is primarily in biology that

only occurs near the surface where there is adequate light for photosynthesis. The deeper

layers are only included in the model to accurately supply the surface waters with DIN.

By beginning the location sequence at the bottom any locations that suffer from a small

number of distinct particles will be less important.
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The location filter uses 5, 000 particles to approximate the 5-dimensional marginal

state distributions at each of the 350 locations. Figure 6.27 shows the 0.025, 0.25, 0.5, 0.75

and 0.975 quantiles from the location filter ensemble from the first observation time on

16/04/1989. The filter quantiles at neighbouring locations are joined by red lines. The

light blue lines are the time-domain prediction distribution particles and the blue circles

are the observations. The filter quantiles closely match the time-domain prediction dis-

tribution ensemble until the first observation is reached at −300m, after which the filter

quantiles are shifted by the information contained in the observations. Most obviously the

OXY quantiles are shifted to the left and the DIN quantiles are shifted to the right. The

DIN observations are outliers according to the prediction distribution ensemble. That

is, the deterministic model has predicted DIN values that are too low so that the DIN

observations lie in the tails of the prediction distribution ensemble. This is a common

prediction error for this deterministic model according to Figure 6.13 from Section 6.2.

The location filter uses the prediction distribution as its proposal distribution so there

are few DIN particles proposed to the right of the DIN observations. This results in the

Monte Carlo approximation for the DIN marginal filter distribution from the observation

location up to −240m being left skewed. The true marginal filter distribution for DIN

at these locations is probably not left skewed. The state variables at locations that were

not observed are affected by the observations according to how associated they are to the

observed state variables.

Figure 6.28 shows the joint smoother particles (pink lines) produced by running the

Godsill smoother through the filter distribution ensembles from the surface down to

−350m. The location smoothing distribution from the surface down to the last observa-

tion at −300m is the same as the location filter distribution because they use the same

information. From −300m to the bottom of the system the joint smoother particles are

shifted by the information contained in the observations whereas the filter quantiles are

not. The smoothing distribution at the final layer has 54 out of a possible 100 distinct

particles.

Figure 6.29 shows the location filter quantiles for the observation update on 17/04/1989,
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the day after the update displayed in Figure 6.28. The effect of the observation update

that took place on the previous day can be seen in the prediction distribution ensemble

(light blue lines) closely following the smoother ensemble (pink lines) from Figure 6.28.

The filter quantiles contract towards the observations as the filter moves from the deep

to the shallow layers, leaving abrupt changes at observed locations. Figure 6.30 shows

the smoother particles for the observation update on 17/04/1989. This plot demonstrates

that the smoother is effective at trimming the roughness from the filter distribution en-

sembles. The smoothing distribution at the final layer has 26 out of a possible 100 distinct

particles.

Filled contour plots of the mean of the time-domain filter ensemble updated using the

LPS are displayed in Figures 6.31 to 6.35. The time-series modelled is from March 1989

until January 1991. Figure 6.31 shows that the observation updates end the PHY spring

blooms much more abruptly than when the model is run deterministically (see Figure

6.8 from Section 6.2). This is perhaps due to the deterministic model under-estimating

PHY mortality after the spring blooms because it lacks a zooplankton state variable. The

updated DIN estimates plotted in Figure 6.32 show a much higher maximum than is seen

in the deterministic model (see Figure 6.9 in Section 6.2). The observation updates have

overcome the tendency for the deterministic model to produce DIN estimates at the deeper

layers that are too small (see Figure 6.13 in Section 6.2). Because DET is generated by

PHY mortality, the reduction in PHY after the spring blooms by the observation updates

also reduces the DET estimates. This can be seen in Figure 6.33. Similarly, CHL only

exists in PHY organisms therefore the observation update limiting the PHY Spring bloom

also limits the abundance of CHL. This can be seen in Figure 6.34. Comparing Figure

6.35 with Figure 6.12 in Section 6.2 shows that the observation updates create a much

wider range of OXY values than existed in the deterministic model run with clear seasonal

patterns. It can be seen in Figure 6.13 in Section 6.2 that the deterministic model OXY

estimates covered too narrow a range.
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Figure 6.31: PHY from model run using LPS
updates.
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Figure 6.32: DIN from model run using LPS
updates.
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Figure 6.33: DET from model run using LPS
updates.
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Figure 6.34: CHL from model run using LPS
updates.
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Figure 6.35: OXY from model run using LPS
updates.

6.6.4 The Marginal Location Particle Smoother Update

Applying the MLPS update (described in Section 4.4) requires running a particle filter

forwards and a backwards information filter backwards through the location sequence.

The fine spatial resolution used in this application results in backwards information filter

artificial prior distributions γt,l+1,1:S(xt,l+1,1:S) and γt,l,1:S(xt,l,1:S) that are approximately

equal and so approximately cancel out in equations (2.23) and (2.24). There is little

practical benefit to carefully designing the theoretically arbitrary artificial prior distribu-

tions so they were chosen to be uniform over a finite interval that will safely contain all

of the support of f(yt,l:L,1:S|xt,l,1:S). The prediction distribution samples generated by

these filter runs are combined with the likelihood function to produce a sample from the

marginal smoothing distribution at each location. The marginal smoothing distribution

samples are converted into a sample from the joint smoothing distribution using an el-

liptical copula, in this case a normal copula. In this application the filter ensembles each

use 5, 000 particles. The marginal smoothing distribution samples are drawn using im-

portance sampling with the filter distribution samples serving as proposal distributions.

The advantage of using the filter distribution samples as proposal distributions is that
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the Monte Carlo errors between locations are not independent, resulting in smooth joint

smoothing distribution particles.

The 0.025, 0.25, 0.5, 0.75 and 0.975 quantiles from the backwards information filter en-

semble generated at 16/04/1989 are plotted in Figure 6.36. The backwards filter quantiles

closely follow the time-domain prediction distribution from the surface down to −300m

where the first observation location is reached. The backwards location filter quantiles

from −300m to the final layer at −350m are updated by the observations. The DIN

margins of the updated location filter distribution are left-skewed because the prediction

distribution that is used as a proposal distribution and the likelihood function are in

disagreement. The true backwards location filter distribution is probably not left-skewed.

The 0.025, 0.25, 0.5, 0.75 and 0.975 quantiles from the forwards filter ensemble gener-

ated at 16/04/1989 are plotted in Figure 6.37. Any differences that can be seen between

this plot and the LPS forwards filter quantiles plotted in Figure 6.27 are due to Monte

Carlo error. The discussion about the LPS filter quantiles applies directly to the MLPS

forwards filter quantiles.

The 0.025, 0.25, 0.5, 0.75 and 0.975 quantiles from the marginal smoothing distribu-

tions at 16/04/1989 are plotted in Figure 6.38. Because the marginal smoothing distri-

butions at every layer use the information contained in all of the observations the abrupt

changes that can be seen in the forwards and backwards filters do not appear.

The joint smoother particles that are generated by joining the 5-dimensional marginal

smoother ensembles into a 1, 750-dimensional distribution using a normal copula are plot-

ted in pink in Figure 6.39. The joint smoother particles occupy the same regions of the

state-space as the marginal smoothing quantiles. The MLPS joint smoother particles are

similar but not exactly the same as the LPS joint smoother particle plotted in Figure

6.27. The MLPS joint smoother ensemble is slightly narrower for PHY and CHL near the

surface and slightly wider for DIN in the deeper layers.

Figures 6.40 and 6.41 show the backwards and forwards filter quantiles for the ob-

servation update on 17/04/1989. The marginal smoother quantiles and joint smoother
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particles are plotted in Figures 6.42 and 6.43 respectively. The MLPS and LPS joint

smoother particles at the 17/04/1989 are similar, but not exactly the same.

Filled contour plots of the mean of the filter ensemble updated using the MLPS are

displayed in Figures 6.44 to 6.48. The time-series modelled is from March 1989 until

January 1991. The MLPS updated estimates are similar to, but not exactly the same as,

the LPS updated estimates.
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Figure 6.44: PHY from model run using
MLPS updates.
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Figure 6.45: DIN from model run using
MLPS updates.
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Figure 6.46: DET from model run using
MLPS updates.
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Figure 6.47: CHL from model run using
MLPS updates.
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Figure 6.48: OXY from model run using
MLPS updates.

6.7 Conclusion

This chapter demonstrates how the new methodologies introduced in Chapters 3 and 4

can be applied to a real high dimension ecosystem modelling problem. The ecosystem

modelled is a low trophic level marine ecosystem characterised by five state variables

realised over 350 one metre vertical layers for a total state dimension of 1, 750. A de-

tailed explanation of how the various components of the state-space model applied to this

ecosystem were specified is provided. The deterministic model noise is specified to be a

meta-Gaussian distribution with log-normal marginal distributions and the observations

are specified to have Cauchy noise. The Kalman assumptions are severely violated by the

state-space model used for this application.

The results show that the LPS and the MLPS can be used to produce quality estimates

of the complex filter distributions for this application. The filter distribution particles

produced by both the LPS and the MLPS are realistically smooth and consistent with

the observations. Also, the some failings of the deterministic model were improved by the

observation updates.

Without the new methods proposed in this thesis there is no methodology that would
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allow quality estimation of the filter distribution for this ecosystem model. Estimates

produced by the popular ensemble Kalman filter would have poor statistical properties

because of the severely violated Kalman assumptions, as is demonstrated in Chapter 5.

To apply a standard particle filter to this application a non-negative, high-dimensional

distribution that is fast to sample from and supports high correlations would be required

to define the evolution distribution. Such a distribution would be difficult to identify

without using meta-elliptical distributions. Even if such a distribution was found, the

high dimensional state and observation vectors would result in severe weight collapse for

a standard particle filter.



Chapter 7

Conclusion

The objective of this work is to develop new filtering methodologies that allow estimation

of the state distribution for high dimensional spatial systems with fewer and less restrictive

assumptions than the currently practical methods. The advantage of estimating the state

distribution, rather than producing a point estimate for the state, is that the uncertainty

in estimates can be quantified and statements can be made about the risk of particular

outcomes. When the assumptions required by the currently practical methods are violated

the quantification of uncertainty and risk statements will be wrong. Reducing the number

and severity of those assumptions increases the number of systems for which uncertainty

quantification and risk assessments can be done with confidence.

In Chapter 2 a review of the state-space modelling literature showed that there is

currently no method available for estimating state distributions for high dimensional spa-

tial systems without requiring restrictive assumptions. This chapter also presented the

argument that the particle filter was the most promising method to develop to meet the

research objective because restrictive assumptions about the form of state distributions

and observations are a fundamental part of the alternative methods. Two barriers to

applying particle filters to high dimensional spatial systems were identified. Firstly, in

the prediction step it can be difficult to find a distribution that is fast to sample and

can be used to add appropriate noise to the deterministic model predictions. Secondly,

173
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weight collapse causes the particle filter to approximate the state distributions updated

by observations with a small number of distinct particles.

Chapter 3 proposed the use of a meta-elliptical distribution to define the evolution

noise distribution. Meta-elliptical distributions are fast to sample and very flexible, al-

lowing any marginal distributions and any correlation between state variables. The only

restriction is that the correlation structure between the state variables is described by

an elliptical distribution and therefore must be symmetrical. The use of meta-elliptical

distributions to define the deterministic model noise distribution is the first original con-

tribution of this research.

The major original contributions of this research are the two methodologies for over-

coming particle filter weight collapse that are proposed in Chapter 4. The first method is

the location particle smoother, which uses a particle smoother over a location sequence

to generate the required sample from the time-domain filter distribution. This method

avoids weight collapse because only one spatial location is considered at a time, reducing

the dimensionality of the sampling problem. The difficulty in applying this simple con-

cept was identifying a location-domain evolution equation that was consistent with the

already defined time-domain state-space model. This was avoided by working directly

with the location-domain prediction distribution. The location particle smoother requires

that the evolution noise distribution is meta-elliptical and that the observation noise is

independent between locations. This set of assumptions is vastly reduced from the cur-

rently practical methods that require that the evolution and observation equations are

linear and that the evolution noise distribution, observation noise distribution and initial

distribution are normal.

The location particle smoother observation update will generate a sample with a small

number of distinct particles at the beginning of the location sequence when the system

has fine spatial resolution and many observed locations. The marginal location particle

smoother is proposed for use when these conditions prohibit the use of the location particle

smoother. In the marginal location particle smoother a sample is generated from the

marginal smoothing distribution at each location, with the separate samples combined
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using an elliptical copula. This requires that the time-domain filter distribution is meta-

elliptical. Generating the marginal smoother samples also requires that the observation

noise is independent between locations. This set of assumptions is more restrictive than

the assumptions required by the location particle smoother, but still vastly less restrictive

than the currently practical methods.

A secondary original contribution arising from the marginal location particle smoother

is that it answers the call by van Leeuwen [197] for a method to smoothly tie together local

particle filter estimates, however those local estimates are produced. The final original

contribution of this work is a method for generating samples from the marginal smoothing

distributions that works with a kernel density estimator generated by particles rather than

using the particles directly. Doing so allows marginal smoother samples to be generated

when a tight evolution distribution, h∗(xt|xt−1), would cause methods working directly

with particles to fail.

In Chapter 5 a simulation study demonstrated that both of the proposed methods

have good statistical properties and out-perform the standard particle filter update and

the ensemble Kalman filter when the Kalman assumptions are violated. However, when

the Kalman assumptions approximately hold the ensemble Kalman filter is seen to be

a more efficient estimator than the location particle smoother or the marginal location

particle smoother. The relatively poor efficiency of the proposed methods is due to their

reliance on intermediate particle approximations that introduce Monte Carlo error into

the estimation. The proposed methods are also less elegant and take longer to run than

the ensemble Kalman filter. However, when the Kalman assumptions are violated the

new methods produce estimates with the correct statistical properties when the ensemble

Kalman filter does not.

Chapter 6 demonstrated that the proposed methods can be applied to a real high

dimensional spatial state-space model problem that would cause the existing methods to

fail, and produce good results. The filter distribution estimates were realistic and the

observation updates were able to over-come some failings of the dynamic model.
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This thesis has introduced new methods that allow the state distribution for high

dimensional spatial systems to be estimated with fewer and less restrictive assumptions

than the currently practical methods, meeting the research objective. The methods have

been proven to work well in a simulation study and in an application to a real ecosystem

modelling problem.

Despite the proposed methods meeting the research objective, the criticisms that have

been made of the location particle smoother and the marginal location particle smoother

demonstrate that there is room for them to be improved. Future research could focus

on finding methods for running the location filters using a proposal distribution that

took account of the observations to improve the robustness of the estimates. Changes to

reduce the run-time and further reduce the assumptions required by the proposed update

methods could also be sought. Finally, methods that produce time-domain smoother

estimates rather than time-domain filter estimates would be valuable.
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[124] C. Klüppelberg and G. Kuhn. Copula structure analysis. Journal of the Royal

Statistical Society. Series B: Statistical Methodology, 71:737–753, 2009.

[125] I. Kojadinovic and J. Yan. A goodness-of-fit test for multivariate multiparameter

copulas based on multiplier central limit theorems. Statistics and Computing, 21:17–

30, 2010.

[126] T. Kollo and D. von Rosen. Advanced Multivariate Statistics with Matrices.

Springer, Dordrecht, 2005.

[127] A. Kong, J.S. Liu, and W.H. Wong. Sequential imputations and Bayesian missing

data problems. Journal of the American Statistical Association, 89:278–288, 1994.

[128] S. Kotz, N. Balakrishnan, and N.L. Johnson. Continuous Multivariate Distributions,

volume 1. Wiley, New York, 2000.

[129] L.M. Lawson, Y.H. Spitz, E.E. Hofmann, and R.B. Long. A data assimilation tech-

nique applied to a predator-prey model. Bulletin of Mathematical Biology, 57:593–

617, 1995.
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