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Abstract
Hyperspectral imaging is a form of imaging spectroscopy developed for remote sensing.
Hyperspectral algorithms have many useful properties: particularly robustness to scene conditions and
the versatility to analyse a wide variety of scene compositions. Hyperspectral techniques are, however,
computationally expensive.
Imaging spectroscopy has been applied to the analysis of forensic crime scenes in the recent
past with some success. The relative simplicity of the techniques used in these studies, however, has
created an opportunity to apply hyperspectral techniques to forensic scenes. This work focused on the
development of analysis techniques for camera systems suitable for imaging forensic scenes in the field.
Hyperspectral unmixing allows for a scene to be decomposed into a list of material signatures
and maps of the abundances of those materials.

Winter’s N-FINDR was selected as a suitable

unmixing technique for examination due to its popularity, performance and well-understood operation.
Analyses of the operation, complexity and performance on simulated and real remote sensing
scenes of N-FINDR were conducted to establish a baseline against the body of remote sensing literature.
N-FINDR was shown to be an effective, albeit computationally costly, algorithm for analysing
hyperspectral data.
Two complementary means for reducing the complexity of the N-FINDR algorithm were
considered.

The algorithm was restructured and the use of an LDU decomposition allowed for

redundancies in the computations to be removed. Secondly, a means for reducing the search space of
the algorithm was examined and shown to have a favourable complexity-accuracy trade-off. These
modifications allow for N-FINDR to form the basis of a hyperspectral still camera system.
A new algorithm, Abundance Guided Endmember Selection (AGES), was developed with the
property that iterations have low complexity and produce intermediate material maps. A modified
version of AGES was used to develop a framework for a video camera system that made use of
between-frame redundancy.
Both N-FINDR and AGES were compared to more traditional techniques from forensic
literature in their performance on blood shoemarks and treated fingermarks. On these scenes, NFINDR and AGES were shown to equal or outperform traditional techniques.
The work constitutes major progress towards a system capable of field deployment.
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Preface
As shall be discussed within the body of the thesis, hyperspectral imaging is a process that does
not simply capture the light reflected from a scene, but segments this light into the response from
different regions of the electromagnetic spectrum. This allows each spatial region, or pixel, to be
represented by a list of responses, rather than a single value, in the instance of a monochrome camera,
or three colours, in the case of a tri-chromatic camera. This definition, however, describes imaging
spectroscopy equally as well as it describes hyperspectral imaging.
Hyperspectral imaging is, without trying to sound too mystical, as much a mindset as it is a
family of technologies and algorithms. This mindset comes from a background of its development in
the field of remote sensing, an application in which high spectral resolution was initially unavailable
and the spatial resolution available was similarly poor. This mindset came from a total lack of control
over the lighting conditions. The remote sensing application required systems able to cope with a
variety of scenes as diverse as the surface of the Earth can provide. As such, designers of algorithms
have focussed on relying on the captured data itself, without concerning themselves with factors
outside of their control, other than to try to incorporate the versatility to handle whatever conditions
may be presented. Needless to say, the properties of such algorithms could not help but be intriguing to
researchers outside of the field of remote sensing. Furthermore, the complexity of designing such
systems has ensured that hyperspectral imaging has been necessarily a multi-disciplinary field.
While this may make hyperspectral imaging seem daunting to the uninitiated, the substantial
body of literature built around the remote sensing application combined with the inherent usefulness of
imaging spectroscopy has intrigued researchers with applications planted more firmly on the ground.
This thesis looks at one such application, forensic scene analysis. Specifically, this thesis
examines how one might make a system suitable for forensic scene analysis, such that a person
standing in a forensic crime scene with a hyperspectral camera need not be an expert in pattern
recognition, multi-variate statistics, spectral imaging and the physics responsible for the different
spectral responses of different materials.

At the same time, results need to be supplied to this

individual rapidly enough that as many images as desired can be captured, potentially making use of
the results of previous images to refine the composition of subsequent images. Naturally, a complete
camera system would be a complex system indeed, with many opportunities for original research. As
such, this thesis focuses solely on developing the data analysis techniques that would be central to such
a system.
The first chapter of the thesis provides a background into the remote sensing, hyperspectral
literature and the state of the art in forensics spectral imaging. Having established the background of
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both fields, the requirements and structure of camera systems suitable for the forensic application,
including a discussion of candidate techniques from the remote sensing literature for the analysis
portion of the system, are discussed in detail.
The second chapter focuses on one particular technique from the remote sensing literature, the
N-FINDR algorithm for unmixing hyperspectral data, with a view to using this technique as the crux of
the camera system’s analysis module. The properties, operation and complexity of the algorithm are
discussed in detail. In addition, a performance evaluation of the N-FINDR algorithm on real and
simulated remote sensing data is described. Given that almost all hyperspectral algorithm development
has occurred within the field of remote sensing, this approach, rather than using forensic scene data, has
allowed for the use of the well-established data and associated ground truth sets. Furthermore, by using
standard test data employed in remote sensing, the evaluations in this thesis can be directly compared
with other performance evaluations, both of existing and newly developed techniques, within the
remote sensing literature.
The third chapter focuses on modifying the N-FINDR algorithm so as to make the algorithm
suitable for use in still camera systems. Specifically, given the high computational complexity of NFINDR, this chapter examines approaches for improving the speed of the algorithm.
Hyperspectral video camera systems are the focus of Chapter 4. The development of the
Abundance Guided Endmember Selection (AGES) algorithm, an algorithm designed for use in video
systems is detailed. The performance of the algorithm is examined on static hyperspectral remote
sensing scenes.
Chapter 5 examines how AGES can be incorporated into a video camera system, handling
changing scene data and making use of between-frame redundancies.
The sixth chapter examines the performance of the N-FINDR and AGES algorithms on forensic
data, relative to some of the techniques previously employed in forensic literature.
The seventh and final chapter reflects on the contents of the previous chapters and, returning to
the system description from the first chapter, discusses future research and design work required in
order to bring a final, functional camera system to fruition.
Any reader of the literature will quickly notice a common feature of papers looking at applying
hyperspectral imaging to any topic outside of remote sensing: they tend to have a long list of authors
from a wide range of fields. No man is an island and I am no exception. This thesis would have been
impossible without the advice and support of a number of other individuals who cannot go
unacknowledged.
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Of my family, this only leaves my sister, Erin, unthanked. Well, I appreciate the fact that she
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at the beginning of any technical text. To what end other than to show how well-read the author is, I
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AGES

Abundance Guided Endmember Selection

AGES-II

Abundance Guided Endmember Selection Inversion Initialisation

AGES-MI

Abundance Guided Endmember Selection Mean Initialisation

AO

Alternately Optimising

ATGP

Automatic Target Generation Process

AVIRIS

Airborne Visible/Infrared Imaging Spectrometer

AVLPR-S-N-FINDR Adaptive Volume Limited Position Reduced Sequential N-FINDR
AVLPR-S

See AVLPR-S-N-FINDR

BR

Best Replacement

CRi

Cambridge Research and Instrumentation

DR

Dimension Reduction

DSP

Digital Signal Processor

ECHO

Extraction and Classification of Homogeneous Objects

ED

Endmember Determination

ENVI

Environment for Visualizing Images

ETF

Electronically Tuneable Filter

FI

Full Iteration

FI-N-FINDR

Full Iteration N-FINDR

HFC

Harsanyi-Farrand-Chang

HSI

Hyperspectral Imaging (or Image)

ICA

Independent Components Analysis

ICE

Iterated Constrained Endmembers

II

Inversion Initialisation

ILR-S-N-FINDR

Iteration Limited Reduced Sequential N-FINDR

ILR-S

See ILR-S-N-FINDR

ILPR-S-N-FINDR

Iteration Limited Position Reduced Sequential N-FINDR

ILPR-S

See ILPR-S-N-FINDR

JPL

Jet Propulsion Laboratory

LAPACK

Linear Algebra Package

LCTF

Liquid Crystal Tuneable Filter
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LMM

Linear Mixing Model

MI

Mean Initialisation

MNF

Maximum Noise Fraction

MVT

Minimum Volume Transform

NASA

National Aeronautics and Space Administration

NIR

Near Infrared spectrum

NMF

Nonnegative Matrix Factorisation

NVP

N-FINDR Visualization Package

NWHFC

Noise Whitened Harsanyi-Farrand-Chang

ORASIS

Optical Real-time Spectral Identification System

PC

Principal Component(s)

PCA

Principal Components Analysis

PPI

Pixel Purity Index

PSNR

Perceptual Signal to Noise Ratio

QD

Questioned Document

RGB

Red, Green, Blue

SAM

Spectral Angle Mapper (in radians)

SI

Single Iteration

SI-N-FINDR

Single Iteration N-FINDR

SGA

Simplex Growing Algorithm

SNR

Signal to Noise Ratio

SPA

Successive Projection Algorithm

SVD

Singular Value Decomposition

UFCLS

Unsupervised Fully Constrained Least Squares

UNODC

United Nations Office on Drugs and Crime

USGS

United States Geological Survey

VCA

Vertex Component Analysis

VD

Virtual Dimensionality

VIS

Visible spectrum
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Material Abbreviations
A number of material abbreviations are used throughout in relation to the AVIRIS Cuprite
scene. These are summarised in order for convenience below. For details on the scene itself and the
source of the names of these materials, refer to Appendix B.
1.

B

Buddingtonite GDS85

2.

C

Calcite CO2004

3.

Ch

Chalcedony CU91-6A

4.

N

Nontronite NG-1.a

5.

AK

Alunite, Kaolinite and Hematite MV00-11a

6.

A1

Alunite CU91-217G1

7.

A2

Alunite CU98-5C

8.

K

Kaolinite CU00-19A

9.

KS

Kaolinite and Smectite KLF508

10.

Mo

Montmorillonite CU93-52A

11.

M1

Muscovite CU98-8H

12.

M2

Muscovite CU91-252D (M2)

Symbols
Before examining some of the symbols that are used throughout this thesis, it is appropriate to
briefly mention the nomenclature used:
Scalars are represented by italicised variables in either case, e.g. 𝑐 or 𝐶.

Vectors are represented in bold lower case, e.g. 𝐜, however when an individual element is

indexed, it is represented by a scalar, e.g. 𝑐1 represents the first element of 𝐜. Vectors are always
written as column vectors, such that row vectors are indicated by the vector transpose, e.g. 𝐜 𝑇
represents a row vector.

Matrices are represented in bold uppercase, e.g. 𝐂. Columns of matrices are represented by

indexed vectors, e.g. 𝐜1 is the first column of 𝐂. If a row is required, it may be expressed as a
transposed indexed vector, e.g. 𝐜1𝑇 is generally the first row of 𝐂. In some instances, 𝐜1𝑇 may represent

the transpose of the first column of 𝐂. The appropriate interpretations will be made clear from the

context. Individual elements in matrices are indexed by row then column, represented as scalars, e.g.
𝑐𝑖𝑗 represents the element in the 𝑖 𝑡ℎ row and 𝑗 𝑡ℎ column of 𝐂.
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Having established the nomenclature used in this thesis, the most frequently used symbols are
defined below.
ℝ the set of Real numbers

ℤ the set of Integer numbers
𝐈𝑗 ∈ ℝ𝑗×𝑗

𝟏𝑗 ∈ ℝ𝑗

𝑒𝑖 ∈ ℝ𝑗

the identity matrix of dimension 𝑗

the vector of ones of length 𝑗

the 𝑖 𝑡ℎ column of 𝐈𝑗 , also known as an elementary vector. Note that this is a vector

despite being italicised and not being bold. Also, this is unrelated to 𝐞𝑖 described below
𝜑𝑗

the 𝑗 𝑡ℎ largest eigenvalue, equivalently, 𝜑𝑗 (𝐀), the 𝑗 𝑡ℎ largest eigenvalue of 𝐀

𝑀 the number of endmembers in a scene

𝑁 the number of pixels captured by the sensor
𝜆

the number of spectral bands captured by a hyperspecral camera. Occasionally used to refer

𝜆𝑗

the 𝑗 𝑡ℎ wavelength band

to analogue wavelength

𝐱 𝑖 ∈ ℝ𝜆 the spectrum (or equivalently the reflectance/absorption) in each of the 𝜆 measured at

the sensor for the 𝑖 𝑡ℎ pixel
𝐒 ∈ ℝ𝜆×𝑀

𝐬𝑖 ∈ ℝ𝜆

𝐚𝑖 ∈ ℝ𝑀

the matrix of the spectral signatures of the endmembers

the spectral signature of the 𝑖 𝑡ℎ endmember

the vector of the abundance of each of the 𝑀 materials for the 𝑖 𝑡ℎ pixel. Usually

with no particular preference as to which kind of least squares process generated the abundances
𝐮𝑖 ∈ ℝ𝑀

the vector of the unconstrained least squares abundance of each of the 𝑀 materials

𝐜𝑖 ∈ ℝ𝑀

the vector of the additivity-constrained least squares abundance of each of the 𝑀

for the 𝑖 𝑡ℎ pixel

materials for the 𝑖 𝑡ℎ pixel
𝐧𝑖 ∈ ℝ 𝜆

the vector of additive noise in the Linear Mixing Model

XXIV

𝑟𝑖 the reconstruction error for the 𝑖 𝑡ℎ pixel, the difference between the endmember-abundance

combination and the original data: 𝑟𝑖 = ‖𝐱 𝑖 − 𝐒𝐚𝑖 ‖. This is equivalent to the length of the projection of
𝐱 𝑖 onto the left null space (i.e. the orthogonal complement) of the endmember set.
𝐇 ∈ ℝ𝜆×𝐾

the matrix of the spectral signatures of the extreme pixels, equivalently, the

vertices of the closed convex hull around the data
𝒛𝑖 ∈ ℝ𝐾

the vector of the convex weightings of the 𝑖 𝑡ℎ data point falling within a convex set,

e.g. 𝐱 𝑖 = 𝐇𝒛𝑖 . Equivalently, 𝐙 ∈ ℝ𝐾×𝑁 is the matrix 𝐙 = [𝒛1
Σ ∈ ℝ𝜆×𝜆

the spectral covariance matrix of the data

𝐏 ∈ ℝ𝜆×𝑗

… 𝒛𝑁 ]

a matrix for transforming the data to a lower dimensional subspace. Usually

represents the first 𝑗 principal component vectors corresponding to the largest variance components.
The appropriate 𝑗 is specified in the text, usually 𝑗 = 𝑀 or 𝑗 = 𝑀 − 1
𝐲𝑖 ∈ ℝ𝑗

a reduced dimensional version of the pixel vector, 𝐱 𝑖 , usually due to 𝐲𝑖 = 𝐏 𝑇 𝐱 𝑖

𝐞𝑖 ∈ ℝ𝑀−1

a reduced dimension version of the current endmember estimate, 𝐞𝑖 = 𝐏 𝑇 𝐬𝑖

𝐒𝑝 ∈ ℝ𝑀−1×𝑀

𝐒𝑝 = [𝐞1

the matrix of the reduced dimension spectral signatures of the endmembers,

… 𝐞𝑀 ] .

𝐒� ∈ ℝ𝜆×𝑀

the matrix of the endmembers projected into a lower dimension and then restored

to the original dimension, for example, using a PCA reduced space 𝐒� = 𝐏𝐒𝑝

𝐟𝑖 ∈ ℝ𝑀 the vector 𝐞𝑖 with an additional 1 in the first row: 𝐟𝑖 = [1 𝐞𝑇𝑖 ]𝑇
𝐄 ∈ ℝ𝑀×𝑀

row of ones: 𝐄 = [𝐟1

the estimated endmember matrix in a reduced dimensional space appended by a
… 𝐟𝑀 ]

𝑉(𝐄) the volume of the simplex formed from the current estimate of the endmember set

𝑉(𝐲𝑖 ) the volume of the simplex formed from the subset of the endmember set plus an

additional data point, 𝐲𝑗 , when the point 𝐲𝑖 is excluded from the set.
𝑗

is used as the number of iterations required to converge for the various endmember

determination algorithms, but only in the context of computational complexity calculations
𝑛𝑡ℎ𝑟𝑒𝑠ℎ

𝑣𝑡ℎ𝑟𝑒𝑠ℎ

the iteration count-based threshold used in ILR-S-N-FINDR and ILPR-S-N-FINDR
the volume-based threshold used in AVLPR-S-N-FINDR
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1 Introduction
This thesis examines an approach to applying hyperspectral image analysis techniques to the
problem of developing field camera systems for investigating forensic crime scenes.

While

hyperspectral imaging is becoming more popular, it is not widely known and so the beginning of this
chapter shall be devoted to a discussion of some of the basic principles and concepts behind
hyperspectral imaging. Having established a basic knowledge of hyperspectral imaging, the use of
imaging spectroscopy in forensic evidence investigation shall be explored with an examination of the
state of the art in this field.
Having set the foundations of both fields, this chapter will then examine the requirements of a
camera system suitable for analysing forensic scenes. Techniques suitable for performing in such
conditions will then be identified.

A working outline of a camera system, making use of the

hyperspectral techniques is then discussed, within which the scope of the thesis is identified.
The chapter then concludes by outlining the original contributions contained within the thesis,
which also provides a guide to the structure of the remainder of the thesis.

1.1 An Introduction to Hyperspectral Imaging
To describe a hyperspectral or spectroscopic image of a scene, it is instructive to consider more
traditional images first. Given a gray-scale intensity image, each pixel within the image represents the
intensity of light received by the imaging sensor from the corresponding region within the scene. This
value of intensity is, necessarily, an integration of the intensity of light over a range of wavelengths,
weighted by the relative sensitivity of the sensor to different frequencies of light [1]. Often, this image
will attempt to mimic the intensity perceived by a human observer of the same scene.
Extending this now to a three colour image, such as the red, green and blue (RGB) systems
commonly used in commercial cameras, the system now produces three intensity maps, each
corresponding to the intensity of the particular region of the visible spectrum that the eye associates
with each of those three colours 1 . Necessarily, each intensity image must be representative of a
weighted integration over a region of the spectrum and again, the intention is to produce an image that
is similar to that which the human visual system would perceive when presented with such a scene.
From these two examples, however, it is clear that an imaging system need not mimic the
human visual system: the desire to recreate what humans perceive is natural, but not the limit of
imaging technology’s capabilities.

One can filter any region of light that one desires to image,

1

The process of capturing digital colour images is slightly more complex than this explanation allows, given that a
colour filter array is typically used, meaning that in the originally captured data, each pixel only contains information about
a single colour, which is subsequently ‘de-mosaiced’ to estimate the missing colour details for each pixel [1]. For the
purposes of the discussion here, however, this simplified explanation is sufficient.
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combining together as many wavelengths weighted in differing proportions as the application requires 2.
The reader is likely already familiar with the concept of thermal imaging, wherein a camera system
captures infrared waves, invisible to the human eye, and then represents these as an intensity image
comprehensible to a system user.

Such a system, however, is again limited by the need to

conglomerate a range of wavelengths and to then display that combined information in a singledimensional intensity representation.
Hyperspectral imaging does not constrain itself in this way. While an intensity image is
inherently a two dimensional array of values, hyperspectral images can be visualised as three
dimensional ‘image cubes’ [2], in which two dimensions represent spatial position and the third
dimension represents the portion of the electromagnetic spectrum being imaged, as shown in Figure 1-1.

Figure 1-1 Colour representation of an image cube based on a hyperspectral image of a fingermark 3

In other words, while gray-scale images represent a single intensity image and colour images
represent a stack of 3 wideband intensity images, hyperspectral images represent a stack of many,
narrowband intensity images across the spectrum, usually including both the visible (VIS, with
wavelengths of approximately 380nm to 750nm [3]) and near infrared (NIR, with wavelengths of
750nm to 3000nm [3]) portions of the electromagnetic spectrum [2, 4]. The exact number of bands
required for an image to be classified as hyperspectral is ill-defined, aside from the fact that there
should be ‘many’ and these bands should in general be contiguous [2, 5, 6]. Systems with tens [5, 7] to
hundreds [2, 8, 9] of bands have been referred to as hyperspectral.
Capturing such images is a slightly convoluted process, given that the data has 3 dimensions,
but image sensors are two dimensional. Given that only 2 dimensions can be captured simultaneously,
two approaches to producing such data are common. Within remote sensing, the most common
2

This is, naturally, somewhat limited by one’s ability to produce image sensors or filters with appropriate
sensitivities.
3
Original hyperspectral fingermark image courtesy of Dr. John Wagner. Refer to Chapter 6 for details of capture.
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approach is to use a pushbroom sensor [10]. Conceptually, this is similar to placing a prism that
spatially separates the different frequencies of light in one direction across the sensor. As such, one
row of pixels with full spectral resolution can be captured simultaneously. As an aerial platform moves
across the scene, repeated images of the scene add further rows of pixels to the data, building a
complete scene. Such an approach is possible, given that the sensor can pan across the surface at a
known and preferably constant speed when attached to an aircraft or satellite. A second approach is
based on electronically tuneable filters (ETFs) [11]. These filters allow for wavelength-tuneable,
narrow passband filtering of light, which in turn allows for the complete capture of a full array of pixels,
albeit in a single filter band. Repeatedly capturing images at different wavelengths allows for the
building of an image cube. Such an approach is favoured in terrestrial applications where there is no
relative movement between the camera and scene.
In order to understand why this might be useful requires some understanding of the nature of
the interaction between light and matter. In simple terms, within the visible and near infra-red regions,
the absorption or re-emission of photons incident onto atomic elements is generally dependent on the
energy of the particular photon in question and the energy levels of the electrons of the particular
element. Given complex materials, formed from the bonds of many atoms, greater opportunities exist
for absorption, due to the differing energy in the bonds, the different energy levels of the various
elements included in the material and the potential for higher order interactions. This, in fact, forms the
basis of the science of spectroscopy: the idea that materials, due to their compositions, will re-emit or
absorb different wavelengths in differing proportions, such that the absorption (or equivalently
reflection) of different wavelengths is characteristic of that material [12, 13]. In general, absorption in
the VIS region is broader than the NIR region due to a wider range of possible interactions available at
this higher energy.
The structure of the material plays a role too: the direction in which the material re-emits
photons is dependent on the re-emission direction probability distribution and the structure of the ‘array’
of re-emitters (the molecular or atomic constituents of the material) [14], much like arrays of radio
antenna can be used to shape the direction of transmission or reception. Materials that re-emit photons
in the forwards direction become good transmitters of that wavelength, for example glass in the VIS
region. Materials that re-emit strongly in a narrow, reverse direction are specular reflectors, such as a
mirror. Materials that re-emit in the reverse direction more uniformly are diffuse reflectors. It is this
last kind that are of interest in hyperspectral imaging: diffuse reflectors and more specifically
Lambertian surfaces, that is surfaces that reflect equally in all directions, ensure that there is no source
to sensor angle dependence in the received signal [13, 15]. This property is important in enabling one
to take measurements in a system in which one does not have control over the lighting, or wants to
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image a relatively wide area (relative to the changing angle of illumination) or both. The interaction of
light with a Lambertian surface can be seen in Figure 1-2 [13].

Figure 1-2 Interaction of incident light with a Lambertian surface on a macroscopic scale

Given a surface with a known reflectance function, dependent on wavelength, 𝑠(𝜆), and a light

source with known spectral power distribution, 𝑙(𝜆), the spectral power distribution of the reflected
light, 𝑟(𝜆) is given by [13]:

𝑟(𝜆) = 𝑠(𝜆)𝑙(𝜆)

Equation 1-1

The reflected light can be filtered into contiguous spectral bins and captured by a sensor system
[10]. In such a circumstance, given a knowledge of the relative intensities of the different wavelengths
of light produced by the source and measurements of the reflected signal (assuming that the material is
a Lambertian reflector), one can infer what the proportion of absorbed light was in each wavelength,
known as the absorbance, or, equivalently, one can infer what proportion of light was reflected, known
as the reflectance, either of which is characteristic of the particular material [12, 16]. The reflectance,
given that it is characteristic of that material, is sometimes also referred to as the spectral signature of
that material.
Key to such an approach is the assumption that variations in measured spectra are due to
variations in the material composition of the scene, with some allowance for noise. This means that
areas of incident light variation, such as shade, may thwart future attempts to analyse the data unless
compensated for.

Depending on the application, identifying and ignoring such pixels [17] or

encompassing all such pixels in a noise class [18] may be suitable solutions. An alternative is to
employ ‘active’ imaging [19], in which a light source is coupled to the camera system, which can
significantly reduce shadowing.
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The more bands one examines, the greater the likelihood of including bands that differentiate
the signatures of two materials [5, 20]. The human visual system may be unable to discern the
difference between two materials with different spectral signatures, given the way in which it integrates
together the responses from a broad region of bands 4. By including a large number of contiguous
bands, hyperspectral imaging attempts to offer the greatest chance for discriminating between materials
by their reflectance/absorption spectra, without incorporating any prior knowledge as to what materials
may be imaged by the system.

This, perhaps, is the key difference between multispectral and

hyperspectral systems [5, 10]: highly effective multispectral systems can be built around a single
application which requires the separation of a few materials with known spectral signatures. As one
moves that system into new applications, however, the specific bands used to increase separation may
no longer achieve good separation in this new environment with new materials. Hyperspectral systems
take no such short-cut and so instead suffer from an excess of data, leading to increased storage and
processing overheads, rather than a lack of versatility.
To further explain what is meant by an improved ability to represent a wider range of scenes, it
is instructive to examine the original application of hyperspectral imaging and the influence that this
has had on the development of hyperspectral analysis algorithms. The term hyperspectral imaging and
the related techniques were developed for use in the field of remote sensing [18, 20, 21]. That is,
images were to be acquired of the surface of the Earth from satellite or aircraft-based platforms. In this
environment, it was prohibitively expensive to produce and launch sensors with sufficient resolution to
allow for high accuracy discrimination between the various materials on the ground. As such, spectral
measurements were incorporated to allow for one to discern, identify and group different materials on
the ground [20-22]. Given the varied nature of the surface of the Earth, such a system could not be
specialised to deal with a limited range of materials; it required the kind of powerful discrimination
enabled by hyperspectral imaging.
The impact of the application of remote sensing on the development of hyperspectral systems
went beyond the structure of the data captured. Given that the spatial resolution of the original sensors
was poor, it is perhaps no surprise that the majority of hyperspectral image analysis techniques ignore
the spatial structure of the data completely and that traditional image processing techniques have, for
this reason, not been readily employed [22]. Instead, each pixel is generally treated as a separate
feature vector [22]. Each wavelength band represents a dimension in feature space: the intensity
recorded for a given pixel in a given band represents the magnitude of that pixel vector within that
band’s dimension, as shown in Figure 1-3.

4

Materials with different spectral signatures that become indistinguishable when viewed in lower dimensions are
referred to as metamers.
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𝜆2

𝜆2

𝜆1

Figure 1-3 Comparison of a) image cube and b) feature space representations of the hyperspectral subscene contained within the
red square

It is worth noting that the features used in the feature space representation need not correspond
to wavelength bands: a transformation of the data could be used as the basis for the feature space
representation.
The history of remote sensing has further stamped its mark on the development of hyperspectral
algorithms: due to the inherently noisy and uncontrollable nature of collecting data in such an
environment, as well as the historically poorer spectral resolution of hyperspectral sensors compared to
laboratory based spectroscopy equipment, hyperspectral analysis techniques have favoured statistical,
pattern recognition techniques over the kind of spectral signature library techniques favoured in
spectroscopy [21]. For example, techniques that do not attempt to extract the reflectance of the pixels
within the image by correcting for ambient lighting conditions, but instead operate directly on the
received signal, processing the image based on the statistics of the received spectra relative to the other
spectra captured within the scene have proved to be popular and successful [22]. In this way, one can
avoid the need to employ a reflectance correction in order to match the received spectra to the lighting
conditions used in the laboratory when library spectra were produced, a process that is non-trivial [16,
22, 23] 5. The key point is that if one simply desires segmentation, clustering, or similar forms of
analysis, this does not need to be informed by the fundamental characteristic spectral signatures of the
materials; it is simply enough that different materials have different signatures within the scene.
As a result of the robust nature of the techniques to scene conditions, hyperspectral imaging has
increasingly been employed outside of the traditional applications in the field of remote sensing.
Applications have arisen, for example in fields as varied as face recognition [7], artwork analysis and
5

Of course, such corrections are necessary if one subsequently wishes to match spectra derived from the
hyperspectral image to library spectra.
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conservation [24, 25], fruit quality assessment [26], landmine detection [19, 27, 28], detecting chemical
and biological agents [29] and in various medical applications [30-34], to name but a few. One
potential application of hyperspectral imaging is to the analysis of forensic crime scene data. It is
appropriate to now consider the demands of such an application, so as to inform the more detailed
discussion of hyperspectral imaging techniques that follow.

1.2 Spectroscopy and Forensic Evidence Imaging
Spectral imaging is not a new concept to the imaging of forensic images. The techniques used
to date, however, have not taken advantage of the powerful analysis techniques available from
hyperspectral imaging, or the ability of these techniques to cope with the challenging conditions present
in field applications. This section discusses the state of the art in imaging spectroscopy forensic
evidence analysis.
Given the capacity for human cruelty to manifest in a diverse and horrifying range of acts of
violence, betrayal and damage, it should come as little surprise that the range of evidence potentially of
interest at a crime scene and the range of scenes available are similarly vast. From fibre and paint
evidence, to glass shards, blood spatters (and other bodily fluids), fingermarks (along with prints from
other regions of the body), inks and documents, and shoemarks, the range of evidence that needs
imaging is equivalently large.

It should come as no surprise, therefore, that the spectroscopic

techniques used to image these items of evidence are similarly varied and generally tailored to the
particular item of interest being imaged.
One example of a spectral imaging system employed in detecting items of forensic interest was
developed as part of a U.S. Department of Energy project, in which Schnitser [35] developed a camera
system designed to enhance latent fingermark images. Exposing latent fingermarks to a laser of a given
frequency induced those fingermarks to fluoresce. Utilising an Acousto-Optic Tuneable Filter (AOTF)
and specialised hardware for tuning the passband wavelengths of the filter, Schnitser was able to
produce an adaptive matched filter, continuously tuned to capture the weighted sum of spectral bands
that maximised the separation between the fluorescing fingermarks and the background substrate.
Capable of producing 30 frames per second, the limitations of such a system were that it was both
highly specialised in its application, (such a system relies on the fluorescence specific to untreated
fingermarks), and its need for specialised lighting.
In a similar vein, Wagner [36] developed a camera system suitable for enhancing blood deposits
at crime scenes. The particular approach utilised made use of a sharp peak in the reflectance of blood
in the so-called Soret band. By taking the image captured at this frequency and dividing this image by
the image captured in a neighbouring band, Wagner effectively separated all the components of the
scene which had sharp changes in spectral signature between the Soret band and the neighbouring band
7

from those components of the scene that had a less marked change in spectral response between the two
neighbouring bands. The use of a pair of cameras and a pair of Liquid Crystal Tuneable Filters (LCTF)
enabled the capturing of both bands simultaneously and so again allowed a reasonably fast analysis of
the scene. The limitation of such a system was that it was incapable of differentiating between
materials that do not have significant spectral features at the Soret band. This was noted by Wagner to
result in a decrease in performance when used on aged blood which has diminished absorption in the
Soret band.
The ChemImage Corporation [37] produces a number of commercial hyperspectral imaging
systems for forensic examination. The CONDOR system, a laboratory based imaging system has been
used by Exline et al. [38, 39], Payne et al. [40] and Maynard et al. [41] in the examination of a variety
of treated and untreated fingermarks. The techniques used in these approaches have, however, been
relatively simplistic: examining single bands, performing contrast adjustments and examining spectral
derivative images. Another technique employed, which shall be discussed subsequently within the
thesis was Principal Components Analysis (PCA), although the results of applying this technique were
not regarded as offering significant improvement over the advantages derived from simply applying
spectral imaging. Similar experiments were performed on fingermarks by Tahtouh et al.[42], with
similar conclusions, although utilising different imaging equipment.
Wagner [36] also considered the imaging of fingermarks. However, similar to his approach to
enhancing blood, the approaches considered were limited to an examination of wavelengths
characteristic of treated fingermarks, focussing on fluorescence imaging of particular fingermark
treatments.
The previously mentioned CONDOR system is further advertised for the examination of
evidence such as blood spatter and such like [37]. Evidence from this equipment has been presented in
a courtroom [43], linking staining on currency notes from one scene to another, resulting in the
subsequent conviction of the accused. This suggests that such evidence is admissible.
A second hyperspectral system produced by ChemImage [37], the HSI Examiner 100 QD, is a
laboratory based imaging system designed for imaging documents for the purposes of examining ink
compositions, staining, etc. Such a system can be applied, for example, to detecting alterations to
documents. A testament to the success of such a system is the mention (stopping short of endorsement)
of ChemImage as a provider of equipment for the examination of questioned documents by the United
Nations Office on Drugs and Crime [44] and, more generally, an acknowledgement by the same
organisation of spectral imaging techniques as appropriate, non-destructive means for examining
documents. ChemImage by no means has a monopoly on spectral imaging applied to forensic evidence
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examination. For example, another spectral, laboratory-based “questioned document” examiner, the
ForensicXP is also available [45].
What is clear from these examples is that forensic science readily accepts the results of spectral
imaging.

Despite this, hyperspectral analysis techniques have not been widely employed 6 .

Furthermore, the available systems are either laboratory-based systems, which are capable of dealing
with a range of materials, or field systems designed to handle only a very limited selection of targets.
As such, a clear opportunity exists to develop a multi-purpose, field capable camera system, suitable
for both the detection and enhancement of items of interest at forensic crime scenes through the
exploitation of hyperspectral image analysis techniques derived originally for analysing remote sensing
data.

1.3 Specifications for a Hyperspectral Camera System for Forensic Image
Analysis
Wagner [36] identifies a number of key criteria which increase the likelihood of evidence being
accepted within a courtroom. These include a thorough documentation of the techniques applied and
the ability of a qualified person to explain the nature of the enhancement to the scene. As such,
techniques which are based on a well-justified and rational process for enhancing the image stand a
better chance of being admissible.

Well established and well-founded techniques, applied and

understood in a rigorous, rational fashion are superior to those that require any kind of trial and error or
arbitrary approach. As a further consideration, those techniques which ensure that the enhanced image
remains an accurate representation of the original scene are favoured.
On this basis, the author suggests that any technique or methodology considered for this
application should be based on a well-understood and established approach examined within peerreviewed literature. Furthermore, the more widely used the technique is within the field of remote
sensing, the more likely such a technique could be argued to be considered effective and thoroughly
established.
It can be further suggested that the less human interference required, the better. This has two
main advantages: first, the need for the user of the system to be familiar with the vagaries of high
dimensional data, spectroscopy and other fields relevant to decision making in such analyses is
diminished, such that training in the use of the system may focus more around the application,
requiring only a high level understanding of the system. Secondly, given a suitably well-founded
technique, minimising human interference in the system minimises the potential for accusations that the
evidence is somehow contrived or not an accurate representation of the scene. Consequently, the
6

The analysis approaches used within proprietary, commercial software are not explicitly described and so may be
more sophisticated than the techniques published in the literature.
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algorithms considered in this thesis will focus on unsupervised techniques. This is, perhaps, a sensible
constraint in any event as, given a field deployed system, it may be unreasonable to expect a human to
conduct enough supervised analyses of the scene while in the field to allow for many images to be
captured. Certainly, in the case of a video camera based system, such an approach is virtually excluded
by definition.
The features of forensic data should also be considered when examining appropriate techniques.
As already discussed, the range of items of interest and backgrounds within a forensic imaging context
are vast. The purpose of developing the camera system in this thesis is to provide a system with greater
versatility than considered previously. Consequently, the technique should not be overly specialised.
The technique also needs to be capable of coping with the nature of forensic data. For example, it has
been noted that fingermarks deposited on different substrates have different characteristic spectral
signatures [42]. Pools of blood of differing depths or strengths may have varying degrees of opacity
and hence signatures. Furthermore, liquid targets may appear quite different when pooled on nonporous surfaces such as tiles or finished wood compared to when soaked into porous carpets, paper and
such like. Any technique considered should have some means for dealing with this kind of variation
within materials.
Finally, the output from the system needs to be readily interpreted, both by expert users of the
system, but also by subsequent users of the data, that is, those engaged in the legal process.
To summarise, any techniques considered within this study need to be well understood and
established, should minimise the need for outside intervention in the process of analysis, should be
capable of coping with the wide variety of types of scene materials and material conditions within the
scene and produce readily interpretable results directly attributable to the original scene composition.

1.4 Hyperspectral Analysis Techniques
Having established the requirements and objective of the hyperspectral camera system that is
required to detect and enhance forensic evidence in the field, it is now appropriate to consider what
techniques from hyperspectral imaging might be appropriate candidates for such a purpose.
Hyperspectral image analysis techniques can, broadly speaking, be separated into 5 distinct categories
[10, 46]:
1. Target Detection: These algorithms focus on finding and enhancing pixels
corresponding to a particular material with a pre-defined and known spectral signature,
particularly when the occurrence of the material within the scene is rare.
2. Anomaly Detection: These algorithms highlight and enhance all pixels within the scene
that are anomalous to the general, background content of the scene. As such, these
pixels are necessarily rare.
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3. Classification: These algorithms attempt to segregate the scene into a variety of unique
classes, creating what is known as a thematic map, where each pixel is defined as
unambiguously belonging to one material class.
4. Unmixing (Soft Classification): Unmixing algorithms do not assume that each pixel is
composed of only a single material but may, in fact, be composed of a mixture of many
materials. Unmixing algorithms attempt to determine the proportions of the different
materials mixed within each pixel to produce the measured spectrum for that pixel.
5. Change Detection: These algorithms attempt to determine changes in scene composition
that have occurred over a period of time, requiring multiple, time-separated images of
the scene.
Target detection and anomaly detection algorithms are closely related. The difference between
the two approaches is that target detection algorithms require the specification a priori of the spectrum
of the target material of interest, whereas anomaly detection algorithms require one to specify the
statistics of the materials one wishes to ignore, which may either be known a priori or, given that
anomalous pixels are expected to be rare within the scene, may in fact be specified after image capture,
through a random sampling of the data [6, 10, 47].
Similarly, classification [18, 22, 48] and unmixing [15, 49, 50] algorithms are closely related.
Both provide information about the materials occurring in all pixels across the scene, the only
difference is in the exclusivity with which the assignment of material to pixel is made.
Change detection [10] is unique, in that it alone requires a series of hyperspectral images
separated in time. The essence of change detection is in removing noisy differences between the
images so as to reveal true changes that have occurred between successive images.
In his thesis, Wagner [36] suggested unmixing may be an appropriate technique for enhancing
forensic items of interest, albeit without justifying why unmixing might be favoured over the other
techniques. The author concurs that unmixing probably is the most appropriate means for enhancing
such images. This decision can be arrived at by a process of elimination.
Aside from change detection, which is clearly not appropriate given that this would require precrime images of the scene or region of interest, the remaining techniques warrant some consideration.
First, consider target detection. Clearly, the ability to locate particular materials within a scene is of
interest. Such a technique has been employed by Schnitser [35], discussed above and, in a real sense,
this is also true of Wagner’s band division approaches [36] that focus on bands of interest for the
particular materials being sought. The problem with target detection algorithms, as highlighted above,
is one of specificity: the algorithms are not capable of enhancing items of interest that are not explicitly
searched for. A second concern is related to the variability of lighting conditions in field systems. To
11

engage a target detection algorithm, one must have some idea of the spectral signature of interest.
Without performing some correction for scene lighting conditions [16, 23], or having some degree of
control over lighting conditions [19], the spectral signature of the target may bear limited resemblance
to the occurrences of the same material within the scene. In a best case scenario, this may simply
manifest itself as a poorly enhanced image.

In a worst case scenario, this may result as the

misidentification of materials, either as false positives or false negatives, misdirecting investigators.
Given that correcting for ambient lighting conditions is not a trivial matter, particularly for terrestrial
scenes in which the lighting may vary in different locations about the scene, target detection algorithms
may not be the most appropriate.
Anomaly detection, in a similar vein, cannot have scene background statistics defined a priori
without harming the versatility and scene condition robustness of the system. As such, background
statistics need to be derived from the scene itself. This, however, raises a new concern. If the
anomalous pixels within the scene are rare, then a random sampling of the scene to produce scene
background statistics is unlikely to capture one of the anomalous pixels of interest [6, 51]. If, on the
other hand, the pixels of interest are not rare, for example in an enhancement application in which the
item of interest is imaged at close range, then such approaches become likely to inappropriately
exclude the item of interest itself! Thus, anomaly detection algorithms do not seem capable of
performing well in both detection and enhancement tasks.
Classification, on the surface, appears ideal. A map of materials appears to be exactly what is
required to allow for enhancement and/or detection of any items of interest.

The problem with

classification in the context of forensic scene imaging is due to the issue of assignment. Given a
section of blood spattered carpet, should this portion of the image be classified as blood or carpet?
Given a fingermark smudged over a bank note, which portions of the print should be identified as print
and which as bank note? The problem with hard assignments of materials is that human beings don’t
make hard assignments of materials in their interpretation of complex environments, or rather they do,
but their classifications are contextual. For example, if one is searching for items of forensic interest,
one biases their classifications, making assignment as an item of interest more likely. Given an
unsupervised classification algorithm, the algorithm is not aware of which materials are of particular
interest, especially as one cannot provide prior information about the spectral signatures of materials of
interest given potential variability in lighting conditions. It is therefore questionable whether the
assumption inherent to a classification algorithm, that the most abundant and therefore most spectrally
dominant material is the most appropriate class assignment [52, 53], is appropriate in a forensic context.
A further problem with hard classification algorithms in the presence of ambiguous or mixed
pixels is that the spectral signature of a mixed pixel can, in fact, appear more similar to an unrelated
material than it does to any of the materials contained within that pixel, depending on the measure of
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similarity employed [46, 54]. Given that many items of forensic interest result from the deposition of
one substance onto another material, the likelihood and importance of mixed pixels is such that the risk
of this kind of misclassification needs to be avoided.
This eliminates all bar hyperspectral unmixing techniques.

Unmixing generates maps of

materials, much like classification, but unlike classification, the assignment of materials is not
exclusive, allowing for single pixels to be represented by many materials [15, 49, 50, 55]. While this
means that the results can be harder to interpret all at once (if a scene has 15 materials, then 15 maps
are produced, all of which cannot be easily simultaneously displayed and interpreted by a human
observer), the advantage of such an approach is that it does provide a user with a large amount of useful
information. While the system may not be able to advise a user that a particular map corresponds to
blood spatter, it can display a map of that spatter and the spectral signature corresponding to that map.
From the context of the scene, the user may then be able to determine that this map represents blood
spatter, or at least a material worthy of investigation and independent identification. In this way,
unmixing allows for one to take advantage of the strengths of both unsupervised systems: ease of use,
objectivity, rigorous physical and/or mathematical foundations; and the strengths of supervised systems,
championed by Landgrebe [20], which exploit the impressive pattern recognition powers of the human
brain to produce results more meaningful to human interpreters.
As a result of the advantages of unmixing, the technique of unmixing shall now be considered
in more detail.

1.5 Hyperspectral Unmixing
Before examining how to unmix data, it is important to understand how mixing occurs within
the context of hyperspectral imaging.
1.5.1 Mixed Pixels
As previously mentioned, many algorithms, such as those related to classification, assume that
pixels within the data are ‘pure’. That is, the spectral signature measured from a single pixel is the
result of the interaction of a single material with the incident light or rather, more correctly, that the
signature measured is the result of the interaction of the incident light with a single material class [2].
Given that purity is associated with classes and not materials as humans perceive them, the
appropriateness of this assumption is both dependent on the system used to capture the data [10] and on
the particular application for which the data is intended. For example, in a remote sensing application
in which the data is to be segregated into broad terrain classes [56], such as desert, ocean, forest, crop
types and so forth, given appropriate sensor resolution, the assumption that pixels are pure may be quite
reasonable. In other words, one is not likely to encounter pixels that are significantly both desert and
forest, nor is one likely to desire the recognition of the shrubbery growing around the base of the trees
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as some kind of grassland. Blanket labelling the entire contents of a pixel as forest is appropriate in
this application.
On the other hand, if one was attempting to identify, for example, the spread of pest vegetation
through a forest [57], it’s unlikely that pixels containing pest species would not also capture non-pest
plants and (depending on the extent of the infestation) vice versa. As suggested by Landgrebe [18],
intra-class variation is mostly information bearing and not noise in a classical sense. The question is,
whether in the particular application this information is proving a nuisance, or can be turned to a useful
purpose. Mixing models attempt to achieve the latter.
In the event that a pixel, for a given application, fails to meet the requirement for purity, the
pixel can be considered to be ‘mixed’. Mixed pixels broadly fall into one of two classes: those for
which the response measured at the sensor is a linear combination of the spectral signatures of the
material constituents of the pixel and those for which the spectral signature measured at the sensor is a
non-linear mixture of the material constituents of the pixel [15]. The three different kinds of pixels,
pure, linearly mixed and non-linearly mixed are illustrated in Figure 1-4.

Figure 1-4 Representation of a) a pure pixel b) a linear mixture of two materials within a pixel and c) a non-linear mixture of two
materials within a pixel

The cause and features of both kinds of mixing shall now be discussed in detail.
1.5.1.1 Linear Mixing
The Linear Mixing Model (LMM) assumes that each ray of light received at the sensor has only
been scattered by a single material [15, 49, 50]. This does not mean that all the light collected at a
particular pixel on the sensor has only been scattered from a single material, but rather that each ray has
not interacted multiple times with the scene. In other words, the incident light has only interacted with
and therefore had its spectrum altered by a single material. In order for this to be true, materials within
the scene must be separated into distinct regions, such that light does not scatter from one material onto
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another before finally scattering onto the sensor. In this instance, the linear mixed pixel is the result of
insufficient sensor resolution: given sufficient resolution, each region of distinct material would resolve
into its own pixel and no mixing would occur.
The spectrum measured by a sensor as a result of a linearly mixed pixel is dependent on both
the spectral signatures of the materials occurring within that pixel and the proportion of the area of that
pixel covered by each material, also referred to as the abundance of that material. More specifically,
given a system with 𝑁 pixels, 𝜆 spectral bands and a scene containing 𝑀 materials, also referred to as

endmembers, the response captured by the sensor for a given pixel is given in Equation 1-2 [15, 49, 50].
𝐱𝑖 = 𝐒𝐚𝑖 + 𝐧𝑖

where:

Equation 1-2

𝐱 𝑖 ∈ ℝ𝜆 is the spectral signature received at pixel 𝑖

𝐒 ∈ ℝ𝜆×𝑀 is the matrix, sometimes referred to as the endmember matrix with columns 𝐬1 … 𝐬𝑀 that
represent the spectral signatures of the pure materials
𝐚𝑖 ∈ ℝ𝑀 is the vector of the proportions, or abundances of each material within pixel 𝑖

𝐧𝑖 ∈ ℝ𝜆 is an additive noise vector, usually assumed to be Gaussian distributed

In order for the model to properly represent a physically realisable scene, two constraints must first be
imposed on the proportions of the materials within each pixel:
M

� 𝑎𝑖𝑗 = 1
j=1

𝑎𝑖𝑗 ≥ 0∀j ∈ ℤ, j ∈ [1, M]

Equation 1-3

Equation 1-4

where 𝑎𝑖𝑗 represents the proportion of the 𝑖 𝑡ℎ pixel covered by the 𝑗 𝑡ℎ material.

The first of these conditions, shown in Equation 1-3, is referred to as the additivity constraint and
ensures that no more or less than 100% of the materials within a pixel are accounted for. The second
constraint, shown in Equation 1-4, is known as the non-negativity constraint, which ensures that there
can be no representation of negative spectra.
Similarly, all values of 𝐒 should be non-negative, as a material can generally not absorb more light than
was incident [58]. If 𝐒 is given in reflectance units, similarly, the maximum value of any entry in 𝐒
should be 1, as, excluding sources, a material should not scatter more energy than was incident [33, 58,
59] 7.

7

This requires more care than is perhaps intuitive, given that, for example, fluorescence is based upon the emission
of energy at wavelengths different than the exciting wavelength. Furthermore, in some regions of the electromagnetic
spectrum, all warm bodies are emitters, notably in the infrared. Within the VIS and NIR regions, however, it is generally
reasonable to assume that objects are not emitting energy except in response to incident light of the same wavelength.
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1.5.1.2 Non-Linear Mixing
In circumstances where the incident light is scattered multiple times from multiple materials
before reaching the sensor, the resulting spectrum is a non-linear mixture of the material signatures [15,
49]. Such a circumstance may be the result of, for example, an intimate mixture of different materials,
such as in a mixture of sand types, or when attempting to examine the sea bed through differing depths
of sea water. It has been stated that, to an extent, all hyperspectral imaging is non-linear [16, 60], it is
more a matter of how non-linear the data can be before one is forced to abandon the more tractable
linear mixing model and examine non-linear mixing [16].
Despite the obvious difficulties of dealing with non-linear mixing, some attempts have been
made to unmix non-linear mixtures. Such approaches include rigorous, physics based models of the
mixing [49], neural network approaches [61, 62] and using the linear mixture model with a spectral
library simulating varying mixing proportions of non-linear mixtures in a kind of piece-wise non-linear
mixing system [63].
The arguments against using spectral library systems have already been made in this thesis.
Such systems presuppose an ability to control or adjust for lighting conditions that is perhaps too
optimistic for a field capable device. Furthermore, the need to cover not only the range of possible
materials, but also a range of non-linear mixtures of those materials is either unfeasible or risks
harming the versatility of the device. A similar argument can be levelled against rigorous physics
based methods. While one’s ability to model a particular kind of interaction may produce an effective
approach for that limited circumstance, it is too much to hope that such a system will have the required
versatility.
Refuting the use of neural networks is slightly more difficult. Clearly, while neural networks
are a well-established technique, the author suspects that there would be some unease over their use in
this application. While many kinds of neural network models exist and neural networks may be able to
produce good results on non-linear hyperspectral data, two issues arise with the use of neural networks,
both of which relate to the training of such systems. The first problem with neural networks is in the
risk of over-training, that while the training data used may allow the system to operate appropriately on
scenes similar to the test scenes, given the full variety of materials, lighting conditions [58] and
compositions available in the world, the system may behave improperly when taken too far outside of
the training data [61]. On the other hand, much more extensive training coupled with more neurons,
while allowing for the system to handle a wider range of scenes, also increases both the computational
overhead and training time. A further question arises, in terms of how one might in fact actually train
such systems. It is extremely difficult to produce ground truth data for mixed pixel scenes, as noted in
[64]. As such, appropriate training data must, necessarily, be hard to come by. Whether one could
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reasonably procure enough data to produce a versatile system is an open question, let alone when one,
for example, considers that such systems would need to be trained to handle lighting variation.
The final nail in the coffin, however, as far as the author is concerned is that the operation of
neural networks is not transparent. One trains the network and then one allows the network to run its
analyses with no insight into the basis on which the network is making its decisions. Given the
application to forensic imaging and therefore the need to make a case for the reliability or suitability of
the approach, it could prove very difficult to defend the technique from a motivated opposition. As
such, neural networks will not be considered further in this thesis, for either linear or non-linear
unmixing.
As a result of the issues with the techniques for analysing non-linear mixed data, this thesis will
focus exclusively on linear unmixing methods in the belief that in many instances linear mixing may be
suitable enough and in other instances, the extent of non-linear mixing may be able to be captured by
introducing additional endmembers.
1.5.2 Linear Unmixing Analysis Techniques
Having established what mixed pixels and mixing are, this section will now discuss some of the
most popular and representative techniques from the field of hyperspectral unmixing, with a view to
deciding upon an appropriate technique to use within the system developed within this thesis.
Keshava [15, 49, 50] has identified in his taxonomy of hyperspectral unmixing algorithms three
distinct stages of the unmixing process: dimension reduction, endmember determination and inversion.
Dimension reduction, as the name suggests, reduces the dimension of the data, both to reduce the
computational overhead of the subsequent processing and also to attempt to improve the quality of the
data by attempting to filter noise into the discarded dimensions.
Endmember determination is the process by which the spectral signatures of the pure materials
or endmembers are estimated. Inversion is the process by which, given the estimate of the endmembers
and the original data, the abundance of each material in each pixel is estimated. It is important to note
that while these three tasks are required from an unmixing algorithm, they do not necessarily need to
occur in any particular order (although usually dimension reduction will occur first). For example, an
algorithm may alternatively optimise the endmember estimates and abundance values. This said,
abundance maps will generally be produced from the final estimate of the endmembers. As such, a
rough outline of the process is given in Figure 1-5.
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Figure 1-5 a) Original data and the three stages of unmixing: b) reduced dimensional data, c) extracted endmember signatures
and d) abundance maps of those materials

The implication of Keshava’s taxonomy is that, for some algorithms, the three stages can be
employed in a plug and play fashion, allowing one to select a combination with desirable properties.
Of course, in some instances, the techniques are intrinsically linked, and so must be used as a complete
system. In this section, complete systems will be discussed, without particular reference to where an
implementation offers choices in, for example, the dimension reduction portion of the algorithm. In
general, unmixing algorithms are designed around endmember determination, given that from the
endmembers, one can use a least squares process to simply invert the data to produce abundances,
which is far and away the preferred approach for inversion [49].
While unsupervised algorithms are the only algorithms considered as suitable candidates for the
camera systems of interest here, some particularly notable supervised techniques will also be
mentioned, for completeness. The discussions contained within this section will, necessarily, be high
level, with the focus on selecting a technique appropriate for use within the camera system application
outlined here. Interested readers are advised to examine the references for more detailed descriptions.
Finally, before beginning to describe hyperspectral unmixing techniques, it is important to note
one further aspect of Keshava’s taxonomy, the separation of algorithms into either statistical or
geometric algorithms. Statistical methods, which may be parametric or non-parametric approaches,
tend to optimise some global measure of the quality of the solution. In contrast, geometric approaches
exploit the fact that the linear mixing model described in Equation 1-2 describes a convex set, and more
specifically a simplex 8, with the endmembers located at the vertices of said set, assuming the data is
noise free. As such, geometric techniques attempt to explicitly build simplexes. The quality of the
simplex is measured based on the assumption that the data is relatively noise free and hence should be
well-fitted by the model. The difference is relatively subtle, given that any collection of 𝑀 linearly
independent endmembers forms a simplex within the feature space.
8

The simplex-nature of hyperspectral data is discussed in greater detail in Chapters 2 & 3.
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The author contends that the main means for discriminating between geometric and statistical
unmixing techniques is whether the approach explicitly invokes the fact that the endmember set forms a
simplex or not and how the algorithm treats the error between the data and the model. If the algorithm,
for example, minimises some measure of error based on the complete data set, the technique is likely
statistical. If the quality of the algorithm is, instead, largely determined by the fit of the model to the
pixels on the boundary of the data, the technique is more likely geometric. It is hoped that the example
algorithms below may clarify this difference. With this distinction aside, it is now appropriate to
examine a representative selection of techniques, with a view to selecting one to be the focus of the
remainder of this thesis.
1.5.3 Principal Components Analysis
While not a hyperspectral analysis technique per se, Principal Components Analysis (PCA) [65]
is frequently employed in hyperspectral imaging as a means for dimension reduction [15, 49, 50]. In
addition, PCA has been used as a kind of enhancement technique on fingermark images.
The PCA algorithm acts to decorrelate the dimensions of the space used to represent the data by
performing an eigen-decomposition on the spectral covariance matrix. The effect of this is to transform
the data to a space in which the covariance matrix is diagonal. PCA, aside from decorrelating the
spectral bands has an additional advantage: for a given, lower number of dimensions in which the data
is to be represented, PCA minimises the expected least square error between the PC-reduced dimension
representation of the signal and the original signal (refer to Appendix C).
When employed as a dimension reduction technique, PCA has no means for inherently
determining the appropriate number of transformed bands to use to represent the data. Two commonly
used approaches are to either determine the dimension of the data through some other means and then
retain this many high variance bands, or to threshold the bands based on some minimum variance
criterion [49].
PCA has a number of advantages as a dimension reduction technique. Aside from being both
relatively simple computationally and conceptually, the technique is a linear transformation of the data
from a higher space to a lower space. As such, this transformation may make the noise appear more
Gaussian, thus better fitting the linear mixing model [22]. This is particularly an advantage in systems
that make use of the most commonly employed inversion technique: least squares inversion.
Furthermore, thresholding the variance values provides a crude means of determining the approximate
dimension of the data, providing a means of addressing a problem that is otherwise difficult to resolve.
On the other hand, it has been noted that such an approach does not in general produce a good estimate
of the number of materials within a scene [66].
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PCA is not without weaknesses, however.

Higher variances tend to indicate less noisy

components, which in turn suggest that those components will be more useful in subsequent analyses.
Despite this, there is little evidence to suggest that higher variances represent better class discrimination
capabilities [49, 67, 68].
In addition, given that PCA is a statistical technique based around the covariance matrix and
particularly, as it minimises least squares error, PCA will not necessarily produce the best
representation of classes that are rare or otherwise have minimal influence on the variance of the data
[49]. Furthermore, as a least squares technique, there is an inherent assumption that the noise is
Gaussian distributed [49, 69], which may not be well-founded [70, 71].
Despite these weaknesses, PCA is exceedingly popular [72]. Preliminary evidence suggests
that the use of PCA can in fact improve the performance of target detection algorithms [72]. Combined
with this, the ability to represent the data in a lower dimensional space reduces the computational and
storage overhead of any subsequent processing.
The problem with PCA as an enhancement technique is that the principal components are
unlikely to correspond directly to material signatures, or to necessarily provide good separation
between classes.

The fact that the principal component bands are orthogonal ensures that the

component bands will not correspond to real material spectra, as real spectra may be linearly
independent 9 but will not be orthogonal. As such, the principal components represent a linear mixture
of the spectral signatures of the scene material constituents. This means that the principal component
maps of the data represent the abundances of mixtures of spectral signatures, meaning that further postprocessing is likely required to enhance class separation such that the images are useful to a human
analyst.
Disadvantages aside, PCA is immensely popular and has been used in a number of enhancement
applications [24, 26, 40, 42, 73]. As such, PCA is worthy of mention, but not of consideration as the
primary means of scene analysis employed within the camera system used within this thesis.
1.5.4 Maximum Noise Fraction
Similar to PCA, the Maximum Noise Fraction (MNF) [74] transform is a means for dimension
reduction, rather than an analysis technique. In essence, the technique is a noise-corrected version of
PCA. This means that this approach requires an estimation of the noise statistics of the scene. Despite
this being an apparently difficult problem, simple techniques, such as assuming the scene is slowly
changing and therefore neighbouring pixels should be highly correlated provide a means for estimating
the noise covariance [74], among other approaches [66].

MNF deserves a mention, due to its

9

In fact, linear independence is necessary for the linear mixing model (and hence linear unmixing) to be able to
differentiate between materials.
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popularity within remote sensing as a dimension reduction technique. This may perhaps be attributable
to the potentially quite different signal to noise ratios across different wavelengths due to, for example,
such phenomena as water absorption in the atmosphere affecting different bands. Given equal signal to
noise across all bands, however, the results of PCA and MNF should be identical. As such, it is
unlikely that MNF represents a substantial advantage for terrestrial applications. Given that PCA is an
established technique within forensic scene imaging, PCA will be used in favour of MNF in this thesis.
1.5.5 Independent Components Analysis
Independent Components Analysis (ICA) [75-77] has been proposed as both a means for
dimension reduction [78] and as a means for unmixing hyperspectral data [79-82]. ICA is not in itself a
hyperspectral technique. Instead, ICA was proposed as an approach to solving ‘the cocktail problem’
and related problems. Given a room full of independent sound signal sources, microphones placed
throughout the room will receive a weighted combination of the sound signals, dependent on the
distance between the sources of the sounds and the microphone in question [75].
ICA attempts to separate the different sound signals by searching for statistically independent
directions within the data, given that each sound is generated independent of the other sounds in the
room. The analogue of such a system in hyperspectral unmixing is that ICA attempts to determine the
‘independent’ spatial distributions of the abundances for each material. The problem with such an
approach is that, unlike the separate sound signals in the cocktail problem, the abundances of the
different materials across the scene are not statistically independent: the abundances within a particular
pixel are related to one another through the additivity constraint (see Equation 1-3) [80, 82]. While a
reformulation of ICA which corrects this problem has been suggested [80], such an approach has not
been widely adopted.
Indeed, one complication with applying ICA to any application is that, similar to linear
unmixing, there is not one single approach to performing ICA, but a range of possible techniques. The
reason for this is that, given that the probability distributions of the underlying data are generally not
known, determining directions within the data that represent statistically independent directions is an
extremely difficult problem. Instead, for example, techniques have been developed around searching
for uncorrelated directions within the data, as a kind of weaker version of independence. Furthermore,
in order to determine uncorrelated directions, this search is then further simplified into a search for the
least Gaussian directions within the data [75]. Different statistical tools and numerical methods can
then be employed to provide measures of ‘Gaussianity’ and search strategies for finding these
directions. Two of the most popular approaches for performing ICA that have been considered within
the remote sensing literature are the FastICA [76, 83] and Jade [84] algorithms.
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Given that the mechanism behind ICA is incompatible with the linear mixing model, it is
perhaps unsurprising that ICA has not been lauded as a successful technique by the remote sensing
community outside of its use as a dimension reduction technique. For this reason, combined with the
fact that the selection of ICA would engender a further question of the most appropriate ICA algorithm
to use, ICA was not considered a suitable candidate for this study.
1.5.6 Fuzzy C Means
Fuzzy C Means [85], also referred to as Fuzzy K Means is, similar to ICA, not a technique
developed specifically for hyperspectral imaging. Fuzzy C Means has, however, been applied to a
number of hyperspectral imaging applications, in both the popular Multispec program [86] and notably
outside of remote sensing [25, 30, 87].
At the heart of Fuzzy C Means is the optimisation of an objective function that attempts to both
maximise between cluster separation, while at the same time minimising within cluster distances [85].
In other words, it attempts to produce endmembers that have maximally different spectral signatures
while at the same time attempting to ensure that those endmember signatures are located within and
particularly near to dense clusters of data points within the data.
There are many features of Fuzzy C Means that make it appealing as a candidate for use in the
proposed camera system. First, if one employs the Alternately Optimising (AO) implementation of
Fuzzy C Means [85], the proportion maps produced by the algorithm will obey both the additivity and
non-negativity constraints. Secondly, the technique is certainly well established, improving the chance
that the technique would be accepted in a forensic setting. A further advantage of being such an
actively studied algorithm is that there are many well studied variations of Fuzzy C Means available,
for example, for automatically determining the appropriate number of endmembers from the data [85],
something standard Fuzzy C Means is incapable of doing.
In the author’s opinion, however, there are two main barriers to Fuzzy C Means use in such a
system. The first is that, given that the results of Fuzzy C Means are dependent on the location within
feature space of the data points, the results of Fuzzy C Means are highly dependent on the composition
of the scene. For example, Fuzzy C Means is more likely to select endmembers amongst densely
clustered feature vectors [85]. This means that Fuzzy C Means is biased towards representing the most
abundant materials in the scene. This could mean, for example, that given unequal numbers of pixels
representing different materials within the scene, endmembers representing the less frequently
occurring pixels may be pulled towards the larger material clusters, thus distorting the spectral
signatures of the endmembers.
One factor does mitigate this effect. However, this factor is also the second disadvantage of the
Fuzzy C Means algorithm: a fuzziness parameter determines the balance between interclass distance
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and intra-class spread [85]. As such, one may well be able to control the relative strengths of these two
effects appropriately for a given scene. On the other hand, this means that the appropriate choice of
fuzziness factor may well be scene dependent and that the selection of appropriate fuzziness parameters
is non-trivial.
Given that, within the application of forensic scene imaging, rare material classes may be
equally or even more important than abundant material classes, these limitations of the Fuzzy C Means
algorithm mean that, while it was a strong contender, the algorithm was not selected to form the basis
of the camera system.
1.5.7 Iterated Constrained Endmembers
Iterated Constrained Endmembers (ICE) [17, 88, 89] was an algorithm specifically identified as
being of possible interest in investigating the application of hyperspectral imaging to forensic scene
analysis (Miskelly, personal communications). The ICE algorithm is a kind of hybrid of a statistical
approach to linear unmixing and a geometric approach to linear unmixing.

The ICE algorithm

explicitly searches for an appropriate simplex to fit within the data, by noting that the reconstructed
data formed from the extracted endmembers and fully constrained abundances form a simplex. The
algorithm therefore attempts to minimise a global, least squares measure of residual error between the
estimate of the original data, formed from the endmember spectra combined with the abundance
estimates, and the original, measured data.
The problem with such an approach as described, however, is that given such a performance
measure, the system would simply produce endmember estimates that are highly separated and very far
outside the data, to ensure that all of the data points fell within the simplex [17].

In such a

circumstance, the only components of the data that would not be fitted by the model would be those not
spanned by the endmember set, meaning that ICE would effectively be searching for a subspace that
best represented the data, much like PCA, instead of searching for endmember signatures that best
represented material spectra. In order to counteract such an effect, the algorithm adds a penalty term to
the objective function, using the distance between endmembers as an approximate measure of the
volume of the simplex to prevent the simplex from becoming too large.
This raises the first concern the author has with the ICE algorithm. The performance of the
algorithm is dependent on the value of a tuning parameter that sets the relative importance of the error
between the model and the data; and the penalty for large simplexes. As for Fuzzy C Means, it is
intuitive to suggest that this parameter is scene dependent and difficult to derive.
A second and perhaps more significant concern is that, in order to function, ICE must generate a
series of fully constrained abundance maps, use those abundance maps to predict the error between the
model and the data and then use that information to update the endmember estimate, which in turn
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requires more fully constrained abundance maps. As discussed later in this thesis, in Chapter 4 and
also in Appendix D, non-negativity constrained inversion is both iterative and expensive. As such, ICE
is based around iteratively applying expensive, iterative algorithms. Despite the assertions of the
creators of ICE [17] that a suitably fast implementation of fully constrained inversion was produced,
the details of such an approach have not been explicitly revealed, likely due to the commercial nature
of the ICE algorithm. Consequently, the author has not had access to a fully-constrained inversion
algorithm capable of producing abundance maps rapidly enough to actually investigate the performance
of the ICE algorithm on scenes of any practical size. Given these factors and that ICE has not generally
become widely used within the literature 10, the ICE algorithm was not considered a suitable candidate
for investigation.
1.5.8 Pixel Purity Index
Pixel Purity Index (PPI) [90, 91] is probably one of the most popular and widely used
algorithms within hyperspectral unmixing, likely in no small part to its inclusion in the popular
Environment for Visualizing Images (ENVI) software package for visualising and analysing
hyperspectral and remote sensing data [17].
PPI is a geometric technique that assumes that a pure pixel representative exists within the data
for each of the material classes present within the scene. Given the existence of pure pixels, such pure
pixels, being endmembers, are expected to reside at the corners of a simplex containing the data. In
order to find the most extreme pixels within the set, PPI simply projects the data onto a series of
randomly generated pixel vectors, noting the pixels for a given vector that either have large or small
projections relative to the bulk of the data. Pixels that appear extreme in a number of different
projections are assumed to be good candidates as endmembers.
Unfortunately, PPI is a supervised technique, in that the algorithm does not actually select
appropriate endmember pixels, but instead presents a range of possible endmember candidates to a user
to choose from. While recent attempts have examined the possibility of producing an unsupervised
version of the PPI algorithm [92], such approaches have yet to gain wide acceptance. Therefore, while
PPI warrants a mention due to its popularity, the algorithm is not suitable for use in the camera systems
investigated in this thesis.
1.5.9 N-FINDR
The N-FINDR algorithm, developed by Winter [93-97], is a geometric algorithm developed
around a simple concept that has proved to be quite popular, both being frequently used and modified
within the literature, in addition to the convergence of the algorithm having been studied in detail.
10

The lack of popularity of ICE may, however, have more to do with the commercial nature of the algorithm rather
than any limitations of the approach.
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The N-FINDR algorithm is a simple geometric algorithm. The basis of the algorithm is that,
given that the data points should, in a noise free environment, all fall within a simplex, then the largest
simplex that contains the data should represent the true simplex. As discussed for the ICE algorithm,
the problem with such an approach is that this tends to favour extremely large simplexes, so as to
contain all the data. In order to prevent such a circumstance, N-FINDR restricts the vertices of the
simplex to the data points, selecting sets of pixels from the data, calculating the volume of the simplex
formed from these sets of pixels and retaining the largest simplex as the best estimate of the pure
endmember signatures. This means that, like PPI, N-FINDR assumes that pure pixels exist within the
data. In the absence of pure pixels, however, N-FINDR instead unmixes based on the most pure pixels
present within the data [93, 94]. While this would be an issue in any application for which the exact
abundance values were important, given that the forensic application considered in this thesis is simply
concerned with the abundance of targets of interest being different from background objects, this is of
less concern.
The advantages of the N-FINDR algorithm lie in it being a well-established and thoroughly
studied technique [17, 98-111] with a well understood operation [95, 112]. The operation of the
algorithm is conceptually simple enough to be easily explained to non-experts in the field. Furthermore,
the fact that endmember spectra are selected from within the data and thus correspond to real material
or combination of material signatures [93, 94], not mathematical constructs and the fact that, unlike
statistical techniques, the N-FINDR algorithm does not marginalise rare material signatures within the
data [49] are both significant advantages. Indeed, N-FINDR is, if anything, too sensitive to out-lying
data points. In the context of forensic scene investigations, in which items of interest may cover a very
small region of the scene, this may be as much an advantage as a disadvantage. Furthermore, given
that N-FINDR has already been involved in the creation of real-time systems [113] (albeit with little
specific details available as to how this was achieved), this provides some confidence that an
appropriate system using N-FINDR is possible. As a result of these advantages, N-FINDR was
considered to be one of the most suitable candidates for linear unmixing that might be applied to
forensic scene analysis.
1.5.10 Craig’s Minimum Volume Transform
Craig’s Minimum Volume Transform [114] and Winter’s N-FINDR algorithms are, in effect,
mirror versions of one another. Whereas N-FINDR attempts to build large simplexes constrained to lie
within the data, the Minimum Volume Transform (MVT), attempts to build the smallest possible
simplex that contains the complete data set. As such, unlike N-FINDR, the MVT does not assume pure
pixels exist within the data. It should be noted, however, that it has been suggested that the N-FINDR
algorithm makes simplexes that are too small, while the MVT makes simplexes that are too large [17].
The approach used by the MVT, however, means that the spectral signatures produced by the algorithm
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are, unlike N-FINDR, not necessarily representative of real material signatures. As a result, despite
Craig’s approach being successful enough to spawn an array of related algorithms, for example [115,
116], in the application being considered, the author favours the N-FINDR algorithm.
1.5.11 Optical Real-time Adaptive Spectral Identification System
Optical Real-time Adaptive Spectral Identification System (ORASIS) [117] is one of the few
real-time hyperspectral algorithms available. Developed specifically for the military at the United
States Naval Research Laboratory, specific details of the operation of the algorithm are not available
[118]. Clearly, while this makes the technique unsuitable for consideration in this thesis, it is perhaps
appropriate to mention the small amount of information about the system that is publicly known
through a number of papers [5, 49, 98, 118] and other sources [117] including comparisons with other
algorithms [98]. The uniqueness of the approach of ORASIS means that it merits a mention regardless
of the lack of specific information about the implementation.
The ORASIS algorithm can be broken down into 5 distinct modules: exemplar selector,
adaptive learner, demixer, spectral library/knowledge base and spatial post-processor [117].

In

understanding the ORASIS algorithm it is important to understand that hyperspectral data collected in
remote sensing is collected by an aerial or satellite platform which is equipped with a pushbroom
sensor. The significance of this is that the data has a full spectral resolution from the first moment of
capture, but the complete scene is built up by adding rows of pixels at a time.
The first stage in the ORASIS algorithm is the flat fielding of the currently collected image,
reducing the pixel-to-pixel variation caused by lighting, sensor differences and so on [117]. Next,
ORASIS selects a set of exemplar pixels that roughly enclose the pixels available. Given this estimate,
as new pixels are introduced to the data, the angle between these newly acquired pixels and the existing
exemplar pixels is used to eliminate or confirm potential exemplars [49, 117]. As such, pixels are
being continuously added to the set of potential endmembers.
At the same time, a modified Gram-Schmidt orthogonalisation process is used to create a lower
dimension, orthogonal basis for the current set of exemplar pixels [49, 117]. A Minimum Volume
Transform process is then used to fit a minimum volume simplex around the data to identify
endmember pixels from within the set of exemplars [98].
A key advantage of this approach is that it makes modifications to the existing solution based
on the newly acquired data rather than through creating completely new solutions [117]. The fact that
processing runs concurrently with the image capture process also provides an apparent speed advantage,
although it should be noted that the ability to do this is dependent on the pushbroom capture method
used. It is interesting to note that ORASIS uses spatial post-processing. Spatial post-processing is also
used in the popular Extraction and Classification of Homogeneous Objects (ECHO) algorithm [119] for
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classifying hyperspectral data. Despite being somewhat aged, ECHO is still popular today [21, 86,
120], in large part because (effectively) low-pass filtering the classification map after the algorithm has
otherwise terminated greatly reduces noisy nonsensical pixel classifications [21]. This is useful in a
remote sensing scene due to the relatively slow spatial changes in terrain types across most scenes.
Despite offering many useful properties, not least of which is an already real-time system, the
lack of specific information about the operation of ORASIS means that this algorithm will not be
considered further within this thesis.
1.5.12 Vertex Component Analysis
Vertex Component Analysis (VCA) [118] is a geometric unmixing algorithm that is becoming
increasingly popular, perhaps in part due to the low computational complexity of the algorithm and in
part due to the free availability of MATLAB code for the algorithm online [121], in contrast to
commercial algorithms.
The operation of VCA is a combination of a PPI-like process, and a process that examines the
left null space of the existing endmember set. In short, the VCA algorithm builds its endmember set
one by one, taking a random vector within the orthogonal complement of the current endmember set,
finding the pixel with the largest projection onto this vector, incorporating this pixel into the
endmember set and then generating a new random vector within the, now reduced, orthogonal
complement space.

In its use of random vectors, VCA is like PPI.

In its selection of pixels

orthogonally distant from the current endmember set, the algorithm is like N-FINDR building large
simplexes within the data.

In its selection of single endmembers at a time and the addition of

endmembers to the endmember set that are most poorly fitted by the current set, the algorithm is in
some senses like ORASIS.
In this sense, VCA has many of the advantages of these algorithms. Despite this, VCA has not
yet achieved the popularity of some of these more established algorithms. After it has been more
widely studied in the literature it may, in the future, become an appropriate approach to consider for
forensic applications. At the present juncture, however, the algorithm is perhaps not yet sufficiently
well-established to be as good a candidate as the more established N-FINDR, PPI, Craig’s algorithm
and such like.
1.5.13 Nonnegative Matrix Factorisation
Nonnegative Matrix Factorization (NMF), while not designed explicitly for hyperspectral
unmixing is a technique that is gaining in popularity. The approach attempts to decompose a matrix
into the product of two non-negative matrices [122]:
𝐗 = 𝐒𝐀

Equation 1-5
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where:
𝐗 ∈ ℝ𝑚×𝑛 is the observed data

𝐒 ∈ ℝ𝑚×𝑟 and 𝐀 ∈ ℝ𝑟×𝑛 are nonnegative matrices, 𝑠𝑖𝑘 , 𝑎𝑘𝑗 ≥ 0∀𝑖, 𝑗, 𝑘 ∈ ℝ, 𝒊 ∈ [1, 𝑚], 𝑗 ∈

[1, 𝑛], 𝑖 ∈ [1, 𝑟], and 𝑟 < min (𝑛, 𝑚) is the desired dimension of the decomposition.

Given the similarity between Equation 1-5 and the linear mixture model in Equation 1-2, in

particular noting that endmember signatures and abundances are both nonnegative, the application of
such an approach to unmixing hyperspectral imaging is well-founded.
NMF is performed by minimising some measure of error between the reconstructed data and the
observed data, necessarily including additional regularisation terms to further constrain the problem as
the original problem is underdetermined, having many possible solutions. The abundances, 𝐀, and
endmembers signatures, 𝐒, are usually alternately optimised. Such approaches are quite similar to ICE

in general concept.

Examples of NMF approaches developed for hyperspectral analysis include Minimum Volume
Constraint NMF (MVCNMF) [122], in which the volume of the solution is penalised, approaches
developed which maintain piecewise spatial smoothness and sparsity of the abundances as well as the
spectral smoothness of the endmembers [123], Minimum Spectral Dispersion Maximum Spatial
Dispersion NMF (MDMDNMF) [124] which aims to improve sparsity of abundances and dispersion of
endmember spectra (similar to smoothness, without penalising sharp spectral features) and Minimum
Dispersion Constrained NMF (MiniDisCo) [125] with similar properties to MDMDNMF.

Such

approaches have been further helped by the development of an approach allowing for the additivity
constraint to be easily combined with the nonnegativity constraint in NMF [126].
While these approaches clearly have merit, the use of these techniques for hyperspectral
unmixing is an emerging field, with much work in the field being very recent. Consequently, these
techniques were not widely employed at the time when algorithms were considered as candidates for
forensic scene examinations for this thesis, certainly compared to their prevalence today. As such,
NMF approaches were not considered in this thesis. Had such techniques been commonplace at the
time, it is perhaps unlikely that they would have been selected for this task as they tend to be both
relatively computationally expensive (similar to ICE) and the dependence of the approaches on
appropriate choice of regularisation parameters, that is the weighting given to the balancing metrics,
risks being scene-dependent. In laboratory settings where one has the luxury of being able to ‘tweak’
such parameters manually to achieve good results, this is not particularly disadvantageous, but in field
operations with some degree of time criticality, it is questionable whether such approaches would be
the most appropriate.
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1.5.14 Selecting an Algorithm
While the above list of algorithms is far from exhaustive, it does constitute a fair cross-section
of both algorithms and the various methodologies and approaches considered within the field. It may
already be clear from the assessments of the various algorithms above, but the author suggests that the
N-FINDR algorithm is the most promising approach for examining the performance of hyperspectral
imaging algorithms on forensic scene data. This is due to the well-established, reputable nature of the
technique, such that the algorithm has spawned a number of derivative algorithms. Furthermore, by
producing endmember spectra from within the data, the spectra are each guaranteed to correspond to a
real material or combination of materials. In addition, the technique is sensitive to even rare materials
within the scene, materials that may be of particular interest within a forensic context.

1.6 Hyperspectral Camera Systems
Having selected the N-FINDR algorithm as the algorithm of choice for use in building
hyperspectral camera systems, it is now appropriate to examine what such a system might entail. Two
such systems shall be considered: a hyperspectral still camera and a hyperspectral video camera system.
1.6.1 Hyperspectral Still Camera System
The major components identified as necessary for a hyperspectral still camera system, including
the flow of data through the system is detailed below in Figure 1-6.
1. Image Capture System Hardware

1.1 Hyperspectral Filtering

1.2 Optics

1.3 Sensor Array

2.1 Focussing

2.2 Automated Exposure Control

2. Image Capture Control Software

2.3 Preview Capability (Optional)

3. Preliminary Data Processing

3.1 Artifact Removal/Correction

3.2 Band/Line Registration

4. Endmember Number Determination/ Dimension Estimation

5. Linear Unmixing Process

5.1 Dimension Reduction

5.2 Endmember Determination

5.3 Inversion

6. Output Handling

6.1 Display/Visualisation Processing

6.2 Compression/Storage

Figure 1-6 Components of a hyperspectral still camera system based around an N-FINDR algorithm scene analysis

1.6.1.1 Image Capture System Hardware
This subsystem pertains to all of the hardware required to produce a hyperspectral image cube
suitable for taking a still photograph. In short, these components need to be capable of producing many,
contiguous narrowband images of the scene relatively rapidly. Whether such an image is either
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captured by filtering successive wavelengths of light or by some sort of line scanning or pushbroom
system is not of particular significance, as long as the system is fast enough to allow for reasonable,
expected disturbances to the system while imaging and to allow for a reasonable number of images to
be captured within a reasonably short time.
1.6.1.2 Image Capture Control Software
The purpose of this system is to control the image capture hardware so as to produce high
quality, meaningful images, ensuring that the hyperspectral images are appropriately focussed and
exposed. In addition, the ability to provide some kind of running assessment of the contents of the
scene, as is provided by modern digital cameras would be useful. Such a preview function could be as
simple as a 3 band colour composite image of a selected subset of bands.
1.6.1.3 Preliminary Data Processing
The purpose of preliminary data processing is to eliminate artifacts from the data that might
adversely affect subsequent data analysis. Such processes as removing or correcting noisy pixels or
distortion from the lens may be included in this section. Furthermore, this is also an appropriate point
in time to correct for any distortion in the image cube that may have occurred due to the time delay
between capturing different bands or lines of pixels and any vibrations or other imperfections in the
system causing a misalignment.
1.6.1.4 Endmember Number Determination
Given that N-FINDR is incapable of determining on its own the appropriate number of
materials to search for within the data, this subsystem needs to provide N-FINDR with the appropriate
number of endmembers to determine.

This could be as simple as requesting the number of

endmembers from the user, to as complex as a rigorous approach to autonomously determining the
number of endmembers or a combination of both.
1.6.1.5 Linear Unmixing Process
This portion of the system is responsible for the primary deliverables of interest to the user:
determining the spectral signatures of the materials within the scene and the abundance maps of those
materials. It is anticipated that this process will likely be the most computationally demanding of all
the processing taking place within the system. As mentioned previously, it is anticipated that the NFINDR algorithm, or some modification thereof, will be a suitable candidate for this subsystem.
1.6.1.6 Output Processing
As mentioned previously, the products of linear unmixing cannot be presented en masse to a
system user, there is simply too much information available. As such, some form of processing to
produce different means of displaying the data would be useful. This could be a series of user
selectable displays, or quite a sophisticated system for determining the optimal display. In either event,
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it is likely that the user would also want to store the captured data. While unmixing does, in some
sense, already provide a compression of the data down from a dimension of 𝜆 bands to one of 𝑀

materials, given that this may still be a reasonably high dimensional image that, in a bitmap format
might be quite large indeed, some form of compression and storage optimised for hyperspectral data is
probably appropriate. Such a system could exploit, for example, the sparsity of abundances, in that one
would generally expect relatively few materials to combine within each pixel. It may, instead, exploit
the spatial relationships within the images. In any event, some form of compression is likely desirable.
Given that the products of such a system are possibly to be used in evidence, some kind of antitampering or chain of evidence system is likely required as well, as discussed by Wagner [36].
1.6.1.7 Scope of Investigation
Given that such a system must be able to take a reasonable number of images within a relatively
short period of time, one of the main goals of such a system is necessarily to minimise the amount of
time required for analysing the scene contents, represented by section 5 in the above diagram. This is
the focus of Chapter 3 of this thesis. The remaining stages of the system will not be investigated or
discussed further within this thesis, aside from a discussion of future research opportunities presented
in Chapter 7.
1.6.2 Hyperspectral Video Camera System
A video camera system, in contrast to a still camera system, must process the same amount of
data as a still system sufficiently quickly that the processing is complete by the time the next frame of
video is available. One means of reducing the computations required between frames is to capitalise on
the between-frame redundancy of the captured data. The major components of such a system are
outlined below in Figure 1-7.
Given that the majority of the components of this system are the same as for the still camera
system, only items with different functions or new components shall be explicitly commented on.
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1. Data Acquisition
1.1 Acquisition Hardware (Sensor, Filtering, Optics)

1.2 Previous Frame Data

2. Data Acquisition Control
2.1 Focussing

2.2 Automated Exposure Control

3. Preliminary Data Processing
3.1 Artifact Removal

3.2 Band Registration

3.3 Previous Frame Registration/ Motion Detection

4. Endmember Number Determination

5. Linear Unmixing Process
5.1 Dimension Reduction

5.2 Endmember Determination

5.3 Inversion

6. Output Handling
6.1 Display/Output Handling

6.2 Compression/Storage

6.3 Processing for Feedback to Next Frame Processing

Figure 1-7 Components of a hyperspectral video camera system based around an N-FINDR algorithm scene analysis

1.6.2.1 Data Acquisition
Unlike for a still camera system, in which one potentially has some time if a camera is tripod
mounted for the system to capture the scene, a video camera system implies movement. As such, the
demands on a video camera system in terms of speed of capture are somewhat greater.
Furthermore, in order to reduce the processing required for the analysis of the scene, assuming
some degree of redundancy between frames, the results and or other data from the previous frame may
be fed back into the system.
1.6.2.2 Preliminary Data Processing
As mentioned above, given that video camera systems are inherently dynamic, the likelihood of
there being some kind of mis-registration between components of the captured data cube is increased,
requiring correction. Furthermore, in order to determine the usefulness of the previous frame’s data to
the current frame, some kind of registration between that frame and the current frame is likely required.
1.6.2.3 Endmember Number Determination
Aside from the fact that this process is perhaps more time critical, there is no other practical
difference in estimating the number of endmembers in a video system. Given a high degree of
redundancy between frames, the number determined in the previous frame may correlate with the
number of endmembers required in the current frame.
1.6.2.4 Linear Unmixing Process
There are several differences between the analysis of still and video hyperspectral data. Given
the amount of processing required to completely analyse a full image cube, a complete analysis may
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not be reasonably completed within the time required to capture a frame. As such, the analysis may
need to span multiple frames, taking into account the redundant information between frames to work
towards increasingly more accurate solutions. As such, the system needs some means of taking into
account the results of previous frames when analysing the present frame.
Other options exist within such a system too, for example, will the system build up a mosaic of
abundance maps and thus produce some overall panorama analysis of the scene? Alternatively, will the
system only deal with the currently examined frame of data and not apply much information from
much earlier frames to the analysis of the present frame?
Of the two approaches, the author favours the second stance. By not attempting to stitch
together one overarching view of the scene, one first saves some complexity, however, more
importantly, one also does not risk comparing apples with oranges.

Light variations across the

complete scene could make similar materials seem dissimilar or vice versa. As one attempted to apply
the results of one frame more widely to other frames, one might start to risk incurring some of the
problems already discussed associated with library-type systems. One also begins to raise questions
about how one might stitch together abundance maps nominally related to the same material but
generated using different material signatures, let alone how one might produce a system that
autonomously made decisions about which endmembers were in fact the same material in different
locations and which signatures were of disparate materials. As such, while such functionality could be
the focus of future investigations, and while the author would not rule out the possibility of after-thefact stitching together of a series of hyperspectral video frames in a laboratory, particularly given the
motion detection data indicating the movement between frames, in this study, each frame will be
analysed on its own.
1.6.2.5 Output Handling
Output handling again becomes a more complex problem in a video camera system. Not only
does compression and storage need to occur much more rapidly, given that the image is not static, the
display to the user becomes more important as well. Given that it is purely on the basis of this visual
output that the user will dwell on one location or move to another, it is quite important that the system
produces a visual representation that is most useful to the user in determining whether the user should
move on to another portion of the scene or gain a better image of the portion currently in frame. While
allowing some degree of user input into what the most appropriate mode of display is, of course,
always useful at removing some of the decision making burden from the system, the system cannot
absolve itself of all the responsibility for offering a range of useful, effective tools for visualising this
data in such a way as to allow it to be analysed at a glance, given that from frame to frame the data may
change.
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1.6.2.6 Scope of Investigation
As for the still camera system, the video camera portion of this thesis focuses solely on the
linear unmixing analysis section of the system.

Specifically, Chapter 4 looks at developing

hyperspectral unmixing algorithms based on the N-FINDR philosophy that can produce abundance
maps quickly, whereas Chapter 5 looks at how such systems can be modified to incorporate
information from previous frames and thus handle changing scene content.

1.7 Original Contribution
Having established the basics of hyperspectral imaging and spectroscopic imaging within the
forensic sciences, examined a variety of hyperspectral linear unmixing techniques and described the
structure of the camera systems to be developed to provide in-the-field hyperspectral imaging for
forensic scene analysis, this chapter now concludes with a discussion of the original contributions
contained within this thesis. This list also serves as an outline for the structure of the remaining
chapters of the thesis.
The primary contributions contained within this thesis are outlined below:
A thorough analysis of the operation [110] and complexity [109] of the N-FINDR algorithm
was performed, such that an appropriate interpretation of the N-FINDR algorithm could be selected
from the literature and subsequently be modified to produce a faster algorithm.

Furthermore, a

methodology for examining the performance of the N-FINDR algorithm over a very large number of
trials was developed [110], which was necessary given that the output from the N-FINDR algorithm is
initialisation dependent. These contributions are detailed in Chapter 2.
An investigation into the use of an LDU transform, in combination with the restructuring of the
N-FINDR volume calculations as proposed by Takashima [127] and also the Sequential N-FINDR to
produce significantly faster implementations of the N-FINDR algorithm [111] was conducted with a
view to examining approaches for producing a linear mixing analysis algorithm sufficiently fast that it
could be employed in a still camera system. This is detailed in Chapter 3.
In this vein, an investigation into means for reducing the search space of the N-FINDR
algorithm that did not increase the computational complexity of the algorithm was conducted [111], as
detailed in Chapter 3.
A new algorithm for hyperspectral linear unmixing, Abundance Guided Endmember Selection
(AGES) was developed [128], designed for the purpose of continually producing updated abundance
maps such that it is an appropriate candidate for use in a video camera system. This algorithm is
detailed in Chapter 4.
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The Abundance Guided Endmember Selection algorithm was then modified with an
initialisation mechanism, to ensure the results of the algorithm are independent of initialisation, as well
as modifications to provide a means to alter the number of endmembers being sought between
iterations and means for handling changing scene contents between iterations [129]. This algorithm
could then form the basis of a hyperspectral video system. These changes are outlined in Chapter 5.
As a final original contribution, an investigation into the performance of the N-FINDR and
modified Abundance Guided Endmember Selection algorithms on real data of simulated forensic
scenes was conducted, consisting of blood shoemarks and treated fingermarks, compared to techniques
proposed within the forensic literature [130]. This investigation is detailed in Chapter 6.
The final chapter, Chapter 7 outlines and discusses opportunities for future original
contributions raised during the process of producing this thesis, some of which are previewed in the
discussion of the camera systems above. The thesis then concludes.

35

2 The N-FINDR Algorithm: An Approach to Unmixing Hyperspectral
Scenes
The previous chapter discussed a number of means for unmixing hyperspectral data and
highlighted the N-FINDR algorithm as a suitable candidate for unmixing forensic scene data. This
chapter shall discuss the N-FINDR algorithm in more detail, discussing the operation of the algorithm
and commenting specifically on why the algorithm is an appropriate candidate for forensic scene
examinations. A discussion of the popularity of the algorithm, including a brief survey of the kinds of
modifications that have been examined in the literature culminates in a discussion of ambiguities in the
literature over the implementation of the N-FINDR algorithm.

In order to provide a thorough

understanding of the operation of the algorithm, the convergence properties of the algorithm, the
complexity of the algorithm and the operation of the algorithm on a series of simulated and real data
sets will be examined. This base for understanding of the algorithm will be used in subsequent
chapters to examine means of improving the performance of the algorithm.

2.1 The N-FINDR Algorithm
First, the N-FINDR algorithm shall be discussed as unambiguously as possible, based on
Winter’s publications [93-96]. This is perhaps not as trivial as it first seems, as discussed by Dowler
and Andrews [110], Winter’s description of the algorithm evolved with time in such a way that the
algorithm being described subtly changed. Furthermore, as highlighted by Dowler and Andrews [109],
more fundamental changes in the algorithm have been seen, for example, dimension reduction was
removed [96] and then reintroduced [95] into Winter’s descriptions. This perhaps relates to the
development of the commercial N-FINDR algorithm, the N-FINDR Visualisation Package (NVP) [97],
in which dimension reduction has been removed from the algorithm, allowing the algorithm to operate
on the unreduced data set by default, although dimension reduction can be selected as an analysis
option. As the operation of the commercial algorithm has not been published and has only been
examined in a limited way empirically, both in [100] and [110], a description of the commercial
implementation is not possible. As such, the discussion here shall be limited, as is generally the case
within the literature, to implementations based on the published descriptions of the algorithm.
Furthermore, despite the variation in Winter’s descriptions, as highlighted by Dowler and Andrews
[110], not all versions actually produce the properties asserted by Winter, and so the implementation
described here is that which best matches both the descriptions and the stated properties, the so-called
Full Iteration N-FINDR (FI-N-FINDR). A discussion of the alternative implementations is included
later in this chapter based on the discussion in [110].
As mentioned in the previous chapter, the N-FINDR algorithm is a geometric algorithm that
operates using a maximum volume transform to search within the data for pure endmember spectra.
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That is, it employs a non-exhaustive search within the data to attempt to find the largest simplex that
can be formed within the data. The algorithm consists of three distinct stages: dimension reduction,
endmember determination and finally, inversion. As for most unsupervised unmixing algorithms, NFINDR, in addition to the hyperspectral data, requires the number of endmembers to find within the
data, 𝑀, to be specified as an input to the algorithm. Furthermore, the algorithm requires an initial
estimate of the endmembers, which Winter suggests can simply be a randomly selected set of 𝑀 pixels.

The dimension reduction portion of the algorithm is achieved through an orthogonal subspace

transformation, such as PCA or MNF. The use of such a transform preserves the convexity of the data
set.

Within this thesis PCA will be used preferentially for two main reasons: PCA is less

computationally complex than the MNF transform and secondly PCA does not require an estimate of
the spectral noise covariance matrix of the data. The ‘shift-difference’ approach recommended in [74]
appears to be the most popular means for estimating the noise covariance, which requires the scene to
be slowly varying spatially to be effective. Utilising PCA, conversely, needs no such assumption.
Furthermore, the technique is more established and, as discussed in Chapter 1, is already used in
assessing forensic data. As such, using PCA removes one possible avenue of objections to any data
produced by the algorithm. Furthermore, if one assumes that the signal-to-noise ratios of the bands are
equal, there is no difference between PCA and MNF. Regardless of the dimension reduction approach
employed, the data is reduced to an 𝑀 − 1 dimensional space.

Subsequent to this the algorithm repeatedly calculates the volume of the simplex formed by

replacing all the current endmember estimates one after the other with each pixel in turn. As soon as a
replacement causes an increase in the volume of the endmember estimate set, that replacement becomes
permanent. All pixels are considered thusly until no further volume-increasing replacements (due to
the change of a single endmember) are possible. The formula for calculating the volume of the simplex
formed by placing each endmember at a vertex of the simplex is given by:
𝑉(𝐄) =

where:

|det (𝐄)|
(𝑀 − 1)!

Equation 2-1

𝑉(𝐄) is the volume of the simplex with vertices given by the columns of 𝐄 such that:
𝐄=�

1
𝐞1

1
𝐞2

⋯ 1
� = [𝐟1
⋯ 𝐞𝑀

𝐟2

⋯ 𝐟𝑀 ]

Equation 2-2

𝐞𝑖 ∈ ℝ𝑀−1 is the position of the 𝑖 𝑡ℎ vertex in the reduced dimensional space.
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Winter points out that as one is only concerned with the relative simplex volumes, that is,
whether a replacement increases the volume, the denominator of Equation 2-1 does not need to be
calculated.
Having established a set of endmembers, the abundance fractions of each pixel are then
obtained by employing a least squares inversion process.

For the purposes of this chapter,

unconstrained inversion shall be used as the simplest form of inversion, requiring the least complexity.
A discussion of constrained inversion techniques is included in Chapter 4.
The operation of the N-FINDR algorithm is summarised in pseudo-code below:
Dimension Reduction
1. Transform the data to a reduced 𝑀 − 1 dimensional space: 𝐲𝑖 = 𝑇𝐷𝑅 [𝐱𝑖 ]∀𝑖 ∈ ℤ, 𝑖 ∈
[1, 𝑁] where 𝐲𝑖 ∈ ℝ𝑀−1 and 𝑇𝐷𝑅 is an appropriate dimension reduction transform

Endmember Determination

2. Randomly select a set of 𝑀 initial endmembers: 𝐄

3. Calculate the volume of the initial endmember set: 𝑉𝑐𝑢𝑟𝑟
4. Set the replacement variable: 𝑟𝑒𝑝𝑙𝑎𝑐𝑒 = 𝑓𝑎𝑙𝑠𝑒

5. Loop through the pixels, 𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑁], and endmember positions 𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀]
checking for replacements:
for 𝑖 = 1: 𝑁

for 𝑗 = 1: 𝑀

1
set 𝐄𝑡𝑒𝑠𝑡 = �𝐞
1

…
1
… 𝐞𝑗−1

if 𝑉𝑐𝑢𝑟𝑟 < 𝑉(𝐄𝑡𝑒𝑠𝑡 )

1
𝐲𝑖

1

𝐞𝑗+1

⋯ 1
⋯ 𝐞𝑀 �

set 𝐄 = 𝐄𝑡𝑒𝑠𝑡

set 𝑟𝑒𝑝𝑙𝑎𝑐𝑒 = 𝑡𝑟𝑢𝑒

set 𝑉𝑐𝑢𝑟𝑟 = 𝑉(𝐄𝑡𝑒𝑠𝑡 )

break (to outer loop)
end
end
end
6. if 𝑟𝑒𝑝𝑙𝑎𝑐𝑒 == 𝑡𝑟𝑢𝑒 go to 4 else go to 7
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Inversion
7. Given a set of pixel indices 𝑘1 … 𝑘𝑀 such that 𝐲𝑘𝑝 = 𝐞𝑝 ∀𝑝 ∈ ℤ, 𝑝 ∈ [1, 𝑀], create the
endmember signature matrix: 𝐒 = [𝐱 𝑘1

… 𝐱 𝑘𝑀 ]

8. Invert the data using the original data and endmember signature matrix: 𝐚𝑖 = 𝑇𝐼 [𝐒, 𝐱 𝑖 ]

If one desires unconstrained inversion, the inversion process is given by:
𝐚𝑖 = 𝐮𝑖 = (𝐒 𝑇 𝐒)−1 𝐒𝑇 𝐱𝑖

Equation 2-3

One disadvantage of the N-FINDR algorithm acknowledged by Winter is that, outside of
perfect data, the algorithm is guaranteed to converge to a local rather than global maximum simplex,
given that the pixel combinations examined are not exhaustive. Furthermore, the local maximum result
obtained is dependent on the initial estimate of the endmember set, which is determined randomly. As
such, Winter recommends executing the endmember determination portion of the algorithm multiple
times with different initialisations, retaining the result corresponding to the overall largest simplex.
The N-FINDR algorithm has many potential advantages as well as a few disadvantages, many
of which are directly relevant to the suitability of the algorithm to forensic investigations. By searching
for pure pixels within the data, the N-FINDR algorithm requires the presence of pure pixels within the
data to produce accurate abundance fractions. In the absence of pure pixels, Winter asserts that the
algorithm will instead find relatively pure alternatives. Contrast this, for example, with the minimum
volume transform algorithms, the most established of which is Craig’s MVT algorithm [114], however
many other examples have been developed subsequently, for example [115, 116].

Rather than

expanding a simplex within the data, these algorithms attempt to shrink-wrap the smallest possible
simplex around the data. As such, these algorithms do not require pure pixels to exist within the data.
Given perfect data, that is data free from noise and with a complete set of pure pixels, N-FINDR
and Craig’s MVT algorithm have been shown to converge to the same result [112]. In more general
situations, the N-FINDR algorithm has been shown to produce simplexes that are generally too small,
while minimum volume transform algorithms find simplexes that are too large [17]. It is the author’s
opinion that N-FINDR has an advantage over the minimum volume transforms in a forensic setting.
By selecting pixels from within the data, the N-FINDR algorithm ensures that the spectra included
within the endmember set are physically realisable: each endmember definitively exists as a pure or
mixed spectrum. Contrast this with minimum volume transform endmembers, or indeed, any statistical
approach for deriving endmembers: the spectra thus derived are a mathematical construct minimising
(or maximising) some objective function. This is not to suggest that the results of the minimum
volume transforms are inferior to N-FINDR in terms of performance, indeed, the reported
performances and popularity of such approaches rival the maximum volume approaches. There is
however, in the author’s opinion, a psychological difference between the two approaches which is
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likely to be a significant factor when attempting to convince non-experts of the efficacy of the
approach 11 . Given the range of individuals that may need to have the operation of the algorithm
explained to them within a forensic setting: legal experts, jurors and technical experts in other fields to
name a few; the ‘realness’ of the spectra produced may be advantageous.
Indeed, a second, related advantage of the N-FINDR algorithm is that the operation of the
algorithm is relatively straightforward and easy to explain in non-technical terms, particularly in low
dimensional circumstances. Furthermore, the operation of the algorithm is well studied in more
technical terms, having been examined by Winter in [95] and again in [112] and [110], (although these
discussions are imperfect, as will be covered in a subsequent section).
As will be discussed later in this chapter, (relevant to the performance evaluations contained in
this thesis), the selection of pixels from within the data, aside from relying on the existence of pure
pixels, actually makes the algorithm less sensitive to the composition of the scene than, for example,
statistical approaches such as Fuzzy C Means which tend to give more importance to more frequently
occurring materials. Given that items of interest may occupy only a small fraction of the scene in a
forensic context, this sensitivity to outlying pixels can be seen as a blessing as well as a curse in that it
does make the algorithm sensitive to noise, a problem generally attributed to geometric unmixing
algorithms [49] 12.
Another disadvantage of the N-FINDR algorithm is the need to specify the number of
endmembers to locate. This is common to most unsupervised unmixing algorithms. Even for those
which do provide estimates of the numbers of materials, as discussed by Bezdek et al. [85] in relation
to determining the number of classes of iris flower in a famous data set, any automated means for
determining the number of materials will satisfy a mathematical measure which may, or may not,
coincide with a human observer’s expectations of the number of materials. Other disadvantages of NFINDR include the variability of the result depending on the initial pixels selected and the relatively
computationally expensive and hence time-consuming nature of the algorithm.
Fortunately, there is a final major advantage in favour of the N-FINDR algorithm which, in part,
addresses all of these concerns.

The N-FINDR algorithm is extremely popular, as a basis for

comparison or for examining the properties of unmixing algorithms, for example see [17, 98, 99, 118]
to name a very few; and for examining applications outside of standard unmixing, for example in
11

While, engineers, scientists and mathematicians may be quite comfortable with the concept of mathematically
derived endmember spectra given a well-founded model, experts outside these fields and the general public may have more
confidence in something that one can point to, rather than the results of a complicated mathematical process.
12
In particular, in both the author’s experience and Takashima’s (personal communication, University of
Auckland), the algorithm can be quite sensitive to specular reflections, which are perhaps of less concern in a remote
sensing context than in a terrestrial application. While outside the scope of this thesis and therefore not tested in a rigorous
fashion, anecdotal evidence suggests that removal of high radiance pixels is both trivial and reasonably effective in
mitigating this problem.
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detecting landmines [27], as a dimension reduction tool [131] and in combining high resolution
photography with hyperspectral images [132]. This means that few algorithms from hyperspectral
unmixing have such a body of performance evaluation information available, again lending credence to
the technique and hence its application in forensic science. Furthermore, the algorithm is popular as a
basis for modification, many such attempts specifically focus on dealing with the above disadvantages.
A number of modifications focus on attempting to improve the consistency of the performance
of the algorithm by minimising the impact of the selection of initial pixels. For example, Chowdhury
and Alam [103] calculate volumes from exhaustive combinations of pixels from subsets of the scene
and then have the endmembers derived from each subset compete exhaustively again for the overall set
of endmembers as a means of reducing the possible combinations of pixels while at the same time
being more thorough in examining combinations of pixels. Plaza and Chang [133] examine a variety of
means for initialising many algorithms, including the N-FINDR algorithm and again attempt to use a
separate endmember determination algorithm as a starting point for the N-FINDR algorithm in [100].
Wang and Zhang [104] use a sorting method based on the magnitude of the pixels in the most
significant dimension-reduced bands to produce a large initial simplex estimate as well as reducing the
dependence on the order of pixels. Similarly, Zortea and Plaza [106] randomly order pixels to again
reduce the influence of pixel order 13 and improve the consistency of the results. One could also view
the Simplex Growing Algorithm (SGA) [134] as an attempt to produce results less dependent on the
initial set of pixels, however, the lack of iterative improvement of the results, as highlighted in [110],
means that SGA tends to produce smaller rather than larger simplexes than N-FINDR [99].
A great many attempts have been made to improve the speed of the algorithm, including
attempts to parallelise the algorithm 14 [101, 127], eliminating pixels from consideration before
performing volume calculations [108, 111], reformulating the algorithm in a variety of ways such as
SGA [134], distance-to-hyperplane methods 15 [102, 104, 107] and Sequential N-FINDR [105];
reducing the complexity of the volume calculations [111, 127] and such-like. Indeed, a number of
algorithms can be seen to be more drastic reformulations in order to provide faster maximum volume
transform approaches than N-FINDR, such as Vertex Component Analysis (VCA) [118], Successive
Projection Algorithm (SPA) [135], SGA [134] and Abundance Guided Endmember Selection (AGES)
[128]. Given that Winter et al. [113] has produced a real-time scene analysis system with N-FINDR at
its core, as have Wu, Chen and Chang [136] researchers have significant reason to pursue producing
13

The order of pixel consideration is more significant for the SI-N-FINDR implementations used by Zortea and
Plaza. The reason for the extra sensitivity of SI-N-FINDR is discussed later in this chapter.
14
Given that the algorithm is inherently sequential, this is no mean feat and usually requires reformulation of the
algorithm.
15
The term ‘distance-to-hyperplane’ should be clearer after reading the section on the convergence of the NFINDR algorithm. In short, the volume of a simplex is proportional to the orthogonal distance of a vertex to the hyperplane
containing the remaining vertices. Therefore, these approaches exploit the fact that it is cheaper to calculate the distance to
a hyperplane, given the expression for the hyperplane, than it is to calculate the volume through the determinant.
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ever faster implementations of N-FINDR, suggesting that the algorithm is an ideal candidate for
terrestrial applications, given some modifications. Another area of active research is examining the
choice of dimension reduction technique including none [105], MNF versus PCA [106] and ICA [78].
The above examples are not in any sense a complete list of research examining the N-FINDR
algorithm, but should give a reasonable indication of the kinds of modifications being made to the NFINDR algorithm. Despite being a very active area of research, none of the above modifications have
become more popular than the original algorithm. Part of the reason for this may be the existence of
the commercial algorithm, which may in some sense lend Winter and his original publications
‘ownership’ of the algorithm. It should also be noted that many of the speed-improving modifications
of the algorithm alter the outputs of the algorithm, not always favourably, which could reasonably
cause some resistance over their uptake.
A clear exception to this is highlighted by Dowler and Andrews [110].

The somewhat

ambiguous wording of Winter’s papers, perhaps compounded by the evolving expression of the NFINDR idea, has given rise to a number of incompatible interpretations of Winter’s algorithm, most
notably the Single Iteration N-FINDR (SI-N-FINDR) algorithm and Best Replacement (BR) versions
of the N-FINDR algorithm. The SI implementation of the N-FINDR algorithm skips step 6 of the
algorithm. That is, the SI implementation only considers each pixel once in each position, whereas the
FI implementation, established in [110] as possessing all the properties claimed by Winter, considers
each pixel repeatedly until no replacements occur. This means that the SI-N-FINDR algorithm is
overall a faster algorithm than the FI version, sacrificing accuracy for speed.
The BR algorithms, in contrast to the original algorithm, do not simply retain the first
replacement that a pixel makes that results in a volume increase, but checks that pixel in all endmember
positions, keeping the largest replacement of all possible positions. It was established by Dowler and
Andrews in [110] that the resulting change in complexity and accuracy is minimal.
Therefore, while the popularity of the N-FINDR algorithm lends credibility much needed in the
application of forensic scene analysis, the somewhat fragmented interpretation of the algorithm
counteracts this. Fortunately, the popularity of the algorithm, as mentioned previously, has meant that
the performance of the algorithm has been considered both theoretically as well as empirically. As
shown in [110], this can be used to examine the effect of the difference between the SI and FI
algorithms. This will then allow for an examination of the speed versus accuracy trade-offs made by
the SI interpretation to determine whether this implementation will provide the kind of speed
improvement required for the N-FINDR algorithm to operate in a terrestrial application.
This chapter shall now examine the convergence properties of the N-FINDR algorithm, both as
a confirmation of the operation of the FI algorithm and to examine the shortcomings of the SI algorithm.
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It will then examine the computational complexity of the N-FINDR algorithm to determine the speed
bottlenecks before concluding with an empirical examination of the FI and SI implementations of NFINDR.

2.2 Convergence Properties of the N-FINDR Algorithm
As previously mentioned there have been a number of attempts to describe the operation of the
N-FINDR algorithm using a variety of mathematical tools. Unfortunately, the problem with these past
attempts is that they have been incomplete or inaccurate in their characterisation of the algorithm. For
example, the proof of the N-FINDR algorithm examined in [112] assumes a priori that the algorithm
finds the maximum volume simplex within a (perfect) dataset. This is somewhat unsatisfactory, given
that this would seem to be a core part of confirming the performance of the algorithm. Despite this,
there are aspects of this examination that are useful in correcting some of the gaps in Winter’s proof of
the algorithm [95]. This section will examine the operation of the N-FINDR algorithm using Winter’s
proof as a framework.
First, consider a set of data points within an arbitrary dimension subspace. For any such set, a
convex hull can be formed, the interior of which is a convex set such that for any two points within the
set, the straight-line segment between those two points is also contained within the set. Furthermore,
each point within the set can be written as a convex combination of the extreme points of that set:

where

𝐱 = 𝐇𝐳

Equation 2-4

𝐱 ∈ ℝ𝑏 is an arbitrary point within the convex set

𝐇 ∈ ℝ𝑏×𝑛 is a matrix whose columns define the vertices of the convex hull, that is, the set of

extreme points

𝐳 ∈ ℝ𝑛 defines the weightings of each of the extreme points, subject to:
𝑛

and

� 𝑧𝑗 = 1
𝑗=𝟏

𝑧𝑗 ≥ 0∀j ∈ ℤ, j ∈ [1, n]

Equation 2-5

Equation 2-6

From this, one can determine two facts immediately: given pure pixels within the scene and an
absence of noise, the linear mixing model given in Equation 1-2 describes a convex set, more
specifically a simplex, such that 𝑛 = 𝑀. While 𝑏 may be arbitrary, the effective dimension of the data
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is 𝑀 − 116. Secondly, in the presence of noise, or an absence of a pure endmember, the data still forms
a convex set, albeit no longer a simplex, with each of the vertices of the convex set occupied by one of

the extreme pixels. Thus it has been established that whatever objective function is to be optimised, the
optimisation occurs over a convex set 17.
Having established the nature of the data set, Winter then examines the objective function. The
algorithm attempts to maximise the volume of the simplex by changing single columns of the
endmember matrix, where the volume is given by Equation 2-1. As the crux of the volume calculation
is a determinant, Winter shows that through the use of a co-factor expansion, one can rewrite the
determinant in terms of an arbitrary column thusly:
det(𝐄) = (−1)

𝑗+1

𝑀−1

�𝐶1𝑗 + � (−1)𝑖 𝑓𝑖𝑗 𝐶(𝑖+1)𝑗 �
𝑖=1

Equation 2-7

where 𝐶𝑖𝑗 is the determinant of the minor formed by removing the 𝑖 𝑡ℎ row and 𝑗 𝑡ℎ column from

𝐄 and 𝑓𝑖𝑗 is the element in the 𝑖 𝑡ℎ row and 𝑗 𝑡ℎ column of 𝐄 as per Equation 2-2. Note that this form

clearly shows that the determinant of a matrix is affine with respect to changes in a single column, as
discussed in [112].
Therefore, taking the derivative of Equation 2-7 with respect to a changing column, 𝑗, one can

see that the rate of change of the determinant is constant 18 with respect to the elements of the changing
column:
𝑀−1

∂(det(𝐄))
= � (−1)𝑖+𝑗+1 𝐶(𝑖+1)1
∂𝐟𝑗
𝑖=1

Equation 2-8

Therefore, according to Winter, the subspace containing the data is separated into two halfspaces, one containing pixels which will cause the volume to increase if used as replacements for the
column in question and one in which replacements will cause the volume to decrease. The hyperplane
dividing the space into the volume increasing/decreasing regions is furthermore parallel to the

16

A simplex formed from 𝑀 vertices is 𝑀 − 1 dimensional. That is, it can fit within an appropriately oriented and
shifted 𝑀 − 1 dimensional hyperplane. This simplex can be embedded in any higher dimensional space, yet it is still
fundamentally an 𝑀 − 1 dimensional shape.
17
It is slightly premature to say this: if one restricts the solutions to lie within the data, the data itself does not form
a convex set, it is in fact the closed interior of the convex hull surrounding the data that is convex. As shall be discussed
subsequently, if the objective function is convex/concave (which includes linear and affine) to be minimised/maximised, the
optimal solution is an extreme point of the set. Hence, only the extreme points are really of interest. Thus, the fact that the
interior of the set is not continuous in reality bears no significance to the final, optimal result in this specific case.
18
Winter describes the rate of change as linear, which is clearly not correct, and is likely a simple mistake.
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hyperplane containing the remaining 𝑀 − 1 endmembers and contains the endmember considered for
replacement 19. This region is illustrated in Figure 2-1.

Figure 2-1 Winter’s volume increasing and decreasing regions: given a current simplex estimate (solid blue line) formed from
three endmember (2 green and 1 circled red), replacements of the candidate endmember (circled red) will increase the volume if
replacements occur in the grey shaded region, or decrease if in the white region. These regions are bounded by the hyperplanes
(long dashed line) through the endmember for replacement.

Winter’s proof is concluded by the assertion that, as replacements in each column work towards
the optimisation of what is an affine function with respect to each column, (being continuously updated
to reflect changes), and as the optimisation occurs over a convex data set, then the final set of pixels
that optimise each column must necessarily be the extreme pixels of the data set.
While Winter’s conclusion is ultimately correct, the means by which he arrives at this
conclusion has some problems. As discussed in [112], the absolute volume operator in the volume
calculation means that the function being optimised is no longer affine. In order to resolve this
problem, a simple solution proposed in [112] is to split the objective function in half, that is to find the
maximum value of det(𝐄) relative to a single column as well as the minimum value of det(𝐄) relative
to a single column and then select the largest magnitude result of the two, (although this is proposed as

a modified N-FINDR algorithm, basically a form of Sequential N-FINDR, rather than in conjunction
with the proof of N-FINDR contained in that paper). In other words, one should optimise two affine
functions, one a minimisation and the other a maximisation:
𝑔 = max(det(𝐄))
𝐟j

ℎ = min(det(𝐄))
𝐟𝑗

Equation 2-9
Equation 2-10

19

Note that the fact that the two hyperplanes are parallel and that the dimension is restricted to be one greater than
that of the hyperplanes means that this is equivalent to suggesting that the change in volume is a factor of the orthogonal
distance between the hyperplane through the current set of endmembers and the point being considered for the final vertex
of the simplex.
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and then select the largest magnitude result of these two functions:
𝐄 = arg max(|𝑔|, |ℎ|)
E

Equation 2-11

The first consequence of this change is that rather than a single region of volume increase, there
are in fact two regions of volume increase, defined by two equidistant hyperplanes located on either
side of the hyperplane through the set of remaining endmembers. These regions are illustrated in
Figure 2-2.

Figure 2-2 Regions of volume increase and decrease for the N-FINDR algorithm: given a current simplex estimate (solid blue line)
formed from three endmember (2 green and 1 circled red), replacements of the candidate endmember (circled red) will increase
the volume if replacements occur in the grey shaded regions, or decrease if in the white region. These regions are bounded by the
2 hyperplanes (long dashed line) located through the endmember for replacement and its mirror image equidistant from the
remaining (green) endmembers.

Of course, given a simplex estimate that is relatively large and a data set that is reasonably like
a simplex, the second volume increasing region will fall entirely outside the data set. As such, this
difference has relatively little impact.
Of greater significance is the consequence of the similarity between Winter’s proof and the
proof of the Sequential N-FINDR type algorithm given in [112], indeed, the proofs are essentially
identical. In other words, Winter has provided an effective proof of the Sequential N-FINDR algorithm
(subject to the inclusion of the modifications indicated). As will be shown, such a proof can also cover
the overall operation of FI-N-FINDR, as used by Dowler and Andrews [110], however, as is also
discussed in that paper, the long-term convergence behaviour of FI-N-FINDR does not provide insight
into how N-FINDR works in the short term and particularly into the workings of a single iteration of
FI-N-FINDR: SI-N-FINDR.
The key difference between the N-FINDR and Sequential N-FINDR algorithms is that
Sequential N-FINDR allows the optimisation over the data set to complete for a given column. That is,
the entire data set is involved. In contrast, the N-FINDR algorithm only considers a subset of 𝑀 + 1

46

data points at a time. Furthermore, the optimisation is not being considered relative to a single column,
but relative to all columns simultaneously.

In addition, assuming one does not use a BR

implementation, the order in which replacements of the subset being considered are tested potentially
impacts on the solution produced. That is if, for example, a pixel lies in the volume-increasing regions
of both the 3rd and 4th endmembers, then the replacement of the 3rd endmember will become permanent,
regardless of whether the 4th replacement would produce a larger simplex.
The consequence of these differences is not immediately obvious. Consider, however, that as
the optimisation over the entire data set with respect to each column, the Sequential N-FINDR
algorithm will contain, after each column is optimised in turn, a set of extreme pixels. That is, after a
single iteration, the Sequential algorithm has definitely produced at least a local maximum. Is it
possible to suggest the same thing for the original N-FINDR algorithm?
Dowler and Andrews [110] show that this is not the case. Given a perfect data set with 𝑀

extreme pixels representing 𝑀 pure materials’ spectra, in a single iteration of FI-N-FINDR each pixel

in the data set, including the extreme pixels, is considered once in each endmember position. Therefore,
if it is possible that given a set 𝑀 + 1, at least one of which is an extreme pixel, for the pure pixel to be

considered and either replaced in the endmember set or rejected as a candidate pixel, then that pixel
cannot contend again for an endmember position until the next iteration. As such, if a pure pixel can be
rejected, then the SI-N-FINDR algorithm is not guaranteed to converge to the pure endmember set in
perfect data.

There are two sets of conditions under which a pixel will be excluded from the

endmember set. Given that the pixel is not currently part of the endmember set, the condition for that
pixel being rejected is if all possible simplexes formed from the set of 𝑀 + 1 pixels that contain that
pixel are smaller than the one simplex that can be formed which excludes that pixel, given by:
V�𝐲𝑗 � > 𝑉(𝐲𝑖 ) ∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑀 + 1]\{𝑗}

Equation 2-12

where 𝑉(𝐲𝑖 ) is the volume of the simplex formed from the exclusion of pixel 𝐲𝑖 ; and 𝐲𝑗 is the

pixel to be rejected.

Second, in the event that the pixel to be rejected is currently within the endmember set, it will
be excluded if and only if the pixel being considered in each endmember position in turn did not form
larger simplexes in any of the endmember positions considered prior and forms a larger simplex when
replacing the pixel to be rejected from the endmember set. This circumstance is given by:
𝑉�𝐲𝑗 � > 𝑉(𝐲𝑀+1 ) > 𝑉(𝐲𝑖 )∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑗 − 1]

Equation 2-13

This set of conditions does not lend itself to a closed form expression for the structure of the
endmember matrix required to achieve this result: this requires the examination not of whether a pixel
lies within the volume-increasing region of a single endmember, but requires 𝑀 or 𝑗 such investigations,
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depending on whether or not the pixel is currently in the endmember set. It is, however, relatively
straightforward to provide an example of when a pure pixel is excluded from the endmember set. One
simply needs to create any arbitrary set of 𝑀 + 1 data points, decide upon an order in which the data

points will be considered and then determine which pixel would be excluded from this set of points.
One then needs to draw a larger simplex around these data points, with the excluded pixel at one of the
vertices of this larger simplex. Therefore, if this larger simplex represents the total data set and the set
of 𝑀 + 1 pixels, elements from within this data set, it is clearly possible to exclude pure pixels in
favour of mixed pixels. An example of this is given in Figure 2-3.

Figure 2-3 Pure pixel (gray) is excluded in favour of interior pixels

In the event that the pure pixel, gray, is not currently in the endmember set, that pixel will
surely be excluded. If the pure pixel is currently in the endmember set, the situation is more complex
as endmember order is important. For example, if one takes the top (gray), left and right (blue) pixels as
the initial estimate, replacement of the pure pixel (gray) will only occur if it is considered for
replacement first. Therefore, it is clear that SI-N-FINDR can fail to converge to the correct result in
perfect data.
The requirement that the simplex of pure pixels needs to enclose the data points that force out
the pure pixel ensures that in order for this error to occur, the estimate of the simplex must be relatively
small compared to the true simplex. In addition, as the size of the simplexes associated with retaining
the pure pixel need to be small relative to the size excluding it, a number of data points used in the
simplex estimate need to be relatively close to the pure pixel in order for this situation to occur. As a
result of this, it is not possible for all pure pixels to simultaneously lose out to interior pixels. The
implications of this are twofold. First, the order in which pixels are considered as well as the (relatively
poor) initial set are important factors in whether or not SI-N-FINDR can correctly converge to the
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largest simplex in pure data. Secondly, because each iteration of FI-N-FINDR is a complete execution
of SI-N-FINDR initialised with the result of the previous iteration and, as not all pure pixels can be
excluded by a poor initial estimate in perfect data, the progression of the algorithm will remove the
conditions under which pure pixels are excluded, ensuring that future iterations will converge correctly.
In order to confirm this property of FI-N-FINDR, consider the way in which FI-N-FINDR operates.
The algorithm iterates until no further single pixel replacements can result in a volume increase. If one
fixes all bar one of the endmembers in the set: that is, if one suggests that in all bar one column there
are no changes that can increase the volume of the simplex, this is the equivalent of changing a single
column of the endmember matrix. Therefore, at this point, one can return to the linear programmes set
out in Equation 2-9 and Equation 2-10. If the current entry in the changing column does not optimise
one of either Equation 2-9 or Equation 2-10, then FI-N-FINDR has not yet converged: there are yet
more pixels that can increase the volume.
As the optimal solution to a linear program over a convex set is one of the extreme points of
that set, in this case the simplex vertices, then the final changing column must change to be one of
those extreme points. Furthermore, as each column has no replacement that can increase the simplex
volume, these columns must also be optimising either Equation 2-9 or Equation 2-10 and therefore
must be occupied by an extreme pixel. Therefore, each column of the endmember matrix will always
converge to one of the simplex vertices. As a result, no column of 𝐄 will become fixed until it contains

one of these vertices, as otherwise it fails to optimise either of Equation 2-9 or Equation 2-10.
Furthermore, given imperfect data, FI-N-FINDR is clearly guaranteed to converge to a set of extreme
pixels such that no single exchange of one extreme pixel for one already in the set can increase the
volume further (however, multiple changes may potentially increase the volume, FI-N-FINDR only
ensures that each column is optimised relative to the others, not that it is optimum compared to all
possible combinations). Therefore, one can see that while Winter’s proof is perhaps not explicit in its
description of the operation of the algorithm, it is indeed correct in asserting that FI-N-FINDR will
always converge to, at worst, a local maximum.
What, however, are the consequences of imperfect data for SI-N-FINDR? Unlike perfect data,
for which one is required to draw the data set as a simplex around the set of pixels that reject the pixel
one would normally like to have included, in imperfect data, one simply requires that the overall data
set sits around this subset of pixels. As such, as the data becomes less simplex-like and more arbitrary
in shape, it becomes progressively easier to draw circumstances in which most pure pixels are excluded
in favour of less pure pixels. Therefore the natural consequence of imperfect data is that SI-N-FINDR
can more easily construct poorer simplexes. Although one requires a confluence of unfavourable
circumstances for this to actually occur, these circumstances can occur more readily.
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Before confirming the discrepancy in performance between the SI and FI-N-FINDR algorithms
empirically, the complexity of the N-FINDR algorithm shall be examined, to gain insight, first, to
identify the sources of computational complexity and secondly, to determine what kind of complexity
saving might be made by removing computations from the endmember determination portion of the
algorithm, as SI-N-FINDR does.

2.3 Complexity of the N-FINDR Algorithm
The complexity of the N-FINDR algorithm will now be derived in floating point operations
(flops): a count of the total number of multiplications, divisions, subtractions and additions, similar to
that produced by Dowler and Andrews [109] 20 . It may be useful to refer to Appendix A for the
complexities of the most commonly used linear algebra operations.

Unless otherwise noted, the

complexity of the least expensive means of performing a particular operation will be used.
It is important to define a few quantities of the system on which the complexity is dependent.
The system for which the complexity is derived here is one with a total of 𝑁 pixels and 𝜆 spectral bands.

The scene being imaged is composed of a mixture of 𝑀 materials to be determined by the N-FINDR

algorithm where 𝑀 ≤ 𝜆.

2.3.1 Dimension Reduction
As the least computationally expensive of the dimension reduction options proposed by Winter,
PCA will be used as the dimension reduction approach examined in this thesis. The transformation of
the data into the reduced principal component space requires 3 distinct stages:
1. Calculation of the spectral covariance matrix of the data
2. Eigen-decomposition of the covariance matrix
3. Transformation of the data vectors to the reduced PC space
2.3.1.1 Calculation of the Covariance Matrix
The calculation of the covariance matrix requires first the calculation of the mean spectral
signature, 𝐱� ∈ ℝ𝜆 :
𝐱� =

𝑁
1
� 𝐱𝑖
𝑁
𝑖=1

Equation 2-14

This requires the following complexity in flops:

𝐶𝐱� = 𝜆(𝑁 − 1) + 𝜆
= 𝜆𝑁

Equation 2-15

20

Flops were deemed to be a suitable measure of complexity for two reasons. First, the complexity per iteration of
N-FINDR is (approximately) deterministic. Secondly, flops provided an implementation independent measure of
complexity.
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Having calculated the mean spectral signature, one can then calculate the mean-removed data:
𝐱𝑖 − 𝐱�

This requires a complexity of:

𝐶𝐱−𝐱� = 𝜆𝑁

Equation 2-16

Equation 2-17

Having obtained the mean spectral signature and the mean-removed data, one can then calculate
the spectral covariance matrix, Σ ∈ ℝλ×λ :
Σ=

𝑁
1
�(𝐱𝑖
𝑁
𝑖=1

− 𝐱�)(𝐱𝑖 − 𝐱�)𝑇

Equation 2-18

This requires the calculation of 𝑁 outer products, the summation of 𝑁 matrices of dimension

𝜆 × 𝜆 and finally the division of each element of the result by 𝑁, requiring a complexity in flops of:
𝐶Σ = 𝑁𝜆2 + (𝑁 − 1)𝜆2 + 𝜆2
= 2𝑁𝜆2

Equation 2-19

Given that the covariance matrix is symmetric, only approximately half the elements need to be
calculated explicitly, giving:
𝐶Σ ≈ 𝑁𝜆2

Equation 2-20

2.3.1.2 Eigen-decomposition of the Covariance Matrix
In order to determine the first 𝑀 − 1 principal components, 𝐏 ∈ ℝλ×(M−1), one needs to obtain

the eigen-decomposition of the covariance matrix. The eigenvalues, from which the eigenvectors can
be calculated, are the roots of the characteristic equation:

det(Σ − φ𝐈𝜆 ) = 0

Equation 2-21

As the characteristic equation is a polynomial in 𝜑 of order 𝜆, (which can generally be assumed

to be greater than 4), the roots of the characteristic equation and hence the eigenvectors of a matrix
cannot be determined directly. Therefore, iterative, numerical approaches to determine the eigenvalues
and vectors are used. This means that an exact complexity cannot be put on the cost of determining the
eigenvectors of the covariance matrix.
The most commonly used means for determining the eigenvalues and vectors of small to
moderate size, non-sparse matrices is the QR method. This method is implemented, for example, in
Linear Algebra Package (LAPACK), a popular linear algebra library utilised widely, such as in the
popular MATLAB environment.
The complexity of the QR approach cannot be stated definitively, however, as noted in
Appendix A, van der Vorst [137] places an upper bound on the complexity of performing an eigen51

decompostion on a symmetric matrix using the QR approach. This means that a pessimistic estimate of
the cost of determining the principal components from the covariance matrix is given by:
𝐶𝐏 ≈

25 3
𝜆
2

Equation 2-22

2.3.1.3 Transformation to Principal Component Space
Given the matrix of the first 𝑀 − 1 principal components, 𝐏, one can calculate the projection of

each data point in the principal component space, 𝐲𝑖 ∈ ℝM−1 ∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑁]:
𝐲𝑖 = 𝐏 𝑇 𝐱𝑖

Equation 2-23

Over the complete data set, this operation requires a total complexity in flops of:
𝐶𝑡𝑓𝑜𝑟𝑚 = 𝑁(𝑀 − 1)(2𝜆 − 1)
≈ 2𝑁𝜆(𝑀 − 1)

For a scene of sufficient complexity, 𝑀 ≫ 1 and the complexity is approximately:
𝐶𝑡𝑓𝑜𝑟𝑚 ≈ 2𝑁𝜆𝑀

Equation 2-24

Equation 2-25

2.3.1.4 Total Complexity for Dimension Reduction
Combining the component complexities from the previous section, the total complexity of
dimension reduction is given by:
𝐶𝐷𝑅 = 𝐶𝐱� + 𝐶𝐱−𝐱� + 𝐶Σ + 𝐶𝐏 + 𝐶𝑡𝑓𝑜𝑟𝑚
25 3
𝜆 +
2
25 3
𝜆𝑁(2 + 𝜆 + 2𝑀) + 2 𝜆
25
𝜆𝑁(𝜆 + 2𝑀) + 2 𝜆3

≈ 𝜆𝑁 + 𝜆𝑁 + 𝑁𝜆2 +
≈
≈

2𝑁𝜆𝑀

Equation 2-26

where we have assumed that 2𝑀 + 𝜆 ≫ 2. In general it is reasonable to assume that 2𝑁 ≫ 25𝜆,

so that this can be further simplified to:

𝐶𝐷𝑅 ≈ 𝜆𝑁(𝜆 + 2𝑀)

Equation 2-27

This means that, given a relatively low number of materials compared with the number of bands,
the complexity of the endmember determination portion of the algorithm is dominated by the
calculation of the covariance matrix. As the number of materials in the scene increases, the calculation
of the transformation to the reduced space becomes more significant.
2.3.2 Endmember Determination
The endmember determination portion of the algorithm has a non-deterministic complexity.
There are two sources of uncertainty in the overall complexity of the algorithm. First, the algorithm (in
FI implementations) iterates for a number of iterations not known a priori. Secondly, assuming one is
not using a BR implementation of the N-FINDR algorithm, any pixel that results in a replacement on,
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for example, the 𝑘 𝑡ℎ endmember will not calculate the volumes for the (𝑘 + 1)𝑡ℎ through 𝑀𝑡ℎ
endmembers for that pixel.

To derive the complexity of the endmember determination portion of the algorithm, the
complexity of the deterministic, SI-BR implementation will instead be examined.

Appropriate

modifications will then be made to allow the complexity of the original FI-N-FINDR algorithm to be
expressed.
2.3.2.1 SI-N-FINDR-BR Endmember Determination Complexity
The endmember determination portion of SI-N-FINDR-BR consists of the calculation of 𝑀

volume calculations per pixel under consideration, that is, 𝑀 determinant calculations per pixel of the
matrix 𝐄 ∈ ℝ𝑀×𝑀 (as per Equation 2-1).

Given that 𝑀 pixels are already within the endmember set, there are a total of 𝑁 − 𝑀 pixels that

require 𝑀 such volume calculations. In addition, the first randomly selected set requires a single
volume calculation to be performed. As such SI-N-FINDR requires 𝑀(𝑁 − 𝑀) + 1 total determinant
calculations.

The determinant of a matrix is usually obtained by performing an LU decomposition on the
matrix, followed by taking the product of the diagonal elements of the 𝐔 matrix [65]. Given that all the
elements in the first row of the matrix 𝐄 are one, many of the steps (shown in Appendix A) involved in

performing Gaussian elimination on the first column do not need to be explicitly performed as shown
below:
1
1
0 𝑒22 − 𝑒21
𝐄~ �
…
…
0 𝑒𝑀2 − 𝑒𝑀1

…
1
… 𝑒2𝑀 − 𝑒21
�
…
…
… 𝑒𝑀𝑀 − 𝑒𝑀1

Equation 2-28

This means that there are only a total of (𝑀 − 1)2 operations required to eliminate the first

column. Subsequent to the elimination of the first column, the remaining operations are equivalent to
performing an LU decomposition on a matrix of dimension 𝑀 − 1 × 𝑀 − 1, requiring 23𝑀3 − 52𝑀2 +
17
6

𝑀 − 1 flops. Similarly, as all the elements of the first row of the 𝐔 matrix are ones, the product of

the diagonal elements of 𝐔 requires 𝑀 − 2 flops to calculate. This means that the total number of flops
required for a single volume calculation is given by:
2

5

𝐶𝑣𝑜𝑙 = (𝑀 − 1)2 + 𝑀3 − 𝑀2 +
2

3

3

= 3𝑀 3 − 2𝑀 2 +

11
𝑀
6

2

−2

17
6

𝑀−1+𝑀−2

Equation 2-29

As such, the complexity for the complete endmember determination portion of SI-N-FINDRBR is given by:
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2

3

𝐶𝐸𝐷−𝑆𝐼−𝐵𝑅 = (𝑀(𝑁 − 𝑀) + 1) � 𝑀3 − 𝑀2 +
3

2

11
6

𝑀 − 2�

Equation 2-30

Given that, in general, there are many more pixels in a captured image than there are materials
within the scene: 𝑁 ≫ 𝑀 ≥ 1 this expression is approximately:
2

2.3.2.2 FI-N-FINDR-BR

3

𝐶𝐸𝐷−𝑆𝐼−𝐵𝑅 ≈ 𝑁𝑀 � 𝑀3 − 𝑀2 +
3

2

11
6

𝑀 − 2�

Equation 2-31

The only difference in complexity between the FI-BR and SI-BR implementations of the NFINDR algorithm is that the SI implementation requires 𝑀(𝑁 − 𝑀) + 1 volume calculations, whereas

the FI implementation requires 𝑗𝑀(𝑁 − 𝑀) + 1 volume calculations, where 𝑗 is the total number of
iterations required to converge. As such, the complexity of the endmember determination portion of
FI-BR is approximately given by:
2

3

𝐶𝐸𝐷−𝐹𝐼−𝐵𝑅 ≈ 𝑗𝑁𝑀 � 𝑀3 − 𝑀2 +
3

2

11
6

𝑀 − 2�

Equation 2-32

While the number of iterations to converge, 𝑗, will be considered empirically in the next section,

it is worth examining what some approximate bounds on this value might be. Firstly, 𝑗 ≥ 2 since the

minimum number of iterations the algorithm requires is one in which the algorithm makes all the
replacements and one in which the algorithm makes none 21. In such a circumstance the result of the FI
algorithm is identical to the result of the SI algorithm. As established in [110], this is highly unlikely
given realistic data.
It is worth considering then, what might be an appropriate, approximate upper bound on the
number of iterations the algorithm might require to converge. First, consider that, outside of rare
events, given perfect or near-perfect data, the algorithm will have selected a set of endmembers quite
close to the final set of endmembers and so have nearly converged after a single iteration. Given less
perfect data, the algorithm has very likely selected a set of extreme pixels after a single iteration and so
is likely near to a local maximum. Refinements of one endmember beyond this can be expected to
engender changes to the best estimate of the other, remaining endmembers. However, given that all
endmembers are already at one of the extreme pixels, if the estimate stays near that extreme pixel, the
algorithm can be expected to rapidly run out of pixels that can increase the volume. Indeed, one
generally notices that replacements in the majority of endmembers halt within the first few iterations.
Conversely, if there is a step change in the convergence, such that one endmember changes from
approaching one set of extreme pixels to another set, then one can expect this to have repercussions for
all other endmembers and thus increase the number of iterations required to converge.

21

This does ignore the almost vanishingly unlikely possibility of 𝑗 = 1, which occurs when the randomly selected
set of initial endmembers is, in fact, the final set. Given a reasonable number of pixels and realistic data, randomly selecting
the complete set of 𝑀 pure pixels from the scene is highly improbable.
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Clearly, the likelihood of such a step change increases with the number of endmembers, as this
increases the possibility for more complex data set geometries, more potential distinct extreme pixels
and so forth. In general, as a very pessimistic estimate, the author finds as a rule of thumb allowing up
to 𝑀 iterations is usually ample, allowing for each endmember to increase the number of iterations to

converge due to a step change in convergence once per execution.
2.3.2.3 FI-N-FINDR

For original, that is non-BR, implementations of the N-FINDR algorithm, the first replacement
that results in a volume increase for a particular pixel becomes permanent. As such, any remaining
That is, given a replacement in the 𝑘 𝑡ℎ

volume calculations for that pixel are not performed.

endmember, 𝑀 − 𝑘 determinant calculations are saved. Thus, given a total number of 𝑝 replacements,
occurring in a mean position of 𝑘�, the saving in complexity is given by:
2

3

� ) � 𝑀3 − 𝑀2 +
𝐶𝐸𝐷−𝑠𝑎𝑣𝑒 = 𝑝(𝑀 − 𝑘
3

2

11
6

𝑀 − 2�

Equation 2-33

11
𝑀
6

Equation 2-34

As such, the complete complexity of the endmember determination portion of the FI-N-FINDR
algorithm is given by:
𝐶𝐸𝐷−𝐹𝐼 = 𝐶𝐸𝐷−𝐹𝐼−𝐵𝑅 − 𝐶𝐸𝐷−𝑠𝑎𝑣𝑒
2

3

≈ (𝑗𝑁𝑀 − 𝑝(𝑀 − 𝑘� )) �3𝑀3 − 2𝑀2 +

− 2�

To further simplify this expression, consider that there is no particular reason to expect that
replacements should be located in any particular endmember position. In other words, consider that a
change in one endmember is likely to engender changes in other endmembers due to the change in the
orientation of the hyperplanes representing the boundary between the volume-increasing and
decreasing regions as a result of the change of one endmember. As the ordering of endmembers is
arbitrary, there is no reason to presume that over a large number of changes any one particular position
would be more prone to change over any other. As such, the mean replacement position could be
assumed to be approximately 𝑘� = 𝑀2, which is in reasonably close agreement with the experimental
results produced by Dowler and Andrews [110]. As such, the complexity can be simplified to:
1

2

3

𝐶𝐸𝐷−𝐹𝐼 ≈ (𝑗𝑁𝑀 − 𝑝𝑀) � 𝑀3 − 𝑀2 +
2

3

2

11
6

𝑀 − 2�

Equation 2-35

Therefore, if the total number of considered pixels is much greater than the number of
replacements, 𝑗𝑁 ≫ 𝑝, then the complexity of the FI-N-FINDR algorithm is identical to the FI-N-

FINDR-BR algorithm:

2

3

𝐶𝐸𝐷−𝐹𝐼 ≈ 𝑗𝑁𝑀 � 𝑀3 − 𝑀2 +
3

2

11
6

𝑀 − 2�

Equation 2-36

In order to determine whether this is a reasonable assumption, consider that a replacement only
occurs when such a replacement would increase the volume of the simplex, ideally this is if the purity
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of the currently considered pixel is greater than that of the pixel currently in the set. In order to have a
high percentage of replacements, one would need to consider a series of pixels of ascending purity such
that the increase in purity was aligned with the path that the algorithm took through the data.
Furthermore, the algorithm would need to have converged to the final solution within the first iteration
or early into the second, since subsequent iterations would be unlikely to identify a large number of
previously "less pure" pixels as now "more pure" (unless the initial simplex was a very poor estimate).
Finally, given that the last iteration of FI-N-FINDR is necessarily one in which no replacements occur,
the largest possible number of replacements is 𝑝 = (𝑗−1)𝑁
, although such a circumstance is remote.
𝑗𝑁

Consequently, the likelihood of a high proportion of replacements is small, as was determined

experimentally in [110], and the expression in Equation 2-36 is a reasonable approximation to the
complexity of FI-N-FINDR.
2.3.3 Inversion
Having determined the set of 𝑀 endmembers from within the data, the process of using the

spectral signatures of the endmembers to calculate the abundance fractions of those materials within
each pixel depends on the kind of inversion desired. As the least expensive form of least-squares
inversion, unconstrained inversion shall be considered:
𝐚𝑖 = (𝐒 𝑇 𝐒)−1 𝐒 𝑇 𝐱 𝑖 ∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑁]

Unconstrained inversion requires two distinct steps:

Equation 2-37

1. Calculation of the pseudo-inverse, (𝐒 𝑇 𝐒)−1 𝐒 𝑇

2. Application of the pseudo-inverse to the data points
2.3.3.1 Calculation of the Pseudo-Inverse
The pseudo-inverse is required only once. The preferred method of calculating the pseudoinverse uses the Singular Value Decomposition (SVD). The SVD implementation has the advantage of
better numerical accuracy over other methods and is known to exist even when the pseudo-inverse is
ill-conditioned. The resulting complexity of computing the pseudo-inverse via the SVD is (see
Appendix A):
𝐶𝑃𝐼 = 7𝑀2 𝜆 − 𝑀𝜆 + 20𝑀3 + 𝑀2 + 𝑀
20𝑀2 + 𝑀 + 1
= 𝑀𝜆 �7𝑀 − 1 +
�
𝜆
≈ 𝑀2 𝜆 �7 +

20𝑀
�
𝜆

Equation 2-38
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2.3.3.2 Applying the Pseudo-Inverse
Having pre-calculated the pseudo-inverse, the calculation of the actual abundance values of the
pixels simply requires the calculation of the product of two matrices. A small number of calculations
can be avoided by noting that the pixels that represent the true endmembers do not need their
abundances explicitly calculated as they simply have an abundance of 1 in the corresponding
endmember and 0 for all others. The calculation of the abundance fractions therefore requires a
complexity in flops of:
𝐶𝐴 = (𝑁 − 𝑀)(𝑀(2𝜆 − 1))
≈ 2𝑁𝑀𝜆

where the fact that 𝑁 ≫ 𝑀 and 2𝜆 ≫ 1 has been used to simplify the expression.

Equation 2-39

2.3.3.3 Total Complexity for Inversion

The total complexity for the inversion portion of the N-FINDR algorithm is given by:
𝐶𝐼 = 𝐶𝑃𝐼 + 𝐶𝐴
2

≈ 𝑀 𝜆 �7 +

20𝑀
� + 2𝑁𝑀𝜆
𝜆

Equation 2-40

The greatest complexity occurs when 𝑀 = 𝜆 and in general one expects there to be many more

pixels than endmembers. Provided 2𝑁 ≫ 27𝑀, this simplifies to:
𝐶𝐼 ≈ 2𝑁𝑀𝜆

Equation 2-41

This means that the complexity of the inversion process is dominated by the need to invert each

pixel: the complexity of developing the pseudo-inverse is basically negligible. This justifies the use of
the more expensive, SVD-based approach to calculating the pseudo-inverse.
2.3.4 Total Complexity of the FI-N-FINDR Algorithm
The complete complexity in flops of the FI-N-FINDR algorithm is the combined complexity of
the dimension reduction, endmember determination and inversion portions of the algorithm:
𝐶𝐹𝐼−𝑁−𝐹𝐼𝑁𝐷𝑅 = 𝐶𝐷𝑅 + 𝐶𝐸𝐷−𝐹𝐼 + 𝐶𝐼

2

3

≈ 𝜆𝑁(𝜆 + 2𝑀) + 𝑗𝑁𝑀 �3𝑀3 − 2𝑀2 +

11
𝑀
6

− 2� + 2𝑁𝑀𝜆

Given a sufficiently complex scene, 𝑀3 ≫ 𝑀2 ≫ 𝑀 ≫ 1, this simplifies to:

Equation 2-42

2

𝐶𝐹𝐼−𝑁−𝐹𝐼𝑁𝐷𝑅 ≈ 𝜆𝑁(𝜆 + 2𝑀) + 3𝑗𝑁𝑀4 + 2𝑁𝑀𝜆
𝜆
𝑗𝑀3
= 2𝑁𝑀𝜆 �
+
+ 2�
2𝑀
3𝜆

Equation 2-43

The exact complexity of this system is highly scene dependent, as is the relative complexity of

the components of the system. One can, however, place an upper bound on the complexity of the
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system by assuming the worst case complexity scenario in which there are barely enough bands for the
number of materials within the scene, 𝑀 = 𝜆 . In this instance, the complexity of the system is
approximately given by:

𝜆
𝑗𝑀3
𝐶𝐹𝐼−𝑁−𝐹𝐼𝑁𝐷𝑅 ≈ 2𝑁𝑀𝜆 �
+
+ 2�
2𝑀
3𝜆
𝑗𝑀3
≈ 2𝑁𝑀𝜆 �
�
3𝜆
2

= 3𝑗𝑁𝑀4

Equation 2-44

In this circumstance, the algorithm complexity is completely dominated by the repeated

determinant calculations required for endmember determination. Under these conditions, if one, for
example, had a VGA system (640 × 480 pixels) with 𝑀 = 10 endmembers, the algorithm would
require 2048 million flops per iteration of the endmember determination portion of N-FINDR. It is

worth considering the conditions under which the endmember determination portion of the algorithm
does, indeed, dominate the complexity of the algorithm:
𝑗𝑀3
𝜆
≫
+2
3𝜆
2𝑀
𝑗𝑀3 ≫

3𝜆2 + 12𝜆𝑀
2𝑀

Equation 2-45

15 2
𝜆
2

Equation 2-46

If one assumes the worst case complexity for the right hand side, 𝜆 = 𝑀 one can propose a

stricter but similar criterion:

𝑗𝑀4 ≫

If one expresses the relatively complexities of the two halves thus:
√15
�𝑗𝑀2 = 𝑐 𝜆
√2

Equation 2-47

then the proportion of the complexity used by the endmember determination algorithm is at
𝑐2

least 𝑐 2 +1. As above, the number of iterations, 𝑗, must be at least 2 and is generally not expected to be

significantly larger. Therefore, a reasonable approximation is to suggest:
𝑀2 ≈ 2𝑐𝜆

Equation 2-48

𝑀2 > 2𝜆

Equation 2-49

Therefore, to achieve the majority share of complexity, one simply requires 𝑐 > 1, hence:

This condition is perhaps slightly strict. In particular, as the number of materials, 𝑀, increases

and correspondingly so does 𝑗 , this condition is quite sufficient to ensure that the endmember

determination portion of the algorithm dominates. Conversely, for low values of 𝑀, the inversion and
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transformation portions of the algorithm become less significant compared to the calculation of the
eigen-decomposition. As such, the factor of 2 on the right hand side of Equation 2-49 diminishes.
Overall, it should be noted that relatively few materials relative to the number of bands are required for
the endmember determination portion of the algorithm to dominate the complexity.
This is problematic for two reasons. First, the complexity of the endmember determination
portion of the algorithm is dependent on the number of materials in the scene, 𝑀, a parameter outside
the control of system designers. The non-linearity of the dependence on 𝑀 and the relatively highorder associated with 𝑀 further compound the issue.

Secondly, as this is the only portion of the algorithm that is iterative, the lack of control over the

complexity of this portion by system designers is further compounded by this unknown multiplier of
the complexity. Somewhat mitigating this, as suggested above, one may be able to place a rough upper
bound on the number of iterations one could expect.
This combination means that constructing a system with an acceptably low worst-case
complexity requires a system designer to be sparing with the number of pixels and bands used in the
system, potentially compromising the utility of the system. Despite this, N-FINDR is quite a popular
algorithm, as discussed above, perhaps due to its well-understood operation and performance. It is
therefore worthwhile examining the performance of the N-FINDR algorithm on a series of simulated
and real data sets that shall be used as performance benchmarks throughout this thesis. Furthermore, it
is worthwhile considering to what extent the SI iteration version of the algorithm is out-performed or
indeed outperforms the FI implementation, as the use of an SI implementation of the algorithm both
reduces the complexity and the dependence of the complexity on the endmember determination portion
of the algorithm.

2.4 Experimental Examination of the N-FINDR Algorithm
In previous sections we established the properties of N-FINDR that make it an attractive
candidate for use in forensic applications, together with an assessment of its computational complexity.
It is now appropriate to examine how the N-FINDR algorithm actually performs. The evaluation of the
N-FINDR algorithm was conducted to examine three aspects of the performance of the algorithm: first,
to examine how the original, FI algorithm performs on scenes relevant to the original application of the
N-FINDR algorithm: remote sensing.

Secondly, to examine the time the algorithm required to

converge on these scenes as a confirmation of the complexity of the algorithm. Thirdly, to examine
how the FI interpretation of the algorithm performs relative to the other interpretations, in particular
relative to the SI-N-FINDR algorithm, as this approach can potentially save substantial complexity by
not allowing the algorithm to iterate. It is therefore worthwhile examining what the cost in accuracy of
such a change might be.
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2.4.1 Experimental Methodology
In order to examine the performance of the FI-N-FINDR algorithm, three sets of data were used,
one simulated set and two real data sets. As the algorithm requires a random initial endmember
estimate, the algorithm was executed 1000 times on each data set with 1000 different initialisations.
Given the relatively high complexity, this is significantly more iterations than any remote sensing
analyst would ever consider executing before selecting the best trial. The intention was to develop an
impression of what range of performance the algorithm might produce and to determine the
approximate distribution of that performance. First, the scenes used in the performance evaluation
shall be discussed, followed by a discussion of the performance metrics used.
2.4.1.1 Simulated Data
Simulated data was used to test the performance of the N-FINDR algorithm under relatively
ideal conditions.

Simulated data has been a popular means for determining the performance of

unmixing algorithms, for example see [94, 98, 128] among many others. The popularity of simulated
data may reflect the difficulties in obtaining real data with associated ground truth data.
The simulated scenes used in this study were identical to those used by Dowler and Andrews
[128], consisting of three scenes of 100 by 100 pixels containing 3, 5 and 10 endmembers respectively.
The material spectra used to construct the scenes were selected from the United States Geological
Survey (USGS) spectral library [138] AVIRIS 1995 convolved data base, a database consisting of the
spectral signatures of some 1365 materials, objects, different kinds of vegetation and such-like
corrected to have spectral signatures as if they were captured by the Airborne Visible/Infrared Imaging
Spectrometer (AVIRIS) hyperspectral sensor. The materials used and consequently the hyperspectral
scene generated from these material spectra, had 224 spectral bands. In order to generate the scenes the
following materials were used from the USGS library: Alunite AL706 (E1), Buddingtonite GDS85
(E2), Calcite CO2004 (E3), Chalcedony CU91-6A (E4), Jarosite GDS100 (E5), Kaolinite CM3 (E6),
Montmorillonite CM20 (E7), Muscovite GDS107 (E8), Nanohematite BR93-34B2 (E9) and Nontronite
NG-1.a (E10). The three endmember scene used the first three materials, E1-E3, the five endmember
scene used the first five, E1-E5, while the 10 endmember scene utilised all of the above materials. The
spectral signatures of these materials are given in Figure 2-4.
These materials were then mixed in a structured means to form the scenes such that there would
be at least a single pure pixel for each material within the scene by allocating pixels on the edges of the
scene to be pure and then decreasing the purity of the pixels linearly from this most pure pixel with an
abundance of 1 linearly down to an abundance of 0, such that there were radial purity contours centred
around this pure pixel. This was the case for all but the last endmember from each scene, which was
used to ensure that the additivity constraint was met for each pixel in the scene: the abundance of the
final endmember was given by Equation 2-50.
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Figure 2-4 Spectral signatures of the 10 materials from the USGS spectral library used in creating simulated scenes
𝑀−1

𝑎𝑖𝑀 = 1 − � 𝑎𝑖𝑗
𝑗=1

Equation 2-50

Through the selection of an appropriate rate of decrease from the purest pixel, the non-

negativity constraint was enforced by ensuring that the sum of the first 𝑀 − 1 abundances for a given
pixel was always less than 1. This necessarily meant that there were fewer pixels associated with each
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particular material as the number of endmembers within the scene increased. Abundance maps for
each of the scenes are shown in Figure 2-5, Figure 2-6 and Figure 2-7.

Figure 2-5 Abundance maps for the 3 endmembers in the 3 endmember simulated data set: a) E1, b) E2 and c) E3

Figure 2-6 Abundance maps for the 5 endmembers in the 5 endmember simulated data set: a) E1, b) E2, c) E3, d) E4 and e) E5

For the 3 endmember scene (Figure 2-5), the abundance of each endmember decreased linearly
from the purest pixels (top left for endmember E1, abundance map a, and bottom right for E2,
abundance map b) such that the abundance was 0 at a distance of 100 pixels from the purest pixel.
With an increased number of endmembers, the 5 endmember set scene (Figure 2-6) had a faster
decrease in abundances: the abundance decreased to 0 at a distance of 69 pixels from the purest pixel.
Similarly, with a total of 10 endmembers within the same size scene (Figure 2-7), the rate of
decrease of abundance was greater still for the 10 endmember scene such that the abundance in each
material decreased to 0 at a distance of 35 pixels from the purest pixel in each endmember.
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Figure 2-7 Abundance maps for the 10 endmembers in the 10 endmember simulated data set: a) E1, b) E2, c) E3, d) E4, e) E5, f)
E6, g) E7, h) E8, i) E9 and j) E10

The advantage of using such a structured approach to generating abundance fractions is that the
resulting scene has the same structure as the abundance maps.

As mentioned previously, the

performance of the N-FINDR algorithm is dependent on the order in which pixels are considered and
so the structure of the data is significant. It is reasonable to suggest that the majority of realistic scenes
will consist of spatially localised materials, mixing along the boundaries between materials. Therefore,
this approach is perhaps a fairer measure of performance than randomly assigning abundances with no
spatial pattern.
Of course, such approaches are not without disadvantages. The structure of the scene inherently
affects the performance of the algorithm. In this instance, for example, the proportion of pixels within
the scene devoted to each endmember is evenly spread. This is not a problem for the N-FINDR
algorithm, as it deals primarily with the extreme pixels and so mixed pixels should have a relatively
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minimal impact on the final result 22. For the same reason, the fact that the generated abundance values
covered the entire range of possible abundance values was not considered to significantly impact the
result. In other words, N-FINDR should perform similarly on scenes with a preponderance of mostly
pure or mostly mixed pixels and those with a full range of abundance values. This is in contrast to, for
example, statistically based approaches for which greater care would need to be exercised.
Finally, by using a structured scene, one is limited to using scenes which the researcher has
taken the time to construct, potentially limiting the scenes used in terms of number of pixels, number of
endmembers, scene composition and such-like. Naturally, any performance evaluation will be limited.
The simulated scenes used here are intended to model ideal or near-ideal circumstances for the
algorithm, in contrast to the real scenes used subsequently.

Given the similarity to comparable

simulated scenes used in the literature, the author contends that the simulated scenes used in this
assessment provide a sufficient set for an initial assessment of N-FINDR like algorithms.
Having produced the abundance maps for each material, the scene is finally constructed by
applying the linear mixing model (see Equation 1-2) to the selected spectral signatures and abundance
maps to produce the pixel values. Additive Gaussian noise, 𝑛𝑖𝑗 ~𝑁(0, 𝜎𝑗 ), was added to each band of
each pixel so that the signal to noise ratio (SNR) of each band was given by:

where:

𝑆𝑁𝑅𝑗 =

𝜇𝑗
𝜎𝑗

Equation 2-51

𝑆𝑁𝑅𝑗 is the SNR of the 𝑗 𝑡ℎ band

𝜇𝑗 is the mean value of the 𝑗 𝑡ℎ band

𝜎𝑗 is the standard deviation of the Gaussian noise on the 𝑗 𝑡ℎ band

For the purposes of this study, an SNR of 30 was used, ensuring that all bands had the same

SNR. One consequence of this is that the performance of the MNF and PCA algorithms for dimension
reduction should be identical.
2.4.1.2 AVIRIS Cuprite Subscene
The AVIRIS Cuprite, Nevada 1997 flyover is a data scene freely available from the National
Aeronautics and Space Administration’s (NASA) Jet Propulsion Laboratory (JPL) [139]. This scene is
very popular for benchmarking hyperspectral algorithms, in large part due to the highly detailed ground
truth data available (see Appendix B). In combination with the ground truth, a reflectance-corrected
22

Contrast this with Fuzzy C Means, for example, in which the class centroids are highly dependent on the
distribution of the abundances of each of the particular classes. Even class distributions would aid Fuzzy C Means, whereas
uneven distributions would be detrimental.
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version of the data set is available, allowing for a direct comparison with a spectral library produced by
the United States Geological Survey (USGS) [138].
The subscene most commonly used in performance assessments consists of a 350 by 350
portion of the Cuprite scene, see Figure 2-8.

Figure 2-8 Colour composite image of bands 220, 90 and 35 of the AVIRIS Cuprite subscene

The original data consists of 224 bands. Due to poor signal to noise ratio in some bands, (for
example, due to water absorption bands), bands 1-3, 105-115 and 150-170 were removed from the data
before analysis, leaving 189 bands. This is a common practice within the literature, for example see
[134]. Again, by removing highly noisy bands, one can suggest that this may make the performance of
PCA and MNF more similar on these scenes, however, the study in [106] suggests that there is still
some difference.
As discussed, the N-FINDR algorithm cannot automatically determine the number of
endmembers within the scene and this number is a required input. Based on [133], the algorithm was
set to search for 22 endmembers within the data. This number was established using Harsanyi-FarrandChang (HFC) [140] and Noise-Whitened HFC (NWHFC) [66] techniques for determining the virtual
dimension of the data and correlates reasonably well with the number of materials in the ground truth.
2.4.1.3 AVIRIS Indian Pines Test Scene
The Indian Pines test scene is a 145 by 145 pixel subscene of a much larger data collection over
the Indian Pines area, provided freely by Purdue University in conjunction with its Multispec software
[86], see Figure 10-9.
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Captured with an earlier version of the AVIRIS sensor than the 1997 Cuprite flyover, the scene
consists of only 220 bands. Of these, bands 103-113 and 148-166 were removed due to very low
recorded values in those bands, likely due to water absorption, leaving a total of 190 bands, in
agreement with the approach used in [141]. The scene, while not as popular as the Cuprite scene for
unmixing evaluation, is generally a popular scene, particularly for classification algorithm evaluation
due to the presence of distinct regions within the image relating to different crop fields or forested areas,
see Appendix B. The N-FINDR algorithm was instructed to find 18 endmembers from within the data,
as per [141]. As per the Cuprite scene, this number was determined in that paper by the NWHFC
method and was in close agreement with the number of materials expected in the ground truth.
2.4.1.4 Performance Metrics
In order to determine the performance of the SI-N-FINDR and original FI-N-FINDR algorithms,
each algorithm was executed on each of the data sets 1000 times, each time with a different set of
randomly selected initial pixels. This allowed for an examination of the distribution of the performance
of the algorithms, not just the performance of a small collection of trials, which is perhaps insufficient,
given the random nature of the output of the algorithm on noisy, realistic data.
In order to measure the performance of the algorithm on the above data sets, a number of
performance metrics were employed. As a first approach, the volume of the simplexes produced from
the endmembers generated by the algorithm was used as a performance measure. If the linear mixing
model is, indeed, an accurate model for hyperspectral data, then larger simplexes, particularly in the
absence of a complete set of pure pixels, do represent better quality endmember estimates. Indeed, as
stated by Wu and Chang [99], there does appear to be some relationship between larger simplex
volumes and better quality results. Indeed, volume is a relatively common measure of performance, for
example see [105, 106, 110], and is particularly appropriate to N-FINDR and N-FINDR-like algorithms
given that the goal of such algorithms is to determine the largest volume simplex.
As a result of the relative simplicity of the simulated data, the volume will be used on its own as
a measure of the accuracy of the algorithms on the simulated data sets. In addition to measuring the
accuracy on the simulated data sets, it is naturally of interest to examine how quickly the algorithm
completes, in particular, the endmember determination portion of the N-FINDR algorithm.
To this end, MATLAB implementations of the N-FINDR algorithm’s endmember
determination portion were executed for 1000 iterations on each of the simulated data sets and the
mean execution time was recorded for each set. The system used for this evaluation was an AMD
Athlon 2600+ XP with 1 GB of RAM running Microsoft Windows XP SP3. While MATLAB is not
the language of choice for producing high performance algorithms, the implementations used attempted
to minimise loops, minimise operations within whatever loops were unavoidable and minimise memory
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manipulations overall as well, thus avoiding some of the slowest performing components of the
MATLAB environment. As such, while the results are still pessimistic, they perhaps provide a very
rough ballpark suggestion of the time required to execute the algorithm. Furthermore, these results are
largely intended to be used as a basis for comparison with the improved speed approaches developed in
subsequent chapters, also written in MATLAB. Finally, many hyperspectral algorithms are freely
available as MATLAB implementations online, such as VCA [121], FastICA [142] and indeed the
Hyperspectral Imaging Toolbox [120]. Therefore, by producing these timings in MATLAB, they are
perhaps more easily comparable to timings produced by these other algorithms in other studies.
Similar timings were generated on the Cuprite and Indian Pines scenes, albeit due to the long
time per iteration, only 100 iterations were executed on the Cuprite subscene. Combining these timings
with a record of the number of iterations FI-N-FINDR required to converge presents a reasonable
indication of the time the algorithm required to converge.
As noisier, more realistic data sets with available ground truth data (see Appendix B), the
Cuprite and Indian Pines scenes could have more rigorous accuracy assessments. The Cuprite subscene
has not only ground truth mineral maps available, but also library spectra available, against which the
derived endmembers can be examined.
In order to compare the derived endmembers to the ground truth material spectra, one requires
both a means for comparing the similarity of spectra and a means for assigning derived endmembers to
materials. Within this study, Spectral Angle Mapper (SAM) is used as a measure of similarity. SAM
is a very well established means for measuring the similarity between spectra, essentially measuring the
angle between two feature vectors: each component of each vector is the magnitude of the response in a
given spectral band. The calculation of SAM angle is given by [15]:
𝑆𝐴𝑀(𝐚, 𝐛) = arccos �

𝐚∙𝐛
�
|𝑎||𝑏|

Equation 2-52

SAM angles within this thesis will be given in radians. SAM angles are almost ubiquitous in
hyperspectral unmixing algorithm performance assessments, particularly on the Cuprite scene given the
presence of ground truth spectra.
One issue with such a comparison, however, is that one must be careful about which materials
one assigns to derived endmembers.

Many assessments appear to simply pair materials and

endmembers based on low SAM angles and then reports those SAM angles. In the author’s opinion,
this is a sub-optimal approach for many reasons. First, such an approach ‘stacks the deck’ so to speak,
producing minimum SAM angles. This would not be a problem, were it not for the fact that SAM
angle is not a perfect measure for discriminating between spectra. Many spectra belonging to different
materials have spectra that are relatively similar in a SAM sense. Furthermore, noise, impure pixels or
67

other such effects may result in pixels best represented by one material that, in a SAM sense, appear to
be more like an unrelated material. Finally, the point behind unmixing is not only to generate material
spectra, but to generate abundance maps as well. As such, the important measure of performance is not
whether a derived endmember matches a library spectrum, but whether the library spectrum it matches
has an abundance map similar to the abundance map relevant to that endmember.
To this end, in the thesis, the performance measure used is that first used by Dowler and
Andrews [110]. This approach searches through the set of derived endmembers and determines those
that were produced in more than 50 trials out of the 1000 trials. Selecting these endmembers, these are
then used as exemplars. Each exemplar then had a number of abundance maps from the various trials
in which it was produced examined. With reference to the ground truth mineral maps (Appendix B),
and the library spectra, each exemplar was assigned to one of the following materials from the USGS
spectral library: Buddingtonite GDS85 (B), Calcite CO2004 (C), Chalcedony CU91-6A (Ch),
Nontronite NG-1.a (N), Alun.+Kaol.+Hemat. MV00-11a (AK), Alunite CU91-217G1 (A1), Alunite
CU98-5C (A2), Kaolinite CU00-19A (K), Kaolin.+Smect. KLF508 (KS), Montmorillonite CU93-52A
(Mo), Muscovite CU98-8H (M1), Muscovite CU91-252D (M2) or to a noise class. The noise class was
filled with endmembers for which the spectra and/or abundance maps did not correspond to any
particular material, such as a dark spectra, or road, a single noisy pixel and such-like. A final group of
exemplars were also included into the noise class: those for which the abundance maps did not
consistently represent one material or another, but varied depending on the trial. As such, these
exemplars could not be sensibly assigned to one material or another.
Having assigned each exemplar to a material class, each endmember that was not an exemplar
was then assigned to the same material as the exemplar that the particular endmember was most similar
to in a SAM sense. Having thus assigned each endmember to a material, the SAM angles to those
materials can then be calculated. Given that most materials occur in clustered regions, many pixels
have similar spectra to their neighbours. Therefore, a match to a spectrum within the scene due to a
low SAM provides a much more reasonable assertion of similarity than a similar measurement to a
library spectrum provides.
The advantage of such an approach is that it allows for a much more accurate mapping of
endmembers to materials than simply matching materials based on minimum SAM without requiring
an exhaustive examination of abundances and spectra, a process that quickly becomes infeasible in
studies with any significant number of trials and endmembers. (For example, the study in this chapter
alone would require the examination of 44 000 abundance maps and endmember spectra).
Finally, abundance maps of the largest, closest to median and lowest volume trials have been
produced for the Cuprite and Indian Pines scenes, which can be compared to the ground truth provided
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in Appendix B. Additionally, given the availability of library spectra for the Cuprite scene, endmember
spectra, grouped by the ground truth material spectra they represent, have been produced for each of
the same three trials.
2.4.2 Results and Discussion
2.4.2.1 Simulated Data Sets
On the simulated data, FI-N-FINDR converged to the same result in every instance. SI-NFINDR, on the other hand showed a higher degree of variability in the results produced, see Figure 2-9.

Figure 2-9 Volumes of simplexes produced on simulated data sets by the SI-N-FINDR and FI-N-FINDR algorithms on a) 3, b) 5
and c) 10 endmember scenes 23

While this simulated data did not form perfect simplexes, in that there was some noise added,
the data was quite close to perfect. Therefore, these results are in line with the suggested operation of
the N-FINDR algorithm above: SI-N-FINDR does indeed, on rare occasions, fail to produce good
approximations to the best simplexes on near-perfect data. Furthermore, this problem appears to be
compounded by higher dimensional data: the more materials, the lower the fraction of the FI-N-FINDR
volume the worst-case SI-N-FINDR algorithm performance was.

The decreasing volume with

increasing number of materials is due to the factorial on the denominator of the volume calculation, see
Equation 2-1.
Given the discrepancy in accuracy, it is worthwhile examining the difference in time to
converge between the two algorithms on each of the scenes. The time required for a single iteration of
FI-N-FINDR’s endmember determination algorithm was 0.5314, 1.3878 and 4.4529 seconds on the 3, 5
and 10 endmember scenes respectively. Given these and the number of iterations to converge, see
Figure 2-10, timing information could be calculated.

23

Whiskers on boxplots are a maximum length of 1.5(𝐼𝑄) where 𝐼𝑄 is the interquartile range. Data points beyond
the maximum whisker length are marked as outliers with a cross.
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Figure 2-10 a) Iterations to converge for FI-N-FINDR and b) time to converge for SI and FI-N-FINDR on simulated data

One of the first things to note is that FI-N-FINDR seldom converged in 2 and never in fewer
iterations. As such, despite 1000 trials, except on the 3 material scene, FI-N-FINDR did not converge
to the same result as SI-N-FINDR given the same initial pixels.
As a result, FI-N-FINDR took significantly longer than SI-N-FINDR to converge, but in
exchange produced larger simplexes and therefore more accurate results. Given that real data is
considerably more noisy and complex, one could therefore expect the discrepancy to be even greater on
real data.
2.4.2.2 Cuprite Scene
The volume of the simplexes formed by the endmember sets of SI-N-FINDR and FI-N-FINDR
are shown in Figure 2-11.

As can be seen, the FI-N-FINDR algorithm produced simplexes

significantly larger than those produced by SI-N-FINDR.

Figure 2-11 a) Statistics and b) distribution of volumes of the simplexes produced at the end of the first iteration (SI-N-FINDR)
and at the end of the last iteration of FI-N-FINDR on the Cuprite subscene

Indeed, the discrepancy was so large that the largest volume generated by the SI-N-FINDR
algorithm was a mere 61% of the size of the mean FI-N-FINDR volume.

Given the extreme

discrepancy in volume, it is worthwhile considering the difference in time required to execute the two
different algorithms, see Figure 2-12.
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Figure 2-12 a) Iterations to converge for FI-N-FINDR and b) time to converge (seconds) for SI-N-FINDR and FI-N-FINDR on the
Cuprite subscene

Keeping in mind that FI-N-FINDR requires an additional iteration in which no replacements
occur, the results of SI-N-FINDR and FI-N-FINDR are identical in any trials for which the algorithm
converges in one or two iterations (in the first instance, the initial set of pixels are also the final
endmembers and in the second all replacements occur in the first iteration). Despite providing 1000
different initialisations, far more than any remote sensing analyst would be expected to attempt, it is
telling that this never occurred. That is, in every instance, more iterations improved the result.
Despite this, it is clear that, having required 89.945s on average per iteration of the endmember
determination portion of the algorithm, the FI-N-FINDR algorithm required far longer than would be
acceptable in a terrestrial application. One advantage of the SI-N-FINDR algorithm is that it does
allow for multiple executions of the algorithm with different initialisations in the same time as it takes
for a single execution of FI-N-FINDR. Indeed, in the best case scenario (worst case for FI-N-FINDR),
SI-N-FINDR can be executed 14 times for a single execution of FI-N-FINDR. Consider, then that 95%
of FI-N-FINDR results had a greater volume than 5.5 × 1051 . Comparatively, only approximately 0.35%

of SI-N-FINDR trials would have a volume greater than this. Therefore, the probability of the largest
SI-N-FINDR trial beating this very poor FI-N-FINDR result would only be 1 − 0.996514 = 0.0479 ≈
4.8%, even given the generous allocation of 14 executions to FI-N-FINDR’s one. Therefore, one has

to suggest that the saving in complexity of SI-N-FINDR is gained through an excessively heavy
penalty in accuracy.
To further consider the impact on accuracy of the SI-N-FINDR implementation, it is
worthwhile examining the SAM angle to materials known to exist within the scene, as laid out in the
methodology above. Between the two algorithms, 2063 unique endmembers were produced. Of these,
a total of 109 endmembers were produced in at least 50 trials. These endmembers were selected as
exemplar endmembers, responsible for 27 382 of the total 44 000 endmembers produced. Uniquely
within the results produced in this thesis, some 13 exemplars could not be labelled as belonging to one
material because of variability in the abundance maps such that a single exemplar produced abundance
maps in different trials that corresponded to different materials. In particular, variability was noted
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around Alunite and Chalcedony, such that in some trials the abundances clearly represented
Chalcedony and in others, Alunite. This appears to have occurred because of a series of pixels within
the image that seem to be mixtures of Chalcedony and Alunite which were selected as endmembers.
Therefore, depending on the other endmembers selected within the endmember set, the mixed pixel
represents one material or the other.
Of note, however, was that in 7 of 13 of these instances, the variation in abundance maps was
noted only in the SI-N-FINDR algorithm, whereas in the remaining 6 exemplars thus labelled as noise,
the results were either inconsistent between the SI and FI algorithms, or internally inconsistent within
both.
Furthermore, it is worth noting that SI-N-FINDR produced a total of 2063 unique endmembers,
whereas FI-N-FINDR only produced 1093 unique endmembers. It is therefore clear that the results of
SI-N-FINDR are more variable than those produced by FI-N-FINDR, as noted in [110].
Despite this, the SAM angles produced by both SI-N-FINDR and FI-N-FINDR are relatively
similar, see Figure 2-13. One potential reason for this is that it is a natural artefact of the means of
matching endmembers to materials used in this study. There needs to be a reasonable degree of
similarity between the endmembers and known materials in order for the endmembers to produce
meaningful abundance maps allowing for them to be allocated appropriately. As such, the approach is
somewhat biased towards measuring good matches and ignoring lesser quality results. Indeed, the
author’s experience is that lower volume simplex results did not necessarily have overall worse
endmember selections, but that the selection, particularly of noise endmembers, was poorer leading to
noisier abundance maps overall.

This is reinforced by the fact that a large proportion of the

endmembers produced by both algorithms are represented by a very small subset of the endmembers.
Much of the variation therefore must be in the rarer endmembers. In this regard, SI-N-FINDR clearly
has a greater variation than FI-N-FINDR. This is visible, both in SI-N-FINDR having nearly double
the unique endmembers produced as FI-N-FINDR, but also in the slightly higher variability of the SIN-FINDR algorithm’s SAM angles than FI-N-FINDR for many materials, as noted in [110].
Abundance maps for the largest, closest to median and smallest volume trials for the FI-NFINDR algorithm are shown in Figure 2-14, Figure 2-16 and Figure 2-18 respectively, while the
associated spectra are given in Figure 2-15, Figure 2-17 and Figure 2-19. Note that abundance maps
for materials labelled as noise are not included. A discussion of the kinds of maps labelled as noise is
given in Appendix B.
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Figure 2-13 SAM angles (radians) to known material signatures of endmembers generated by SI-N-FINDR and FI-N-FINDR on
the Cuprite subscene

What can be seen in the abundance maps in these figures is that there is generally a high degree
of agreement between the generated abundance maps and the ground truth, particularly for the Alunite,
Muscovite, Buddingtonite, Calcite and Chalcedony endmembers and to a lesser extent for Kaolinite.
Furthermore, with decreasing volume, the abundance maps become noisier, particularly for the
lowest volume trial. Meanwhile, the endmember spectra appear to remain of relatively similar quality.
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This reinforces the above comments that the lower volume trials, particular the SI-N-FINDR trials,
tended to have noisier, lower quality abundance maps, even though SAM angles and observations of
the endmember spectra did not suggest worsening performance. This confirms that volume can be a
useful measure of performance.

Figure 2-14 Additivity constrained abundance maps for the largest volume trial of the N-FINDR algorithm on the Cuprite
subscene with the best matching material and SAM angle indicated
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Figure 2-15 Spectra of identified materials in the largest volume trial of N-FINDR on the Cuprite subscene compared to ground
truth spectra by ground truth material

It has certainly been the author’s experience, however, that examining individual abundance
maps can be difficult. To further aid in viewing the results of the algorithm, a series of so-called
thematic maps, relevant to these three trials, has been produced and is shown in Figure 2-20. In these
maps, each pixel has been allocated to an endmember based on the endmember that had the greatest
abundance in that pixel. The various endmembers have then been allocated to endmembers as per
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usual. Again, one can note diminishing quality with diminishing volume, however, the results of all
three trials are generally still reasonably close to the ground truth.

Figure 2-16 Additivity constrained abundance maps for the closest-to-median volume trial of the N-FINDR algorithm on the
Cuprite subscene with the best matching material and SAM angle indicated
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Figure 2-17 Spectra of identified materials in the closest-to-median volume trial of N-FINDR on the Cuprite subscene compared
to ground truth spectra by ground truth material
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Figure 2-18 Additivity constrained abundance maps for the lowest volume trial of the N-FINDR algorithm on the Cuprite
subscene with the best matching material and SAM angle indicated
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Figure 2-19 Spectra of identified materials in the lowest volume trial of N-FINDR on the Cuprite subscene compared to ground
truth spectra by ground truth material
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Figure 2-20 Thematic maps denoting roughly classified maps of the a) largest b) closest to median and c) lowest volume trials of
the N-FINDR algorithm on the Cuprite subscene. The numbers next to the colour bar represent the 12 ground truth materials in
order and a 13th noise material.

2.4.2.3 Indian Pines Test Scene
Similar to the Cuprite scene, the SI-N-FINDR algorithm formed much smaller simplexes than
the FI-N-FINDR implementation, as expected, refer to Figure 2-21. The results of the two algorithms
were, however, more similar than on the Cuprite scene, such that the mean of the FI algorithm’s
volume was only approximately 2.3 times greater than the mean of the SI algorithm.

Figure 2-21 a) Statistics and b) distribution of volumes of the simplexes produced at the end of the first iteration (SI-N-FINDR)
and at the end of the last iteration of FI-N-FINDR on the Indian Pines test scene

The lesser number of materials was also represented in a reduced number of iterations to
converge for FI-N-FINDR, while the reduced number of pixels and endmembers also resulted in a
reduction in the time for a single iteration down to 9.80s.

Figure 2-22 a) Iterations to converge for FI-N-FINDR and b) time to converge (seconds) for SI-N-FINDR and FI-N-FINDR on the
Indian Pines test scene
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One can note that the time required to converge for the FI-N-FINDR algorithm is very long
given the very limited number of pixels being considered. It is therefore worthwhile considering
whether, in this instance, SI-N-FINDR is a reasonable alternative.
These results suggest that, on average, one could execute 4.65 executions of the SI-N-FINDR
endmember determination algorithm for every single execution of the FI-N-FINDR algorithm. 95% of
FI-N-FINDR trials have volumes greater than 1.70 × 1040 , while 16% of SI-N-FINDR trials had a

volume greater than this. Therefore, allowing for 5 complete executions of SI-N-FINDR, there is only
a (1 − 0.845 ) = 0.5818 ≈ 58% chance that SI-N-FINDR could beat one of the worst results produced

by the FI-N-FINDR algorithm. As such, similar to the Cuprite scene, while one could execute multiple
executions of SI-N-FINDR for a single FI-N-FINDR execution, there appears to be insufficient reward

for doing so, such that executing the algorithm even fewer times to produce a faster algorithm appears
to have too negative an impact on accuracy.

Figure 2-23 Additivity-constrained abundances of the 18 endmembers extracted from the best trial of the N-FINDR algorithm on
the Indian Pines test scene
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Having determined that, similar to the Cuprite scene, SI-N-FINDR is inferior in terms of
accuracy to FI-N-FINDR, it is worthwhile examining the abundance maps produced for the Indian
Pines test scene by FI-N-FINDR. Abundance maps have been produced for the largest, closest to
median and smallest simplex trials, see Figure 2-23, Figure 2-24 and Figure 2-25 respectively.

Figure 2-24 Additivity constrained abundance maps for the median volume trial of N-FINDR on the Indian Pines test scene with
the best matching material from the N-FINDR algorithm’s best trial indicated for each map

Unlike on the Cuprite scene, N-FINDR has not produced abundance maps that closely match
the ground truth available for this scene (refer to Appendix B).

While some abundance maps

correspond to groups of fields, many others appear to represent jumbles of fields, forest and/or
meaningless noise. There are many possible reasons for this. One is the inherent sensitivity of the NFINDR algorithm to noise. Where there is significant intra-class variation, the N-FINDR algorithm is
likely to select extreme examples from each class. In particular where this variation is non-Gaussian
and therefore not well matched by the assumptions underlying a least-squares based inversion process,
the end result could be expected to be similar to the kinds of result exhibited here: some materials are
represented in the scene by spatially highly concentrated (single pixel or near single pixel) abundances
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that are near absent across the rest of the scene and other materials that represent virtually the entire
scene with no region represented particularly strongly. This is reinforced by the enhanced performance
reported on this scene by Zortea and Plaza [141] when a means for reducing the sensitivity of the
algorithm to individual noisy pixels was employed. This is particularly relevant to the Pines scene, as
the crop fields being imaged may, for example, include plants at varying stages of maturity, varying
levels of soil included in each pixel and other such factors which may have an influence over the
signatures of individual pixels, resulting in greater potential intra-class variation. Furthermore, given
that the image was captured using an older version of the AVIRIS sensor, one might expect that the
SNR of the sensor was not as good as that used on the Cuprite scene, further increasing the chance of
anomalous pixels. As such, the performance of the N-FINDR algorithm on the Indian Pines scene
gives some idea of the limitations of the technique, in contrast to the strengths shown on the Cuprite
scene.

Figure 2-25 Additivity constrained abundance maps for the lowest volume trial of N-FINDR on the Indian Pines test scene with
the best matching material from the N-FINDR algorithm’s best trial indicated for each map
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2.4.3 Closing Remarks
Having examined the history and performance of the algorithm, it has been established that
there are many reasons to consider using the algorithm outside of remote sensing. Of particular
relevance to a forensic science application is the certainty that the spectra derived are physically
realisable, that the technique is well understood and has been used in a wide variety of studies within a
remote sensing context already. When examining the performance on the Cuprite scene, it is easy to
see why this is: the algorithm does an excellent job at identifying the different materials in the scene
and providing maps of their locations when compared to the ground truth data. However, it has also
been highlighted that even on the small to moderate sized test scenes commonly used to benchmark
these algorithms and used in this study, the algorithm takes too long to be practical for many terrestrial
applications. Furthermore, the use of SI-N-FINDR, popular within the literature, does not appear to be
a suitable alternative to the original, FI-N-FINDR algorithm, sacrificing too much accuracy for too
little gain in speed.
The following three chapters will therefore focus on developing faster algorithms for
performing unmixing, based on the same principles as the N-FINDR algorithm. The next chapter
focuses on modifications to the N-FINDR algorithm to produce an algorithm suitable for still camera
applications, whereas the subsequent two chapters focus on the development of algorithms for
hypothetical hyperspectral video systems.
For brevity, in the remainder of the thesis, unless otherwise specified, N-FINDR shall refer to
the FI-N-FINDR algorithm.

84

3 Development of Hyperspectral Unmixing for Still Camera Applications:
Improving the Complexity of the N-FINDR Algorithm
As discussed in the previous chapter, the performance and properties of the N-FINDR algorithm
mean that it is an excellent candidate for use in examining scenes outside of remote sensing. However,
as discussed, the complexity of the algorithm, in particular the repeated determinant calculations used
in the endmember determination portion of the algorithm mean that N-FINDR is much more
computationally expensive than is desirable, especially in the context of terrestrial applications in
which users are likely to be frustrated if analysis does not conclude rapidly after capture.
The focus of this chapter is to improve the complexity of the N-FINDR algorithm for use within
still camera systems. Subsequent chapters focus on video camera based systems. Given a still camera
system, the analysis of the scene produced by the system needs to be complete before display to the
user. In other words, the user is not interested in intermediate stages, only the final, highest quality
analysis is of interest.
As such, the total complexity of the system needs to be low enough to allow for reasonably
quick analysis. ‘Quick’ within this context does not necessarily mean instantaneous. Given that a
spectral image may reveal details difficult or impossible to obtain with a more traditional camera, users
might be quite prepared to wait seconds or even say a minute between shots, in particular if the camera
is used on areas expected to contain objects of specific interest, rather than as a wide-area scanning tool
for which one would need to take many more shots.
As the still image may be the only or one among a small set of recorded images of a particular
region of interest, the accuracy of the analysis of every image is paramount. As such, for a still camera
system, one needs to reduce complexity as much as is possible while at the same time minimising the
impact on the accuracy. As a result, the SI-N-FINDR interpretation of the algorithm considered in the
previous chapter is not an appropriate means for reducing the complexity of N-FINDR for use in still
camera systems, as the complexity reduction is associated with too great an accuracy reduction.
Instead, it is appropriate to examine the techniques for reducing the complexity of the algorithm
developed by Dowler, Takashima and Andrews [111] and Dowler and Andrews [109]. The approaches
followed by these authors can be separated into two independent means for reducing the complexity of
the algorithm: first, to eliminate redundancy within the volume calculations and secondly, to avoid
examining pixels that are inferior to the current endmember set as endmember candidates in the future.
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3.1 Reducing the Redundancy of Simplex Volume Calculations
As the repeated determinant calculations dominate the complexity of the N-FINDR algorithm,
particularly the FI-N-FINDR implementations, this is an obvious target for reducing the complexity of
the N-FINDR algorithm.
As only one column of the endmember matrix, 𝐄, changes between determinant calculations,

one can rewrite 𝐄 in block form, after permuting the column considered for replacement to the last
position:

𝐄=�

where:

𝐀
𝐜𝑇

𝐛
�
𝑑

Equation 3-1

[𝐛T

𝑑 ]T = 𝐟𝑗 ∈ ℝ𝑀 is the last column of 𝐄 after the swap of the changing column, j, into this

[𝐀T

𝐜]T = [𝐟1

position

… 𝐟𝑗−1

𝐟𝑀

𝐟𝑗+1

… 𝐟𝑀−1 ] ∈ ℝ𝑀×𝑀−1 are the remaining columns of 𝐄

Given that the volume is proportional to the absolute value of the determinant, this permutation

ultimately does not affect the volume calculation. A common means for describing the determinant
calculation is the cofactor expansion [65] :
𝑀−1

𝐀
det(𝐄) = 𝑑 × det(𝐀) + � (−1)𝑀+𝑖 𝑏𝑖 × det (� 𝑇 � )
𝐜 𝑖

Equation 3-2

𝑖=1

where: (−1)𝑀+𝑖 det �� 𝐀𝑇 � � represents the cofactor calculated by excluding the 𝑖𝑡ℎ row of
𝐜 𝑖

(−1)𝑀+𝑖 � 𝐀𝑇 �
𝐜

Equation 3-2, when applied recursively, allows for the calculation of determinants in a very

computationally expensive manner. However, it is this form of matrix determinants that Winter uses in
his proof of the N-FINDR algorithm to show how the algorithm operates based on changes in a single
column of the endmember matrix [95]. Indeed, the first thing to note about this form is that it suggests
an easy means for updating a determinant of a matrix due to the change of a single column of that
matrix. Indeed, such an approach is used to produce a faster unmixing algorithm in [112].
This approach, however, is comparatively computationally expensive: the cost of calculating the
determinants involved in producing each of the cofactors is only slightly less than the cost of
calculating the determinant of 𝐄 directly. This means that the initial cost is almost 𝑀 times greater than

simply calculating the determinant of 𝐄 directly using an LU decomposition.
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A more computationally efficient means can be developed utilising a block LDU decomposition
[109]:
det(𝐄) = det ��

which simplifies to:

𝐈
𝐜 𝐀

T −1

𝟎 𝐀
𝟎
𝐈 𝐀−1 𝐛��
��
T −1 � �
𝐈 𝟎 𝑑−𝐜 𝐀 𝐛 𝟎
𝐈

Equation 3-3

det(𝐄) = det(𝐀) × �𝑑 − 𝐜 T 𝐀−1 𝐛�

where

Equation 3-4

T

= ℎ × (𝑑 − 𝐠 𝐛)

ℎ = det(𝐀) represents the unchanging component of the determinant calculation

𝐠 T = 𝐜 T 𝐀−1 represents the weighting of the components of the changing column, 𝐛, in the

determinant calculation

The expression in Equation 3-4 is a means for calculating the determinant of a single column
update of a matrix [143]. This expression requires the inverse of a matrix of similar size to the
determinant of interest which is expensive relative to an LU decomposition, but cheaper than the 𝑀 LU

decompositions that would be required in Equation 3-2 (see Appendix A for details on the complexity
of LU decompositions and inverses).

Once again, however, the initial cost of calculating the

determinant through this LDU decomposition is expensive relative to the cost of calculating the
determinant directly using an LU decomposition. A cost saving is only made if the sub-matrix 𝐀 is

unchanged for a number of determinant calculations. As such, substituting Equation 3-4 into Equation
2-1, leaving the algorithm otherwise unchanged is computationally inefficient. Such an approach
engenders recalculation of 𝐀−1 as each column is considered in turn. Instead, substantial reuse must
occur of the same submatrix, 𝐀.

Trying a single pixel in many positions requires changes in 𝐀, unlike testing a new test pixel in

the same position. If one was able to repeatedly test new pixels within the same position, given a pre-

calculated 𝐠 (from Equation 3-4), the relative volume of placing a given pixel in a given position could
be performed by a simple dot product and scalar operation:
𝑉𝑟𝑒𝑙 = �𝑑 − 𝐠 T 𝐛�

where 𝑉𝑟𝑒𝑙 is the relative volume of a simplex formed by a pixel [𝐛𝑇

Equation 3-5

𝑑 ]𝑇 placed in the last

column, (relative in that the factor ℎ from Equation 3-4 can be discarded, being common to any pixels
considered in the same position). A cheap LDU-based calculation of the volume must therefore retain
the same 𝐠 across many comparisons.
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Two such approaches that achieve this shall now be considered, one which closely mimics the
structure of the original N-FINDR algorithm and one which utilises the structure of a set of closely
related algorithms.
3.1.1 LDU-N-FINDR
The first approach to exploiting this form is based on the implementation of the N-FINDR
algorithm suggested by Takashima [127]. This approach calculates 𝑀 LU decompositions, one with
each column permuted to the last position and re-uses those decompositions on each pixel until a

permanent replacement requires the calculation of a new set of decompositions. That is, given a set of
𝑀 endmembers, one can calculate a series of 𝑀 LU decompositions:
𝐄𝑖 = �

𝐀i
𝐜𝑖𝑇

= [𝐟1

= 𝐋𝑖 𝐔 𝜙

𝐛i
�
𝑑𝑖

… 𝐟𝑖−1

𝐟𝑖+1

… 𝐟𝑀

𝐟𝑖 ]

Equation 3-6

where 𝐄𝑖 is the matrix 𝐄 with the 𝑖 𝑡ℎ column, 𝐟𝑖 , permuted to the last position.

One can then express the determinant of 𝐄 as the product of the diagonal elements of 𝐔𝜙 .

However, noting that the elements of 𝐋𝑖 are unchanging with changes in 𝐟𝑖 , one can calculate the
determinant of a matrix with the first 𝑀 − 1 columns identical to 𝐄𝑖 and an arbitrary last column:
det(𝐄′ 𝑖 ) = det([𝐟1

… 𝐟i−1

= det(𝐋𝑖 𝐔 ′ 𝜙 )

𝐟i+1

… 𝐟M

𝐩])

= det�𝐔 ′ 𝜙 �

Equation 3-7

′
= det(𝐋−1
𝑖 𝐄 𝑖)

Noting that the first 𝑀 − 1 columns of 𝐔′ 𝜙 and 𝐔𝜙 are identical, the differing last columns are:
𝐮′ 𝜙𝑀 = 𝐋−1
𝑖 𝐩

Equation 3-8

𝐮𝜙𝑀 = 𝐋−1
𝑖 𝐟𝑖

Equation 3-9

where 𝐮′ 𝜙𝑀 ∈ ℝ𝑀 is the 𝑀𝑡ℎ column of 𝐔′ 𝜙 , of which the element in the last row is denoted

𝑢′ 𝜙𝑀𝑀 , and

where 𝐮𝜙𝑀 ∈ ℝ𝑀 is the 𝑀𝑡ℎ column of 𝐔𝜙 , with the last element given by 𝑢𝜙𝑀𝑀 .

Thus, the change in volume due to the replacement of the last column can be given by:
det(𝐄′ 𝑖 ) 𝑢′ 𝜙𝑀𝑀
=
det(𝐄𝑖 )
𝑢𝜙𝑀𝑀

Equation 3-10
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This allows the volume of the replacement of each endmember position by each pixel to be
calculated for the relatively low cost of 𝑀2(𝑀 − 1) flops per pixel per position. By calculating a single

LU decomposition for each endmember position, one can re-use each LU cheaply until a replacement
becomes permanent, say of the 𝑗 𝑡ℎ endmember. At this time, the various 𝐋 matrices, 𝐋𝑖 ∀𝑖 ∈ ℤ, 𝑖 ∈
[1, 𝑀]\{𝑗}, need to be recalculated.

One can use a similar procedure applied to the LDU decomposition. One can produce a set of 𝐠

values, one with each column of the current endmember matrix permuted into the last position:
𝐠1 … 𝐠 𝑀 .

This set of 𝐠 values provides a means for cheaply calculating the volume formed by

replacing any given position with a test pixel. The algorithm can then proceed exactly as per N-FINDR:
each pixel is tested in each endmember position at the cost of 2𝑀 − 2 flops per pixel per position. A
permanent replacement in the jth column affects the vectors 𝐠 𝑖 for i ≠ j , requiring 𝑀 − 1 new vectors

to be calculated. All pixels are considered until no replacements occur.

One particularly useful feature of this approach is that the path is identical to original N-FINDR.
That is, the results of the algorithm, given the same initial values and the same data, are identical to the
original algorithm.
The complexity of this algorithm is dependent on the number of replacements relative to the
number of pixels. Many replacements means many recalculations of the vectors 𝐠1 … 𝐠 𝑀 , which will

dominate the complexity. Conversely, if few pixel comparisons result in a replacement, the complexity
is dominated by the cheap dot product in Equation 3-5, making the algorithm significantly faster than
an LU based calculation. The likelihood of there being many replacements is dependent on both the
structure of the data set and on the initial set of pixels chosen. Replacements occur if the algorithm
faces pixels of increasing purity that happen to be aligned with the path the algorithm takes through the
data and, for many to occur, across the most common materials in the scene. This combination is
unlikely in real data. The results in [110] as well as the previous chapter suggest that given real data,
relatively few permanent replacements occur. As no replacements occur in the last iteration of NFINDR, the LDU approach is very efficient in at least this iteration. This approach is distinguished
from original N-FINDR by prefixing the name of the identity used to reduce the complexity of the
determinant calculations, yielding the name: LDU-N-FINDR.
3.1.2 LDU-Sequential N-FINDR
The identical results produced by LDU-N-FINDR and N-FINDR is a natural advantage of that
approach. However, the dependence of the complexity savings on the structure of the data and the nondeterministic complexity of the algorithm are less desirable. A second approach to incorporating
Equation 3-5 into the N-FINDR algorithm addresses some of these issues. Returning to the stated
condition under which this substitution can improve the algorithm, one can note that if each new pixel
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is considered in the same column position as the previous pixel, then no new calculation of 𝐠 is
required. This statement is similar to the operation of an algorithm very closely related to the N-FINDR

algorithm referred to, for example, as Implementation #2 in [106], Sequential N-FINDR in [105] and as

the reformulation of N-FINDR in [115]. These algorithms reverse the order of the two main loops in
the N-FINDR algorithm. While N-FINDR examines a single pixel in each endmember position and
repeats over all pixels, these algorithms consider all pixels in a single endmember position and then
repeat over all endmember positions. Every pixel is considered in a single position before the next
position is considered. This approach is summarised below:
1. Select a random set of 𝑀 endmembers

2. Calculate the volume of the endmember set, 𝑣𝑐𝑢𝑟𝑟
3. Set 𝑖 = 1, 𝑗 = 1, 𝑟𝑒𝑝𝑙𝑎𝑐𝑒 = 𝑓𝑎𝑙𝑠𝑒

4. Calculate the volume, 𝑣𝑡𝑒𝑠𝑡 , after replacing the 𝑗 𝑡ℎ endmember with the 𝑖 𝑡ℎ pixel
5. If 𝑣𝑐𝑢𝑟𝑟 < 𝑣𝑡𝑒𝑠𝑡 make the replacement permanent and set 𝑟𝑒𝑝𝑙𝑎𝑐𝑒 = 𝑡𝑟𝑢𝑒
6. If 𝑖 < 𝑁, let 𝑖 = 𝑖 + 1 and go to Step 4.

7. Else if 𝑗 < 𝑀 let 𝑖 = 1, 𝑗 = 𝑗 + 1 and go to Step 4.
8. Else if 𝑟𝑒𝑝𝑙𝑎𝑐𝑒 == 𝑡𝑟𝑢𝑒 go to Step 3
9. Else terminate

Making use of the LDU decomposition with this approach, one needs only to calculate a new 𝐠

vector every time one begins to consider a new endmember position. Given the relative complexities
of the calculation of an inverse and an LU decomposition, this LDU approach only becomes more
expensive than calculating determinants directly with the trivial case of single digit numbers of pixels.
This thesis uses the name proposed by Du et al. [105] also used in [111], Sequential N-FINDR (S-NFINDR), to refer to this algorithm that does not use the LDU identity and LDU Sequential N-FINDR
(LDU-S-N-FINDR) for the algorithm that does.
The key advantage of such an approach is that the complexity per iteration becomes
deterministic, although the algorithm follows a different path and therefore does not necessarily
produce outputs identical to N-FINDR given the same data set and initial estimate.

The

implementation of Sequential N-FINDR used was one that considers all pixels multiple times until no
replacements increase the volume: it is a literal re-ordering of the loops of the N-FINDR algorithm as
described above. In other words, it is a FI-version of the Sequential N-FINDR algorithm. The
possibility for the existence of such algorithms was discussed in [110]. In the author’s experience, the
consequences of choosing to use FI or SI implementations of Sequential N-FINDR are basically
identical to those noted for the original N-FINDR algorithm.

Indeed, the Sequential N-FINDR

algorithm operates based on mechanisms quite similar to those driving the original N-FINDR algorithm.
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Given that the Sequential N-FINDR algorithm does not operate identically to N-FINDR, and given that
the algorithms used in forensic applications should be well understood (as discussed in Section 1.3), it
is worth examining the operation of the S-N-FINDR algorithm explicitly.
3.1.2.1 Convergence of the Sequential N-FINDR Algorithm
As established in the previous chapter, as well as in [95, 110, 112], the maximisation of the
volume of the simplex in respect to the position of a single simplex vertex, or put another way, the
optimisation of the determinant of a matrix with respect to a single column of a matrix is affine.
Therefore, the optimisation of that function over the convex set of the data will result in the selection of
one of the extreme pixels, that is, one of the vertices of the enclosing convex hull, as the solution.
So far this does not contradict any of the earlier material relevant to the N-FINDR algorithm.
What is significant, however, is that because the Sequential N-FINDR algorithm focuses on one
column at a time, testing all pixels in that column position before moving to the next column, the pixel
retained in a column after all pixels have been considered, (that is the pixel which optimises the volume
criterion), will definitely be one of the extreme pixels. Which extreme pixel is selected is dependent on
the set of other pixels that are used as the base from which the volume is calculated.
Given perfect data, there are only 𝑀 extreme pixels. Each column must, in turn, be optimised

with respect to the other columns. Therefore, each column in turn must become occupied by one (a

unique one) of the extreme pixels. Thus, given perfect data, Sequential N-FINDR converges perfectly
to the global maximum simplex, as discussed in [112]. Similarly, given imperfect data, at the end of
the first iteration, each column is filled with one of the extreme pixels: the solution is a local maximum,
although not necessarily one for which the replacement of one column by another extreme pixel cannot
increase the volume. The determining factor as to which pixel will come to occupy a column at the end
of the present iteration is dependent on the contents of the other columns of the endmember estimate, or
rather, based on the current estimate of the other simplex vertices, as illustrated in Figure 3-1.

Figure 3-1 Effect of current pixel set on endmember selection in imperfect data due to a simplex truncation (the absent, pure
endmember’s location is indicated by dotted lines): Left) current set of pixels create the cyan plane, making the most pure (top
right) and least pure (top left) extreme pixels appear equally good candidates to represent the absent, pure endmember (as
evidenced by the equal lengths of the violet lines), Centre) the pixel set forms the green plane causing the most pure to be
correctly selected, Right) the pixels form the red plane, causing the least pure extreme pixel to be incorrectly selected
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One can note that regardless of which of the relatively simplistic scenarios outlined in Figure
3-1 occurs, given that the two remaining vertices are clearly not yet extreme pixels themselves (none of
the dark blue, green or red planes are through one of the extreme pixels), that subsequently, within this
iteration, the remaining endmembers must change to be extreme pixels, that is, move to one of the
vertices of the simplex. From this point, there is no possibility that the next iteration will fail to
converge to the global maximum solution. For more realistic data sets, containing a much greater
number of extreme pixels for a given number of endmembers, this is not typically true. However, in
the author’s experience, the simplex estimate does generally improve as the algorithm is allowed to
iterate further, much as for the FI-implementations of N-FINDR.
One feature that distinguishes Sequential N-FINDR from N-FINDR is that pixel order makes no
difference to the outcome of the algorithm. In fact, each pixel can be considered to be competing
simultaneously for the position in the currently considered column, in that intermediate replacements
do not affect the final result. In other words, if one considers the replacements of only a single column,
leaving all other columns fixed, if the 𝑖 𝑡ℎ pixel forms a larger simplex than the 𝑗 𝑡ℎ pixel and the 𝑗 𝑡ℎ

pixel forms a larger simplex than the 𝑘 𝑡ℎ pixel, then the 𝑖 𝑡ℎ pixel also forms a larger simplex than the

𝑘 𝑡ℎ pixel. As such, it does not matter whether the 𝑗 𝑡ℎ pixel is tested before or after the 𝑘 𝑡ℎ , both are

superceded by the 𝑖 𝑡ℎ pixel anyway. This difference between the two algorithms is the primary reason
why the random pixel ordering applied to an SI-N-FINDR algorithm in [106] was noted to be
ineffective for SI-S-N-FINDR and therefore an alternative pixel subset method used.

While pixel order is of no consequence to the algorithm, the order in which the endmembers are
considered for replacement is clearly a factor in the performance of the algorithm, as it is the collection
of other endmembers that determine which extreme pixel shall be selected for the column under
consideration. In general, as one might note in Figure 3-1, the earlier that purer pixels can fill the
endmember estimate, the more likely that a large simplex can be formed. This perhaps suggests a
potential future direction for improving the performance of the Sequential N-FINDR algorithm. This
would perhaps be a sort of analogue to the method proposed in [104] for ordering pixels appropriately
for the original N-FINDR algorithm.
Ultimately, what should be noted about Sequential N-FINDR is that it has many of the
properties that N-FINDR also has: it is guaranteed to converge perfectly within perfect data, it is
guaranteed to converge to a set of extreme pixels in imperfect data and finally, the selection of which
subset of extreme pixels will be selected is dependent on the set of initial pixels chosen. Therefore,
while there are differences in the path the algorithm takes through the data and makes replacements,
meaning that the results of the two algorithms cannot, in general, be expected to be identical given the
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same initial pixels in imperfect, realistic data, the kind of results that each produces can be expected to
be similar, in particular where the underlying simplex structure of the data is strong.
Having concluded that the performance of Sequential N-FINDR and the original N-FINDR
algorithm should be similar, it is worth examining the computational consequences of using either
LDU-N-FINDR or LDU-S-N-FINDR and exactly what the computational savings over the original NFINDR algorithm are expected to be.
3.1.3 Complexity of LDU-Modified N-FINDR Variants
To determine the exact complexity saved by each approach requires an analysis of the
computational complexity of the components of the algorithms, such as that given in [109].
The calculation of each value of 𝐠 = 𝐜 𝑇 𝐀−1 requires first the inversion of 𝐀 ∈ ℝ(𝑀−1)×(𝑀−1)

requiring:

𝐶𝐀−1 = 2𝑀3 − 8𝑀2 + 11𝑀 − 5

Equation 3-11

Factoring in the cost for computing the right product of 𝐜 𝑇 𝐀−1, the total cost of calculating 𝐠 is

given by:

𝐶𝐠 = 2𝑀3 − 8𝑀2 + 11𝑀 − 5 + 𝑀2 − 5𝑀 + 3
= 2𝑀3 − 7𝑀2 + 6𝑀 − 2

Equation 3-12

As above, the cost of assessing the change in volume due to the replacement of a single
endmember by a single pixel, as in Equation 3-5, is given by:
𝐶𝑉𝑟𝑒𝑙 = 2𝑀 − 2

Equation 3-13

For LDU-N-FINDR, the complexity per iteration is dependent on the number of replacements, 𝑗,

and hence the number of recalculations of 𝐠. The complexity of a single iteration of the endmember
determination portion of the LDU-N-FINDR algorithm is therefore given by:
𝐶𝐿𝐷𝑈−𝑁 = 𝑗(𝑀 − 1)𝐶𝐠 + 𝑀𝐶𝐠 + 𝑁𝑀𝐶𝑉𝑟𝑒𝑙
3

2

= 𝑗(𝑀 − 1)(2𝑀 − 7𝑀 + 6𝑀 − 2) + 2𝑁𝑀(𝑀 − 1)

Equation 3-14

Given the cost of calculating 𝐠 and the cost of assessing each test pixel, if 𝑗𝑀2 ≪ 𝑁, Equation

3-14 simplifies to:

𝐶𝐿𝐷𝑈−𝐸𝐷 ≈ 2𝑁𝑀(𝑀 − 1)

Equation 3-15

As each material provides a further endmember available for improvement and thus
replacements, the number of replacements could be related to the number of materials within the scene
as well as to the spatial distribution of the various materials. The author’s experience suggests that the
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approximation in Equation 3-15 is reasonable outside of scenes with very high numbers of materials for
a given scene size.
The expressions in Equation 3-14 and Equation 3-15 assume that all possible volumes are
calculated for each pixel, as in the Best Replacement algorithms in [110]. If the algorithm halts upon
finding a volume-increasing position for a pixel, then calculations in different positions for that pixel
are no longer required. As discussed in [109] and the previous chapter as well as is empirically
demonstrated in [110], there is no reason why replacements should, over a large number of trials,
favour a particular endmember position over another. Thus, one can expect the average position in
which the replacements occur to be approximately 𝑝 = 𝑀2. As such, every replacement can be expected

on average to save 𝑀2 pixel tests. This leads to the saving in flops per iteration shown in Equation 3-16.
𝐶𝑆𝑎𝑣 ≈ 𝑗𝑀(𝑀 − 1)

Equation 3-16

Given that, in general, 𝑗 ≪ 𝑁, this saving is usually insignificant, as stated in [109] and [110].

This means that given ample pixels, the complexity of LDU-N-FINDR is best described by Equation
3-14. Given a scene relatively sparse in pixels, the complexity of the algorithm is, instead, best given
by Equation 3-17.
𝐶𝐿𝐷𝑈−𝐸𝐷 ≈ 𝑗(𝑀 − 1)(2𝑀3 − 7𝑀2 + 6𝑀 − 2) + 𝑀(2𝑁 − 𝑗)(𝑀 − 1)

Equation
3-17

In contrast to LDU-N-FINDR, the per-iteration complexity of Sequential LDU N-FINDR is not
dependent on the replacements that occur: a single 𝐠 vector needs to be calculated for each endmember
position. As a result, the complexity per iteration is instead deterministic, given by:
𝐶𝑆−𝐿𝐷𝑈−𝐸𝐷 ≈ 𝑀(2𝑀3 − 7𝑀2 + 6𝑀 − 2) + 2𝑁𝑀(𝑀 − 1)

Equation 3-18

𝐶𝑆−𝐿𝐷𝑈−𝐸𝐷 ≈ 2𝑁𝑀(𝑀 − 1)

Equation 3-19

Examining Equation 3-18, if 𝑁 ≫ 𝑀2 then the complexity of the algorithm simplifies to:

This demonstrates that given ample pixels relative to the number of replacements and number
of materials, the complexity of LDU-N-FINDR and LDU-S-N-FINDR are identical. Under these
circumstances both algorithms will save a factor of approximately 𝑀2 flops over the original N-FINDR
implementation.

One of the more troubling aspects of the complexity of the original N-FINDR algorithm is in its
dependence on the number of materials within the scene, 𝑀, a property that is fundamentally outside
the control of system designers as it is inherent to the scene rather than to the imaging system. The

dependence on 𝑀 is compounded by the relatively high order associated with this parameter for the
original algorithm. It is therefore pleasing that both the above approaches reduce the influence of this
parameter on the complexity of the overall algorithm.
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It is worth noting that the above LDU approach for reducing complexity has applications
beyond those examined in this thesis. For example, the Simplex Growing Algorithm (SGA) [134] also
utilises a determinant based volume calculation involving single column changes to the simplex
estimate. As such, it would also be a good candidate for the LDU approach, particularly as it is
intended as a lower complexity version of N-FINDR.

3.2 Removing Pixel Redundancy
Having considered how to reduce the redundancy inherent in the repeated determinant
calculations, it is worthwhile considering whether all the determinant calculations are necessary in the
first instance. Indeed, one of the main sources of complexity is that the volume calculations need to be
repeated for each pixel and in each endmember position. Given the potentially large number of pixels
that could be captured by a hyperspectral camera system, even a modest cost per pixel could yield very
large total complexities. Given that, except under special circumstances, most pixels do not result in a
replacement most of these operations are wasted. The key then is to determine which pixels are
unlikely to result in volume increases when considered and hence represent wasted effort if included in
the volume calculations. With this in mind, the examination of the criteria for removing pixels and the
methods proposed to do so in Dowler, Takashima and Andrews [111] shall be examined and extended.
3.2.1 Criteria for Successful Pixel Reduction Schemes
As discussed in the previous chapter, for any given endmember there exists a hyperplane
through that endmember that separates the space into two half-spaces. One half-space represents the
region that contains the data points that will increase the volume of the simplex if the associated
endmember is replaced by one of these points. The other half-space represents the region in which pixel
replacements will result in a volume decrease. (As highlighted in the previous chapter, the absolute
value operator in the volume calculations means that there are two regions in which volume increase
occurs. For the purposes of this discussion, the distinction is largely unimportant). Therefore, if one
could determine the relevant regions and consequently the pixels that lay within the regions of increase
or decrease, one could avoid all unnecessary pixel calculations. An undisclosed approach to achieving
this is used, for example, in [108].
Complexity savings cannot be achieved with any arbitrary approach to eliminating pixels,
however. In order to be a useful approach for reducing the set of pixels, that is an approach that results
in a net reduction in the complexity of the algorithm by eliminating pixels from future consideration,
any approach must meet a number of conditions:
1. The cost of the calculations to determine elimination must be low relative to the cost of
calculating the volume in the first instance.
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2. The number of pixels eliminated must be sufficiently high to cover the cost of
determining which pixels can be eliminated.
3. The approach must allow for the elimination of pixels without simply making the
existing volume calculation scheme redundant.
The first two conditions relate to complexity restrictions on any such method, simply stating
that there must be a net reduction in complexity, while the third relates to whether or not the approach
under consideration is being employed optimally. These requirements shall now be discussed in more
detail in order to develop approaches that meet these requirements.
First, consider what is meant by the requirement that the complexity of the pixel reduction
approach must be relatively low. The complexity saved by avoiding the series of pixel calculations,
one for each endmember, associated with a given pixel must be greater than the cost of determining
whether that pixel lies within a volume increasing or decreasing region. Given the low per pixel
complexity of calculating a volume using the LDU approaches outlined above, harsh restrictions are
necessarily placed on the computational cost of determining the position of a pixel. This is somewhat
mitigated if the elimination of a pixel occurs early in the algorithm, ensuring that pixel is eliminated
from multiple iterations thus saving multiple volume calculations.
This leads to the second criterion for an effective pixel elimination scheme: the rejection rate for
pixels must be high enough to cover the cost of calculating rejections. That is, given that all pixels
need to be tested, any computations spent testing a pixel that is retained are wasted.

As such,

sufficiently many pixels need to be eliminated to not only cover the cost of their own elimination, but
also to cover the testing of pixels that are retained. The combination of this criterion with the first
places a harsh computational limit on any approach:
𝑝�𝑗 − 𝑘��𝐶𝐸𝐷 ≥ (1 − 𝑝)𝑙𝐶𝑅 + 𝑝𝑘�𝐶𝑅
where:

𝑝�𝑗 − 𝑘��𝐶𝐸𝐷
≥ 𝐶𝑅
𝑙 − 𝑝(𝑙 − 𝑘�)

Equation 3-20

𝑝 is the proportion of eliminated pixels

𝑗 is the total number of iterations required to converge

� is the mean iteration after which pixels are eliminated, for example, if all pixel elimination
𝑘

occurs before the first iterations then 𝑘� = 0

𝐶𝐸𝐷 is the cost per iteration of the endmember determination algorithm without pixel reduction

𝑙 is the last iteration in which pixel reduction calculations occur
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𝐶𝑅 is the cost per iteration of examining whether a pixel can be removed from consideration for

all pixels (as if no pixels were successfully removed, meaning that calculations need to be repeated for
all pixels).

Any method failing to meet the condition set out in Equation 3-20 increases the complexity of
the system rather than reducing it. Clearly, the earlier pixel elimination occurs, the more complexity
one saves and therefore the more likely one produces a method that saves substantial complexity.
Complicating this is the fact that early elimination is naturally more challenging: the simplex estimate
becomes larger as the algorithm iterates, therefore one would expect it to be more difficult to eliminate
large numbers of pixels early. In addition, while eliminating more pixels is clearly beneficial for
complexity, if one is incapable of doing so with a high degree of confidence that the eliminated pixels
would not form a part of the larger final result, then one is clearly making an accuracy-complexity
trade-off that may or may not be in the best interests of the application at hand. As previously
mentioned, for forensic applications accuracy should be a high priority. This leaves few options other
than to aim for very low complexities for the pixel elimination scheme.
Having thoroughly examined the conditions for reducing the complexity of the system, it is now
appropriate to examine the third criterion for a successful pixel reduction method: the pixel reduction
approach cannot simply be an optimised volume calculation scheme. Given that an optimised volume
calculation scheme sounds desirable, it is worth explaining this criterion further. The determination of
whether a pixel will increase the volume of the simplex estimate is the sole purpose of the volume
calculations. Therefore, any exact means for determining whether a pixel can result in a volume
increase that is cheaper than the existing volume calculation method should simply be used in place of
the existing method. In other words, any means for calculating whether or not a pixel will increase the
volume of the current simplex that is significantly cheaper than the above LDU approach such that it
meets the criteria outlined in Equation 3-20, while providing a superb pixel reduction scheme is in fact
better used as a replacement for the LDU approach to calculating the volume.
As a result, despite the use of an apparent exact pixel elimination scheme in [108], the author
maintains that such approaches that utilise the volume increasing/decreasing regions of the simplex do
not, in general, make the most efficient use of computations except in the instances that they replace the
volume calculation portion of the algorithm completely. Such approaches may, in fact, be inherently
flawed anyway.
Using a hyperplane-based boundary approach to eliminating pixels, each replacement of the
endmember set changes the position or orientation of all 2𝑀 boundaries that describe the various

regions of volume increase. Thus, given an exact method, pixels would need to be reintroduced
continually back into the set to reconfirm their exclusion, see Figure 3-2.
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In Figure 3-2, the gray region represents the volume increase regions common to both the red
and green pixels (given the other endmember positions are fixed), whereas the red region is a portion of
the volume increase region exclusive to the red pixel and similarly the green region relates to the green
pixel exclusively.

Any exact approach would need to recalculate the regions and therefore re-

determine which pixels would need to be eliminated after each change as, for example, pixels within
the pure green region which should be included are not within the red or gray regions and therefore
would have already been excluded.

Figure 3-2 Change in simplex volume increase region due to endmember change from the red pixel to the green pixel

This means that exact approaches based on the volume increase/decrease boundary are
inherently problematic. It is not possible to perfectly exclude pixels based on the volume measures: the
pixels would need to be continually retested after each change to determine that they were still in or out
of the volume increasing region.
An alternative approach could, for example, be to examine whether a pixel was inside the
existing simplex.

Any pixel inside the current simplex estimate (within the lower dimensional

subspace) can be written as a convex combination of the current endmember spectra:

where:

𝐲𝑖 = 𝐒𝑝 𝐪𝑖

Equation 3-21

𝐲𝑖 ∈ ℝ𝑀−1 is the lower dimensional projected spectra of the 𝑖 𝑡ℎ pixel

𝐒𝑝 ∈ ℝ(𝑀−1)×𝑀 is the lower dimensional projected spectra of the current endmember estimates

𝐪𝑖 ∈ ℝ𝑀 are the convex proportions of 𝐒𝑝 in 𝐲𝑖 that obey both the non-negativity and additivity

constraints and also, in order to be internal to the set also obey the constraint 𝑧𝑖𝑗 < 1∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀],
meaning that 𝐲𝑖 is not one of the vertices of the simplex.
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In this instance, given the set of 𝐾 extreme pixels that form the vertices of the convex hull that

encloses the data, (allowing for the fact that the data may not form a perfect simplex, there will be more

than 𝑀 pixels required to be vertices in the convex hull enclosing the data), then each of the current
simplex vertices can be written in terms of a convex combination of these extreme pixels:

where:

𝐒𝑝 = 𝐇 𝑝 𝐙

Equation 3-22

𝐇𝑝 ∈ ℝ(𝑀−1)×𝐾 is the lower dimensional projected spectra of the extreme pixels

𝐙 ∈ ℝ𝑀×𝐾 are the convex proportions of 𝐇𝑝 in each column of 𝐒𝑝 , such that each column of 𝐙

obeys both the non-negativity and additivity constraints

Therefore, combining Equation 3-21 and Equation 3-22 we see that:
𝐲𝑖 = 𝐒𝑝 𝐪𝑖

= 𝐇𝑝 𝐙𝐪𝑖

Equation 3-23

Therefore, each pixel within the current simplex estimate is a convex combination of the
extreme pixels of the data set, but cannot be one of these extreme pixels. It can therefore not possibly
be one of the vertices of the largest volume simplex. Thus, it can safely be rejected from the set
permanently by an exact scheme.
In order to implement such a scheme, one would need to develop a means for testing whether or
not a pixel fell within the current endmember set 24. Such an approach involves complexity equivalent
to or greater than the LDU approach for considering the pixel directly. Furthermore, more pixels
would be eliminated as the simplex volume grew, meaning that relatively fewer would be eliminated
initially when eliminating pixels has the most impact on the overall complexity of the algorithm. This
means that the relatively high complexity of such approaches risks net increases in complexity. As
such, this exact approach will not be considered further in this thesis. It may, however, be of some
interest to note that it was from this basic concept that the Abundance Guided Endmember Selection
[128] (AGES) algorithm discussed in the next chapter was originally developed, particularly in the
examination of how abundances can reveal whether a pixel is internal or external to the current simplex
estimate, although the algorithm has since developed further from this concept.
A suitable alternative, therefore, is to achieve the lowest possible per pixel volume calculation
complexity and then, as desired, apply an approximate means for eliminating pixels, based on the

24

Methods that examine whether or not pixels are internal to the current endmember set can be based on
abundance fractions, such as those discussed in the next chapter.
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volume increase/decrease boundary, sacrificing some accuracy for speed. Such an approach shall now
be considered.
3.2.2 Reduced Pixel Methods Exploiting the Volume Calculation
A means for determining which pixels are eliminated and which are retained can be produced
through the inversion of one of the previous statements: any method for determining whether a pixel is
capable of increasing the volume of the simplex is in turn a means for choosing replacements, therefore:
a means for choosing pixel replacements is also a means for determining whether a pixel is in the
volume increasing region of the data relative to the current simplex. This suggests that the LDU
volume measure itself can be used to eliminate pixels. As already discussed, such an approach cannot
be used to create an exact approach for eliminating pixels.
Instead, three different approaches shall be developed for Sequential N-FINDR that shall
approximately categorise pixels as volume decreasing permanently. The shortcomings of applying
these approaches to the original N-FINDR algorithm will then be discussed as well as a brief discussion
of some of the non-computational performance issues related to such approaches.
3.2.2.1 Iteration-Limited Reduced Sequential N-FINDR
The first approach to eliminating pixels from the data set categorises each pixel as either in the
volume increasing portion of the simplex, or in the volume decreasing portion of the simplex, that is
pixels for which 𝑉𝑟𝑒𝑙 ≥ 1 (from Equation 3-5) for a given endmember position are in the volume
increasing region. Pixels that fall outside this region are no longer considered in future iterations. Such
an approach is quite successful when the endmember estimate is poor, as pixels that make an even
smaller simplex than a poor estimate are very unlikely to be a necessary part of large simplexes in the
future. This situation is illustrated in Figure 3-3.

Figure 3-3 Pixels retained for future investigation as endmembers (green) and pixels excluded from further consideration (red)
under an ILR-S or ILPR-S approach based on a present simplex estimate (thin-outline triangle) within the data set represented
by the large simplex
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Conversely, as the endmember estimate improves, the risk increases that pixels that may be
useful to forming a final, large simplex may be excluded due to the particular orientation of the simplex
estimate at that given point in time. As a result pixels need to stop being removed after a certain point.
This first approach uses the number of iterations as the criterion to stop removing pixels: after 𝑛𝑡ℎ𝑟𝑒𝑠ℎ

iterations the algorithm stops removing pixels from the set of pixels to consider. This first approach
shall be referred to as Iteration-Limited Reduced Sequential N-FINDR (ILR-S-N-FINDR or ILR-S).
3.2.2.2 Iteration-Limited Position Reduced Sequential N-FINDR
ILR-S-N-FINDR is quite a conservative approach to removing pixels, as to be considered for
any position a pixel need only be in the volume increasing area for one endmember. The second
approach to reducing pixels eliminates this safety net by creating not one but 𝑀 pixel lists, one for each

endmember such that each position is only contested strictly by pixels that have previously been in the
volume increasing region for that endmember position. This allows for potentially very significant
reductions in the number of pixels considered for some endmembers that may have an estimate close to
the boundary of the simplex, while at the same time allowing other endmembers which may have
poorer estimates access to a larger pool of pixels to consider. In all other respects, the approach is the
same to ILR-S-N-FINDR, utilising the number of iterations as the stopping criterion. This approach
shall be referred to as Iteration-Limited Position Reduced Sequential N-FINDR (ILPR-S-N-FINDR or
ILPR-S).

3.2.2.3 Adaptive Volume-Limited Position Reduced Sequential N-FINDR
With the above approaches, an appropriate value of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ to use is scene and initialisation

dependent: one wishes to stop removing pixels when one is at the edge of the data and therefore at risk
of removing useful pixels inadvertently, but not stop early and therefore perform excess volume
calculations. The third approach attempts to incorporate a measure of how close to the edge of the data

the current estimate is and scale the pixel elimination threshold appropriately. That is, rather than
setting a volume increasing threshold of one, adjust the threshold such that all pixels that meet the
following condition are retained:

where:

𝑉𝑟𝑒𝑙 ≥ 𝑣𝑡ℎ𝑟𝑒𝑠ℎ . 𝑉𝑟𝑒𝑙𝑚𝑎𝑥

(1)

𝑉𝑟𝑒𝑙𝑚𝑎𝑥 is the largest calculated volume for a given endmember
0 < 𝑣𝑡ℎ𝑟𝑒𝑠ℎ < 1 is a scaling factor.

There are many advantages to such an approach. Initially, when the simplex estimate is poor,
the best replacement is quite large relative to many pixels and as a result many pixels are eliminated.
As the algorithm progresses, volume increases become less significant and as a result the relative
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increases in the threshold diminish as the increases in the simplex volume diminish: as the algorithm
works its way closer and closer to the edge of the simplex the aggressiveness with which it eliminates
pixels from consideration diminishes. A second advantage is that by altering the volume threshold
individually for each endmember, endmembers that are still relatively poor estimates are not restricted
from removing pixels due to another endmember’s closeness to the boundary, nor are endmembers
close to the edge of the simplex called upon to aggressively shed pixels due to other endmembers being
poorly estimated.
As a complicating factor, as the initial simplex estimate may be very poor compared to the
overall size of the simplex, the greatest volume due to a replacement may be very large compared to the
volume of many pixels, however, at this stage there is little reason to believe that the orientation of the
simplex is very close to the orientation of the largest possible simplex. As a result, a large number of
pixels can be eliminated unless the value of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ is set very low. Such an approach, however, means
that the algorithm is excessively conservative in future iterations. Instead, a lower value of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ can

be used for the first iteration only, to ensure that large numbers of pixels are not eliminated before the
simplex estimate is improved. In this thesis, as in [111], the value of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ was halved for the first

iteration. Wherever a value of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ is stated in this document, this value represented the value used

from the second iteration and onwards. This third approach shall be referred to as Adaptive VolumeLimited Position Reduced Sequential N-FINDR (AVLPR-S-N-FINDR or AVLPR-S). An approach
similar to ILR-S, in which pixels are not assigned to endmembers, could equally be developed using
this approach of dynamic thresholds.
While these three approaches have been developed specifically for S-N-FINDR, one might
intuitively feel that such approaches could also be applied to the original N-FINDR algorithm. This is
not the case. For any given endmember, S-N-FINDR compares each pixel against a given, fixed
simplex ‘base’ formed from the other endmembers.

As the N-FINDR algorithm progresses and

replacements in different endmembers occur, the simplex ‘base’ for a given endmember changes
continuously, much as the values of 𝐠 need to be recalculated due to these changes. Unlike S-N-

FINDR, there is no common base against which to compare and relative volumes using different bases

are more or less incomparable. Retaining only those pixels that make replacements at some stage
within an iteration is troublesome, as it is demonstrated in [110] that even in perfect data the N-FINDR
algorithm can in some circumstances cause one of the true, pure endmembers to fail to replace one of
the poorer estimates currently in the set at a given time. One possible solution is to run a few iterations
of ILR-S, ILPR-S or AVLPR-S and use the results of this as a starting point for the N-FINDR
algorithm, providing a better initial estimate and a reduced pixel set. Interlacing pixels belonging to
different materials would allow the use of the endmember-specific pixel lists generated by the latter
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two approaches without the N-FINDR algorithm simply becoming S-N-FINDR. This thesis focuses
solely on the pure S-N-FINDR approaches.
The cost savings of each of these three approaches to removing pixels is heavily dependent on
the scene and initial set of pixels used and shall be subsequently examined empirically. It is important
to note before examining the improvement in complexity that can be gained from such approaches that
there are non-computational costs to such approaches. Specifically, given that hyperspectral scenes
inherently comprise of large amounts of data, the copying of this data in memory can be time
consuming. If, for example, one requires all the data vectors to reside in adjacent memory blocks, then
removing pixel vectors from the array can result in a substantial number of read/write operations. In the
case of ILR-S one copy of the data needs to be made in memory for this purpose, ILPR-S or AVLPR-S
conversely require 𝑀 copies of the data to be manipulated and so not only time but availability of

memory may become an issue on some platforms. If pixel vectors do not lie in contiguous blocks the
time spent retrieving the next pixel’s spectrum may affect the overall performance, particularly if the
algorithm were to be implemented as BLAS level 3 operations, such that all pixels’ spectra were
required simultaneously. While ILR-S, the LDU and LDU-S implementations outlined may appear to
be inferior to the ILPR-S and AVLPR-S versions, particularly in light of the low complexity per pixel
achieved by the LDU methods, the non-computational costs of ILPR-S and AVLPR-S may prove to be
a significant factor in the performance of those algorithms.

As these issues are platform and

implementation dependent, they shall not be considered further in this thesis.
The performance of the above approaches for reducing the complexity of the N-FINDR
algorithm: LDU-N-FINDR, LDU-S-N-FINDR, ILR-S-N-FINDR, ILPR-S-N-FINDR and AVLPR-S-NFINDR, will now be examined on a collection of simulated and real data sets.

3.3 Experimental Evaluation of Complexity Reducing Approaches
An experimental evaluation was carried out in order to investigate whether the savings in
complexity through the use of the LDU approaches is as significant as the complexity analysis suggests,
that the performance of Sequential N-FINDR is, indeed, similar to that of the original N-FINDR
algorithm and finally, to investigate the performance of the pixel reduction approaches.
3.3.1 Methodology
The modified algorithms were benchmarked against the original N-FINDR algorithm. All
algorithms utilised PCA for the dimension reduction stage. Each algorithm was executed on the three
sets of test scenes outlined in Section 2.4.1, both sets of simulated data with SNRs of 5 and 30, the
Cuprite subscene and the Indian Pines test scene. The algorithms were executed 100 times on each of
the simulated scenes and 100 times on the real data sets.
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ILR-S and ILPR-S were tested with values of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ of 1-5. AVLPR-S was executed with

values of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ between 0.1 and 0.9 in steps of 0.1 on the simulated data sets. On the Cuprite and
Indian Pines test scenes, the values of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ used were 1-5, 10 and 15, while 𝑣𝑡ℎ𝑟𝑒𝑠ℎ varied from 0.1

to 0.9 in steps of 0.1.

As per the previous chapter, the metrics of performance used were the volume of the simplex
produced and, where relevant, the SAM angle to materials known to exist within the scene. Thematic
maps were also produced for selected trials of the algorithms, in place of abundance maps. SAM
angles were generated based on the matches to exemplar spectra, using the process outlined in the
previous chapter. Any endmembers that were included in more than 10 final results for any algorithm
or threshold parameter were included as exemplars.
Timing data was generated based on MATLAB implementations of both the LDU-N-FINDR
and LDU-Sequential-N-FINDR algorithms, executed on an AMD Athlon 2600 XP as per the timing
tests in the previous chapter. In order to determine the time for one iteration, the average of 1000
iterations on each of the simulated scenes and the Indian Pines scene was used, while the average of
100 iterations was used on the Cuprite subscene for the same purpose.
3.3.2 Results and Discussion
3.3.2.1 Simulated Data
Despite 100 different initialisations and threshold values, all 5 algorithms converged to identical
solutions in every execution on the low noise (SNR=30) version of the simulated data set, regardless of
the number of endmembers in the simulated data. Only complexity varied between the different
approaches.
For the 3 and 5 endmember scenes, all S-N-FINDR based algorithms required the same number
of iterations to converge given the same initial set of pixels, see Figure 3-4.

Figure 3-4 Iterations to converge for the original N-FINDR algorithm and all S-N-FINDR-based algorithms on the simulated
scene with SNR=30 for a scene with a) 3 endmembers b) 5 endmembers
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The 10 endmember simulated data set produced a slightly higher degree of variation: LDU-S
and AVLPR-S for all values of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ required the same number of iterations to converge as one
another, while ILR-S and ILPR-S required the same number of iterations to converge as one another,
varying dependent on the value of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ , see Figure 3-5.

It is important to note that for either the original N-FINDR or S-N-FINDR algorithms, the last

iteration of the algorithm is one in which no replacements occur in the endmember set. As such, these
results suggest that in this nominally perfect data, the algorithms generally made the best possible
replacements in the first or second iterations. This limited the impact of the pixel reductions of ILR-S,
ILPR-S and AVLPR-S on the final solutions, as the final result was virtually determined and indeed
reached before the first pixels were removed.

Figure 3-5 Iterations to converge on the simulated scene with 10 endmembers, SNR=30 for a) the original N-FINDR algorithm
compared to S-N-FINDR and AVLPR-S regardless of 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 and b) ILR-S and ILPR-S for various values of 𝒏𝒕𝒉𝒓𝒆𝒔𝒉

In order to determine the mean execution time per iteration, 100 iterations of original N-FINDR

and 1000 iterations each of LDU-N-FINDR and LDU-S-N-FINDR were executed on the simulated data
scene. It should be noted that the complexity of LDU-N-FINDR and to a lesser extent the original NFINDR algorithm are dependent on the number of replacements. As one expects no further change in
the results, certainly after the 4th iteration for this data, a very large number of iterations using this
method for measuring complexity will have no replacements. As a result, this method is only a valid
means for determining the complexity when the number of replacements is small relative to the total
number of pixels in the normal operation of the algorithm. For this data set, the largest number of
replacements over all iterations was 345, with the average numbers of pixel replacements for the 3, 5
and 10 endmember sets being 127.1, 159.3 and 282.0 replacements respectively. Given, then, that a
mere two iterations involves the consideration of 20 000 pixels, each of which is considered for
replacement 3, 5 or 10 times, the number of replacements was a negligible factor in the complexity of
the algorithm. The mean time per iteration for each algorithm is recorded, in Table 3-1.
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N-FINDR
Endmembers
in Scene

LDU-N-FINDR

LDU-S-N-FINDR

3 0.2592

0.1031

0.0037

5 0.4720

0.1079

0.0081

10 1.4181

0.1113

0.0187

Table 3-1 Time to complete a single iteration of the endmember determination portion in seconds of each of the original N-FINDR,
LDU-N-FINDR and LDU-S-N-FINDR algorithms on a series of simulated data sets 25

While the LDU approaches converged quickly, LDU-N and LDU-S yielded surprisingly
different timing data. The discrepancy was approximately 0.1s per iteration, regardless of the number
of endmembers. This perhaps suggests a non-computational overhead in the implementation of the
LDU-N-FINDR algorithm. Due to the structure of the algorithms, each iteration of the LDU-N version
includes a loop over all 𝑁 pixels, whereas LDU-S loops instead over 𝑀 endmembers. Any constant,
additional overhead in the loop would therefore be magnified for the LDU-N algorithm.

In order to examine the effect of the pixel reducing schemes outlined in this thesis, the total
fraction of pixels considered compared to S-N-FINDR for ILR-S and ILPR-S is shown in Table 3-2.
SNR=30
M Algorithm

3

5

10

ILR-S

𝒏𝒕𝒉𝒓𝒆𝒔𝒉
=𝟏

0.8461

SNR=5

𝒏𝒕𝒉𝒓𝒆𝒔𝒉
=𝟐

0.6894

𝒏𝒕𝒉𝒓𝒆𝒔𝒉
=𝟏

0.8492

𝒏𝒕𝒉𝒓𝒆𝒔𝒉
=𝟐

0.7596

𝒏𝒕𝒉𝒓𝒆𝒔𝒉
=𝟑

0.7596

ILPR-S

0.6009

0.5274

0.6225

0.5799

0.5799

ILR-S

0.9215

0.7801

0.8883

0.6289

0.6289

ILPR-S

0.5949

0.5455

0.5245

0.4382

0.4382

ILR-S

0.9409

0.6755

0.8931

0.4378

0.4372

ILPR-S

0.5002

0.4332

0.3641

0.2764

0.2764

Table 3-2 Mean fraction of pixels considered by ILR-S and ILPR-S compared to S-N-FINDR on simulated data

As values of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ > 2 had no impact on the fraction of pixels considered, higher values are

omitted. A similar analysis for AVLPR-S is shown in Table 3-3.

The results in Table 3-2 and Table 3-3 suggest that many of the pixels were removed from
consideration without impacting on accuracy 26. The schemes that form endmember-specific exclusion
lists, ILPR-S and AVLPR-S saved significantly more pixels. A useful feature was that as the number of

25

Note that as N-FINDR and S-N-FINDR have identical complexity (one being the reversal of the ‘for’ loops of
the other), they have identical timings and so no separate column for S-N-FINDR is included.
26
On the basis that the results from all low noise trials were identical, all trials can be considered to be equally
accurate. Thus, only the complexity differed.
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endmembers increased, resulting in increased computations, the fraction of pixels retained decreased
mitigating this.
SNR

30

5

M 𝒗𝒕𝒉𝒓𝒆𝒔𝒉
= 𝟎. 𝟏

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

3

0.8744 0.8133 0.7588 0.7062 0.6525 0.6090 0.5711 0.5351 0.5019

5

0.7785 0.7205 0.6797 0.6449 0.6083 0.5781 0.5518 0.5289 0.5029

10

0.6182 0.5484 0.5113 0.4813 0.4545 0.4339 0.4169 0.4019 0.3895

3

0.9205 0.8534 0.7941 0.7384 0.6860 0.6400 0.5998 0.5642 0.5344

5

0.8202 0.7076 0.6297 0.5664 0.5130 0.4712 0.4389 0.4139 0.3955

10

0.6827 0.5256 0.4296 0.3651 0.3224 0.2938 0.2745 0.2617 0.2529

Table 3-3 Mean fraction of pixels considered by AVLPR-S compared to S-N-FINDR on simulated data

In contrast to the high SNR simulated data, the low SNR simulated data took a greater number
of iterations to converge, as shown in Figure 3-6.

Figure 3-6 Iterations to converge for the N-FINDR and S-N-FINDR algorithms on the SNR=5 simulated scene with a) 3, b) 5 and
c) 10 endmembers

The number of required iterations for the reduced pixel methods varied based on the thresholds
used, although all approaches converged in the same number of iterations on the 3 endmember set as SN-FINDR and AVLPR-S converged in the same number of iterations as S-N-FINDR on the 5
endmember set regardless of parameter. The number of iterations required to converge on the 5
endmember scene for the remaining two pixel reduction methods is shown in Figure 3-7.
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Figure 3-7 Iterations to converge for both the ILR-S and ILPR-S algorithms on the SNR=5 simulated scene with 5 endmembers

The number of iterations required for the reduced pixel methods to converge on the 10
endmember scene is shown in Figure 3-8.

Figure 3-8 Number of iterations to converge on the 10 endmember, SNR=5 simulated data set for the a) ILR-S, b) ILPR-S and c)
AVLPR-S algorithms

The number of iterations required to converge very slightly decreased with increasing threshold
values for the AVLPR-S algorithm, although this is not really perceptible in the above figure. The
ILR-S and ILPR-S algorithms, on the other hand, remained unchanged above 𝑛𝑡ℎ𝑟𝑒𝑠ℎ = 2.

The fraction of pixels saved on the low SNR data set are summarised in Table 3-2 and Table

3-3. The general trends noted in the high SNR data were repeated for the low SNR data. In general,
the low SNR approaches eliminated a higher proportion of the pixels. This could, in part, be explained
by a saving in the required number of iterations of these reduced pixel methods.
Turning attention to the time required to complete an iteration in the noisier data, the greatest
number of replacements in a single trial was 138, with means of 42.19, 67.6 and 100.82 for 3, 5 and 10
endmembers respectively for the N-FINDR algorithm. Given that the SNR does not affect the time
required to complete a single iteration, this verifies that the timing data generated in Table 3-1 is an
appropriate estimation of the time required per iteration for the (LDU-)N-FINDR algorithm for the low
SNR data sets, in addition to the high sets as previously determined.
The volumes of simplexes produced in the high noise simulated data set showed more variation
than the low noise data set with 5 and 10 endmembers, while the 3 endmember data set was identical
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across all approaches. The variation in the volume of the estimated simplexes for the LDU-N-FINDR
and LDU-S-N-FINDR algorithms is shown in Figure 3-9. It can be noted that for the 10 endmember
set, the S-N-FINDR approach was more variable and on average a poorer performer than the original
algorithm, although the performance difference was slight.

Figure 3-9 Volume of N-FINDR and S-N-FINDR on simulated a) 5 and b) 10 endmember data with SNR=5

Outside of a handful of outliers for ILR-S and ILPR-S with 𝑛𝑡ℎ𝑟𝑒𝑠ℎ > 1, the results of ILR-S,

ILPR-S and AVLPR-S were identical to LDU-S-N-FINDR on the 5 endmember data set. The mean
fraction of the LDU-S volume for ILR-S and ILPR-S with 𝑛𝑡ℎ𝑟𝑒𝑠ℎ > 1 was 0.9984. There was,

however, greater variation in performance on the 10 endmember data set. The fractional volume
produced by the 3 reduced pixel approaches relative to the volume of the LDU-S-N-FINDR simplex
from the same initial estimate is shown in Figure 3-10.

Figure 3-10 Fraction of LDU-S volume of a) ILR-S, b) ILPR-S and c) AVLPR-S on a 10 endmember simulated data with SNR=5

The more conservative the value of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ or 𝑛𝑡ℎ𝑟𝑒𝑠ℎ used, the closer the result was to the

original S-N-FINDR algorithm. An interesting side effect of reducing the number of pixels was that in

rare circumstances the pixel reducing methods actually improved the result. Such circumstances
occurred for the poorest estimates of the S-N-FINDR algorithm, suggesting that by eliminating some
pixels early, undesirable local maxima were avoided. This said, reducing pixels tended to produce
poorer rather than better quality results suggesting that pixel reduction should be expected to produce
diminished rather than improved accuracy with lower complexity. The AVLPR-S approach reduced the
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size of the simplex the least, aside from the highest values of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ , while the ILPR-S had the greatest
negative impact.

3.3.2.2 Cuprite Subscene
The greater volume and number of endmembers of the Cuprite subscene caused a corresponding
increase in the time per iteration and in the number of iterations to converge. Based on the time to
complete 100 iterations on the Cuprite scene, the mean time to complete a single iteration of the
endmember determination portion of each algorithm was calculated, see Table 3-4.
N-FINDR

LDU-N-FINDR

LDU-S-N-FINDR

89.9450

1.5316

0.6580

Table 3-4 Time in seconds to complete a single iteration of the N-FINDR, LDU-N-FINDR and LDU-S-N-FINDR algorithms on the
Cuprite subscene 27

The time N-FINDR, LDU-N-FINDR and LDU-S-N-FINDR took to converge was determined
from the combination of the number of iterations each algorithm required to converge and the time for
a single iteration, see Figure 3-11.

Figure 3-11 a) Number of iterations required to converge and time to converge for b)N-FINDR and c)LDU-N-FINDR and LDU-SN-FINDR on the Cuprite subscene

Note the difference in scale between the original and LDU algorithms: the LDU approach
substantially reduced the computations required. LDU-S performed faster than its LDU-N counterpart.
The number of pixels in the Cuprite scene was significantly higher than that used in the simulated data:
122 500 versus 10 000. This means that the relatively higher time of 1.5316s per iteration for LDU-N
compared to 0.6580s for LDU-N is consistent with the suggestion that small loop overheads may have
impacted more on the LDU-N implementation due to its pixel-number-based loop.
The fraction of pixels saved by the reduced pixel methods needs to be considered in three
portions, as it was discovered that the removal of pixels tended to alter the paths and results of the
algorithms away from the original S-N-FINDR algorithm. As such, the number of iterations required
to converge differed from the original implementation. Given this, the number of pixel calculations
27

Note that as N-FINDR and S-N-FINDR have identical complexity (one being the reversal of the ‘for’ loops of
the other), they have identical timings and so no separate column for S-N-FINDR is included.
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saved relative to the number of pixel calculations required had all pixels been considered for the same
number of iterations as the reduced pixel methods actually executed is shown in Figure 3-12.
Meanwhile, the relative number of iterations, expressed as a ratio of the number of iterations required
by the S-N-FINDR algorithm when using the same initial set of endmembers is shown in Figure 3-13.

Figure 3-12 Fraction of total pixels considered without pixel reduction by a) ILR-S, b) ILPR-S and c) AVLPR-S over all iterations
of each algorithm

Figure 3-13 Fraction of the number of iterations of the original S-N-FINDR algorithm executed by a) ILR-S, b) ILPR-S and c)
AVLPR-S given the same initial set of pixels

These results suggest that most pixel eliminations occur in the first iteration for both ILR-S and
ILPR-S; however, using values of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ > 1 still yield complexity reductions due largely to the

decrease in the number of iterations the algorithm requires to converge. That is, pixels that would
make useful replacements in subsequent iterations are removed early, ensuring that the algorithm
converges more quickly, albeit one would expect (and as is discussed later) this must come at the cost
of accuracy. Conversely, the AVLPR-S method does not affect the number of iterations required with

increasing 𝑣𝑡ℎ𝑟𝑒𝑠ℎ , except perhaps minimally for the largest values of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ , representing the harshest

constraints. In fact, it is this reduction in the number of endmembers for high values of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ that

causes the apparent ‘smile’ in the number of pixels considered for the AVLPR-S approach, in line with
the author’s observations that most pixel elimination occurs in the early iterations.
While these two performance measures yield interesting insights into how the reduced pixel
methods affect the convergence of the algorithms, the actual quantity of interest is the extent to which
pixels, and hence complexity, are saved relative to the original algorithm. The fraction of pixels
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considered by the reduced pixel approaches relative to LDU-S revealed marked savings in complexity,
particularly for ILPR-S and AVLPR-S, see Figure 3-14. Little was gained, however, by increasing
above 𝑛𝑡ℎ𝑟𝑒𝑠ℎ = 2 for either ILR-S or ILPR-S, suggesting that, generally, by the end of the second

iteration the algorithm was close to the boundary of the data for all endmembers. Increasing the value
of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ resulted in a significant but diminishing reduction in complexity.

Figure 3-14 Fraction of the total number of pixels considered by the original S-N-FINDR algorithm by a) ILR-S, b) ILPR-S and c)
AVLPR-S given the same initial set of pixels

As can be seen in Figure 3-15, while the N-FINDR and S-N-FINDR algorithms achieved
similar standards of performance to one another, the performance of the reduced pixel methods
diminished with increasing threshold values, see Figure 3-16.

Figure 3-15 a) Statistics and b) distribution of volumes of the simplexes produced by the N-FINDR and S-N-FINDR algorithms on
the Cuprite subscene

Figure 3-16 Volume of simplexes formed on the Cuprite subscene for a) N-FINDR and S-N-FINDR, b) ILR-S, c) ILPR-S and d)
AVLPR-S
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In particular, for values of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ > 1 the volumes of ILR-S and ILPR-S became poorer than

the unreduced version. ILPR-S performed relatively poorly even when 𝑛𝑡ℎ𝑟𝑒𝑠ℎ = 1. In contrast, the

performance of AVLPR-S declined much more slowly with increasing 𝑣𝑡ℎ𝑟𝑒𝑠ℎ . For 𝑣𝑡ℎ𝑟𝑒𝑠ℎ < 0.4 the
performance of the algorithm was not significantly impacted despite savings of as much as 70% or
more of the volume calculations.
Outside of the values 𝑛𝑡ℎ𝑟𝑒𝑠ℎ = 1 and 𝑣𝑡ℎ𝑟𝑒𝑠ℎ = 0.1 the volumes of the reduced pixel methods

were largely uncorrelated to the volume produced by the LDU-S algorithm, despite sharing the same
set of initial pixels, suggesting a significantly altered path.
To further examine the impact on the performance of the reduced pixel approaches, taking
advantage of the available ground truth for the Cuprite subscene, the SAM angle to materials known to
be present was calculated in the following manner: all endmember pixels that were present in more
than 10% of endmember sets were selected as a set of exemplar endmembers. Of a total set of 1852
unique endmember pixels, 82 exemplars were produced. These 82 signatures were produced 35 045
times of the total 55 000 endmembers. Each exemplar was assigned, based on their abundance map
and spectral signature, to a noise class or one of the materials as per the previous chapter:
Buddingtonite GDS85 (B), Calcite CO2004 (C), Chalcedony CU91-6A (Ch), Nontronite NG-1.a (N),
Alun.+Kaol.+Hemat. MV00-11a (AK), Alunite CU91-217G1 (A1), Alunite CU98-5C (A2), Kaolinite
CU00-19A (K), Kaolin.+Smect. KLF508 (KS), Montmorillonite CU93-52A (Mo), Muscovite CU988H (M1) and Muscovite CU91-252D (M2). After classifying the exemplar pixels, all remaining
endmembers were assigned to the same class as the exemplar to which they had the smallest SAM
angle. Each endmember pixel could then have its SAM angle calculated to the appropriate material,
allowing all trials to have their SAM angles calculated. The result of this process is shown in Figure
3-17.
The results of this comparison are less conclusive than for the volume metric, as generally there
was no obvious trend in performance with changing threshold, although, for some materials, such as
Kaolinite, the performance of AVLPR-S, particularly with low values of 𝑣𝑡ℎ𝑟𝑒𝑠ℎ , more closely matched

the original algorithm than the ILR-S and ILPR-S methods, even though this was not necessarily
improved in the SAM sense. The SAM values for Calcite are relatively high, as noted in Appendix B.
This is due to the relatively poor match of available library Calcite spectra to those extracted from the
Cuprite scene, despite relatively good abundance map matches to ground truth maps. A pitfall of using
SAM angles as a performance measure is that the abundance maps depend on the entire endmember set,
not on the quality of single endmembers.
Conversely, the low SAM angles are in agreement with the general impression of the author
that no single approach had obviously perceptually worse abundance maps, although, there was
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variable performance across all algorithms. In the author’s experience, in general, higher volumes
corresponded to better quality abundance maps, although, given the number of abundance maps
produced in this research, an exhaustive study and comparison of the abundance maps was infeasible.
A series of exemplar thematic maps for the largest, closest to median and lowest volume trials for each
algorithm and pixel reduction approach at a subset of the thresholds are examined in Figure 3-18,
Figure 3-19 and Figure 3-20 respectively. The results shown in these maps generally suggest that
higher volume simplexes produce better maps, although there is a degree of variation, particularly in
the spatial distributions of Chalcedony and Kaolinite that did not appear to be strongly correlated with
changes in volume. These results strongly suggested that the pixel reduction methods have potential
for eliminating the complexity from the S-N-FINDR algorithm.
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Figure 3-17 SAM angles by material, algorithms ordered N-FINDR (N), S-N-FINDR (S), ILR-S (threshold=1-5, 10, 15) (I), ILPRS (threshold=1-5, 10, 15) (IP) and AVLPR-S (threshold=0.1-0.9) (A)
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Figure 3-18 Thematic maps denoting roughly classified maps for the largest trials of a) N-FINDR, b) S-N-FINDR, c) ILR-S
𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟏, d) ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟐, e) ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟓, f) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟏, g) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟐, h) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟓, i)
AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟏, j) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟒, k) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟔 and l) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟗 on the Cuprite
subscene. The numbers next to the colour bar represent the 12 ground truth materials in order and a 13th noise material.
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Figure 3-19 Thematic maps denoting roughly classified maps for the closest to median trials of a) N-FINDR, b) S-N-FINDR, c)
ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟏, d) ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟐 , e) ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟓, f) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟏 , g) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟐 , h) ILPR-S
𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟓, i) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟏, j) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟒, k) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟔 and l) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟗
on the Cuprite subscene. The numbers next to the colour bar represent the 12 ground truth materials in order and a 13th noise
material.
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Figure 3-20 Thematic maps denoting roughly classified maps for the minimum trials of a) N-FINDR, b) S-N-FINDR, c) ILR-S
𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟏, d) ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟐, e) ILR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟓, f) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟏, g) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟐, h) ILPR-S 𝒏𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟓, i)
AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟏, j) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟒, k) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟔 and l) AVLPR-S 𝒗𝒕𝒉𝒓𝒆𝒔𝒉 = 𝟎. 𝟗 on the Cuprite
subscene. The numbers next to the colour bar represent the 12 ground truth materials in order and a 13th noise material.
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3.3.2.3 Indian Pines Test Scene
The time required for the N-FINDR, LDU-N-FINDR and LDU-S-N-FINDR algorithms to
complete 1000 iterations was used to determine the mean time for a single iteration on the Indian Pines
test scene, see Table 3-5.
N-FINDR

AGES

LDU-N-FINDR

LDU-S-N-FINDR

9.7956

0.2456

0.2506

0.0838

Table 3-5 Time in seconds for one iteration to complete for each of the N-FINDR, AGES, LDU-N-FINDR and LDU-S-N-FINDR
algorithms on the Indian Pines test scene

This, combined with the number of iterations required to converge on the Indian Pines test
scene, was used to develop the time required to complete the endmember determination portion of each
algorithm, as shown in Figure 3-21. Notice the difference in time scale between the graph depicting the
time for the original algorithm and the LDU-modified versions.

Figure 3-21 a) Number of iterations required to converge and time to converge for b) N-FINDR and c) LDU-N-FINDR and LDUS-N-FINDR on the Indian Pines test scene

The results are clearly in agreement with those for the earlier scenes, suggesting that the LDU
approach was highly effective at reducing the complexity of the algorithms.
The volumes of the N-FINDR and S-N-FINDR algorithms were very similar, as for the
previous data sets, suggesting that the performance of these two algorithms was quite similar, as shown
in Figure 3-22.

Figure 3-22 a) Statistics and b) distribution of volumes of the simplexes produced by the N-FINDR and S-N-FINDR algorithms on
the Indian Pines test scene
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Similar to the previous scenes, the pixel reduction methods produced simplexes of quite similar
volumes to the unreduced method given less strict thresholds, however, values of 𝑛𝑡ℎ𝑟𝑒𝑠ℎ greater than 1

tended to greatly diminish the volumes of the ILR-S and ILPR-S approaches, whereas the performance
of AVLPR-S decreased less dramatically with increasing 𝑣𝑡ℎ𝑟𝑒𝑠ℎ , see Figure 3-23.

Figure 3-23 Volume of simplexes formed on the Indian Pines test scene for a) S-N-FINDR, b) ILR-S, c) ILPR-S and d) AVLPR-S

Strikingly, the relationship between the number of pixel calculations and iterations saved and
the thresholds used were also highly similar to that seen on the Cuprite scene, as seen in Figure 3-24,
Figure 3-25 and Figure 3-26.

Figure 3-24 Fraction of total pixels considered without pixel reduction by a) ILR-S, b) ILPR-S and c) AVLPR-S over all iterations
of each algorithm

Figure 3-25 Fraction of the number of iterations of the original S-N-FINDR algorithm executed by a) ILR-S, b) ILPR-S and c)
AVLPR-S given the same initial set of pixels
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Figure 3-26 Fraction of the total number of pixels considered by the original S-N-FINDR algorithm by a) ILR-S, b) ILPR-S and c)
AVLPR-S given the same initial set of pixels

3.4 The Use of LDU and Pixel Reduction Methods in N-FINDR-Based
Hyperspectral Cameras for Forensic Applications
The results from Chapter 2 suggest that N-FINDR is capable of producing meaningful maps of
materials, which may have real benefits when applied to forensic scenes, however, as identified, the
complexity of the approach is such that it would be impractical for any reasonable system. The LDUbased reformulations of the N-FINDR and Sequential N-FINDR algorithms, however, have shown to
be capable of significantly reducing the complexity of the algorithm without impacting on the quality
of the results, unlike the earlier considered SI implementations of N-FINDR.
Furthermore, when additional speed improvements need to be achieved, the pixel reduction
methods have been shown to provide reduction in complexity, while trading some degree of accuracy.
Of these, the best performing algorithm was AVLPR-S with a low threshold of, say 0.3-0.4, which has
been shown to provide complexity reductions on the order of 70% while having a minimal impact on
the accuracy. The combination of these approaches allow for hyperspectral systems that could process
reasonable sized scenes of, say, one million pixels with a moderate number of bands, for example 3050 bands, in seconds, not minutes, even with the exaggerated overheads of a MATLAB implementation.
Such approaches could even, depending on how time sensitive the application really was, afford
to execute the algorithm multiple times and retain the best result, removing some of the variability
inherent in the algorithm while still producing the complete and final analysis in under a minute, a
significant improvement over the original algorithm. As such, the above methods represent a major
step towards the implementation of a practical, terrestrial, hyperspectral analysis still camera system.
Despite the substantial improvements made, however, video camera systems require even faster
algorithms, producing many frames as quickly as possible. The next chapter examines a possible basis
for a video camera system for hyperspectral unmixing.

121

4 Towards Video Rate Hyperspectral Unmixing Based on N-FINDR
Principles: A Stable Scene
In the previous chapter, a number of different approaches to reducing the complexity of the NFINDR algorithm were examined.

Given a still-camera system, such improvements are hugely

beneficial: the time available to process data is as long as the user is prepared to wait between shots.
Given that the user is possibly waiting to examine what has just been imaged before wanting to shoot
something else, he or she may be prepared to wait seconds, even up to a minute between pictures. For
example, users of consumer cameras today already have a short wait between images to allow for the
various operations such as de-mosaicing and compression that are carried out on the raw data [1].
Video systems do not have this luxury, one must continuously capture images, preferably at a rate
comparable or higher than that of the human visual system to provide a nice, smooth image. (This
assumes that the scene is slow-changing, a fast changing scene naturally requires a higher frame rate,
especially if it is to be viewed at a slower rate later). Moreover, processing and display of a single
frame must appear seamlessly connected to the previous and subsequent frames.
This requirement necessitates that the processing per frame is kept to a minimum. A complete
execution of the N-FINDR algorithm per frame would require a large number of computations per
frame. The exact number of computations required could not be known at the design stage, due to both
the dependence of the complexity on the number of endmembers to be used in unmixing and the
variability in the number of iterations required to converge. In response, system designers can only
reduce the spatial and spectral resolution, sacrificing the utility of the system, and use highperformance (and therefore expensive) hardware to attempt to realise a sufficiently fast implementation.
Fortunately, if one can assume a sufficiently high frame rate, then the contents of frames (at least those
worthy of thorough analysis) can be assumed to be changing slowly, allowing analysis to be refined
over multiple frames, as one would have access to the same data multiple times. This would, for
example, allow for the spreading of iterations of N-FINDR across frames. The rewards of such an
approach compound: the fewer computations one requires per frame, the faster frames can be produced
(assuming computations are the limiting factor) and so the analysis can be spread over more frames.
This begs the question: what is the minimum deliverable per frame?
Placing oneself in the shoes of a user of a hyperspectral video camera, there are a few features
that one could reasonably expect:
•

Utility: every captured/computed frame is displayed, that is, endmember estimates and
abundances are available for every frame.

•

Stability: given a fresh scene, e.g. after powering the camera on, the analysis can
improve over frames, but most of the improvement should occur quickly, such that the
122

majority of produced frames are not a confusing blur of changing images given an
unchanging scene. Slow movement around the scene should not jeopardise this.
This chapter focuses on a means for exploiting an N-FINDR-like approach to obtain the
required utility of the system. The stability criterion is examined in the next chapter.
A video application significantly devalues the previously examined pixel-elimination means for
reducing the complexity of the algorithm. Eliminating pixels from future evaluation as endmembers is
effective when one considers the total cost of the N-FINDR algorithm from start to convergence, but
produces uneven complexity reductions across iterations. Satisfactory frame rates in the end stages of
the algorithm are of no use if the initial frames are produced so slowly as to be unable to keep the
between frame movement of the camera small.
Similarly, the reduction of the redundancy in the repeated determinant calculations to improve
the speed of the endmember determination portion of N-FINDR is helpful only to the extent that this
portion becomes comparable in complexity to the complexity of the dimension reduction and inversion
stages of the algorithm, stages which now must also be executed on every frame.

Indeed, as

established above, abundances must be produced each frame: inversion is the process responsible for
this output. As such, it is worth investigating how inversion may be used to reduce the complexity or
even eliminate the need for the two preceding stages given that it now occurs in every frame.

4.1 Existing Unmixing Approaches Exploiting Inversion
A small subset of geometric unmixing algorithms utilise the abundances from a given estimate
of the endmember set directly to improve the estimate of the endmembers [128]. In order to achieve
this, these approaches exploit the geometric meaning of fully-constrained abundances (abundances that
obey both the non-negativity and additivity constraints). As the fully constrained abundances define a
perfect convex set, data reconstructed from the combination of these abundances and the endmember
set fall inside a simplex with each endmember estimate at one of the vertices:
𝐱𝑖 = 𝐒𝐚𝑖
𝑀

where:

= � 𝑎𝑖𝑗 𝐬𝑗
𝑗=1

Equation 4-1

𝑎𝑖𝑗 ∈ ℝ is the abundance of the 𝑗 𝑡ℎ endmember in the 𝑖 𝑡ℎ pixel
𝐬𝑗 ∈ ℝ𝜆 is the spectral signature of the 𝑗 𝑡ℎ endmember
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As the abundance fractions obey both the non-negativity and additivity constraints, Equation
4-1 describes each pixel vector, 𝐱 𝑖 , as a convex combination of the endmember signatures,
𝐬𝑗 ∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀].

One can measure the error between the reconstructed signatures and the original data:

where:

𝑟𝑖 = ‖𝐱𝑖 − 𝐱�𝑖 ‖

Equation 4-2

𝑟𝑖 ∈ ℝ is the reconstruction error for pixel i,

𝐱� 𝑖 ∈ ℝ𝜆 is the reconstructed signal given by:

𝐱�𝐢 = 𝐒𝐚𝑖

Equation 4-3

As a result, a minimisation of the error between the reconstructed signatures and the original
signatures minimises the noise term in the linear mixing model (Equation 1-2). The problem with
simply minimising Equation 4-2 is that the greatest reduction in reconstruction error occurs when the
simplex is estimated to be improbably large such that it completely encloses all the data [17] (the data
ends up as a small cluster in the centre of a much larger simplex, a situation that occurs when all pixels
in the scene are a nearly equal mixture of all endmembers). As a result, constraints need to be imposed
on estimates of the endmembers. Two approaches are Iterated Constrained Endmembers (ICE) [17]
and Unsupervised Fully Constrained Least Squares (UFCLS) [126]. ICE places a penalty term on the
volume of the simplex (or more accurately on an approximate measure of simplex volume).
Conversely, UFCLS, much like N-FINDR, restricts the search for endmembers to the data set,
searching for the most pure pixels within the data. Common to both algorithms, however, is an
iterative approach to unmixing:
1) Generate an estimate of the endmembers
2) Calculate the corresponding fully constrained abundances
3) Update the endmember estimate to reduce the residual error subject to a constraint
4) Return to step 2 unless no improvements are possible
There are two main problems with such approaches that utilise the abundances to unmix the
data with respect to incorporating them in a video camera system. First, fully constrained inversion is
implemented using iterative approaches [49]. As such, both ICE and UFCLS iteratively apply iterative
algorithms.

Hence, the complexity required per frame is not deterministic.

Furthermore, such

approaches are inherently expensive compared to the direct approaches to inversion possible with
unconstrained or additivity constrained inversion. Consider, for example, the complexity of the EMML
and ISRA algorithms for producing non-negatively constrained abundances [144]. The complexities of
these two approaches are identical, (see Appendix D for the complexity derivation):
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Equation 4-4

𝐶𝐸𝑀𝑀𝐿 = 𝐶𝐼𝑆𝑅𝐴 = 𝑘𝑀𝑁(4𝜆 + 2𝑀 − 1)

Compare this with the complexity for unconstrained inversion in Equation 2-41, and one notes
each single iteration of EMML is approximately two to three times more expensive than the complete
unconstrained inversion process even before factoring in the scaling required [144] to ensure the
additivity constraint is met. Given that the number of iterations to converge, 𝑘, can vary from tens to
hundreds of thousands of iterations [144] this is a significant cost differential.

The second issue with UFCLS and ICE is that both use the reconstruction error which is closely
related to the abundances, neither uses the abundances directly. More computations are required above
and beyond the calculation of the abundances in order to determine the next set of endmembers.
Therefore, a better approach to unmixing for video systems would exploit the abundances from a direct
approach to calculating abundance fractions with little to no additional computations required. In order
to develop such an algorithm, one first must consider how one of the two direct approaches to
calculating abundances could be used to produce such a system.

4.2 Geometric Significance of Unconstrained and

Additivity-Constrained

Abundances
For a given set of abundances, there are two properties one can examine to determine whether
or not these abundances (and hence the reconstructed data) fall within a simplex: in order to form a
convex set: all the abundances must be non-negative and sum to one within a given pixel. Any pixels
which fail either of these criteria will have their reconstructed spectra fall outside the current simplex
estimate. These two criteria measure the quality of the reconstructed data only, a third and final
criterion, the reconstruction error (Equation 4-2), determines how well the reconstructed signatures
match the original signatures.
Given fully constrained unmixing, the abundances produced form a perfect convex set: they are
a

convex

𝑒𝑀 = [0

combination

of

the

elementary

vectors

𝑒1 … 𝑒𝑀

( 𝑒1 = [1 0 …

0]𝑇

…

… 0 1]𝑇 ). As such, information about the quality of fit of the model simplex to the

original data is not contained in the abundance fractions.

It is instead contained solely in the

reconstruction error. This is why ICE and UFCLS rely on the reconstruction error to refine their
estimates of the true simplex concealed within the noisy data.
This implies two things: first, that ICE and UFCLS assume that the noise term in Equation 1-2
is small relative to the scale of the true simplex, simply suggesting that the linear mixing model is a
good fit for the data. Secondly, as one relaxes the constraints on the inversion process, information
about the quality of the fit of the estimated simplex to the data must flow from the reconstruction error
to the abundance fractions [128].
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4.2.1 The Geometric Significance of Unconstrained Abundances
It is natural to first consider the simplest kind of inversion, unconstrained inversion:
𝐚𝑖 = (𝐒𝑇 𝐒) 𝐒𝑇 𝐱𝑖

Equation 4-5

𝐱� 𝑖 = 𝐒𝐚𝑖
= 𝐒(𝐒 𝑇 𝐒)−1 𝐒𝑇 𝐱𝑖

Equation 4-6

−1

In this instance the reconstructed signature for pixel 𝑖, 𝐱� 𝑖 , is given by:

It can be noted that this is nothing more than the projection of 𝐱 𝑖 onto the subspace spanned by

the endmember spectra. As such, the reconstruction error represents only the inability of the subspace

spanned by the endmember set to represent the spectral signatures of the data: it is simply the norm of
the projection to the left null space. It contains no information about the quality of the simplex within
the spanned subspace.

Furthermore, given a high quality estimate of the true simplex, the

reconstruction error (in this instance) provides an indication of which pixels have been most corrupted
by noise. This hardly makes pixels with high reconstruction errors useful candidates for endmembers!
As such, methods such as those proposed in [126] as an unconstrained version of UFCLS are suboptimal, providing a best least-squares representation of the data, a kind of within-data-subspace
analogue to PCA, rather than attempting to extract high quality endmember spectra estimates and
abundances.
Instead, assume that an appropriate subspace to search for large simplexes has been found
(more on how this can be achieved shall be discussed in Section 4.3, however, for the purposes of this
discussion, suffice it to say that if one assumes perfect data, then all pixels lie within the same subspace,
so the selection of any set of linearly independent signatures would form an appropriate subspace). It is
of much greater interest to examine how the abundances reveal the relative position of pixels and how
this might be exploited to select pixels to form large simplexes. With this in mind, recall that the size
of a simplex due to the change of one vertex is proportional to the orthogonal distance of a candidate
pixel to the hyperplane through the remaining vertices (Sections 2.1 & 2.2). The key, then, is to
identify information relating to these orthogonal distances within the abundances.
The first thing to note about signatures reconstructed from unconstrained abundances is that
these exist in an 𝑀 dimensional subspace: the span of the 𝑀 endmember spectra. A simplex with 𝑀

vertices is only 𝑀 − 1 dimensional [94]. As such, given a current estimate of the simplex vertices, 𝐒,
there are two components to the position of each other projected pixel that represent the ability of that
pixel to change the volume of the simplex: a component parallel to the hyperplane containing the
current simplex estimate (while simultaneously being orthogonal to the hyperplane through a set of
𝑀 − 1 of the endmembers) and an orthogonal distance from this hyperplane to the data point.
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First consider how the out-of-hyperplane distance is represented in the abundance fractions.
The spectrum of each (reconstructed) pixel in this space is given by:
𝑀

Equation 4-7

𝐱� 𝑖 = 𝐒𝐚𝑖 = � 𝑎𝑖𝑗 𝐬𝑗
𝑗=1

Given that these abundances are unconstrained, the abundances are no longer assured of
summing to one. Consider then the set of pixels for which the abundance fractions sum to a particular
value, 𝑓, that is:

𝑀

�𝐚𝑖 : � 𝑎𝑖𝑗 = 𝑓�

Equation 4-8

𝑗=1

For this set of pixels, the following is true:
𝑀

𝐱�𝑖 = � 𝑎𝑖𝑗 𝐬𝑗
𝑗=1

=
=

𝑀

𝑀

𝑗=1,𝑗≠𝑘

𝑗=1,𝑗≠𝑘

� 𝑎𝑖𝑗 𝐬𝑗 + �𝑓 − � 𝑎𝑖𝑗 � 𝐬𝑘
𝑀

� 𝑎𝑖𝑗 �𝐬𝑗 − 𝐬𝑘 � + 𝑓𝐬𝑘

𝑗=1,𝑗≠𝑘

Equation 4-9

Therefore, all of the reconstructed signatures with abundances adding to 𝑓 lie within a

hyperplane of dimension 𝑀 − 1 containing the point 𝑓𝐬𝑘 . Noting that 𝑘 can represent the position of

any arbitrary endmember spectrum, this hyperplane contains the points 𝑓𝐬1 … 𝑓𝐬𝑀 . The significance of
this is that pixels with given sums of abundances all lie within a series of parallel, ordered hyperplanes

above and below the hyperplane containing the current endmember estimate, see Figure 4-1. As such,
the sum of abundances for a given pixel provides information about how far above or below the current
estimate of the simplex a reconstructed pixel lies.
A complicating factor in using this to determine the orthogonal, out-of-hyperplane distance

between the current estimate and a given pixel is that the endmember spectra are not the normal to
these hyperplanes. That is, the distance between a point on the sum-of-abundance=1.2 hyperplane and
the nearest point on the sum=1 hyperplane is not necessarily 0.2𝐬𝑘 . Furthermore, as it has been shown
that restricting the space to a ‘good’ 𝑀 − 1 dimension subspace produces better simplexes than
operating in the full space for the N-FINDR algorithm [105], one must question under what

circumstances the out-of-hyperplane distance would be of interest. This is discussed in more detail in
Section 4.3. For the moment, it is sufficient to suggest that the sum of abundance clearly relates to the
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spatial positioning of pixels reconstructed from unconstrained abundances, but is of dubious utility in
identifying endmember candidates.

Figure 4-1 Stacks of hyperplanes containing the simplexes formed from pixels with abundances 0.8 (red), 1 (blue) and 1.5 (green)
times the abundance of the current endmember estimate

Having considered how the total proportion within a pixel affects the positioning of pixel data
vectors within the feature space, it is now appropriate to consider how values outside the range of 0 to 1
are reflected in the relative positions of pixels. Consider the set of reconstructed pixels which have a
given, fixed abundance for a given endmember: 𝑎𝑖𝑙 = 𝑔. In this instance, all such pixels are given by:
𝑀

𝐱�𝑖 = � 𝑎𝑖𝑗 𝐬𝑗
𝑗=1

𝑀

= � 𝑎𝑖𝑗 𝐬𝑗 + 𝑔𝐬𝑙

Equation 4-10

𝑗=1,𝑗≠𝑙

Again, all such pixels fall within an 𝑀 − 1 dimensional hyperplane, this time containing the

point 𝐬𝑙 . Interestingly, however, this hyperplane is parallel to the subspace, (that is the hyperplane

through the origin) spanned by the set of remaining endmembers. This is close to what is required: a
measure of orthogonal distance between a pixel and an 𝑀 − 2 dimensional hyperplane containing a

subset of 𝑀 − 1 of the endmembers, yet there is an extra, undesired dimension preventing this
expression aiding in evaluating how pixels might assist in forming larger simplexes.

A simple modification can yield an expression containing an appropriately dimensioned
hyperplane. The relationship between abundance values and the distance between sum-of-abundance
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hyperplanes has been developed above. The expression in Equation 4-10 can be restricted to working
within a particular sum-of-abundance hyperplane by combining Equation 4-9 and Equation 4-10. All
reconstructed pixels with sum-of-abundances of 𝑓 and abundance fractions in the 𝑙 𝑡ℎ endmember of

𝑎𝑖𝑙 = 𝑔, can be constructed thus:

𝑀

𝐱�𝑖 = � 𝑎𝑖𝑗 𝐬𝑗
𝑗=1

=
=

𝑀

�

𝑎𝑖𝑗 �𝐬𝑗 − 𝐬𝑘 � + 𝑔(𝐬𝑙 − 𝐬𝑘 ) + 𝑓𝐬𝑘

�

𝑎𝑖𝑗 �𝐬𝑗 − 𝐬𝑘 � + 𝑔𝐬𝑙 + (𝑓 − 𝑔)𝐬𝑘

𝑗=1,𝑗≠𝑘∪𝑙
𝑀

𝑗=1,𝑗≠𝑘∪𝑙

Equation 4-11

As any arbitrary endmember position, (except the 𝑙 𝑡ℎ ), can be assigned to be the 𝑘 𝑡ℎ position,

all pixels formed by Equation 4-11 are contained inside an 𝑀 − 2 dimensional hyperplane defined as

the hyperplane containing the points �(𝑓 − 𝑔)𝐬𝑗 + 𝑔𝐬𝑙 � ∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀]\{𝑙}. This hyperplane is

parallel to the hyperplane containing the set of endmembers, 𝐬𝑗 ∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀]\{𝑙}. It should be

noted, however, that the position of the hyperplane in Equation 4-11 is dependent both on the sum of

abundances, 𝑓, and the abundance of the 𝑙 𝑡ℎ endmember, 𝑔. The displacement of the hyperplane in the

direction of 𝐬𝑙 , conversely, is only dependent on the abundance of the 𝑙 𝑡ℎ endmember. The implication
is that the abundances relate to the parallel-to-simplex distance through a combination of the value of

the abundance in the appropriate endmember and the sum of the abundance fractions for that pixel.
This effect is illustrated in Figure 4-2.
As can be seen, the hyperplanes, (in this low dimensional case, planes), representing a particular
abundance in a particular material are shifted relative to one another dependent on the sum-ofabundances. This means that, for example, on the sum-of-abundance equal to one plane the abundance
allows for the ‘effective distance’ of a pixel to be calculated directly relative to the current set of
endmember pixels. To allow for a direct comparison between pixels with different sum of abundances,
however, one would need to make a correction for each pixel and for each endmember in order to use
the abundances to choose replacements. Fortunately, there is a better approach available.
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Figure 4-2 View onto the plane of the current simplex estimate showing pixels with abundances of 1.1 (dashed lines) in an
endmember for the 0.8 (red), 1 (blue) and 1.2 (green) sum of abundance planes. Simplexes representing the 0.8, 1 and 1.2
abundance endmembers are also shown in corresponding colours.

4.2.2 The Geometric Significance of Additivity Constrained Abundances
Additivity constrained inversion constrains the abundances of all pixels to sum to one. This
approach, therefore, naturally restricts all reconstructed pixels to lay on the sum of abundance equals
one hyperplane as per Equation 4-9. Additivity constrained inversion can be achieved directly [49] (for
the full derivation see Appendix E):
−1

where:

𝐜𝑖 = 𝐮𝑖 − (𝐒 𝑇 𝐒)−1 𝟏�𝟏𝑇 (𝐒𝑇 𝐒)−𝟏 𝟏� (𝟏𝑇 𝐮𝑖 − 1)

Equation 4-12

𝐜𝑖 ∈ ℝ𝑀 are the additivity constrained abundances for the 𝑖 𝑡ℎ pixel, such that ∑𝑀
𝑗=1 𝑐𝑖𝑗 = 1

𝐮𝑖 ∈ ℝ𝑀 are the unconstrained abundances for the 𝑖 𝑡ℎ pixel from Equation 4-5
𝟏 ∈ ℝ𝑀 is an 𝑀-length vector of ones

As already discussed above, under such circumstances, the magnitude of the abundance fraction
alone is sufficient to determine whether or not a reconstructed pixel should replace a pixel in the
existing endmember set. All that remains is to determine the appropriate threshold above which
replacements should occur. Pixels currently selected as endmembers have an abundance of 1 in one
endmember (themselves) and 0 for all other endmembers. In addition, it has been shown that all pixels
with a given abundance lie within a hyperplane defined by Equation 4-11, or, more specifically now
that the sum of abundance has been fixed:
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𝐱�𝑖 =
=

𝑀

�

𝑐𝑖𝑗 �𝐬𝑗 − 𝐬𝑘 � + 𝑔(𝐬𝑙 − 𝐬𝑘 ) + 𝐬𝑘

�

𝑐𝑖𝑗 �𝐬𝑗 − 𝐬𝑘 � + 𝑔𝐬𝑙 + (1 − 𝑔)𝐬𝑘

𝑗=1,𝑗≠𝑘∪𝑙
𝑀

𝑗=1,𝑗≠𝑘∪𝑙

Equation 4-13

Therefore, there must be a hyperplane denoting pixels with abundance one in the 𝑗 𝑡ℎ

endmember, 𝑐𝑖𝑗 = 1, parallel to the hyperplane containing the remaining 𝑀 − 1 endmembers, 𝐬𝑗 ∀𝑗 ∈

ℤ, 𝑗 ∈ [1, 𝑀]\{𝑙}. This hyperplane, therefore is the same as that used by Winter in his proof of the

operation of the N-FINDR algorithm [95]. Any pixels selected above this hyperplane (or below its

mirror image on the other side of the hyperplane formed from the remaining endmembers, see Section
2.2), will result in a simplex volume increase if they replace the existing endmember.
Given that the endmember matrix, 𝐒, must be invertible and therefore have linearly independent

columns, there is a component of (𝐬𝑙 − 𝐬𝑘 ) that is orthogonal to the subspace spanned by the remaining
endmembers, (𝐬𝑗 − 𝐬𝑘 )∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀]\{𝑘, 𝑙}, and so is also orthogonal to the hyperplane through

these points. Let this orthogonal displacement be denoted 𝐬𝑜 . All the reconstructed pixels are formed

from the projection of the data into an 𝑀 dimensional subspace followed by projection onto the 𝑀 − 1

dimensional hyperplane containing the simplex. As Equation 4-13 provides a means for producing
every such reconstructed data point, 𝐬𝑜 must be parallel to that hyperplane. If this were not true,

increasing the value of 𝑔 would create data points outside of this hyperplane. Therefore, 𝐬𝑜 must be the

normal vector to the 𝑀 − 2 dimensional hyperplane containing the remaining endmembers while also
being parallel to the 𝑀 − 1 dimensional, simplex-containing hyperplane. The orthogonal distance to
the current endmember estimate (for which 𝑔 = 1) from the 𝑀 − 2 dimensional hyperplane is thus
given by ‖𝐬𝑜 ‖. Furthermore, the distance to any arbitrary reconstructed data point is given by:
𝑑𝑖𝑠𝑡(𝐱𝑖 , 𝐇𝑙 ) = ‖𝑔𝐬𝑜 ‖
= ‖𝑐𝑖𝑙 𝐬𝑜 ‖
= |𝑐𝑖𝑙 |‖𝐬𝑜 ‖

Equation 4-14

where 𝐇𝑙 is the hyperplane containing the endmember spectra 𝐬𝑗 ∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑀]\{𝑙}

As a result, one can directly determine pixels that will increase the volume by replacing the 𝑗 𝑡ℎ

endmember: any which meet the criteria �𝑐𝑖𝑗 �>1. Furthermore, the factor of volume increase due to this

replacement is given by �𝑐𝑖𝑗 �. This proves the assertion in [128] that the change in volume is directly
proportional to the abundance of the replacing pixel.

The solution to using abundances to replace pixels may, at a glance, appear to be solved,
however, a few assumptions have not yet been examined: it has been assumed that the subspace
spanned by the current endmember set is a good subspace in which to search for large simplexes and
furthermore, it has been assumed that the discrepancy between additivity constrained and unconstrained
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reconstructed pixels is negligible. In order to examine the reasonableness of these assumptions, it is
useful to examine an algorithm that makes use of additivity constrained abundances to unmix
hyperspectral data.

4.3 Abundance Guided Endmember Selection
Abundance Guided Endmember Selection (AGES), developed by Dowler and Andrews [128],
is an approach that exploits the geometric significance of additivity constrained abundances. The
operation of AGES will be discussed first, followed by an analysis of how the algorithm handles the
issues raised in the last section, namely: the appropriateness of the subspace spanned by the
endmember set for searching for large pixels and the discrepancy between unconstrained and additivity
constrained reconstructed data. After this theoretical discussion of the operation of the algorithm, a
discussion of the complexity of the algorithm follows and the chapter concludes with an empirical
examination of the performance of AGES.
4.3.1 Operation of Abundance Guided Endmember Selection
The AGES algorithm is an approach to unmixing data that directly exploits the geometric
significance of additivity constrained abundances. In short, the algorithm is based on repeatedly
inverting the data, using the thus generated additivity constrained abundances to identify pixels not well
fitted by the current simplex estimate and then uses the pixel most capable of increasing the volume,
(the pixel with the largest absolute abundance fraction), to replace the corresponding endmember
before inverting the data again. The steps in the algorithm are summarised below [128]:
1) Calculate the PCA transformation matrix, the eigenvectors corresponding to the M
largest eigenvalues of the scene covariance matrix: 𝐏 = 𝑒𝑖𝑔𝑀 (Σ), 𝐏 ∈ ℝ𝜆×𝑀

2) Randomly select an initial set of pixels as endmember estimates, 𝐒1
3) Calculate the image of 𝐒 on the reduced PCA space: 𝐒� = 𝐏𝐏 T 𝐒
4) Invert the data using Equation 4-12 with 𝐒� in place of 𝐒

5) Find the pixel with the largest magnitude abundance: 𝑖, 𝑗 = argmax𝑖,𝑗 ��𝑐𝑖𝑗 ��

6) If �𝑐𝑖𝑗 � − 1 > 𝑒𝑡ℎ𝑟𝑒𝑠ℎ replace the 𝑗 𝑡ℎ endmember with the image of pixel 𝑖 in PCA space
and go to 4, else, terminate.

An appropriate value of 𝑒𝑡ℎ𝑟𝑒𝑠ℎ is 0.001 [128]. Furthermore, replacements should be restricted

such that they cannot occur in the same endmember position consecutively [128].

The above approach makes use of a common approach for restricting the subspace searched for
large simplexes: Principal Components Analysis. Not only is such an approach used in the N-FINDR
algorithm [94], reduced subspaces have been shown to improve the performance of both the N-FINDR
algorithm compared to full-space variants [105] but the use of PCA has also been shown to be
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beneficial when used to preprocess the data in applications such as target detection [72]. The way in
which AGES uses this transformation is slightly different from these approaches, resulting in a
significant saving in the number of computations by minimizing the number of data points that need to
be transformed to the PC space [128].
Examine step 3) of the AGES algorithm, the transformation of the current set of endmember
estimates to their image within the reduced PC space:
𝐒� = 𝐏𝐏 T 𝐒

Equation 4-15

Given a matrix of unit eigenvectors (in fact, a set of orthonormal eigenvectors, as the covariance
matrix is positive semi-definite [65] and so the eigenvectors are orthogonal [65, 137]), the expression in
Equation 4-15 can be used to express 𝐒� in a different form:
𝐒� = 𝐏𝐏 𝑇 𝐒
𝐩1 ∙ 𝐬1
= 𝐏� …
𝐩𝑀 ∙ 𝐬1
𝑀

where:

… 𝐩1 ∙ 𝐬𝑀
…
… �
… 𝐩𝑀 ∙ 𝐬𝑀
𝑀

= �� 𝐩𝑖 (𝐩𝑖 ∙ 𝐬1 ) … � 𝐩𝑖 (𝐩𝑖 ∙ 𝐬𝑀 )�
𝑖=1

𝑖=1

Equation 4-16

𝐩𝑖 ∈ ℝ𝜆 is the 𝑖 𝑡ℎ eigenvector (corresponding to the 𝑖 𝑡ℎ largest eigenvalue)
𝐬𝑖 ∈ ℝ𝜆 is the spectral signature of the 𝑖 𝑡ℎ endmember

Therefore, the effect of this projection operation is to transform 𝐒 such that each column of its

image 𝐒� is a linear combination of the 𝑀 eigenvectors corresponding to the 𝑀 largest eigenvalues.

This means that the new set of endmember signatures, 𝐒�, forms a basis for the subspace spanned by the
first 𝑀 eigenvectors. The subspace spanned by these signatures represents the data optimally in a least

squares sense: the expected sum of reconstruction error (where the reconstruction error is defined using
the unconstrained abundances) is now a minimum over all possible 𝑀 dimensional subspaces one could
select from the original full dimensional data (see Appendix C). This does presuppose that the columns

of 𝐒� are linearly independent. In practice, the limited number of pixels combined with noise and the
variation in abundance fractions makes it highly likely that a linearly independent set of endmembers

will be selected: the author has never had such a circumstance fail to occur on either simulated or real
data sets. If such a failure were to occur, however, the entire concept of linear unmixing fails, as 𝐒�

needs to have linearly independent columns to allow for inversion to occur. Put in geometric terms, a
linearly dependent endmember set corresponds to a zero volume simplex. An easy solution is to
perturb the endmember set by re-choosing pixels at random, reduce the number of endmembers, or both.
Such a contingency plan is unlikely to be required in any event.
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AGES has provided a solution to finding an appropriate subspace within which to search by
selecting one commonly searched by other endmember extraction algorithms: the PC subspace.
Conveniently, this also minimises the reconstruction error. One of the key advantages to this approach
is that, unlike the N-FINDR algorithm, the entire data set does not need to be transformed to the
reduced PC subspace, only the endmembers need to be transformed. For large data sets this saves a
considerable number of operations, as shall be discussed subsequently when the complexity of AGES is
derived.
All that is left, then, is to justify AGES’ exclusion of the out-of-hyperplane distance when
considering which pixels make good candidates for replacements.

First, assume the 𝑀 − 1

dimensional hyperplane containing the current simplex estimate also contains the largest true simplex.
In this circumstance, any out-of-hyperplane distance is noise and should be ignored. Extending this
slightly further, if the hyperplane containing the current simplex estimate is parallel to the hyperplane
containing the best simplex estimate, out-of-hyperplane distances also represent noise plus a constant
error term, as the relative positions of the pixels will be the same after projecting to one of these two
hyperplanes regardless of which hyperplane is projected onto (due to this hyperplane sharing the same
normal vector as the hyperplane containing the true simplex).

Furthermore, given a hyperplane

containing the simplex estimate that is nearly parallel to the true simplex containing hyperplane, then
most of the out-of-hyperplane distance represents noise (as again, the normal vector to this plane will
be nearly identical to the normal to the true-simplex-containing hyperplane). This means that, given a
good selection of a set of pixels yielding a good simplex-containing hyperplane, incorporating out-ofhyperplane distances into the algorithm would not improve the results significantly and, in fact, would
potentially yield worsening results due to the inclusion of noise in the measure of quality of the simplex.
Conversely, while the out-of-hyperplane distances would yield increasing information about the
relative merits of selecting pixels with increasingly poor simplex estimates, they would also include an
indeterminate amount of noise. Given relatively high quality, high SNR data, one would expect that
increasing the volume of the current estimate would cause the hyperplane to increasingly orient in the
direction of the ideal hyperplane. As such, only the worst estimates of the simplex, those with little or
no components in one of the directions of the true hyperplane could be expected to stay poor forever.
On this basis, AGES does not include out-of-hyperplane distances in its measurement of the
quality of candidate pixels. Instead, the algorithm assumes that the current hyperplane estimate is
reasonably close to the true hyperplane or, failing this, is improving towards this. To insure against the
possibility of poor hyperplane selections, it is suggested that the algorithm, much like N-FINDR, be
executed multiple times and the result corresponding to the largest simplex retained [128]. The
resulting algorithm is slightly more sensitive to the initial conditions than N-FINDR, due to the
extraneous dimension included in the search for the largest simplex as noted in [128], however it is
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quite capable of producing results of a similar quality. It is also worth emphasising that this extra
dimension is crucial, as one cannot utilise any of the least squares inversion techniques discussed in this
thesis with a rank deficient endmember matrix. As such, the space into which the endmembers are
projected must necessarily have a dimension at least equal to the number of endmembers, 𝑀, which is
always one greater than the dimension of the simplex formed from those endmembers.

The use of multiple executions to ensure an acceptable solution is less than ideal for a videobased system; however, such a limitation also afflicts the N-FINDR algorithm. A remedy that allows
for a more consistent initialisation is proposed in the next chapter.

Having justified the use of

additivity constrained abundances and the AGES algorithm for use in unmixing hyperspectral data, the
remainder of this chapter will focus on the computational complexity of AGES and an empirical
confirmation of the performance of AGES on a selection of simulated and real hyperspectral scenes.
4.3.2 Computational Complexity of Abundance Guided Endmember Selection
The computational complexity of the AGES algorithm shall now be derived, based on the
approach used earlier for the N-FINDR algorithm and related approaches in previous chapters. It may
be useful to refer to Appendix A for the complexities of some commonly used operations.
The floating point operations in the AGES algorithm can be divided into three portions:
1. Calculation of Principal Component Vectors
2. Image of Endmember Spectra to PC space
3. Additivity Constrained Inversion
The complexity of each stage is derived in turn.
4.3.2.1 Principal Component Vector Calculation
The calculation of the principal components is identical in all respects to that derived earlier for
the original N-FINDR algorithm, and so is simply restated below (see Section 2.3.1 for details):
𝐶𝐴𝐺𝐸𝑆−𝐷𝑅 = 𝐶𝑐𝑜𝑣𝑎𝑟 + 𝐶𝑒𝑖𝑔𝑒𝑛
25𝜆3
≈ 𝜆2 𝑁 +
2

Equation 4-17

4.3.2.2 Image of Endmember Spectra to PC Space

The most efficient means of calculating the image of the endmember spectra in the PC space is
dependent on whether the principal component vectors are assumed to be unchanging (static scene) or
changing.

In the event that the scene is unchanging, it is most efficient to pre-calculate the

transformation matrix and then apply this matrix to the endmembers as they change.
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The transformation matrix is simply the matrix multiplication 𝐏𝐏 𝑇 , where 𝐏 ∈ ℝ𝜆×𝑀 is the

matrix containing the first 𝑀 principal component vectors. Such a process requires 𝜆2 dot products:

where

𝐩𝑇𝑖

𝑀

∈ ℝ represents the 𝑖

𝐩𝑇1 ∙ 𝐩𝑇1
� …
𝐩𝑇𝜆 ∙ 𝐩𝑇1

𝑡ℎ

𝐩𝑇1 ∙ 𝐩𝑇𝜆
… �
𝑇
𝐩𝜆 ∙ 𝐩𝑇𝜆

…
…
…

Equation 4-18

row of 𝐏. Given the symmetry of the matrix, this process

requires approximately 𝜆2 (2𝑀 − 1)/2 = 𝜆2 (𝑀 − 12) flops to calculate.

The subsequent calculation of 𝐒� = (𝐏𝐏 T )𝐒 has a complexity dependent on the number of new

endmembers within the set such that initially, for a set of 𝑀 previously unconsidered pixels, such as
when the algorithm first begins, 𝜆𝑀 dot products are required, whereas in subsequent iterations in

which only one endmember has been changed between iterations, the algorithm only needs to update
one column of 𝐒�, requiring only 𝜆 dot products. The complexity of this series of operations is therefore

𝑗(2𝜆2 − 𝜆), where 𝑗 denotes the number of changed endmembers since the previous calculation of 𝐒�.

This yields two possible complexities for calculating 𝐒�, based on a static scene such that the PC

vectors are unchanging. The first, based on the first iteration, in which the transformation needs to be
calculated:
1

𝐶𝐒�1 −𝑠𝑡𝑎𝑡𝑖𝑐 = 𝜆2 �𝑀 − 2� + 𝑀(2𝜆2 − 𝜆)
1

1

= 3𝜆2 𝑀 �1 − 6𝑀 − 3𝜆�
≈ 3𝜆2 𝑀

Equation 4-19

and a second complexity for subsequent iterations in which only one endmember changes:
𝐶𝐒�−𝑠𝑡𝑎𝑡𝑖𝑐 = 𝜆𝑗(2𝜆 − 1) ≈ 2𝑗𝜆2

Equation 4-20

where 𝑗 is the number of endmembers changed since the previous iteration, usually 𝑗 = 1 on a

static scene.

In a scene where the covariance matrix changes due to changes in the scene, it may be more
efficient to calculate Equation 4-15 from right to left. That is, to first calculate the product 𝐏 𝑇 𝐒. This
calculation requires 𝑀2 (2𝜆 − 1) flops.

The second half of this calculation, then, is to calculate

𝐒� = 𝐏(𝐏 T 𝐒), requiring 𝜆𝑀 dot products of vectors of length 𝑀. This yields a total complexity for

calculating 𝐒� in a dynamically changing scene of:

𝐶𝐒�−𝑑𝑦𝑛 = 𝑀2 (2𝜆 − 1) + 𝑀�2𝜆2 − 𝜆�
≈ 2𝑀2 𝜆(1 + 𝑀𝜆 )

Equation 4-21
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In a circumstance where there are many more bands than endmembers, 𝜆 ≫ 𝑀 , and all

endmembers require their PC projections to be calculated, 𝑗 = 𝑀, 𝐶𝐒�𝟏 −𝑠𝑡𝑎𝑡𝑖𝑐 represents one and a half

times the flops of 𝐶𝐒�−𝑑𝑦𝑛 . If the numbers of bands and materials are similar, 𝜆 ≈ 𝑀, 𝐶𝐒�𝟏 −𝑠𝑡𝑎𝑡𝑖𝑐 saves
approximately one quarter of the complexity of 𝐶𝐒�−𝑑𝑦𝑛 due to the symmetry of the 𝐏𝐏 T operation.

On the other hand, in a situation in which the covariance is unchanging, it is best to use the

𝐶𝐒�−𝑠𝑡𝑎𝑡𝑖𝑐 approach. While under such an approach the complexity of calculating 𝐒� is initially up to one
and a half times that of the 𝐶𝐒�−𝑑𝑦𝑛 approach, subsequent iterations save a minimum factor of
approximately 𝑀 flops if 𝑀 ≪ 𝜆 or up to a factor of approximately 2𝑀 if 𝜆 ≈ 𝑀.
4.3.2.3 Additivity Constrained Inversion

The process of additivity constrained inversion requires two stages:
1. Calculation of the unconstrained abundances
2. Calculation of the additivity modifier
Unlike constrained inversion, for which the value of (𝐒 𝑇 𝐒)−1 is never required, additivity

constrained inversion requires direct access to this matrix for the calculation of the additivity modifier.

As a result, the use of the SVD to calculate the pseudo-inverse, (𝐒 𝑇 𝐒)−1 𝐒 𝑇 , is significantly less useful,

as (𝐒 𝑇 𝐒)−1 must be calculated directly anyway. For this reason, unconstrained inversion for the AGES

algorithm will calculate the pseudo-inverse directly without using the SVD in order to save some

complexity.
3

1

𝐶𝐴𝐺𝐸𝑆−𝑃𝐼 = 3𝑀2 𝜆 − 𝑀𝜆 + 𝑀3 − 2𝑀2 + 2𝑀

This must be applied to each data point in turn, (𝐒 𝑇 𝐒)−1 𝐒 𝑇 𝐱𝑖 ∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑁]:
𝐶𝐴𝐺𝐸𝑆−𝐮 = 𝑁𝑀(2𝜆 − 1)

Equation 4-22

Equation 4-23

Once acquired, each unconstrained abundance fraction needs to have the difference between its
sum and one calculated, (𝟏𝑇 𝐮𝑖 − 1)∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑁]:

𝐶𝐴𝐺𝐸𝑆−𝑢𝑠𝑢𝑚 = 𝑁𝑀

Equation 4-24

𝐶𝐴𝐺𝐸𝑆−𝑆𝑐𝑠𝑢𝑚 = 𝑀(𝑀 − 1)

Equation 4-25

One can then begin to calculate the remaining components of the modifier in turn, starting with
the column sum: (𝐒 𝑇 𝐒)−1 𝟏:

This can then be followed by summing the rows of the result: 𝟏𝑇 [(𝐒 𝑇 𝐒)−1 𝟏]:
𝐶𝐴𝐺𝐸𝑆−𝑆𝑟𝑠𝑢𝑚 = 𝑀 − 1

Equation 4-26
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From this, the complete modifier, 𝐦 = (𝐒 𝑇 𝐒)−1 𝟏[𝟏𝑇 (𝐒 𝑇 𝐒)−1 𝟏]−1 (𝟏𝑇 𝐮 − 1), can be calculated

for each pixel with a computational cost of:

𝐶𝐴𝐺𝐸𝑆−𝐦 = 𝑁(𝑀 + 2)

Equation 4-27

The cost of updating the unconstrained abundance, 𝐮, to the constrained abundances, 𝐜, given

the modifier, 𝐦 is then simply the subtraction 𝐮 − 𝐦, given 𝐮, 𝐦 ∈ ℝ𝑀 and repeated for each pixel:
𝐶𝐴𝐺𝐸𝑆−𝐜 = 𝑁𝑀

Equation 4-28

Given this, the total complexity of the additivity constrained inversion process is given by:
𝐶𝐴𝐺𝐸𝑆−𝑎𝑑𝑑𝑖𝑛𝑣 = 𝐶𝐴𝐺𝐸𝑆−𝑃𝐼 +𝐶𝐴𝐺𝐸𝑆−𝐮 + 𝐶𝐴𝐺𝐸𝑆−𝑢𝑠𝑢𝑚 + 𝐶𝐴𝐺𝐸𝑆−𝑆𝑐𝑠𝑢𝑚
+ 𝐶𝐴𝐺𝐸𝑆−𝑆𝑟𝑠𝑢𝑚 + 𝐶𝐴𝐺𝐸𝑆−𝐦 + 𝐶𝐴𝐺𝐸𝑆−𝐜
1
1
= 2𝑁[𝑀(𝜆 + 1) + 1] + 𝑀 �𝑀2 + 𝑀 �3𝜆 − 2� − 𝜆 + 2� − 1

to:

Equation 4-29

Given that it is reasonable to assume that 𝑁 ≫ 𝑀𝜆 ≥ 𝑀2 and 𝜆 ≫ 1, this expression simplifies
𝐶𝐴𝐺𝐸𝑆−𝑎𝑑𝑑𝑖𝑛𝑣 ≈ 2𝑁𝑀𝜆 + 𝑀[2𝑀2 + 3𝑀𝜆]
≈ 2𝑁𝑀𝜆

Equation 4-30

Note that this is effectively no different to the complexity of unconstrained inversion, first, as
many of the extra calculations are one-off calculations: they do not need to be performed on each pixel;
and secondly, the computations associated with calculating the modifier, 𝐦, for each pixel are a factor

of 𝜆 lower in complexity than those associated with unconstrained inversion and so are relatively
insignificant.

4.3.2.4 Abundance Guided Endmember Selection: Total Complexity
The complete complexity of AGES will be considered in two modes, first, as a standard
algorithm for unmixing hyperspectral data on a static scene such as those produced in the previous
chapter and secondly, as an algorithm attempting to operate in a video based system.
In the first instance, as an algorithm operating on a static scene, the algorithm need only
calculate the principal component vectors once and transformation matrix once. The remaining portion
of the algorithm consists of nothing more than fully constrained inversion until the algorithm finally
converges, after 𝑘 iterations, a value not known a priori.

In this instance the complexity of the algorithm is given by:
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𝐶𝐴𝐺𝐸𝑆−𝑠𝑡𝑎𝑡𝑖𝑐 = 𝐶𝐴𝐺𝐸𝑆−𝐷𝑅 + 𝐶𝐒� −𝑠𝑡𝑎𝑡𝑖𝑐 + (𝑘 − 1)𝐶𝐒�−𝑠𝑡𝑎𝑡𝑖𝑐
1
+ 𝑘𝐶𝐴𝐺𝐸𝑆−𝑎𝑑𝑑𝑖𝑛𝑣
25𝜆3
≈ 𝜆2 𝑁 +
+ 3𝜆2 𝑀 + 2(𝑘 − 1)𝜆2 + 2𝑘𝑁𝑀𝜆
2
25𝜆2 3𝜆𝑀 + 2(𝑘 − 1)𝜆
= 𝑁𝜆 �𝜆 +
+
+ 2𝑘𝑀�
2𝑁
𝑁

to:

Equation 4-31

Again, if it is reasonable to assume that 𝑁 ≫ 25𝜆 and that usually 25 > 𝑀, then this simplifies
2(𝑘 − 1)𝜆
+ 2𝑘𝑀�
𝑁
𝜆(𝑁 + 2(𝑘 − 1))
= 𝑁𝜆 �
+ 2𝑘𝑀�
𝑁

𝐶𝐴𝐺𝐸𝑆−𝑠𝑡𝑎𝑡𝑖𝑐 ≈ 𝑁𝜆 �𝜆 +

Equation 4-32

The number of iterations to converge will be considered empirically subsequently, however, it
is possible to comment on the likely order of magnitude of 𝑘. AGES works on principles closely
related to the operation of the N-FINDR algorithm, as such, one might expect a similar number of total
replacements to occur.

In fact, one can expect a slightly lesser number, as N-FINDR takes all

replacements that increase the volume of the current simplex across all endmembers within an iteration,
whereas AGES only takes the best replacement for a single endmember based on the current
endmember set. Each iteration of AGES results in a single replacement. Therefore, one could expect
that AGES would require a lesser but similar number of iterations as N-FINDR produces replacements.
As will be seen later, this somewhat over-estimates the required number of iterations, but used as a
rough indicator of the relative significance of the terms in Equation 4-32, suggests that 𝑁 ≫ 2(𝑘 − 1),

as otherwise nearly a half of all pixels would need to be used as replacements. As such, the complexity
of the algorithm simplifies to:
𝐶𝐴𝐺𝐸𝑆−𝑠𝑡𝑎𝑡𝑖𝑐 ≈ 𝑁𝜆[𝜆 + 2𝑘𝑀]

Equation 4-33

This suggests that the complexity of the algorithm is generally dominated by both the
calculation of the covariance matrix and the inversion portion of the algorithm.

The relative

contribution of each varies depending on how complex the scene is: the more materials, the more
iterations one can expect, causing the complexity of the inversion to increase, while the complexity of
calculating the covariance remains static, dependent only on the number of bands.
Indeed, the worst case complexity is obtained by letting the number of endmembers within the
scene, 𝑀, approach the number of spectral bands, 𝜆. In this instance, 𝑘 could also be expected to be at

least 𝜆, as one would hope for at least one refinement of each endmember from the initial estimate,

given that random initial estimates are unlikely to be very good compared to the results of the final
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algorithm [109]. Under these conditions, the complexity of the algorithm is completely dominated by
the complexity of the repeated applications of additivity constrained inversion:
𝐶𝐴𝐺𝐸𝑆−𝑠𝑡𝑎𝑡𝑖𝑐−𝑚𝑎𝑥 ≈ 2𝑘𝑁𝑀𝜆 ≈ 2𝑘𝑁𝜆2

Equation 4-34

Due to the discrepancy in the number of iterations to converge, as AGES only makes one
replacement per iteration compared to LDU-N-FINDR and LDU-S-N-FINDR, AGES is relatively
expensive on a static scene compared to these fast implementations of N-FINDR (see Equation 3-15
and Equation 3-19 for the complexity of these algorithms). A slight mitigating factor in favour of
AGES is that the original N-FINDR algorithm and consequently LDU-N-FINDR is inherently a
sequential algorithm. Parallelising N-FINDR is difficult without changing the operation and hence
convergence properties of the algorithm, for example see [101, 127]. Conversely AGES is inherently
highly parallelisable [128], as, for example, the abundance fractions can be calculated independently
and therefore the associated calculations can be divided between processors on a per pixel basis almost
trivially easily. Parallelisation, multi-core performance and such like are, however, not a focus of this
thesis and so no further comment will be made on this feature of the algorithm other than to suggest
that as multi-core platforms become more popular in desktop computers, in DSPs and in the use of, for
example, graphics cards for more than rendering graphics, algorithms that are capable of easy
transference to such platforms should be looked upon favourably.
Parallel implementations aside, the slower performance of the AGES algorithm on static scenes
is not of great concern. As discussed at the beginning of this chapter, the intention was not to put
AGES up against these algorithms in a static scene environment. The intention, rather, was to examine
the use of AGES to produce data for use in video rate systems. In such a system all components of the
algorithm, including dimension reduction, one iteration of endmember determination and inversion,
need to be completed on each frame. In this circumstance, the per-frame complexity is given by:
𝐶𝐴𝐺𝐸𝑆−𝑑𝑦𝑛 = 𝐶𝐴𝐺𝐸𝑆−𝐷𝑅 + 𝐶𝐒�−𝑑𝑦𝑛 + 𝐶𝐴𝐺𝐸𝑆−𝑎𝑑𝑑𝑖𝑛𝑣
2

25𝜆3

+ 2𝑀2 𝜆 + 2𝑁𝑀𝜆
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25𝜆2 2𝑀2
= 𝑁𝜆 �𝜆 +
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Equation 4-35

Again, assuming that 𝑁 ≫ 25𝜆 and given that 25𝜆2 > 2𝑀2 , this simplifies to:
2

𝐶𝐴𝐺𝐸𝑆−𝑑𝑦𝑛 ≈ 𝜆 𝑁 +

25𝜆3

2
≈ 𝑁𝜆(𝜆 + 2𝑀)

+ 2𝑀2 𝜆 + 2𝑁𝑀𝜆

Equation 4-36

Applying a worst case scenario to the complexity of this algorithm, 𝜆 = 𝑀, yields a maximum

complexity of:
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𝐶𝐴𝐺𝐸𝑆−𝑑𝑦𝑛−𝑚𝑎𝑥 ≈ 𝑁𝜆(𝜆 + 2𝑀)
= 3𝑁𝜆2

Equation 4-37

Compare this, for example, to the complexity of LDU-S-N-FINDR (see Section 3.1.3) when
this algorithm is required to execute one each of the dimension reduction, endmember determination
and additivity constrained inversion (as this has no significant increase in complexity and produces
better quality abundances, it is fitting to use this approach under these conditions):

𝐶𝑆−𝐿𝐷𝑈−𝑑𝑦𝑛 = 𝐶𝐷𝑅 + 𝐶𝑆−𝐿𝐷𝑈−𝐸𝐷 + 𝐶𝐴𝐺𝐸𝑆−𝑎𝑑𝑑𝑖𝑛𝑣
25𝜆3
≈ 𝑁𝜆(λ + 2𝑀) +
+ 2𝑀(𝑀3 − 3𝑀2 + 3𝑀 − 1)
2
+ 2𝑁𝑀(𝑀 − 1) + 2𝑁𝑀𝜆
25𝜆3
2𝑀(𝑀 − 1)
�+
= 𝑁𝜆 �𝜆 + 4𝑀 +
𝜆
2
+ 2𝑀(𝑀3 − 3𝑀2 + 3𝑀 − 1)

Equation 4-38

Using the above assumptions, this simplifies to:

𝐶𝑆−𝐿𝐷𝑈−𝑑𝑦𝑛 ≈ 𝑁𝜆 �𝜆 + 4𝑀 +

2𝑀2
�
𝜆

Equation 4-39

Again, considering the worst case complexity when 𝜆 = 𝑀 gives a maximum complexity of:
𝐶𝑆−𝐿𝐷𝑈−𝑑𝑦𝑛−𝑚𝑎𝑥 ≈ 7𝑁𝜆2

Equation 4-40

This means that the worst case complexity of such an LDU-S-N-FINDR system is a factor of
2. 3̇ times more expensive than the equivalent AGES system, due to AGES’ avoidance of explicitly
transforming the complete data set to the PC space and the way in which AGES can reuse the
complexity required in the inversion process to remove explicit endmember determination calculations.
Outside of the worst case scenario, AGES still saves a total of 2𝑁𝜆𝑀 + 2𝑁𝑀2 flops per frame, a
potentially substantial saving, particularly, as noted, for complex scenes with high numbers of
endmembers.
4.3.3 Experimental Evaluation of Abundance Guided Endmember Selection
One might expect that the savings highlighted in the previous section come with a cost. The
performance of the AGES algorithm shall now be evaluated in order to measure how accuracy is
affected by this approach to unmixing on static scenes. This will allow an examination in the next
chapter of something more directly relevant to the goals outlined at the beginning of this chapter: a
video system on a changing scene.
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4.3.3.1 Methodology
The original AGES algorithm was benchmarked against the original N-FINDR algorithm. Both
algorithms utilised PCA for the dimension reduction stage. Both algorithms were executed as though
operating on a static scene, that is, both executed the dimension reduction portion of the algorithm only
once, performed endmember determination until the convergence criteria relevant to each particular
algorithm was reached and then performed a final inversion of the data in order to produce abundance
fractions. Each algorithm was executed on the three sets of test scenes outlined in Section 2.4.1, the
simulated data with an SNR of 30, the Cuprite subscene and the Indian Pines test scene.

The

algorithms were executed 100 times on each of the simulated scenes and 1000 times on the real data
sets.
As per previous chapters, the metrics of performance used were the volume of the simplex
produced and where relevant, the SAM angle to materials known to exist within the scene and derived
abundance maps as well as an examination of the spectra produced by the algorithm. SAM angles were
generated based on the matches to exemplar spectra, using the process outlined in previous chapters.
Any endmembers that were included in more than 50 final results for either algorithm were included as
exemplars.
Abundance maps for trials representing the best, approximate median and poorest performance
were examined for the AGES algorithm, for comparison with the results of the N-FINDR algorithm on
these scenes in previous chapters.
Timing data was generated based on MATLAB implementations of both the N-FINDR and
AGES algorithms, executed on an AMD Athlon 2600 XP as per the timing tests in previous chapters.
In order to determine the time for one iteration, the average of 1000 iterations on each of the simulated
scenes and the Indian Pines scene was used, while the average of 100 iterations was used on the Cuprite
subscene for the same purpose.
4.3.3.2 Results and Discussion
4.3.3.2.1 Simulated Data
The original N-FINDR algorithm produced identical simplexes regardless of initialisation. The
AGES algorithm had a slightly higher degree of variation in its results for 5 or more endmembers, see
Figure 4-3. The dependence of the AGES algorithm’s performance on the orientation of the initial
simplex explains this extra variation. The relatively minimal extent of this variation is easily explained
within the simulated data set: the simulated data is very nearly perfect. As a result, there is not much
opportunity for initial simplexes to be oriented wildly differently from the true simplex. Furthermore,
there is ample opportunity for replacements to correct a poor initial estimate to align more closely
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within the true simplex. As such, the sensitivity of AGES was not as apparent as is noted in the
subsequent experiments on real data.

Figure 4-3 Volumes of simplexes formed by N-FINDR and AGES on 3 simulated data sets with a) 3 endmembers, b) 5
endmembers and c) 10 endmembers

The AGES algorithm required a considerably larger number of iterations to converge than the
N-FINDR algorithm, due to AGES’ replacement of a single endmember per iteration. Both algorithms
required a greater number of iterations to converge as the number of endmembers within the scene
increased.

Figure 4-4 Number of iterations required to converge on each of the simulated scenes for the a) N-FINDR and b) AGES
algorithms

While the relationship between the number of iterations required to converge and the number of
endmembers in the scene appears to be quite strong, it should be remembered that the number of
iterations AGES requires to converge is strongly linked to the number of replacements the N-FINDR
algorithm makes. Many things potentially affect the number of such replacements: the distribution of
the abundances and number of materials, the degree of impurity of the most pure pixels, the extent of
noise and such like. As such, it would be premature to develop a more detailed relation between
number of iterations and scene composition.
While the number of iterations, and hence frames within a video system, required to converge is
of clear interest in investigating the appropriateness of the video system, that is the focus of the next
chapter. Of more immediate concern is how comparatively rapidly frames would be processed. The
average time required per iteration of the endmember determination portion of the algorithm for the N143

FINDR and AGES algorithms on the three simulated scenes are summarised in Table 4-1 below. In
addition, as the N-FINDR algorithm is not in serious competition with the AGES algorithm in terms of
complexity, the timings for the LDU-N-FINDR and LDU-S-N-FINDR algorithms explored in the
previous chapter are included as well.
N-FINDR
Endmembers
in Scene

AGES

LDU-N-FINDR

LDU-S-N-FINDR

3 0.2592

0.0112

0.1031

0.0037

5 0.4720

0.0174

0.1079

0.0081

10 1.4181

0.0438

0.1113

0.0187

Table 4-1 Time to complete a single iteration of the endmember determination portion in seconds of each of the original N-FINDR,
AGES, LDU-N-FINDR and LDU-S-N-FINDR algorithms on a series of simulated data sets with 224 bands and 𝟏𝟎𝟎 × 𝟏𝟎𝟎 pixels

While these timing results are highly favourable for the AGES algorithm, even in comparison to

the LDU-N-FINDR algorithm, which is at odds with expected results based on the analysis of the
complexity of the two algorithms, it should be noted that the AGES algorithm can be implemented very
efficiently in MATLAB, as it is able to be written exclusively as matrix operations (BLAS level 3 [145])
in contrast to LDU-N-FINDR and certainly in contrast to the original algorithm. This is not to suggest
that this is an entirely unfair comparison, there are advantages to being able to operate at this higher
level, both computationally and otherwise, however, it should be remembered that MATLAB is
particularly punishing of algorithms that are unable to do so [146]. As a result, despite the fact that the
number of iterations to converge above were not produced by the LDU-S-N-FINDR algorithm, the
timings for this algorithm will be used to indicate a kind of best case performance of the LDU-NFINDR algorithm such that the true cost of the algorithm can be assumed to lie somewhere between the
time measured for the LDU-S-N-FINDR and LDU-N-FINDR algorithms.
The complete time to converge is dependent on both the time per iteration and on the number of
iterations to converge. Combining the results in Table 4-1 and Figure 4-4 produces the time to
converge shown in Figure 4-5.

It should be noted that the time scale changes with changing

endmembers.
Pleasingly, the AGES algorithm consistently outperforms the original N-FINDR algorithm,
suggesting that it is, indeed, a lower complexity algorithm as suggested in [128]. Conversely it was, as
expected based on the complexity analysis, outperformed by the LDU-S-N-FINDR algorithm
representing the lowest expected complexity of LDU-N-FINDR.
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Figure 4-5 Time to complete endmember determination for the AGES, LDU-S-N-FINDR, LDU-N-FINDR and N-FINDR
algorithms on simulated data with a) 3, b) 5 and c) 10 endmembers

This comparison is not exactly fair when one considers a video application. The above analysis
does not factor in the cost per iteration of PCA nor of inversion, except of course in the case of AGES
to which inversion is an integral component.
The time to complete PCA and the transformation of the data to the PCA space is summarised
in Table 4-2 below. The time required for inversion is approximately the same time required for one
iteration of AGES.
Endmembers in Scene

Stage

Total

3

5

10

Covariance

0.6480

0.6480

0.6480

Eigen-

0.1161

0.1161

0.1161

PCA Transform

0.0298

0.0344

0.0484

N-FINDR

0.7939

0.7985

0.8125

AGES

0.7641

0.7641

0.7641

decomposition

Table 4-2 Time in seconds to complete stages common to the N-FINDR algorithm, AGES and other N-FINDR variants on
simulated scenes with indicated number of endmembers, 224 bands and 𝟏𝟎𝟎 × 𝟏𝟎𝟎 pixels

Note that as PCA is dependent on the number of bands, not on the number of endmembers, the

time required to complete this stage did not vary significantly across the scenes. Also, the time
required to complete PCA may seem quite long relative to the time required to complete a single
iteration of any algorithm, however, it should be kept in mind that the simulated scenes had a relatively
high number of spectral bands and a relatively low number of pixels and endmembers.

Such

circumstances make the complexity associated with the dimension reduction portion of the algorithm
more significant in comparison with the endmember determination and inversion stages. It would be
reasonable to expect that in larger scenes with fewer bands, the contribution of the PCA stage would be
less noticeable.
A second cause of the inflated cost of PCA appeared to be non-computational costs associated
with manipulating the large matrices involved in calculating the covariance matrix in memory. For
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example, the calculation of the mean removed data vectors required between one third and half of the
time required to calculate the covariance matrix. Based on a complexity analysis, this was expected to
cost approximately 3% of the time required to calculate the eigenvectors from the covariance, not
300%. As such, the time required to perform PCA measured above is perhaps over-estimated.
In any event, as the complexity of AGES effectively becomes added to the complexity of any
other algorithm when inversion is required every iteration, AGES becomes less costly than the other
approaches. Due to the extra costs involved in the MATLAB implementation and the low number of
pixels and endmembers relative to the number of bands, this saving would be expected to be more
significant than that measured above in most realistic systems.
4.3.3.2.2 Cuprite Subscene
In the noisier, real data in contrast to the more simplistic simulated data, the volume of simplex
produced by the AGES algorithm was more noticeably lower than the original N-FINDR algorithm, yet
still comparable. In particular, the best results of the AGES algorithm were quite similar to the best
performance of the N-FINDR algorithm, see Figure 2-23. Again, this is consistent with the sensitivity
of the AGES algorithm to the initial set of pixels used as an endmember estimate. The real data had an
increased number of endmembers which, as illustrated in the simulated data, increased the variability of
the performance of the algorithm. In addition, the assumption that the data forms something close to a
perfect simplex is less accurate in real data, and so this in turn also provides greater opportunities for
the initial starting set to negatively impact on the final performance of the algorithm.

Figure 4-6 a) Statistics and b) distribution of volumes of the simplexes produced by the N-FINDR and AGES algorithms on the
Cuprite subscene

There is, of course, a second explanation for the difference in volumes between AGES and NFINDR: AGES attempts to maximise the volume of a simplex of dimension 𝑀 − 1 within the space

spanned by the first 𝑀 principal components, whereas N-FINDR searches for the largest simplex

within the first 𝑀 − 1 principal components. Therefore, while the measurement of the volume in the
first 𝑀 − 1 principal components’ space is fair, in the sense that similar reduced spaces have been

shown to be an effective space within which to search for simplexes for the purposes of unmixing [105],
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the N-FINDR algorithm can be expected to offer superior results to virtually any other algorithm based
on this metric as it explicitly maximises it [99, 110, 128]. Indeed, while the volume of the N-FINDR
algorithm monotonically increased with increasing iterations, this was generally but not universally true
for the AGES algorithm. A comparison between the maximum volume in any given iteration and the
final volume produced by the algorithm, see Figure 4-7, suggests that in some rare circumstances a
volume decrease in one iteration went on to produce some quite low volume final results, suggesting
that the orientation of the simplex was put awry in a way not subsequently corrected.

Such

circumstances were rare enough, however, to not greatly affect the overall statistics of the performance
of the algorithm.

Figure 4-7 a) Statistics and b) distribution of volumes of the simplexes produced by the largest of any given iteration of the AGES
algorithm compared to the actual final volume produced by the algorithm

A more balanced comparison against the N-FINDR algorithm requires a slightly wider range of
metrics than volume alone [128]. As in previous chapters, the SAM angle to the known materials and
representative abundance maps were used in addition to the volume.
Selecting all the endmembers that were included in a final endmember set more than 50 times
for either algorithm yielded a total of 98 exemplar endmembers of the total 1535 unique endmembers
produced by the algorithms over the 1000 trials. These exemplars were responsible for 16444 of the
endmembers produced by the N-FINDR algorithm and 16225 produced by AGES of the 22000 total
produced by each algorithm, meaning that these 98 exemplars represented approximately 74% of the
total produced endmember spectra. AGES produced 1212 unique endmembers, whereas N-FINDR
produced 1093, suggesting a slightly higher degree of variation in the AGES algorithm, as expected.
After matching the various exemplars to materials and other unique endmembers to the
exemplars as per the process outlined in the previous chapters, the SAM angles of the derived
endmembers to the known ground truth spectra for each algorithm were calculated as shown in Figure
4-8.
What is perhaps most remarkable about these SAM angles is the relatively minimal differences
between the two algorithms, despite the variation in volume between the algorithms. This suggests that
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the endmembers produced by the AGES algorithm were generally as good as those produced by NFINDR. Given the extent to which a relatively small number of endmember spectra dominated the set
of final derived endmembers, this is quite a reasonable result, however. As noted previously, the
absence of an appropriate Calcite (C) spectrum within the ground truth database resulted in the SAM
angles for this material being uniformly high.

Figure 4-8 SAM angles (in radians) for the original N-FINDR and AGES algorithms on the Cuprite subscene
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Having considered the SAM errors from the overall set of results, abundance maps for the
largest, closest to median and smallest volume trials along with the corresponding spectral signatures
were examined for comparison with the earlier N-FINDR results.

Figure 4-9 Additivity constrained abundance maps for the largest volume trial of the AGES algorithm on the Cuprite subscene
with the best matching material and SAM angle indicated

Examining Figure 4-9 one notices that the distributions of the materials within the scene are
highly similar to those produced by the N-FINDR algorithm examined previously (see Figure 2-14,
Figure 2-16 and Figure 2-18). Furthermore, when one examines the spectra derived from the scene
compared to the materials from the ground truth data that they most closely match in Figure 4-10, the
matches can be seen to generally be very close, much as it was previously for the N-FINDR algorithm.
As before, the labels in the legends of the various sub-figures in Figure 4-10 correspond to the
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abundance map labels in Figure 4-9. As noted previously for Calcite (C), the spectral signature match
and related SAM suggest much poorer results than the reasonably good abundance map match to this
material.
Indeed, in general as one considers the results relevant to the closest to median volume in
Figure 4-11 and Figure 4-12 and minimum volume scenes in Figure 4-13 and Figure 4-14, one can see
that for these scenes, despite the substantial change in volume between these scenes and the best scene,
(the best scene was over 1500 times greater in volume than the worst scene), neither the perceived
distribution of materials across the scene nor the derived endmember spectra appear significantly
different.

Certainly, the differences are not so substantial as to be on the order of the volume

discrepancy!
It should, of course, be mentioned that approximately 1/3 of the abundance maps are missing
from these figures, having been labelled as noise, roads or unidentifiable materials. The difference in
volume, it seems, relates to these endmembers, which are of less concern to the end user.
Interestingly, unlike in the comparison of the FI and SI implementations of the N-FINDR
algorithm, no exemplars needed to be labelled as unidentifiable due to variation in the abundance maps,
(which would have meant that one spectrum represented several potential materials).
This seems to confirm that searching within the data for large volume simplexes is, in general, a
safe approach for searching for endmembers. Enforcing the endmembers to come from within the data
appears to greatly limit the number of spectra which will eventually be selected as endmembers and,
providing that pure endmembers exist within the data, yields results that are pleasingly close to the
ground truth. Such properties are naturally appealing within a forensic imaging context, suggesting
that AGES does not significantly lag behind N-FINDR in accuracy, meaning that it is a reasonable
proxy within a camera system, given that the complexity rewards justify its inclusion.
To further emphasise the relative similarity of these three trials with such differing volumes, a
thematic map of materials, in which each pixel has been crudely classified as ‘belonging’ to the
endmember which has the greatest abundance in that pixel are shown in Figure 4-15.
The thematic maps in Figure 4-15 show some small variations in the accuracy of the trials, in
particular one notes that Kaolinite (yellow) was more abundant in the largest trial, as was the Kaolinite
and Smectite mixture (orange) while Chalcedony (mid blue) was generally under-represented in this
trial.
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Figure 4-10 Spectra of identified materials in the best trial of AGES on the Cuprite subscene compared to ground truth spectra
by ground truth material
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Figure 4-11 Additivity constrained abundance maps for the closest-to-median volume trial of the AGES algorithm on the Cuprite
subscene with the best matching material and SAM angle indicated
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Figure 4-12 Spectra of identified materials in the closest-to-median volume trial of AGES on the Cuprite subscene compared to
ground truth spectra by ground truth material
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Figure 4-13 Additivity constrained abundance maps for the lowest volume trial of the AGES algorithm on the Cuprite subscene
with the best matching material and SAM angle indicated
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Figure 4-14 Spectra of identified materials in the lowest volume trial of AGES on the Cuprite subscene compared to ground truth
spectra by ground truth material
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Figure 4-15 Thematic maps denoting roughly classified maps of the a) largest b) closest to median and c) lowest volume trials for
the AGES algorithm on the Cuprite subscene. The numbers next to the colour bar represent the 12 ground truth materials in
order and a 13th noise material.

Having considered the accuracy of both algorithms on the Cuprite scene, it is now appropriate
to consider the relative complexity of each as well. The increased number of materials in the scene also
increased the number of iterations required for both algorithms to converge, however, N-FINDR’s
iteration count increased proportionally much more than AGES over the simpler simulated scenes with
fewer endmembers, refer to Figure 4-16.

Figure 4-16 Iterations to converge on the Cuprite subscene for the a) N-FINDR and b) AGES algorithms

This only provides half of the complexity story, the time required to complete a single iteration
for each algorithm is summarised in the same fashion as for the simulated data in Table 4-3.
N-FINDR

AGES

LDU-N-FINDR

LDU-S-N-FINDR

108.28

1.7100

1.5316

0.6580

Table 4-3 Time in seconds to complete a single iteration of the N-FINDR, AGES, LDU-N-FINDR and LDU-S-N-FINDR
algorithms on the Cuprite subscene with 189 retained bands, 𝟑𝟓𝟎 × 𝟑𝟓𝟎 pixels searching for 22 endmembers

Again, the true cost of completing a single iteration of LDU-N-FINDR should be assumed to be

somewhere between the cost of LDU-S-N-FINDR and LDU-N-FINDR.

Using the above timing

information and iteration counts yielded the time spent iterating shown in Figure 4-17.
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Figure 4-17 Time to complete endmember determination on the Cuprite subscene for a) N-FINDR and AGES and b) AGES,
LDU-N-FINDR and LDU-S-N-FINDR

As expected, due to the computational inefficiency of the original algorithm, the N-FINDR
algorithm took substantially longer than any of the other approaches while AGES, due to the
comparatively large number of iterations required to converge took a longer time than the LDUoptimised N-FINDR methods.
The cost of AGES, however, is now on the order of the cost of a single iteration of the LDU-NFINDR algorithm, which means that when one adds the cost of inversion to each iteration, AGES saves
slightly less than half of the total time of inversion plus endmember determination. The significance of
this saving is, of course, dependent on the time required for dimension reduction, see Table 4-4.
Covariance
7.7102

Eigen-decomposition
0.0594

PC Transformation
0.7617

N-FINDR Total

AGES Total

8.5313

7.7696

Table 4-4 Time in seconds to compute the dimension reduction stage of the algorithms on the Cuprite subscene

As for the simulated data, non-computational costs appeared to have had a significant impact on
the total time required for the covariance matrix calculation, inflating the apparent cost of dimension
reduction. Despite this, AGES still made a reasonable contribution to reducing the overall complexity
per iteration of the video processing algorithm which, as for the simulated data, could be expected to be
more significant in a real system than in the MATLAB implementation used in testing.
4.3.3.2.3 Indian Pines Test Scene
As experienced in the Cuprite scene, the volume of simplexes produced by the N-FINDR
algorithm were generally larger than those produced by AGES, although AGES was quite capable of
producing simplexes as large as the largest N-FINDR simplexes, see Figure 4-18.
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Figure 4-18 a) Statistics and b) distribution of volumes of the simplexes produced by the N-FINDR and AGES algorithms on the
Indian Pines test scene

Again, the relatively smaller simplexes and greater variation is indicative of the extra sensitivity
of the AGES algorithm to the initial endmember estimate.
Abundance maps for AGES for the best trial (in volume terms) were identical to the best trial
produced by the N-FINDR algorithm. As such, these images will not be reproduced, refer to Figure
2-23. The trial closest to the median volume and the worst trial are shown in Figure 4-19 and Figure
4-20. The maps are ordered by SAM angle to the materials in the best N-FINDR (and hence also
AGES) trial, the best match being indicated below each map by number.
The abundance maps produced by AGES on the Indian Pines did not differ significantly from
those produced by the N-FINDR algorithm, in agreement with the performance on the Cuprite scene.
This suggests that the performance of AGES is generally quite similar to that of the N-FINDR
algorithm. This is perhaps not too surprising, given the similar mechanisms that drive each algorithm.
As for the previously considered algorithms, given that the abundance maps produced by the
algorithm were not well correlated with the ground truth of the scene, it is difficult to make meaningful
comments about the relationship between the volume of the simplex produced and the quality of the
abundances derived. Generally, however, one would suggest that as the volume increased the results
matched more closely those produced by the largest volume N-FINDR trial.
In general, however, one can note that the difference in volume between the best and worst
trials does not appear to offer results that are correspondingly perceptually substantially different. This
was in agreement with the results on the Cuprite scene. What this seems to imply is that while the
AGES algorithm is indeed more sensitive to the initial conditions than the N-FINDR algorithm, the
perceivable impact of this difference may not be very significant in applications where accurate
quantification of the materials is secondary to producing abundance maps and endmember spectra that
are indicative of the features of the scene.
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Figure 4-19 Additivity constrained abundance maps for the closest to median volume trial of the AGES algorithm on the Indian
Pines test scene with the best matching material from the N-FINDR algorithm’s best trial indicated for each map
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Figure 4-20 Additivity constrained abundance maps for the lowest volume trial of the AGES algorithm on the Indian Pines test
scene with the best matching material from the N-FINDR algorithm’s best trial indicated for each map

While the abundance maps produced by AGES suggest similar accuracy to the N-FINDR
algorithm, the complexity of the algorithm is, of course, the real focus. In this vein, the number of
iterations to converge for each algorithm is shown in Figure 4-21.

Figure 4-21 Iterations required to converge on the Indian Pines test scene for a) N-FINDR and b) AGES

Combining these iteration counts with the timing information in Table 4-5, one can produce the
time needed for each algorithm to converge, as seen in Figure 4-22.
160

N-FINDR

AGES

LDU-N-FINDR

LDU-S-N-FINDR

9.7956

0.2456

0.2506

0.0838

Table 4-5 Time in seconds for one iteration to complete for each of the N-FINDR, AGES, LDU-N-FINDR and LDU-S-N-FINDR
algorithms on the Indian Pines test scene

Figure 4-22 Time to complete endmember determination on the Indian Pines test scene for a) N-FINDR and AGES and b) AGES,
LDU-N-FINDR and LDU-S-N-FINDR

Again, considering a video system that requires dimension reduction and inversion to be
performed every iteration, the results in Table 4-6 show that the performance on the Indian Pines scene
of the N-FINDR and derivative algorithms are more expensive per frame than the AGES algorithm, in
line with the results on both the simulated and Cuprite scenes.
Covariance
1.2069

Eigen-decomposition
0.0516

PC Transformation
0.1145

N-FINDR Total

AGES Total

1.3730

1.2585

Table 4-6 Time in seconds to compute the dimension reduction stage of the algorithms on the Indian Pines test scene

Furthermore, the results in Table 4-6 are afflicted by the same over-estimation of the cost of the
covariance matrix calculation as those of the previous two data sets.
4.3.4 Abundance Guided Endmember Selection in Video Systems
The above performance evaluation has highlighted that the accuracy and operation of the AGES
and N-FINDR algorithms are similar enough that AGES has potential as an alternative to the N-FINDR
based algorithms within a video system. In particular, AGES has a decided advantage over these
systems in that it both has a relatively low complexity per iteration in its own right, but also does not
require additional inversion calculations. This suggests that AGES is an excellent candidate algorithm
to use as a base for building such a video system, however, many issues involved in such a system have
not yet been addressed, the analysis in this chapter being focussed on static scenes.
The next chapter will look at some of the issues facing AGES within a video context, such as
how one can produce more consistent results, (given that multiple executions are not feasible in video
systems), and how the algorithm can be modified to handle a changing scene, including changing
numbers of materials and other associated issues.
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5 Towards Video Rate Hyperspectral Unmixing Based on N-FINDR
Principles: A Dynamic Scene
In the previous chapter, a strategy for achieving a lower complexity per frame was investigated,
concluding that the AGES algorithm provides a low complexity means for producing abundance maps
on a continuous basis. However, the previous chapter left a number of issues related to a video
implementation of AGES unresolved.
While the AGES algorithm was shown to require a relatively low number of computations per
frame, the previous chapter considered only the final results of the AGES algorithm, it did not consider
how intermediate results would appear. Furthermore, the previous chapter did not suggest a framework
for coping with changing scene contents. This chapter will explore some of these issues in more detail.
However, before considering these issues, there is another issue of some significance not dealt
with in the previous chapter: the performance is dependent on the initialisation used. Given an
unchanging scene, this is not a significant problem, one can execute the algorithm multiple times and
accept the best result, as was suggested as a possibility for a still camera system. Given a changing
scene, such a solution is clearly not possible: one cannot rely on having access to a particular portion of
the scene for sufficient time to allow multiple analyses. Indeed, one must expect that the initial results
displayed by the system will have a direct influence over how long the camera will linger over a
portion of the scene. Therefore, given a changing scene, one requires a higher degree of confidence
that the results produced by the algorithm are preferably good, but at a minimum not poor within a
single trial. In essence, one requires a means for initialising AGES such that the results are better than
typical.

5.1 Initialising the AGES Algorithm
The AGES and N-FINDR algorithms operate in quite similar fashions: they both attempt to find
large simplexes within the data and both attempt to do so by growing a current simplex estimate.
Indeed, when examining the results of the N-FINDR and AGES algorithms, in Chapters 2 and 4, the
results are similar: the algorithms tend to find the same or similar endmembers, produce similar
abundance maps and so forth. Therefore, one might assume that initialisation schemes appropriate to
the N-FINDR algorithm would prove to be ideal candidates for the AGES algorithm. Studies into the
initialisation of N-FINDR include those of Plaza and Chang [133], who examine a variety of strategies
for initialising N-FINDR, based on simplistic means of searching for a large simplex within the data.
An alternative is presented by Wang and Zhang [104], who propose a system for ranking pixels as
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likely endmembers, based on finding the pixels with the smallest and greatest response in each band 28.
Those deemed most likely to be endmembers are included in the initial estimate.
A key consideration of any means for initialising the AGES algorithm for video applications is
that any approach under consideration must be of minimal computational complexity. Not only is the
initialisation procedure likely to be required when the system is initially powered on, but at any
moment at which the contents of adjacent frames change so markedly that the results of the previous
frame are not applicable to the next frame one must expect that the system will need to re-initialise.
Furthermore, any initialisation approach needs to be able to make incremental changes, such that it can
suggest new endmembers when the scene changes such that the number of materials in the scene
increases without throwing out all the previously derived endmembers. Finally, any approach used
must produce reasonably good results: it is hardly desirable that an initialisation scheme would produce
consistently terrible results!
A reasonable place to begin in attempting to design an approach to produce initial simplex
estimates that yield large final simplex volumes is in an examination of attributes that may be common
to initial pixel sets that proceed to produce large simplex volumes.
An obvious starting point is simplex volume. It stands to reason that the larger the initial
simplex volume, the less likely the initial simplex is to bias the algorithm towards an undesirably small
local maximum solution. To this end, consider the plots of final simplex volume versus initial simplex
estimate volume for the Cuprite and Indian Pines scenes, derived from the studies in previous chapters,
in Figure 5-1.

Figure 5-1 Final simplex volume versus initial estimate simplex volume for a) the Cuprite subscene, b) the Cuprite subscene
excluding outliers, c) the Indian Pines test scene and d) the Indian Pines test scene excluding outliers

It is striking how similar the results were for two separate scenes. The initial volume simplexes
were always significantly smaller than the final volume simplexes. This is perhaps heartening: if little
to no improvement was made, the value of the entire process of endmember extraction would be called
28

It is not made explicitly clear whether the maximum and minimum are taken within the original or reduced
dimensional space, although it seems sensible to assume that this occurs in the reduced space. The exact ordering within the
pairs of maxima and minima is also not explicitly described.
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into question. However, given that the initial simplex volume was always so small relative to the final
simplex, (many orders of magnitude smaller), it is unlikely that in any initialisation the simplex was
large enough to rule out an orientation towards a particularly poor final solution. This perhaps explains
why the final simplex volume appears uncorrelated with the initial simplex volume: the size of simplex
created by random selection is unlikely to be large enough for the size of the simplex to limit the final
outcome on its own. This does not necessarily rule out the use of an attempt to create large simplexes
as a means for ensuring better results from AGES, although, one must suggest that this does rule out,
for example, generating many initial sets and using the largest initial set in an attempt to produce large
simplexes. In addition, it is worth noting that if one could a priori create large initial simplexes, the
need for an endmember extraction algorithm would be called into question.
It is worth considering, therefore, what other features of an initial simplex set might correlate to
a large volume final endmember set. An interesting feature of the AGES algorithm is that the initial
and final simplexes both span the same subspace: the space spanned by the first 𝑀 principal
components, as the endmember set is projected to this space intentionally. As such, the subspace

spanned by the endmember set cannot be expected to be correlated to the volume. Consider, however,
that the simplexes are not, in fact, 𝑀 dimensional, but 𝑀 − 1 dimensional. Furthermore, the volume of
the simplex depends on the projection in the first 𝑀 − 1 principal components. It is therefore worth
considering how the simplex is oriented relative to these 𝑀 − 1 principal components.

In order to achieve this, consider that the hyperplane through an arbitrary simplex can be

defined by:
𝐩1 + 𝑆𝑝𝑎𝑛{[𝐩2 − 𝐩1 … 𝐩𝑀 − 𝐩1 ]}
= 𝐩1 + 𝑆𝑝𝑎𝑛{𝐏}

Equation 5-1

where the vectors 𝐩𝑖 ∈ ℝ𝜆 , ∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑀] are the vertices of the simplex. One can therefore

describe the effective subspace, 𝑃, or orientation, of the simplex as the subspace formed from the span

of the columns of the matrix 𝐏:

𝑃 = 𝑆𝑝𝑎𝑛{𝐏}

Equation 5-2

Having described the effective subspace of the simplex formed by the endmember set, one then
needs a measurement of subspace similarity in order to determine what the relationship between
volumes and simplex orientations might be. For this purpose, the metric for measuring the distance
between two subspaces in Golub and Van Loan [145] shall be employed:
𝑑𝑖𝑠𝑡(𝑃1 , 𝑃2 ) = ‖𝐓1 − 𝐓2 ‖2

Equation 5-3

where 𝐓𝑖 is the orthogonal projection onto the subspace 𝑃𝑖 , given by:
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𝐓𝑖 = 𝐐𝑖 𝐐𝑇𝑖

Equation 5-4

where the columns of 𝐐𝑖 form an orthonormal basis for 𝑃𝑖 and could be produced, for example,
by a QR transform of 𝑃𝑖 .

This distance measure produces distance values between 0 and 1: a 0 signifies that the two
subspaces are identical, a 1 signifies that one exists in the left null space of the other.
As the volume calculation is influenced by the extent to which the simplex is ‘large’ within the
space spanned by the first 𝑀 − 1 principal components, it is worthwhile examining how the

similarity with this space correlates with the final derived volume.

Figure 5-2 Plots of final derived simplex volume versus a) distance between the initial simplex subspace and the principal
component subspace and b) distance between the final simplex subspace and the principal component subspace for the Cuprite
subscene

Examining Figure 5-2, one first notes that in all instances, the subspace parallel to the
hyperplane containing the simplex was generally relatively dissimilar to that spanned by the first 𝑀 − 1

principal components. As one might expect, in general, as the final simplex subspace became more

similar to the principal component space, the volume of the simplex increased. Conversely, the
similarity between the space associated with the initial simplex and the principal component space
appears to be uncorrelated to the quality of the final result.
A final parameter may be of interest.

Consider an assumption that the noise is additive

Gaussian with zero mean. Noting that, due to the projection of the endmember set to the space spanned
by the first 𝑀 principal components, the left null space and therefore the error due to the space spanned

by the endmembers is the same, regardless of which set of endmember estimates one might choose 29,
as discussed in the previous chapter. Indeed, as also discussed in the previous chapter and in Appendix
C, such a circumstance should minimise the expected reconstruction error. Again, however, the
endmember set spans a space one dimension higher than is required to contain the simplex, an extra
dimension that is projected flat by additivity constrained inversion. It is therefore worth examining
29

Assuming, of course, that the set chosen is still linearly independent in the reduced space. If this is not the case,
one has a simplex of zero volume, cannot perform inversion and so on. In short, AGES will not work correctly until a
linearly independent set is selected and so this circumstance is not considered.
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what is happening in the extraneous dimension in the reduced space.

As a consequence of the

assumption of the nature of the noise, one has effectively assumed that the mean displacement
orthogonal to the hyperplane through the simplex (but within the space spanned by the first 𝑀 principal

components) is zero. Again, the measure of the shortest distance from this hyperplane to each pixel is
proportional to the magnitude of the difference between the sum of the unconstrained abundances and
one:
𝑀

𝑑𝑖𝑠𝑡(𝐱𝑖 , 𝐒) = �� 𝑢𝑖𝑗 − 1�
𝑗=1

Equation 5-5

Therefore, one might expect that large simplex estimates would have mean sum of abundances
of one, unlike poorer estimates which would be partially oriented into the noisy direction, leaving some
portion of the spectral mixing information within their out-of-hyperplane displacements. Examining
Figure 5-3, this appears to not be the case, however.

Figure 5-3 Final simplex volume versus mean sum of abundance on the Cuprite subscene for a) the initial simplex estimate, b) the
initial simplex estimate with outliers removed, c) the final simplex estimate and d) the final simplex estimate with outliers
removed

Indeed, the sum of abundance appears to be uncorrelated to the final volume for either the initial
or the final endmember estimate.
The failure to find an underlying feature of the initial data set that favours high quality final
solutions is not proof that good initialisation methods do not exist, (indeed, as discussed above, other
authors have pursued various schemes), but rather evidence that randomly selected sets of pixels are
too different from the final set of endmembers that they eventually lead to. There is, in a sense, too
much room between these initialisations and the final result, too much can happen in the interim
depending on the particular contents of the data set for the broad metrics used here to suggest an
initialisation strategy, at least not based upon selections from randomly selected sets of pixels.
There is, however, one key feature that has been highlighted: if one can bias the result towards a
solution closer to the subspace spanned by the first 𝑀 − 1 principal components, one can produce
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larger simplexes. This, therefore, is a worthy starting point in attempting to search for an initialisation
method.
The goal, therefore, is to determine a means for searching for a large initial simplex, such that
the algorithm can build on this result as in previous authors’ studies, while at the same time attempting
to produce a simplex that is close to the principal component space. Furthermore, to restate the earlier
requirements, any approach should have a sufficiently low complexity such that it can produce its
initial simplex estimate with a complexity comparable to that of a single iteration of the AGES
algorithm, or, re-use components of AGES such that the initialisation is effectively ‘free’. Fortunately,
such a means is contained within the AGES algorithm itself.
5.1.1 Inversion Initialisation
In order to discover the means for initialising the AGES algorithm with a large simplex, one
needs to return to the geometric significance of unconstrained and additivity constrained abundances
discussed in the previous chapter. Specifically, recall that the endmembers used within unconstrained
unmixing specify the subspace into which all the data points are projected and that the sum of
abundances describes the orthogonal distance within this 𝑀 dimensional space from the projected data
point to the 𝑀 − 1 dimensional hyperplane through the set of endmembers. In the previous chapter, it

was assumed that this displacement from the hyperplane through the endmembers was due to noise and
was therefore not relevant to forming large simplexes. This is due to the subspace into which the data
points are projected being one dimension greater than is required to house a simplex formed from 𝑀

endmembers. It is this extra dimension that additivity constrained inversion ‘flattens out’ to allow the
abundances to be used directly to determine replacements that would increase the volume.
Consider, however, if one did not have a full set of endmember estimates, say that one estimate
was absent such that one had only 𝑀 − 1 endmember estimates but was aware that 𝑀 materials exist
within the scene. In this instance, one would be able to unmix the data in an 𝑀 − 1 dimensional

subspace based on the known set of endmembers. That is, one could project the endmember vectors to
the space spanned by the first 𝑀 − 1 principal components, as if one were executing the AGES
algorithm on a data set that only contained 𝑀 − 1 endmembers, without making the endmember set

linearly dependent 30 and then use these projected endmembers to invert the data. In this instance, the
additivity constrained abundances have no utility in selecting a pixel to represent the absent 𝑀𝑡ℎ

endmember as the additivity constrained abundances only contain information about the position of the
data points as if they have been projected onto the 𝑀 − 2 dimensional hyperplane through the available
30

In theory, of course, a set of 𝑀 − 1 endmembers that is linearly independent in the space spanned by the first 𝑀
principal components is not necessarily linearly independent in the space spanned by the first 𝑀 − 1 components. In
practice, given real data, this is unlikely enough that it does not warrant much consideration.
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𝑀 − 1 endmember estimates. Selecting a point on this hyperplane as the missing 𝑀𝑡ℎ endmember
would create a simplex with a volume of zero 31!

The sum of abundances, however, is directly proportional to the orthogonal out-of-hyperplane
distance within the space spanned by the 𝑀 − 1 endmembers. Given that these endmembers have been

projected to the space spanned by the first 𝑀 − 1 principal components, this means that the sum of
abundances provide a means for finding the pixel that is the greatest orthogonal distance from the
hyperplane through the known endmember signatures within the 𝑀 − 1 dimensional space of direct
interest in the search for large simplexes!

Naturally, one can apply the technique to determine an even greater number of absent
endmembers, incrementally increasing the number of endmembers with each iteration. For example,
given two absent endmembers, such that one has a set of 𝑀 − 2 endmembers, one can invert based on
these endmembers after a projection to the space spanned by the first 𝑀 − 2 principal components,

select the pixel with the largest deviation from a sum of abundance of one and include that pixel in the
set. This now leaves a set of 𝑀 − 1 endmembers, which can be projected to the space spanned by the

first 𝑀 − 1 principal components, before again selecting the pixel with the greatest deviation from a
sum of abundance of one as discussed previously. Indeed, one can continue this process with ever

decreasing numbers of available endmember estimates, building up the set of endmember estimates to a
complete set. One can, in fact, remove all endmembers until one is left with only one endmember.
Given that 𝐏𝑚 is the matrix whose columns are the first 𝑚 principal components, that 𝐬𝑚 represents the

spectral signature of the 𝑚𝑡ℎ endmember and that 𝐒𝑚 represents the matrix whose columns are the

spectral signatures 𝐬1 … 𝐬𝑚 of the first 𝑚 endmembers, this process can yield a means for initialising
the AGES algorithm:

1. Randomly select a single endmember pixel, 𝐞0 , and let this pixel be the initial estimate
of the first endmember, 𝐒1 = 𝐞0

2. Invert the data using additivity constrained inversion after projecting the endmember to
the space spanned by the first principal component: 𝐏1 𝐏1𝑇 𝐒1

3. Replace the first endmember estimate, 𝐒1 , with the pixel with the largest sum of
abundances, 𝐬1

4. Set 𝑚 = 1

5. Invert the data using additivity constrained inversion after projecting the endmember to
𝑇
the space spanned by the first 𝑚 principal components: 𝐏𝑚 𝐏𝑚
𝐒𝑚

31

It is important to reiterate the ‘volume’ measures between different dimensional objects are not comparable: it is
meaningless attempting to compare a zero 𝑀-volume simplex with a < 𝑀-volume simplex. Simplexes of lower dimensions
are as insubstantial relative to higher dimensional simplexes as figures in portraits are to real people.
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6. Introduce as a new endmember the pixel, 𝐬𝑚+1 , with the largest sum of abundances:
𝐒𝑚+1 = [𝐒𝑚

𝐬𝑚+1 ]

7. Let 𝑚 = 𝑚 + 1

8. If 𝑚 < 𝑀 go to step 5, otherwise, terminate and use the set of endmembers, 𝐒𝑀 , as the
initial endmember estimate for the AGES algorithm

Given the mechanism by which this approach works, it shall be referred to as Inversion
Initialisation (II) in the remainder of the thesis, such that the AGES algorithm using this form of
initialisation shall be referred to as AGES-II. It is important to note several features of such a process.
First, despite using a random initial endmember estimate, this first estimate will be replaced by either
the pixel with the most positive or most negative projection into the space spanned by the first principal
component. This variation is not in any way significant, as the second selected endmember will be the
opposite of the choice made for the first endmember, i.e. if the first endmember selects the pixel with
the maximum response, the second endmember will select the pixel with the minimum response in the
first principal component space and vice versa. If in a particular application this was undesirable one
could pick a specific initial pixel value, for example the mean spectral signature may be appropriate as
an initial value, or, one may instead hard code the algorithm to select either the maximum or minimum
first. For the purposes of this thesis, such measures were not deemed necessary.
Secondly, while the above process is not ‘free’ in the sense that it does require 𝑀 iterations of

an AGES-like algorithm, it is in at least one sense cheap: the initialisation process is continually
producing abundance maps, much as AGES does. Therefore, the user of a system utilising such a
process would still gain continual feedback on the contents of the scene. Furthermore, much like
AGES, the complexity of this initialisation approach is completely related to the cost of calculating the
principal components and performing additivity constrained inversion: the difference between the sum
of the abundances and one is calculated as part of additivity constrained inversion, therefore this
requires no additional computations. Furthermore, as the initialisation process deals with fewer than
the total number of endmembers per iteration, the complexity is lower than the cost of a complete
AGES iteration once the algorithm has been fully initialised, particularly when determining the earlier
endmembers. As shall be explored empirically subsequently, given that one would expect this to
improve the initial estimate compared to one selected randomly, one might hope that this could also
reduce the number of iterations the subsequent execution of AGES requires to converge.
Thirdly, it is worth noting that the above approach not only comprises a means for initialising
the AGES algorithm, but also a means for increasing the number of endmembers in the scene due to a
change in scene contents, for example in a video application.

More on this will be discussed

subsequently as part of the overall discussion of a framework for dealing with changes in scene
composition.
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Finally, it would be churlish not to acknowledge the similarity of the II algorithm to the
Simplex Growing Algorithm (SGA) proposed by Chang et al. [134]. SGA builds an endmember set up
from an initial set of 2 endmembers, based on the N-FINDR algorithm, adding one endmember at a
time. This is achieved by adding endmembers to the set that create the largest volume simplex, based
on the N-FINDR measure of simplex volume. It is, however, technically incorrect to suggest that II is
to AGES as SGA is to N-FINDR, in that while SGA directly uses N-FINDR’s volume calculation to
add new endmembers to the set, II uses a by-product of additivity constrained inversion. Thus, II does
not use additivity constrained inversion as AGES does. Furthermore, II has been designed from the
beginning as an initialisation stage for AGES, whereas SGA was designed as a standalone algorithm
which halts after the last endmember is included. As suggested by Dowler and Andrews [110], the
performance of SGA could be improved by using it to produce an initial set for use by N-FINDR or
Sequential N-FINDR.
5.1.2 Mean Initialisation
The II approach does have, as stated, one disadvantage: it cannot produce a complete set of
endmembers instantaneously. It is therefore of interest to examine another approach that does, in fact,
produce a complete set of endmembers while at the same time requiring as few computations as
possible.
To this end, a very simple procedure is proposed. If one divides the scene up into 𝑀 roughly

𝑁
even regions, (𝑀 − 1 regions of equal size of �𝑀
� pixels, the last region containing all the remaining

pixels), one can, in the course of calculating the mean for the entire scene as part of the process of
calculating the covariance matrix, calculate the mean spectrum for each of these regions. One can then
use these 𝑀 vectors as the initial set.

Such an approach greatly minimises the risk that one of the initial endmembers selected is a

noise pixel. Furthermore, as the mean of a region of pixels is akin to an equal linear mixture of all of
the pixels in that region, one can be assured that all materials are represented in at least a mixed form
within the initial estimate. Also, given that one expects pixels of the same material to cluster together
in spatial groups, one can expect that some materials will be more represented in some regions than
others, such that some of the initially selected pixels may be relatively pure, with the advantage of
being less noisy than a particular selection from the pixels associated with that material might be.
On the other hand, there is no reason to believe that the materials in the scene will be nicely
divided up, the majority of the scene may, for example, consist of one material, while small regions
may consist of many different materials in close proximity. As such, the approach may not work well
on this kind of a scene, given that most of the initial set will represent one material.
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Nevertheless, the approach does provide a negligible complexity alternative to other
initialisation approaches and does provide a consistent initial point from which the algorithm can begin.
As such it shall be investigated empirically as a low cost alternative to the other approaches, referred to
as Mean Initialisation (MI).
5.1.3 Existing Initialisation Strategies
In order to provide a benchmark against which the two new strategies, II and MI, can be
compared, two approaches used by Plaza and Chang [133] shall be utilised: the Automatic Target
Generation Process (ATGP) and the Maxmin approaches. The remaining two approaches in that paper
shall not be considered here, as they rely on fully constrained inversion, which, as discussed in the
previous chapter, is too computationally expensive to consider as an initialisation strategy. Indeed,
both the above approaches are considerably more expensive than the AGES-specific initialisation
strategies proposed, as shall be discussed subsequently.
Before comparing the new approaches to these two existing initialisation methods, it is perhaps
appropriate to explicitly describe these approaches.
5.1.3.1 Automatic Target Generation Process
The ATGP algorithm is, in fact, an endmember extraction algorithm that incrementally builds
an endmember set based on attempting to minimise the size of the projections of the data to the left null
space, (the space orthogonal to the space spanned by the endmember set). In order to achieve this, the
algorithm is executed as follows:
1. Let the first endmember, 𝐒1 = 𝐬1 , be the pixel with the largest 2-norm: 𝐬1 =
argmax 𝐱𝑖 (𝐱 𝑖𝑇 𝐱 𝑖 )

2. Let 𝑚 = 1

𝑇
𝑇
3. Let 𝐏 = 𝐈𝜆 − 𝐒𝑚 (𝐒𝑚
𝐒𝑚 )−𝟏 𝐒𝑚
, where 𝐏 is the projection onto the left null space of the

current endmember set, 𝐒𝑚

4. Calculate the projections onto the left null space of each pixel, 𝐲𝑖 = 𝐏𝐱 𝑖

5. Add the pixel with the largest projection in the 2-norm sense in the left null space to the
endmember set: 𝐬𝑚+1 = 𝐱𝑗 , 𝑗 = argmax𝑘 (𝐲𝑘𝑇 𝐲𝑘 ) and 𝐒𝑚+1 = [𝐒𝑚

6. Let 𝑚 = 𝑚 + 1

𝐬𝑚+1 ]

7. If 𝑚 < 𝑀, go to step 3, otherwise terminate

5.1.3.2 Maxmin

The Maxmin algorithm proposed by Plaza and Chang fills the endmember set one by one with
pixels that have the largest minimum SAM angle to the endmembers currently within the endmember
set. It should be noted, however, that Plaza and Chang do highlight that the selection of distance
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measure used does not need to be SAM based and could, in fact, be any distance measure that one
desires.

Nonetheless, this investigation shall use the same approach as Plaza and Chang.

The

algorithm is summarised below:
1. Let the first endmember, 𝐒1 = 𝐬1 , be the pixel with the largest 2-norm: 𝐬1 =
argmax 𝐱𝑖 (𝐱 𝑖𝑇 𝐱 𝑖 )

2. Let 𝑚 = 1

3. For each of the 𝑚 current endmembers, calculate the SAM angle from that endmember
𝐬𝑗𝑇 𝐱𝑘

to each of the data points: 𝑑𝑗𝑘 = arccos ��𝐬

𝑗 �‖𝐱 𝑘 ‖

� ∀𝑗, 𝑘 ∈ ℤ, 𝑗 ∈ [1, 𝑚], 𝑘 ∈ [1, 𝑁]

4. Find the pixel with the maximum smallest SAM angle and include this in the
endmember set: 𝐬𝑚+1 = 𝐱 𝑙 , 𝑙 = argmin𝑘 �max𝑗 �𝑑𝑗𝑘 �� and 𝐒𝑚+1 = [𝐒𝑚

5. Let 𝑚 = 𝑚 + 1

𝐬𝑚+1 ]

6. If 𝑚 < 𝑀, go to step 3, otherwise terminate

5.1.4 Initialisation Performance Evaluation
5.1.4.1 Methodology

To examine the performance of each of the initialisation approaches, each was tested on the two
AVIRIS data sets used previously: the Cuprite subscene and the Indian Pines test scene. The simulated
data was not included in this comparison, as it had previously been determined that in the near-ideal
simulated data, almost all trials for all algorithms produced identical results. One could therefore not
expect to see a substantial performance difference between the random initialisation approach and the
initialisation approaches discussed above.
Given that the results of the initialisation process are consistent, each algorithm needed to be
executed only once on both the data sets.

The endmember set derived from each initialisation

algorithm was then fed into the AGES algorithm, which was allowed to run until completion. These
results were compared not only between the different directed initialisation approaches, but were also
compared to the distribution of results of the random initialised AGES algorithm, which can be found
in Chapter 4. This was important as one not only wanted to ensure that the initialisation approach was
a good candidate compared to its other, deterministic competitors, but that it also generally
outperformed random initialisation 32.

32

It is perhaps too much to hope for that an initialisation scheme will produce larger simplexes than a thousand
randomly selected attempts to do the same. Therefore, a successful approach is one that produces reasonably good
simplexes consistently, rather than the absolute largest simplexes.
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5.1.4.2 Results and Discussion
The size of simplex formed by the initialisation approaches, both before and after the
subsequent execution of the AGES algorithm for the Cuprite scene is shown in Table 3-1 below. In
addition to this information, the percentile relative to the investigation of the AGES algorithm with
random initialisations in the previous chapter into which the guided initialisation approach most closely
falls is included, such that one can see, for example, that only 9% of randomly initialised results were
superior to the ATGP initialisation scheme, whereas 88% of random initialisations outperformed the
Maxmin approach.
Furthermore, as stated previously, it would not be surprising if, through the use of a guided
initialisation procedure, the algorithm converged more quickly than through a random initialisation
procedure, particularly for II, ATGP and Maxmin, as these approaches attempt to find initial pixels
near the boundaries of the data. As such, the number of iterations required by the AGES algorithm to
converge after the completion of the initialisation method is also recorded, as is the percentage of trials
that required fewer iterations than this to converge from the randomly initialised trials discussed in the
previous chapter.
AGES-II
Initial Volume
Final Volume (× 𝟏𝟎𝟓𝟏 )

Final Volume Percentile
Iterations to Converge
Iterations Percentile

AGES-MI

AGES-ATGP

AGES-Maxmin

1.0926 × 1051
7.4155

1.8873 × 1019
5.1810

3.900 × 1049
10.4060

1.5902 × 1045

74.8

51.1

91

12

23

46

21

26

< 0.01

94

< 0.01

0.1

1.6476

Table 5-1 Volumes, volume percentiles, iterations to converge and iteration percentiles for different AGES initialisation
approaches on the Cuprite subscene

One can note that both the II and the ATGP algorithm produced reasonably large simplexes
relative to the majority of randomly initialised trials. Furthermore, both these approaches significantly
reduced the number of follow up iterations of AGES, requiring approximately one iteration per
endmember after the initialisation process. The Maxmin algorithm also significantly reduced the
number of iterations required, however, one paid a significantly higher price in terms of accuracy than
the other approaches. The MI approach, on the other hand, required a very large number of iterations
to converge. It should be stated, however, that the three other approaches all require many additional
computations. In contrast, MI is effectively free. Indeed, examining the timing information, recorded
on the same Athlon 2600 XP+ computer used in previous chapters, the II algorithm required 13.719
seconds, ATGP required 119.0 seconds and Maxmin required 38.813 seconds to complete 33. As such,
33

This timing comparison excludes the cost of calculating the principal components transform for the II algorithm.
This is perhaps somewhat harsh on the remaining algorithms. On the other hand, given the amount of time the other
algorithms require in total, these algorithms could not be allowed to be executed completely. Inversion would need to occur
at intermediate periods. This has not been factored in to the timing. Furthermore, the expense of PCA is not simply a
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it is plain that MI is, in fact, one of the cheaper approaches, even factoring in the extra iterations
required.

Indeed, in this vein, one must note that ATGP and Maxmin both require similar

computations as AGES to complete, not for one iteration, but from beginning to termination. This is in
stark contrast to II and MI, the former being able to produce abundance maps as if the AGES algorithm
were running normally, while MI’s complexity is negligible.
As the kinds of abundance maps that AGES and other N-FINDR like algorithms produce are
likely quite familiar to the reader after the previous three chapters, individual abundance maps will be
omitted in favour of the thematic-style maps also used previously, see Figure 5-4.

Figure 5-4 Thematic maps of the Cuprite subscene produced by the AGES algorithm after initialisation with a) Inversion
Initialisation, b) Mean Initialisation, c) ATGP and d) Maxmin initialisation schemes (colours represent the 12 previously
identified minerals in order, plus one noise endmember)

It can be noted that these results are consistent with those observed in previous chapters: the
results are reasonably consistent with the ground truth, Kaolinite (yellow) becomes more prevalent as
one approaches middling volumes and slightly noisy or inappropriate abundances become most
prevalent at lower volumes, in this instance a predominance of Chalcedony (bright blue) in the results
of the Maxmin algorithm.
SAM angles for each of the approaches are tabulated in Table 5-2. Again, these results are
much as expected from the previous chapters. Spectral signatures were similar to those shown in
previous chapters and so are omitted.
The results of each approach on the Indian Pines test scene are shown in Table 5-3. The time
required to complete each approach on the Indian Pines test scene were 1.765 seconds for II, 16.968
seconds for ATGP and 4.812 seconds for Maxmin.
The results of the II and ATGP approaches were, similar to the Cuprite scene, both quite good:
both produced relatively large simplexes and greatly reduced the number of iterations required to
converge. In addition, the Maxmin algorithm produced poor accuracy results in keeping with the
problem for II, but the AGES algorithm as a whole. As such, reducing the complexity of the dimension reduction portion of
AGES is an on-going research goal which would, in turn, be applied to the II algorithm. The same cannot be said for the
bottlenecks in the ATGP and Maxmin algorithms.
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Cuprite results, although a lesser reduction in the number of iterations required was noted. In contrast,
the MI algorithm performed significantly better than any of the other algorithms in terms of simplex
volume and, although requiring more iterations to converge after initialisation than any of the other
algorithms, also reduced the number of iterations required compared to an average trial.
Material

II

MI

ATGP

Maxmin

II-Mean

MI-Mean

ATGP-

Maxmin-

Mean

Mean

B

0.0685

0.0838

0.0685

0.0685

0.0685

0.0838

0.0685

0.0685

C

0.2211

0.2017

0.2017

0.1830

0.2211

0.2017

0.2017

0.1830

0.0939

0.0792

0.0728

0.0728

0.0990

0.0990

0.1129

0.0799

0.1017

0.0891

0.0929

0.07635

0.1123

-

-

-

0.0691

0.0632

0.0632

0.0632

0.0691

0.0632

0.0632

0.0632

0.0542

0.0801

0.0542

0.0542

0.0801

0.0838

0.0796

0.1153

0.0672

0.0820

0.0713

0.0848

-

-

0.0801

-

A1

0.1390

0.1370

0.1497

0.1675

0.1390

0.1370

0.1497

0.1675

A2

-

-

-

0.0925

-

-

-

0.0925

0.0718

0.0755

0.1044

0.1102

0.1102

0.1044

-

-

0.0910

0.0900

0.1044

0.1102

0.0900

0.0900

0.0900

0.0900

0.0900

0.0900

0.0900

0.0900

0.0165

0.0130

0.0190

0.0810

0.0327

0.0944

-

-

0.0246

0.0537

0.0190

0.0810

M1

-

-

-

0.0708

-

-

-

0.0708

M2

0.1030

0.1030

0.0879

0.0708

0.1030

0.1030

0.0879

0.0708

Ch
N
AK

K
KS
Mo

Table 5-2 SAM angles (radians) to known materials for various AGES initialisation techniques on the Cuprite subscene

AGES-II
Initial Volume
Final Volume (× 𝟏𝟎𝟒𝟎 )

Final Volume Percentile
Iterations to Converge
Iterations Percentile

AGES-MI

AGES-ATGP

AGES-Maxmin

9.142 × 1039
2.398

5.134 × 1014
3.353

4.509 × 1039
2.626

1.777 × 1035

71.5

93

79.4

7.1

7

23

10

20

< 0.01

14

< 0.01

1

0.361

Table 5-3 Volumes, volume percentiles, iterations to converge and iteration percentiles for different AGES initialisation
approaches on the Indian Pines test scene

These results slightly complicate the drawing of a conclusion about the quality of the various
initialisation schemes.

The Maxmin algorithm is clearly an inferior approach, being relatively

expensive computationally, in that it requires dot products in increasing numbers to be calculated for
each pixel, while at the same time producing relatively small simplexes. Conversely, II and AGTP
appear to be reasonably good choices, both for reducing the number of iterations required to converge
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and for producing large simplexes. However, the performance of MI has been much more variable.
The problem is then, given the relatively limited data sets available, how one can be sure that the
results for any of the algorithms are not good or poor at random. That is, how can one be certain that
the results here are no different from a particular random initialisation?
Indeed, the accuracy of the results was certainly within the distributions produced with the
random initialisations. Consider, however, that the results here agree with those published by Plaza
and Chang [133], in that ATGP did a relatively good job of initialising N-FINDR and Maxmin did a
relatively poor job. Also recall that, in general, those endmembers most aligned with the principal
component space correspond to large simplexes.

II attempts to produce endmembers to fill the

principal component space and, as a result, the initial simplex was very large compared to any other
random initialisation that was produced in the earlier trials. Correspondingly, both times II produced a
simplex volume near the upper quartile value for the randomly initialised trials.

The rational

justification for the II algorithm combined with the consistency of the results between both scenes gives
confidence that the results here were not chance, but instead the manifestation of a structured and wellreasoned process for initialising AGES.
Conversely, MI could be described more as a gamble. While the intention of a consistent
initialisation with minimal complexity was worthwhile, reducing the noisiness of initial endmember
estimates does not appear, in turn, to minimise the variability in the quality of the outputs. Therefore,
while the results of the MI algorithm were not bad, per se, they were too variable to give confidence
that the results would be consistently not poor (let alone good) across a range of scenes. As such, the
MI algorithm in its present form could not be recommended without wider testing across a range of
scenes, preferably with associated ground truth. As there is a dearth of such scenes and as the success
of the MI algorithm is potentially linked to the spatial structure of the data, complicating the process of
generating simulated data that would suitably test the algorithm, it is unlikely that such testing would
be carried out in the near future. This does not rule out the testing of modifications in the future, such
as those that would take the mean of sets determined to be likely belonging to the same material, for
example, as an attempt to produce a better initialisation. For the moment, however, MI must be set
aside.
Therefore, due to its easy integration within the structure of the AGES algorithm, consistent
results, complexity consistent with the AGES algorithm itself and ability to produce abundance maps as
it iterates, much like the AGES algorithm, the II algorithm shall be used in this thesis as a suitable
approach for initialising the AGES algorithm.
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5.2 A Framework for AGES-Based Video Systems
Having established a means for initialising the AGES algorithm suitable for video systems, the
remainder of this chapter shall be devoted to considering how the AGES algorithm can be used within a
video camera type system such that the contents of the scene being analysed are not necessarily
consistent between adjacent frames. It should be noted that the frameworks of video camera systems
outlined within this thesis are not claimed to be optimal, simply functional. That is, the systems
described here are proofs of concept, rather than a polished, final system. Indeed, the design of a final
system would, in part, require details of the complete system outside of the scope of this thesis. For
example, the number of frames that the hardware and software are capable of producing per unit time
has a significant impact on the analysis that can be performed per frame. Furthermore, the speed at
which frames are produced, as discussed in Chapter 4, has some bearing on the extent of scene content
change between adjacent frames. This, in turn, has a bearing on how much progress towards the final
result needs to be made between frames. For example, a system producing a paltry one frame per
second in unlikely to produce sufficient overlap between frames from a camera scanning across a scene
to allow analysis to be spread over many frames.
For the purposes of this thesis two kinds of systems will be considered: push broom type
systems and full image cube type systems. The two different systems produce different kinds of
overlaps between frames and therefore different challenges. As such, each kind of system shall be
considered separately.
5.2.1 Push Broom Systems
In the first kind of system, the push broom, or line-scan, type of camera, a single row (or
column) of pixels with full spectral resolution is ‘pushed’ across the scene, building the complete scene
one row at a time. As such, while one does not have access to the complete scene from the outset, one
does have access to a steadily increasing portion of the scene as more and more lines are added to the
image. Therefore, processing of the image can begin immediately on a subset of the image, gradually
incorporating more and more of the data as it becomes available. Furthermore, each subsequent ‘frame’
incorporates all of the data of the previous frame.
As a result of this structure, one can say several things about the content of such a scene:
1. Once introduced into the data set, a pixel is not removed until scanning is halted and
restarted from fresh
2. Purer endmember pixels may be introduced as new lines are added, but, as per 1), pixel
purity cannot decrease
3. As a consequence of 1), one expects the number of endmembers, or materials within the
scene, to be non-decreasing as more lines are added
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4. Endmembers determined in previous frames are a reasonable starting point for
subsequent frames, given that most of the current frame consists of the previous frame
5. The statistics of the scene and consequently the spectral covariance and principal
component space may (and in fact are likely) to change as more lines are added
As a consequence of 3) and the increasing volume of data, there is a limit to how many lines
can be added to the data set before the algorithm can no longer perform a single iteration of AGES
between each line being added. It is at this break point that the system must either begin scanning
afresh, or analyse the scene more intermittently, allowing more new lines to accumulate during
analyses.
The way in which the data set is slowly built up means that the AGES algorithm is relatively
easily adapted to working on push broom generated data. As a new line is added, one needs to simply
determine whether a new material or materials need to be located within the scene. In all other respects,
the AGES algorithm is able to progress as normal, examining each pixel as a replacement for the
current endmember set by applying additivity constrained inversion to the data.
As discussed previously, the II means for initialising the AGES algorithm can also be used as a
means for adding new endmembers into the scene. That is, given a current endmember set, if one
knows that one needs to find an additional endmember, one simply needs to invert the data and
determine the pixel with the greatest deviation of sum of unconstrained abundances from one. In this
way, a single endmember can be added to the endmember set per line added to the data. This means
that the algorithm may slightly lag behind the scene contents, both initially as the algorithm builds its
endmember set and when multiple endmembers are added to the scene in a single line. It is fair to
suggest, however, that unless the scene is extremely complex, not every line is likely to include new
materials, leaving an opportunity for the algorithm to ‘catch up’ to the scene and build up a complete
set of endmembers. Indeed, given that data is, essentially, repeated in each frame, the analysis of the
final frame is likely the most important.
It could be considered, as a means of saving some operations, that an increase in the number of
endmembers is the result of the introduction of a new material in the newly introduced line. Therefore,
one might consider that the search for new endmembers could be restricted to the new data. This,
however, puts a lot of faith into the endmember number estimation approach. It may, for example,
instead mean that there are now sufficient pixels associated with the new material for the
dimensionality estimate to register the presence of a new material. This is not the same as implying
that the material has only recently appeared. As a result, the search for the new endmembers should
occur across the entire scene, not simply restricted to the new pixels. This is not a considerable
computational burden, as inversion, which forms the basis of estimating the new endmembers, needs to
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be performed on every frame anyway for display. This said, if the endmember set is static between
frames, one can save some complexity by only inverting the newly introduced pixels, as the results on
the previously examined data will be the same.
While considering the imperfect nature of the dimensionality estimate algorithms available, it is
worth considering one final point. While, certainly, the number of materials in the scene is nondecreasing as more lines are added to the scene, one cannot assume that the dimensionality estimates
are similarly non-decreasing. Indeed, the statistics of the scene can be expected to change with each
freshly added line. As such, one can expect at least a small degree of fluctuation in the estimate.
Therefore, it is necessary to not only have a means for increasing the number of endmembers, but also
for decreasing the number of endmembers as well.
Fortunately, the N-FINDR algorithm provides a straightforward means for decrementing the
number of endmembers. Recall that the major problem with the complexity of N-FINDR was not that
the determinant calculations were too expensive on their own, but that there were so many required per
iteration. If one, however, wishes to choose a simplex with 𝑀 vertices from a set of 𝑀 + 1 pixels, then
one can exhaustively consider all possible such simplexes with a mere 𝑀 + 1 volume calculations.

Furthermore, in line with the AGES algorithm and unlike the N-FINDR algorithm, as one need only
consider the current endmember set, one only needs to project the endmember set into the principal
component space, not the entire data set. As such, by injecting this small portion of the N-FINDR
algorithm into AGES, one can produce a reasonably elegant and cheap solution to the problem of how
to remove a single material from the endmember set. Subsequent to removing an endmember from the
set, one can invert the data and then continue with the AGES algorithm as per usual.
The AGES algorithm, on a push broom video system, can therefore be described by the
following process:
1. Scan a new line of data
2. Estimate the dimension of the total current data set, 𝑀
3. Calculate the principal component vectors

4. Based on the current number of endmembers in the endmember estimate set, 𝑚, perform
the appropriate action:

a. If 𝑚 < 𝑀 : Use a single iteration of Inversion Initialisation to increment the
number of endmembers in the set by one. As a precursor to incrementing the
endmember set, as part of II, the abundances are calculated.
b. If 𝑚 > 𝑀: Use the N-FINDR volume calculation to decrement the number of
endmembers by one. Subsequent to this process, invert the data to generate
abundances.
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c. If 𝑚 = 𝑀: Run a single iteration of the AGES algorithm, as a precursor to which
the abundances are calculated.

5. If more data is to be scanned, return to 1.

One thing to note about the above process is that the algorithm does not have to terminate. One
can repeat step 4 as many times as one wishes after the final line has been captured, for example, one
could allow the algorithm to run until completion, as on a static scene in the previous chapter, or, for a
pre-determined number of iterations after the last line, before, for example, a new scan was begun.
A second point to note about the above process is that, generally, the abundances lag behind the
endmember set. That is, in a given frame, the abundances are produced with the endmember set
determined in the previous frame, as these abundances are then used to generate the current endmember
set. The clear exception is when the number of endmembers is decremented, in 4.b. In this instance, as
the process of determining endmembers does not rely on the abundances, the abundances can be
calculated with the most up-to-date endmember set.
Having established a means for analysing the results from a push broom type camera system, on
a frame by frame basis, the means for establishing a similar analysis algorithm for use on systems that
capture complete image cubes shall be examined
5.2.2 Complete Image Cube Systems
There are several differences between systems that capture lines of data and those that capture
complete cubes of data on an ongoing basis. For example, unlike in a push broom system in which the
camera is, presumably, scanning across a scene at a given rate such that the direction of travel between
subsequent frames is known, in an image cube based system, the direction and extent of travel needs to
be determined 34. One must consider that the contents of one frame may, or may not, contain some data
that was also present in the previous frame. In general, the assumption in this thesis is that there is
sufficient overlap between successive frames to allow for the re-use of the information about the
abundances and the endmembers from previous frames in the analysis of the current frame. Indeed,
this is the purpose of AGES performing inversion in each iteration, as it allows for successive increases
in accuracy, provided that the camera remains fixed on a given region. If this overlap could not
reasonably be assumed to exist, one would require an algorithm that was capable of both completely
analysing the scene and producing abundance maps in the time between frames. Given the potentially

34

As mentioned in Chapter 1, as part of the discussion of hyperspectral imaging systems, the means for
determining the direction and motion of the camera shall not be considered within this thesis. It was instead treated as a
black box: movement vectors were supplied to the subsequent processing stages, they were not calculated.

180

very large volumes of data associated with hyperspectral imaging, this virtually ensures low frame rates
unless the system was able to perform an unfeasibly large number of operations per second 35.
This said, unlike for push broom systems, any means for implementing AGES on complete
cube systems should provide a means for handling circumstances in which there is insufficient overlap
to allow for meaningful reuse of past frames’ analysis. Furthermore, such systems need to be able to
contend with the fact that endmembers leave the scene. This occurs in two senses, first, in that a
particular material may be spatially concentrated in a given region of the location being imaged and
may therefore no longer be in the portion of the location being imaged at some future time. That is,
while, like in push broom systems, new materials may enter into the frame, unlike push broom systems,
materials can also leave.
Secondly, while a given material may still reside within the captured frame, the endmember
best representing the pure signature of that material is, of course, selected from a pixel within the scene.
Therefore, while a pixel may best represent a given material in one frame, that same location may well
not be captured within subsequent frames.

As such, one needs to address how to handle this

circumstance.
To resolve these issues, it is proposed that relatively minor modifications to the push broom
procedure outlined above can be utilised. Given that a means for initialising the algorithm has already
been outlined, the problem of frames not providing sufficient overlap is largely resolved. One simply
needs to rebuild the endmember set from an initial empty set upon determining that the current frame is
too different from the previous frame to allow for reuse.
While not specifically within the scope of this thesis, such indications could come, for example,
from the motion detection portion of the system failing to suggest a between-frame displacement or
suggesting a between-frame displacement that, when the endmembers are extracted from the pixel
locations in which it is suggested they reside, are too different from those extracted from the
supposedly same locations in the previous frame. Such a difference could, for example, be based on a
measure of the volume of the simplex formed from the endmembers on a frame to frame basis, on a
measure of spectral similarity, such as SAM, between the endmembers in each frame, or something
similar. Other potential indications could come, for example, from a substantial change in the number

35

Consider a modest system of one million pixels and thirty bands. Even a simple algorithm that only requires the
calculation of one dot product per pixel per iteration would require 59 million flops per iteration. The complexities for more
sophisticated algorithms, such as N-FINDR, ATGP and such-like would require many times this, before one begins to factor
in the complexity of inversion. Iteration until completion of such algorithms could easily run into the billions or trillions of
flops to complete. AGES is not immune to this either. One could hardly suggest that the final real-time implementations of
any of these algorithms, including AGES, should be floating point. AGES, however, does try to lower the requirements for
what must be achieved within a single frame’s time, making it more reasonable in comparison to an approach that demands
completion within a single frame.
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of endmembers being estimated, although one would need to be careful that such an approach was not
needlessly throwing away valuable information simply because the scene became more or less complex.
In this vein, the above push broom system provided a means for both incrementing and
decrementing the number of endmembers within the scene. It is reasonable to also apply such an
approach to change the endmember estimate within image cube systems. Suitable checks can also be
performed on the reasonableness of the dimensionality determination portion of the algorithm, for
example, by considering whether a decrease in the number of endmembers to find in the scene has also
been accompanied by endmember pixels leaving the frame.

As this sort of issue relates to the

appropriateness of the dimensionality estimate and not to the endmember determination algorithm itself,
such advanced considerations were not factored into the system discussed within this thesis.
One could note, however, that the extent of change in the number of endmembers could also be
used to determine, for example, whether it would require fewer frames of decrementing the endmember
set than incrementing the endmember set or vice versa and thereby choose an appropriate strategy for
changing the number of endmembers. The system employed within this thesis will, instead, naively
increment for increasing numbers of endmembers or decrement the number of endmembers where this
is indicated by the dimensionality determination portion of the system.
Finally, one must consider how to handle endmember pixels leaving the imaged portion of the
scene. On the one hand it may be desirable, if one has a particularly pure example of a material
extracted from a separate part of the scene, to attempt to try that endmember in other parts of the scene.
This is, however, problematic. Such an approach cannot ensure that endmembers captured under
different lighting conditions in different portions of the location are relevant to the presently imaged
portion of the location. As mentioned in the introductory chapter of this thesis, part of the purpose of
using an unmixing algorithm that derives its material spectra from within the scene is to avoid the need
to calibrate the camera to the lighting conditions. One may, in fact, encounter similar problems to
applying laboratory spectra to the scene if one attempts to use spectra captured from different portions
of the scene more widely.
Such an approach of maintaining spectra must necessarily increase the complexity of the
algorithm: one must constantly be considering whether previously determined spectra are appropriate
to the currently imaged location, or not. This cannot be achieved through the standard AGES algorithm:
given the projection of the data to the space spanned by the first 𝑀 principal components, one can only
distinguish between 𝑀 materials.

Therefore, one must either make 𝑀 large, such that there is a

dimension for each possibly considered historic and present endmember, or, one must set 𝑀 to be the
dimensionality, in which case the set of materials with the largest simplex ‘wins’, regardless of the
relevance of those materials to the present scene.
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Furthermore, such a feature naturally begs the question of how one might indicate some degree
of similarity between different regions of the scene in the display of the data. Such an assertion of
similarity risks being very misleading if it were to occur inappropriately. For example, it could be
potentially difficult to interpret the scene correctly if disparate portions of the scene appeared to be
similar due to varied lighting conditions when, in fact, they were not. By simply ensuring that each
frame only represents the contents of that frame and not seeking to assert similarity in disparate regions
across the scene one is able to sidestep this minefield.
As such, the author advocates systems that only apply endmembers extracted from within the
current frame to that frame 36. Given this, endmembers should only be selected from within the current
frame. Furthermore, pixels selected as endmembers that leave the frame need to be replaced by pixels
that do still reside within the frame. There are two potential means for selecting new pixels to fulfil
this role that will be considered here. One may simply remove the endmember from the scene and then,
if appropriate (that is, if indicated by the current dimensionality estimate), introduce a new endmember
by the same incrementing procedure used both in initialising the algorithm and in incrementing the
endmember set due to an increase in the estimated dimensionality.
A second approach that may be considered is to simply replace the endmember that has left the
scene with the pixel that remains in the scene with the highest abundance in that endmember as the best
representative of that material. The advantage of such an approach over the first, is that it requires no
additional complexity or iterations: after the substitution, the algorithm can proceed normally.
Furthermore, one can take into account and update multiple endmember pixels leaving the frame
simultaneously. Of course, such advantages do come at a cost. Consider that one endmember leaves
the frame and a new material enters. The dimensionality of the data does not appear to change. The
algorithm, therefore, assumes that the departure of the existing endmember should be remedied by the
replacement of that endmember with the best representative of the departed endmember, not the newly
entered endmember. Given the dependence of the operation of the AGES algorithm on the currently
selected endmember set, due to the relationship between this set and the hyperplane used to determine
what constitutes a large simplex, an endmember incorporated into this set that no longer relates to the
content of the scene may make the replacement of this representative of the old material with one for
the new material difficult or unlikely. As such, a lower limit on the abundance of the pixel accepted as
a replacement for the departed endmember needs to be imposed such that, if no suitable replacements
above that threshold exist, the algorithm simply removes that endmember from the set and attempts to
add a new endmember based on the II method as above. Given the advantage of this system and the
36

As noted for push broom sensors, because AGES makes decisions based on abundances from previous
endmember sets, the endmembers are actually from the previous frame, not the current frame. That said, compensation is
made for changes in the scene before endmembers are altered, such that endmembers do not become replaced by pixels that
have already moved out of the frame.
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ability to mitigate its disadvantages, this second approach will be used in this thesis. In systems in
which the scene changes very quickly, for example due to a poor frame rate, the first approach may be
preferable, as there is less chance of one frame’s results being relevant to the next.
The resulting system is outlined below:
1. Capture a full frame of data
2. Estimate the camera movement between the current and previous frames
3. Estimate the dimension of the total current data set, 𝑀

4. Determine if any endmember pixels from the previous frame have been moved out of
the current frame. If not, go to step 6, otherwise continue to step 5.
5. Replace any newly absent endmembers based on:
a. If a pixel, 𝑖, that still falls within the frame with sufficiently high abundance in

the now absent endmember, 𝑗, exists, such that 𝑎𝑖𝑗 > 𝑎𝑡ℎ𝑟𝑒𝑠ℎ , replace
endmember 𝑗 with the signature of pixel 𝑖

b. If no such pixel exists, remove the endmember from the set, to be re-introduced
if required in step 7.
6. Calculate the principal component vectors
7. Based on the current number of endmembers in the endmember estimate set, 𝑚, perform
the appropriate action:

a. If 𝑚 < 𝑀 : Use a single iteration of Inversion Initialisation to increment the
number of endmembers in the set by one. As a precursor to incrementing the
endmember set, as part of II, the abundances are calculated.
b. If 𝑚 > 𝑀: Use the N-FINDR volume calculation to decrement the number of
endmembers by one. Subsequent to this process, invert the data to generate
abundances.
c. If 𝑚 = 𝑀: Run a single iteration of the AGES algorithm, as a precursor to which
the abundances are calculated.

8. Return to 1.
One cannot pretend that this algorithm comprehensively covers all possible issues related to full
cube systems. For example, the above discussion suggests that full pixel registration is perfect, that is,
that the camera moves in pixel-distance increments. This is, of course, not true. Therefore, how to
handle sub-pixel registration is clearly an issue that would need to be resolved. Fortunately, as a
mitigating factor, the issue of this imperfect alignment between pixels in successive frames is, in part,
handled by the very algorithm used to analyse the scene. That is, given that linear mixing is nothing
more than the effect of pixels integrating together the response of a particular region, the sub-pixel
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movements of the camera would simply impose differing proportions of mixing within each pixel.
Furthermore, the extent to which a pixel became a significantly different mixture to its incarnation in a
previous frame is dependent on how misaligned the two frames are, providing a kind of upper limit on
how different the scene might be between frames.
In a similar vein, the systems discussed here focus on translational movement or panning.
While one might suggest that rotations could be handled without much significant change from this
structure, zooming is a different matter. Zooming, as with sub-pixel registration, can however be
modelled as greater or lesser degrees of linear mixing. As such, when one zooms out, the response of
the resulting pixels could potentially be modelled as a mixture of the previously filmed pixels, therefore,
their abundances too would form some sort of aggregate of a collection of pixels, potentially allowing
one to interpolate the abundances of some of the scene pixels. Zooming in is slightly more challenging,
given that one would be revealing new information, in the form of potentially less mixed pixels.
Nonetheless, one could make a case for pure-seeming regions at low zoom having a higher probability
of purer pixels upon zooming in than regions that appear to be more mixed at low zoom, given the
spatial clustering of materials and increased likelihood that when two materials are closer together, one
is more likely to see mixing and less likely to see pure pixels.
Other issues not treated by this system include the handling and masking off of noisy pixels, for
example pixels that represent a specular reflection rather than a diffuse reflection, fast moving cameras
such that insufficient frames are given to any part of the scene, perspective distortion and such like.
These issues and those discussed above are briefly discussed in a speculative fashion in Chapter 7.
They are otherwise not considered within the scope of this thesis.
Having discussed these outlines for how such camera systems might function, along with some
of the pitfalls of implementing such systems for real world use, the performance of such approaches on
real data sets is now considered.

5.3 Empirical Validation of Camera System Analysis Approaches
In order to examine the viability of the above system outlines, each approach was executed on
the Cuprite subscene which the reader should now be familiar with.
5.3.1 Methodology: Push Broom System Evaluation
For the purposes of evaluating the push broom based system, the 350 by 350 pixel subscene
used throughout the earlier chapters of this thesis was used. A scan began from the left-most column of
pixels. Columns of pixels were then added to the right of the current data set one at a time, each new
addition of a column constituting a new ‘frame’. The AGES algorithm modified to run on push broom
generated data was executed on this data, a single iteration per single frame.
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In order to simulate the changing number of materials in the scene and therefore a changing
target of number of materials that the algorithm should be seeking, the HFC algorithm [66, 147] for
determining the virtual dimensionality (VD) of the data was used on each frame with a probability of
false alarm, 𝑝𝑓 , of 10−4 , as this was the approach and value used to determine the number of

endmembers in the Cuprite scene in the previous studies on which the evaluations in previous chapters
are based, as well as providing the best estimate on this scene compared to the NWHFC algorithm or

other values of 𝑝𝑓 [148]. The algorithm was set to find the number of materials indicated by the HFC

algorithm in each frame. As shall be discussed later, this did not ensure that the number of materials
was non-decreasing with increasing number of lines. As such, the approach for removing endmembers
from the endmember set discussed above was required.
5.3.2 Methodology: Image Cube System Evaluation
For the purposes of allowing the system to pan across a scene properly, while still allowing the
system access to a substantial number of pixels, rather than using the 350 by 350 subscene of the
Cuprite scene used throughout this thesis an expanded version of the Cuprite subscene was used. This
expanded scene consisted of all of subscene 4 of the Cuprite flyover, containing 512 rows and 614
columns of pixels. This scene can be viewed in Figure 10-1. Within this, a 350 by 350 window was
allocated to be captured, representing a single frame of video. This frame was then moved around the
scene, to represent a moving camera. In all instances, the scene began on the top-right 350 by 350
pixel region that readers will be familiar with from previous chapters. Two pans to the left were
executed from this position, the first at a slow pace of a 10 pixel shift per frame for 24 frames, the
second at a faster 30 pixels per frame for 8 frames. The camera then paused for 30 frames, then
returned to its original position at the top-right at the same speed as it had initially from right to left
before coming to rest for a final 30 frames. Each of these two kinds of movements was repeated twice:
once with no initial pause to allow the camera to build up an endmember set and once with a pause of
44 frames, such that the endmember set had stablisied.
In order to determine the appropriate number of endmembers within any given frame, the HFC
algorithm was used with 𝑝𝑓 = 10−4. The value of 𝑎𝑡ℎ𝑟𝑒𝑠ℎ , that is, the value above which a pixel’s

abundance must be in order to replace an endmember that has moved out of the scene was set to 0.75.

5.4 Results and Discussion
It has been established throughout this thesis that AGES, among other N-FINDR-like
algorithms, selects reasonably consistent sets of pixels for use as endmembers. Furthermore, the
movement of the region being imaged will, naturally, limit the pixels available to the algorithm as
endmember selections. As such, given a camera system roaming the scene, a lack or abundance of
good quality pixels to select as endmembers is not indicative of a problem or a successful system per se.
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Given this, the previously used SAM metric of performance will be eschewed here in favour of an
examination of abundance maps and the match of these maps to the ground truth scene.
A further reason for avoiding SAM angles is that the exemplar matching strategy, used in
previous chapters as well as earlier in this chapter, is reliant on the same endmembers being repeatedly
selected. This is clearly not possible where the camera is moving across a scene. Therefore, with
manual labelling of endmembers being unrealistic across so many endmember sets and in the absence
of a suitable alternative for matching endmembers to ground truth, one is not left with a practical means
for actually implementing a SAM performance metric.
The volume, also used as a performance metric previously, is also unsuitable as a measure of
quality on changing scenes, unless one is aware in advance of what a ‘good’ volume is on a particular
portion of the scene a priori. Given a suitably thorough test of the system such that many frames are
captured, as outlined above, the act of determining the meaning of a particular volume compared to, for
example, 1000 randomly initialised trials of N-FINDR or AGES again becomes unrealistic in the face
of the time required to establish this baseline for each frame. As such, the volume can only be used as
a performance measure on those frames that cover the 350 by 350 pixel region of the Cuprite scene
used in previous chapters, for which a distribution of volumes is known.
Having established the limited usefulness of some of the previously used performance metrics,
the performance of the systems shall now be discussed in relation to the subjective quality of the
abundance map results.
5.4.1 Push Broom System
The system outlined above was allowed to execute for a total of 360 frames such that, in the
first 350 frames, additional lines were added one at a time to the scene. The remaining 10 frames were
executed on the full complement of 350 lines. After these 10 frames, the algorithm terminated, as no
better endmember replacements could be made by the algorithm.
As expected, the HFC method for estimating the number of endmembers did not produce a nondecreasing estimate of the number of endmembers. Instead, the number of endmembers estimated
fluctuated around a mean of approximately 20 endmembers. The estimate, however, did not generally
change abruptly, meaning that the ability of AGES to only increment or decrement the number of
endmembers by one at a time did not cause the system to significantly lag behind the dimensionality
estimate, see Figure 5-5.
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Figure 5-5 Number of endmembers estimated by the HFC algorithm and corresponding number of endmembers actually
included into the endmember set by AGES in each frame

The performance of such a system is slightly more difficult to quantify than the results of a
system that only produces one set of abundance maps on a final image. In part, this is due to the large
number of frames which, as discussed previously, is an issue in assessing the performance of
algorithms executed many times on the same data set. In this instance, however, to further compound
matters, the data set is effectively different in each frame. Furthermore, particularly for early frames,
there may be insufficient lines available to provide sufficient spatial information to allow for ready
recognition of materials based on their distribution in the ground truth. The volume of the simplex
formed is also no longer a suitable metric of accuracy as volumes of simplexes of different dimensions
are not meaningfully comparable. Indeed, one would generally expect larger numerical values for
lower dimensional simplexes, purely based on the volume being inversely proportional to the factorial
of the dimension (see Equation 2-1) if the distance between endmembers was small relative to the
dimension, such as if the spectra are specified in reflectance values between 0 and 1. On the other hand,
where the spectra are specified in radiance values, or in some multiple of reflectance values, (such as
the Cuprite data specified as 10000 times reflectance), the increase in volume from a new endmember
may overall increase the volume for reasonable numbers of endmembers.
This aside, one can compare the volume of the simplexes formed from frames 350 to 360 to
those from previous chapters, given that the data set used was the same and the number of endmembers
used was 22, as in previous chapters. Examining these volumes, see Figure 5-6, one can note that the
results in each of these frames was such that any one of these results would have been regarded as a
good final result in a static scene system.
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Figure 5-6 Volume of simplex formed in the last 11 frames of the AGES-based push broom system

The key information absorbed by a user of such a system, however, is clearly the abundance
maps produced by such an algorithm. Needless to say, an exhaustive examination of abundance maps
is impractical. A series of exemplar thematic maps, beginning in the 50th frame and proceeding to the
360th frame is shown in Figure 5-7.

Figure 5-7 Thematic maps of endmembers produced in frame a) 50, b) 100, c) 150, d) 200, e) 250, f) 300, g) 350, h) 355 and i) 360
with the AGES-based push broom system
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It is important to note that within Figure 5-7, the colour maps used within each individual
thematic map are intended to maximise the distinction between endmembers within that map. As such,
the colours are not comparable between maps: a yellow endmember in frame 200, for example, does
not correspond to the same endmember or even endmember position as frame 360. The similarity
between successive frames was sufficiently close to prevent the output from being disorienting, for
example, see Figure 5-8.

Figure 5-8 Thematic maps for three adjacent frames of the AGES-based push broom system: frames a) 220, b) 221 and c) 222

It should be noted that, unlike in previous thematic maps, the maps in both Figure 5-7 and
Figure 5-8 correspond to endmembers, not to ground truth materials. Therefore, these maps represent
more accurately the kind of output that a user might expect to see, in that in a real system endmembers
belonging to the same material type may not (or possibly could not) be automatically grouped together.
Despite this, the reader will note that throughout the scenes, the features of the ground truth maps are
clearly visible, such as the ridge of Alunite running vertically down the left hand side of the scene, the
C-shaped area of Muscovite curling around this ridge, the triangular area of unidentified material
coming down from the top right, the Alunite and Kaolinite region filling the bottom right corner of the
map ringing a region of Chalcedony, and the small circular region of Montmorillonite in the bottom
right hand corner. Overall, one can suggest that these results imply that the system is successful. A
series of frames have been produced that contain the same kind of detail as was produced in the static
system. Furthermore, the results of adjacent frames are similar enough that the ongoing analysis of the
scene is coherent 37.
5.4.2 Image Cube System
For the two trials in which no movement was simulated for the initial 44 frames to allow the
algorithm to settle into a stable estimate, thematic maps for 8 frames are displayed in Figure 5-9 and
Figure 5-10. The 8 frames are as follows: the first frame, number 22, represents the completion of the
37

Although, one should hasten to mention that across 50 frame leaps, there is a more substantial change, based on
the colouring system used. Another colouring scheme, such as one that coloured endmembers based on position such that,
for example, the 10th endmember was always yellow, can provide a more consistent colouring between frames, although the
trade-off is in less differentiation between materials within frames. A speculative discussion on visualisation of the data
produced by such camera systems is included in Chapter 7. At present, the reader should note that, despite being
handicapped with a rather basic system for displaying the data, the system appears to be operating effectively.
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initialisation portion of the algorithm, providing a complete set of 22 endmembers. The second frame,
number 44 represents a finalised refinement of the endmember set to a stable set. The third frame
represents a position 120 pixels left of the initial scene. To aid in the orientation of the reader, in this
scene, the leftmost Alunite ridge from the initial scene appears roughly in the centre of the frame, the
large triangular region of unidentified material formerly located in the top right corner is visible as a
sliver down the top right hand side of the frame. The fourth frame represents a position 240 pixels left
of the initial scene. In this frame, the Alunite ridge is now on the right edge of the frame, the majority
of the rest of the details of the initial scene are out of frame. The fifth frame shows the results of the
system after dwelling on this position 240 pixels left of the original position for a total of 30 frames.
The sixth frame represents a return to the same position as the third frame, 120 pixels left of the initial
position. The seventh and eighth frames show a return to the initial position after having just returned
to that position and after dwelling on that position for 30 frames respectively.
The results of 6 frames of the trials that were not allowed to dwell on the initial scene before
being moved are shown in Figure 5-11 and Figure 5-12. These six frames correspond to the last six
frames of those shown for the trials that were allowed to pause before moving: a scene 120 pixels to the
left of initial, a scene 240 pixels left of initial, a scene 240 pixels left of initial after a 30 frame pause, a
return to a scene 120 frames left of initial, a return to the initial scene and that same scene 30 frames
later.
Similar to the results of the push broom system, the results for the image cube system show
many of the mineral features that the user will be familiar with from previous chapters. Allowing the
camera longer to dwell on the scene to build up an endmember set appears to have been an advantage,
which is not unexpected. There was not a significant discrepancy in results based on the speed at
which the camera moved, if one accounts for the fact that this allowed for fewer frames, meaning that
the algorithm had less opportunity to adjust the number of endmembers.
Overall, one must suggest that many of the key features of the scene, such as the Alunite ridge
down the left hand side of the scene, as well as the Muscovite and Kaolinite regions, appear relatively
clearly in all trials. Furthermore the system appears to be fairly tolerant of the movement. While
numerically the pixel distance moved may seem small, if one considers that a 30 pixel movement is
nearly 10% of the scene, then in a system producing a mere 10 frames per second, this represents a
complete change of scene every second, a reasonably fast pan if one is indeed interested in what is
being captured. As such, one could suggest that overall the system is reasonably robust to such
movements. One must suggest, however, that the slightly slow pace of the II initialisation scheme does
show, particularly in the fourth trial, as with so few frames the algorithm struggles to add enough
endmembers into the system quickly enough. Nevertheless, details quickly emerge from within the
scene which, perhaps, is the best one can hope for.
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A comparison of the volumes produced by each of the algorithms in the last 30 trials is given in
Figure 5-13. These values again suggest that there was an advantage to allowing the algorithms more
time to build up an endmember set before moving the camera. Somewhat surprisingly, the faster
moving scene actually produced a larger volume in this circumstance, although all results were good
enough based on volume to be acceptable in all trials.

Figure 5-9 Eight frames of the first trial in which a dwell time of 44 frames was allowed on the initial scene and movement
occurred at 10 pixels per frame
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Figure 5-10 Eight frames of the second trial in which a dwell time of 44 frames was allowed on the initial scene and movement
occurred at 30 pixels per frame
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Figure 5-11 Eight frames of the third trial in which no dwell time was allowed on the initial scene and movement occurred at 10
pixels per frame
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Figure 5-12 Eight frames of the fourth trial in which no dwell time was allowed on the initial scene and movement occurred at 30
pixels per frame

Figure 5-13 Volumes of each of the four trials in the final 30 frames of the trial

One aspect of the performance of the algorithm not clearly demonstrated in the above maps is
the performance of the algorithm during its initialisation phase of AGES II. This period is covered in
the series of thematic maps shown in Figure 5-14.
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Figure 5-14 Thematic maps of the initialisation period of AGES-II

While the results do appear to become clearer the longer one allows the algorithm to iterate,
many of the features of the scene are apparent, even as early as 5 frames into the analysis. The operator
of such a system would, indeed, have access almost immediately to information about the content of
the scene being imaged. On this basis, one could determine whether to allow the camera to dwell and
thus refine the analysis or move on to analyse different portions of the location.
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5.5 Closing Comments
This chapter has outlined an approach that is effective in converting AGES, or more specifically,
AGES-II into a very simple video system analysis algorithm.

Clearly, some aspects of the

implementation of such a system have not been covered, as mentioned within the chapter. Some
discussion of how these can be addressed in future work will be addressed in Chapter 7.
For the moment, however, a number of algorithms have been devised, which can be applied to
the problem of analysing forensic data. Up until this point, the analysis of the performance of these
systems has been carried out on remote sensing data. As the bulk of work on unmixing hyperspectral
data comes directly from the field of remote sensing, this is natural to allow for a comparison between
these and existing techniques within the literature.
Having established the efficacy of these techniques, however, it is now appropriate to consider
something more directly relevant to the application of forensic scene analysis. The next chapter,
therefore, focuses on applying the developed algorithms to some real data, consisting of simulated
forensic scenes.
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6 Application of Hyperspectral Imaging Techniques to Forensic Image
Analysis
In the previous chapters, this thesis has examined hyperspectral algorithms and modifications of
those algorithms on test scenes relevant to the field of remote sensing. This allows for a comparison of
the performance of those unmixing algorithms with other algorithms within the substantial body of
literature on hyperspectral unmixing from the field of remote sensing. Having established the efficacy
of the algorithms relative to the body of remote sensing work, it is now appropriate to examine the
usefulness of these techniques in the application around which this thesis is centred: forensic scene
analysis.
As established in Chapter 1, spectral imaging has already proven itself to be an effective tool in
examining items of interest at or from forensic crime scenes. As such, the aim of this chapter is not to
compare the techniques from hyperspectral imaging to images produced by a more conventional trichromatic camera, but to contrast the performance of some of the techniques used in the forensic
literature to enhance spectroscopic images with the hyperspectral techniques developed and discussed
in the previous chapters of this thesis.
In particular, this chapter shall focus on two kinds of evidence that may be found at crime
scenes, first, blood shoemarks, based on the work of Wagner [36]; and second, treated fingermarks, for
which the analysis techniques were based on those used by Exline et al. [38], Maynard et al. [41],
Tahtouh et al. [42] and Payne et al. [40]. Given that this thesis is about hyperspectral imaging and
linear unmixing, the aspects of these works that deal with fluorescence imaging will not be examined
here. This chapter limits itself to visible spectrum hyperspectral imaging.

6.1 Methodology
Two different approaches were used to examine the blood shoemarks and treated fingermarks,
as mentioned above. This section outlines the equipment and methods used to produce the data, as well
as the approaches used to analyse the data.
6.1.1 Blood Shoemarks
Blood shoemarks, that is, prints made by shoes that have trodden in blood, would clearly be of
interest at a forensic crime scene, both in terms of their detection, and also in terms of their
enhancement, such that a mark might be matched to a brand and size of shoe, or even a particular pair.
Wagner’s work [36] covered both untreated and chemically enhanced blood shoemarks. For the
purposes of this thesis, only untreated shoemarks will be considered.

198

6.1.1.1 Imaging System
Hyperspectral images were captured using a Varispec Liquid Crystal Tuneable Filter (LCTF)
produced by Cambridge Research & Instrumentation (CRi). The filter operated in the visible (VIS)
range of the spectrum and allowed for a range of wavelengths from 400nm to 720nm in steps as small
as 1nm. The nominal bandwidth of the filter about each centre frequency was 10nm.
The LCTF was mounted in front of a Schneider Xenoplan 1.4/17mm lens, connected together
by a custom made interlocking disk and collar 38 , to allow the lens focus to be adjusted without
requiring the disassembly of the entire system. This was in turn mounted to a QICAM 1394, 12-bit
monochrome camera. The complete system was bolted to a custom designed bracket, which was in
turn mounted to an Edmund Optics 2 axis adjustable camera mount. As was experienced by Wagner
(personal communication) with a similar system, some degree of vignetting was experienced with this
set up, but not enough to severely impact the results. The lens aperture was set at approximately f4.2,
in a balance between eliminating vignetting and maintaining effective sensor resolution [149].
A second system, using a near infrared (NIR) Varispec filter, identical Schneider lens and
Rolera-XR 1394 cooled monochrome camera was used to investigate the efficacy of the NIR portion of
the spectrum, pictured in Figure 6-1. Such a system was capable of operating from 650nm to 1100 nm.

Figure 6-1 Near infrared imaging system with LCTF, lens and camera and mounting 39

As a result, however, of both the severe vignetting experienced in the NIR system (due to the
smaller aperture on the NIR filter, compared to the VIS filter) and the fact that, spectrally-speaking,
little of interest occurred in the NIR region for blood, only the results of the VIS filter shall be included
in this thesis.
38

Connection system was designed by Bowmaker, R., Moynihan, K. and Roper, T., doctoral candidates in the Dept.
of Electrical and Computer Engineering, University of Auckland, as was the bracket system later described.
39
Image courtesy of Robert Bowmaker, Dept. of Electrical and Computer Engineering, University of Auckland. A
virtually identical kit was used for both the VIS and NIR filters.
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Objects were imaged in a dark room, with targets propped against the wall to align the target
with the camera. Illumination was provided by three 35 Watt Halogen bulbs. The front of the LCTF
was positioned approximately 55cm from the target, as were the lights. While this meant that the
lighting was non-uniform, more diffuse lighting required significantly longer integration times. This
was an issue, particularly for the VIS system at the bottom end of the wavelength range of the system.
At the blue end of the spectrum, relatively little energy was emitted by the halogen bulbs, the
throughput of the LCTF was low and the quantum efficiency of the camera was also poor. These
factors combined meant that, even with the bulbs so close, the integration time for a single band at
400nm could be as long as 90 seconds. This does not include the time required to determine the
appropriate exposure length.
Exposure time for each band was calculated from code written by Tim Roper (Dept. of
Electrical and Computer Engineering, University of Auckland) as part of a summer studentship. The
basic idea of the approach was to make a given percentile of pixel intensity equal across all bands. For
example, one could attempt to set the 95th percentile of pixel intensity to be 85% of the maximum
dynamic range of the camera. Such an approach meant that the signal to noise ratio of all bands was, in
an approximate sense, equal 40.
6.1.1.2 Blood Shoemark Sample Preparation
One litre of bovine blood was acquired from Auckland Meat Processors Limited (Otahuhu,
Auckland, New Zealand). To this was added 2g of EDTA to act as an anti-coagulant based on the
advice of Dr. Gordon Miskelly41. This was understood to be a reasonable proxy for human blood in the
creation of blood shoemarks [36], (Miskelly, personal communication).
A pair of size 1, Active Intent brand running shoes was used as a stamp with which to make the
blood shoemarks. While Wagner [36] used a shoe large enough to fit on his feet and walked in the
shoe to make the shoemark, the author was assured that virtually any kind of stamp which could
deposit the blood would be a suitable proxy (Miskelly, personal communication). The fabric and
leather uppers were cut off the shoe and the inners were removed, leaving only the rubber sole of the
shoe. The front half of the sole, from the arch to the toe was used as a stamp.
Dilute solutions of blood were prepared using de-ionised water such that undiluted, 50 times
diluted, 500 times diluted and 5000 times diluted blood solutions were available, matching the dilutions
used by Wagner [36]. Following Wagner’s procedure for making the prints, 1 millilitre of blood
solution was applied by pipette onto the sole of the shoe. The solution was spread over the sole of the
shoe using a fine artist’s brush. For undiluted blood, this solution was allowed to rest, with the sole
40
41

Assuming that the most significant component of noise was thermal noise.
Dr. Gordon Miskelly, Deputy Head of Forensics, Dept. of Chemistry, University of Auckland.
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exposed upwards for 3 minutes and for 5 minutes for more dilute blood. After this time expired, the
sole was inverted, briskly shaken a few times to flick any excess watery blood out of the crevices in the
sole of the shoe before being placed onto the test substrate. The author then placed his knuckles into
the ball of the sole, leant through the shoe with all his weight, and gradually rolled his knuckles
forwards into the toe of the sole, simulating a stepping motion.
Having made a print, the shoe sole was then cleaned vigorously in warm water with dish
washing detergent, before being towel dried and then left to air dry. To protect against contaminating
any dilution of blood, each series of prints on a given background were made from most dilute to least
dilute, using separate brushes and pipettes for each solution. Both shoes were used alternately, to allow
greater time for drying. Prints were allowed to dry, but were imaged shortly after being made, usually
within one hour of being stamped and no later than four hours afterwards.
The prints were imaged from 400nm to 720nm in steps of 5 nm. Depending on how reflective
the materials in the scene were, complete time to capture a single cube was between approximately 4
and 10 minutes. Around 40% of this time was devoted to capturing only the first two bands. The long
imaging time did have some significance, given that the objects needed to be exposed to the halogen
lights for that period (longer, if prints were made multiple times on one target), then the print would be
being warmed continuously by the lights. Such problems are not uncommon, both Payne et al. [40] and
Wagner (personal communication) reported that some targets melted under their lights. Fortunately,
neither objects nor prints used in this study appeared to be adversely affected by the heat.
Prints were made on a variety of porous and non-porous substrates with varying degrees of
patterning and texture. Four prints, one at each of the four dilutions were made on a plain, uncoated
piece of timber, see Figure 6-2. The surface can be considered porous, or at least semi-porous, in that
some of the liquid did soak into the timber.
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Figure 6-2 False colour image at bands 610nm, 540nm and 465nm of blood shoemarks on a timber background with a)undiluted
blood, b) 50 times diluted blood, c) 500 times diluted blood and d) 5000 times diluted blood

A second, more challenging set of porous test subjects were two different colours of carpet: a
dark gray synthetic doormat, with highly regular texture and a light cream woollen piece of flooring
carpet, with a less regular texture. An undiluted print was placed on each, with a further 50 times
diluted print placed on the light cream carpet. While more dilute prints were tried on each, due to the
texture of the carpets, which made it difficult to create recognisable, repeatable prints and also to
confirm that the shoemark was being isolated rather than some pattern in the texture of the carpet, the
more dilute prints will not be considered in this thesis. The prints that were considered can be seen in
Figure 6-3.
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Figure 6-3 False colour image at bands 610nm, 540nm and 465nm of blood shoemarks: a) undiluted blood on gray carpet, b)
undiluted blood on cream carpet and c) 50 times diluted blood on cream carpet

In addition to these porous substrates, a series of non-porous tile surfaces were used to deposit
blood. As a simple benchmark, a plain white tile was used, on which blood at each of the 4 dilutions
was stamped, see Figure 6-4.

Figure 6-4 False colour image at bands 610nm, 540nm and 465nm of blood shoemarks on a white tile background with
a)undiluted blood, b) 50 times diluted blood, c) 500 times diluted blood and d) 5000 times diluted blood
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A more challenging series of images were taken on a highly textured dark gray tile, as well as
smoother terracotta orange, porcelain 42 and faux stone tiles with undiluted, 500 times diluted, 50 times
diluted and 500 times diluted blood respectively, as shown in Figure 6-5.

Figure 6-5 False colour image at bands 610nm, 540nm and 465nm of blood shoemarks on various tiles at various dilutions a)
undiluted blood on gray tile, b) 500 times diluted blood on porcelain-coloured tile, c) 50 times diluted blood on terracotta-coloured
tile and d) 500 times diluted blood on a faux stone tile

6.1.1.3 Analysis Techniques
In order to detect the blood shoemarks, three approaches were examined. The first, involved
examining the response at 415nm, the so-called Soret band [36], at which blood experiences a sharp
increase in absorption. A further technique was examined from Wagner [36], a single wavelength
background correction designed to enhance the contrast around this peak:

where:

𝑦𝑖 =

𝑥𝑖 (𝜆𝑗 )

𝑥𝑖 �𝜆𝑗+𝛿 �

Equation 6-1

𝛿 = ±1 , depending on whether the preceding or subsequent band provides greater contrast

𝜆𝑗 = 415𝑛𝑚 , 𝜆𝑗−1 = 410𝑛𝑚 , 𝜆𝑗+1 = 420𝑛𝑚

𝑥𝑖 �𝜆𝑗 � is the response of the 𝑖 𝑡ℎ pixel in the 𝑗 𝑡ℎ spectral band

𝑦𝑖 is the enhanced image
42

These are the colours ‘porcelain’ and ‘terracotta’, not the materials from which the tiles are made
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Finally, each of (LDU)-N-FINDR and AGES-II were executed on each scene. AGES-II was
executed first, beginning with 10 endmembers, reducing the number of endmembers if the shoemark
was split across multiple endmembers, increasing the number of endmembers if the shoemark was
mixed in with other materials, until an appropriate number of endmembers was determined. The NFINDR algorithm was then executed five times to find this number of endmembers, each with a
different, random initialisation. The largest final volume simplex was retained as the final result of NFINDR. While an endmember that represented blood was preferentially used to view the shoemark, in
some instances the blood shoemark was best visualised in a background endmember, in which the
shoemark could be seen in negative, that is, the absence of shoemark appeared as a dark region in an
otherwise bright background. This was particularly the case where the shoemark was represented
across several endmembers, which occurred most frequently on textured backgrounds, or where the
blood pooled in various parts of the print, such that the opacity of the print varied across the scene.
6.1.2 Treated Fingermarks
A second kind of forensic evidence considered in this thesis was treated fingermarks. A brief
discussion on untreated fingermarks is included in the next chapter.
Three groups of treated fingermarks were produced, prepared and imaged by Dr. John Wagner
(University of Auckland, Department of Chemistry). Each set of fingermarks consisted of three prints,
one on a plain white paper background, one on a checked blue, red and yellow background and one on
a background where the colour graduated from blue in the top left corner, to red in the centre to yellow
in the bottom right corner. The backgrounds were printed onto the same sheet of plain white paper, the
colours chosen specifically by Dr. Wagner to produce as close as possible to the three pure colour inks
used by the printer, such that each square of blue, red or yellow was produced by a single pure ink.
The three sets of prints each represented a different intensity of both print and background, the first set
representing strong prints on vibrant backgrounds, the second weak prints on faint backgrounds and the
third moderately strong prints on somewhat faint backgrounds. Three bands of colour, graduating from
pure red, blue and yellow to white paper were also added to each sheet.
These fingermarks were then treated with ninhydrin to produce Ruhemann's purple, a brownpurple, powdery-appearing substance that forms as a result of the interaction of the ninhydrin with
amino acids present in the fingermark. Finally, the fingermarks were imaged by a system very similar
to that used by the author to produce the blood shoemarks above: a visible spectrum Varispec LCTF
was mounted in front of a lens, which was in turn directly mounted to a QICAM camera system. It is
likely that this image was produced using a Halogen bulb for illumination.

Details of various

experimental set-ups used by Dr. Wagner are detailed in [36], however exact details of the equipment
used to produce these images were not supplied. Images were captured from 400nm to 700nm in steps
of 2nm. As a final processing step, Dr. Wagner converted the images to a crude form of relative
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reflectance by dividing the captured image by an image captured under identical conditions of a light
gray card. This was done, in part, to minimise the effect of vignetting which was rather severe due to
the field of view of the lenses used by Dr. Wagner. The resulting images, cropped to show only the
three fingermarks on each page can be seen in Figure 6-6.

Figure 6-6 False colour images produced from image cubes supplied by Dr. John Wagner using relative reflectance bands at
610nm, 540nm and 460nm for a) strong fingermarks b) weak fingermarks c) medium fingermarks

It should be mentioned that, perhaps as a result of the very bright lighting used for imaging, as a
result of the quality of camera systems used, perhaps to some extent the advantages of spectral imaging
and some wear on the original samples subsequent to being imaged, the above images present much
stronger fingermarks than that yielded by a physical examination of the original treated samples with
the naked eye by the author. While the intensity of the background patterns in the above image is
similar to the original samples, the prints are of the order of twice as visible in the above images as in
an examination of the original prints under bright lighting. In an examination of the original of the
weakest print, for example, the prints were virtually indiscernible.
206

In order to process the above prints the images were spectrally sub-sampled, such that the cube
used in analysis had 31 bands from 400nm to 700nm in steps of 10nm. This was due to RAM
restrictions that made processing of the complete cube infeasible. Furthermore, each image was
cropped, as above in Figure 6-6, to remove the pure ink bands along the top of the page. Each of the
two fingermarks deposited over ink backgrounds, for each strength of fingermark, were cropped into
their own images and examined independently, creating a total of 6 images for analysis, two marks for
each of the three strengths, one on each of the checked and graduated backgrounds. The fingermark on
plain paper was not considered, as it proved trivially easy to enhance.
Several techniques were considered from the literature against which the remote sensing
unmixing techniques could be compared. Principal Components Analysis is frequently suggested [36,
38, 40, 42] as a means for enhancing fingermarks and so in each instance, PCA was executed and the
three components that best allowed for an examination of the detail of the print were used as examples
of the performance of PCA. A second technique, suggested to outperform PCA [42] was the second
spectral derivative. The idea behind such an approach was to use the second spectral derivative in a
band that enhances the separation between the background and the item of interest. However, in part
due to the inherently noisy nature of high dimensional data and probably in part due to the reflectance
correction performed by Dr. Wagner, the spectra within the image were relatively noisy. As such, a 5
point Lanczos differentiator was used, which effectively incorporates a low pass filter into the
differentiator, rejecting high frequency noise, (see Equation 6-2).

where:

𝑥′𝑖 (𝜆𝑗 ) =

𝑥𝑖 �𝜆𝑗+1 � − 𝑥 ′ 𝑖 �𝜆𝑗−1 � + 2 �𝑥 ′ 𝑖 �𝜆𝑗+2 � − 𝑥 ′ 𝑖 �𝜆𝑗−2 ��
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Equation 6-2

𝑥𝑖 �𝜆𝑗 � is the response of the 𝑖 𝑡ℎ pixel in the 𝑗 𝑡ℎ spectral band

𝑥′𝑖 (𝜆𝑗 ) is the estimate of the derivative of the spectral signature of the 𝑖 𝑡ℎ pixel at the 𝑗 𝑡ℎ

spectral band

In preliminary testing, this differentiator significantly outperformed either a single point lookahead differentiator or a 3 point central difference differentiator, both of which generated images of
noise or noisy images of background checker patterns or gradients as appropriate.
In order to determine the most appropriate band(s) to use, the spectral signature of each material
was extracted by manually selecting pixels representative of each of the 5 classes: paper, blue ink, red
ink, yellow ink and fingermark. The fingermark spectra were extracted from the strong fingermark set.
A single spectrum for each material was created by taking the mean of these groups of pixels, see
Figure 6-7 a.
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Figure 6-7 Plots of a) relative reflectance, b) second derivative of relative reflectance and c) absolute difference between the
second derivative spectra for paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM)

Taking the spectral signatures of each class, the second derivative was calculated using the
Lanczos differentiator applied twice, see Figure 6-7 b. Finally, the absolute difference between each of
the 4 background materials’ second derivative spectra and the fingermark spectrum was calculated, see
Figure 6-7 c. This suggested that the best spectral bands to examine the second derivative to allow for
maximum discrimination between paper and fingermark was 460nm, as was the optimum band for
differentiating between yellow ink and fingermark, while the optimum bands for red ink and blue ink
were 630nm and 520 nm respectively. As such, all three bands were examined for their derivative
images against which one could compare to the performance of the remote sensing techniques.
As previously, the (LDU)-N-FINDR algorithm was executed 5 times on each scene, retaining
the largest volume result, while AGES-II was also executed, albeit a single time on each image. Unlike
for the bloody shoemarks, however, where the number of endmembers required to capture light and
texture variation needed to be investigated, in this instance both algorithms were instructed to search
for exactly 5 endmembers, the intention being that each should ideally result in the extraction of paper,
blue, red and yellow ink and fingermark endmembers.
Finally, having extracted exemplar spectra, inversion was applied directly to each scene using
the exemplar spectra as endmembers for comparison. This allowed for a comparison between the
manually selected spectra and those extracted by N-FINDR and AGES-II.

6.2 Results
6.2.1 Blood Shoemarks
The image captured in the Soret band of 415nm, the images produced by Wagner’s 2 band
correction, both with a division at 410nm and 420nm, and the best representative results of N-FINDR
and AGES-II are shown below for each print.
6.2.1.1 Timber Background
The heavy, undiluted shoemark posed little problem for any of the approaches considered.
AGES-II and N-FINDR used five endmembers to represent the scene. This provided ample separation
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of the pattern of the wood from the strong mark. AGES-II slightly outperformed N-FINDR, as NFINDR created 2 blood endmembers. Both remote sensing techniques, however, appear superior to the
previously tested techniques. Refer to Figure 6-8.

Figure 6-8 Results of analysis techniques applied to an undiluted blood shoemark on a timber background

As could be expected, diluting the blood made the task of separating the mark from the
background more challenging. This was likely exacerbated by a pooling of blood in the top left of the
toe of the print, resulting in a much stronger deposition in this small corner. As a result, AGES-II and
N-FINDR used 10 endmembers to represent the scene, of which one represented nothing but this darker
red stain. Despite this, both remote sensing techniques did a reasonably good job of extracting the
shoemark from the background texture, although some of the grain was more visible than in the
previously considered, stronger print. Dividing by 420nm resulted in nothing more than the stronger
toe print being revealed. Dividing by 410nm produced a more useful image, although the degree of
enhancement over the straight image at 415nm was minimal, as can be seen in Figure 6-9.
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Figure 6-9 Results of analysis techniques applied to 50 times diluted blood shoemark on a timber background

Lighting variation made the 500 times diluted image challenging for the hyperspectral imaging
techniques, both of which searched for 10 endmembers, neither offering a significant improvement
over the plain 415nm image. While only offering a faint shoemark image, dividing by 410nm did seem
to produce some degree of rejection of the background patterning, whereas dividing by 420nm
eliminated the shoemark altogether. The shoemark was, perhaps, most obvious in the images produced
by AGES and N-FINDR, such that from a pure detection standpoint, these techniques have an
advantage, as shown in Figure 6-10.
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Figure 6-10 Results of analysis techniques applied to a 500 times diluted blood shoemark on a timber background

The 5000 times diluted print was approximately as visible as the 500 times print. As such, the
performance in relation to all the approaches was similar as can be seen in Figure 6-11. AGES-II and
N-FINDR were both set to search for 10 endmembers.

Figure 6-11 Results of analysis techniques applied to a 5000 times diluted blood shoemark on a timber background
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The similarity between the 500 and 5000 times diluted images may possibly be explained by
one of two phenomena. One explanation may be that the system was in fact detecting watermarking of
the timber, rather than the blood itself, such that after the blood became so dilute, there was little
further decrease in performance resulting. Certainly, while the Soret band did appear to have slightly
stronger absorption for both the 500 and 5000 times diluted shoemarks, the absorption in the mark was
relatively stronger across all bands than was the case for the other, less dilute marks. Consider, for
example the 50 times diluted blood, which had quite strong absorption in the Soret band, but virtually
no absorption in the red end of the spectrum. Indeed, the 50 times diluted print appeared to be virtually
transparent around 700nm range, allowing a view of the grain beneath, in sharp contrast to the Soret
band where the print was virtually opaque. Given that Wagner [36] was using larger shoes and the
complete sole of the shoe with the same amount of blood solution, it’s quite possible that the prints
generated by the author were wetter than Wagner’s. This may explain why some form of print is
visible for the author at 5000 times dilution on timber, while Wagner reported that nothing was visible
under these circumstances. On the other hand, one would expect that there was sufficient water in the
50 times diluted print to cause watermarking and yet, as mentioned, no print was visible in the red end
of the spectrum, unlike for the more dilute prints.
A second possible explanation relates to a property the author noticed while initially attempting
to replicate some of the results from Wagner [36] (and failing to detect even 50 times diluted blood, at
that time). The increased absorption of blood in the Soret band appears, for dilute blood, to be
decidedly not Lambertian. The dilute prints were most visible, when viewed by the naked eye, from an
extremely acute angle to the surface. Furthermore, small orientation changes between the lights,
surface and camera could result in large changes in the contrast in the Soret band between print and
background 43. As such, the position of a particular print relative to the camera and the lights could and
did have a significant impact on the perception of that print. In general, many of the prints were
captured such that they were located in the position of best detection. In some instances, however,
where prints were placed close together on a single background, multiple prints were captured at once.
The 5000 times diluted print was located in the region of most visibility when captured, whereas the
500 times diluted print was captured further from this point. The consequences of this observation to
implementing a field ready system and lighting in general are discussed in the next chapter.
Regardless of the cause, this result is further evidence of the advantage of not relying on
specific knowledge of the materials of interest in the scene. Regardless of what is being detected and
enhanced, it is, in fact, a shoemark, which is the primary goal.
43

In general, aligning the camera and lights closely, such that the angle between light to target to camera was small
gave the best results, suggesting an element of specular reflection was involved. Given that some of the surfaces were
glossy, it’s possible that it was, in fact, the backgrounds themselves rather than the prints that caused this phenomenon.
More research is required to determine optimal (and detrimental) capture conditions.
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6.2.1.2 Carpet Background
The traditional enhancement techniques struggled on the highly textured background of the dark
gray carpet to provide an enhanced view of the undiluted shoemark. Even the Soret band did not give a
clear picture of the shoemark. The texture of the carpet ensured that the image was full of the bright
tops of loops and the dark base of the pile, complicating the process of examining the print. In addition,
enhancing light-absorbing targets, on dark, highly light-absorbing backgrounds is non-trivial. However,
when AGES-II was set to find 12 endmembers within the scene, in addition to finding a number of
blood endmembers, (such that no particular endmember gave a good account of the print), one
endmember did show the shoemark relatively clearly in negative. That is, the endmember showed the
absence of blood print in stark contrast to the carpet background. N-FINDR, on the other hand, did not
produce this endmember. The best endmember for visualising the print for N-FINDR was a blood
endmember when the algorithm was set to find 8 endmembers. This blood endmember, however, was
not the only blood endmember. Extra endmembers were required to capture the spectral difference
caused by variations in the position on the pile and thickness of the deposit (which varied due to the
differing contact with the textured surface), such that a single endmember did not clearly represent the
whole print. As such, AGES-II produced the clearest representation of the print as shown in Figure
6-12.

Figure 6-12 Results of analysis techniques applied to an undiluted blood shoemark on a dark gray carpet mat

The more traditional approaches also struggled on the undiluted mark on cream carpet. When
instructed to find 8 endmembers within the scene, both AGES-II and N-FINDR found a number of
disparate blood endmembers, but, similar to AGES-II on the gray carpet, both found a strong negative
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print, indicating where blood had soaked into the carpet, refer to Figure 6-13. As a result, despite the
print being fairly difficult to see directly, the negative prints give a strong indication of the location of
the print, although, the actual details of the print are still clearer on the blood endmember abundance
maps, suggesting the need for some technique to conglomerate endmembers together, as shall be
discussed in relation to visualising high dimensional data in the next chapter.

Figure 6-13 Results of analysis techniques applied to an undiluted blood shoemark on a light cream carpet sample

Given the more watery and less viscous consistency of the diluted shoemark, when applied to
the carpet the print soaked into the fibres. This resulted in the final print having less clearly defined
fine features, but ensured that more of the fibres came into contact with blood. As a result, the print
actually appeared clearer than the less dilute version. This also resulted in the print being more
homogeneous, such that it was better captured by single endmembers, which resulted in AGES-II and
N-FINDR working well with a lesser 5 endmembers to search for. It also meant that the band division
techniques proved more effective, although the hyperspectral techniques still outperformed these
techniques as shown in Figure 6-14. An additional effect of this soaking was that the negative
endmember prints, so effective on the pure blood prints, became significantly less useful.
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Figure 6-14 Results of analysis techniques applied to 50 times diluted blood shoemark on a light cream carpet sample

6.2.1.3 White Tile Background
In contrast to the porous backgrounds, on the non-porous backgrounds more blood pooled on
the print, instead of soaking into the background. As such, the prints had a range of regions of different
strengths of print across the image, with varying degrees of opacity and intensity. The effect of this
change in intensity on the hyperspectral imaging techniques was to force the need for a number of
blood endmembers to capture this variation. On the undiluted mark on a white tile background, the
result of this was the separation of blood into 2 endmembers when the algorithm was instructed to
search for 4 endmembers. One blood endmember represented the thick blood regions occurring in the
centre of large, raised treads on the shoe, while the other represented the thinner blood deposited by the
smaller treads, details, and around the boundaries of treads. Given the simplicity of the background
and the strength of the print, aside from this detail, all techniques did a good job of displaying the print
as shown in Figure 6-15.
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Figure 6-15 Results of analysis techniques applied to an undiluted blood shoemark on a white tile

Once the blood was diluted, however, an opposite effect was observed. Given the more fluid
nature of the dilute blood, while the sole was inverted, the bloody liquid ran into the hollows in the
tread, carrying with it the suspended blood. As a result, the edges of the tread deposited the strongest
bloody prints, leading to a circumstance where the edges of each tread became highlighted in the
abundance maps. At the same time, the fine details of the grip on the shoe became indistinct, as the
blood spread out from the ridges after being deposited. Regardless, with the AGES-II algorithm set to
find 3 endmembers and N-FINDR set to find 4 endmembers, all techniques were able to clearly
visualise the print, as can be seen from Figure 6-16.
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Figure 6-16 Results of analysis techniques applied to a 50 times diluted blood shoemark on a white tile

As the blood became more dilute still, more of the blood containing liquid ran into the gaps
between the tread on the shoe, diminishing the amount of bloody liquid on the raised edges to be
deposited onto the target. The exception to this was the large areas of raised tread on the sides of the
sole, which, being slightly concave, allowed some blood to pool, meaning that the deposit was stronger
on the edges of the print. As a result, when diluted 500 times, the band division techniques began to
struggle to capture the full details of the print, instead representing mostly the large raised areas of the
tread. In contrast, AGES-II and N-FINDR, when searching for 5 endmembers, were quite capable of
representing the complete detail of the print. Despite this, the print was still easily visible simply by
examining the Soret band image, as seen in Figure 6-17.
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Figure 6-17 Results of analysis techniques applied to a 500 times diluted blood shoemark on a white tile

Band division proved incapable of detecting 5000 times diluted blood on white tile, as shown in
Figure 6-18. While the print was visible in some abundance maps for AGES-II with 3 and N-FINDR
with 4 endmembers, the maps that revealed the print represented the tile background, not blood. As
such, hyperspectral imaging offered no advantage over examining the Soret band in this instance.

Figure 6-18 Results of analysis techniques applied to a 5000 times diluted blood shoemark on a white tile
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6.2.1.4 Coloured Tile Backgrounds
The coloured tiles successfully provided a greater challenge to the algorithms than the plain
white, smooth tile.
The only detectable print created on a rough, gray tile was the undiluted print, refer to Figure
6-19. All of the techniques worked reasonably well at highlighting the print, however, the advantage of
the hyperspectral imaging techniques was that, when set to find 7 endmembers, each rejected the
background texture, including a ridge running through the middle of the print. On this basis, the AGESII and N-FINDR techniques were superior to examining band 415nm or the band division techniques.

Figure 6-19 Results of analysis techniques applied to an undiluted blood shoemark on a gray tile

The pale, slightly pink colour of the porcelain-coloured tile made the shoemarks stand out
reasonably well for undiluted and 50 times diluted prints, although the patterning on the tile did
somewhat obscure the more dilute mark. The 500 times diluted print was more challenging. Blood
pooled at the toe of the print causing a strong deposit, however the rest of the print was extremely faint.
As noted on the white tile, the print was actually strongest at the boundaries of the treads. The results
of the various analysis techniques were mediocre in the face of this difficult print. Examining the print
directly in the Soret band did not clearly reveal the print, due to the patterning of the tile, as shown in
Figure 6-20. A division by 420nm worked superficially as well as either AGE-II or N-FINDR when
each algorithm was set to search for 10 endmembers. AGES and N-FINDR both best represented the
print using the stronger boundary around the edge of the tread, rather than using an endmember that
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represented the blood solution on the tread itself. Faint details near the toe were better represented,
albeit very faintly, by the two hyperspectral algorithms than by band division.

Figure 6-20 Results of analysis techniques applied to a 500 times diluted blood shoemark on a porcelain-coloured tile

Aside from a few droplets of 500 times diluted blood, the faintest detectable print on the more
vibrantly coloured terracotta orange tile was the 50 times diluted print, as shown in Figure 6-21. Both
AGES-II and N-FINDR were instructed to search for 12 endmembers. Under these conditions, AGESII produced a clearer image of the print than any other approach. It must be said, however, that
selecting an appropriate number of endmembers to use for this image was difficult as the print was
never strongly revealed by any number of endmembers from 5 to 25 for the AGES-II algorithm. As
such, it is entirely possible that further altering the number of endmembers may have improved the
performance of N-FINDR to be closer to that of AGES-II. This highlights a weakness of the N-FINDR
approach with a random initialisation. While a single execution, or a small number of executions and
taking the largest result can be executed relatively quickly, if there is any uncertainty as to the
appropriate number of endmembers to use, the process of determining the appropriate number of
endmembers by trial and error can quickly become very time consuming. This is particularly true for
images such as these blood shoemarks, for which the number of endmembers required to adequately
account for lighting variation, tile patterning and differential blood deposition was far from intuitive or
obvious.
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Figure 6-21 Results of analysis techniques applied to a 50 times diluted blood shoemark on a terracotta-coloured tile

The faux stone tile provided an excellent challenge for the different approaches, featuring a
wide range of patterns: false veins of rock, false textures and different colours of rock meeting
throughout. Similar to the print on the porcelain tile, aside from a strong toe deposit, most of the print
was not readily visible. Combined with this, a seam where two different rock colours met ran vertically
through the middle of the print, further increasing the difficulty of examining the print. Despite this,
examining the Soret band and the division by 410nm, one was able to see the toe print and blotches of
the left side of the print, as shown in Figure 6-22. When set to find 14 endmembers within the scene,
AGES-II and N-FINDR both produced blood print endmembers that showed only the same toe and left
side of the print visible in the more traditional techniques.

When examining a non-blood print

endmember, however, some of the right hand side of the print was also visible. While the amount of
print available was quite possibly insufficient to allow for it to be matched to a reference print, the extra
detail on the right hand side of the print produced by the hyperspectral algorithms might, for example,
be used to determine the size of the shoe used to make the print. Of the two, N-FINDR produced a
clearer negative print endmember, however, the AGES-II blood print was marginally clearer than NFINDR’s.
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Figure 6-22 Results of analysis techniques applied to a 500 times diluted blood shoemark on a faux stone tile

6.2.1.5 Discussion of Shoemark Results
The above results clearly indicate the potential of hyperspectral imaging algorithms to detect
and enhance items of forensic interest, even faint and potentially difficult to enhance materials. In
particular, the advantage of such approaches is that there needs to be little to no prior knowledge of the
nature of the materials, such that, for example, even extremely dilute blood that does not absorb
strongly in the Soret band has some chance to be detected and separated, although clearly not as well as
a strong blood print.
A clear disadvantage of the hyperspectral techniques, however, also highlighted by this study is
that the performance of the algorithms is dependent and, particularly for weak targets, can be highly
dependent on the number of endmembers used. This is particularly problematic given that there
appears to be no intuitive means for choosing an appropriate number of endmembers given a
sufficiently complex scene and, as shall be discussed in the next chapter, automated means for
determining the appropriate number of endmembers do not always provide consistently good results.
This said, one of the clear advantages, capitalised on in some of the more difficult scenes above,
was that in producing a wide range of abundance maps, the hyperspectral algorithms provided an
opportunity not only to extract appropriate endmembers and display the maps of those materials, but by
also indicating regions in which a given material is absent, one could sometimes infer the position of
other materials more clearly than by examining the maps of the relevant material (or materials) directly.
This was particularly true when a single material could not be well represented by a single endmember.
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Having examined the performance of the hyperspectral algorithms on a series of scenes where
the appropriate number of endmembers was not intuitive and where the fine details of the abundance
maps were perhaps of small to moderate, at best, significance, the results on a series of images in which
the appropriate number of endmembers is reasonably straight-forward to determine and fine details
become vitally important shall now be examined: the treated fingermarks.
6.2.2 Treated Fingermarks
The three best principal component images, the three spectral second derivative images and the
abundance maps and spectral signatures extracted by N-FINDR and AGES-II for each of the six
fingermark images are shown below.
6.2.2.1 Strong Print, Checked Background
On the strong print on a checked background, PCA produced a series of maps that showed the
ridge features in high detail, see Figure 6-23. While not ideally separating the material constituents of
the scene, the results, particularly for the 5th principal component show remarkably good differentiation
between the fingermark and surrounding materials.

Figure 6-23 Best three principal components for enhancing fingermarks for a strong print on a checked background

The second derivative of the spectra produced less promising results, in contrast to those
observed by Tahtouh et al. [42]. Despite much of the ridge detail being preserved, so too was the
background patterning as shown in Figure 6-24. This had an overall negative impact on the clarity of
the print. Furthermore, the blue ink and fingermark was not sufficiently differentiated to allow for easy
examination.

223

Figure 6-24 Second derivative images for a strong print on a checked background to enhance contrast with a) blue ink, b) red ink
and c) yellow ink and paper

Both of the unmixing algorithms correctly separated out the 5 materials, although N-FINDR did
a better job of isolating non-fingerprint pixels from the fingerprint map, albeit at the cost of also
eliminating fingermark detail where the mark intersected with blue ink, see Figure 6-25. Much of this
detail was instead shifted into the paper map, such that from the combination of paper map and
fingermark map, one could perhaps construct a fairly high quality representation of the fingermark.
AGES-II, in contrast, had more blue ink displayed in the fingermark map, but preserved the ridge detail
better, refer to Figure 6-26. Overall, however, both techniques were similar in performance, outperforming the derivative approach, achieving better separation than PCA, but spreading some ridge
detail across the abundance maps as a consequence.
The spectral signatures produced by N-FINDR were closer to those produced by manual
extraction than those of AGES-II, see Figure 6-27. AGES-II extracted an alternative blue signature that
will be seen again in the subsequent finger mark images, produced variously by both algorithms.
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Figure 6-25 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the N-FINDR algorithm
of a strong print on a checked background

Figure 6-26 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the AGES-II algorithm
of a strong print on a checked background
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Figure 6-27 Paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM) for a strong print on a checked background
for a) N-FINDR and b) AGES-II

6.2.2.2 Weak Print, Checked Background
On the most challenging, weak print, PCA was still able to retain a lot of ridge detail in the first
PC, although the ridges were less obvious than for the strong print, due to less contrast between the
print and background image, see Figure 6-28.
The spectral second derivative, on the other hand, produced poor results on all but the strongest
portion of the print, the bottom left hand corner, which was also the part of the print least obscured by
pattern, (Figure 6-29).

Figure 6-28 Best three principal components for enhancing fingermarks for a weak print on a checked background

Figure 6-29 Second derivative images for a weak print on a checked background to enhance contrast with a) blue ink, b) red ink
and c) yellow ink and paper
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Both N-FINDR and AGES-II performed highly similarly on this print, struggling to
differentiate the print from the red ink background, see Figure 6-30 and Figure 6-31. While most of the
ridge detail appears to be reasonably well preserved and visible, and the print exists in stark contrast
against the other regions of background, the confusion between the red background and print meant
that the print was perhaps not as clearly separated and therefore not as visible as might be desirable on
a single map basis. The fact that the ridges were generally brighter than the red ink in the fingermark
map, while being darker in the red ink map does suggest however that additional post-processing may
be able to separate these two further, as shall be discussed as part of improving visualisation of the data
in the next chapter.
Misclassification occurred between blue ink and fingermark on the strong print and also
between red ink and fingermark on the weak print. The increased similarity between the red ink and
fingermark spectral signatures extracted from the weak print image, as seen in Figure 6-32, likely
explains the change in misclassification between the strong and weak fingermark images.

Figure 6-30 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the N-FINDR algorithm
of a weak print on a checked background
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Figure 6-31 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the AGES-II algorithm
of a weak print on a checked background

Figure 6-32 Paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM) for a weak print on a checked background
for a) N-FINDR and b) AGES-II

6.2.2.3 Medium Print, Checked Background
PCA struggled on the moderate print, only producing clearly visible ridge details on the
stronger top and bottom edges of the print, see Figure 6-33. The central region of the print was
discernable as print, however, the pattern of the print was not in evidence.
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Figure 6-33 Best three principal components for enhancing fingermarks for a medium print on a checked background

The second derivative technique performed even more poorly than PCA, smearing the strong
ridge details on plain paper above the checked pattern, as seen in Figure 6-34.

Figure 6-34 Second derivative images for a medium print on a checked background to enhance contrast with a) blue ink, b) red
ink and c) yellow ink and paper

Given the medium strength fingermark, the N-FINDR algorithm appeared to outperform the
other techniques, doing a reasonably good job of separating the fingermark from the background
materials and clearly highlighting the extent of the mark, although, again, ridge detail in the centre of
the mark was not visible, refer to Figure 6-35. The AGES-II algorithm, while performing reasonably
well, did not do such a good job of separating print from background materials, and appears to have
failed to properly separate the paper and blue ink endmembers, see Figure 6-36. This may be due in
part to AGES-II extracting endmember signatures for blue ink and paper that are both relatively flat
signatures, as seen in Figure 6-37. As such, a scaling of one could appear similar to the other, which
could result in the kind of ambiguity seen in the results of the least squares inversion.
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Figure 6-35 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the N-FINDR algorithm
of a medium print on a checked background

Figure 6-36 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the AGES-II algorithm
of a medium print on a checked background
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Figure 6-37 Paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM) for a medium print on a checked
background for a) N-FINDR and b) AGES-II

6.2.2.4 Strong Print, Graduated Background
Given a strong print over a graduated background, PCA produced maps that showed a very high
degree of ridge detail, largely unobstructed by the background pattern which was almost completely
rejected from the first principal component, see Figure 6-38.

Figure 6-38 Best three principal components for enhancing fingermarks for a strong print on a graduated background

While the complete ridge detail of the print was perhaps present in a combination of the second
derivative at 630nm, which revealed the detail over the red and yellow inks, and the second derivative
at 460nm, which revealed the detail over the blue ink and paper, see Figure 6-39, this circumstance is
clearly less ideal than the result produced by PCA. Furthermore, the second derivative images were
perceptibly noisier than those produced by PCA.

Figure 6-39 Second derivative images for a strong print on a graduated background to enhance contrast with a) blue ink, b) red
ink and c) yellow ink and paper
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The N-FINDR algorithm struggled to separate the fingermark from the background red ink,
such that the abundance map for the fingermark endmember made it quite difficult to discern the details
of the fingermark, refer to Figure 6-40. These details were, however, clearly visible in the blue and
yellow ink endmembers, and in negative in the red ink abundance map. While this circumstance is less
than ideal, it is preferable to the mark details having been discarded completely.
AGES-II, on the other hand, separated the fingermark endmember out from the background inks
quite well, although evidence of the mark was also present in the yellow and blue ink abundance maps,
as was the case for N-FINDR, as shown in Figure 6-41.
The inability of N-FINDR to separate the red ink and fingermark endmembers clearly, was
likely due to the selection of a fingermark endmember that did not include a peak in reflectance around
460nm, instead extracting a spectrum that was relatively flat through the blue portion of the spectrum,
refer to Figure 6-42. In contrast, AGES-II produced spectra much more similar to the manually
extracted spectra.

Figure 6-40 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the N-FINDR algorithm
of a strong print on a graduated background
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Figure 6-41 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the AGES-II algorithm
of a strong print on a graduated background

Figure 6-42 Paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM) for a strong print on a graduated
background for a) N-FINDR and b) AGES-II

6.2.2.5 Weak Print, Graduated Background
Similar to the strong print on a graduated background, PCA produced a reasonably clear image
of the print, unencumbered by background pattern in the first principal component, see Figure 6-43.
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Figure 6-43 Best three principal components for enhancing fingermarks for a weak print on a graduated background

Consistent with the previous examples, the second derivative approach produced images that
were both less clear and noisier than the PCA images, refer to Figure 6-44.

Figure 6-44 Second derivative images for a weak print on a graduated background to enhance contrast with a) blue ink, b) red
ink and c) yellow ink and paper

Although the N-FINDR algorithm did not perfectly separate the red ink and fingermark
endmembers, resulting in a fingermark abundance map that had a lower than ideal contrast between
background and fingermark, the fingermark was still clearly distinguishable from the background, with
most of the ridge detail as easily visible as the PCA result, refer to Figure 6-45. The image was,
however, slightly noisier than the PCA image, as a result of this ambiguity between the red and
fingermark endmembers. AGES-II, in contrast, had the opposite problem. The algorithm extracted
two unique fingermark endmembers, the paper endmember being incorporated into the blue and yellow
material maps, see Figure 6-46. While this meant that the fingermarks were well separated from the
background signatures, by separating the fingermark over two endmembers, the ridge details were also
separated over two endmembers, making the detail in either individual map significantly more difficult
to examine.
Despite the fairly significant difference in endmember results, the extracted signatures for paper
and fingermark number 2 appear to be reasonably similar, as shown in Figure 6-47. The remaining
spectral signatures selected by each algorithm are highly similar to the endmembers selected by the
other. This clearly demonstrates that even relatively minor differences in endmember spectra can
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potentially result in quite different abundance map interpretations of the data. While this is less than
ideal within a forensic scene examination context, one should emphasise that while the results of both
algorithms are less than ideal, the results in this instance are not misleading.

Figure 6-45 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the N-FINDR algorithm
of a weak print on a graduated background

Figure 6-46 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the AGES-II algorithm
of a weak print on a graduated background
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Figure 6-47 Paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM) for a weak print on a graduated background
for a) N-FINDR and b) AGES-II

6.2.2.6 Medium Print, Graduated Background
Consistent with the previous samples, the PCA images of the medium print showed very clear
ridge detail, which was not interfered with by the background pattern, see Figure 6-48.

Figure 6-48 Best three principal components for enhancing fingermarks for a medium print on a graduated background

The second derivative at 460nm produced reasonably clear ridge details, unusually competitive
with the results from PCA, refer to Figure 6-49.

Figure 6-49 Second derivative images for a medium print on a graduated background to enhance contrast with a) blue ink, b) red
ink and c) yellow ink and paper

Similarly, both N-FINDR (Figure 6-50) and AGES-II (Figure 6-51) produced well separated
appropriate abundance maps of each material, such that the fingermark abundance maps show plenty of
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ridge detail 44. It should therefore be little surprise that both algorithms, in this instance, extracted
nearly identical endmember signatures, see Figure 6-52.

Figure 6-50 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the N-FINDR algorithm
of a medium print on a graduated background
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The author found it easier in this instance to see ridge detail on the red abundance map, in which the ridges
appear dark, than on the fingermark maps in which the ridges appear bright. However, this appears to have more to do with
the preferences of human eyesight than with a flaw in the abundance maps. This raises questions about the display of the
data, which is discussed in the next chapter.
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Figure 6-51 Additivity constrained abundance maps scaled between 0 and 1 of extracted endmembers for the AGES-II algorithm
of a medium print on a graduated background

Figure 6-52 Paper (P), blue ink (B), red ink (R), yellow ink (Y) and fingermark (FM) for a medium print on a graduated
background for a) N-FINDR and b) AGES-II

6.2.3 Inversion from Manually Selected Spectra
Examining the maps for strong (Figure 6-53), weak (Figure 6-54) and moderate prints (Figure
6-55), the results produced were similar to those produced by N-FINDR and AGES-II on each of these
images. The blue ink and fingermark abundance maps were somewhat intermingled, due to the
similarity between those two signatures, while the remaining maps were generally well separated from
the others. Note that, unlike in the previous images, these maps were not contrast adjusted between 0
and 1: the different scales between the extracted endmembers and the spectra in each scene meant such
scaling resulted in saturated images. Instead, the abundance maps were linearly scaled across the entire
range of abundance values, which accounts for the lower contrast within these abundance maps.
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Figure 6-53 Additivity constrained abundance map for a set of strong prints using manually selected endmembers

Figure 6-54 Additivity constrained abundance map for a set of weak prints using manually selected endmembers
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Figure 6-55 Additivity constrained abundance map for a set of moderate prints using manually selected endmembers

While examining the abundance maps, an interesting observation was made.

While the

additivity constrained abundance maps tended to lose the ridge detail of the mark over the blue checked
squares, this was not as significant a problem for unconstrained abundances (see Figure 6-56).

Figure 6-56 Comparison of a) unconstrained abundances and b) additivity constrained abundances for a moderate fingermark
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This difference is an issue best addressed as part of an overall approach to determining the best
means for displaying hyperspectral data to a user, which shall be discussed in the next chapter. It is
interesting to note, however, that the quality of the performance of the system could be so dependent on
such a seemingly small issue.
6.2.4 Simplex Volumes
The volume of simplex formed by N-FINDR and AGES-II are summarised in Table 6-1 below.
Strong/Check

Weak/Check

Med/Check

Strong/Grad

Weak/Grad

Med/Grad

N-FINDR

6.5142

0.83083

2.2999

4.1848

0.78027

2.8711

AGES-II

5.3263

0.83103

2.4166

3.7827

0.69723

2.8701

Table 6-1 Volumes (×

𝟏𝟎𝟏𝟕 )

produced by N-FINDR and AGES-II on treated fingermark images

The volumes produced by both algorithms, in agreement with the results of the previous chapter,
were generally quite similar.

Note that that algorithm with the largest volume was not always

perceived to produce the best result.
6.2.5 Discussion of Fingermark Results
In general, PCA and the two hyperspectral unmixing techniques were the most effective at
enhancing the fingermark images. While PCA generally preserved the ridge detail more clearly, the
prints in the PCA images were not always well separated from the background patterns. In the above
data sets, this was not a significant problem, as the background patterning did not mimic the whorls of
a fingermark. In the event that the pattern did, however, appear similar to fingermark ridges, this
would be more of a significant problem when attempting to use PCA, such that further processing may
be required to try to separate the mark from background.
In contrast, the hyperspectral unmixing techniques generally separated the fingermarks from all
or all bar one of the background patterns. This meant that the fingermarks were clearly visible,
however, this often came at the expense of the abundance maps being slightly noisier than the PCA
images, such that ridge details were not always clear. As a further issue, while both approaches
generally performed reasonably well at separating the fingermarks from the ink colours, in some
instances, the fingermark and a single colour, usually blue or red (which is not surprising, given the
purplish colour of the treatment combined with the print dye being applied over the top of the ink),
were present in a mixed endmember. A clear example of this occurs for both algorithms on the weak
print on the graduated background.
In the above instances, this error was not of particular concern: it was obvious when this
occurred and had a varying impact on the ability to interpret the image. This does, however, raise the
concern that in some images an inappropriate endmember selection might cause abundance map
patterns where multiple materials were confused together such that the interpretation of the scene was
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changed. In a worst case scenario, this might, for example, include portions of carpet patterning as part
of a blood splatter, such that the splatter pattern was distorted in a misleading fashion. Catching errors
of this nature may prove to be difficult if simplex size is not capable of capturing the risk of this effect
having occurred. It is possible, in this instance, however, that the issue was the result of insufficient
numbers of endmembers. That is, the non-linear mixing of the inks across the graduated image, the
potentially non-linear mixing of fingermark dye and inks and so forth may require more endmembers to
properly capture, such that with too few endmembers, some inappropriate conglomerations of materials
occur. In this instance, it may be appropriate to direct the algorithms to extract a large number of
endmembers and then amalgamate the abundance maps together appropriately to produce meaningful
material maps. The author expects, however, that both determining an appropriate number of materials
to search for and amalgamating abundance maps together to satisfy the desires of a human observer to
be difficult problems, both of which are discussed in more detail in the next chapter.
In general, both algorithms performed reasonably similarly, although N-FINDR overall
produced more separated abundance maps. This does not suggest that AGES-II has no value, indeed, it
perhaps vindicates the suggestion of implementing two separate systems: one that deals with still
images, in which accuracy is paramount and a video based system in which frame rate becomes more
significant.
The poorest performing algorithm was clearly the second derivative approach. This does not
suggest that such an approach has no value. Indeed, where materials have sharp features, where the
scenes involved are relatively simplistic, such that one does not need to separate a single material from
a range of background materials simultaneously and where one can minimise the noisiness of the
captured spectral signatures for each pixel, the technique is probably a valuable, effective technique for
separating out materials. On the more complex scenes used here, where the signatures of some
background materials were not always significantly different to the target of interest, where the spectra
were noisy due in part to the correction for varying light intensity and vignetting and given the slow
changing, broad features of the visible spectra involved, the technique was not competitive. Given the
circumstances likely required for the technique to prove effective, it does not suggest itself as a suitable
candidate for field analysis when compared to the other techniques.
Overall, the performance of any approach on the graduated scene seemed to be slightly better
than on the checked background. While initially this may be surprising, one might expect that the nonlinear mixing of the inks across the colour gradient would interfere with the operation, in particular, of
the unmixing algorithms, the better performance of the systems on the graduated scene may come
down to a simple factor. In the checked scene, blue ink, which appears to have had a highly similar
spectrum to the treated fingermarks, was behind the fingermarks in various locations across the whole
print, whereas, in the graduated image, most of the print was over the red ink, from which the
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fingermark ink, which was more spectrally different from the treated fingermarks. Combining this with
the fact that the checked background, consisting of abrupt changes, is probably more confounding to
the human eye than the graduated image, it is, in retrospect, quite reasonable that this image produced
more challenging conditions.

6.3 Closing Remarks
The above results show that hyperspectral imaging and in particular N-FINDR and derivative
algorithms, in this instance AGES-II, do have potential to be useful in detecting and enhancing items of
interest within forensic crime scenes. However, one’s expectations of the performance of hyperspectral
techniques should be tempered by an understanding of the limitations of such techniques. For example,
the techniques will seldom clearly differentiate between two materials with highly similar spectral
signatures. The strength of the remote sensing techniques is in their ability to separate out a large
number of materials with overall distinct signatures, when the selection of individual bands may not
allow for the separation of all materials. This does, however come at a cost: the abundance maps
derived from unconstrained or additivity constrained inversion can appear to be somewhat noisy,
perceptually similar to a modest level of additive Gaussian noise, possibly as a result of both the least
squares process and N-FINDR’s (and AGES-II’s) desire to find extreme pixels to represent the data.
This effect was particularly noticeable on the fingermark images, for which the fine details of the print
are clearly important. Applying any kind of spatial processing to the abundance maps, either after the
generation of said maps, similar to the smoothing that occurs in the classifications produced by ECHO
[119], or as an inherent part of the inversion process, see [150] for example, may be controversial in the
field of forensics in enhancing fingermarks and such like (Wagner, personal communication). One
possible avenue for producing smoother maps is to reduce the potential noisiness of the endmember
spectra produced by using some kind of averaging technique such as employed in SPA [135], or by
Zortea and Plaza [141].
In a related issue, the results have shown that, in some circumstances, unconstrained
abundances can, in fact, produce better enhancements of the fingerprint images than additivity
constrained abundances over the blue regions of the image.

That is, the additivity constrained

technique did not work as well in regions containing two materials with similar spectral signatures to
one another, tending to lump the two materials in together in those regions. Clearly, therefore, the most
appropriate technique to use for inversion is a matter for future investigation. While this will be
covered in more detail in the next chapter, it is worth noting that if it were to transpire that
unconstrained unmixing was more effective than additivity constrained unmixing, this would not place
the AGES algorithm at a significant disadvantage.

While AGES necessarily produces additivity

constrained abundance maps, as part of that process, unconstrained abundance maps are also generated.
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As such, the algorithm could display either, depending on which is deemed to be most effective in a
particular instance.
There was, however, an indication of a more significant future issue in the use of any algorithm
that relies on the linear mixing model for enhancing forensic targets. Unlike many kinds of materials,
some forensic materials, notably the diluted blood in the above study, do not simply reflect or absorb
light. In some wavelengths, they transmit. This means that the apparent signature of the material is
dependent on the signature of the background on which it lays. This may also explain, in part, why
other researchers have found the signature of fingermarks to be dependent on the background material
on which they are deposited [42]. This means that, for example, dilute blood foot prints tracked across
patterned surfaces may be represented by multiple endmembers, not simply a single endmember, or
that a blood spatter over a range of different materials may require a separate endmember for each
substrate.

One then has the somewhat challenging task of stitching together the various blood

endmembers to produce a single, coherent splatter pattern or shoemark.
The next chapter discusses such problems with the current system, highlights areas of future
research and introduces concepts that were not pursued in the course of this thesis but suggest
promising avenues for research, in order to advance the systems proposed in this thesis towards a final
camera, ready for field deployment.
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7 Future Work
Over the previous six chapters, two unique camera systems for analysing forensic scene data
have been specified and the analysis portions of those systems investigated. The scope of a thesis is
necessarily finite. Many more opportunities arise for investigation than can be incorporated into the
work. This chapter discusses the various avenues for research that have arisen as a result of the
research contained within the previous chapters. This chapter shall cover three different kinds of
research opportunities: opportunities arising directly from the analysis algorithms examined in this
work, opportunities arising from the remaining portions of the camera systems specified; and
opportunities arising from the need to validate the systems, particularly on forensic data.

7.1 Analysis System Opportunities
Over the course of the research, a number of improvements and new approaches for analysing
hyperspectral data suitable for use in a camera system designed to operate on terrestrial scenes have
been investigated. This section suggests further extensions arising either naturally from this work or
from the thoughts of the author.
7.1.1 Dimension Reduction
Within this thesis, PCA was primarily considered for dimension reduction, due to both its
relatively low complexity and its existing use in the field of forensic spectroscopic image analysis. As
noted, however, when compared to the relatively efficient forms of the endmember determination
algorithms (AGES and N-FINDR), particularly in its use in the video system application, in which
PCA must be calculated once per frame, PCA is no longer an insignificant component of the
complexity of the algorithm.
As a further consideration, PCA may not be the optimal technique for representing
hyperspectral data in lower dimensions.

As such, a consideration of other techniques is likely

worthwhile. This section shall discuss both issues in detail.
7.1.1.1 Reducing the Cost of Principal Components Analysis for Video Systems
Given a video system, as mentioned in Chapters 4 & 5, one of the most useful features of such a
system is that, given a sufficiently high frame rate, one need not start the analysis from the beginning of
each frame.
Indeed, one aspect of video systems the author believes is worthy of examination is the rate at
which the eigenvectors corresponding to the largest eigenvalues of the covariance matrix change with
changing scene content.

It is quite conceivable that, given sufficiently small scene composition

changes, a new principal components transform would not need to be calculated. Alternately, if one
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expects a slowly changing scene, the calculation of the exact principal components transform could
potentially be spread over several frames to reduce the computational burden on individual frames.
Consider, for example, that the perturbation of a Hermitian matrix, 𝐀, by another Hermitian

matrix 𝐁, such as the modification of a covariance matrix by a new set of pixels, creates a perturbation
in the eigenvalues within the limits given by [151]:

and

min �𝜑𝑗 (𝐀) + 𝜑𝜆 (𝐁), 𝜑𝑗 (𝐁) + 𝜑𝜆 (𝐀)) ≤ 𝜑𝑗 (𝐀 + 𝐁�
𝜑𝑗 (𝐀 + 𝐁) ≤ max �𝜑𝑗 (𝐀) + 𝜑1 (𝐁), 𝜑𝑗 (𝐁) + 𝜑1 (𝐀)�

where 𝜑𝑗 (𝐀) denotes the 𝑗

𝑡ℎ

Equation 7-1

Equation 7-2

eigenvalue of 𝐀 in descending order

The above expressions are, however, for generic Hermitian matrices. In the case of covariance
matrices, the matrices are in fact scaled. That is, before the addition of 𝐁, 𝐀 represents the covariance

of 𝑁1 pixels. Let 𝐁 represent the covariance of an additional 𝑁2 pixels. The resulting covariance
matrix, 𝐂, is given by:

𝐂=

(𝑁1 − 1)𝐀 + (𝑁2 − 1)𝐁
𝑁1 + 𝑁2 − 1

Equation 7-3

Furthermore, given that the data represented here is hyperspectral, there are expected to be
many more bands than there are materials within the scene. As such, the eigenvalues are expected to
decay to approximately zero by the final eigenvalue, i.e. 𝜑𝜆 (𝐀), 𝜑𝜆 (𝐁) ≈ 0 where 𝜆 represents the

dimension of the matrices, in this case the number of bands. This allows for Equation 7-1 and Equation
7-2 to be expressed differently.
From Equation 7-1:
𝑁1 −1
𝐀� , 𝜑𝑗
1 +𝑁2 −1

min �𝜑𝑗 �𝑁

and from Equation 7-2:

𝜑𝑗 (𝐂) ≤ max �𝜑𝑗 �𝑁

𝑁2 −1
𝐁��
1 +𝑁2 −1

�𝑁

𝑁1 −1

𝐀�

1 +𝑁2 −1

𝑁2 −1
𝐁� , 𝜑𝑗
1 +𝑁2 −1

+ 𝜑1 �𝑁

+ 𝜑1 �𝑁

𝑁1 −1

𝐀��

1 +𝑁2 −1

≤ 𝜑𝑗 (𝐂)

𝑁2 −1
𝐁�
1 +𝑁2 −1

�𝑁

Equation 7-4

Equation 7-5

For any arbitrary matrix, 𝐃, the 𝑗 𝑡ℎ eigenvalue of a scaling of that matrix by a factor, 𝑐, is

related to the 𝑗 𝑡ℎ eigenvalue of that matrix by:
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𝜑𝑗 (𝑐𝐃) = 𝑐𝜑𝑗 (𝐃)

Equation 7-6

If one, for example, suggests that 90% of the data in the scene is represented by 𝐀, this means

that the eigenvalues of 𝐀 have a nine-fold advantage over those from 𝐁 in their influence over the
eigenvalues of the result. The question then is, given very uneven numbers of samples, how likely is it
that 𝐁 can have a strong influence over the result?

Taking into account that the vectors forming the covariance matrices represent material spectra,

there are certain limits on the values achievable by those spectra. For example, if the spectra represent
reflectance, the values in each band for each pixel are restricted to be between 0 and 1. Given also that
many materials do not offer extremes of reflectance, there is relatively little scale available for the
matrix 𝐁 to produce eigenvalues very significantly different from those of 𝐀. Given this, it is unlikely
that the addition of 𝐁 would result in major changes to the eigen-decomposition in the first few

eigenvalues, which are the only eigenvalues of interest for PCA.

Outside of some circumstance where a material that strongly contrasted with the current scene
contents (very dark or very bright response in a band or collection of bands currently dominated by
very bright or very dark materials, respectively) came into the scene, small changes in scene contents
can be expected to minimally change the results of PCA. This suggests that PCA does not need to be
calculated for every frame.
There is a further consequence, however, of this result. As one adds more samples to the
covariance matrix, the impact of those new samples on the overall statistics diminishes. Given that the
calculation of the covariance matrix was shown to be one of the most computationally expensive
portions of PCA, this suggests that randomly sampling the scene to form an estimate of the covariance
may perform acceptably well while saving some computations. The author suspects that selecting the
appropriate number of samples will be challenging, due in part to the so-called Hughes Effect [22, 152],
which states that as the number of dimensions increases, so too does the number of samples required to
accurately statistically describe data. Nevertheless, reducing the complexity of dimension reduction is
likely to be vitally important to the performance of the camera system in the future.
7.1.1.2 Method of Dimension Reduction
As mentioned, this thesis examined the use of PCA, however, there exist a number of
techniques for reducing the dimension. It has been noted [78, 105, 106, 153], that the particular
technique used to reduce the data can and does have an impact on the final results.
Of the range of possible techniques, PCA, Kernel PCA [154], MNF [74], ICA [78], band
selection [155-157], no dimension reduction [96, 105] and so forth, it is not clear that one technique
will be advantaged over the other consistently, as noted in [153]. The author does not necessarily
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suggest that one technique alone may be appropriate within the camera system. It may be appropriate
to incorporate a few techniques, each of which perform best on certain structures of data, with the
system autonomously or otherwise determining which reduction technique to use. Such a decision
could be as simple as determining how close the focus and hence object of interest was to the camera,
which in turn might suggest what the nature of the scene was. Alternatively, allowing the user to select
the appropriate scene type from a menu, for example ‘imaging liquid deposition’ may prove a better
option.

Clearly, a significant amount of work would be required to determine which kinds of

techniques were the most appropriate and how they might be employed or switched between. The
author believes, however, that such work would produce exciting results with ramifications outside of
this camera system.
7.1.2 N-FINDR Initialisation
This thesis recommended the N-FINDR algorithm, modified to improve the speed of said
algorithm with both the LDU-N-FINDR approach and the pixel reduction methods suggested in
Chapter 3.
Despite these improvements, N-FINDR still has one major disadvantage: the output of the
algorithm is not deterministic, depending on the particular initial estimate of the endmember set used.
This means that N-FINDR requires multiple initialisations to maximise the probability that one initial
estimate produces good results. Thus, the computational complexity of the algorithm is increased by a
factor of the number of executions required. As discussed in Chapters 4 & 5, the AGES algorithm also
suffers from this problem, rectified in Chapter 5 with the AGES-II variant. A similar solution would be
beneficial for the N-FINDR algorithm. Indeed, the commercial N-FINDR algorithm [97] produces
deterministic results based on the author’s experience [110].
Clearly, therefore, some means of initialising the N-FINDR algorithm would be beneficial.
Some investigation into appropriate initialisation strategies has already been conducted by Plaza and
Chang [133]. The AGES-II strategy, equally, could be applied to N-FINDR. The author would
suggest however, that there are two things these approaches have not considered. In the first instance,
Plaza and Chang were considering the original N-FINDR, an algorithm considerably more
computationally expensive than the LDU-approaches derived in this thesis. As such, the advantage of
faster convergence noted in that paper is of less significance than both the quality of result and the
speed of the initialisation approach compared to the speed of the modified N-FINDR algorithm. On the
other hand, unlike the AGES-based video system, there is no requirement to produce abundance maps
and to do so quickly in the still camera system, rather than the video system for which AGES-II was
developed. As such Inversion Initialisation may not in the end be an optimal initialisation strategy for a
still camera system.
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The author suggests that, similar to that conducted for the AGES algorithm in Chapter 5, a
theoretical/empirical investigation of exactly what makes a good initialisation may well be in order.
Furthermore, Zortea and Plaza [106] demonstrate that changing the order in which pixels are
considered can have a positive impact on algorithm performance, although in this instance the ordering
was random. A re-ordering of pixels for the algorithm is also considered in [104]. It could be
suggested, therefore, that there exists some optimal ordering of pixels for producing high quality results.
It would therefore be beneficial if some approximation to this best order could be achieved with
relatively little additional computational complexity.

The author suggests, therefore, that some

combination of initialisation and pixel ordering may help to produce consistently high quality results,
which would eliminate the need to analyse the scene multiple times with N-FINDR, improving the
speed of the analysis.
7.1.3 Inversion
The opportunities for exploring inversion are much the same as for dimension reduction: how
can it be made faster, and which inversion approach is most appropriate?
Without modifying the algorithms further, the author suggests that the main way in which
inversion can be made faster is through using or designing hardware that takes advantage of the
repetitive nature of this task. Such details are considered later in this chapter.
For the AGES algorithm, given the need for repeated inversions and given that the endmember
matrix changes by only a single column each time, linear algebra identities, such as Woodbury’s
Formula [143], could be applied to update the inversion matrices without the need to completely
recalculate the relevant matrices. Given, however, that so little of the computations are involved in
calculating the inversion matrices, compared to the cost of actually computing the abundances for each
pixel, the savings would be unlikely to be significant.
One means for reducing the complexity of the system might be to include an approach such as
inverting only a subset of pixels and interpolating values for the rest of the scene. This would be
particularly plausible in the video camera system, in which case alternating sets of pixels could be
inverted, with interpolating factoring in not only the results of the present frame, but that of previous
frames as well. Given that such operations would be consistent, such operations could be enacted in
hardware, ensuring that the operation was very fast.
As for which inversion approach is most appropriate, given the well-established nature of least
squares inversion, the author suggests that there would need to be a very compelling reason to employ a
different technique to forensic scene analysis. A better question is which of unconstrained, additivity
constrained, non-negativity constrained and fully constrained inversion produce the best abundance
maps. This is, however, a multi-layered question, also asking implicitly which approach of achieving
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non-negativity is most suitable. The author expects these questions to be non-trivial to answer. In part,
this is due to the difficulties currently experienced in measuring the performance of unmixing
algorithms, as discussed later in this chapter.
Needless to say, the outcome of any such study may have some serious implications, not only
for the AGES algorithm, but more generally if, for example, non-negatively or fully constrained least
squares were shown to be significantly better than the direct approaches, it would clearly become quite
important to develop fast approaches for achieving such kinds of inversion. Despite existing work in
this field [158], the author expects that such an undertaking would not be straight-forward.
Aside from what kind of inversion to use, a related matter is the selection of endmembers to use
for inversion. The N-FINDR algorithm and derivatives tend to use spectra extracted directly from the
data.

This makes such algorithms susceptible to noisy pixels.

The commercial N-FINDR

implementation, on the other hand, by default performs some sort of averaging on the endmember
spectra. A similar approach is used, for example, by the SPA algorithm [135], as well as Zortea and
Plaza [141]. It may be appropriate, therefore, to use averaged endmember spectra to unmix the data.
One option, much like the two examples from the literature above, is to look at a spatial average. That
is, assuming that the scene is slow changing, it is likely that the pixels surrounding the most pure pixel
are also likely to be fairly pure. Given this, taking the average of pixels in the neighbourhood of the
most pure pixel is likely to reduce the noisiness of the endmember spectra.
Another possibility is to unmix twice: once to find pixels with material signatures similar to the
purest pixel, which can then be included in the average spectrum calculation, and a second time with
the average spectra as endmembers. The disadvantage of such an approach is that if the current
endmember really is an isolated, noisy pixel, then it is unlikely that any other pixels will have a
sufficiently similar spectrum to be averaged with that pixel. The advantage of such an approach,
however, is that it does not rely on the scene being composed of larger regions of materials: it is
possible for materials to exist in isolated pockets of pixel or sub-pixel size.
In any event, averaging pixels or any other smoothing, while making the spectra derived by the
algorithm less noisy, also serves to eliminate genuine, isolated, rare materials. Whether the advantage
of less noisy material spectra is worth such an outcome is a question worthy of further investigation.
7.1.4 Camera Motion in Video Systems
Chapter 5 outlined a preliminary investigation into handling the motion of the camera from
frame to frame. The treatment, however, was simplistic in that it explicitly did not address some
realistic aspects of camera motion.
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7.1.4.1 Camera Translational Movement (Panning)
The system considered in Chapter 5 was capable of coping with full pixel movements parallel to
the (flat) scene. Of course, any camera is quite unlikely to move in whole pixel increments. As such,
the system needs to be capable of handling sub-pixel movements.
One advantage of having employed linear unmixing algorithms for the analysis portion of the
system is that, in some senses, these algorithms inherently cope with sub-pixel movements. In other
words, linear mixing assumes that the pattern of materials occurring within the scene is too detailed to
be resolved by a single pixel and hence a mixed signal is received. Given that each pixel measures the
combined response of some underlying scene, all a sub-pixel movement does is shift some of the detail
from one pixel to the next: the mixing proportions in neighbouring pixels subtly change. This is
illustrated in Figure 7-1, in which a worst case 50% shift in both directions is experienced.

Figure 7-1 Pixel coverage of a 5 pixel by 5 pixel sensor over a two endmember scene (green and blue) for a) a first frame and b) a
second frame with the current pixel set in black and the previous pixel set in gray

This means, for example, that if a pixel is determined to be the purest example of a material in a
previous frame, then one of the pixels now over-lapping that location is probably the purest example in
the current frame. In other words, if a pixel had more of a given material than any other pixel in the
scene, then it’s quite likely that any pixel overlapping the region covered by that pixel in a subsequent
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frame will contain a significant fraction of that material as well. The pixel with the most overlap is
likely the new, purest pixel 45.
The end result of all this is that panning subpixel distances makes no real difference to the
system.

There is, however, one question that does arise: whether one should simply retain the

endmember set from the previous frame, or whether one should attempt to update the contents of the
endmember set, given that the pixels selected as endmembers likely no longer could be selected from
within the data.
The author suspects that there is little difference either way. Locating new endmembers would
likely be trivial: one could simply apply additivity constrained inversion on the small set of pixels in
the neighbourhood of the previous most pure pixels to find which pixel has the highest abundance in
each of the previous endmembers. Given that one would not need to invert the whole data set, this
would not be a computationally expensive approach. On the other hand, the previous endmember set
represented real, measured spectra. As long as the region covered by those pixels falls wholly within
the current portion of the scene being imaged, those spectra are as likely to be relevant to the current
frame as to the previous. If new, better estimates are found within the data, those replacements will
occur naturally as part of the AGES algorithm. Indeed, the kind of dithering effect from sub-pixel
movements may allow the camera system to produce purer estimates of each material than would be
possible with a single, static frame, as some pixel mixtures will become more and less pure as the pixel
boundaries are perturbed by sub-pixel amounts. This is illustrated in Figure 7-1. In the first frame no
pure pixel for the blue endmember exists, the closest pixel being the pixel in the 3rd row, 3rd column. In
the second frame, the perturbation has moved the 3rd row 3rd column pixel into a region of completely
blue material.
In any event, a formal investigation of the effect of sub-pixel movements should be undertaken
as part of the development of the overall system, in particular given that the above discussion is based
around the concept of linear mixing, while as discussed in the body of the thesis, some degree of nonlinearity is likely present.
7.1.4.2 Camera Rotation
The rotation of the camera is another issue that could be compensated for, in much the same
way as sub-pixel movement. One requires a means for determining the rotation of the camera, from
which one can infer the approximate new positions of the purest pixels. A constrained search for these
pixels could then yield new estimates for the endmembers based on the current frame. This, of course,
assumes that replacing the endmember estimates with ones from the current frame is a priority.
45

The pixel with the most overlap is not definitively the purest pixel, this depends on the actual distribution of the
materials within the pixel in question and the portion of the pixel overlapped, as well as the structure of the materials in
neighbouring pixels.
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7.1.4.3 Camera Zoom
The zoom effect could occur either due to an optical zoom capability as part of the camera
system or simply due to the operator physically moving the camera towards or away from the object.
The effect of this is not too dissimilar to that described for sub-pixel movements as a result of panning.
That is, zooming in will decrease the mixing within each pixel as a smaller physical region falls within
each pixel, whereas zooming out will cause the current set of pixels to conglomerate together into
increasingly mixed versions, with new data appearing at the periphery of the camera.
In the event of a zoom-in, the new, purer endmembers are likely to be found in the region
previously covered by the most pure pixels. If this is unclear, consider that at a low zoom, a high purity
pixel represents a pixel with a high percentage of a given material covering most of the region imaged
by that pixel. If one sub-divides that pixel, some sub-regions would be expected to be more pure than
others. As zooming in allows a pixel to cover fewer sub-regions, some sub-regions will be rejected.
The pixel that takes the lion’s share of the sub-regions representing purer areas of the material of
concern will end up as a purer representation of that material. Conversely, one can expect a reduction
in the purity of the pixels as the result of zooming out as regions of less pure pixels are conglomerated
together.
There is, however, a slight complication. The author suspects that, as one zooms in, the texture
of the objects becomes more significant. That is, while being at a low zoom will smooth finer textures,
when one moves to a high zoom, this is no longer true. Consider carpet, for example. At a distance,
the individual piles are not obvious. As one gets closer, the piles become visible, with the variation in
light across the pile becoming significant. As one moves closer still, the individual fibres become
obvious. It is quite possible, therefore, that while zooming in may reduce the number of materials in
the scene, (portions of the scene disappear from the periphery of the sensor), the number of
endmembers required to represent each material may need to increase to capture this variation.
7.1.4.4 Perspective Error and Three Dimensional Scenes
The study conducted in this thesis has focussed on scenes that are approximately flat and
aligned parallel to the camera sensor. Such conditions are generally similar to those experienced in
remote sensing. Furthermore, such conditions are realistic in close-up views of many surfaces.
The system under development would, however, be significantly more useful if it could operate
more effectively on a wider scene. It would therefore be worthwhile examining what effect, exactly,
some degree of perspective distortion had on the system as it panned at an angle down a scene. An
example scene could be walking down a corridor, in which the walls and/or floor and ceiling are in
frame.
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Similarly the performance or correct operation of the system when one circles an object, such as
a shoe on the floor, has not been examined. In order to implement a practical system for examining
wide areas, such issues would need a thorough investigation. Given that the lighting of such an object
could be different from different angles, the author feels that the most appropriate solution may be to
simply begin the analysis afresh from each angle when such movements were experienced. Of course,
determining that such movement had occurred may be non-trivial. Consequently, an investigation into
the robustness of the system to such changes could prove quite important.
7.1.5 Applications of Additivity Constrained Inversion
Within this thesis, two applications of additivity constrained inversion, beyond simply creating
abundance maps, were investigated. The first application was as the foundation of the AGES algorithm,
the second was in the Inversion Initialisation process. There are, however, further opportunities for
exploiting additivity constrained inversion. Two such applications will be briefly discussed here; the
first relates to between frame motion detection/registration, the second relates to endmember number
determination.
7.1.5.1 Registering Images Using Abundances
When one applies additivity-constrained inversion to a scene with endmembers selected from
within the scene all of the pixels naturally have abundances assigned to them for each material. There
are, however, a set of pixels for which the abundance values are known in advance of the explicit
inversion process: the endmember pixels will have an abundance of 1 in their own material and 0 for all
other materials.
This feature can be exploited to locate endmember pixels in a scene within which the position
of the endmembers is not already known. If one assumes the most simplistic case first, that only
whole-pixel distance movements are possible, if one unmixes at the end of one frame and again at the
beginning of the next, then this process will identify all endmembers still within the scene by their
abundance value of 1 in a single material and 0 for all others. This then provides a series of 𝑀 control

points between the two frames, known to be related to one another. Such a circumstance is illustrated
in Figure 7-2 in which, of the 4 endmembers available in the original scene, 3 endmembers are still

visible after the camera has shifted 3 pixels leftward, resulting in an apparent 3 pixel rightward shift in
the data.
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Figure 7-2 The position of four endmembers (blue, red, green and yellow) within a collection of mixed pixels (gray) for a) the first
frame and b) the second frame after a movement of the camera leftwards by 3 pixels

From these points, one can attempt to register the frames to one another, or estimate the relative
motion. This does, however, rely on the presence of sufficient materials within the scene to produce
sufficient information for the full range of distortion between the frames to be compensated for.
In a more realistic circumstance, in which noise between frames and sub-pixel motion is
possible, the approach becomes slightly more complicated. One could, for example, use the pixels with
their abundance closest to one as the estimate of the new position of each endmember pixel. It may
even be possible to infer the extent of sub-pixel movement through an examination of the abundance
values of the previous frame with a view to identifying which combination of the surrounding pixels
would have resulted in the change in abundance observed. It is difficult to comment more specifically
on what is required without a thorough investigation of the approach. It does, however, seem to the
author that an opportunity exists to investigate the use of abundances in this fashion.
7.1.5.2 Estimating the Number of Endmembers
Chapter 5 introduced the Inversion Initialisation algorithm, a means for finding estimates of
pure material spectra within the data without a prior estimate of the endmembers. This approach added
endmembers to the set one-by-one. It did not, however, incorporate a mechanism by which it could
determine when to stop adding endmembers: the number of endmembers was required before the
process could begin.
The II approach was based around finding the pixel with the largest sum of unconstrained
abundances, on the basis that this pixel lay the furthest from the hyperplane through the current
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endmember set estimate. It seems to the author, therefore, that it should be possible to not only use the
sum of abundances in this way, but to also examine whether the distribution of the sum of abundances
indicates that the furthest pixel from the endmember hyperplane is likely to represent a new material,
rather than a noise pixel.
For example, if one assumes that the noise in the hyperspectral camera system is Gaussian
distributed (or any other particular distribution found to be suitable), one could estimate the variance of
the noise and from this the likelihood that the furthest pixel occurred due to noise, rather than being a
separate material class. Another alternative may be to look for a cluster of pixels around this new
material candidate: a new material is unlikely to be represented by a single isolated pixel. In this
instance, it may be appropriate to determine the ‘Gaussianity’ (or non-Gaussianity) of the distribution
of the sum of abundances, much like the metrics used in some ICA algorithms [76]. This could be as
simple as examining whether the sum of abundances is skewed to one side of the current endmember
set estimate or as sophisticated a statistical measure as one desires. The basic concept is illustrated in
Figure 7-3.

Figure 7-3 Distribution of sum of abundances (red) around the current endmember estimate hyperplane (blue) for a) a
circumstance in which the distribution indicates no further endmembers to be added and b) a distribution indicates that a further
endmember should be added to the endmember set

Noting the difficulties in determining an appropriate number of endmembers, as discussed
below, given that an approach such as the one outlined above would make substantial re-use of the
existing computations performed by the system, the author suggests that this would be a worthwhile
avenue of inquiry.
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7.2 Other Camera System Opportunities
Many opportunities exist to contribute to the final camera system outside of the analysis portion
of the system primarily considered within this thesis. This section outlines a selection of the challenges
posed by the complete system.
7.2.1 Image Capture Hardware
The elephant in the room, so to speak, in this thesis is that cameras capable of capturing image
cubes with a significant number of bands at video rates do not exist. While there have been some
recent attempts [159-162], both in the form of pushbroom and sequential type scanners, there is as yet
nothing suitable for capturing hyperspectral video images in the way needed for the video system.
Given that applications do exist for such technology and particularly given the obvious military
applications for terrestrial-based hyperspectral imaging video systems, the development of such
systems is probably only a matter of time. The operation of such imaging systems does, however, have
some implications for the analysis algorithms used. The choice between a line-scanning sensor and a
band sequential sensor, for example, has implications for when analysis can begin and on what basis.
Chapter 5 examines how spectral analysis can begin immediately upon the first row being captured for
a line scanning system. On the other hand, given a band sequential system, the system will need to
wait before applying spectrum-based techniques. A possible interim analysis could be based on more
traditional image processing. Alternatively, if such a sensor did not image bands in wavelength order,
then as a few bands across the spectrum were captured, a crude analysis might be attempted, becoming
more refined as more spectral information became available.
A completely different approach, which has not been explored, exploits compressive sampling
[163, 164]. Compressive sampling attempts to use a very small number of samples relative to the
number of pixels on a standard sensor and reconstructs the complete image from these samples [165].
The original intent behind compressive sampling was to reduce or eliminate the processing required for
the compression and subsequent storage of images after capture. The author speculates, however, that,
as compressive sensing reduces the need for a complete array of pixels to capture a single image, this
may allow the simultaneous capture and subsequent reconstruction of images of a range of spectral
bands with only a single sensor with various frequency-selective filters placed over different pixels.
As discussed in a subsequent section, registration is crucially important between bands. Given
the high correlation between adjacent bands, the reconstruction of the original image from the
compressively sensed data may benefit if the reconstruction of a given band made use of information
from surrounding bands. Of course, compressive sensing would significantly simplify the problem of
data storage, discussed in a later section.
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To discuss such possibilities further begins to verge on pure speculation. It is perhaps prudent
to ruminate on possibilities no further except to suggest that the sensor system will have potentially a
significant impact on the resulting algorithms. In a sense, this makes the preliminary investigation into
hyperspectral analysis contained in this thesis appropriate, as to delve into much more detail about such
algorithms would be pure theory-crafting.
7.2.2 Hardware/Software Optimisation
This thesis has investigated some reasonably efficient algorithms for performing linear
unmixing. One aspect not considered within the thesis, however, was how one might implement these
algorithms efficiently. This requires a consideration of both suitable hardware, as well as suitable
implementations.
Both AGES and LDU S-N-FINDR are highly parallelisable: one can break the algorithm up
into subsets of pixels with no real impact on the overall efficiency of the algorithm. This suggests that
an appropriate hardware platform for these algorithms could contain multiple cores. Furthermore, as
the operations required are repeated matrix-vector products in the case of AGES or vector dot products
in the case of S-N-FINDR, a number of specialised cores could be employed to perform this operation
rapidly. The use of a CUDA-enabled graphics card or similar architecture may be appropriate in this
application, having already been investigated in similar applications [127, 166].
When considering the reduced pixel variants of S-N-FINDR, the ability to remove pixel vectors
from the data set without the need to completely re-write the data would be, of course, hugely
beneficial. A kind of linked list of data vectors may be an appropriate storage mechanism, for example.
The original N-FINDR algorithm is slightly more complex to parallelise. Given that relatively
few replacements occur, it may be appropriate to use multiple cores to look ahead into the data in
advance of the current pixel being considered. Such work would only be wasted in the instance that a
replacement occurred, modifying the endmember set.
Aside from appropriately customised hardware, it may also be appropriate to consider the most
appropriate implementation of the algorithms in code form.

While this thesis has examined the

algorithms in MATLAB, which makes sense in many ways given the obvious popularity of the
language/environment within the remote sensing literature, clearly the final system would not use
MATLAB.
However, more than this, it is not clear whether the algorithms really require floating point
precision. It would be interesting therefore to examine the performance of the algorithms in, say, a
fixed point implementation to see how this would affect the accuracy of the system.
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While outside the author’s area of expertise, it is clear that creating platforms for fast and
particularly real-time analysis of hyperspectral data is an active area of research. The camera system
proposed in this thesis offers another opportunity to explore this field.
7.2.3 Motion Detection
An important part of the video camera system is the concept of motion detection. Without some
concept of which pure pixels corresponding to endmembers have left the scene, the system cannot
determine when a material has departed the scene.
Detecting motion, while a known problem in regular imaging systems, is complicated by the
number of bands in hyperspectral video systems. As such, an appropriate means of determining how
far the camera has moved, suitable for hyperspectral imaging systems and the increased number of
bands and hence complexity, would be a useful development. Such a detection system may well
operate on a reduced dimensional set.
On the other hand, it may instead be preferable to no longer keep track of the motion of the
camera and instead burden the analysis system with the problem of determining whether the current
endmember set is appropriate to the scene being imaged. The abundance values may, for example,
indicate when a material is no longer useful in describing the scene contents when all of the abundance
fractions for that material fall below a certain threshold.
Whichever approach is used, it is important to consider how the system might operate in the
circumstance that it makes a mistake regarding the extent of camera motion. In other words, if the
camera system believes itself to have moved a different distance and/or direction to the true movement,
how badly does this affect the system?
The answer to this question is somewhat dependent on the design of the mechanisms for, for
example, coping with sub-pixel movements. If such a system attempted to replace past endmembers
with the best examples from the current frame and if such a system relied on a reasonably accurate
location of the purest pixels, then a misalignment could cause an inability to effectively use the
information from the previous frame.

Methods for detecting misalignments between the motion

detection and the actual motion of the camera could include, for example, the calculation of the volume
of the estimated endmember set based on the estimate of the endmembers’ positions. A large change in
volume between frames could then indicate a misalignment. Similarly, performing unmixing on the
pixels estimated to be the new location of the endmember pixels could indicate a misalignment if the
appropriate abundance value for each pixel was not suitably high. Of course, detecting zoom and
perspective errors would be challenging based on such approaches.
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Beyond assisting with the analysis portion of the algorithm, motion detection could be applied
towards some of its more traditional uses, such as stabilising the image in the presence of vibrations.
7.2.4 Endmember Number Determination
Determining the appropriate number of endmembers to find within the data is a highly
complicated problem. To paraphrase Bezdek et al. [85], it is a problem not only of determining a
logical means for identifying the number of classes within the scene, but of reconciling this with a
human’s perception of the appropriate number of materials.
Necessarily, all an approach for determining the effective dimension for the data can do is to
optimise some mathematical function. Given that it is quite unlikely that the basis for any chosen
function will also coincide with how the human brain examines the data, it is reasonably likely that a
human observer with prior knowledge of the scene will disagree with the automated estimate.

The

question then is not “why is the algorithm wrong?” but “which is right?” and “what is the source of the
disagreement?” The separation of one class from another or the assignment of two materials to the
same class by a human observer may appear to be an arbitrary decision not supported by the statistics
of the classes.
Furthermore, is the system really attempting to find the number of materials within the scene, or
simply the number that offers the most intelligible, best enhancement of the scene? Is the best
enhancement determined on the basis of all classes, or only one or two classes of particular interest?
These are not trivial questions to answer and, in fact, the author suspects that the right answer is
adaptive and contextual. That is, in some instances, some overall enhancement and separation of the
scene is desirable, for example, when one is speculatively searching a scene. In other circumstances,
one might simply want an enhanced version of a particular material.
As such, it seems to the author that allowing for some degree of user intervention will always be
necessary. Furthermore, the question of which endmember number determination approach is best may
not have a single answer. Bezdek et al. [85] suggest that using multiple approaches and using some
function of the set of the results may prove to be a reliable means. Certainly, the results of various
hyperspectral endmember number determination approaches appear to vary wildly in their success from
scene to scene [148]. Given the current state of the art, a single approach would be hard to recommend.
The author, therefore, recommends that any system would likely automatically estimate the
number of endmembers, based on the results of a collection of techniques, possibly informed by some
characteristics of the scene as to which techniques are more likely to be producing realistic estimates.
The author suspects that any study arriving at such a solution would be inherently multi-disciplinary,
for even if the various techniques were derived by experts in signal processing or multivariate statistics,
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the perceptual quality of the results, the metric by which the techniques likely should be judged, may
fall within the purview of a wide range of specialists.
7.2.5 Focussing
Focussing in and of itself is not likely to be a difficult problem in a single band. Depending on
the range of wavelengths considered by the system and the optics used, however, maintaining focus
across all bands may be slightly more challenging. An investigation into appropriate ways to ensure
focus across the complete range of bands would likely prove beneficial. This is especially true given
that the systems under consideration would likely benefit from auto-focussing.
7.2.6 Exposure Control
Similar to focussing, setting the exposure time for a single band is unlikely to be challenging.
Setting appropriate exposure lengths across all bands simultaneously may prove to be more challenging,
depending on the capture mechanism employed.
It is also perhaps worth considering, contingent upon the capture method used, whether it is
appropriate to allow each band to capture approximately equal intensity images, as used in this thesis,
or whether it is acceptable to allow some bands to use less of the dynamic range of the camera,
sacrificing SNR for faster image capture. The optimal trade-off between capture speed and analysis
quality on a band by band basis is still an open question. Of course, given that the final system would
almost certainly have to use different capture technology than that used by the author in order to rapidly
produce bands, whether this is even a relevant question for the final system is undetermined.
7.2.7 Registration
Unlike a standard camera, one issue that could arise is the need to register successive images
captured by the camera system as it captures a complete image cube. For example, if the system
operates in a band sequential fashion, that is, capturing one band after the other, the bands may need to
be registered to one another to account for movement between the capture of bands.
Registration has the potential to be crucial, given how dependent the system is on the
correctness of the spectral signatures captured by the camera. The task of registration is likely to be
non-trivial. Given that registration would potentially need to be repeated many times to align all the
bands, whatever approach was used would need to be relatively cheap computationally. Registration
could rely on the high correlation between neighbouring bands in the VIS region.
7.2.8 Noisy Pixel Removal
Algorithms based on the N-FINDR approach, or geometric techniques generally are particularly
sensitive to noisy pixels [49]. The commercial N-FINDR algorithm [97], NVP, automatically detects
and removes so-called noisy pixels before analysing the scene. One particular kind of pixel was noted
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by both the author and by Takashima (personal communication, Department of Electrical and
Computer Engineering, University of Auckland) to be a particular problem for imaging terrestrial
scenes: specular reflections.
Given the number of polished and reflective surfaces in the modern world, many surfaces are
not diffuse reflectors. Having a very high intensity across the range of bands, these pixels are almost
invariably on the periphery of the data and so are easily incorporated into the estimate of a large
simplex. Whether it is a glinting piece of sand, a metal ornament or a polished tile, these pixels take
the place of other materials in the simplex leading to less useful results. Furthermore, with the results
blooming into neighbouring pixels, a number of pixels can be affected and a number of endmembers
can be hijacked by a single reflection. Incorporating more endmembers to accommodate these pixels
seems to be much less effective at producing good quality results than simply masking off affected
pixels. Some means for identifying and removing such pixels from analysis across all bands would
therefore be useful, as would any means of identifying other kinds of noisy pixel and similarly
removing these.
7.2.9 Visualisation/Display
Displaying high dimensional data is difficult and an on-going area of research, for example, see
[167, 168]. The question is, what is of interest and how does one best display this? The problem is,
again, what is of interest is adaptive/contextual. The best way to handle such a problem, in the author’s
opinion, is to allow a user of the system a great deal of control over how they view the data.
Three simplistic approaches to representing the data have been used in this thesis: displaying
plots of endmember signatures, displaying maps of abundances, scaled so as to represent proportions,
and displaying thematic maps where each pixel is crudely assigned based on the most abundant
material in each pixel. This is by no means the limit to the possibilities for displaying this data,
however.
One possibility is to use a more sophisticated approach to classifying the data to build a
thematic map. A classifier, appropriately designed, potentially factoring in spatial as well as abundance
information appended to the unmixing portion of the algorithm may allow for a better view of the data
and certainly might reduce some of the apparent noisiness of the data. Such a system might allow for
the conglomeration of endmembers together into a smaller number of material classes, such that the
linear unmixing portion of the algorithm handles the intra-class variation, while the output system recombines multi-endmember materials back into a single, coherent map.
Examining three band composite images, using three abundance maps is another possibility for
investigating the data, as is looking at a feature space scatter plot of the data points. As noted in
Chapter 6, in some circumstances, it is easier to see where materials are by examining where they
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aren’t in material maps, rather than by looking for maps of abundances representing those materials. In
some instances, the user may simply desire the location of the pure material pixels in the scene. As
such, some degree of human intervention in the selection of the most appropriate endmembers to
display may be important.
One solution unlikely to be particularly useful is the ability to investigate single abundance
maps at a time. In the author’s experience, without either other abundance maps or some similar
reference, it is simply too difficult to determine what one is looking at. Indeed, given that the spectra
extracted are not suitable for direct comparison to library spectra, the user is dependent on the shape
and context of the abundance map indicating what the content of the scene and hence the material
might be. Every aspect of the design of the output system needs to be focussed towards this: helping
the user make sense of what is displayed. As such, even something as seemingly trivial as the choice of
colour map used to shade a thematic map can be significant and is an active area of research [168].
Ultimately, the author expects that the design of the visualisation system is a multi-disciplinary
problem, requiring the skills of experts familiar with high dimensional data, forensic experts to indicate
the most useful kinds of output right across the spectrum to potentially even psychologists to ensure
that the display is as perceptually effective as possible. At the end of the day, however, the success or
failure of the visualisation system comes down to one fact: the visualisation system is, in effect, a
dimension reduction system, reducing the data down from an 𝑀 dimensional set of abundance maps to
at most a 3 dimensional false-colour image. The properties of this transformation will therefore
significantly impact the utility of the system.
7.2.10 Storage
Hyperspectral images inherently require much more memory for storage than their more
traditional counterparts. Hyperspectral video, too, must necessarily require significantly more memory
for storage. As such, efficient means for compressing hyperspectral images and chains of hyperspectral
images would need to be developed.
Compression is, unsurprisingly, already an active field of research within hyperspectral imaging.
Of course, linear unmixing is already a form of compression [169], reducing the data down from the
original 𝜆 bands to a mere 𝑀 abundances per pixel. Particularly for video applications, however, it is

highly likely that significantly better compression would be required.

Aside from the ability to compress and store large frames of data quite quickly, a further
requirement of any storage system for forensic applications is that it must have some kind of antitampering feature. Wagner [36] outlines some of the basic properties of such a feature. Chain of
evidence protection and appropriate storage capabilities are both crucial to any final hyperspectral
camera system for forensic scene analysis.
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7.3 Forensic Scene Investigation Opportunities
Outside of some of the more general system considerations outlined above, there are some clear
opportunities for examining the use of hyperspectral techniques, particularly in a forensic context.
7.3.1 Performance Metric Improvement
One opportunity for on-going development in the field of hyperspectral imaging in general is
the development of quantitative measures of performance of unmixing algorithms, particularly where
ground truth data is imperfect or unavailable.
For example, while the AVIRIS Cuprite subscene is commonly used in performance evaluations,
the abundance fractions of the various materials in the scene are not available. At best, a hard
classification map is available for the scene. It is therefore challenging to quantify the quality of the
abundance maps produced by an algorithm.
One could speculate that an appropriate means for quantifying this performance may lie within
the more traditional image or video processing fields. A concept such as Perceptual Signal to Noise
Ratio (PSNR), for example, may be appropriate in assessing how effective particular abundance maps
are at representing the underlying material distributions available from ground truth.
Of more concern, however, for forensic data is that, much like the data captured by the author in
Chapter 6 and that generated by Wagner used in that same chapter, there is no ground truth available.
Appropriate transformations to reflectance data may be impractical, ruling out the possibility of
matching laboratory spectra to extracted endmember signatures. Using laboratory or library spectra at
all suggests the existence of quality, comprehensive library spectra; a circumstance that is both unlikely
and potentially impossible if, for example, the spectrum of a fingermark is background substrate
dependent.
Again, in this circumstance, some measure of the perceptual quality of the extracted
fingermarks, blood, or such like compared to the original image or other techniques may be the most
appropriate means for quantifying performance.
Where matching of spectra is possible, the author suggests that the measure of similarity
between spectra needs to be improved. While SAM is the measure of choice used in remote sensing
and, indeed, has been recommended in spectroscopy [170], and as such has been used by the author, the
author has overall found that SAM is not particularly discriminating.
Given a large database of materials, SAM tended, in the author’s experience, to highlight a
number of possible materials that were all approximately equally likely candidates. Seldom was the
closest SAM match from the USGS spectral library to the extracted endmembers the best match based
on the abundance maps and ground truth mineral maps.
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The author suspects that developing a single ‘best’ measure of spectra similarity may be
difficult. Perhaps a better solution is to use a range of techniques for measuring similarity, perhaps
with a weighted combination of the results used as a measure of overall quality. Of course, this
naturally begs the question of what the appropriate weighting between techniques might be.
The problem of inadequate performance measures is further compounded in any instance where
the output of the technique is inconsistent, for example, the N-FINDR algorithm with random
initialisations. In this instance, one requires some overall measure of performance of the algorithm.
The problem, however, is that in order to have sufficient evaluated trials to get a true impression of the
performance of the system, one requires a performance measurement system that requires very little
intervention from the researcher. As such, manually labelling materials or any other such process is
impractical.
One possible solution is to use simulated data, in which case the investigator has perfect
knowledge of the ground truth of the scene. This, however, has two problems. First, one needs to be
able to generate realistic data. Given the range of possible scenes and sources of noise possible, this is
non-trivial. Secondly, the performance of many algorithms depends on the structure of the data: some
may operate better when similar materials are spatially clustered, some may work better when there is
limited mixing, others may perform better with a wider range of mixing in the scene. As such one
needs to be thorough in examining a range of possible scenes if one relies solely on simulated data.
Overall, the author feels that future performance evaluations will rely on standardised scenes
with standardised procedures for testing algorithms, such as was the idea behind [98]. The techniques
and strategies currently employed, however, are probably insufficient to form such a standardised
process at this time. As such, the author expects the development of better performance measures to be
an important, if not particularly glamorous, part of hyperspectral image analysis research going
forwards. Given the different kinds of scenes imaged in a forensic scene application, it may end up
being appropriate to develop a standard testing procedure based upon data specifically relevant to this
application, at different distances and with different kinds of adverse conditions.
7.3.2 Forensic Item Analysis
This thesis examined a small range of forensic items of interest. Many other items of interest
exist, however, which could and should be examined in the future. Potential items of interest could
include searching for untreated fingermarks, paint or paint chips, ink and document alterations, forgery
examination, glass fragments, fibres or hair and such like.
Two kinds of investigation would be of particular interest. First, an examination of how small
objects could be relative to the rest of the scene while still being detected as separate objects, which
would be of interest in regards to detection of items of interest. Secondly, as to how well the details of
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items are preserved, which would be of particular interest in enhancement applications, for example
finger or shoemarks. Such an investigation would need to be coupled with an improved performance
quality assessment method, as discussed above.
In this vein, the author made an attempt to examine untreated (latent) fingermarks as an
extension to the study detailed in Chapter 6. Some success with latent prints had already been noted
within the forensic literature [39]. Fingermarks were deposited on various paper substrates including
80g/m2 white laser-copier paper, newsprint, glossy advertising material and various coloured cards.
Fingermarks were prepared by first washing and drying the hands, followed by a wait of 5 minutes,
followed by a minute of vigorously rubbing thumb and fingers together. The index finger of the right
hand was rubbed across the forehead to form a hybrid finger and face oil print. Three fingermarks were
deposited on each substrate by placing the right index finger firmly onto the substrate three times from
left to right, to show decreasing print strength. The extent of the mark was inscribed on the target with
a standard blue ballpoint pen.
In no circumstance was anything that was definitively a print isolated from the background
material. The problem was, neither was it completely clear that no print was present. Given the
limitations of the lens available and in particular due to the vignetting and overall lower resolution in
the NIR imaging system detailed in Chapter 6, there were really insufficient pixels covering each print
to definitively see whether any ridge detail was present.
This problem was further exacerbated by two issues. First, when looking for a faint, circular
shaped smudge in the region indicated by a ballpoint pen mark, if one sees what might be such a
smudge barely discernable from the background, it is extremely difficult to determine whether one is
actually seeing a fingermark, or simply falling prey to an over-helpful imagination.

Secondly,

indicating the extent of a fingermark with a pen marking was problematic, particularly for the NIR
system, when one wanted to examine each band in turn to search for evidence of fingermarks because
pen inks were not necessarily well separated from background paper across all bands. Indeed, in some
bands, the pen was indistinguishable from the paper background.
Given the relative lack of contrast between fingermark and background and the lack of diffuse
lighting available, (resulting in some degree of lighting variation across the images), these factors were
also likely to have had a negative impact on the author’s ability to identify fingermarks. This was
disappointing in particular because the strongest fingermark was often faintly visible to the naked eye,
particularly on dark coloured cardboard backgrounds, similar to manila folder card. This would tend to
suggest to the author that enhancing untreated prints might be possible, but detecting untreated prints is
likely not feasible. The change in spectral signature due to the deposition of the print that was
measured was too small. If compared to the other kinds of variation that naturally occur within
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uncontrolled scenes, it is unlikely that this difference could ever be sufficient to attract attention
without also resulting in many false alarms. Without some indication, such as clear ridge detail which
can only be obtained from an up-close imaging, that a print was, in fact, a print and not just one’s eyes
playing tricks, any print within the scene is likely to be overlooked by user and analysis software alike.
In light of this, the author suggests that a similar study conducted with more ideal lighting and a
macro lens might yield greater success than the results experienced by the author. Exactly how one
could improve the performance in less favourable conditions is not yet clear to the author. This is not
inappropriate, given that this future work chapter is speculative, containing informed ideas for future
exploration rather than concrete answers.

The above failed study, however, does reinforce the

challenges faced when attempting to validate the system, based on the dearth of sophisticated,
quantitative benchmarking procedures for validating techniques, especially in the absence of ground
truth data.
A second difficult issue, encountered in the examination of forensic scenes within Chapter 6,
was the apparent sensitivity of the performance of the system to the arrangement of the lighting and the
camera. An investigation into which kinds of items of interest might be thus affected would be
worthwhile, if for no other reason than to examine the limitations of the system. This may, as
suggested in Chapter 6, highlight that the substrate is significant in determining the angular dependence
of the system’s performance.
Of perhaps more significance would be a study into how this effect might be mitigated.
Whether the problem can be minimised by the use of an active imaging system [19] would be a
reasonable avenue to investigate. This would simply involve the incorporation of lighting into the
camera system. Aside from potentially addressing the angle dependence of the spectral signatures, this
may also help eliminate shading and reduce the integration time required by the sensor. A less
technically challenging solution might be to develop guidelines for the use of the system that included
examining likely regions of interest from a variety of angles.

7.4 Closing Remarks
This chapter has outlined some of the major tasks, developments and investigations required to
produce fully functional camera systems.

While significant progress has been made on the

development of the analysis system, there are still ample opportunities within this system for
development. Outside of the analysis system, there are many opportunities, many inherently multidisciplinary, for new developments and research.
The next chapter summarises the major findings of this thesis, concluding the thesis.
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8 Conclusion
This thesis has examined the question as to how one might take the hyperspectral imaging
techniques developed in the field of remote sensing and apply those techniques to the field of forensic
scene analysis.
A reasoned examination of the available hyperspectral analysis techniques has identified linear
unmixing as an appropriate approach and the N-FINDR algorithm as an appropriate technique for
detecting and enhancing items of interest within forensic crime scenes, as N-FINDR is a highly popular,
well-studied algorithm.
An evaluation of the N-FINDR algorithm on real and simulated remote sensing data has
justified this selection, showing that the N-FINDR algorithm produces good results in many instances,
albeit with a computational complexity that was too high to enable the use of the algorithm in any
terrestrial application for which the user reasonably expects the results of analysis to be available
shortly after the capture process is complete.
From an analysis of the complexity of the algorithm, the endmember determination portion of
N-FINDR was shown to be significantly more complex than the remaining portions of the algorithm
for scenes of any practical scale. As such, two methods for reducing the complexity of the N-FINDR
algorithm were proposed.

The first approach, focussed on reducing redundancy in the repeated

determinant calculations at the heart of N-FINDR by restructuring the algorithm and applying the LDU
identity to the matrix at the centre of the determinant calculations, produced a dramatic reduction in the
complexity of the N-FINDR algorithm with no effect on the accuracy of the results produced by the
algorithm.
The second approach, based around restricting the pixels considered by the Sequential NFINDR algorithm, an algorithm very closely related to the N-FINDR algorithm, was shown to allow
for a favourable complexity-accuracy trade-off that could be achieved without requiring extra
computations, as the approaches considered could leverage off the results already generated by
Sequential N-FINDR as part of its normal operation. The end result of these complexity reductions
was an algorithm that was sufficiently fast that it was, in fact, practical for use in still camera systems.
To provide an algorithm suitable for video camera systems, a new algorithm was proposed, the
Abundance Guided Endmember Selection algorithm, based on the same principals as the N-FINDR
algorithm: building a large simplex within the data. The advantages of the new approach were shown
to be twofold: first, that the complexity per iteration was shown to be low and as part of that
complexity, the algorithm calculates intermediate abundance maps. Given that abundance maps are the
output desired by a user of a hyperspectral unmixing camera system, this suggested that AGES would
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be able to produce useable frames more quickly than N-FINDR. The performance of AGES was
shown to be sufficiently similar to N-FINDR on remote sensing data that the algorithm could be used
in place of N-FINDR within video systems.
The AGES algorithm was modified to allow the algorithm to alter the number of materials
searched for within the data from iteration to iteration and to ensure that the results of the algorithm
were no longer dependent on a particular random initialisation. This produced a system tested on
remote sensing data that simulated the kinds of changing scene contents that might be experienced by a
video camera type system, demonstrating that the system showed promise as a basis from which a
complete video camera system can be implemented.
Finally, testing of the AGES and N-FINDR algorithms on real hyperspectral data of simulated
forensic targets has shown these two hyperspectral techniques to be both useful across a range of
targets on a range of backgrounds while performing very competitively with existing techniques used
in forensics to enhance imaging spectroscopy data.
Many components of hyperspectral camera systems still need further development, such as the
means for displaying data to the user, an examination of the techniques on a wider range of forensic
targets, an examination of appropriate hardware and image capture equipment for such a system,
development of automated means for determining the number of materials to locate within a scene, an
examination of appropriate dimension reduction techniques and the means for detecting motion
between frames of hyperspectral data.

However, the work within this thesis still represents a

substantial first step towards a final hyperspectral camera system capable of capturing and analysing
hyperspectral data in real time for use in examining forensic scenes.
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9 Appendix A: Complexity of Common Linear Algebra Operations
This appendix contains the derivation of the complexity, in floating point operations (flops)
measured as the total number of additions, subtractions, multiplications and divisions of a number of
commonly used calculations in linear algebra. Like the analysis used in [109], the approach used here
was to split all high level operations (BLAS levels 2 & 3) into scalar operations (BLAS level 1). In
addition, approaches such as Strassen multiplication [145] are not considered.

As such, the

complexities can be seen as an upper bound on the complexity. Issues separate from the complexity in
flops shall also not be considered, generally being implementation specific.
Formulations that minimise the number of flops will be primarily considered. Where this is not
the case, this will be specifically identified.
It should be noted that the use of any variable name in this section is coincidental. For example,
𝐱 in this section refers only to a generic vector, it has no relation to data vectors as it does in the body
of the thesis. Similarly, variables used in the derivation of the complexity of one operation bear no

relationship to variables of the same name used to derive the complexity of a separate operation within
this appendix.

Where appropriate, 𝟎𝑛 represents a vector of zeros of length 𝑛 and similarly, 𝟏𝑛

represents a vector of ones of length 𝑛.

Finally, the elements of vectors shall be referred to by a subscripted italicised version of the

vector variable: 𝑥𝑖 is the 𝑖 𝑡ℎ element of 𝐱; the elements of matrices shall be indexed by lowercase,

italicised, subscripted row and column versions of the matrix variable: 𝑥𝑖𝑗 refers to the element in the

𝑖 𝑡ℎ row and 𝑗 𝑡ℎ column of 𝐗; while, unless specified, a subscripted vector will represent a column of
the corresponding matrix: 𝐱 𝑖 represents the 𝑖 𝑡ℎ column of 𝐗; whereas a subscripted, transposed vector

will represent a row vector of the corresponding matrix: 𝐱 𝑖𝑇 is the 𝑖 𝑡ℎ row of 𝐗 unless otherwise
specified.

9.1 Matrix Addition
The addition (or subtraction) of two matrices, 𝐀, 𝐁 ∈ ℝ𝑚×𝑛 giving a result 𝐂 ∈ ℝ𝑚×𝑛 requires

a complexity in flops of:

9.2 The Vector Dot Product
result:

𝐶𝐀+𝐁 = 𝑚𝑛

Given two vectors, 𝐱, 𝐲 ∈ ℝ𝑛 , the vector dot product of these two vectors produces a scalar
𝑐 =𝐱∙𝐲
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= 𝐱𝑇 𝐲
𝑛

= � 𝑥𝑖 𝑦𝑖
𝑖=1

Therefore, this operation requires 𝑛 multiplications and 𝑛 − 1 additions, resulting in a total

complexity in flops of:

9.3 Matrix-Vector Multiplication

𝐶𝐱∙𝐲 = 2𝑛 − 1

Given a matrix, 𝐀 ∈ ℝ𝑚×𝑛 and two vectors 𝐱 ∈ ℝ𝑛 and 𝐲 ∈ ℝ𝑚 , left multiplying 𝐱 by 𝐀 ,

producing a vector 𝐮 ∈ ℝ𝑚 is given by:

𝐮 = 𝐀𝐱

𝐚1𝑇 𝐱
=� … �
𝐚𝑇𝑚 𝐱

Therefore, the operation requires 𝑚 vector dot products of length 𝑛 vectors, yielding a total

complexity in flops of:

𝐶𝐀𝐱 = 𝑚(2𝑛 − 1)

In contrast, right multiplying 𝐲 𝑇 by 𝐀, producing a vector 𝐯 𝑇 , 𝐯 ∈ ℝ𝑚 , is given by:
𝐯𝑇 = 𝐲𝑇 𝐀

= [𝐲 𝑇 𝐚1

… 𝐲 𝑇 𝐚𝑛 ]

Therefore, this operation requires 𝑛 vector dot products of length 𝑚 vectors, yielding a total

complexity in flops of:

9.4 Matrix-Matrix Multiplication

𝐶𝐲𝑇 𝐀 = 𝑛(2𝑚 − 1)

Given two matrices, 𝐀 ∈ ℝ𝑚×𝑛 and 𝐁 ∈ ℝ𝑛×𝑝 , the right multiplication of 𝐀 by 𝐁 resulting in

matrix 𝐂 ∈ ℝ𝑚×𝑝 is given by:

𝐂 = 𝐀𝐁

𝐚1𝑇 𝐁
=� … �
𝐚𝑇𝑚 𝐁
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Therefore, this operation requires 𝑚 right multiplications of a row vector of length 𝑛 by a

matrix of dimension 𝑛 × 𝑝. From the above results, this yields a complexity in flops of:
𝐶𝐀𝐁 = 𝑚𝑝(2𝑛 − 1)

9.5 LU Decomposition

The LU decomposition (excluding pivoting), decomposes a matrix 𝐀 ∈ ℝ𝑛×𝑛 into two matrices:

𝐋 ∈ ℝ𝑛×𝑛 , a lower triangular matrix with diagonal elements 𝑙𝑖𝑖 = 1 and an upper triangular matrix

𝐔 ∈ ℝ𝑛×𝑛 such that 𝐀 = 𝐋𝐔. In this instance, 𝐔 is nothing more than the echelon form of 𝐀, while 𝐋

contains the multipliers used in the Gaussian elimination used to obtain 𝐔. The complexity of the

calculation of the LU transform is therefore strongly related to the complexity of the calculation of
Gaussian elimination.
Consider the 𝑖 𝑡ℎ iteration of Gaussian elimination, that is, Gaussian elimination on the 𝑖 𝑡ℎ

column, the earlier columns already being in echelon form:
𝑔11
0
…
…
0

⎡
⎢
𝐀~𝐆 = ⎢
⎢
⎣

… 𝑔1(𝑖−1)
…
…
…
0
…
…
…
0

𝑔1𝑖
…
𝑔𝑖𝑖
…
𝑔𝑖𝑛

…
…
…
…
…

𝑔1𝑛
… ⎤
⎥
𝑔𝑖𝑛 ⎥
… ⎥
𝑔𝑛𝑛 ⎦

The process of progressing Gaussian elimination on this matrix to the (𝑖 + 1)𝑡ℎ iteration can be

separated into 3 distinct steps:

1. Calculation of multipliers: 𝑚𝑗 =

𝑔𝑖𝑗
𝑔𝑖𝑖

∀𝑗 ∈ ℤ, 𝑗 ∈ [𝑖 + 1, 𝑛]

2. Calculation of the modification to the rows: 𝐜 𝑇 = 𝑚𝑗 × �𝟎𝑇𝑖

3. Modification of the rows of 𝐆: 𝐠 𝑇𝑗 = 𝐠 𝑇𝑗 − 𝐜 𝑇

𝑔𝑖(𝑖+1)

… 𝑔𝑖𝑛 �

The calculation of stage 1 requires 𝑛 − 𝑖 flops. The calculation of stage 2 requires a further

𝑛 − 𝑖 flops per row, for a total of 𝑛 − 𝑖 rows, yielding a total complexity of (𝑛 − 𝑖)2. The calculation

of stage 3 requires 𝑛 − 𝑖 flops per row as well, as all the elements 𝑔𝑖𝑗 ∀𝑗 ∈ ℤ, 𝑗 ∈ [𝑖 + 1, 𝑛] can simply
be set to zero without calculation, yielding a complexity of (𝑛 − 𝑖)2 per iteration. This means that the

total complexity of the 𝑖 𝑡ℎ iteration is given by:

𝐶𝐆𝑖 = (𝑛 − 𝑖)(2(𝑛 − 𝑖) + 1)

As the algorithm is complete after 𝑛 − 𝑖 iterations, this means that the complexity of Gaussian

elimination is given by:

272

𝑛−1

𝐶𝐆 = �(𝑛 − 𝑖)(2(𝑛 − 𝑖) + 1)
𝑖=1

2

9.6 Matrix Inversion

1

𝑛

= 3𝑛3 − 2𝑛2 − 6

Matrix inversion of a matrix 𝐀 ∈ ℝ𝑛×𝑛 to determine the inverse 𝐗 = 𝐀−1 can be achieved by

first performing an LU decomposition of that matrix and then solving for each column of 𝐗:
𝐋𝐔𝐱 𝑖 = 𝑒𝑖 ∀𝑖 ∈ ℤ, 𝑖 ∈ [1, 𝑛]

where 𝐞𝑖 is the 𝑖 𝑡ℎ column of the identity matrix.

The process used to solve this equation is forwards and backwards substitution. First consider
the forwards half:
𝐋𝐯𝑖 = 𝑒𝑖

Therefore, on row 𝑗, the value of 𝑣𝑗𝑖 is given by:

𝑗−1

𝑒𝑗𝑖 − ∑𝑘=1 𝑣𝑘𝑖 𝑙𝑗𝑘
𝑣𝑗𝑖 =
𝑙𝑗𝑗

However, all rows for 𝑗 < 𝑖 need not be calculated as 𝑣𝑗𝑖 = 0∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑖 − 1]. Similarly,

𝑣𝑖𝑖 = 1. This naturally means that the product 𝑣𝑘𝑖 𝑙𝑗𝑘 need only be calculated for 𝑘 > 𝑖. Furthermore,

as 𝑒𝑗𝑖 = 0∀𝑗 ≠ 𝑖, the subtraction is never required. Finally, 𝑙𝑗𝑗 = 1∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝑛], meaning that the

division need never be calculated. As such, for each row, no calculations are required for 𝑗 ≤ 𝑖 while
for 𝑗 > 𝑖 each row requires the following calculation:

𝑗−1

𝑣𝑗𝑖 = −𝑙𝑗𝑖 − � 𝑣𝑘𝑖 𝑙𝑗𝑘
𝑘=𝑖+1

requiring 𝑗 − 𝑖 − 1 multiplications, 𝑗 − 𝑖 − 2 additions and 1 subtraction for a total of 2𝑗 − 2𝑖 −

2 flops per row (after row 𝑗 = 𝑖 + 1 for which 𝑣(𝑖+1)𝑖 = −𝑙(𝑖+1)𝑖 , requiring no calculations). This
means that the total number of operations required for forwards substitution is given by:
𝑛

𝑛

𝑖=1

𝑗=𝑖+2

𝐶𝐕 = � � � 2(𝑗 − 𝑖 − 1)�
1

2

= 3𝑛3 − 𝑛2 + 3𝑛

Backwards substitution involves the finding of the columns of the inverse:
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𝐔𝐱 𝑖 = 𝐯𝑖

Therefore, on row 𝑗, the value of 𝑥𝑗𝑖 is given by:

𝑣𝑗𝑖 − ∑𝑛𝑘=𝑗+1 𝑥𝑘𝑖 𝑢𝑗𝑘
𝑥𝑗𝑖 =
𝑢𝑗𝑖

This means that the operations required on the 𝑗 𝑡ℎ row are: 𝑛 − 𝑗 multiplications, 𝑛 − 𝑗 − 1

additions, 1 subtraction and 1 division for a total of 2𝑛 − 2𝑗 + 1 flops per row. However, 𝑣𝑗𝑖 = 0∀𝑗 ∈
ℤ, 𝑗 ∈ [1, 𝑖 − 1] meaning that subtractions on rows 1 through 𝑖 − 1 are unnecessary, which is factored

into the expression for complexity below
𝑛

𝑛

𝑖−1

𝑖=1

𝑗=1

𝑗=1

𝐶𝐗 = � ��(2𝑛 − 2𝑗 + 1) − � 1�
1

𝑛

= 𝑛3 − 2𝑛2 + 2

Therefore, the total complexity for calculating the inverse of a matrix is given by:
𝐶𝐀−1 = 𝐶𝐆 + 𝐶𝐕 + 𝐶𝐗
2

1

𝑛

1

2

1

𝑛

= 3𝑛3 − 2𝑛2 − 6 + 3𝑛3 − 𝑛2 + 3𝑛 + 𝑛3 − 2𝑛2 + 2
= 2𝑛3 − 2𝑛2 + 𝑛

Note that the process of forwards and backwards elimination used in this thesis saves some
additional complexity specific to the process of inversion compared to that derived in [109], which
bases its complexity estimate on general forwards and backwards substitution. The relatively low
fraction of complexity related to inversion in the algorithms considered means that this discrepancy has
no effect on the overall conclusions drawn in [109].

9.7 Pseudo-Inverse Calculation
The pseudo-inverse of a matrix 𝐀 ∈ ℝ𝑚×𝑛 , given 𝑚 > 𝑛, is given by:
𝐏 = (𝐀𝑇 𝐀)−1 𝐀𝑇

There are two potential means for calculating the pseudo inverse: directly from 𝐀 and from the

Singular Value Decomposition (SVD) of 𝐀. The latter approach provides slightly less error prone
results while requiring higher complexity.

1
2

To calculate the pseudo inverse directly, first one must calculate the product 𝐀𝑇 𝐀, requiring

𝑛2 (2𝑚 − 1) flops, as being symmetric, only approximately half the elements need to be calculated

explicitly. The resulting 𝑛 × 𝑛 matrix must then be inverted. Again, given that the matrix is symmetric,
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one can use a Cholesky factorisation in place of an LU decomposition. Combined with other savings,
this requires approximately half the flops needed to invert an arbitrary 𝑛 × 𝑛 matrix: 𝑛3 − 𝑛2 + 𝑛2 flops.

This leaves the final matrix product: an 𝑛 × 𝑛 matrix right multiplied by an 𝑛 × 𝑚 matrix, requiring
𝑛𝑚(2𝑛 − 1) flops. This means the total complexity for calculating the pseudo-inverse directly is given
by:

1

𝑛

𝐶𝑃−𝑑𝑖𝑟𝑒𝑐𝑡 = 2𝑛2 (2𝑚 − 1) + 𝑛3 − 𝑛2 + 2 + 𝑛𝑚(2𝑛 − 1)
3

𝑛

= 3𝑛2 𝑚 − 𝑛𝑚 + 𝑛3 − 2𝑛2 + 2

In order to use the SVD, or more particularly the reduced SVD, to calculate the pseudo-inverse,
note that, given a reduced SVD:
𝐀 = 𝐔𝑟 𝐃𝐕𝑟𝑇

where:

𝐔𝑟 ∈ ℝ𝑚×𝑟 is a matrix with columns of the first 𝑟 left singular vectors

𝐃 ∈ ℝ𝑟×𝑟 is a diagonal matrix with the singular values on the diagonal

𝐕𝑟 ∈ ℝ𝑛×𝑟 is a matrix with rows of the first 𝑟 right singular vectors

𝑟 is the rank of 𝐀. For the purposes of this analysis, it will be assumed that 𝐀 is of full column

rank and so 𝑟 = 𝑛.

Then the pseudo-inverse is given by [65]:
𝐏 = 𝐕𝑟 𝐃−1 𝐔𝑟𝑇

According to Golub and Van Loan [145], the complexity of the reduced SVD is 6𝑚𝑛2 + 20𝑛3 .

The calculation of the inverse, 𝐃−1 , simply involves 𝑛 divisions. The calculation of 𝐕𝑟 𝐃−1 is simply a
scaling of the elements of 𝐕𝑟 and so requires 𝑛2 multiplications.

The resulting right matrix

multiplication of an 𝑛 × 𝑛 matrix by a 𝑛 × 𝑚 matrix requires 𝑛𝑚(𝑛 − 1) flops.

Therefore, the

resulting total complexity of calculating the pseudo-inverse by the SVD is given by:
𝐶𝑃−𝑆𝑉𝐷 = 6𝑚𝑛2 + 20𝑛3 + 𝑛 + 𝑛2 + 𝑛𝑚(𝑛 − 1)

9.8 Eigen-decomposition

= 7𝑛2 𝑚 − 𝑚𝑛 + 20𝑛3 + 𝑛2 + 𝑛

The complexity of determining the eigenvectors and values of a symmetric, positive semidefinite matrix 𝐀 ∈ ℝ𝑛×𝑛 is given by van der Vorst [137] to be approximately:
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𝐶𝑄𝑅 =

25 3
𝑛
2

This is half the complexity estimated for non-symmetric cases.

10 Appendix B: Ground Truth of Remote Sensing Hyperspectral Scenes
This appendix covers in-depth the two real data scenes used throughout this thesis, examining
the ground truth available for these scenes to allow the reader to make better sense of the results
reported within each of the performance evaluations.

10.1 AVIRIS 1997 Cuprite Subscene
The AVIRIS Cuprite Subscene used within this thesis consists of the top right 350 by 350 pixels
of subscene 4 of the 1997 flyover of the Cuprite, Nevada scene [139], see Figure 10-1. The studies
here utilised the reflectance-corrected version of the scene, to allow for direct comparison with ground
truth data which is also given in reflectance units.

Figure 10-1 Band #50 of subscene 4 of the 1997 AVIRIS Cuprite Scene, with the portion of the scene used for analysis indicated

The Cuprite, Nevada scene is remarkably well understood, due to a number of studies
conducted on the area, most notably by the United States Geological Survey (USGS), resulting in the
availability of both ground truth mineral maps and a library of spectra obtained in a laboratory and then
corrected to match the reflectance corrected AVIRIS data [138]. In particular, one may wish to
examine [171] for a discussion on the Cuprite scene, among others, although there are many
publications available from the USGS website that discuss Cuprite referenced above. The ground truth
map for the Cuprite scene can be seen in Figure 10-2. Note that only a fraction of the library spectra
are directly relevant to the Cuprite scene. Those spectra whose suffix begins with CU, for example,
were collected from Cuprite. In the author’s experience, spectra for materials collected from different
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locations are generally not applicable to the Cuprite scene, with a few notable exceptions as shall be
discussed later in this section.

Figure 10-2 USGS Ground Truth for the Cuprite, Nevada scene, image provided courtesy of USGS, available from [172]

While geology is outside of the author’s area of expertise, it is clear from the USGS library that
many clays, minerals and such-like have sometimes substantially different spectral signatures despite
being labelled as the same kind of material when collected from different locations. Consider, for
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example, the collection of alunite spectra collected from various locations in Figure 10-3 which shows
substantial variation for what is labelled as a single class. For this reason, the author suggests that care
should be used when applying laboratory spectra based on materials collected away from the scene of
interest.

Figure 10-3 Various alunite spectra from the USGS spectral library

A further comment on the USGS library should be made. Not all spectra within the database
have reflectance values available for each band, in some instances up to half the bands are missing.
While one can calculate distance metrics on the basis of a reduced number of bands, if one was to
calculate the SAM angle, for example, on a band reduced version of the endmember spectra,
experience has shown that the SAM angles produced are generally lower in this instance than those
achieved by comparable full-band spectra. As such, SAM angles and, naturally, Euclidean distances
are not suitable measures for choosing which ground-truth spectra to assign an endmember to when
those ground-truth spectra have greatly different numbers of bands available: such a process unfairly
favours the band-deficient spectra. As such, this study limited itself to those spectra for which there
were almost all bands available. That is, most Cuprite collected spectra had all save the last band
available. Those with fewer bands than this were not used.
Using the criteria that the spectra from the library had to be indicated as appearing within the
scene on the ground-truth map, needed a full (or nearly full) number of bands and where possible
needed to be collected from the Cuprite scene, based on observation of the spectra and SAM angles, the
following material spectra were used to classify the derived endmember spectra: Buddingtonite GDS85
(B),

Calcite

CO2004

(C),

Chalcedony

CU91-6A

(Ch),

Nontronite

NG-1.a

(N),

Alunite+Kaolinite+Hematite MV00-11a (AK), Alunite CU91-217G1 (A1), Alunite CU98-5C (A2),
Kaolinite CU00-19A (K), Kaolinite+Smectite KLF508 (KS), Montmorillonite CU93-52A (Mo),
Muscovite CU98-8H (M1) and Muscovite CU91-252D (M2).
As can be noted from the CU suffixes, most of these materials were collected from the Cuprite
region. A small number were not, however. The Buddingtonite GDS85 spectrum was used, as the
only Cuprite collected Buddingtonite spectrum had a very small numbers of bands available. The
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shape of the GDS85 version is somewhat similar to the Cuprite version, Buddingtonite+NaMontmorillonite CU93-260B, but of a higher overall reflectance value as well as not being a mixed
spectrum. The shape of GDS85 did match the derived endmember spectra extremely well, however,
with a higher reflectance value.
No Calcite spectrum was available from the Cuprite scene and moreover, none of the Calcite
spectra within the USGS library provided a close match to the endmembers derived from Cuprite.
Calcite CO2004 proved to be consistently one of the lowest SAM angles of the possible options to the
endmembers derived from the scene, despite not being a good match at all, on the order of 0.2 radians.
As such, it is included for completeness and as a means for distinguishing this material from other not
categorised materials, not as a serious measure of performance. The high SAM angles should not be
taken to indicate poor performance, rather the absence of appropriate ground truth.
No Nontronite spectrum is available from Cuprite. The NG-1.a version appeared to be a close
match to the derived endmember spectra and so was used to represent ground truth for Nontronite.
Alunite+Kaolinite+Hematite MV00-11a was used as all three minerals were noted to occur in
Cuprite and this spectrum allowed for the explanation of many of the derived endmember spectra with
abundance maps that represented Alunite and/or Kaolinite regions. Indeed, the spectrum was an
extremely good match for many of the derived spectra, as can be noted in the relevant sections within
the body of the thesis, suggesting a number of endmember spectra that were derived were not pure
material spectra.
Kaolinite+Smectite KLF508 provided a reasonable match in a SAM sense to spectra with
abundance maps corresponding to Kaolinite/Smectite regions of the ground truth which cover a
substantial portion of the ground truth. As such, KLF508 was used in the absence of a Cuprite-based
alternative.
It can be noted that the ground truth map is not complete or, necessarily, conclusive: large
regions are unclassified and many others are classified as possible matches for a variety of materials.
In the process of assigning abundance maps to materials, regions that were ambiguously labelled in the
ground truth data were assigned to the material that was the best match based on a combination of the
SAM angle and a visual inspection of the derived spectra and possible material spectra from the USGS
library. In the author’s experience, simply assigning endmember spectra to the material with the lowest
SAM angle from the USGS library, or indeed, from a select few materials relevant to the Cuprite scene,
did not yield material assignments such that the abundance maps for those endmembers were well
matched to the ground truth abundance map.
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Sufficient examples of material spectra and abundance maps assigned to the various materials
above exist throughout the thesis that they will not be repeated here. However, to conclude the
discussion of the Cuprite scene, it is worth examining the final class that is not well-documented within
the body of the thesis: noise. Maps and spectra that did not well correspond to known materials, or
corresponded to non-material classes, such as the road running through the centre of the Cuprite scene
from top left to bottom right were assigned to a noise class. Assigning a large number of endmember
spectra to a noise class was not a sign of a poor result, indeed, generally the opposite: trials with higher
volume simplexes tended to have more endmembers assigned to noise than those with smaller
simplexes, suggesting, perhaps, that aberrant or noisy spectra were being successfully isolated away
from the ‘true’ material spectra and thus not negatively impacting on abundance maps of those
materials. In any event, it is worthwhile discussing what kinds of spectra and maps were designated as
noise so that the process of assigning endmembers to materials that was used is made as clear as
possible.
The first kind of spectrum assigned as noise was that associated with the uncategorised sections
of the ground truth. These spectra have variously been identified in some previous publications as
sphene [118] and also desert varnish [173], both of which have spectral signatures available within the
USGS library. The author, however, does not feel that either of these are likely correct classifications.
This is primarily because USGS produced both the ground truth maps and the spectral library. It seems
reasonable that if the uncategorised material was indeed a good match for a material already in the
database then the USGS would have already made that connection. Furthermore, having actually
examined the area first-hand, rather than simply via a spectral image, gives the USGS a unique
perspective on the geology of the region. Finally, if the above authors had, indeed, seen something that
USGS had missed in their ground-truthing, one might have expected to see some acknowledgement of
that from the USGS.

To the best of the author’s knowledge, USGS has not posted any such

amendment or correction to their ground truth 46. As such, the author simply assigned the endmembers
associated with the relevant abundance maps to a noise class trusting that these regions are still
uncharacterised. An example abundance map, with corresponding spectrum is shown below.

46

These comments, while specific to the uncategorised material apply equally to all kinds of materials within the
scene that have been labelled as various materials within the USGS library not used in the spectral library. Without naming
particular authors, Andalusite, Andradite and Dumortierite appear to be popular examples with USGS spectra not collected
from the Cuprite scene. The author does not have high confidence that such classifications are correct, despite the fact that
many derived endmember spectra actually do have low SAM angles to these materials, lower than to the materials that they
represent according to the ground truth. These low angles are, perhaps, better indications that when one uses very large
databases of materials, one should not be too surprised when the endmembers which one has derived, including, perhaps,
mixed endmember signatures happen to have low SAM angles to seemingly arbitrary examples within the database. This
highlights the need to always refer to the context of the scene as well as to spectral images and not to apply laboratoryderived spectra in an over-eager fashion. This avoids poor-matching derived endmember spectra being reported as high
quality representations of absent materials.
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Figure 10-4 Noise a) abundance map b) spectrum corresponding to an unclassified region

While the above example is particularly clear, there are many examples of this kind of noise
that were noisier versions of this region, or versions which incorporated other regions of the scene as
well, depending on the mix of other endmembers. This kind of noise class was easily distinguishable
by the relatively low-reflectance, ramp-like spectra associated with it.
A second example of a noise case is the dark point. This kind of endmember was characterised
by low reflectance, relatively flat spectra.

Abundance maps that corresponded to this material

generally included the road running through the middle of the Cuprite scene from top left to bottom
right as shown below.

Figure 10-5 Noise a) abundance map b) spectrum corresponding to a dark region which represents road and various unclassified
regions

One endmember came up repeatedly in almost all trials. While clearly representing some
material, or combination of materials, the spectrum did not provide a good match for any particular
material. In addition, the abundance map only represented a small spattering of regions in an area of
the scene where many potential materials exist, meaning that it could not be easily assigned to any
given material. As such, it was reluctantly assigned to the noise class. As this endmember was
produced in the vast majority of trials for all the algorithms considered in this thesis, this should not
have prejudiced or unfairly aided any particular algorithm. The abundance map and spectrum for this
endmember are shown below.
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Figure 10-6 Noise a) abundance map b) spectrum corresponding to an unidentified material

Another very common example classified as noise closely related to the previous example was
the single (or very small number) pixel abundance map caused by a single anomalous pixel (or small
region). As the regions represented by these endmembers were so small, it was not possible or
particularly meaningful to assign a material to those abundance maps. An example of this is shown
below.

Figure 10-7 Noise a) abundance map b) spectrum corresponding to a single isolated pixel

Notable exemptions to the small-region of pixels noise category were the Nontronite
endmembers, whose map corresponded well with the map of the same material in [118] and also a
small region of Chalcedony, from the same source. The close match of the signatures of these
endmembers to the library spectra, combined with the confirmation in the ground truth that these
materials exist within the scene and, in particular for Chalcedony, occur in approximately the correct
region of the ground truth gave some confidence that this was appropriate 47.
As a contrasting example, the noisy abundance map did not correlate to any given material as it
claimed all or most of the scene almost equally. An example is given below.

47

In fact, the small region of Chalcedony may be better represented by the Opalised Tuff material, also collected
from Cuprite, from the USGS library. This material is both a better match in terms of amplitude of reflectance and lower
SAM angle than Chalcedony, however, this material is not listed on the ground truth map and has not been used in the
literature and so was ultimately not used here.
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Figure 10-8 Noise a) abundance map b) spectrum corresponding to a salt and pepper type noise abundance map

While certainly not exhaustive, this collection of noise-categorised endmembers is a fair
representation of the various endmembers that were categorised as belonging to the noise class. This
list of noisy scenes with examples should provide the reader with sufficient examples when combined
with the abundance maps that are assigned to non-noise materials throughout the thesis to reproduce the
process used to assign endmembers to materials. As such, the reader should now be fully equipped to
interpret the reported results for the Cuprite scene.

10.2 Indian Pines Test Scene
The Indian Pines test scene is a small subset of a larger Indian Pines scene, although, unlike the
Cuprite subscene discussed above, the test scene is distributed as a separate data set available from [86].
The scene consists of a 145 by 145 pixel image of a region of crop land with various planted crops and
forest located within the scene, see Figure 10-9.

Figure 10-9 False colour image of bands 150, 70 and 5 for the Indian Pines test scene

The ground truth for this scene is shown below in Figure 10-10, derived from GIS data
available from [86]. Crop types and such-like are excluded, however, a fully labelled image can be
283

obtained within the Multispec documentation [86], specifically in the document entitled “Multispectral
Data Analysis: A Signal Theory Perspective”.

Figure 10-10 Ground truth map for the Indian Pines test scene

The scene is not, perhaps, as popular as the Cuprite scene for testing unmixing algorithms (as
opposed to classification algorithms for which it is quite popular). This is perhaps due to the fact that
the scene does not contain a significant proportion of mixed pixels as the different fields should, ideally,
be identified as single materials.

The structure of the scene is such that intra-class variation,

particularly non-Gaussian variation, is likely to hamper unmixing algorithms based on least-squares
inversion.
In particular, the N-FINDR-like algorithms are likely to choose extreme examples from each
class meaning that such algorithms could be expected to struggle on this scene, as indeed appears to
have been the case. In fact, it is exactly this feature of the algorithm that is investigated and mitigated
by taking spatial averages of the spectra in [141] to improve the performance of the algorithm on the
Indian Pines scene. Spectral averaging is also available in the commercial N-FINDR algorithm, the NFINDR Visualisation Package [97]. Furthermore, the Successive Projection Algorithm (SPA) [135],
another algorithm that attempts to select pure pixels within the data, searches the region around pure
pixel candidates to ensure that such pixels are not isolated and therefore potentially noisy pixels. One
can therefore suggest that the sensitivity of the algorithm to noisy pixels on scenes like the Indian Pines
scene is a known issue and an active area of research. Such averaging is not applied in this study as it
is not a part of the basic N-FINDR algorithm. This perhaps explains in part why the performance of
the N-FINDR and N-FINDR-related algorithms considered within this thesis do not provide abundance
maps that closely correspond to each crop type.
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11 Appendix C: Derivation of Principal Components Analysis
Principal Components Analysis (PCA) is frequently derived from an attempt to provide
decorrelated bands with maximum variance, for example see [65]. However, an alternative approach
that is of particular relevance to the Abundance Guided Endmember Selection algorithm is to attempt
to derive an approach that minimises the error between the original and reduced dimension data. It
shall be shown that PCA is such an approach.
First, let 𝐱 ∈ ℝ𝜆 be a random vector that can be represented as the linear combination of a set of

𝜆 orthonormal basis vectors:

𝐱 = 𝐁𝐜

where:
𝐁 = [𝐛1

𝐜 = [𝑐𝟏

…

𝐛𝜆 ] and 𝐛𝑖 ∈ ℝ𝛌 is 𝑖 𝑡ℎ the orthonormal basis vector

… 𝑐𝜆 ]𝑇 is the vector of the weightings of each of the basis vectors in 𝐱

If, then, we wish to represent 𝐱 in a lower dimensional space of say, dimension 𝑀 − 1, we can

represent this lower dimensional projection, 𝐲, in terms of 𝑀 − 1 orthonormal vectors plus a constant
shift:

𝐲 = 𝐏𝐮 + 𝐯

where:
𝐏 = [𝐛1

given by 𝐮 = [𝑐1

… 𝐛𝑀−1 ], 𝐏 ∈ ℝ𝜆×𝑀−1 is the matrix of retained orthonormal basis with weightings

… 𝑐𝑀−1 ]𝑇 . It will subsequently be convenient to also have a vector of the

remaining weightings defined: 𝐳 = [𝑐𝑀
𝐯 = 𝐑𝐰 = [𝐛𝑀

… 𝐛𝜆 ][𝑤𝑀

…

𝑐𝜆 ]𝑇 .

… 𝑤𝜆 ]𝑇 is the constant shift term based on the remaining,

excluded basis vectors and a set of unchanging weights, 𝑤𝑀 … 𝑤𝜆 .

The error in representation, then, of 𝐱 in the lower dimensional space is given by:
‖𝐱 − 𝐲‖ = ‖𝐁𝐜 − (𝐏𝐮 + 𝐯)‖

= ‖(𝐏𝐮 + 𝐑𝐳) − (𝐏𝐮 + 𝐑𝐰)‖

= ‖𝐑(𝐳 − 𝐰)‖

The mean squared error is therefore given by:
E[|𝐱 − 𝐲|2 ] = E[(𝐳 − 𝐰)𝑇 𝐑𝑇 𝐑(𝐳 − 𝐰)]
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= E[(𝐳 − 𝐰)𝑇 (𝐳 − 𝐰)]

for 𝐰:

Taking derivatives with respect to 𝐰 and equating the result to zero yields the optimal values
𝜕
E[(𝐳 − 𝐰)𝑇 (𝐳 − 𝐰)] = −2(E[𝒛] − 𝐰)
𝜕𝐰
⇒ 𝐰 = E[𝒛] = 𝐳�

=0

Substituting this back into the expression for mean squared error yields the following
expression:
E[‖𝐱 − 𝐲‖2 ] = E[(𝐳 − 𝐰)𝑇 (𝐳 − 𝐰)]
= E[(𝐳 − 𝐳�)𝑇 (𝐳 − 𝐳�)]

= E[(𝐑𝑇 𝐱 − E[𝐑𝑇 𝐱])𝑇 (𝐑𝑇 𝐱 − E[𝐑𝑇 𝐱])]
𝜆

= � E[(𝐱 𝑇 𝐛𝑖 − E[𝐱 𝑇 𝐛𝑖 ])𝑇 (𝐱 𝑇 𝐛𝑖 − E[𝐱 𝑇 𝐛𝑖 ])]
𝑖=𝑀
𝜆

= � E[(𝐛𝑇𝑖 𝐱 − 𝐛𝑇𝑖 E[𝐱])(𝐱 𝑇 − E[𝐱 𝑇 ])𝐛𝑖 ]
𝑖=𝑀
𝜆

= � E[𝐛𝑇𝑖 (𝐱 − E[𝐱])(𝐱 − E[𝐱])𝑇 𝐛𝑖 ]
𝑖=𝑀
𝜆

= � 𝐛𝑇𝑖 E[(𝐱 − E[𝐱])(𝐱 − E[𝐱])𝑇 ]𝐛𝑖
𝑖=𝑀
𝜆

= � 𝐛𝑇𝑖 𝚺𝐛𝑖
𝑖=𝑀

Where 𝚺 ∈ ℝ𝜆×𝜆 is the covariance matrix of 𝐱.

Given that 𝚺 is positive semi-definite (if not positive definite), a similarity transformation exists

that diagonalises this matrix and furthermore, the appropriate transformation matrix is the eigenvectors
of 𝚺:

𝚺 = 𝐕𝐃𝐕 𝑇

where:
V= [𝛖1

… 𝛖λ ] ∈ ℝ𝜆×𝜆 is the matrix whose columns are the orthonormal eigenvectors of 𝚺, ,

which form a basis for ℝ𝜆
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D∈ ℝ𝜆×𝜆 is a diagonal matrix with diagonal elements equal to the corresponding eigenvalues of

𝚺, 𝜙𝑗 ∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝜆] ordered such that 𝜙𝑗 > 𝜙𝑗+1 ∀𝑗 ∈ ℤ, 𝑗 ∈ [1, 𝜆 − 1].

As a result, the basis vectors can be written in terms of the eigenvectors:
𝐛𝑖 = 𝐕𝐭 𝑖

Furthermore, as both the basis vectors and eigenvectors are orthonormal, the sum of the
elements of the weighting vector is one:
𝜆

� 𝑡𝑖𝑗 = 1
𝑗=1

and the weighting vectors must be orthogonal:
𝐭 𝑇𝑖 𝐭 𝐣 = �

1 if 𝑖 = 𝑗
0 if 𝑖 ≠ 𝑗

As such, the mean squared error can be expressed as:
𝜆

E[|𝐱 − 𝐲|2 ] = � 𝐛𝑇𝑖 𝚺𝐛𝑖
𝑖=𝑀
𝜆

= �(𝐕𝐭 𝑖 )𝑇 𝐕𝐃𝐕 𝑇 𝐕𝐭 𝑖
𝑖=𝑀
𝜆

= � 𝐭 𝑇𝑖 𝐃𝐭 𝑖
𝑖=𝑀
𝜆

𝜆

2
𝜙𝑗
= � � 𝑡𝑖𝑗
𝑖=𝑀 𝑗=1

It is straight forward to show, for example, through the use of Lagrange multipliers to impose
the orthogonal basis constraint, that the values of 𝑡𝑖𝑗 that minimise this expression are:
1 if 𝑖 = 𝑗
𝑡𝑖𝑗 = �
given that 𝑖, 𝑗 ∈ ℤ, 𝑖 ∈ [𝑀, 𝜆]
0 otherwise

This means that 𝐑 = [𝛖𝑀

…

𝛖λ ] and therefore 𝐏 = [𝛖1

… 𝛖𝑀−1 ]. That is, the lowest

mean squared error representation of data in a lower 𝑀 − 1 dimensional space uses the first 𝑀 − 1
eigenvectors as the basis of that space.

Thus, PCA both decorrelates the bands and provides a

minimum mean squared error representation of the data. It is this second property that is particularly
useful to AGES.
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12 Appendix D: Complexity of Non-Negativity Constrained Inversion
Two approaches for obtaining non-negativity constrained inversion: EMML and ISRA [144],
have their computational complexities derived below based on their solution to the least squares
problem:
𝐒𝐚 = 𝐱

where: 𝐒 ∈ ℝ𝜆×𝑀 , 𝐱 ∈ ℝ𝝀 are known and 𝐚 ∈ ℝ𝑀 is to be calculated subject to:
𝑎𝑗 ≥ 0 ∀ 𝑗 ∈ ℤ, 𝑗 ∈ [0, 𝑀]

When considering the performance of these algorithms, it is worth noting that the number of
iterations required to converge, 𝑘 , can vary from tens to hundreds of thousands of iterations [144].

12.1 EMML Complexity

The EMML algorithm provides an updating method for calculating the value of the elements of
𝐚. The value of 𝐚 after the 𝑘 𝑡ℎ iteration, 𝐚𝑘 is given by:
𝑎𝑗𝑘+1 = 𝑎𝑗𝑘

∑𝜆𝑖=1

𝑥𝑖
𝑠
𝐬𝑗𝑇 𝐚𝑘 𝑖𝑗

∑𝜆𝑖=1 𝑠𝑖𝑗

Calculating the denominator of this expression requires:
1) ∑𝜆𝑖=1 𝑠𝑖𝑗 : 𝜆 − 1 flops.

The numerator of this expression requires:
1) 𝐬𝑗𝑇 𝐚𝑘 : 2𝑀 − 1 flops (only required once per endmember per iteration per pixel)

2) 𝑥𝑖 𝑠𝑖𝑗 : 1 flop

3) 2) divided by 3) : 1 flop
4) Repeat 2) through 3) 𝜆 times and add results: Total: 2𝑀 + 3𝜆 − 2

Divide numerator by denominator: +1 flop
Multiply result by 𝑎𝑗𝑘 : +1 flop

Total for one iteration of one endmember for one pixel: 4𝜆 + 2𝑀 − 1

Repeating this process for 𝑀 endmembers, 𝑘 iterations and 𝑁 pixels gives a total complexity for

the EMML algorithm, in flops, of:

𝐶𝐸𝑀𝑀𝐿 = 𝑘𝑀𝑁(4𝜆 + 2𝑀 − 1)
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In this instance, as this is the complete complexity for all pixels, the value of 𝑘 above is the

mean number of iterations to converge.

12.2 ISRA Complexity
The ISRA algorithm provides an updating method for calculating the value of the elements of 𝐚.

The value of 𝐚 after the 𝑘 𝑡ℎ iteration, 𝐚𝑘 is given by:
𝑎𝑗𝑘+1 = 𝑎𝑗𝑘

∑𝜆𝑖=1 𝑥𝑖 𝑠𝑖𝑗

∑𝜆𝑖=1 𝑠𝑖𝑗 𝐬𝑗𝑘 𝐚𝑘

Calculating the numerator of this expression requires:
1) ∑𝜆𝑖=1 𝑥𝑖 𝑠𝑖𝑗 : 1 flop

2) Repeat 1) 𝜆 times and add result: Total: 2𝜆 − 1

The denominator of this expression requires:

1) 𝐬𝑗𝑇 𝐚𝑘 : 2𝑀 − 1 flops (only required once per endmember per iteration per pixel)

2) Multiply 1) by 𝑠𝑖𝑗 : 1 flop

3) Repeat 2) 𝜆 times and add results: Total: 2𝜆 + 2𝑀 − 2

Divide numerator by denominator: +1 flop
Multiply result by 𝑎𝑗𝑘 : +1 flop

Total for one iteration of one endmember for one pixel: 4𝜆 + 2𝑀 − 1

Repeating this process for 𝑀 endmembers, 𝑘 iterations and 𝑁 pixels gives a total complexity for

the ISRA algorithm, in flops, of:

𝐶𝐼𝑆𝑅𝐴 = 𝑘𝑀𝜆𝑁(2𝑀 + 3)

As for EMML, as this is the complete complexity for all pixels, the value of 𝑘 above is the

mean number of iterations to converge. Note that the complexity of the ISRA and EMML algorithms
are identical, as noted in [144].

13 Appendix E: Additivity Constrained Inversion
The additivity constraint, ∑𝑀
𝑗=1 𝑐𝑖𝑗 = 1 , can be incorporated into unconstrained unmixing

utilising Lagrange multipliers [49].

The problem of a least squares optimisation subject to the

additivity constraint can be stated as:
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minimise 𝑟 2 = (𝐱 − 𝐒𝐜)𝑇 (𝐱 − 𝐒𝐜) subject to 𝟏𝑇 𝐜 = 1

where:

𝑟 is the reconstruction error
𝐱 ∈ ℝ𝜆 is the original data

𝐒 ∈ ℝ𝜆×𝑀 is the matrix of the endmembers’ spectral signatures
𝟏 ∈ ℝ𝑀 is a vector of ones

𝐜 ∈ ℝ𝑀 are the constrained abundances to be determined whereas 𝐮 ∈ ℝ𝑀 will denote the

unconstrained abundances, 𝐮 = (𝐒 𝑇 𝐒)−𝟏 𝐒 𝑇 𝐱 in the following section.
Let:

Λ = (𝐱 − 𝐒𝐜)𝑇 (𝐱 − 𝐒𝐜) + 𝜅(𝟏𝑇 𝐜 − 1)

Where 𝜅 is the Lagrange multiplier (to avoid confusion with the already-used symbol: 𝜆).

Let

𝛿Λ
𝛿𝐜

= 0:

𝛿Λ
= 2𝐒 𝑇 (𝐱 − 𝐒𝐜) + 𝟏𝜅
𝛿𝐜

0 = 2𝐒 𝑇 (𝐱 − 𝐒𝐜) + 𝟏𝜅

0 = 2(𝐒 𝑇 𝐒)−𝟏 𝐒 𝑇 (𝐱 − 𝐒𝐜) + (𝐒 𝑇 𝐒)−𝟏 𝟏𝜅
0 = 2𝐮 − 2𝐜 + (𝐒 𝑇 𝐒)−𝟏 𝟏𝜅
1

𝐜 = 𝐮 − 2(𝐒 𝑇 𝐒)−𝟏 𝟏𝜅

Pre-multiplying both sides by 𝟏𝑇 and substituting in the constraint yields:
1

1 = 𝟏𝑇 𝐮 − 2𝟏𝑇 (𝐒 𝑇 𝐒)−𝟏 𝟏𝜅

𝜅 = 2(𝟏𝑇 𝐮 − 1)[𝟏𝑇 (𝐒 𝑇 𝐒)−𝟏 𝟏]−1

Substituting this value of 𝜅 back into the solution yields the final expression:
𝐜 = 𝐮 − (𝐒 𝑇 𝐒)−𝟏 𝟏[𝟏𝑇 (𝐒 𝑇 𝐒)−𝟏 𝟏]−1 (𝟏𝑇 𝐮 − 1)

The above result allows for the calculation of additivity constrained abundances.
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