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Abstract

The rapid growth of the World Wide Web as a platform to produce and consume

information has brought with it new opportunities and new challenges for the ubiq-

uitous and exponentially growing issue of information overload. Recent advances

in technologies, applications, and interaction behavior provide many different ap-

proaches for dealing with this issue. Some of these approaches include visual user

interfaces for more efficient interactions and methods for collaborative information

organization.

In this thesis, we introduce the novel concept of the “Visual Wiki”. This concept

describes a specific type of web-based information management application, which

combines the notions of textual and visual representations of information, either

of which may be editable in a collaborative way. After formalizing the Visual Wiki

concept and placing it into the context of the Web as an information processing

environment, we describe the design, implementation, and evaluation of four ex-

ample Visual Wikis. These examples cover a diverse set of problem domains and

allow for a discussion of the benefits and potential of the Visual Wiki concept. We

continue by generalizing common architectural features and building blocks from

those examples, specifying a visual language capable of describing Visual Wikis,

and presenting the design and proof-of-concept implementation of a Visual Wiki

meta-tool which supports end-users in modeling and automatically generating new

Visual Wiki instances. An evaluation of the meta-tool demonstrates its strengths

and weaknesses.

This research is based on a sound theoretical foundation, exemplified by a wide

range of applications, and is generalized within the meta-tool. We thus successfully

demonstrate the concept of the Visual Wiki as a new metaphor for knowledge access

and management.
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CHAPTER 1

Introduction

This chapter provides an introduction for this thesis. Starting with our research

motivation and our key research questions, the chapter continues with our re-

search methodology, followed by the key research contributions. Lastly, it out-

lines the organization of the thesis.

1.1 Research Motivation

In the year 2010, the human race created 800 exabytes (800 million terabytes) of

information. To put this into perspective, up until 2003, all the cumulatively cre-

ated information had only reached 5 exabytes (Finn, 2011). That amount of data

(5 exabytes) is now created every two days or so (Schmidt, 2010; Watters, 2010).

In today’s global and highly connected world, much of this information is accessible

and communicated through the Internet. A recent report states that the annual

global Internet traffic in 2010 was about 240 exabytes. Furthermore, the report es-

timates that this number will reach 966 exabytes by 2015 and soon after surpassing

the zettabyte (1,000 exabytes) threshold (Cisco, 2011). These numbers are hard to

comprehend. However, they provide an undoubtable testimony to the ubiquitous
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issue of information overload. Together with the exponentially growing amount

of information, the need to make sense out of it is rapidly increasing. This need

is apparent not only to the public consumer of the Web but, more importantly,

to a wide range of decision-makers and knowledge-workers within virtually any

industry, as well as areas such as government, healthcare, education, research, and

many others.

The Internet era has brought many changes, new challenges, and new opportu-

nities to this issue. On one hand, it is enabling and fostering the rapid growth

of information creation. On the other hand, it provides new and innovative ways

of dealing with the resulting information overload. Relatively recent advances in

technologies, applications, and interaction behavior (some of those for example

described as the Social Web (O’Reilly, 2005) and the Semantic Web (Berners-Lee

et al., 2001)) provide many approaches for dealing with this issue. Some of these

approaches include search algorithms and other data mining methods for the au-

tomatic extraction of relevant information, methods for collaborative information

organization which tap into the “wisdom of the crowds”, as well as visually-rich

user interfaces for a better user experience and more efficient interaction.

We introduce the “Visual Wiki”, a novel concept which is central to this thesis.

The concept describes a specific type of web-based information management ap-

plication, which combines the notion of a textual and a visual representation of

information, either of which may be editable in a collaborative (“wiki”) way. As it

describes a fairly generic type of application, the Visual Wiki concept can be seen

in many different forms and domains. Its overall value and potential, which has

been suggested in diverse areas of related research, lies in the synergistic effects of

combining and integrating visually rich interfaces and collaborative features.

Developing such applications is a tedious and time consuming process as it requires

the integration of possibly several existing data sources and web services as well

as new user interfaces and application features. The main motivation of this

thesis lies in the potential to make the development of Visual Wiki applications

more efficient and accessible to the end-user. In order to achieve this, we are also

motivated to formalize the Web as an information processing environment and the

Visual Wiki as a specific type of application contained within that environment.

Furthermore, we are motivated to explore the concept of the Visual Wiki and its

potential benefits by implementing and evaluating several example applications.
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1.2 Research Questions

Following the research motivation from above, the main research question for this

thesis can be posed as:

How can we improve the development of web-based information man-

agement applications which integrate both textual and visual information

representations?

In order to address this question, we divide it into several smaller research ques-

tions.

(1) We are generally concerned with emerging technologies and their applications

in the context of web-accessible information management tools. In order to

establish their backgrounds, we start with the following question:

How can we best describe the evolving nature of the Web as an infor-

mation processing environment with respect to technologies, applica-

tions, and human participation?

This question addresses very fundamental and generic issues and its investi-

gation provides some important background for this thesis. To answer it, we

conducted a literature review and present a theoretical framework consisting

of different dimensions able to describe this diverse space. The question is

addressed in Chapter 2 (The Information Processing Life-Cycle).

(2) After identifying and defining the basic concept of the Visual Wiki (a spe-

cific type of web-based information management application which integrates

visual interfaces and collaborative repositories) the question arises:

How can we formalize the Visual Wiki concept?

This question addresses the central concept of this thesis. To answer it, we

conduct a literature review and present a theoretical model of the Visual

Wiki, consisting of different components and their parameters. The question

is addressed in Chapter 4 (The Visual Wiki).

(3) Besides the theoretical aspects of the Visual Wiki concept addressed in (2), we

are concerned with its practical implication, which leads us to the question:
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What are the practical benefits of Visual Wiki applications and how

can these be evaluated?

This question addresses applicability issues of the theoretical concept. To

answer it, we design, implement, and evaluate four example Visual Wiki ap-

plications. The question is addressed in Chapters 5-10.

(4) Following our Visual Wiki examples, we are interested in the extraction and

specification of common architectural features of those applications, leading

to the question:

Which characteristics and building blocks are required for an accessi-

ble, visual notation capable of specifying Visual Wiki instances?

This question addresses the possibility of generalizing from our concrete im-

plementations as a basis for a Visual Wiki meta-tool. To answer this question,

we present a domain-specific visual language (DSVL), developed as a result

of extracting common architectural features from our example Visual Wikis.

The question is addressed in Chapter 11 (VikiBuilder Meta-Tool).

(5) Lastly, we are interested in a Visual Wiki meta-tool, which makes use of the

DSVL from (4), leading to the question:

Can such a visual notation be realized as an accessible tool for easy

end-user specification and generation of Visual Wikis?

This question addresses the possibilities for implementing a Visual Wiki meta-

tool. To answer it, we design, implement, and evaluate the VikiBuilder

application as a proof-of-concept of such a meta-tool. The question is ad-

dressed in Chapter 11 (VikiBuilder Meta-Tool) and Chapter 12 (Evaluation

of VikiBuilder).

1.3 Research Methodology

Our approach for addressing the research questions is based on the following

methodology.

(1) We conducted an extensive literature review which lead us to the development

of two theoretical frameworks: the Information Processing Life-Cycle model

and the Visual Wiki concept.
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(2) Based on the Visual Wiki concept, we designed and implemented four exam-

ple Visual Wiki applications. In order to explore the Visual Wiki concept,

we choose several independent parameters which guide the development of a

diverse set of prototypes.

(3) After implementing the four examples, we evaluated them using different user

studies investigating a dependent parameter. The evaluations demonstrated

the overall value and potential of our Visual Wiki concept.

(4) Following our experience with the example prototypes, we identified a set of

characteristics and building blocks required for a visual notation capable of

specifying Visual Wiki instances.

(5) We designed and implemented a proof-of-concept Visual Wiki meta-tool which

allows end-users to specify and automatically generate new Visual Wiki in-

stances.

(6) After the implementation of the meta-tool, we evaluated it using several case

studies as well as a heuristic evaluation of its visual notation and visual pro-

gramming environment.

Our overall research methodology makes use of the evolving frameworks pat-

tern (Roberts & Johnson, 1997) and adapts it to our research needs. This mainly

affects (2), (4), and (5) above. The pattern provides guidelines for developing

a reusable framework including a “Visual Builder” for building new applications

using that framework. The main steps include the development of example appli-

cations (2) within the problem domain (in our case, Visual Wiki applications), the

extraction and specification of re-usable components (4), and the development of a

visual programming environment that supports the generation of new applications

using the framework (5). We adapt and extend the evolving frameworks pattern.

In addition to the steps directly related to the pattern, (1) provides some back-

ground and a theoretical framework which supports the design of our Visual Wiki

examples (2) as well as their evaluation (3). Furthermore, we extend the pattern

beyond the design of a meta-tool (the “Visual Builder”) and also conduct an anal-

ysis and evaluation of it (6). The evolving frameworks pattern will be discussed in

more detail in the respective chapters.
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1.4 Research Contributions

The research presented and discussed in this thesis is highly interdisciplinary and

contributes to several research fields. The main fields to which the thesis con-

tributes are those of Software Engineering, Information and Knowledge Manage-

ment, Visualizations and Visual Interfaces, Web Science, and Web Information

Systems. The main contributions of the thesis are the following1.

(1) This research developed a high-level theoretical framework that provides re-

searchers with the ability to analyze and discuss the Web as an information

processing environment. We call this framework the Information Process-

ing Life-Cycle (IPLC) model. It describes three dimensions which we call

the Abstraction dimension, Life-Cycle dimension, and Time dimension. The

IPLC model draws some of its components from existing models and con-

tributes in that it integrates those into a comprehensive and holistic model.

We utilize this model as a frame of reference for several parts of the thesis.

We believe that our IPLC model will also be useful to other researchers in-

vestigating the nature, effects, and evolution of the Web as an information

processing environment. Relevant research areas include those of Informa-

tion Processing, Information and Knowledge Management, Web Information

Systems, and Web Science.

(2) This research developed a further and more specific theoretical framework

that provides researchers with the ability to design, analyze, and discuss cer-

tain types of web applications which we call Visual Wikis. We define the

Visual Wiki as a web-based information management application which in-

tegrates a visual and a textual representation of a common underlying body

of knowledge. The Visual Wiki concept consists of four components, which

we call the underlying Setting, the Text and Visualization representations,

and the Mapping between the latter two. For this thesis, the concept pro-

vides guidance in the design, development, and evaluation of several concrete

Visual Wiki applications. We believe that our Visual Wiki concept will also

be useful to other researchers as a tool to perform similar tasks with existing

as well as with new Visual Wiki implementations. Relevant research areas

1Contributions are listed according to their logical order, not neccessarily according to significance.
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include those of Information and Knowledge Management, Web Information

Systems, Visual Interfaces, and Human-Computer Interaction.

(3) This research contributes four concrete, prototype implementations of Visual

Wikis (web-based information management applications). While demonstrat-

ing and verifying the Visual Wiki concept from the above, these applications

also cover a diverse set of problem domains and provide individual contribu-

tions within their respective areas. The four Visual Wikis are as follows.

(a) Thinkbase: A Visual Wiki that enables a visual navigation and explo-

ration interface to a Semantic Wiki, providing contributions in the areas

of User Interfaces and the Semantic Web.

(b) Thinkfree: A Visual Wiki that provides an interface for the modeling

and visualization of enterprise architecture artifacts. The application is

used within an enterprise setting and provides additional contributions in

the area of Enterprise Architecture Management.

(c) Thinkproc: A Visual Wiki that enables a visual navigation and explo-

ration of business process representations, providing additional contribu-

tions in the area of Business Process Management.

(d) Thinkpedia: A Visual Wiki that provides a visual navigation and explo-

ration interface to Wikipedia, also providing contributions in the areas of

User Interfaces and the Social and the Semantic Web.

(4) This research invented a visual notation for modeling and specifying Visual

Wiki applications. This domain-specific visual language (DSVL) is the

result of extracting common architectural features from our four Visual Wiki

examples and generalizing a model which is able to express those features.

Having non-technical users and domain experts in mind as the intended tar-

get user group, the language is kept simple and allows for easy specification

of Visual Wiki applications. The visual notation forms the basis for the de-

velopment of a Visual Wiki meta-tool (see (5) below) and contributes to the

areas of Visual Languages and Automated Software Engineering.

(5) Building on our DSVL, this research developed a Visual Wiki meta-tool,

called VikiBuilder. The application supports developers as well as end-

users in the task of designing and automatically generating new Visual Wiki

instances. It is implemented as a Visual Wiki application itself, providing a

simple and easy-to-use interface for specifying models using our DSVL. Due
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to its cability to automatically generate code based on those specifications,

the meta-tool significantly reduces the time needed for end-users to create

new Visual Wiki instances. We provide a proof-of-concept of VikiBuilder and

its capabilities, contributing to the area of Meta-Tools, Automated Software

Engineering, and Web Information Systems.

The research contributions listed above and presented in this thesis have previously

been presented at several international conferences and workshops, including the

following.

The Visual Wiki concept as well as the IPLC model (simplified), the Thinkbase,

Thinkfree2, and Thinkproc3 applications, and their evaluations, have been pre-

sented in a paper at the 2009 Hawaii International Conference on System Sciences

(HICSS ’09), where it received the Best Paper Award in the knowledge manage-

ment track4:

Hirsch, C.J., Hosking, J.G., Grundy, J.C., Chaffe, T., MacDonald, D., &

Halytskyy, Y. 2009. The Visual Wiki: A New Metaphor for Knowledge

Access and Management. In: Proceedings of the 42nd Hawaii Inter-

national Conference on System Sciences. HICSS ’09. IEEE Computer

Society.

Thinkbase has also been presented in a short paper at the Poster and Demo session

of the 2008 International Semantic Web Conference (ISWC ’08):

Hirsch, C.J., Grundy, J.C., & Hosking, J.G. 2008. Thinkbase: A Visual

Semantic Wiki. In: Poster and Demo Session of the 7th International

Semantic Web Conference. ISWC ’08.

Furthermore, the Thinkbase and Thinkpedia applications including a comparative

evaluation have been presented in a paper at the 2009 International Workshop on

Visual Interfaces to the Social and the Semantic Web (VISSW ’09):

2In the HICSS paper, Thinkfree is called Visual Body of Knowledge Explorer (VBKE), an older name of the
application.

3In the HICSS paper, Thinkproc is called ProcessMapper, an older name of the application.

4HICSS 2009 Best Paper Award: http://www.hicss.hawaii.edu/HICSS 42/42highlights.htm
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Hirsch, C.J., Hosking, J.G., & Grundy, J.C. 2009. Interactive Visualiza-

tion Tools for Exploring the Semantic Graph of Large Knowledge Spaces.

In: 1st International Workshop on Visual Interfaces to the Social and the

Semantic Web. VISSW ’09.

Thinkfree and its evaluation within an enterprise setting have been presented in

a paper at the industry track of the 2010 International Symposium on Wikis and

Open Collaboration (WikiSym ’10):

Hirsch, C.J., Hosking, J.G., Grundy, J.C., & Chaffe, T. 2010. ThinkFree:

Using a Visual Wiki for IT Knowledge Management in a Tertiary Insti-

tution. In: Proceedings of the 6th International Symposium on Wikis

and Open Collaboration. WikiSym ’10. ACM.

The VikiBuilder meta-tool and its evaluation have been presented in a paper at the

2010 IEEE/ACM International Conference on Automated Software Engineering

(ASE ’10), as well as in a short paper at the Poster and Demo Session of the 2010

Australian Software Engineering Conference (ASWEC ’10):

Hirsch, C.J., Hosking, J.G., & Grundy, J.C. 2010. VikiBuilder: End-

user specification and generation of Visual Wikis. In: Proceedings of

the 25th IEEE/ACM International Conference on Automated Software

Engineering. ASE ’10. ACM.

Hirsch, C.J., Hosking, J.G., & Grundy, J.C. 2010. VikiBuilder: Let’s

build a Visual Wiki. In: Poster and Demo Session of the 21st Australian

Software Engineering Conference. ASWEC ’10.

1.5 Thesis Organization

The remainder of the thesis is organized into the following chapters:

Chapter 2: The Information Processing Life-Cycle (page 16)

This chapter establishes a high-level theoretical framework for the

analysis and discussion of the Web as an information processing en-
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vironment. Drawing from several existing models and an extensive

literature review, we present the Information Processing Life-Cycle

(IPLC) model and demonstrate how it can be used to analyze how

the Web influences (and is influenced by) the users’ habits of inter-

acting with web-accessible information and information technologies.

This model also lays out some fundamentals for our research focus

(Chapter 3), the Visual Wiki concept (Chapter 4), as well as the de-

sign (Chapters 5–9) and evaluation (Chapter 10) of our Visual Wiki

applications.

Chapter 3: Research Focus (page 42)

This chapter specifies the focus of our research using the previously-

introduced IPLC model as a frame of reference. The chapter narrows

the focus of this very generic model down to three themes which are

of specific interest to us and which have demonstrated potential in

respect to information processing capabilities. The three themes are

collaboration, visualization, and customization. The chapter briefly

discusses each of those as well as their intersections.

Chapter 4: The Visual Wiki (page 54)

This chapter introduces the Visual Wiki concept, a theoretical model

for describing and analyzing specific types of web-based information

management applications. The concept is roughly based on an in-

tegration of two of the three themes identified in Chapter 3 (visu-

alization and collaboration). The chapter gives an overview of the

concept, a detailed description of its components, and an example use

of the framework to describe representative Visual Wiki applications.

The concept is a result of an extensive survey of related work (covered

in the second half of the chapter) and also provides the background

for our own Visual Wiki examples presented in Chapters 5–9.

Chapters 5–9: Visual Wiki Examples (page 102)

This set of chapters presents the design and implementation of four

example Visual Wiki applications. Based on the Visual Wiki concept

from Chapter 4 we first present an introductory chapter (Chapter 5,

page 102) which establishes the rationale and methodology for de-
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veloping those examples. The remaining four chapters present the

Visual Wikis examples: Thinkbase (Chapter 6, page 110), Thinkfree

(Chapter 7, page 130), Thinkproc (Chapter 8, page 142), and Think-

pedia (Chapter 9, page 154). For each, we present a motivation,

implementation details, and relevant related work.

Chapter 10: Evaluation of Visual Wiki Examples (page 164)

This chapter describes the evaluation of our four example Visual

Wikis from Chapters 6–9 and discusses the results. We conduct three

qualitative evaluations, each taking a different subset of the example

applications into account. The first evaluation looks at three of the

Visual Wikis and analyzes them in the context of the Visual Wiki

concept. The second evaluation provides a comparative analysis of

two of the applications. The third evaluation focuses on a Visual

Wiki used within an enterprise setting. The evaluations allow us

to better understand, analyze, and discuss the tools as well as the

Visual Wiki concept in general.

Chapter 11: VikiBuilder (page 180)

This chapter presents the design and implementation of VikiBuilder,

a Visual Wiki meta-tool. The application allows for visual end-user

specification and automatic generation of new Visual Wiki instances.

Drawing from our experience of hand-crafting several example Visual

Wikis (Chapters 6–9), we motivate the concept of VikiBuilder, in-

troduce a visual language for specifying Visual Wiki instances, and

describe the implementation of the meta-tool. The chapter adds the

third theme from Chapter 3 (customization) to the Visual Wiki con-

cept (visualization and collaboration).

Chapter 12: Evaluation of VikiBuilder (page 200)

This chapter describes the evaluation of the VikiBuilder meta-tool,

for which we have adopted two different approaches. The first one

makes use of several case studies which describe the modeling and

automatic generation of different Visual Wiki instances. For this

purpose we have chosen to re-create some of the previously hand-

coded Visual Wiki examples as well as new variations of those. The
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case studies demonstrate the proof-of-concept for VikiBuilder. The

second approach makes use of two different theoretical frameworks

to conduct a heuristic evaluation of the visual language and visual

programming environment provided by VikiBuilder. We discuss the

results of both evaluation approaches.

Chapter 13: Conclusions (page 232)

Finally, this last chapter summarizes and concludes the work pre-

sented in this thesis, lists the research contributions, and suggests

future work.

Figure 1.1 illustrates the structure of the thesis. It emphasizes the arrangement of

the chapters into three groups (excluding the introductory and concluding chap-

ters), namely the theoretical background in Chapters 2–4 (green), our Visual Wiki

applications in Chapters 5–10 (blue), and our VikiBuilder meta-tool in Chapters

11 and 12 (orange).
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Figure 1.1: The thesis structure.
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CHAPTER 2

The Information Processing Life-Cycle

This chapter introduces the Information Processing Life-Cycle (IPLC) model

and discusses the Web as an information processing environment using this IPLC

model.

2.1 Introduction

The era of the World Wide Web brought new challenges and opportunities to

the ubiquitous and exponentially growing issue of information overload. In order

to better understand those, it is necessary to study the Web and all its aspects,

ranging from new and emerging technologies to social implications. This chapter

is guided by the research question: How can we best describe the evolving nature

of the Web as an information processing environment with respect to technologies,

applications, and human participation?

To address this question, our motivation is to provide a theoretical model which

allows us to discuss and analyze research and applications in a very generic sense

within the area of “information processing”. Many relevant models exist in the
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literature, starting with Shannon’s Communication Theory (Shannon & Weaver,

1949), models from disciplines like Knowledge Management (e.g. (Alavi & Leidner,

2001)) and Information Lifecycle Management (Kass, 2006), and descriptions of

emerging applications of the Web, such as O’Reilly’s description of the Web 2.0

(O’Reilly, 2005). While these and similar models tend to focus only on specific

problem domains (e.g. corporate knowledge management) or specific aspects (e.g.

technologies alone but not their applications), we can utilize them as building

blocks for a comprehensive and holistic model. This is the objective of this chapter.

Consequently, we present the Information Processing Life-Cycle (IPLC) model,

which draws and combines elements from several related research fields.

We see the IPLC model as a valuable model in its own right. However, we will

also use it as a reference for subsequent chapters to identify and justify the specific

research areas which we are interested in for this thesis. Namely, the research areas

of collaboration, visualization, and customization (Chapter 3), which will lead us

to the concept of the Visual Wiki (Chapter 4) and the development of a Visual

Wiki meta-tool (Chapter 11).

The remainder of this chapter is structured in two sections. In the first, we in-

troduce the IPLC by describing its different dimensions. In the second part, we

demonstrate the IPLC model in use and show how it can be applied for discussing

the Web as an information processing environment.

2.2 The IPLC Model

This section introduces the Information Processing Life-Cycle (IPLC) model

as a theoretical framework which can be used to analyze and discuss developments

in the way information is processed. We see our IPLC model as a very generic

one, which can be applied to any kind of information processing environment.

However, we are mainly concerned with web-based and web-accessible information.

We present some basics of the IPLC model, which we then apply in Section 2.3 to

analyze and discuss developments within the information life-cycle in the context

of the Web.
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2.2.1 Overview

Our proposed IPLC model takes into account the following three dimensions.

(1) Abstraction Dimension: This dimension describes different layers of ab-

straction. Our model includes three layers: Technologies, Applications, and

Memes.

(2) Life-Cycle Dimension: This dimension describes the different steps of an

information life-cycle from its creation to its consumption. Our model includes

the following five steps: Create, Curate, Distribute, Retrieve, and Consume.

(3) Time Dimension: This dimension represents a simplified time-line. For lack

of better wording, we distinguish between the three eras: Web 1.0, Web 2.0,

and Web 3.0 1.

A detailed description for each of the dimensions follows in the next three sections.

The real value of the IPLC model lies in its holistic view which considers all the

dimensions and looks at the individual layers, steps, and eras within the context

of the others. Before coming to such an integrated analysis and discussion in

Section 2.3, we first define the three dimensions in isolation.

2.2.2 Abstraction Dimension

The first dimension, which we call the Abstraction dimension, is separated into

three layers, namely the Technology, Application, and Meme layers. A description

of the layers, which can be seen in Figure 2.1, follows.

(1) Technology: This is the least abstract layer. It includes all kind of software

technologies such as client-side technologies (e.g. HTML/CSS, client-side

scripting), server-side technologies (e.g. databases, server-side scripting) as

well as hardware technologies such as infrastructure technologies (e.g. trans-

mission lines) and consumer devices (e.g. mobile devices).

1We chose these three eras as we are interested in the Web. Any other categorization would be possible as well.
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Figure 2.1: The three layers of the abstraction dimension within the IPLC.

(2) Application: This layer includes all kind of software applications and ser-

vices running on top of the technology layer. Depending on the application

domain, this could refer to a wide range of web applications, such as office

applications, community and social networking applications, business appli-

cations, and many more.

(3) Meme: This is the most abstract layer and is concerned with behavior and

interaction patterns of the applications’ end-users. The term “meme” (anal-

ogous to “gene”) was originally used to describe entities of cultural evolution

(Dawkins, 1976) and has recently also been referred to when describing pat-

terns in the use of web technologies (O’Reilly, 2005; Kendall & Kendall, 1999).

We see this meme layer as separate, yet to some degree influenced by the un-

derlying applications and technologies. Examples of memes would be “mass

collaboration” and “user participation”.

As indicated in Figure 2.1, there are several dependencies between the three layers.

From the bottom up, representing the view of technological determinism (Smith &

Marx, 1994), we can describe technologies as a layer which enables and encourages

the development of new applications. Those applications in turn enable and foster

certain types of memes. On the other side, we can observe and describe new

memes, which might have evolved in a technologically independent manner. Those

memes then drive the development of new applications and might require new

technologies.

The three layers in our model are very generic and could be used to describe

any technology, their applications, and interactions with memes. However, we are

mainly concerned with technologies, applications, and memes, which influence the

way information is processed in the context of the Web. This includes, for exam-

ple, technologies which help to distribute information more efficiently (e.g. RSS),

applications which help to more efficiently discover new information (e.g. social
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bookmarking applications), and memes which make information more transparent

(e.g. democratization of content creation). To use Wikipedia as an example, we

have a web application which is enabled through certain technologies (such as dy-

namic web pages) and which supports the growth of memes such as collaboration

and trust.

Many models which use similar layers in order to describe information systems

can be found in the literature. For example, the discipline of Enterprise Architec-

ture has produced several models which have some overlap with our three layers

(Schekkerman, 2006). In the context of the Web, a discussion involving these dif-

ferent layers is also appropriate. In one of the first definitions of the so-called

Web 2.0 (see below), O’Reilly discussed many different aspects, such as Ajax2 (a

technology), Blogs (an application), and collaborative behavior (a meme) as being

part of this new “version” of the Web (O’Reilly, 2005). More recently, the emerg-

ing discipline of Web Science (Berners-Lee et al., 2006a) has a strong focus on

the intersections of very much the same three layers. This highly interdisciplinary

research area investigates the Web as a technological, sociological, and economi-

cal phenomenon and aims to “understand the feedback loops between engineering

solutions, applications and new behaviours” (Shadbolt et al., 2010).

2.2.3 Life-Cycle Dimension

This dimension describes the different Life-Cycle stages of information starting

from its creation and ending with its consumption. We divide this dimension into

five steps, as can be seen in Figure 2.2. A description of each of the steps follows.

Figure 2.2: The five steps of the life-cycle dimension within the IPLC.

(1) The first step, the Creation step, encompasses all manual, automatic, or

semi-automatic creations of new and original content. While the amount of

user-generated (manual) content on the Web is quite significant within the

2Asynchronous JavaScript and XML
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last decade or so (Tapscott & Williams, 2006), other content, such as sensor-

generated (automatic) content, is also increasing (Chui et al., 2010). With

more than five exabytes3 of information created every two days or so (Schmidt,

2010; Watters, 2010), this step of information creation is significant and at

the very root of the information overload issue.

(2) The Curation step is closely related to the creation step. It includes all

further manual or automatic editing activities before the information is dis-

tributed to a recipient or consumer. Depending on many factors such as tech-

nology, interaction pattern, or application domain, this curation step could

refer to a large set of activities including, for instance, content manipulation,

annotation, filtering, aggregation, and indexing. While some of the curation

activities actually add new content as well, this step is usually intended to

organize and structure the vast amount of newly created content, add value

to it, and help making it more accessible.

(3) The Distribution step describes the process of making information available

to a consumer. This could also be described as the Transfer of information

from a provider to a recipient. The step takes the point of view of a provider

and is concerned with activities of making information available, in contrast

with activities of retrieving them (see next step).

(4) The Retrieval step has similarities and some overlap with the previous step

of distribution. Rather than taking the information provider’s point of view

(as the distribution step does), this step includes the retrieval of and access

to information from a consumer’s point of view. While often referred to as

Search (Singhal, 2001) this step also includes activities related to navigation,

exploration, and other means of discovery.

(5) Lastly, the Consumption step, which is the least tangible of the five steps,

describes the use or consumption of the information by a consumer or end-

user. A consumer in this case might be a human user but could also be a

software agent. In either case, the consumption of the information will lead

to an activity, which could possibly create new information and thus return

to the first stage and continue the cycle.

31 exabyte = 1 million terabytes
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As the description of the last step indicates, we see this dimension as a circular pro-

cess. The strict procedural order of the five steps, however, is a simplification. In

reality, there might be cases in which steps can be combined (e.g. distribution and

retrieval) or left out (e.g. curation). Furthermore, there could be different feedback

loops, for example consumption might lead back to curation or creation. When

we look at the life-cycle steps in context of the previously-described abstraction

dimension, it becomes clear that each step might include aspects of technologies,

applications, and memes. Some steps could be more influenced by technologies

and applications (e.g. distribution and retrieval) while others could be influenced

more by memes (e.g. consumption). A more detailed analysis of these aspects will

be undertaken in Section 2.3.

Many models can be found in the literature, which describe the same, or very

similar, steps as our life-cycle dimension does. The field of Communication Theory,

for instance, has produced several such models, which describe the transmission

of a message (information) from a source via a channel to a receiver (Shannon

& Weaver, 1949). This model has been transformed into several variations (e.g.

(Schramm, 1954; Berlo, 1960)) and applied to different areas such as information

behavior and retrieval (Wilson, 1999). In the corporate world, the Information

Lifecycle Management approach (Kass, 2006) defines very similar steps as well.

However, overall the approach is much more concerned with economical aspects of

managing information systems. It also includes steps of information maintenance

and disposition. The knowledge management literature often uses a Knowledge

Processes model which describes how knowledge is constructed, organized, stored,

distributed, and applied (Alavi & Leidner, 2001; Pentland, 1995; Holzner & Marx,

1979).

2.2.4 Time Dimension

The Time dimension separates developments which happen in different eras. The

eras which we will take into account here are those of the Web 1.0, Web 2.0, and

Web 3.0 (see Figure 2.3). A description of those terms as well as a discussion

regarding our choice of using these “buzzwords” follows.

Figure 2.3: The three eras of the time dimension within the IPLC.
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(1) Web 1.0: This era refers to the first stage of the Web dating from its release

in 1993 (Berners-Lee, 1999) to the bursting of the “dot-com bubble” in 2001.

Due to technological and other limitations, this era of the Web was dominated

by static websites and personal usage patterns (Flew, 2007). It adopted a

broadcasting metaphor which somewhat resembled classic media models such

as newspapers.

(2) Web 2.0: Following the first era, new technologies, applications, and most

importantly new behavioral patterns (memes) defined what is commonly re-

ferred to as the Web 2.0 (O’Reilly, 2005). Starting in the aftermath of the

dot-com crash, this era roughly occupied the first decade of the 21st century.

The Web 2.0, also called the “Social Web”, most notably introduced many

interactive, collaborative, and social memes, and produced applications such

as wikis, blogs, and social networking sites.

(3) Web 3.0: The last era that we consider is the least established of the three.

As this era is still unfolding, it is yet to be shown what its main aspects

are. While the Semantic Web (Berners-Lee et al., 2001) is seen by many as

a major part of the Web 3.0 (Hendler, 2009; Davis, 2008), other emerging

trends might have to be included, such as personalization (Kroeker, 2010),

contextualization (Hong et al., 2009), mobile (O’Reilly & Battelle, 2009), and

the “Internet of Things” (Chui et al., 2010).

These descriptions of the three eras of the Web given above are incomplete and

vague as they stand. We argue that each of the eras can really only be defined

through different and evolving technologies, applications, and memes (see the ab-

straction dimension in Section 2.2.2) which influence different steps in the infor-

mation life-cycle (see the life-cycle dimension in Section 2.2.3). Such an analysis

across all three of our IPLC dimensions will follow in Section 2.3 and will help to

define the meaning of the terms Web 1.0, Web 2.0, and Web 3.0 as we see them. It

should be noted that these terms have clearly been overused and turned (for many)

into meaningless buzzwords. However, in the context of a structured analysis of

the Web as we attempt here, we see them as a suitable terminology for defining

major eras.
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2.2.5 Conclusion

In this section we have laid out some basics which are needed to describe our In-

formation Processing Life-Cycle (IPLC). These basics consist of three dimensions:

an abstraction, a life-cycle, and a time dimension. Each dimension has been

defined and described as far as a description in isolation is possible. A complete

description of the dimensions, however, is only possible when integrating them with

the other dimensions. This is where we see the real value of our proposed model.

The following section provides such an integrated view.

2.3 The IPLC in Use

This section gives a detailed description of the IPLC model overviewed in the pre-

vious section. We look at different technologies, applications, and memes (abstrac-

tion dimension), how they influence the creation, curation, distribution, retrieval,

and consumption of information (life-cycle dimension), and how all of those change

and evolve over time (time dimension). Using several examples from research and

industry, we provide a high-level overview of the main themes and aspects. How-

ever, there is only a certain level of detail which is feasible to cover here. Where

appropriate, we point the reader to further, more in-depth research.

2.3.1 Overview

To give a starting point and to illustrate how we are using the IPLC model, Fig-

ure 2.4 below gives an overview of the main information processing aspects of the

World Wide Web and how they have changed over time. Our IPLC model with

its three dimensions would naturally lend itself to a three-dimensional depiction.

For the sake of readability, however, we make use of two-dimensional tables. Fig-

ure 2.4 shows the two-dimensional space of the life-cycle dimension and the time

dimension. The abstraction dimension is condensed within the cells of the table.

For instance, the creation of information during the Web 1.0, see lower left corner

of the table, was (among others) done proprietarily (a meme), supported e.g. by

content management systems (CMS) (an application), and enabled e.g. by HTML

(a technology). A detailed discussion of these examples as well as all the other

themes shown in Figure 2.4 follows in the next three Sections (2.3.2–2.3.4), which
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take a closer look at the three main eras of the Web so far. This discussion mainly

concentrates on a generic perspective of the Web. In Section 2.3.5 we briefly look

at “Verticals” or application domains. That is, the IPLC model applied to specific

areas such as commercial enterprise, government, science, and others.

Figure 2.4: Overview of the complete IPLC.

2.3.2 Web 1.0

This first decade of the Web saw the initial introduction of the World-Wide Web

as an application of the Internet (Berners-Lee, 1999; Berners-Lee et al., 2010). The

exponential growth and world-wide spread of this Web 1.0 dramatically changed

the distribution and accessibility of information on a global scale. The development

of such a global information platform no doubt had revolutionary impact and

potential, which has been compared with that of the printing press (Dewar, 2000).

Yet from a retrospective point of view, the Web of this first decade was still in its

infancy and would need time to fulfill its potential. In the following we describe

some of the major themes of the Web 1.0 using our Information Processing Life-

Cycle (IPLC), see Figure 2.5 below.

The creation of new information on the Web 1.0 was dominated by proprietary

produced content. Large media and news corporations were among the first such

content providers. Only very few people were able to create and publish their

own content in the early days of the Web. As more advanced and user-friendly

applications such as Content Management Systems (CMS) became popular, more

and more people were able to create information. However, most of the content
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Figure 2.5: The IPLC for the Web 1.0 era.

creation was left to those who were able to code HTML. This lack of user-generated

content (as it will become central to the further development of the Web) was due

not only to technological limitations but also to the lack of familiarity and wide-

spread use of this relatively new medium.

The curation of information was, similarly to its creation, mainly realized by a

proprietary mechanism. The early Web provided only few possibilities of curating

existing information (e.g. annotating, categorizing, contextualizing) and therefore

adding value to it. One of the few means of curating information was the use of

Web directories such as the World Wide Web Virtual Library4 (the first of such

directories) or the Yahoo! Directory5. These directories, which were manually

curated usually by large content providers, represented basic portals to access

relevant websites (using simple hyperlinks). The main problem of such an approach

was that it did not scale as the Web grew.

The distribution of information was dominated by a broadcasting or push meme.

In these early days of the Internet and the Web, basic technologies like TCP/IT

(the Internet protocol), HTTP (for data communication) and SMTP (for email

communication) were born as mechanisms to distribute content. While these un-

derlying technologies support a decentralized distribution of content, in the early

days web publishing was heavily influenced by practices from the existing broad-

casting industry (e.g. radio and television). That is, content targeted large audi-

ences. A further limitation regarding the content distribution of the Web 1.0 was

4World Wide Web Virtual Library: http://vlib.org

5Yahoo! Directory: http://dir.yahoo.com
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due to the low bandwidth capabilities of the early networks. Combined with the

lack of technological standards, the types of media which could be distributed was

quite limited.

The retrieval of information depends to some extent on the mechanisms available

for organizing it in the earlier curation step. Web directories and the resulting fixed,

predefined taxonomies helped curate and organize information of the Web 1.0.

Navigating these static structures was one of the first possibilities for accessing

and searching information. Early search engines started to provide algorithmic

approaches to the curation of information (automatic indexing) and helped users

to retrieve relevant content. In the beginning, this included only titles of websites,

as in the case of the first search engine Archie (Deutsch, 1992) and later also

full text contents, as in the cases, of WebCrawler6, Lycos7, Yahoo! Search8, and

many more (Schwartz, 1998). One of the things which those early search engine

algorithms lacked, however, was the use of advanced relevance scores (Langville

et al., 2008), e.g. famously used by Google’s PageRank algorithm (Page et al.,

1998), which we will consider as being part of the Web 2.0.

Finally, the consumption of information was dominated by a meme of personal

use9. The Web was seen as a collection of documents which were accessible to

individuals in a “read-only” fashion. The consumption of information was done

through the web browser which mainly displayed static websites. Additionally, the

early browsers provided only inconsistent support for the different web technologies

(e.g. HTML, CSS, JavaScript). Combined with issues of low bandwidth capabilities

as well as the request/receive pattern of the server-client model, the information

consumption step was relatively slow, static, and lacked interactivity (Nielsen,

1999).

In summary, this early Web 1.0 was influenced by memes of the “old” media

industry (e.g. broadcasting, proprietary content) and a highly personal use (the

social experience was separated from the content experience). We can also point out

several natural limitations due to the infancy of the technologies and applications.

6WebCrawler: http://www.webcrawler.com

7Lycos: http://www.lycos.com

8Yahoo! Search: http://search.yahoo.com

9Not to be confused with personalized (or customized) use.
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Unfortunately, this renders a relatively negative view of the Web 1.0 (which it is

tempting to adopt in such a retrospective analysis). Obviously though, during this

first decade of the Web its world-wide success was unprecedented. From today’s

point of view, however, the early Web was still far from fulfilling its potential and

achieving the vision of its inventor (Berners-Lee, 1999; Berners-Lee et al., 2001).

2.3.3 Web 2.0

The second decade of the Web, the Web 2.0 (O’Reilly, 2005), which has also been

described as the Social Web (Hoschka, 1998) or the Read/Write Web (Murugesan,

2007), has significantly changed the way we process information. It introduced

new technologies, application design patterns, interaction behavior, and business

models which have effected enormous changes on how people publish and consume

information using the Internet. Some of the most notable applications of the

Web 2.0 are blogs, wikis, and social networks. These applications have been enabled

by several technological advances as well as newly emerging memes such as mass

collaboration and end-user participation. We now describe some of the major

themes of the Web 2.0 using our IPLC model (see Figure 2.6). Many of these have

also been discussed in similar formats, for example in (O’Reilly, 2005; Murugesan,

2007; Lin, 2007; Shuen, 2008).

Figure 2.6: The IPLC for the Web 2.0 era.

The creation of information is a step within the life-cycle, which saw the most

significant changes during the era of the Web 2.0. One of the first signs of these

changes came with the introduction of blogs (Blood, 2002) and wikis (Leuf & Cun-

ningham, 2001). These new applications were easy to use and led to fundamental

Web 2.0 memes which have, for instance, been described as mass collaboration,

peer production, user participation, and prosumerism (e.g. (Tapscott & Williams,
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2006; Anderson, 2006; Surowiecki, 2005)). All of these describe a meme in which

the end-user is empowered to create content in addition to consuming it. Other

memes, which are related to this collaboration meme, include trust, openness, and

a democratization of information. Applications which are used to support these

memes include the above mentioned blogs and wikis, but also other so-called social

software (Parikh, 2002) such as podcasts and social networks. A rich user expe-

rience (also a meme) became part of those applications and contributed to their

success, as did an overall performance improvement due to technological advances

(e.g. increase in bandwidth). Many web frameworks and several other technological

advances (e.g. XHTML) have been introduced. These have made the development

of web applications easier and more efficient. Overall however, one could say that

many of the technologies used in the Web 2.0 (e.g. Ajax) already existed during

the previous era. Thus, at the heart of this creation step were new “social” appli-

cations and new interaction patters (memes) driven by the exponentially growing

user-base. While the ability to create content on the Web (from an end-user point

of view) only became feasible during this era, it was very much part of the original

intention of its inventor who stated that “it is just as important to be able to edit

the Web as browse it” (Berners-Lee, 1999).

The curation of information again has similarities with the previous creation step.

That is, the curation is also influenced by memes such as mass collaboration and

peer production and applications such as wikis. Additionally, the Web 2.0 era

introduced several other technologies, applications, and memes which were more

specifically concerned with further content-processing activities that add value. An

important part of these are technologies like Web Application Programming Inter-

face (Web APIs) and Web Standards (Tsalgatidou & Pilioura, 2002) which give

developers (and sometimes also casual users) relative easy programmatic access

to contents and services provided by different web applications. Those different

contents can then be newly combined and reused within so-called Mashups (Zang

et al., 2008). Example applications which provide such API access are Google

Maps10 and Craigslist11 (both of which have been used to create the first mashup

called HousingMaps12). Memes which result mainly from the use of those Web

APIs and mashups (or which drive them) are those of remixability, interoperability,

10Google Maps: http://maps.google.com

11Craigslist: http://www.craigslist.com

12HousingMaps: http://www.housingmaps.com
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aggregation and contextualization. Several variations of the already-mentioned so-

cial software applications are also noteworthy. These include: Social bookmarking

applications such as Delicious13, which introduced the technique of tagging and

the resulting folksonomies (Golder & Huberman, 2005), rating and recommender

systems (Resnick & Varian, 1997), and social networking applications (O’Murchu

et al., 2004). All these support memes to organically and socially organize and

curate information on the Web.

The distribution of information was somewhat driven by a pull meme, as opposed

to the push meme from the Web 1.0. Technologies like RSS 14 (Hammersley, 2003),

JSON 15 and the underlying REST 16 architecture (Fielding, 2000) (which are also

part of the already-mentioned Web APIs (Benslimane et al., 2008)), enabled sev-

eral applications such as content aggregators and feed readers (e.g. Bloglines17,

Google Reader18) mashups and widgets (e.g. iGoogle19). Those tools and tech-

nologies allow information to be distributed in new and more efficient ways. The

distribution of content becomes independent of its representation. Information can

be aggregated, as well as repurposed and further distributed in ways not neces-

sarily intended by the original creator (see remixability in previous step). For an

end-user, this results in more control and a more personalized distribution. Fur-

thermore, due to the increase in bandwidth it also became feasible to distribute

rich media content (e.g. video, audio). With the rise of instant messaging (IM)

and voice over IP (VoIP) a sense of real-time information distribution started to

emerge as well.

The retrieval of information is clearly dominated by search engines (e.g. Google,

Microsoft Bing, and Yahoo!) and their underlying algorithms (starting with Google’s

PageRank (Page et al., 1998)). Search engines became a key to the way we retrieve

information from the Web. They are constantly faced with new challenges (e.g.

(Henzinger et al., 2002; Lorigo et al., 2008)) and new possibilities (e.g. (Joachims,

2002; Agichtein et al., 2006)). The approach of these applications is to provide sim-

13Delicious: http://www.delicious.com

14Really Simple Syndication (RSS)

15JavaScript Object Notation (JSON): http://www.json.org

16Representational State Transfer (REST)

17Bloglines: http://www.bloglines.com

18Google Reader: http://www.google.com/reader

19iGoogle: http://www.google.com/ig
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ple keyword-based search (a meme) which returns the most relevant information.

An introduction and further discussion of this algorithmic approach to informa-

tion retrieval and its success story can, for instance, be found in (Levene, 2010).

In addition to keyword-based search, the Web 2.0 also saw other novel approaches

to information retrieval, most of which were enabled by user-contributed or social

content. Social software, as discussed in the curation step above, became influen-

tial in organizing and curating information. One result of those applications was

folksonomies (Golder & Huberman, 2005) which became an efficient replacement

for static taxonomies of the Web 1.0 and could be used to access and retrieve

relevant information within a specific setting (e.g. within a social bookmarking

application).

Finally, the consumption of information in the Web 2.0 moved away from the

mainly personal usage pattern of the Web 1.0 and became a social experience. This

social meme, which is also reflected in most of the other life-cycle steps, describes

the Web as a medium of communication, participation, and social interactions. The

consumption of information in this new read/write Web was no longer a mainly

passive activity, but allowed users to give instant feedback, which leads back to the

creation and curation steps, closing the cycle of information processing. This is

also expressed in the prosumer meme of the creation step earlier, which merges

the consumption and production of content. A further important meme was that

the Web’s presentation layer (and therefore the consumption of content) became

increasingly sophisticated and visually appealing. This meme of a Rich User Expe-

rience (Rich UX) was driven by Rich Internet Applications (RIA) (Mullet, 2003)

which are enabled through technologies like CSS, Adobe Flash, Java, and later on

Microsoft Silverlight and others.

In summary, this era of the Web 2.0 was dominated by a social meme, reflected

in a wide range of social applications which underlie most of the information pro-

cessing steps from creation and curation to the retrieval and consumption. While

technological advances were important (e.g. RSS, APIs, Flash), innovations were

mainly driven by new social applications which grew rapidly and adapted quickly

to the exponentially growing number of Web users and their needs. The broad-

casting metaphor of the Web 1.0 which delivered mainly proprietary content to the

consumer started to diminish and the Web “was on its way to becoming a robust

platform for a culture-changing generation of computer applications and services”

(O’Reilly & Battelle, 2009).
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2.3.4 Web 3.0

The third decade of the Web comprises the most recent developments as they

are still unfolding. This Web 3.0 (Hendler, 2009) is the least-established term

(compared to Web 2.0 and Web 1.0) and is difficult to define. Similar to the

previous era of the Web 2.0, this era is represented by a set of new as well as evolving

technologies, applications, and memes. The Web 3.0 is often been referred to as

the Semantic Web (Hendler, 2009; Davis, 2008) but also includes much broader

aspects which have, for instance, been described as the Sentient Web and Mobile

Web (O’Reilly & Battelle, 2009), the Web of Data (Berners-Lee, 2006; Bizer et al.,

2009) the Contextual Web (Hong et al., 2009), the Internet of Things (Chui et al.,

2010), and the Global Brain (Heylighen, 2007). Some of the common underlying

themes of the Web 3.0 are those of moving from a document metaphor to a data

metaphor, automatically creating and processing the data, and moving towards

a more “intelligent” Web. We now describe some of the major themes of the

Web 3.0 (as they can be observed to date) using our Information Processing Life-

Cycle (IPLC), see Figure 2.7 below.

Figure 2.7: The IPLC for the Web 3.0 era.

The creation of information during this current era of the Web is dominated by

two major memes. The first one is Rich Meta-Data. This is a central aspect of

the Semantic Web which aims to enrich Web content with meaningful (semantic)

meta-data. Such functionality is enabled through several technologies of the Se-

mantic Web such as RDF 20 and OWL21 (Shadbolt et al., 2006). Applications,

20Resource Description Framework (RDF), a specification to model web resources (http://www.w3.org/TR/
rdf-primer).

21Web Ontology Language (OWL), a knowledge representation language (http://www.w3.org/TR/owl-ref).
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which employ these technologies and enable the creation of rich meta-data, include

Semantic Authoring Tools such as Protégé22 and others (d’Aquin et al., 2008). Ap-

plications from the Web 2.0 era are evolving in ways that support the creation of

rich meta-data as well. Good examples are Semantic Wikis, such as the Semantic

MediaWiki (Völkel et al., 2006), Kiwi (Schaffert et al., 2009), and many others (see

e.g. (Millard et al., 2008) for a review). The main advantage of rich meta-data is

that it “can be processed directly or indirectly by machines” (Berners-Lee, 1999).

This leads to the second major meme of the Web 3.0, which is Automation. Such an

automation of content creation can be seen in several forms. First of all, the further

processing of contents, which have rich meta-data, can now automatically create

new information (e.g. by inference). Furthermore, approaches of Natural Language

Processing (NLP) are used to automatically extract the required meta-data from

unstructured text (e.g. (Maedche & Staab, 2001)). Lastly, more and more objects

(“things”) ranging from cars and production parts to household appliances and

pacemakers are becoming equipped with sensors and are connected to the Web,

creating the Internet of Things (IoT) which leads to Ambient intelligence (Cook

et al., 2009). They automatically create a large amount of information which can

be utilized to positively impact many different domains such as transportation,

healthcare, and the environment (Atzori et al., 2010).

The curation step of information on the Web 3.0 advances memes and applications

of the previous era. Most notably, the meme of remixability (using for instance

mashup applications) evolves into true reusability. Semantic technologies such as

RDF and OWL (mentioned in the previous step) make web content more suitable

for reuse. As a result, “mashups on a Semantic Web are not [any more] one-off

combinations of existing sources and APIs. They will feed their added value back

into a self-enforcing ... ecosystem, thus enabling chains of applications, with each

reaping the benefits of the previous one.” (Nowack, 2009a) This adds a whole new

dimension of how content can potentially be reused and how value can be added.

Examples of these Semantic Mashup applications include Paggr (Nowack, 2009b)

and Semantic Web Pipes (Le-Phuoc et al., 2009). Similarly, more and more seman-

tic features are added to other applications which are used for information curation

already during the Web 2.0 era. These include Semantic Wikis (mentioned above),

Semantic Bookmarking applications (Griesi et al., 2007), and Semantic Recom-

22Protégé: http://protege.stanford.edu
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mender Systems (Ziegler, 2005). Further “lightweight” semantic technologies such

as Microformats (Khare & Çelik, 2006), RDFa23 and Microdata24 help to easily

annotate any HTML document using semantic markup. Lastly, advances in NLP

help to automate not only the creation but also the curation of information (for

instance in the form of annotating and enriching contents). Example applications

are Zemanta25, SemanticProxy26, and AlchemyAPI27.

The distribution of information on the Web 3.0 represents an important step.

Content providers start to publish and distribute information which is annotated

with machine-readable rich meta-data. Additionally, they are now able to connect

this content to other sources. The result is a Web of Linked Data, which can be

processed not only by humans but also by machines. This is the idea behind the

Linked Open Data (LOD) project28 (Bizer et al., 2009; Berners-Lee, 2006). The

ability to distribute Linked Data (not only documents) is enabled by underlying

technologies such as URIs and RDF (Bizer, 2009) and supported by Linked Data

Publishing Tools, such as Triplify (Auer et al., 2009) or the Talis Platform29, which

help to publish content according to the Linked Data guidelines (Sauermann et al.,

2008). This meme of distributing Open Linked Data is also closely related to other

steps in the IPLC, e.g. the information creation and curation.

The retrieval of information on the Web 3.0 is driven by two emerging types of

applications. The first are Semantic Search engines which aim to provide more

accurate search results by better understanding the meaning of search queries as

well as the meaning of the contents of the search repository. Semantic Search is

enabled by technologies such as NLP and SPARQL, a query language for RDF

(Prud’Hommeaux & Seaborne, 2006). There is significant academic interest in

Semantic Search. Example search engines include Swoogle (Ding et al., 2004),

SemSearch (Lei et al., 2006) and many others (see e.g. (Uren et al., 2007; Guha

et al., 2003) for reviews). The second type of applications is one which allows

for Exploratory Search. As structured data emerges from the Semantic Web, it

23Resource Description Framework–in–attributes (RDFa): http://www.w3.org/TR/xhtml-rdfa-primer

24HTML Microdata: http://www.w3.org/TR/2010/WD-microdata-20100304

25Zemanta: http://www.zemanta.com

26SemanticProxy: http://semanticproxy.com

27AlchemyAPI: http://www.alchemyapi.com

28Linked Open Data (LOD): http://linkeddata.org

29Talis Platform: http://www.talis.com/platform
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is suitable for new interaction and retrieval patterns. Applications, which allow

navigating the highly structured Linked Data, represent a new form of information

retrieval, which can be called Exploratory Search. Example applications include

Tabulator (Berners-Lee et al., 2006b), Marbles (Becker & Bizer, 2009), and more

visual approaches (Cammarano et al., 2007). Other new applications which aid the

retrieval step are Semantic Recommender Systems (see curation step) and Semantic

Tagging applications (Dill et al., 2003). Notable information retrieval memes which

have emerged in this era are Contextualization and Personalization, both enabled

mainly through rich semantics. Lastly, Real-Time information retrieval is a further

meme resulting from the growing popularity of micro-blogging applications such as

Twitter30 and their integration into search engines (Jansen et al., 2011).

Finally, the consumption of information is dominated by three memes: Machine

Readable, Rich UX, and Mobile. These cover aspects of who is consuming the in-

formation, how, and where. The first meme, Machine Readable, refers to the fact

that content is no longer consumed by humans alone but can (due to the rich meta-

data) also be automatically processed by machines. The second meme, Rich UX,

is a further evolution of the previous meme of rich user experience and refers to

the ever-increasing usability, capability, and seamless integration of powerful user

interfaces. This partly overlaps with the previously-mentioned memes of Con-

textualization, Personalization, Exploratory Search and includes applications like

Semantic Mashups and Semantic Web browsers (e.g. Piggy bank (Huynh et al.,

2007a), Magpie (Domingue & Dzbor, 2004), DBpedia (Auer et al., 2007)). The

third meme, Mobile, refers to the rapidly growing number of mobile devices which

serve as clients to consume web content (Cui & Roto, 2008). This Mobile Web in-

cludes several research aspects ranging from Ubiquitous Computing (Hightower &

Borriello, 2001) to Ubiquitous Interfaces (Pinhanez, 2001) and has implications for

many of the previously-discussed applications and memes, such as mobile search

(e.g. (Karlson et al., 2006)) and mobile mashups (e.g. (Manjunath et al., 2009)).

Underlying both the Mobile as well as the Rich UX memes are increasingly pow-

erful Web Applications, or “Apps”, which represent an important part of the Web

ecosystem, or the “App Internet” (Colony, 2010).

In summary, the era of the Web 3.0 so far is dominated by many semantic technolo-

gies which aim to make the Web more intelligent. Rich meta-data and applications

30Twitter: http://twitter.com
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which make use of those help to automate many activities of information creation,

curation, and consumption. The wide-spread use of new sensory devices (Internet

of Things) and new client devices (Mobile Web) advances the Web as an ubiquitous

application platform. Most of the developments of this Web 3.0 so far are on the

technology layer. While the memes to aim for (e.g. automation) are established, it

is in some cases still unclear as to what applications will best make use of the new

technologies in order to achieve those aims. For instance, many issues remain for

applications of the Internet of Things (Sundmaeker et al., 2010) and user interfaces

and visualizations still pose a challenge to the Semantic Web (Bizer et al., 2009;

Benjamins et al., 2002).

2.3.5 Verticals

The IPLC described above represents a high-level overview of the Web and how the

average user experiences it. It includes the discussion of generic memes, popular

public applications such as Wikipedia and search engines, as well as underlying

technologies. The implications, effects, and the real value of many of those de-

scribed memes, applications, and technologies, become even more apparent when

we take into account what we call the “Verticals”. These verticals are particular

settings and problem domains for which the Web can play an important role as a

mechanism to add value. Examples of verticals would be the enterprise, govern-

ment, science, and many others. We have already hinted at some of the impacts of

changes within the IPLC on these verticals in the previous sections. In this section

we take a brief look at several verticals. We discuss the impacts of changes to the

IPLC on one particular vertical in detail (the enterprise) and give a short overview

for others.

Since the early times of the Internet, the enterprise has embraced the Web as a

platform for internal communication, information management, and as a channel

for marketing and customer relationships. For consistency with our previously

used terminology, we label this as the era of the Enterprise 1.0. In addition to

externally facing web interfaces, which broadcast information to customers and

partners, the Intranet became an important part of the enterprise architecture

and could serve as an information management application (e.g. using directories)

(Dias, 2001) as well as a tool to increase the efficiency of knowledge management

(Scott, 1998). The functionality and scope of these early Intranet applications were

limited in several ways, e.g. they generally lacked collaboration functionalities.
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After the Web community had pioneered several new memes and applications of

the Web 2.0 (such as openness and wikis), enterprises begun to explore and apply

these to business intranets. This approach, commonly referred to as the Enter-

prise 2.0 (McAfee, 2006; Summer, 2006), has strong potential for managing and

developing business information and knowledge assets. It potentially provides a

new, more democratic, and more evaluative way to process and utilize information

within organizations (Tredinnick, 2006). Enterprise 2.0 memes and applications

can therefore affect project management (Bean & Hott, 2005), business innovation

(Lytras et al., 2008), knowledge management (Levy, 2009), human resource man-

agement (Martin et al., 2009), customer relationship management (Sarner et al.,

2010), and other internal and external processes and communications (see e.g.

(Shuen, 2008; Sarner et al., 2008; Erol et al., 2010) for an overview). While there

are clear differences to the Web 2.0, which pose obstacles within a corporate envi-

ronment (e.g. legal issues and issues of scale and scope), the overall benefits of the

Enterprise 2.0 approach are acknowledged by most businesses (see e.g. (Bughin &

Manyika, 2007; Bughin et al., 2008; Andriole, 2010) for reviews).

Similar to the Enterprise 2.0, the Enterprise 3.0 (Bertet et al., 2010) can be seen

as the approach of applying tools, technologies, and memes of the current Web 3.0

era to the corporate environment. In particular, semantic technologies and their

potential to provide and process structured knowledge representations pose oppor-

tunities for the enterprise in the area of knowledge management (Beltrán-Jaunsaras

& Carbonell-Pérez, 2010). The potential of the Semantic Web for the enterprise

has been discussed and applied in areas such as business process management

(Hepp et al., 2005), risk management (Sheth, 2005), business intelligence (Price-

waterhouseCoopers, 2009), and others (see e.g. (Feigenbaum et al., 2007) for a

review). Furthermore, specific applications such as Semantic Wikis have, for in-

stance, been used to improve business interactions (Graupner et al., 2009) and to

collaboratively create enterprise models (Ghidini et al., 2009). Other aspects of

the Web 3.0 as discussed earlier, e.g. the Mobile Web and the Internet of Things,

have implications for the enterprise as well (see e.g. (Haller et al., 2009) for a

discussion).

Figure 2.8 shows how some of the aspects described above can be expressed using

our IPLC model. Similarly to the way Figure 2.4 in Section 2.3.1 gives an overview

of the main themes of the Web 1.0, Web 2.0, and Web 3.0, Figure 2.8 shows

the main themes of the information processing life-cycle for the Enterprise 1.0,
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Enterprise 2.0, and Enterprise 3.0. As there is considerable overlap, the Figure

here displays some of the same themes as Figure 2.4 does (in blue) and highlights

several enterprise specific ones (in green) which we briefly elaborate below.

Figure 2.8: The IPLC for the Enterprise.

In the corporate context, the first stage of the information life-cycle, the creation of

information, was mainly realized as a top-down approach during the Enterprise 1.0

era. Information which was made available to the workforce through the Intranet

was controlled by the management. The Enterprise 2.0 turns this around. Similar

to the Web 2.0, the power to create content is given to everyone (e.g. through

the use of corporate wikis and blogs (Bughin et al., 2008)). As a result, the

top-down creation is turned into a bottom-up or grass-roots creation of content.

The Enterprise 3.0 also adds capabilities for automatically capturing semantics

(meaning). The curation of information in the Enterprise 1.0 was often limited

due to strict policies and procedures. These procedures prevent more democratic

and organic curations of information which became possible in the Enterprise 2.0.

This democratization, however, is limited as legal and accountability issues have

to be dealt with (Zou & Pavlovski, 2007). In the Enterprise 3.0 the semantically-

enriched contents can now be more efficiently reused and repurposed (e.g. within

enterprise mashups (Hoyer & Fischer, 2008)). Developments in the distribution of

information are quite similar to those regarding the Web in general. The main

obstacles to the retrieval of information within the corporate context are data

silos and their lack of accessibility. The Enterprise 2.0 approached this problem

by using web standards and thus improving data integration. The potential of

semantic technologies of the Enterprise 3.0 lies in further advances of such data

interoperability which lead to more efficient information management. Finally,
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the consumption of information is also very similar to developments on the Web

in general. It evolved from a personal and read-only consumption to a social

experience with rich user interfaces, mobile clients, as well as other aspects.

This very brief description of the IPLC in the context of the enterprise gives only

a limited overview, and could be discussed in more detail. Here, it suffices as an

example of the approach of using our IPLC model to describe and discuss a specific

vertical. Besides the enterprise, there are many other verticals which have been

affected by the Web and are worth mentioning. We next briefly describe some of

them. It is not our objective to provide in-depth discussions. These can be found

elsewhere.

As a platform to communicate, inform, and raise awareness, the Web has become a

crucial part of Government. It can play a role in regulation, political participation,

transparency, law enforcement, and many other areas (Osimo, 2008). It can have

an impact as a tool for democratization and political activism (Gaffney, 2010), as

well as emergency-response (Majchrzak & More, 2011). Further, prominent areas

in which the development of the Web has huge potential are those of Science and

Research. The main potentials here are those of automatic processing and efficient

retrieval of exponentially-growing information artifacts produced by researchers

and scientists. This is related to the area of eResearch (see e.g. (Hall et al., 2009;

Parastatidis et al., 2009)). Applications can be found in many disciplines such as

geoscience (Gahegan et al., 2009) and the life sciences (Baker & Cheung, 2007).

Other verticals include Medicine, which is affected by developments of both the

Web 2.0 (Giustini, 2006) and the Web 3.0 (Giustini, 2007), Healthcare (Cheung

et al., 2008), and Education (Anderson, 2007). Similarly to the discussion of the

enterprise above, each of these verticals could be analyzed in more detail using the

IPLC model.

2.3.6 Conclusion

In this section we have illustrated the IPLC “in use”. That is, we have outlined how

the five information life-cycle steps on all three layers of the abstractions dimension

changed over time within the context of the Web. Thus, we have provided an

integral view of all three dimensions of our IPLC model as defined in Section 2.2.

We have done this by giving several concrete examples and by providing further

references where appropriate. We have also given a brief overview of “Verticals”
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which represent concrete application domains, such as government or science, for

which a similar analysis could be carried out.

2.4 Summary

This chapter introduced the Information Processing Life-Cycle (IPLC) model

and demonstrated how it can be used to analyze and discuss the development of

the Web as an information processing environment.

The proposed IPLC model represents a theoretical framework consisting of three

dimensions: (1) The abstraction dimension describes three layers of abstractions

(technologies, applications, memes), (2) the life-cycle dimension describes steps

from the creation to the consumption of information (with the steps of curation,

distribution, and retrieval in between), and (3) the time dimension describes three

major eras in time (Web 1.0, Web 2.0, Web 3.0). The purpose of the IPLC model

is the analysis and discussion of developments and trends in the way information

is processed in context of the Web. The three dimensions of the model allow for

such an analysis using a structured and holistic approach.

In the second part of this chapter, the IPLC in Use section, we applied the

proposed theoretical model to discuss actual developments within the context of

the Web. For each of the major eras of the Web to date (Web 1.0, Web 2.0,

Web 3.0) we gave a detailed description of how different technologies, applications,

and memes have affected the creation, curation, distribution, retrieval, and con-

sumption of information. Using several examples from research and industry, we

provided a high-level overview of the main themes and aspects. Lastly, we gave a

brief overview of the possibility of applying the IPLC model to other verticals such

as the enterprise, government, or science.

We see the IPLC model as a valuable model in its own right. While this chapter

gave a generic introduction and description of the model, we will refer to it in the

following chapters. Firstly, we will use the IPLC to explore and justify several

specific research areas which will be the focus for this thesis (see Chapter 3).

Furthermore, this research focus will lead us to the concept of the Visual Wiki

(Chapter 4) and the development of a Visual Wiki meta-tool (Chapter 11).
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Research Focus

This chapter describes the research focus of this thesis. Using the previously-

introduced IPLC model as a frame of reference, this chapter narrows the focus to

three themes and discusses their intersections.

3.1 Introduction

The previous chapter, the Information Processing Life-Cycle (IPLC), introduced

a theoretical framework for analyzing and discussing the evolution and develop-

ments of information processing activities enabled and supported by the Web. The

IPLC model discusses how a wide and diverse set of technologies, applications, and

memes affect information processing steps (ranging from creation and curation, to

distribution, retrieval, and consumption) and how they change over time. In the

course of applying the ILPC model in order to give a comprehensive overview of

the Web as an information processing environment (see Section 2.3, page 24), we

have touched on several research areas such as information retrieval, the Semantic

Web and knowledge representations, user interfaces and human computer interac-

tions, natural language processing, and many other areas. All of them have their
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place in the IPLC and contribute their part for addressing information overload

and related issues.

The main objective of this chapter is to narrow our focus to three research areas

or themes within the IPLC which have shown significant potential for addressing

information overload issues. We use the term “theme” in this context as referring

to a set of different technologies, applications, and memes within the IPLC. As

emphasized throughout Chapter 2 (and particularly Section 2.3), these three layers

of the abstraction dimension (meme, application, technology) are very much inter-

related and inter-dependent as expressed in their enables and requires relationships

(see Figure 2.1, page 19). As a result, any investigation into the potential benefits

of a specific technology, application, or meme needs to acknowledge its related

layers. Thus, we make use of a theme metaphor, which we deem more appropriate

than, for example, something that refers to a particular technology or application

alone. The purpose of this chapter is to provide the background for the three main

themes which guide and inform this thesis, as well as to provide a bridge between

the extensive and very generic discussion of the IPLC model and the more concrete

contents of the succeeding chapters.

In Section 3.2 we briefly introduce the three themes, which are collaboration, vi-

sualization, and customization. While doing this, we also discuss our motivations

for choosing those themes as well as their suggested potentials. In Section 3.3 we

attend to the intersections and synergies between the three themes. And lastly,

in Section 3.4 we describe how they determine the research focus of this thesis.

The contents of this chapter are not meant to be an extensive survey of the three

themes and their intersections. More detailed discussions, for example of related

work in those areas, will follow in subsequent chapters.

3.2 Three Themes

This section describes three themes of interest within the IPLC, which all show

significant potential for addressing the issue of information overload. As already

mentioned, we define a theme in this context as a collection of different technologies,

applications, and memes within the IPLC. While the themes are clearly apparent

in many domains, our focus here is mainly on their relevance in the context of the

Web.
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The three themes within our focus are the following.

(1) Collaboration: This represents one of the most prominent themes on the

Web. It was in fact at the very heart of the Web’s purpose as envisioned by its

inventor. Collaboration as a theme incorporates several evolving technologies,

applications, as well as several important memes. Especially since the era of

the Web 2.0, it has become a significant and ubiquitous theme.

(2) Visualization: This theme refers to the use of visualizations as a tool to

more efficiently represent and communicate content. In recent years it can

be seen to have become a theme with significantly growing importance in the

context of the Web. It includes, for instance, technological advances which

enable visually rich applications, which in turn satisfy the growing demands

of rich user experiences (a meme) on the Web.

(3) Customization: This theme refers to a collection of technologies, applica-

tions, and memes related to functionalities, which allow end-users to alter or

personalize the behavior and feature-set of an application. Arguably a part

of the most recent Web 3.0, this theme is becoming more and more apparent

and influential on the Web.

In our IPLC model, a theme can have varying influences on the different steps of

the life-cycle dimension (see Section 2.2.3, page 20) as well as evolving impact on

the time dimension (see Section 2.2.4, page 22). For example, the collaboration

theme includes applications such as wikis, which are used mainly for the life-cycle

steps of creation and curation, and which have played an important role since the

Web 2.0. In the following section we briefly discuss each of the three themes,

including their applications and potentials in the context of the Web, especially in

respect to information overload issues.

3.2.1 Collaboration

The origins of a collaboration theme in respect to software systems can be traced

back to the first appearance of computer supported cooperative work (CSCW) and

groupware (Grudin, 1994). While there are different definitions for those terms,

some authors point out that groupware is concerned with computer-based sys-

tems which support collaborative activities, while CSCW is, additionally, also
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concerned with psychological, social, and organizational effects of those systems

(Wilson, 1991). Such a distinction is reflected in our three abstraction layers of

technologies, applications, and memes. The introduction of the Web brought along

with it the vision of a collaboration platform on a whole new level (Berners-Lee,

1999). Continuing advances in technologies and applications helped to make this

vision a reality. Most notably, of course, is the Wiki (Leuf & Cunningham, 2001)

which in some ways actually “reflects Tim Berners-Lee’s original vision of the Web

browser, as both a reading and writing tool” (Weiss, 2005). As already discussed

in Section 2.3.3 (see page 28), the collaboration theme has been central to the

Web since the era of the Web 2.0 not only due to the introduction of collaborative

applications but also, and more importantly, due to the widespread distribution of

collaborative memes such as mass collaboration and peer production. See for ex-

ample (Tapscott & Williams, 2006; Anderson, 2006; Surowiecki, 2005) for popular

coverage of the theme, or (Elliott, 2007; Bafoutsou & Mentzas, 2002) for a more

academic coverage.

The collaboration theme holds many benefits and potentials in addressing infor-

mation overload issues. Many of those potentials are described in the context of

knowledge management (see e.g. (Levy, 2009)). Human knowledge exists in flows

and can be described as a real-time assembly of multiple fragmented memories

(Chatzkel, 2007). Furthermore, the knowledge flow lives and dies with participa-

tion (Leistner, 2010). Therefore a system that supports both, a loose and ad-hoc

creation of content as well as participation of multiple users, is more likely to cap-

ture knowledge in an adequate way. This emphasizes the collaboration theme in

respect to the creation and curation steps of the life-cycle dimension. Other re-

search focuses on the potential of collaboration for tasks of retrieval and consump-

tion (Morris, 2008). Naturally, the use of different collaboration technologies, such

as wikis, blogs, social networks, and others, has become very attractive for many

domains such as the enterprise (see e.g. (Drakos et al., 2009; Bughin & Manyika,

2007) for reviews). We have discussed the Enterprise 2.0 which emphasizes this

collaboration theme in Section 2.3.5 (page 36).

3.2.2 Visualization

Visualizations, which represent a technique to encode information in a graphical

form, have been used since the dawn of mankind. Ever since the first drawings on

cave walls, they have been used in many different ways in order to effectively rep-
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resent and convey complex information (Tufte, 1983, 1990; Tergan & Keller, 2005).

Today, the field of visualization as a research topic has evolved into many different

forms, such as scientific visualization (McCormick, 1988), information visualiza-

tion (Card et al., 1999; Chen, 2004), knowledge visualization (Eppler & Burkhard,

2004), as well as related fields like visual analytics (Thomas & Cook, 2005). A

wide range of data types (Shneiderman, 1996) and visualization metaphors (Heer

et al., 2010) are commonly employed for different visualization tasks. Mainly due

to technological advances (e.g. increase in bandwidth) visualizations become more

and more feasible and attractive in the context of the Web. We can see several

research areas which focus on the five life-cycle steps of the IPLC. For the creation

and curation steps, this includes, for example, visual representations and visual

language editors (e.g. (Gaines & Shaw, 1995)). For the retrieval step, it includes

visual search engines (e.g. (Nowell et al., 1996)) and visual exploration tools (e.g.

(Livny et al., 1997)). And finally, for the consumption step, it includes the memes

of rich user interfaces and rich user experience (O’Reilly, 2005). Further studies

emphasize the growing interest and shifting focus of using visualizations during the

eras of the Web 2.0 (e.g. (Viégas et al., 2007a)) and the Web 3.0 (e.g. (Geroimenko

& Chen, 2006)).

Although several challenges remain (see e.g. (Chen, 2005)), the visualization theme

holds many benefits and potentials in respect to addressing information overload

issues (Chi, 2002). On a basic level, visualizations make use of the human cogni-

tive processing system and specifically the unique capabilities of the human visual

system. These cognitive tools utilize the automatic process of recognizing patterns

(Ware, 2004), reduce the cognitive load (Sweller & Chandler, 1994), and therefore

increase the processing ability (Cox, 1999). As a result, visualizations are being

recognized and employed as efficient mechanisms for many different tasks. This

also increasingly includes their use in the context of the Web. As pointed out

above, visualizations can be found in all the life-cycle steps of our IPLC. Although

the effects of visualizations are intrinsically difficult to measure, many evalua-

tion methods have been employed and the value of visualizations has been shown

in many application domains (see e.g. (Shneiderman & Plaisant, 2006; North,

2006)). In 2011, Deloitte’s annual report on technology trends lists visualizations

as one of ten technologies which have demonstrated significant potential to have

a business impact. The report describes their potential as tools which “improve

consumption, increase exploration”, and “convey complex information in ways that

simplify, communicate and foster understanding” (White & Briggs, 2011).
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3.2.3 Customization

Compared to the previous two themes, this theme of customization is the least

tangible. Traditionally, the term “customization” (or “mass customization”) is of-

ten used to describe the ability to provide individually designed consumer products

and services to the customer (Da Silveira et al., 2001). The Web as a customer-

facing interface to those consumer products plays an increasingly important role

and influences the possibilities of customizations (Gownder, 2011). In the context

of this research, however, our focus is on the customization theme specifically in

the context of web-based information systems. We refer to it as a collection of tech-

nologies, applications, and memes related to functionalities, which allow end-users

to alter or personalize the behavior and feature-set of such a system, or to gen-

erate even complete new application instances. The theme includes, for example,

simple customization and configuration features, which are provided by an increas-

ing number of web applications, (end-user) mashup applications (e.g. iGoogle1),

which allow users to integrate different services and repositories (Zang et al., 2008;

Hoyer & Fischer, 2008), visual programming environments (e.g. Yahoo! Pipes2),

which allow users to add further functionality to those integrations and to explore

information in new ways (Grammel & Storey, 2008), and meta-tools (e.g. Marama

(Grundy et al., 2006)), which allow users to generate complete new application

instances.

Overall, this theme of customization refers to the ongoing trend to give increasing

control to the user. To some extent, this is related to the collaboration theme (see

Section 3.2.1 above), which allows users for example to collaboratively create and

organize contents (e.g. in a wiki). The collaboration theme allows more efficiently

processing of information by giving editing functionality to the user. However,

the customization theme goes further as it allows not only a more efficient way

of processing information (e.g. as in traditional collaborative environments) but

it also allows a user to generate and provide completely new ways of processing

information (e.g. as in mashups). Thus the main potential of applications within

this customization theme is that of saving time in providing new functionalities

to the user (Huynh et al., 2007b). However, it also has to be taken into account

1iGoogle: http://www.google.com/ig

2Yahoo! Pipes: http://pipes.yahoo.com
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that customization features are not always suitable for the casual user (Lin et al.,

2009) and that they might require domain experts or users with basic programming

skills. Furthermore, carefully crafted user interfaces are becoming crucial for the

customization theme as well (Jones et al., 2008).

3.3 Intersections

In the previous section we highlighted three themes within the ILPC, which all

show potential for addressing the issue of information overload. However, these

themes should not be looked at only in isolation. We can clearly see many over-

laps and synergies between them. Examples of such overlaps include collaborative

tools which make use of advanced visual interfaces or customizable applications

which include collaborative aspects. This section briefly discusses the intersec-

tions of our three themes. We look at the three possible combinations, which are

collaboration & visualization, customization & visualization, and collaboration &

customization.

3.3.1 Collaboration & Visualization

This intersection between the collaboration theme and the visualization theme

refers to both: collaborative applications becoming more visual, and visualization

applications becoming more collaborative. While a distinction is not always clear,

the first category represents, for example, wikis which add visual elements, the sec-

ond category represents, for example, visual editors which can be accessed and used

collaboratively. A growing interest can be seen for the popular wiki applications,

such as Wikipedia, to utilize visual components or interfaces to their collabora-

tively generated content. This includes smaller visual enhancements (e.g. (Viégas,

2007)) as well as more sophisticated ways of visualizing the complete wiki (or parts

of it) as a means to better understand specific aspects (e.g. (TouchGraph, 2008;

Holloway et al., 2007)). The number of visually rich interfaces for other collabora-

tive and social applications such as social networks or microblogging applications

is also constantly growing (Heer & Boyd, 2005; Masahiko, 2010). Further readings

can be found in (Stefaner, 2007), among others. On the other hand, as visual

tools such as visual language editors are gradually moving towards the Web, we

can also observe those tools adding an increasing amount of collaborative features.
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Examples are Gliffy (Gliffy Inc., 2010) and Many Eyes (Viégas et al., 2007a), both

of which allow users to collaboratively create visualizations on the Web.

By integrating collaboration and visualization aspects, these two themes show the

potential to further amplify each other as technologies, applications, and memes

which help to cope with the exponentially growing information overload. The

fusion of visual and collaborative features holds great potential as a tool which

helps to make content available, accessible, and understandable to a large audience

(Rosling, 2007; Zambrano & Engelhardt, 2008).

3.3.2 Customization & Visualization

This intersection between the customization theme and the visualization theme

again refers to two different approaches. On one side, it refers to visualization ap-

plications which a user is able to interactively customize. Examples of this kind

of intersection include Gapminder 3 (Rosling, 2007) and Google Earth4. Both are

primarily visual applications. They visualize various statistics about the world’s

countries and about global geographical information respectively. The applica-

tions’ customization features add significant value. In the case of Gapminder, for

example, users are able to modify and customize many aspects of a visualization’s

data source and representation. On the other side, the intersection of these two

themes refers to customization features and customization applications which make

use of visual interfaces. Examples of this include visual mashup editors and visual

programming environments, such as Yahoo! Pipes5 (Jones et al., 2008), Semantic

Web Pipes (Le-Phuoc et al., 2009), and Impure6 (Ortiz & Cid, 2010).

The potential for integrating customization and visualization aspects is twofold. In

mashup editors and visual programming environments, the visualizations (in form

of visual languages) can be used as abstract representations of artifacts within the

respective domain (e.g. elements used to generate a specific mashup). Thus, the

potential of those representations being understandable and readable by a casual

user can help to make the production of new applications (e.g. a mashup) more

3Gapminder: http://www.gapminder.org

4Google Earth: http://earth.google.com

5Yahoo! Pipes: http://pipes.yahoo.com

6Impure: http://www.impure.com
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accessible to a wide audience. Similarly, in the case of visualization tools which

become increasingly customizable (e.g. Gapminder), a significant potential lies in

empowering the casual user. In the hands of the masses, those applications can

become tools for everyone to inform and educate others as well as to raise awareness

(Zambrano & Engelhardt, 2008).

3.3.3 Collaboration & Customization

The intersection between the collaboration theme and the customization theme

refers mainly to functionalities of customization applications, such as mashup tools

and visual programming environments, which integrate collaborative functionali-

ties. These enable users to share customizations, to collaborate in generating them,

and to re-use and build on existing ones. Examples of such integrations include

some of the applications already mentioned, such as Yahoo! Pipes (Jones et al.,

2008) and Many Eyes (Viégas et al., 2007a). Yahoo! Pipes represents a visual

programming environment and is therefore mainly focused on the customization

theme. That is, its main purpose is to support the creation of new mashup appli-

cations. It also provides features to collaboratively create content, which in this

case is an abstract representation of a mashup expressed using a visual language.

Many Eyes is mainly a collaboration application, which can be used to generate,

share, and discuss visualizations in a shared environment. In addition, it provides

some form of customization features, which enable a user to interact with, modify,

and re-use existing visualization.

Obviously, both examples also have a strong emphasis on the visualization theme.

This points towards an intersection between all three of our themes and the po-

tential for applications making use of such an integration.

3.4 Research Focus

In the previous two sections we discussed three themes within the IPLC as well

as the intersections and synergies between them. We focused on describing the

potential of the themes regarding information management applications and issues

of information overload. We pointed towards related research which demonstrated

the value and potential of those themes and therefore justified our rationale for
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choosing them. The mentioned themes represent the background and high-level

research focus of this thesis. They determine and guide the remainder of the thesis

and our research methodology in two ways.

(1) First, we focus on a specific type of web application which combines the

visualization and the collaboration themes. In Chapter 4 we define this type

of application as the Visual Wiki and we establish a theoretical framework

to describe and analyze such Visual Wiki applications. We continue with the

implementation of four example Visual Wiki prototypes in Chapters 5–9, and

conclude with their evaluation and discussion in Chapter 10.

(2) Second, we integrate the third theme, the customization theme, to our Visual

Wiki concept. This leads to the design and development of a Visual Wiki

meta-tool in Chapter 11 as a result of extracting common architectural fea-

tures from the prototypes using the evolving frameworks pattern (Roberts &

Johnson, 1997). This Visual Wiki meta-tool is capable of generating new user-

defined (customized) instances of Visual Wikis. In Chapter 12 we conclude

with an evaluation and discussion of that meta-tool.

3.5 Summary

This chapter provided the rationale and outline for the high-level research focus

of this thesis by highlighting three themes within the IPLC as well as their

intersections.

The three themes of interest are those of collaboration, visualization, and cus-

tomization. Each of those themes represents a set of different technologies, ap-

plications, and memes within our IPLC (see Chapter 2), which have proven to

be promising for approaching issues of information overload. We have briefly dis-

cussed the three themes by defining them in the context of the IPLC, pointing out

some relevant related work, and summarizing their potentials and opportunities.

We also briefly discussed different possible intersections between the themes,

which are collaboration & visualization, customization & visualization, and col-

laboration & customization. Each of those combinations provides possibilities for

synergic effects and has been discussed using several examples.
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Finally, this chapter concluded with an outlook describing how the three themes

are relevant to this research and how they inform and guide the thesis. This chapter

is not meant to be as an extensive survey of these themes and their intersections,

but the following chapters will include some more detailed discussions.
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CHAPTER 4

The Visual Wiki

This chapter introduces the novel concept of the Visual Wiki, and discusses re-

lated work which describes representative Visual Wiki applications.

4.1 Introduction

In the previous two chapters we have first discussed the Web as an information

processing environment in a very generic sense using our IPLC model (Chapter 2)

and then identified our research focus (Chapter 3) in the form of three themes

within the space described by that model. For this chapter we are interested in

specific types of applications which we call Visual Wikis. We define a Visual Wiki

as a web-based information management application which integrates a visual and

a textual representation of a common underlying body of knowledge. Thus, at the

heart of the Visual Wiki concept lies the integration of two of our research focus

themes, namely the visualization and the collaboration themes. The objective of

this chapter is to provide a theoretical model which can be used to formalize the

Visual Wiki concept. Such a model will allow us to describe the application domain

which we are interested in, and it will allow us to analyze, categorize, and discuss
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existing Visual Wiki applications. Lastly, the model will help us to plan, design,

and discuss new instances of Visual Wikis.

In Section 4.2 we introduce the Visual Wiki concept by describing its components

and their parameters. We also demonstrate an application of the concept by ana-

lyzing two existing Visual Wiki examples. In Section 4.3 we survey a very broad

set of related work. Our Visual Wiki concept resulted from this survey. Here

we present the concept first and then revisit the related work and structure its

discussion according to the Visual Wiki concept.

4.2 The Visual Wiki Concept

This section describes the Visual Wiki concept, a theoretical framework we have

developed that can be used to analyze and describe existing as well as new Visual

Wiki applications. Our Visual Wiki concept provides a common vocabulary for

describing the characteristics of Visual Wiki applications. The framework has a

descriptive rather than a predictive nature, and therefore shares similarities with

frameworks such as the Cognitive Dimensions (Green & Petre, 1996) framework

(which we will revisit in Chapter 12). Also, similar to the latter framework, our

Visual Wiki concept is organized into “parameters”, which exhibit several depen-

dencies as well as trade-offs among each other. In the following, we give an overview

of the concept, a detailed description of the different components and parameters

of a Visual Wiki, as well as an example use of the framework to describe represen-

tative Visual Wiki applications. The Visual Wiki concept is a result of an extensive

survey of related work covered in the second half of this chapter (see Section 4.3).

4.2.1 Overview

We define a “Visual Wiki” as a web-based information management application

which integrates a visual and a textual representation of a common underlying

body of knowledge. Both or either of the representations may be editable in a

shared, traditional wiki-style. The purpose of the Visual Wiki is to increase the ef-

fectiveness of wikis as knowledge management applications by using various visual

enhancements. We deliberately define the Visual Wiki concept in quite a generic

way. This allows us to describe, analyze, and discuss a wide variety of both exist-
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ing and new applications. The three main key characteristics of the Visual Wiki

concept are as follows.

(1) At the heart of the concept is the integration of a textual and a visual

view of information. Both views are representations of a common underlying

information space, using a natural language (for the textual view) and a visual

language (for the visual view) respectively. The views generally differ in their

level of abstraction. The textual component displays detailed content with

a low abstraction level. The visual component displays contextual and more

abstract content. To date, we have mainly focused on applications with two

views (one textual and one visual) but the general Visual Wiki concept easily

accommodates multiple views as well.

(2) We use the term “wiki” and the characteristic that at least one of the two

views is editable in a “wiki-style” in a broader sense compared to its origi-

nal meaning. While initially described as a server technology, which enables

users to access, browse, and edit web-pages in a real-time context (Leuf &

Cunningham, 2001), we define it as a feature to collaboratively edit the con-

tents of a web application. Such a definition enables us to also include other

socio-technical applications which provide some form of collaborative editing

feature, such as document management applications.

(3) The actual problem domain as well as the purpose of a concrete Visual Wiki

is left open in our conceptual model. The Visual Wiki concept is not limited

to any specific problem domain. It rather describes a generic application type

which could be used in a wide variety of domains, for different purposes, and

by a variety of user groups. The only restriction that is imposed onto the

concept in this sense is that the focus is on web-based applications.

The value proposition of the Visual Wiki concept lies mainly in the synergic effects

resulting from (1) above. The integration of textual and visual representations

enables a focus-plus-context view (Card et al., 1999, chap. 4). The user is able to

interact through an integrated user interface comprised of a detailed textual view

(focus) and a more abstract visual view (context). The wiki-style editing feature

of the Visual Wiki concept as defined in (2) above adds further value as it allows

for ad-hoc collaborative content creation and curation. As already discussed in

Chapter 3, both of these approaches (visualizations and collaborative wikis) are

suitable for tasks related to knowledge management. Visualizations are able to
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make use of the human cognitive processing system in order to create and convey

content more efficiently. A wiki, with its ability for loose and ad-hoc creation of

content, is likely to capture knowledge in an adequate way. We believe that the

Visual Wiki concept is applicable to many different domains as characterized in (3)

above. The concept is able to describe a wide variety of information management

applications which all have the overall purpose of providing a more efficient way

to navigate, explore, and ultimately understand a given body of knowledge.

In order to make use of the Visual Wiki concept as a tool to design and compare

existing as well as new Visual Wiki instances, it is necessary to further define

the concept in more detail. As shown in Figure 4.1, we define the Visual Wiki

concept to consist of four components: the underlying Setting, the Text and

Visualization representations, and a Mapping between those latter two.

Figure 4.1: Overview of the Visual Wiki concept.

Each of these four components can now be further specified with a set of param-

eters. The following sections describe those parameters including their possible

values. It should be noted that the parameters outlined here are not necessarily to

be seen as a final model to describe the Visual Wiki concept. We present this here

as a preliminary conceptual model that satisfies key needs within the scope of this

thesis and which can be extended and modified to fit other purposes.

4.2.2 The Setting Component

The Setting component (see Figure 4.2) is a fundamental part of the Visual Wiki

concept. It underlies all other components and includes two parameters: Purpose

and Content Coverage. It is important to point out that these parameters refer

to the purpose and content of the visualization component in respect to the whole

Visual Wiki application. For example, if the purpose of a Visual Wiki is “Orienta-
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tion” (see below), then the main objective of the visual component is to support

the user in activities related to navigating the underlying information space.

Figure 4.2: The Setting Component of the Visual Wiki concept.

(A) The Purpose parameter in this context is defined in close alignment with the

five steps of the Information Processing Life-Cycle (IPLC) as discussed in Chap-

ter 2: creation, curation, distribution, retrieval, and consumption. For simplicity,

the five steps are here grouped into three sections and re-ordered according to the

likely complexity of application features which support the sections. The three

sections represent the possible values of the purpose parameter. The values (on an

ordinal scale) are as follows.

(1) Orientation, which corresponds to the retrieval step of the IPLC. This value

represents Visual Wiki applications for which the visualization component

mainly supports relatively simple orientation features for exploring the rele-

vant information space. This includes, for instance, basic search and naviga-

tion functionalities.

(2) Understanding, which corresponds to the distribution step of the IPLC. In

this case, distribution refers to the transfer of knowledge from a user’s point

of view. This means that an application which qualifies for this value goes

beyond the basic orientation purpose of the visualization component and pro-

vides more sophisticated features, which enable a user to gain insights. While

this is hard to quantify, example functionalities are advanced filtering mecha-

nisms, semantically enriched data-models, and integrations with complemen-

tary sources.

(3) Manipulation, which corresponds to the creation and curation steps of the

IPLC. This value represents Visual Wiki applications for which the visual

component, in addition to the above functionalities, also provides the user

the ability to create and edit content.

A Visual Wiki application could support more than one of these. For example, an

application which focuses mainly on Manipulation will very probably also support
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the steps of Orientation and Understanding. The key point is that this support

may occur to varying degrees, depending on the main purpose of an application.

(B) The second parameter of the Setting component is Content Coverage, which

specifies the content of the visualization component in respect of the whole body of

knowledge contained within the Visual Wiki. The content coverage can range from

General to Specific. Between those extremes is the Medium coverage. However,

there can be no clear definition of when the coverage of a Visual Wiki falls into any

such category. They can only be seen in relative terms, i.e. when comparing two

or more Visual Wiki applications. The two border values are defined as follows.

(1) General content coverage refers to Visual Wiki applications in which the com-

plete or most of the content of the underlying information space is represented

in the visualization. This case may be suitable for general purpose navigation

and exploration applications and may focus on concise visualizations.

(2) Specific content coverage refers to Visual Wiki applications in which only

quite specific parts of the underlying information space are used to create the

visualizations. This case may require more complex and more specific visual

languages.

4.2.3 The Text & Visualization Components

The Text component (see Figure 4.3) and the Visualization component (see Fig-

ure 4.4) are similar. Both use a notation to represent the content of the underlying

knowledge space: a textual, natural language and a graphical, visual language.

Therefore, we can describe these two components using almost identical parame-

ters.

The Visualization component could theoretically refer to any of a very large

number of visual representations expressed using a visual language (VL) (Mar-

riott & Meyer, 1998). There exist many different types of visual languages (see

e.g. (Meyer et al., 1998) for a survey) as well as several theories and models to

formalize them (e.g. (Haarslev, 1998; Selker & Koved, 1988; Costagliola et al.,

2002)). A common aspect is that, like natural languages (Chomsky, 1986), they

are concerned with syntax and semantics (Ferrucci et al., 1998). The Visual Wiki

concept supports a broad set of visualization metaphors and visual languages, such
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as graphs, geographic visualizations, and timelines. This will be illustrated when

using the Visual Wiki model to discuss related work in Section 4.3. In the scope of

this research, however, we are mainly concerned with graph-based visual languages

(e.g. (Göttler, 1989)), that is, visualizations or visual languages, which consist of

nodes and edges (and their attributes).

The Text Component refers to wiki applications or other textual web-based collab-

oration tools. The component can in many ways be described like the visualization

component as there are similarities between textual and visual languages (Harel &

Rumpe, 2000). Besides the purely natural language used in the text component,

web pages and wiki pages also have several structural elements such as headings,

hyperlinks, and possibly more clearly defined semantics, e.g. in the case of Seman-

tic Wikis or the use of Microformats and the like (see Section 2.3.3, page 28).

Figure 4.3: The Text Component of the Visual Wiki concept.

Figure 4.4: The Visualization Component of the Visual Wiki concept.

We selected the following parameters to describe the above two components. The

first three parameters concern the language itself. That is, they describe the syntax

(see above) or meta-model of the language as well as how a user may interact with

it. These are the parameters of Language Complexity, Language Creation, and

Language Modification. The last three parameters are concerned with the contents

of the languages, their lifecycle, and how a user interacts with them. These are the

parameters of Content Initiation, Content Creation, and Content Modification. As
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one can see, most of the parameters focus on the ability of a user to edit and modify

the contents as well as the meta-model of the representations. This reflects the

“wiki” characteristic of our Visual Wiki concept. All the parameters for the text

and visualization component (see Figures 4.3 and 4.4) represent continuous values.

For example the Content Creation (G) reaches from passive to active but can also

take any value between. Similarly, this applies to all of the other parameters. An

exception is the parameter of Content Initiation (F), which can have only one of

three possible values. The details are described below.

The first three parameters of the two components describe the syntax or meta-

model of the respective languages: Language Complexity, Language Creation, and

Language Modification.

(C) The first parameter, Language Complexity, describes for both of the lan-

guages how detailed the underlying syntax or meta-model is defined. On an ordinal

scale, ranked from least to most complex, we can divide the possible value for this

parameter into the following three steps.

(1) Text and basic HTML (text component) / Entities and Relationships (visual-

ization component). This is the simplest value. For the text component, the

simplest representation (web pages and their relationships) consists of pure

text and basic HTML elements such as headings, paragraphs, and hyperlinks.

Similarly, for the visualization component, the simplest representation is in

the form of basic entities and their relationships.

(2) Semi-Structured (text component) / Rich Attributes (visualization compo-

nent). This value represents a medium complexity for the meta-model. For

the text component, this means that it provides some more structured ele-

ments such as tags and possibly light-weight semantics (e.g. Microformats).

The visualization component adds richer sets of attributes to the model.

(3) Semantics (text component) / Rules (visualization component). This is the

most complex meta-model. The text component in this case holds fully

semantically-enabled contents, e.g. a Semantic Wiki. Similarly, the visual-

ization component adds more complexity to its meta-model, e.g. to a point

where rules such as constraints can be implemented.

(D) The second parameter, Language Creation, defines to what extent a user

is able to influence the creation of the language meta-model. The possible values
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range from no influence (Predefined) to full control by the user (Created by the

User) including any possible gradient between.

(1) A Predefined meta-model refers to representations for which at least parts of

the meta-model are provided by the system. This would be the case for many

applications. The meta-model may be extendable or editable after its creation

(see next parameter).

(2) If the meta-model is Created by the User, it means that initially no meta-model

exists and the user is able to define it or somehow influence its creation. This

could, for instance, be the case in more advanced applications in which the

user creates the meta-model for either of the components from scratch.

(E) The third parameter, Language Modification, defines to what extent a user

is able to modify the language meta-model after it has been created in (D) above.

Again, this ranges from no influence (Fixed) to a full wiki-style editability by the

user (Wiki-Style) including any possible gradient between.

(1) A Fixed meta-model cannot be modified by the user.

(2) Wiki-Style editability refers to a functionality which gives the user full control

over the meta-model.

Between them could be several stages with different degrees of user influence.

The last three parameters of the visualization and text components describe the

contents of the languages themselves: Content Initiation, Content Creation, and

Content Modification. These parameters have similarities with the first three pa-

rameters. They are concerned, however, with the level of the contents as opposed

to the level of the underlying meta-model.

(F) The fourth parameter, Content Initiation, describes whether an initial con-

tent of the respective representations (text or visualization) does exist and, if so,

how it came into existence. The parameter can have one of three values.

(1) Empty in case there is no initial content. This would then assume that it will

be actively filled with content by the user.
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(2) Extracted from the other representation. For example, in the visualization

component, this would apply if specific contents from the text component are

extracted and used to create the initial content for the visualization. Similarly,

the reverse applies: e.g. an initial wiki (text) structure could be created based

on a visual representation.

(3) Imported in case the initial content is imported from an external resource.

(G) The fifth parameter, Content Creation, describes the degree of influence a

user has on the initial creation of the contents. This can range from no influence

at all to complete control by the user. We call these two values Passive and Active

but there might also be interim values (e.g. when a user has limited influence

over the content creation). The parameter depends in some ways on the previous

parameter of Content Initiation (F).

(1) Passively created content refers to content automatically created by the sys-

tem. The user has no influence on it. For example, if the visualization compo-

nent represents the structure of the textual component, then the visualization

is created passively.

(2) Actively created content refers to user-generated content. This would, for

example, be the case in a traditional wiki (for the text component) or a

visualization created by the user using a visual editor (for the visualization

component).

(H) The sixth and last parameter of the text and visualization components, Con-

tent Modification, describes the degree of influence a user has on modifying the

content after it has been created. Again, this can range from no influence, in which

case the content is Fixed, to a full Wiki-Style editability. It also includes possible

steps between those two values. The parameter is closely related to the previous

parameter of Content Creation.

(1) A Fixed representation cannot be modified by the user.

(2) Wiki-Style editability gives the user full control of the content modification.
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4.2.4 The Mapping Component

The fourth component and a crucial part to the Visual Wiki concept is the Map-

ping component (see Figure 4.5). It is located between the text and visualization

components and determines what kinds of relationships exist between entities of

the two representations, how they are linked, and how they influence each other.

An “entity” in this context could be any part of the respective representation (e.g.

a web page in the textual representation; a node in the visual representation).

This mapping component borrows some of its notations from the discipline of Co-

ordinated and Multiple Views (CMV) applications (Roberts, 2007; Andrienko &

Andrienko, 2007). CMV systems, which are often used as tools for Visual Analytics

(Thomas & Cook, 2005) allow users to see data in various visual presentations and

coordinate interactions between those different views. Our mapping component

describes a Consistency and a Coordination parameter, which are both concerned

with the application’s interaction behavior, a Multiplicity parameter, which defines

the semantic relationship between entities in both representations, and an overall

Creation Influence parameter, which defines the level of control a user has over

the creation of the mapping. These parameters reflect metaphors used for CMV

applications (e.g. (Roberts, 1998; Boukhelifa & Rodgers, 2003)) and even though

more detailed descriptions can be used when it comes to concrete implementations

(e.g. (North & Shneiderman, 2000)) these four parameters suffice within the scope

of our Visual Wiki concept.

Figure 4.5: The Mapping Component of the Visual Wiki concept.

(I) The first parameter describes the Creation Influence. It corresponds with the

users’ ability to specify and/or modify the mapping. This parameter can roughly

be divided into Passive and Active (with several steps between).

(1) Passive refers to a mapping which is fixed and predefined by the system. The

user has no influence.

(2) Active refers to a mapping which the user can create or influence in some

form. The user has a high level of influence. Such a high level of creation
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influence exists for instance if the user is able to manually define which visual

entity corresponds to which textual entity.

(J) The second parameter, Multiplicity of the mapping component, describes a

central characteristic of a Visual Wiki application, which has much influence on the

interaction behavior of the user. The parameter describes the multiplicity between

entities of the two representations (text and visualization). That is, the semantic

relatedness between those entities. The parameter can have one of three possible

values.

(1) 1:1 (one-to-one) in the case that exactly one entity in the text component

corresponds to one entity in the visualization component.

(2) 1:m or m:1 (one-to-many or many-to-one) in the case that one entity in the

one representation corresponds to multiple entities in the other representation.

(3) n:m (many-to-many) in the case that multiple entities in the one representa-

tion correspond to multiple entities in the other representation.

(K) The third parameter, Consistency of the mapping component, refers to

changes and edits within the two representations and how those influence each

other. The parameter can range from no consistency to a very high level of con-

sistency. It can be roughly divided into the following three categories.

(1) No Consistency, where changes to either of the representations have no effect

on the other representation.

(2) One-Way Consistency, where changes to one of the representations have an

effect on the other representation but not the other way around. For example,

an additionally-created wiki page has the effect of automatically adding a new

entity to the visual representation. However, a newly-created visual entity has

no effect on the text component.

(3) Two-Way Consistency, in the case that the above influence works both ways.

(L) The fourth and last parameter of this component, Coordination of the map-

ping component, refers to navigational coordination and defines how the navigation

in one representation influences the navigation in the other. As with the Consis-

tency parameter, there are the following three values.
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(1) No Coordination, in the case that the navigation in either of the representa-

tions has no effect on the other.

(2) One-Way Coordination, in the case that the navigation in one of the repre-

sentations has an effect on the other representation but not the other way

around. For example, the navigation to a different wiki-page in the textual

representation refreshes the view in the visual representation. However, the

navigation in the visualization has no effect on the textual view.

(3) Two-Way Coordination, in the case that the above navigation behavior works

both ways.

4.2.5 Dependencies

As already pointed out, there are several dependencies between individual Visual

Wiki parameters. That is, the value of a parameter might be influenced (positively

or negatively) by that of another one. Some of those dependencies are stronger than

others and for some of them the relationship might not be very clear. Figure 4.6

shows an overview of all the dependencies which we have identified while reviewing

related work (see Section 4.3).

As the Text and Visualization components hold the same parameters, we can

combine them for this dependency analysis (see Figure 4.6, center). We can see

strong dependencies between the two groups of parameters which are concerned

with the languages (left) and their content (right), respectively. Language Com-

plexity (C) may influence both Language Creation (D) and Modification (E). The

less complex a language is, the easier it is to give a user control over its creation

and modification. A very strong relationship exists between Creation (D) and

Modification (E) as these refer to very similar functionalities. Lastly, the user’s

ability to create and modify the language may influence (increase or decrease) the

complexity (C) of the language. On the side of the content, we can see the Con-

tent Initiation (F) parameter having a strong influence on Content Creation (G).

For instance, if the initial content is empty, the ability to create content needs to

be with the user. Similarly, Content Modification (H) is also influenced by the

content initiation. Just like the language creation and modification, Content Cre-

ation (G) and Content Modification (H) depend on each other as they refer to

similar functionalities. Content Creation (G) is also influenced by the Language
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Figure 4.6: Dependencies between the different Visual Wiki concept properties.

Complexity (C), as a high complexity may make it more difficult to create (and

modify) the content.

Within the Mapping component we can see several influences among the param-

eters as well as a strong influence back to the visualization and text components

(see Figure 4.6, bottom). The Creation Influence (I) parameter may have an effect

on Multiplicity (J). If a user has a high influence on the creation of the mapping,

it can lead to a change in the multiplicity. Furthermore, the creation influence

could have some weaker impacts on the Coordination (L) and Consistency (K).

The multiplicity parameter influences both coordination and consistency. If the

multiplicity is “low” (e.g. 1:1 mapping), it may be easier to ensure a higher degree

of coordination and consistency. On the other hand, it will be more complex to

implement coordination and consistency for applications with “higher” multiplic-

ities (e.g. 1:m or n:m mapping). Lastly, the Consistency (K) parameter has a
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strong influence on the Content Modification (H) of the respective content repre-

sentations (text and visualization). If a user is not able to modify the contents (of

one of the representations), they may still be updated indirectly via changes in the

other representation. The consistency parameter determines such functionality.

The Setting component includes several dependencies which are perhaps less obvi-

ous (see Figure 4.6, top). We can see that the Language Complexity (C), especially

the one from the visual component, has some effect on the Content Coverage (B).

The more complex a language is, the more suitable it may be to describe very

specific contents. For the Purpose (A) parameter the dependencies are less clear.

One can imagine that the purpose to some extent depends on the content coverage.

However, the question whether a Visual Wiki is primarily suitable as an application

to simply navigate, to explore and understand, or to modify and edit an informa-

tion space, is obviously influenced by several of the other parameters. This may

include the Language as well as the Content Creation (D, G) and Modification (E,

H), and all of the mapping parameters, most notably the Consistency (K) and

Multiplicity (J).

In summary, we can see that there are many different dependencies between the

different Visual Wiki parameters. We see this dependency analysis as a starting

point. It focuses on parameter relationships which became apparent while doing

a related work analysis (see Section 4.3). Further dependencies could likely be

identified and added. The dependencies could serve as a guideline while designing

new Visual Wiki applications. In respect to dependencies which are not clearly

understood, experiments could be set up in order to analyze those. In Chapter 5

we will do this in order to investigate the influence several parameters could have

on the Purpose (A) parameter.

4.2.6 Example Use

The result of the above description of the four Visual Wiki components is the

Visual Wiki concept sheet as it can be seen in Figure 4.7. One of the main

purposes of this sheet and the Visual Wiki concept is the analysis and compari-

son of existing Visual Wiki applications. In this section we take a closer look at

two example applications which qualify as Visual Wikis. We compare them by

plotting their characteristics onto the Visual Wiki concept sheet (see Figure 4.7)

and discussing their similarities and differences. The purpose of this exercise is to
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illustrate the Visual Wiki concept in general as well as the use of the concept as a

tool to analyze applications.

Figure 4.7: The Visual Wiki concept sheet.

The two example Visual Wikis which we analyze with the Visual Wiki concept

sheet are WikiMindMap (Nyffenegger, 2007) and the Gliffy plugin (Gliffy Inc.,

2010) for the Confluence wiki (Atlassian Pty Ltd., 2010). They have been chosen

as they differ quite substantially in some of the key properties while having overlap

in others. They are also third-party applications that were engineered without

using the Visual Wiki concept as a basis, thus providing a retrospective use of the

framework. This helps to demonstrate the wide variety of applications which can

be described using our Visual Wiki concept.

The WikiMindMap application (see Figure 4.8) provides an interactive mind-

map which can be used to browse the contents of Wikipedia. The contents of
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the mind-map are created automatically from Wikipedia. Articles and their rela-

tionships (hyperlinks) are displayed as nodes and edges. A user can explore the

structure of a Wikipedia article, navigate to related pages, and open those in a

new browser window.

Figure 4.8: WikiMindMap (Nyffenegger, 2007) and its integration with Wikipedia.

The Gliffy Confluence plugin (see Figure 4.91) allows users to create and embed

diagrams inside the Confluence enterprise wiki. A visual editor provides a set of

visual languages such as flow charts, organizational charts, and UML. The diagrams

can be edited collaboratively and are embedded within wiki pages similarly to other

attachments such as images.

Figure 4.10 below shows how the properties of the two applications can be mapped

onto the Visual Wiki concept sheet. WikiMindMap is shown in green, Gliffy in

orange. For each property, the appropriate value is highlighted with colored dots,

which are then connected. This results in a dotted line representing the character-

istics or a “fingerprint” of a specific Visual Wiki. In the following, the properties

of the two example Visual Wikis will be described, focusing on their similarities

and differences. As one can see, there are notable differences in several areas of

the Setting, Visualization, and Mapping components, while the Text component is

almost identical.

1Screenshot taken from http://confluence.atlassian.com/display/APW/Gliffy.
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Figure 4.9: Gliffy Confluence plugin (Gliffy Inc., 2010).

The Setting component, which describes the overall purpose and content of the

applications, does not show any overlap. This makes it evident that the two Visual

Wikis are fundamentally different. WikiMindMap deals with all of Wikipedia and

holds very general type of content (B). Its purpose (A) mainly is that of simple

navigation and orientation. As already mentioned, many properties of the Visual

Wiki concept, including these, are hard to quantify. For instance, the purpose of

WikiMindMap could equally be described as supporting the user in understand-

ing the information space. However, for practical reasons, one has to assign the

values by comparing different Visual Wikis. In this case, the Gliffy Confluence

plugin arguably has the purpose (A) of helping users to understand the underlying

problem domain while WikiMindMap tends more towards the simpler orientation

purpose. The Gliffy plugin also deals with more specific types of content (B) as it

allows creation of diagrams using specific visual languages and underlying highly

structured meta-models. The contents of a Gliffy diagram represent only a very

specific part of the overall content held inside the surrounding Confluence wiki.

The Visualization component also suggests some quite fundamental differences

between the two example applications. There are a few overlaps in the meta-model,

though. In both cases, WikiMindMap and Gliffy plugin, the meta-model of the

visual representation is predefined (Dv) and can not be edited by the user (Ev). The

complexity of the meta-model (Cv) is very simple in the case of WikiMindMap (it

consists of simple nodes and edges) and more complex in the case of Gliffy (it
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Figure 4.10: Example use of the Visual Wiki concept sheet, comparing Wiki-
MindMap (Nyffenegger, 2007) and the Gliffy Confluence plugin (Gliffy Inc., 2010).

provides different domain-specific visual languages). The remaining parameters of

this component describe the most significant differences between the two applica-

tions. First of all, the initial content (Fv) is completely empty in the case of the

Gliffy plugin (a user starts with a blank canvas to model a new diagram), and

automatically extracted from the wiki in the case of WikiMindMap. Furthermore,

for WikiMindMap the creation (Gv) of the visualization is passive (done by the

system) and it can not be edited (Hv) by the user. The Gliffy diagrams, on the

other hand, are created (Gv) actively and can be edited (Hv) by the user in a

wiki-style.

The parameters of the Text component, as one can see in Figure 4.10, are almost

identical for WikiMindMap and the Gliffy Confluence plugin. In both cases, this

component represents a traditional wiki application: Wikipedia and the Confluence
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enterprise wiki. The meta-model (referring to the structure of the wiki-pages such

as headings and hyperlinks), as for most traditional wiki applications, is predefined

(Dt) and can not be edited by the user (Et). The initial content (Ft) is empty,

and has to be filled actively (Gt) by users who can edit it in a collaborative wiki-

style (Ht). The only parameter in this component for which we can describe a

difference between the two example applications is the complexity of the meta-

model (Ct). Compared to Wikipedia, which mainly consists of text and basic

HTML, Confluence provides a few more advanced structural elements such as tags.

Lastly, the Mapping component reveals some further differences between the two

Visual Wikis. The creation (I) of the mapping is done passively in the case of

WikiMindMap (it is defined by the system). In the case of the Gliffy plugin,

the creation of the mapping can, at least to some extent, be described as active.

That is, a user has limited control over the mapping. In this case, the user can

define into which wiki-page a particular diagram shall be embedded and mapped

to. Even though one can imagine much more “active” versions of this property, in

a direct comparison between the two applications, Gliffy can be defined as being

active. The type of mapping (J) is a 1:1 mapping for WikiMindMap as each wiki

entity (page or page element) corresponds to exactly one visual entity. For the

Gliffy Confluence plugin, each diagram, which is equal to multiple visual entities,

corresponds to exactly one entity in the wiki (a particular wiki-page). Therefore

it is a 1:m mapping. The consistency (K) and coordination (L) are both one way

in the case of WikiMindMap, even though they go in different directions. Changes

to the text component (Wikipedia) automatically affect (update) the contents of

the visualization (consistency). Navigation in the visual representation coordinates

the text component. That is, it is possible to open Wikipedia articles by selecting

entities in the visualization (coordination). For Gliffy, there is neither consistency

nor coordination between the two representations.

To sum up the properties of these example applications, we can conclude that even

though the text component is almost identical, the differences in the visualization

and mapping components result in two very different applications. The most sig-

nificant diversity lies in the manipulation of the visualization (Gv, Hv) which can

be summarized as an “active” (Gliffy Conflunce plugin) and a “passive” (Wiki-

MindMap) approach. Combined with the differences in the mapping component

(most notably I, K, L), this presents two completely different interaction behaviors

suitable for different application domains. The examples also make it clear that
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there are several potential dependencies between the properties. For example, if

the initial content of a representation is empty (Fv, Ft), then it usually has to be

created actively by the user (Gv,Gt). On the other hand, if an initial content exists

(e.g. generated automatically), then no active involvement of a user for editing

might be required. Similarly, the purpose property (A) clearly depends on sev-

eral of the other properties as they describe crucial features for enabling a specific

purpose, for instance the manipulation of content.

4.3 Related Work

4.3.1 Overview

This section describes and discusses existing Visual Wiki applications. That is,

applications which qualify as Visual Wiki tools as defined in our proposed concept

in the previous Section 4.2. The Visual Wiki concept is used as a theoretical

framework to classify and analyze the related work. This will further illustrate

a practical application of the concept after being introduced theoretically above.

In addition to demonstrating the Visual Wiki concept in use, the purpose of this

exercise is to give a comprehensive overview of existing research and commercial

work within a large and diverse application space. However, this survey of related

work is not primarily a means of identifying specific shortcomings of the existing

work.

As the Visual Wiki concept is quite generic, there are many applications and

much research which can be considered here. In order to further structure the

survey of related work we have organized it into three main categories, which

we call passive, active, and hybrid Visual Wikis. Each of the categories can

be further subdivided. We will first look at each of those three categories and

discuss relevant related work. Subsequently we will summarize them and discuss

differences, similarities, and patterns within the related work using the Visual Wiki

concept.
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4.3.2 Passive Approaches

“Passive” Visual Wikis are Visual Wiki applications which create the visualization

component automatically from content of the text component. This category can

further be divided into Visual Wikis which use the actual content of the textual

component in order to generate the visualizations, and Visual Wikis which use

meta-content to do so.

Content

Initially we consider Visual Wikis which visualize existing contents of wiki appli-

cations. These Visual Wikis mainly use graph-based visualizations in which nodes

represent wiki pages and edges represent hyperlinks between them. In most cases,

the purpose of these applications is to present an alternative view of the wiki

contents, which helps users to better navigate, explore, and understand the infor-

mation space. An example Visual Wiki in this category is WikiMindMap, already

discussed in Section 4.2.6. In the following, we will examine similar Visual Wiki

applications.

The TouchGraph WikiBrowser (TouchGraph, 2008; Honegger, 2005), see Figure

4.11(a)2, provides a similar approach but with a more integrated view of both the

original wiki content and a graph-based visualization. The application displays a

wiki page on one side and an interactive graph representing the hyperlinks between

pages (including external links) on the other. The graph interface can be used to

navigate the information space. It gives contextual information as to where a

particular wiki page is located within its wider context. The TouchGraph Wiki-

Browser is implemented for several wiki platforms including MeatballWiki3 and

TWiki4, an open source enterprise wiki.

Further quite similar applications are VisWiki5 (Hoshi, 2009), Wikipedia Explorer

(DotNet Solutions, 2009), Wikipedia-Roll (Muthesius et al., 2008), and Connect-

2Note regarding the legibility of the figure: The shown screen shots are not meant to be readable in detail, but to
give a rough impression of the different applications. Similarly for several following figures.

3MeatballWiki: http://meatballwiki.org

4TWiki TouchGraph Addon: http://twiki.org/cgi-bin/view/Plugins/TouchGraphAddOn

5VisWiki: http://www.viswiki.com
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Figure 4.11: TouchGraph WikiBrowser (a), Wikipedia Explorer (b), Context
Bar (c), HTML Graph Applet (d), Wivi (e), WikiNavMap (f), CherryTree (g),
TiddlyTagMindMap (h), Cluster Map (i).

edText6. VisWiki integrates simple mindmap graphs directly inside web pages

which display content extracted from Wikipedia. The application further aug-

ments the Wikipedia articles with other contextual “visual” artifacts extracted

from YouTube, Flickr, and other sources. Wikipedia Explorer, see Figure 4.11(b),

implemented as a proof-of-concept application for Microsoft’s Azure cloud com-

puting platform, visualizes relationships between Wikipedia articles. The result-

ing graph is displayed alongside the article contents and a user is able to explore

the relationships. Wikipedia-Roll is a visualization and navigation application for

Wikipedia, which simply displays page relationships grouped according to the ar-

ticle sections. ConnectedText is a personal wiki, which, among other features,

6ConnectedText: http://www.connectedtext.com
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visualizes wiki page relationships using an interactive graph. A more generic tool

which helps to visualize the structure of not only wiki pages but any web page,

is the HTML Graph Applet (Salathé, 2008), see Figure 4.11(d). This tool allows

the generation of simple static graphs from any website. The visualized elements

correspond to different HTML elements such as tables and hyperlinks.

CherryTree (Ding et al., 2007), see Figure 4.11(g), presents an enterprise appli-

cation of the Visual Wiki concept. The visualization tool integrates with a com-

pany’s research wiki and displays contents regarding projects overlaid with an

organizational structure. CherryTree is a domain-specific application and holds

semantically-enriched contents. The application aims to enhance the user expe-

rience and improve accessibility. WikiNavMap (Ullman & Kay, 2007), see Fig-

ure 4.11(f), presents a further graph-based visualization technique as an alternative

visual representation of wiki content in order to provide the user with an overview

of the wiki structure. The visual entities correspond to wiki pages as well as “tick-

ets”, which are a way of allocating tasks used in the Trac7 wiki and issue tracking

platform. Wiki pages can be navigated from within the visualization.

Context Bar (Reinhold & Abawi, 2006), see Figure 4.11(c), generates widget-style

visualizations which can be embedded inside wiki pages of the MediaWiki8 plat-

form. The application displays outgoing and incoming hyperlinks of a wiki page

within an interactive graph. As an additional visualization technique, Context Bar

allows to explore the navigation path of previous users as a form of recommending

wiki pages. Similarly, Wivi (Lehmann et al., 2010), see Figure 4.11(e), recom-

mends Wikipedia pages based on the users’ navigation history. It displays the

Wikipedia article next to a radial tree visualization, which shows the visited and

unvisited pages. The suggested unvisited pages are computed based on the visited

pages. The objective of the application is to enable opportunistic exploration of

the wiki contents. A further similar application which aims to recommend related

wiki pages, though less visual, is Eyes of a Wiki (Han & Kim, 2005).

TiddlyTagMindMap (Robson, 2008), see Figure 4.11(h), integrates visualizations

into the personal wiki platform TiddlyWiki9. The application helps to navigate

7Trac: http://trac.edgewall.org

8MediaWiki: http://www.mediawiki.org

9TiddlyWiki: http://www.tiddlywiki.com
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the wiki space by visualizing relationships of wiki pages as well as associated tags

in an interactive graph. There are several other approaches of visualizing tags. For

instance, Cluster Map (Klerkx & Duval, 2007; Fluit et al., 2006), see Figure 4.11(i),

completely focuses on visualizing tags. However, instead of a wiki as its repository

it makes use of the social bookmaking application Delicious10. Cluster Map allows a

user to visually explore the bookmarks and associated tags in a given repository. In

similar ways, there are several other approaches for visualizing tags, most notably

the popular tagclouds (Rivadeneira et al., 2007) which are a means of navigating

collaborative spaces.

Besides tags, there are several other specific types of content which could be vi-

sualized using specific visual languages. Two examples are temporal and geospa-

tial contents. HistoryViz (Sipoš et al., 2009), see Figure 4.12(a), and Timely

YAGO (Wang et al., 2010) both extract temporal information from Wikipedia

articles and display them in an interactive timeline view. Wikihood11 and The

Full Wiki12, see Figure 4.12(b), are two examples of applications which extract

geospatial content from Wikipedia and display it on a geographic map alongside

the original Wikipedia contents.

Figure 4.12: HistoryViz (a), The Full Wiki (b).

Of course, this also works the other way around. Instead of drilling further into

specific types of content of a given wiki and visualizing those, one can see the

value in taking a step back and attempting to visualize the complete wiki space

at once. In the case of Wikipedia, this presents a challenge due to the size of

10Delicious: http://www.delicious.com

11Wikihood: http://www.wikihood.com

12The Full Wiki: http://maps.thefullwiki.org
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the application. Example approaches, such as WikiViz (Harrison, 2007b), see

Figure 4.13(b), and ClusterBall (Harrison, 2007a), see Figure 4.13(a), attempt to

visualize all Wikipedia articles as well as all of its categories respectively. Other

approaches, such as (Holloway et al., 2007) visualize a Semantic Map of all of

Wikipedia, see Figure 4.13(c). Further visualization work, which is out of scope

for our context but possibly of interest to mention, concerns the visualization of the

complete blogosphere13, see Figure 4.13(d), and ultimately the Internet as a whole.

For instance the Internet Map (AT&T Labs Inc., 2007), the Opte Project (The

Opte Project, 2005), see Figure 4.13(e), or the “Peacock-on-the-windshield” map

(Cheswick et al., 2000; Burch & Cheswick, 1999).

Figure 4.13: ClusterBall (a), WikiViz (b), semantic map of Wikipedia (c), blo-
gosphere visualization (d), Opte Project (e).

Some of the applications discussed above compute or process the wiki contents be-

fore visualizing them. For instance, Wivi computes suggested relevant wiki pages,

HistoryViz extracts temporal contents from wiki pages, and Semantic Map com-

putes the semantic coverage of a wiki. However, most of the related works above

13See e.g. http://datamining.typepad.com/data mining/2007/01/the blogosphere.html
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present relatively straightforward approaches to extracting existing contents, such

as document structures, and visualizing them as a means for users to better navi-

gate and explore the wiki. Other, arguably more sophisticated approaches, include

different forms of content analysis in order to extract and visualize relevant infor-

mation. To name just a few, ViskiMap and ENWiC (Espiritu et al., 2008) process

the complete contents of a wiki in order to create a topic map, and Hōpara (Milne,

2010) performs a semantic analysis and allows navigation of the resulting struc-

tures in a visual way. These attempts are also closely related to Semantic Wikis

such as DBpedia (Auer et al., 2007) or the Semantic MediaWiki (Völkel et al.,

2006) as well as approaches of visualizing those, e.g. (Cammarano et al., 2007).

We will further discuss some of this related work in more detail in Section 6.4 (see

page 126) where we focus on the development of a “Semantic Visual Wiki”.

Meta-Content

Several further quite active but rather different research areas concern the visu-

alization of what could be called the “meta-content” of wikis. Besides the actual

content, a wiki application usually also captures considerable amounts of meta-

content regarding the process of the content creation. Most notably, this includes

the editing history (different versions of the content over time) and authorship

data (contributions by authors over time). The visualization and analysis of this

meta-content potentially provide insight for users as well as administrators. Ex-

ample application areas are content evolution visualization, reliability and trust

estimation, vandalism detection, and contribution analysis.

IBM Research’s History Flow 14 (Viégas et al., 2007b, 2004), see Figure 4.14(a),

visualizes the evolution of Wikipedia articles. The application introduces a vi-

sualization mechanism which plots the contributions of different authors along a

timeline. The user interface integrates the visualization with a text panel showing

the relevant Wikipedia article. When navigating the visualization, the correspond-

ing version of the article is shown in the text panel. Scrolling within the text moves

a marker in the visual component. The History Flow application provides insight

into the evolution of the wiki articles. For instance, it reveals patterns such as

so-called edit-wars (users repeatedly undoing each other’s edits), potentially de-

14History Flow: www.research.ibm.com/visual/projects/history flow
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Figure 4.14: History Flow (a), WikiDashBoard (b), iChase (c), WikipediaViz (d),
Chromogram (e), WikiTrust (f).

tects vandalism, and provides insight into the users’ social behavior. Even though

History Flow uses Wikipedia as an example, the authors envision the tool also to

be useful for visualizing the evolution of other collaborative documents.

WikiDashBoard15 (Pirolli et al., 2009; Chi et al., 2008; Suh et al., 2008), see Fig-

ure 4.14(b), provides an interactive visualization of Wikipedia article and author

editing history. The timeline-based visualizations are embedded directly into the

head of Wikipedia pages. They display weekly edit trends of the top active contrib-

utors using a heatmap visualization metaphor (the more contributions, the darker

the color). Similarly to History Flow, the visualization can be used to navigate to

previous versions of an article. The main purpose of WikiDashBoard is to provide

the user with additional information in order to increase their credibility judg-

ment of specific articles as well as authors. Furthermore, the application provides

general insight into the editing history of articles as well as the behavior of their

contributors.

15WikiDashBoard: http://wikidashboard.appspot.com
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Microsoft Research’s iChase (Riche et al., 2010), see Figure 4.14(c), presents a sim-

ilar approach. The application provides an interactive visualization of a Wikipedia

article’s editing history. Like WikiDashBoard, iChase displays both article- and

author-centric views and uses a timeline-based metaphor which displays a heatmap

of the top authors’ contributions. The visualization is interactive and a user is able

to drill into details by expanding the time range or the details shown for articles

and contributors. Furthermore, links are provided to open the original Wikipedia

content and its history. The objective of iChase is to raise the administrators’

awareness of article editing activities and ultimately to improve the quality and

credibility of Wikipedia articles.

A further timeline-based visualization metaphor is used in the Chromogram (Wat-

tenberg et al., 2007) application, see Figure 4.14(e), which aims to analyze Wiki-

pedia administrators’ editing history. The application proposes a visualization

technique which displays sequences of text (e.g. comments associated with re-

visions) by mapping its content to colored bars. WikipediaViz (Chevalier et al.,

2010), see Figure 4.14(d), presents a set of smaller widget-style visualizations di-

rectly embedded into Wikipedia. The visualizations show different measures which

allow users to assess the quality of an article. The measures (e.g. shown in simple

pie and bar charts) display the main contributing authors, the amount of contribu-

tions over time, and the degree of article connectedness. WikiTrust16 (Adler et al.,

2008), see Figure 4.14(f), focuses on visualizing a measure of trust for Wikipedia

contents. Also making use of the revision history and the reputation of contributing

authors, WikiTrust computes trust metrics for text sequences and visualizes those

directly inside the content using a heatmap technique (coloring text-backgrounds).

Further work with similar objectives include for instance graph visualizations to

detect editing conflicts in Wikipedia (Kittur et al., 2007; Suh et al., 2007), network

visualizations of co-authorship (Korfiatis et al., 2006; Biuk-Aghai, 2006), and visu-

alizations of contributions (Arazy et al., 2010) and deletion discussions (Stefaner

et al., 2010).

All of the above-described related works in the area of “meta-content” Visual

Wikis use Wikipedia as their repository. This is due to the popularity, size, and

accessibility of Wikipedia which makes it suitable for research. However, as pointed

out by several authors of the above works (History Flow, Chromogram, WikiTrust),

16WikiTrust: www.wikitrust.net
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they see their approaches and techniques applicable to other wikis and collaborative

documents as well.

4.3.3 Active Approaches

“Active” Visual Wikis are Visual Wiki applications in which the contents of the

visualization component are mainly created manually by the user. This allows for

collaborative creations of visualizations using specific visual languages. In order

to qualify for a Visual Wiki according to our definition, relevant applications also

need a text component. In most cases, this can be a wiki or a web application into

which the visualization is embedded, or connected to via hyperlinks. An example

of such an active Visual Wiki is the Gliffy plugin for the Confluence wiki as we

discussed in Section 4.2.6. Gliffy allows collaborative creation of diagrams and

embedding those into wiki pages.

In order to further structure the analysis of this related work, we can categorize

these “active” Visual Wikis according to the complexity of the visual language used.

This complexity refers to the complexity of the meta-model of the visualization

component in our Visual Wiki concept (see property Cv in Figure 4.4). In the

following, we will begin by looking at applications which use relatively simple

visual languages and then proceed to Visual Wikis which make use of increasingly

complex domain-specific languages.

Mind-Mapping

A relatively simple visual language is used for the wide-spread mind-mapping

technique, for which there are also many web-based implementations allowing col-

laborative editing. Mind-maps (Buzan & Buzan, 1993) consist of simple nodes

which represent ideas, concepts, or other things, and hierarchical relationships be-

tween them. One of its purposes is to brainstorm, document, visualize, and com-

municate ideas in a relatively unrestricted format. Commercially available online

mind-mapping technologies include applications such as MindMeister (MeisterLabs

GmbH, 2010), see Figure 4.15(a). MindMeister allows creating, editing, and shar-

ing mind-maps online. Furthermore, the mind-maps can connect individual nodes

to websites via URLs, and the maps can also be embedded within websites as a

whole (the text component of the Visual Wiki concept). Quite similar in function-
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ality are Mindjet Catalyst (Mindjet, 2010), WebBrain17 (TheBrain Technologies

LP, 2010), see Figure 4.15(b), bubbl.us (Kirill & Levon, 2010), Mind42 (IRIAN,

2008), and SpicyNodes18. Mindjet and WebBrain are available as single-user mind-

mapping applications as well. Similarly, FreeMind (FreeMind, 2008), see Figure

4.15(c), is a stand-alone mind-mapping tool but is also available as a plugin for the

Wikka19 wiki which allows the integration of mind-maps directly into wiki pages.

Pearltrees (Pearltrees, 2010), see Figure 4.15(d), combines elements of the online

mind-mapping technique with a social bookmarking metaphor. The application al-

lows users to individually or collaboratively bookmark websites (displayed as visual

“pearls”) and arrange them in a graph similar to a mind-map.

Collaborative mind-mapping technologies have also been the focus of academic

research. GroupMind (Shih et al., 2009), for instance, presents an online mind-

mapping application which is used as a case study to analyze the effect of such ap-

plications for improving creative teamwork including brainstorming. More detailed

reviews and further discussions of some of the above-mentioned mind-mapping ap-

plications can be found in (Koznov & Pliskin, 2009; Douma & Romano, 2009).

These studies also discuss the potential of online mind-mapping techniques as

teaching tools, in particular within collaborative learning environments. A general

discussion of mind-maps and similar techniques can be found in (Eppler, 2006).

Diagramming

A group of Visual Wiki applications which employ slightly more complex visual

languages can be summarized as collaborative diagramming tools. These appli-

cations allow users to collaboratively create diagrams using one or several domain-

specific visual languages such as UML and flowcharts. The meta-models of those

languages are more sophisticated compared to the simple mind-maps as they in-

clude more strictly defined syntax and semantics (Ferrucci et al., 1998). Just as for

the mind-mapping applications above, we are interested in tools which also allow

for an integration of the diagrams with a text component e.g. in form of wiki pages

or websites.

17WebBrain is the online version of TheBrain (http://www.thebrain.com)

18SpicyNodes: http://www.spicynodes.org/

19Wikka: http://wikkawiki.org/FreeMindSandBox
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Figure 4.15: MindMeister (a), WebBrain (b), FreeMind (c), Pearltrees (d).

As with the mind-mapping applications there are several commercial applications

available. An example is the already discussed Gliffy plugin for the Confluence

Wiki (see Section 4.2.6). Gliffy is a collaborative visual editor for a wide range of

domain-specific visual languages such as UML diagrams, entity-relationship (ER)

diagrams, floor plans, and several more, which can be directly embedded into wiki

pages. Other very similar commercial applications include Creately (Cinergix Pty.

Ltd., 2010), see Figure 4.16(a), Lovely Charts (Cordiez, 2010), Dabbleboard20, and

Cacoo21, see Figure 4.16(c). All of them provide a set of different visual languages,

online collaboration mechanisms, and the ability to embed the diagrams into web-

sites. CogMap22, which focuses only on one visual language, allows collaborative

creation of organizational charts. Wikipedia also offers a few visual languages

such as family trees and timelines which can be expressed using a markup lan-

guage (Viégas, 2007). Online office applications such as Google Docs23, see Figure

20Dabbleboard: http://dabbleboard.com

21Cacoo: http://cacoo.com/

22CogMap: http://www.cogmap.com

23Google Docs: http://docs.google.com
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4.16(b), offer several shapes and diagramming tools for co-creating diagrams and

graphics within a text document.

Figure 4.16: Creately (a), Google Docs (b), Cocoo (c), COLER (d), Abstract
Minds (e), Pounamu/Thin (f), Belvedere (g), DebateGraph (h), NutCASE (i).

Scholarly interests in collaborative diagramming techniques can be found in a wide

range of visual languages and application domains. Abstract Minds (Tolosa et al.,

2010), see Figure 4.16(e), presents a prototype for collaboratively creating general-

purpose diagrams. COLER (Constantino-González & Suthers, 2000), see Figure

4.16(d), is a collaborative learning environment for entity-relationship (ER) mod-

eling. The text component consists of a problem description. Students who use the

tool are able to collaboratively model the given problem within an ER modeling

view. Online argumentation tools such as Cohere (Shum, 2008), Belvedere (Suthers

et al., 2008, 1997), see Figure 4.16(g), CoPe it! 24 (Tzagarakis et al., 2009), and

24CoPe it!: http://copeit.cti.gr
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DebateGraph25, see Figure 4.16(h), help distributed teams to better make collabo-

rative decisions. Argumentations are modeled and displayed in a graph-based vi-

sual interface. The text component can represent an integrated textual description

of the issue which is being discussed (Cohere), a detailed elaboration of the partic-

ular argument (DebateGraph), or other material relevant to the issue (Belvedere,

CoPe it!). Another quite active research area is that of collaborative technologies

for computer-aided software engineering (CASE). These online CASE tools allow

distributed development teams to collaboratively work on software artifacts such

as UML diagrams. Example applications include Pounamu/Thin (Cao et al., 2005,

2004), see Figure 4.16(f), OzWeb (Kaiser et al., 1998), NutCASE (Mackay et al.,

2003), see Figure 4.16(i), Seek (Khaled et al., 2002), and Online CASE Tool (Ling

& Palaniappan, 2009). While some are general CASE tools (e.g. Pounamu/Thin),

others focus on specific UML diagrams (e.g. NutCASE for class diagrams and

Seek for sequence diagrams). As a text component according to our Visual Wiki

concept is missing in some of these applications, we could argue that they are

slightly out of scope. However, integration with textual artifacts is a possibility

and is, for instance, realized in OzWeb. A further discussion including a future

roadmap for collaborative software engineering research can for example be found

in (Whitehead, 2007). The role of visualizations in this context is emphasized in

(Storey et al., 2008).

Semantic Modeling

A category of active Visual Wiki applications, which goes beyond the above-

described modeling of simple mind-maps or domain-specific diagrams, could be

summarized as Visual Wikis for semantic modeling. These applications are con-

cerned with the collaborative visual organization and representation of knowledge,

as opposed to the less abstract contents of the visual languages seen in previous

examples. Concept-maps (Novak & Gowin, 1984), which consist of concept nodes

and typed relationships between them, represent a commonly used metaphor. The

building blocks of a knowledge representation using such concept-maps are propo-

sitions, which consist of two or more connected concepts to form a meaningful

statement (Novak & Cañas, 2006). Concept-maps have similarities with topic-

25DebateGraph: http://debategraph.org
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maps (Maicher & Park, 2006) and mind-maps (Buzan & Buzan, 1993) discussed

earlier.

A prominent example of such a Visual Wiki for semantic modeling is Cmap-

Tools26 (Cañas et al., 2004), see Figure 4.17(a). CmapTools allows users to graphi-

cally model a knowledge domain using a concept-map and to collaborate and share

the knowledge constructions. Furthermore, concepts can be linked to a wide range

of resources such as websites. This allows for an integration of the visual component

with textual ones. Therefore, the tool qualifies as a Visual Wiki application. Other

Visual Wiki applications which fall under this category are for example FREMA

Semantic Wiki (Millard et al., 2008), see Figure 4.17(b), and ShyWiki27 (Solis &

Ali, 2010), see Figure 4.17(c). The FREMA Semantic Wiki is an application which

integrates the Semantic MediaWiki (Völkel et al., 2006) with a concept-map. The

concept-map represents semantic constructs which are contained within the wiki

and therefore provides an overview of the domain. However, the concept-map is

only editable indirectly through the wiki markup language. ShyWiki is a semantic

wiki which allows users to spatially arrange elements of the wiki page contents.

These contents could be sections of text, images, data structures represented as

tables, or concepts. Using informal spatial distributions, the ShyWiki allows for

implicit knowledge documentation, e.g. by clustering or aligning content elements.

In addition, explicit knowledge can collaboratively be created in form of concepts

and typed relationships similar to the concept-map approach.

Figure 4.17: CmapTools (a), FREMA Semantic Wiki (b), ShyWiki (c).

26CmapTools: http://cmap.ihmc.us

27ShyWiki: http://shywiki.org
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Geographical

A further category of active Visual Wiki applications can be found in the space

of web-based geographical information systems (GIS). Here we are interested

in online GIS applications which include collaborative editing functionalities. In

Section 4.3.2 we have already mentioned Visual Wikis which passively extract

geospatial contents out of wiki applications and display them on a geographical

map. Here, however, we are concerned with geographical Visual Wikis which allow

users to edit the map itself and its features. The map, including its annotations of

locations and areas, represents the visualization component according to our Visual

Wiki concept. The text component consists of embedded textual information or

web pages which are linked to different elements of the map.

A very popular application in this category is OpenStreetMap28 (Haklay & We-

ber, 2008), see Figure 4.18(a). The application provides a free editable map of

the world. Just as with a traditional text-based wiki, a user can contribute to

all of the contents of a map itself, including streets, areas, labels, borders, and

more. Google Map Maker 29 provides similar features for Google Maps30. In addi-

tion, Google Maps also lets users add and edit the locations of places of interest

such as businesses and public buildings. Mashups which integrate web mapping

applications such as Google Maps, Google Earth31, or Bing Maps32 with external

sources are very popular, and some of them would also fall into the Visual Wiki

category. For example, Wikimapia33, see Figure 4.18(b), lets users define places

and rectangular areas in a map and annotate them with textual information as

well as links to Wikipedia. FixMyStreet34, see Figure 4.18(c), and SeeClickFix 35

allow people to collaboratively map locations which are in need of maintenance

(King & Brown, 2007). A further discussion of the geographical wiki concept can

be found in (Priedhorsky, 2010).

28OpenStreetMap: http://www.openstreetmap.org

29Google Map Maker: http://www.google.com/mapmaker

30Google Maps: http://maps.google.com

31Google Earth: http://www.google.com/earth

32Bing Maps: www.bing.com/maps

33Wikimapia: http://wikimapia.org

34FixMyStreet: http://www.fixmystreet.com

35SeeClickFix: http://seeclickfix.com
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Figure 4.18: OpenStreetMap (a), Wikimapia (b), FixMyStreet (c).

Sketching

As a last category of active Visual Wikis, we consider collaborative applications

which allow for sketching (freehand drawing) inputs. As opposed to the structured

visual languages used in all of the previously discussed related work, this category

uses freehand drawings as the visual component. As with many of the other Visual

Wiki tools, the text component in most cases is integrated either as a website into

which the drawing application is embedded, or as any kind of text document which

is linked to the drawing. Several plugin applications, such as AnyWikiDraw 36, see

Figure 4.19(a), and NetDraw (Yamanoue, 2010), add freehand drawing capabilities

to wiki platforms. AnyWikiDraw is a drawing editor which can be embedded into

several wikis, including MediaWiki37 and TWiki38. NetDraw is a drawing plugin

for the PukiWiki39 platform. Other commercial applications such as Twiddla40,

see Figure 4.19(b), as well as research applications such as Clicki (Gordon et al.,

2005) employ similar freehand drawing functionalities. The sketching community

(Johnson et al., 2009) has also produced several applications which focus on col-

laborative drawings. For example, TEAM STORM (Hailpern et al., 2007), see

Figure 4.19(c), allows co-located collaborative sketching. Similar approaches are

MCSketcher (Zurita et al., 2008), Tivoli (Pedersen et al., 1993), and Colab (Stefik

et al., 1987). Further discussions can be found in (Warr & O’Neill, 2007). However,

most of these applications focus on co-located collaborations and do not necessarily

integrate a text component according to our Visual Wiki concept.

36AnyWikiDraw: http://www.randelshofer.ch/anywikidraw/index.html

37MediaWiki: http://www.mediawiki.org

38TWiki: http://twiki.org

39PukiWiki: http://pukiwiki.sourceforge.jp

40Twiddla: http://www.twiddla.com
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Figure 4.19: AnyWikiDraw (a), Twiddla (b), TEAM STORM (c).

4.3.4 Hybrid Approaches

“Hybrid” Visual Wikis are Visual Wiki tools which employ elements of both the

active as well as the passive approaches. Such a combination of elements mainly

refers to the following two characteristics. (1) From the passive approach it takes

into account the ability to create visualizations in an automated or semi-automated

way, meaning that the visual representation does not have to be created by the

users from scratch as in the case of the active Visual Wikis. (2) From the active

approach it takes into account the ability that the user is still to some extent in

control of generating and manipulating the visualizations, meaning that the visual

representation is not merely a passive and pre-defined representation of existing

wiki contents as in many of the passive Visual Wikis. Looking at the related work

of hybrid approaches, we can roughly divide them into two categories. One makes

use of external sources for creating the visualizations, and the other makes use

of internal sources.

External Sources

Hybrid Visual Wikis which make use of external sources for creating visualiza-

tions can be characterized as follows. Firstly, the data which is used to generate the

visualization component originates from an “external” source. That is, a source

which is not originally part of the Visual Wiki application. For example, the data

source could be a document uploaded by a user. The application is then able to cre-

ate and modify a visualization using that data. The visual component is mapped

to a text component, e.g. by embedding it into a website. Lastly, wiki-style editing

functionality is provided for the visual representation and optionally also for the

text representation.
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Figure 4.20: Many Eyes (a), Tableau Public (b), iCharts (c), Mycrocosm (d),
Chartle (e).

A well-known example which falls into this category is IBM Research’s Many

Eyes (Viégas et al., 2007a), see Figure 4.20(a). Many Eyes is a public website,

which allows users to upload data, create interactive visualizations, and start dis-

cussions around them. After uploading data in form of unstructured or structured

(tab-delimited) text, the users can map those to a large set of provided visualiza-

tion components, such as bar charts, treemaps, bubblecharts, and tag clouds. The

resulting visualization can be published and then be discussed within an online

community. A wiki-style editing of the visualization is enabled to some extent, as

users can manipulate the mapping, change the underlying data, or re-use it for

a different visualization. The text component, represented as a discussion page

or blog post into which the visualization is embedded, also provides some collab-

orative or social functionality. The application is intended to be used as a tool

to collaborate around visualizations and to foster discussions among users. Many

Eyes is actively used within several domains such as research, political advocacy,

journalism, and social interactions (Viégas et al., 2008; Danis et al., 2008).

A similar tool and a predecessor to Many Eyes is sens.us (Heer et al., 2009) which

is smaller in scope, provides fewer visualizations and was not intended for the pub-

lic Web. Mycrocosm (Assogba & Donath, 2009), see Figure 4.20(d), is inspired

by Many Eyes and provides similar functionality within a micro-blogging environ-

ment. Users are able to create simple graphs and charts, usually using “personal
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statistics”, and share them with an online community. Many further, mainly com-

mercial, applications exist, which are similar to Many Eyes, and thus fall under

the category of hybrid Visual Wikis with an external source. Tableau Public41, see

Figure 4.20(b), Swivel42, iCharts43, see Figure 4.20(c), Data360 44, and Chartle45,

see Figure 4.20(e), all let users upload data, create interactive visualizations and

embed those into websites. Other equivalent applications focus on the tracking

and sharing of government data (Socrata46), community data (DataPlace47), and

personal data (Track-n-Graph48).

Figure 4.21: Copernicus (a), 3D Wiki (b), Molecular Wiki (c).

As the Web is moving more and more towards three-dimensional content, we can

also observe research in the area of web-based collaboration with focus on 3D arti-

facts and representations. Some of this work falls into the category of hybrid Visual

Wikis with external sources. Copernicus (Cobos et al., 2009), see Figure 4.21(a),

for instance is a 3D encyclopedia which makes use of a 3D wiki engine. Copernicus

in some ways resembles Wikipedia but besides a textual description of an article,

the application also provides a three-dimensional scene displayed behind the text.

Creating an article thus consists of writing the text as well as composing a 3D scene.

This is done either by re-using elements from existing articles or by uploading 3D

objects from external sources. The visualization is interactive, e.g. specific links or

sections of the text can navigate to predefined views within the 3D scene. A slightly

less generic application is the 3D Wiki (Roberts et al., 2010), see Figure 4.21(b).

41Tableau Public: http://www.tableausoftware.com/public

42Swivel shut down in 2010.

43iCharts: http://www.icharts.net

44Data360: http://www.data360.org

45Chartle: http://www.chartle.net

46Socrata: http://www.socrata.com

47DataPlace: http://www.dataplace.org

48Track-n-Graph: http://www.trackngraph.com
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3D Wiki focuses on the three-dimensional display of technical machinery which

can be explored by multiple users within a virtual world environment, similar to

SecondLife (Rymaszewski et al., 2006). Content can be uploaded from a variety

of computer-aided design (CAD) programs. As in the case of Copernicus, the

3D content is integrated with a wiki, which in this case is used to document the

CAD model and its different components. Also, the wiki content and the compo-

nents of the 3D models can be linked, allowing the user to interactively explore

the visual representations. Another quite domain-specific application is Molecular

Wiki (Marchese & Brajkovska, 2007), see Figure 4.21(c). Molecular Wiki pro-

vides a collaborative visualization system for the chemical sciences. It integrates

a traditional wiki with interactive three-dimensional visualizations of molecular

structures. Visual representations of molecules are created from external text files

which are visualized using the Jmol49 browser plug-in and integrated with the JSP-

Wiki50. Users are able to edit the underlying text file of the visualizations. Specific

wiki markups can be added in order to navigate the 3D molecular structures. Sim-

ilar work which supports collaborative editing of molecular structures is presented

in (Chastine et al., 2005);

In each of these three examples, an external source is used to generate the visu-

alization, which is still editable within the confines of the respective application,

thus qualifying for a hybrid Visual Wiki according to our definition.

Internal Sources

This last category of hybrid Visual Wikis, which make use of internal sources,

is generally similar to the external source hybrid category in the way that it allows

automatic or semi-automatic creation of visualizations while still offering some

functionalities to manipulate these. The only difference is that this category uses

internal sources as opposed to external ones, which have to be uploaded by the

user. Internal sources are for example existing parts of a wiki content (or meta-

content) which can in some way be selected by the user as a source for the visual

component.

49Jmol: http://jmol.sourceforge.net

50JSPWiki: http://www.jspwiki.org
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A good example to illustrate this category is VisPedia (Chan et al., 2009, 2008),

see Figure 4.22(b). VisPedia is a web-based visualization system which integrates

with Wikipedia. A user is able to select a data table within a Wikipedia article,

choose a visualization type suitable for that data (map, timeline, or scatterplot),

and produce a visualization in form of an interactive widget which will be embedded

within the page. After choosing the visualization type, the user is also provided

with an extended search interface in order to query for further related information

needed to generate the visualization (e.g. properties from related articles). The

final visual representation can be refined and explored interactively by the user.

VisPedia qualifies as a hybrid Visual Wiki as the visual component is generated

semi-automatically and can be edited and refined by the user. Additionally, it uses

an internal source, namely tables contained within Wikipedia. VisGets51 (Dörk

et al., 2009, 2008), see Figure 4.22(a), includes elements of a hybrid Visual Wiki

as well. While being a more generic visual search and exploration application

for web-based information, it can also be used to explore Wikipedia contents.

VisGets provides several coordinated views (geographic map, temporal bar chart,

and tag-cloud) which allow for interactive search and filtering functionality of the

related information, such as Wikipedia articles. WikiTrails (Reinhold, 2006), see

Figure 4.22(c), combines elements of the active and the passive approach to the

Visual Wiki concept. WikiTrails aims to improve contextual navigation by adding

interactive visual elements which represent navigational paths or trails of the users.

The system, which is realized for the MediaWiki platform, allows those trails to

be generated either manually (active approach), or it infers them automatically by

tracking a user’s implicit navigational information (passive approach). WikiTrails

has similarities with Wivi, see Section 4.3.2.

Figure 4.22: VisGets (a), VisPedia (b), WikiTrails (c).

51VisGets: http://pages.cpsc.ucalgary.ca/∼mdoerk/view/explore
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4.3.5 Analysis

As a final analysis, we will use the Visual Wiki concept sheet (see Figure 4.7)

introduced in Section 4.2 in order to highlight and illustrate patterns within the

discussed Visual Wiki work. The Visual Wiki concept sheet contains the properties

and possible values for the four components of the Visual Wiki (setting, visualiza-

tion, mapping, text). Just as we used the sheet in Section 4.2.6, we can now use

it to plot the respective values of our three main categories of passive, active,

and hybrid Visual Wikis. Instead of plotting individual Visual Wiki applications,

however, we illustrate general patterns within the three categories, using a heat-

map style depiction. We start with a comparison of the passive and the active

Visual Wikis and then examine the hybrid approaches.

A summary of the passive approaches and the active approaches can be seen

in Figure 4.23. The colored dots and bars represent values and sets of values

which can be observed within the Visual Wikis of the respective categories. The

saturation of the colors roughly corresponds to the relative number of occurrences

of that value in all applications within the category. For example, dark green and

dark orange represent a value which can be found in most or all of the Visual Wiki

examples in that category, light green and light orange represent a value which is

not that common.

Within the Setting component we can see big differences between the passive

and the active Visual Wikis. For passive applications the purpose (A) in most

cases is that of simple orientation and navigation. In some cases it goes beyond

that and also focuses on the understanding of the information space (e.g. some

of the applications concerned with meta-content, see Section 4.3.2). On the other

hand, the purpose for passive approaches is mainly that of manipulation of content.

Some of the passive applications also focus on understanding (e.g. CmapTools,

Abstract Minds, and DebateGraph). The content (B) for both categories can

range from general to specific. Passive approaches tend towards general contents:

many applications are concerned with Wikipedia and also seem to be more suitable

for general purpose contents. Active approaches, in contrast, tend more towards

specific contents: some of them deal with very specific visual languages.

Crucial differences, which are responsible for distinguishing the passive and active

approaches, can be seen in the Visualization component. The main difference
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Figure 4.23: Summary of passive (left) and active (right) Visual Wikis using the
Visual Wiki concept sheet.

here lies in the creation (Gv) and editing (Hv) of the graph, which is uniformly

passive and fixed in the case of the passive approaches, and uniformly active and

in a wiki-style for the active approaches. Furthermore, passive approaches usually

have initial content (Fv) which is extracted from the text component. Active

approaches have an empty initial content. The complexity of the meta-model (Cv)

can be quite simple but also fairly sophisticated for most of the active Visual

Wikis as they use specific visual languages including rich attributes and constraints.

Passive approaches mainly deal with simple visual languages consisting of simple

nodes and relationships, and some attributes. The remaining properties (Dv and

Ev) are identical for passive and active approaches.

The Mapping component is quite different for most of its properties. Not surpris-

ingly, the creation (I) of the mapping is done uniformly passively for the passive

approaches (which means that it cannot be influenced by the user), and actively

for the active approaches. The consistency (K), which refers to the influence that

edits have on the respective other representation, is one-way for all passive Visual

Wikis. That is, edits to the text component have an effect on the visual component.

For active approaches, there is no consistency as edits do not influence the other

representation. The coordination (L) property shows some overlap, as applications

in both categories can have one-way navigation coordination (e.g. TouchGraph
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WikiBrowser, Wikipedia Explorer, MindMeister). Passive approaches also employ

two-way coordination (e.g. The Full Wiki, TiddlyTagMindMap), while there are

cases of active approaches with no coordination (e.g. ShyWiki, AnyWikiDraw).

Lastly, the type (J) of mapping is identical and includes 1:1 as well as 1:m map-

pings.

The last component, the Text component, is almost identical for the passive and

active Visual Wiki approaches. For both categories, this component refers mainly

to a traditional wiki application such as Wikipedia. In both cases it could also be a

more structured wiki such as an enterprise wiki (e.g. WikiNavMap, CherryTree), or

even a semantic wiki (e.g. FREMA Semantic Wiki). Such differences in the degree

of structure are represented in the complexity (Ct) of the meta-model property.

For the active Visual Wikis, the text component does not necessarily have to be

editable in a wiki-style at all, as the visual representation is already editable in

such a way. Therefore the creation (Gt) and editing (Ht) properties of the passive

approach could also be passive and fixed. The remaining properties (Dt, Et, and

Ft) are identical for passive and active approaches.

Figure 4.24: Summary of hybrid Visual Wikis using the Visual Wiki concept
sheet.

Figure 4.24 shows the Visual Wiki concept sheet for the hybrid Visual Wiki ap-

proaches as discussed in Section 4.3.4. As already mentioned, this approach overall
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is a combination of the active and the passive approaches. Therefore, several of the

property values depicted in the sheet are fairly straightforward. The ones to specif-

ically point out are the following. Within the Setting component, both purpose

(A) and content (B) can now span all of the possible values. Within the Visu-

alization component, the creation (Gv) and editing (Hv) properties take values

which are somewhere between the passive/fixed and the active/wiki-style values.

This means that creation of the visualizations is usually done semi-automatically

(passive) with some guidance or influence by the user (active) and that they are

partly editable after their creation (not completely fixed). Additionally, the initial

content (Fv) is either extracted from the wiki (internal sources) or imported (ex-

ternal sources). For the Mapping component, the creation (I) property is also a

mix of active and passive, which means that a user is to some extent in control

of the mapping. The Text component is straightforward and represents in most

cases a traditional wiki application.

As a result of the extensive survey of related work as well as the example uses of the

Visual Wiki model earlier (see Section 4.2.6, page 68), the following observations

can be made about our proposed model.

Firstly, the Visual Wiki model is a generic theoretical framework which can be used

to describe a wide variety of applications. We demonstrated this by discussing a

very wide range of related work which covers many different application domains.

Despite these differences, the Visual Wiki model allows one to easily compare even

such diverse applications. Without such a model, it might be very difficult to

attempt a comparison like this. However, the trade-off for being able to describe

such diverse applications lies in the lack of precise and quantifiable properties. The

values of the properties have to be defined at a very abstract level and will, in some

cases, be subject to further discussion.

Nevertheless, we believe the proposed Visual Wiki framework provides value for

three main reasons. (1) The concept can be used to describe and frame the appli-

cation domain in which we are interested. (2) The concept allows one to analyze,

categorize, and discuss existing Visual Wiki applications. This includes direct

comparisons as well as pattern and trend detections across existing applications.

(3) The concept helps to plan, design, and discuss new instances of Visual Wikis.

Lastly, it is important to note that the Visual Wiki concept is meant to be extend-

able. The components, parameters, and possible values as well as their granularity
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have been chosen in a way that they support the purpose and scope of this thesis.

However, we see them as a starting point and part of a flexible framework. All the

elements can easily be changed, extended, or reduced.

4.4 Summary

This chapter introduced the Visual Wiki concept and discussed related work

which falls into the category of this concept.

The proposed Visual Wiki concept is a theoretical framework which can be

used to describe a relatively wide range of web-based collaborative applications,

which provide some form of integration of a visual and a textual representation.

The concept consists of four components: (1) a visualization component, and (2)

a text component which both describe specifics about those two representations,

including their complexity and how they are created and edited, (3) a mapping

component, which describes how the two representations are linked together and

how they influence each other, and (4) a setting component which describes the

overall content and purpose of an application. The main purpose of the Visual

Wiki concept is to describe, analyze, and discuss existing as well as new instances

of Visual Wikis.

In the related work section of this chapter, we have applied the proposed Visual

Wiki concept in order to survey and discuss a broad range of applications which

can be described using this concept. We have roughly divided related work into

passive, active, and hybrid approaches. We have further subdivided those cate-

gories and used the Visual Wiki concept to illustrate differences, similarities, and

patterns among existing applications. The objective of the related work section is

to demonstrate the Visual Wiki concept in use and by doing so further clarifying

it. As the proposed concept covers a very broad spectrum of diverse applications,

this survey is not meant to include all the existing related works, but to include

the main works and point out the diversity.

In the following chapters we will describe the design and implementation of four

exemplar Visual Wiki applications. Among other points, this will demonstrate

the Visual Wiki concept as a tool for designing new Visual Wiki instances. These

prototypes will also serve as examples for the development of a Visual Wiki meta-

tool application using the evolving frameworks pattern (Roberts & Johnson, 1997).
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Visual Wiki Examples

This chapter provides an introduction for the design and implementation of four

example Visual Wikis and outlines the research methodology used for their

development and evaluation. A detailed description of those example applications

follows in the subsequent chapters.

5.1 Introduction

The previous chapter introduced the Visual Wiki concept and discussed several

areas of related work by applying the concept to existing applications. Over the

course of this and the next four chapters, we use the Visual Wiki concept in order to

guide the design and development of four example Visual Wiki prototypes. There

are two objectives for these chapters. The first is to demonstrate how the Visual

Wiki concept can be used to implement and subsequently evaluate new Visual

Wiki instances. The second objective is to develop a set of diverse Visual Wiki

prototypes which we later use to derive a generalized framework for a Visual Wiki

meta-tool. These two objectives are further discussed in the methodology section

(Section 5.2 of this chapter).

102



Chapter 5. Visual Wiki Examples

The example Visual Wikis presented in the following four chapters are:

(1) Thinkbase: A Visual Wiki which integrates the Semantic Wiki Freebase1

with a graph-based interactive visual representation of the Freebase topics

and their relationships. The application allows the user to visually navigate

and explore the content of Freebase. Furthermore, it provides simple editing

features via the visual interface.

(2) Thinkfree: A Visual Wiki which integrates the Enterprise Wiki Confluence2

with a graph-based interactive visual representation of enterprise architecture

artifacts held in a separate, structured data repository edited by the user.

The application integrates the unstructured wiki with structured data and

augments the detailed wiki content with a high-level description of the enter-

prise architecture.

(3) Thinkproc: A Visual Wiki which integrates a MediaWiki3-based business

process documentation wiki with a graph-based interactive visual representa-

tion of business processes. Components of the business process are connected

to wiki pages as well as to other web-based resources. The application al-

lows the user to navigate and explore different resources related to business

processes.

(4) Thinkpedia: A Visual Wiki which integrates Wikipedia4 with a graph-

based interactive visual representation of semantic concepts extracted from

Wikipedia articles using SemanticProxy5. The application supports the dis-

play of a high-level semantic representation of the unstructured text and allows

to navigate the vast content of Wikipedia.

A brief characterization of those prototypes according to our Visual Wiki concept,

as well as the rationale for choosing these particular examples, follow in the next

section. A preview of the four Visual Wiki prototypes is shown in Figure 5.1. In

1Freebase: http://www.freebase.com

2Confluence: http://www.atlassian.com/software/confluence

3MediaWiki: http://www.mediawiki.org

4Wikipedia: http://en.wikipedia.org

5SemanticProxy: http://semanticproxy.com
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accordance with our Visual Wiki definition (see Section 4.2), all four examples rep-

resent web-based information management applications, which integrate a textual

and a visual representation of an underlying information space. At least one of the

two representations is editable in a wiki-style. As Figure 5.1 illustrates, the visual

component in all our prototypes represent graph-based visualizations.

Two of our example prototypes are publicly accessible applications (Thinkbase6 and

Thinkpedia7), Thinkfree is used as a commercial application within the University

of Auckland, and Thinkproc is a pure research prototype.

Figure 5.1: The four Visual Wiki examples: Thinkbase (a), Thinkfree (b),
Thinkproc (c), and Thinkpedia (d).

5.2 Methodology

Two research methodologies have been used to guide the work presented in the

following four chapters. The first one represents an overall methodology used

6Thinkbase: http://thinkbase.cs.auckland.ac.nz

7Thinkpedia: http://thinkpedia.cs.auckland.ac.nz
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within this thesis. This methodology uses the evolving frameworks pattern (Roberts

& Johnson, 1997) in order to inform the development of a meta-tool by designing

and implementing several example prototypes. The second methodology is smaller

in scope as it affects only this chapter and the following Chapters 6–10. The

methodology is concerned with the design, implementation, and evaluation of the

example prototypes, making use of the Visual Wiki concept introduced in Chapter

4. This second methodology is complementary to the overall methodology.

The overall or “global” methodology is reflected in this chapter as follows. The

evolving frameworks pattern provides guidelines for developing a reusable frame-

work including a “Visual Builder” for building new applications using that frame-

work. The steps of the global methodology relevant for this chapter follow.

(G1) Three Examples : In order to develop a reusable framework for a particular

problem domain (in our case, Visual Wiki applications), the evolving frame-

works pattern suggests developing three example applications within that

domain. The pattern states that the first two examples should be slightly

different from each other, the third one even more so. It also suggests that

additional examples will strengthen the framework. We developed four exam-

ple Visual Wikis.

(G2) White-box Framework : While implementing the different example applica-

tions, the evolving frameworks pattern suggests starting by creating a white-

box framework (Johnson & Foote, 1988) by re-using code, generalizing from

components within the individual applications, and gradually building up a

component library.

The further steps of the evolving frameworks pattern are relevant for the gen-

eralization of the examples and the design of a “Visual Builder”, which will be

described in Chapter 11.

The second or “local” methodology is more concerned with the development

and evaluation of the four example Visual Wikis themselves. It uses the Visual

Wiki concept as a theoretical framework to design, implement, and evaluate the

applications. The local methodology consists of the following five steps.

(L1) Visual Wiki concept : The methodology makes use of the Visual Wiki concept

introduced in Chapter 4. As opposed to its use as a framework to analyze and
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discuss existing tools (as done in Section 4.3), here it is used as a framework

to design new instances of Visual Wiki applications.

(L2) Identification of independent parameters : Based on this framework, which

describes the different parameters of the four components of a Visual Wiki

(see Figure 4.7, page 69), we identify three parameters as the independent

parameters. These are parameters within the Visual Wiki concept which

will vary across the implementations of our Visual Wiki prototypes, in order

to evaluate their influence on the dependent parameter (L3, below). The

independent parameters are selected according to their suggested potential to

influence the dependent parameter. The selected parameters are: Content

Coverage8, Multiplicity9, and Consistency10. All three parameters are

crucial to a Visual Wiki application and can vary greatly.

(L3) Identification of dependent parameter : As a next step we identify one param-

eter as the dependent parameter. Such a dependent parameter represents a

characteristic or value of a Visual Wiki application which will be influenced by

the independent parameters (L2, above). The selected dependent parameter

is the Purpose11 parameter. It is of special interest and importance as it

describes the overall knowledge management tasks which are supported by a

concrete Visual Wiki application (orientation, understanding, and manipula-

tion of content).

(L4) Prototype implementation: Four Visual Wiki prototypes are designed and im-

plemented. Three of those prototypes (Thinkbase, Thinkfree, Thinkproc) are

designed in a way that they differ in the three selected independent param-

eters. The fourth prototype, Thinkpedia, is relatively similar to Thinkbase

and is considered separately. Detailed descriptions of those prototypes follow

in Chapters 6–9.

(L5) Evaluation: Lastly, a formal evaluation is carried out to determine what influ-

ence the prototypes, and therefore the combinations of independent param-

eters, have on the dependent parameter. This will be done in Chapter 10.

8see Section 4.2.2 on page 57; (B) in Figure 4.7 on page 69

9see Section 4.2.4 on page 64; (J) in Figure 4.7 on page 69

10see Section 4.2.4 on page 64; (K) in Figure 4.7 on page 69

11see Section 4.2.2 on page 57; (A) in Figure 4.7 on page 69
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Thinkpedia, again, is considered separately in a comparative evaluation with

Thinkbase.

In the following four chapters, we describe the design and implementation of four

Visual Wiki prototypes (G1, L4). As suggested by the evolving frameworks pat-

tern, we start with one application (Thinkbase), build another which is slightly

different (Thinkfree), and one that is even more different (Thinkproc). We also

implement a fourth application (Thinkpedia) to further strengthen the framework.

Figure 5.2 below shows the high-level design for three of the prototypes (Thinkbase,

Thinkfree, and Thinkproc) within a simplified Visual Wiki concept sheet (compare

to Figure 4.7 on page 69). It shows the selected independent parameters (L2)

and their values for the three prototypes, as well as the dependent parameter (L3)

which will be evaluated (L5) in Chapter 10. For example, Thinkbase is designed as

having a 1:1 multiplicity, a two-way consistency, and a general content coverage.

We chose the three independent parameters for the following reasons. Variations

in the content coverage can result in profound differences in the way a Visual Wiki

can be used, spanning from general purpose to very domain-specific applications.

The multiplicity and the consistency of the mapping further describe fundamental

aspects of a Visual Wiki as they influence its interaction behavior and the poten-

tial purpose. The fourth prototype (Thinkpedia) is considered independently from

the design shown in Figure 5.2. While implementing the examples we start creat-

ing a white-box framework (G2) by reusing components of the respective previous

examples and building up a component library.

Figure 5.2: The high-level design of three of the Visual Wiki prototypes
(Thinkbase, Thinkfree, and Thinkproc).
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5.3 Summary

This relatively brief chapter provided an introduction to the following four chap-

ters which describe the design and implementation of four example Visual Wikis.

In the introduction section we gave a short description of those four Visual Wiki

examples. Then, in the methodology section, we described a “local” methodology

which guides the design, development, and implementation of those four example

applications, as well as the “global” methodology, which spans the whole thesis,

and is relevant for later chapters in the development of a Visual Wiki meta-tool.
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Thinkbase

This chapter describes the motivation, design, and implementation for our

first Visual Wiki example, Thinkbase.

6.1 Introduction

The previous chapter gave a brief introduction for the development of four ex-

ample Visual Wikis and outlined the research methodology which we employed

to design and evaluate those example applications. In this chapter we introduce

the first of the example Visual Wikis. We describe the design and implementa-

tion of Thinkbase, a Visual Wiki which integrates the Semantic Wiki Freebase1

with a graph-based interactive visual representation of the Freebase contents. The

application allows the user to visually navigate and explore the vast amount of

information held within Freebase. Furthermore, it provides simple editing fea-

1Freebase (http://www.freebase.com), developed by Metaweb (http://www.metaweb.com), aquired by Google in
2010 (http://goo.gl/SVV7).
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tures via the visual interface. Thinkbase represents a typical Visual Wiki while

showcasing a novel visual interface for Semantic Web contents.

We first describe our motivation for implementing Thinkbase, then describe the

overall design of the application and demonstrate its functionalities to illustrate the

application for the reader. We then proceed with a description of the application’s

implementation, and conclude with a brief discussion of relevant related work. A

public version of Thinkbase is accessible at http://thinkbase.cs.auckland.ac.nz.

6.2 Motivation

As discussed in Section 2.3.4 (see page 32), the Semantic Web represents a promis-

ing approach for coping with information overload issues, integrating content si-

los, automating tasks, and making the Web more “intelligent” (Bizer et al., 2009;

Berners-Lee et al., 2001). The social approach of the Web 2.0 has shown its value for

collaboratively processing information, as discussed in Section 2.3.3 (see page 28).

Several authors have emphasized that the two approaches (social and semantic),

despite their apparent tensions, are able to coexist (Mikroyannidis, 2007) and that

their combination holds considerable value, such as the potential for realizing “col-

lective knowledge systems” (Gruber, 2008).

A prominent research area which is concerned with such an integration of the

Semantic Web and the Social Web is that of Semantic Wikis. Semantic Wikis

are wiki applications which allow capturing of semantically rich meta-data about

their contents (Millard et al., 2008). One of these Semantic Wikis which has

attracted much attention is Freebase (Bollacker et al., 2007b), a “scalable, graph-

shaped database of structured general human knowledge, inspired by Semantic Web

research and collaborative data communities such as the Wikipedia” (Bollacker

et al., 2007a). Freebase provides an easy-to-use web user interface (see Figure 6.1)

through which anyone can create and edit the contents of the underlying data

repository as well as its structure. This user-generated information (combined with

automatically generated information) has accumulated a considerable amount of

general knowledge content2. Furthermore, Freebase allows programmatic and open

2Approximately 20 million topics (entities) as of 2010 (http://wiki.freebase.com/wiki/What is Freebase?).
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access to its data through several APIs3, which have been utilized within a wide

range of applications built by the Freebase community4 and others.

Figure 6.1: The web user interface of Freebase. Here showing the movie “The
Departed”.

While much of the Semantic Web research to date focused on the technological in-

frastructure, many challenges and opportunities remain. This includes challenges

related to the presentation and interaction layer of Semantic Web applications

(Bizer et al., 2009). New possibilities of interaction patterns for this Web of Data

need to be investigated, and new opportunities of re-using and representing con-

tents, which are now separated from their presentation, remain to be explored

(Heath, 2008). The use of visualizations in particular provides an opportunity

to more efficiently and interactively represent Semantic Web contents (Benjamins

et al., 2002). Some of these issues are starting to be addressed by the Semantic

Wiki applications mentioned above, as well as other related approaches such as

Semantic Web browsers (e.g. (Berners-Lee et al., 2006b)).

3Freebase APIs: http://wiki.freebase.com/wiki/Freebase API

4Freebase Apps: http://www.freebase.com/apps
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The motivation for our approach of developing Thinkbase as our first Visual Wiki

example, including the choice of using Freebase as its underlying information repos-

itory, is threefold.

(1) We see Freebase with its vast amount of semantically enriched content as

an opportunity to explore new possibilities for interactive visual user inter-

faces. Our objective is to demonstrate the possibility of easily transforming

Semantic Web content into meaningful visual representations, and to show

how a resulting application can be used as an efficient information discovery

tool. We aim to provide a proof-of-concept for a Semantic Visual Wiki which

demonstrates the value of visualizations (see Section 3.2.2) in the context of

the Semantic Web and collaborative environments (see Section 3.3.1).

(2) The motivation for choosing Freebase for this example relates to the three

main design requirements of Thinkbase, according to our overall design de-

scribed in the previous chapter (see Section 5.2, Figure 5.2). The following

section elaborates how Freebase is suitable for realizing an implementation

according to those requirements.

(3) Thinkbase represents the first example within our adopted methodology of the

evolving frameworks pattern. According to that methodology, this first pro-

totype should be a typical application within the chosen problem domain. In

our case, this is the domain of Visual Wikis. We believe that the scope, open-

ness, and functionality of Freebase as the underlying information repository

allow for the implementation of a typical Visual Wiki application, according

to our definition of such an application, given in Chapter 4.

6.3 Thinkbase

In this section we will describe the design of Thinkbase according to our Visual

Wiki concept and the methodology outlined in the previous chapter. We will also

describe the functionality of Thinkbase and discuss its implementation.
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6.3.1 Design

According to our high-level design of the different Visual Wiki prototypes (see

Figure 5.2 on page 107), the three main requirements for Thinkbase are as follows.

(D1) General Content Coverage: This defines a Visual Wiki in which all or most

of the content of the underlying information space is represented within the

visual component in addition to its representation in the text component (see

Section 4.2.2 on page 57).

(D2) Two-Way Consistency: This defines a Visual Wiki in which editing either of

the two representations (visual or textual) has an effect on the other repre-

sentation (see Section 4.2.4 on page 64).

(D3) 1:1 (one-to-one) Multiplicity: This defines a Visual Wiki in which each en-

tity of the text representation corresponds to exactly one entity in the visual

representation (see Section 4.2.4 on page 64).

Freebase allows for the implementation of a Visual Wiki which satisfies these three

requirements. It provides information about general human knowledge and stores

it in a graph-shaped database. The latter enables almost all of the contents to

be highly structured and semantically enriched. Both the broad coverage of infor-

mation and its highly structured storage allow for a realization of the first design

requirement of general content coverage (D1). That is, almost all of the contents

of the underlying information space (the graph-shaped database) can easily be

transformed into visual representations in addition to their textual (tabular) rep-

resentation within the standard Freebase user interface. The highly structured

contents also allow realizing the design requirement of a 1:1 multiplicity (D3).

Each Freebase entity (e.g. a book, movie, or person) can easily be represented

within the visualization so that each visual entity (e.g. a book node) corresponds

to exactly one entity in the textual representation. This also means that both

representations have the same underlying data source. Having such a common

underlying data source, together with easy programmatic read and write access

to it through the Freebase API, help to realize the design requirement of two-way

consistency (D2). Edits done through the textual representation (the standard

Freebase interface) will automatically be reflected in the visual representation. On

the other hand, the visualization can make use of Freebase’s write API to provide

edit functionalities which, in turn, are reflected in the textual representation.
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In addition to the three main design choices listed above for this Visual Wiki

example, a further fundamental design choice we have made is to use a graph-

based visual representation for the visual component. We have used graph-based

visualizations for all four of the example Visual Wiki prototypes. In the case of

Thinkbase, the graph-shaped data repository of Freebase naturally lends itself to a

graph representation. Even though there are issues related to such a representation

(Karger & Schraefel, 2006), which have to be balanced against their benefits, we

see graph-based visualizations as generally beneficial and suitable for our purposes

(see Chapter 10 for further discussion).

6.3.2 Functionality

This section illustrates the functionality of the Thinkbase Visual Wiki. We describe

the general user interface of the application and its different components, as well

as its features, which range from navigation and interaction features to filtering,

sharing, and editing functions.

Figure 6.2 shows the default Thinkbase user interface, which is roughly divided into

a visual and a textual view. This corresponds to the divisions of visual and textual

components as per our definition of the Visual Wiki concept (see Chapter 4). In

total, the interface is divided into four parts.

(a) The text view, which, in the case of Thinkbase, represents the standard web

interface of Freebase. The shown example displays the Freebase article (or

“topic”) of the movie “Inception”.

(b) The visual view, which represents an automatically generated, interactive,

graph-based visualization of the same Freebase topic (the movie “Inception”).

(c) The header, which holds a menu with several functions to interact with the

application.

(d) The collapsible side panel, which contains search and filtering features.

The text view requires little further explanation as it simply embeds the publicly

accessible Freebase website5. This Freebase interface presents “topic”-based views

5Freebase: http://www.freebase.com
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Figure 6.2: The Thinkbase user interface, consisting of a text view (a), a visual
view (b), a header (c), and a side panel (d). The current view shows the movie
“Inception”.

of its vast contents. A topic could, for instance, be a movie, book, person, or

anything the user community decides is suitable as a topic. In the example of the

“Inception” topic (a movie) as seen in Figure 6.2, the text view presents a short

unstructured description, some images, and a potentially long list of structured

information about that topic in the form of tables. In the case of a movie, this

might include the director, producer, cast members, and many more. All this

information effectively represents typed relationships between the current topic and

other topics, generating one very large graph of topics. Any user (with a Freebase

account) is able to add and edit not only new topics and new relationships, but

also the underlying structures. Further information about Freebase can be found

in (Bollacker et al., 2007a,b).

The visual view (or graph view) also represents a topic-based view. The dis-

played graph is automatically generated from the same contents that are repre-

sented in that topic’s text view (in Freebase). Thus the nodes and edges of the

graph including their semantics are derived directly from the Freebase semantic

wiki and are not subject to any further semantic analysis by our Thinkbase appli-
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cation. An example of a graph view including close-ups of some of its details is

shown in Figure 6.3. At any given time, the view is centered on a selected topic.

By default, that topic is also the one displayed within the text view. The selected

center node (the selected topic) in Figure 6.3 is Homer. It is visually highlighted

with an orange circle in the background. Each node in the graph corresponds to a

topic in the Freebase data, and is displayed as an icon and the topic’s title. The

icon represents the type of the topic. In the example, Homer is of type person and

displayed using a person icon. Another node, Greece, is of type country and dis-

played using a flag icon. Besides the center node (the currently selected topic), the

graph displays all its related nodes (topics). The edges between the nodes are typed

and display the semantics (the meaning) of the relationship. In Figure 6.3 (b) for

example, the relationship between the nodes Homer and Greece is typed as Place

of birth, which expresses the fact that Homer was born in Greece. If there is more

than one related node with the same type of relationship, all those related nodes

are combined using an aggregation node. An example is shown in Figure 6.3 (c),

where all book nodes, which are Works written (the semantics of the relationship)

by Homer, are combined in such an aggregation node. The size of the aggregation

nodes depends on the number of nodes which it aggregates. The more nodes ag-

gregated, the larger the aggregation node. In addition to the standard topic nodes

and the aggregation nodes, the graph view also includes so-called compound value

type (CVT) nodes (which are used to express a statement between more than two

nodes, see Figure 6.3 (d)), URL nodes (which display URLs to external sources,

see Figure 6.3 (e)), and primitive nodes (which display non-interactive primitive

data types such as dates and numbers, see Figure 6.3 (f)).

A user is able to interact with the graph view in different ways. The most basic

interaction functionalities include panning and zooming the graph. By clicking

and dragging the background, the whole view can be panned. Zooming can be done

either by using the mouse wheel or the menu in the header panel. A further basic

interaction feature is that of dragging and re-arranging nodes, which is enabled by

the graph’s force-directed spring layout (see e.g. (Herman et al., 2000)). The main

interaction feature of the graph view and the Thinkbase application as a whole

is that of navigating from node to node. By selecting one of the related nodes of

the currently active center node, the graph re-centers to that node. The new center

node gradually moves to the center of the graph, new nodes appear and old ones

disappear, thus enabling a smooth transition between the two views. This helps

users to preserve their “mental map” (Misue et al., 1995). Furthermore, the text
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Figure 6.3: The graph view of the topic “Homer” including some detail views of
the different types of nodes.

view (Freebase) automatically navigates to the newly selected topic. Figure 6.4

illustrates such a transition. The example shows the topic Homer on the left

side and the view of the book Odyssey on the right side as it will appear after a

user selected the respective node in the left view. The ability to coordinate the

navigation of the text view by navigating within the graph corresponds to the

Coordination property of the mapping component as defined in our Visual Wiki

concept6. Navigation within the Freebase view, however, does not have an effect

on the graph view. Thinkbase therefore provides a One-Way Coordination.

Besides the navigation functionalities, which enable the user to perform exploratory

search (Marchionini, 2006), Thinkbase provides two further search mechanisms.

The first one is a simple keyword-based search, which is embedded in the ap-

6See Section 4.2.4 on page 64.

118



Chapter 6. Thinkbase

Figure 6.4: Illustration of the main navigation behavior of Thinkbase.

plication’s side panel. Figure 6.5 (left) shows an example of such a search using

“java” as the query. While the user types the query, relevant search results are

dynamically listed below. A search result is displayed as the title of the topic as

well as its type. In the example this includes Java the programming language,

Java the island, and others. The second search mechanism is that of a context

menu search. Any standard node in the graph has a context menu (accessible via

right-click) which can be used to trigger a keyword search in two external websites

(Wikipedia and Google). Figure 6.5 (right) shows an example of such a search.

The graph displays Java (the island) as the center topic. A user has selected the

related node Karang (a volcano on that island) and triggered the search of that

name in Wikipedia. The resulting Wikipedia page is shown within the text view.

By default, the graph view displays a center node and all nodes related to it. It

might be desirable to collapse parts of the graph (in order to filter out unwanted

nodes and to de-clutter the view) or to expand parts of the graph (in order to

explore further related nodes without losing the current view). Such expand and

collapse features are accessible through the node context menu as well. A user can

right-click on any standard node or aggregation node and choose to either collapse

the selected node or to expand it. The expand feature can be applied several times.

Figure 6.6 shows an example of a graph which demonstrates both the collapse as

well as the expand feature. The center node of the graph is the Reptile topic

(an organism classification). Several related nodes which represent higher as well

as lower classifications have been selected to expand. This led to a view which

displays a small subset of the “tree of life”, ranging from Vertebrate, to Tetrapod,

Reptile, and all the way to Dinosaur. Nodes which have been selected to expand
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Figure 6.5: Thinkbase’s keyword search (left) and context menu search (right).

are visually highlighted with an orange circle in the background. Other parts of the

graph (most of the aggregation nodes) have been collapsed to improve readability.

The upper right corner of Figure 6.6 shows the expand feature accessible thought

the context menu.

Figure 6.6: A small subset of the “tree of life” displayed in Thinkbase.
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While the manual collapse and expand features are useful mechanisms to filter the

graph view, in some cases a more global filter mechanism might be needed. One

such filter provided by Thinkbase is that of a domain filter. Located in the side

panel, which is also used for the standard search, the user is able to first search

for (and specify) a “domain” which will be used to limit the search as well as the

display of the graph. In Freebase’s terms, a domain is a high-level structure which

is used to categorize the topics. Example domains are Film, Biology, or Media.

Topics can belong to one or more such domains. Figure 6.7 shows an example

of such a domain-filtered search. The user first specifies (searches) a domain of

interest. Here it is the Film domain (Figure 6.7, left). Then the user performs a

keyword search. Here it is a search for the term Matrix (Figure 6.7, right). The

search results are now limited to topics which are within the Film domain. In

the example, the search result shows the movies of the Matrix trilogy, but it does

not show the music band Matrix or the mathematical object Matrix. As in the

standard search, the selected topic is then displayed within the graph view. Visible

related nodes are now also limited to those nodes which are within the domain.

Figure 6.7: Thinkbase’s domain filter.

Thinkbase provides several features to share a specific graph view which a user

found interesting. The simplest of those features is that of a print function, which

prints the current graph view. A further functionality is that of sharing a certain

view via a URL. When selecting the share link feature in the main menu (see
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Figure 6.8), a box appears in the header which contains the URL to the current

view. This URL can easily be shared with others (e.g. by Email) and will open

the Thinkbase application with the given topic as the center node. Lastly, the

Thinkbase widget feature allows embedding a Thinkbase graph into any website.

Selecting the widget feature in the main menu opens the widget creation page (see

Figure 6.9). In that view, a user is able to specify the width and height of the

widget, if necessary to set a different center node, and to produce a preview of the

widget. If satisfied, the user can simply copy and paste the generated code-snippet

into any website. The widget consists of the graph view of Thinkbase (the text

view is not included) plus a modified header which links back to Thinkbase as well

as Freebase. The graph view is fully functional. It can be navigated, and nodes

can be expanded and collapsed.

Figure 6.8: Thinkbase’s share link feature.

Figure 6.9: Thinkbase’s widget feature.
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The graph view of Thinkbase also provides simple editing functionalities7. A user

is able to create new relationships between two existing topics (nodes) and specify

the meaning of that relationship. Figure 6.10 shows an example of this. The left

side shows the graph view of the movie The Departed. The user may right-click into

the background and select to “Add Connection to ‘The Departed’...” within the

context menu. This will open a menu which provides all the possible relationships

a topic with the type Film is able to have. This information is retrieved from the

Freebase schema. In our example, the user selects the relationship of directed by,

which specifies the relationship between a movie and its director. The right side

of Figure 6.10 shows how this selection will open up a second graph view, within

which the user can navigate to the desired target node (in the example the node

of the appropriate director), and confirm the relationship. The new relationship

is saved and, after a refresh of Thinkbase (through the refresh button in the main

menu) it is visible in the graph.

Figure 6.10: Thinkbase’s graph editing feature.

Thinkbase provides several resources to support the user. A help page describes

the basic functionalities of the application, an interactive screen cast guides the user

7Editing functionalities are not available in the public version of Thinkbase (http://thinkbase.cs.auckland.ac.nz).
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through the application, and a product blog8 informs about updates and anything

related to Thinkbase.

6.3.3 Implementation

This section describes the implementation of the Thinkbase Visual Wiki. The

description at this point is kept at a high level, focusing on the overall architecture

of the tool. We are not describing the implementation of Thinkbase in detail as this

is not a major contribution. The same also applies to the following three Visual

Wikis in Chapters 7–9.

The overall architecture of Thinkbase (see Figure 6.11) can be broken down into

the following three main components. (1) The Freebase server, which provides

the third-party application Freebase including access to its data via different APIs.

(2) The Thinkbase server, which is the core component of the application. It

contains the data adapter for Freebase as well as Thinkmap, a commercial visu-

alization framework, which is used to generate the graph visualizations. (3) The

Thinkbase client, which integrates the produced graph view (a Java applet) and

the standard Freebase interface.

As we use existing applications and frameworks (Freebase and Thinkmap), the

implementation of Thinkbase requires some integration work. The architectural

diagram in Figure 6.11 highlights in blue which components have been implemented

in order to provide the overall functionality of Thinkbase as well as to integrate

the third-party applications. Details of the implementation are described in the

following.

The Freebase server component simply represents the Freebase service as de-

scribed in the design Section 6.3.1. On one hand it provides the default Freebase

web interface which is embedded into the Thinkbase client. On the other hand it

exposes its data via several APIs. The APIs which are used for Thinkbase are the

read API, topic API, search API, as well as the write API9. Both the web interface

and the APIs retrieve their contents from the same Freebase data source.

8Thinkbase Blog: http://thinkbase-blog.blogspot.com

9Freebase APIs: http://wiki.freebase.com/wiki/Freebase API
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Figure 6.11: The architecture of Thinkbase.

The Thinkbase server is the core component of the Thinkbase applications. It

consists of a data adapter, which connects to Freebase, a central data model and

controller, and the Thinkmap framework (all written in Java). The data adapter

makes use of the Freebase APIs. It requests the contents from the different REST

APIs, receives them (in JSON format), and processes them in a way that they are

usable by the data model and controller. At the core of the Thinkbase server is the

visualization framework Thinkmap10 (Thinkmap, Inc., 2007). This is a software

platform for developing customized visualization interfaces. It consists of loosely

coupled components which provide users with the ability to retrieve contents from

data sources, and then visualize and navigate them. The Thinkmap Software

Development Kit (SDK) provides ways to extend and adjust the framework and to

integrate it with other web and database technologies. As shown in Figure 6.11,

the Thinkmap framework consists of several layers of so-called Managers, which

10Thinkmap: http://www.thinkmap.com
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take care of the graph contents, behavior, and visual appearance. The two main

customizations of Thinkmap have been done through a Custom Data Source, which

transforms the data coming from the data model into the format required by the

framework, and several Property Files, which can be used to modify and extend

the visual appearance and behavior of the graph. The Thinkmap framework is a

core component of Thinkbase and is also used for our other Visual Wiki examples.

Lastly, the Thinkbase client integrates the Freebase web interface and the in-

teractive graph representation created by Thinkmap into one web-accessible inter-

face. The graph view is realized as an applet, which communicates back to the

server-side parts of the Thinkmap framework. From there it dynamically retrieves

the contents to be displayed in the graph. The custom data source within the

Thinkmap framework, in turn, communicates to the central data model, which

asks the data adapter to retrieve the contents from the Freebase APIs (if it has

not already been cached in the data model). A further important component of

the Thinkbase client is the JavaScript / HTML interface (see Figure 6.11). This

refers to the application’s header and side panel. Both provide functionalities such

as search, navigation, and zooming (see Section 6.3.2 above). Some of these com-

municate with the back-end, while others interact with the graph view and with

the Freebase view via JavaScript.

In the interest of space, some details of the implementation have been omitted in

Figure 6.11 as well as in the description above. Examples of such details include

the search interface, which makes use of Freebase Suggest11 (a JavaScript plugin

that communicates directly with Freebase and provides search results), and the

implementation of the edit functionality, which temporarily generates a second

instance of the graph in order to specify new relationships.

6.4 Related Work

We have already discussed work related to the Visual Wiki concept in a broad and

generic sense in Section 4.3 (see page 74). Relevant to Thinkbase is related work

of Visual Wikis within the Semantic Web space. We partially included this at the

11Freebase Suggest: http://code.google.com/p/freebase-suggest

126

http://code.google.com/p/freebase-suggest


Chapter 6. Thinkbase

end of Section 4.3.2 (see page 79). The purpose of this section is to briefly focus

on related work specifically relevant to Thinkbase. This covers work too specific

to be included in the more generic related work in Section 4.3.

The Freebase community has produced many applications which are built using the

different APIs. Some of these applications focus on visual interfaces to the Freebase

contents and therefore share similarities with Thinkbase. The application which

shares most similarities with Thinkbase is Ask Ken12 (published after Thinkbase).

It allows users to visually navigate the Freebase contents using a graph-like interface

(see Figure 6.12 (a)). Further graph-based visualization applications based on

Freebase include Freebase Genealogy Browser 13 (visualizes family trees), Schema

Viz 14 (visualizes the underlying Freebase schema), Genealogy of Influence Viewer 15

(visualizes “influence” relationships among philosophers), and co5tars16 (visualizes

movie data). However, all of these applications make use only of specific types of

content in Freebase (e.g. only movie data, genealogy data, etc.)

Figure 6.12: Ask Ken (a) and Freebase Parallax (b).

A further prominent application which implements a novel interface to the Free-

base contents is Freebase Parallax 17 (Huynh & Karger, 2009). This application

provides faceted (or set-based) browsing capabilities for the Freebase data (see

Figure 6.12 (b)). This interaction technique allows users to traverse from sets of

12Ask Ken: http://askken.heroku.com

13Freebase Genealogy Browser: http://genealogy.alexander.user.dev.freebaseapps.com

14Schema Viz: http://schemaviz.freebaseapps.com

15Genealogy of Influence Viewer: http://goosebumps4all.net/goi

16co5tars: http://www.co5tars.com

17Freebase Parallax: http://www.freebase.com/labs/parallax
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contents to related sets. Although not graph-based and arguably less “visual”,

this faceted browsing capability provides a good example of a different approach

to make structured (semantic) web contents more accessible. There are several

applications which make use of similar techniques and which are not based on

Freebase, e.g. Tabulator (Berners-Lee et al., 2006b), which also includes other

visual representations such as timelines and calendars, and gFacet (Heim et al.,

2010, 2008), which combines faceted browsing and graphs. Further examples and

discussions can, for instance, be found in (Tunkelang, 2009; Stefaner, 2007).

Semantic Wikis and the Semantic Web in general provide very promising opportu-

nities to create meaningful visualizations (see e.g. (Geroimenko & Chen, 2006) for

further readings) which can help users to better process and understand the vast

amounts of information on the Web. Being a rather new and quite active research

field, it constantly produces novel interaction and visualization techniques. We

believe that Thinkbase represents a successful use-case in this space as it allows

users to visually explore the highly structured contents of Freebase in an engaging

and efficient way.

6.5 Summary

This chapter introduced Thinkbase, the first of our four example Visual Wiki ap-

plications. After a short introduction, we outlined the motivation for this chapter,

which is to provide an efficient visualization and information discovery application

for Semantic Web contents and to provide a Visual Wiki application which satisfies

the design requirements as defined in the previous chapter. We continued with a

detailed description of the design of the application, an illustration of its func-

tionalities, and an elaboration of the implementation details. Lastly, we discussed

relevant related work which is of particular interest for Thinkbase.

In conclusion, Figure 6.13 shows the characteristics of the Thinkbase application

mapped onto our Visual Wiki concept sheet which was introduced in Chapter 4.

Besides the three main design requirements described earlier in Section 6.3.1 (ex-

pressed here in the highlighted parameters of content coverage, multiplicity, and

consistency), the figure also shows the remaining parameters and their values

within the concept sheet. While these remaining parameters are not our focus

for the development of the example Visual Wikis (and not elaborated in more de-
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tail here), the figure demonstrates a further use of our concept sheet. The purpose

parameter is intentionally left empty here, as its value is intended to be investi-

gated in the evaluation later on (see Chapter 10.2). In the following chapters we

will also use these sheets in order to compare the four Visual Wiki examples and

to briefly point out further similarities and differences.

Figure 6.13: The Visual Wiki concept sheet for Thinkbase.
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Thinkfree

This chapter describes the motivation, design, and implementation for our

second Visual Wiki example, Thinkfree.

7.1 Introduction

In this chapter we describe the design and implementation of Thinkfree, our sec-

ond Visual Wiki example, which integrates the Enterprise Wiki Confluence1 with

a graph-based interactive visual representation of enterprise architecture artifacts

held in a separate structured data repository. The application allows users to vi-

sually navigate and explore the documented high-level enterprise architecture, and

to map those to detailed descriptions held (mainly) within Confluence wiki pages

(and potentially other web resources as well). Thinkfree is an example of an en-

terprise Visual Wiki which aims to improve the way end users explore knowledge

of enterprise architecture assets that is documented in a large enterprise wiki.

1Confluence: http://www.atlassian.com/software/confluence
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Similar to the description of the first Visual Wiki example in the previous chap-

ter (Thinkbase), we first describe the motivation for our approach in developing

Thinkfree, then describe the overall design, functionalities, and implementation of

the application, and conclude with a brief discussion of relevant related work. As

the overall design and many of the functionalities are very similar to Thinkbase,

this chapter will mainly focus on the differences between Thinkfree and Thinkbase.

Thinkfree is a commercial application currently used within (as well as developed

together with) the University of Auckland’s IT Services Division.

7.2 Motivation

Large distributed organizations, such as major universities, typically operate a fed-

erated IT management structure with distributed governance and responsibilities.

This means they have a corresponding need for strong coordination and commu-

nication mechanisms to ensure that the diverse stakeholders are aware of evolving

corporate standards, architectural principles, and strategic and operational activ-

ities (Weill & Woodham, 2002). Information and knowledge management strate-

gies and tools to support these communication and coordination needs are vital

(Yanosky & Caruso, 2008). Such strategies need to take into account that more

than 80% of corporate learning is informal and that effective socialization mech-

anisms can enhance efficiency (Sarner et al., 2008). As discussed in Section 2.3.5

(see page 36), it is not surprising, therefore, that social software, and particularly

wikis, have been rapidly adopted within large organizations for managing, coordi-

nating and communicating corporate knowledge of various sorts (Majchrzak et al.,

2006).

However, the creation and fostering of a successful “wiki culture” (Mader, 2007)

within an organization can lead to scale issues. The lack of structuring mechanisms

makes semantic search and reasoning difficult (Völkel et al., 2006). One of the main

problems is “the difficulty experienced by users in finding their way, in navigating

and searching the wiki, especially when it becomes large” (Buffa & Gandon, 2006).

At the University of Auckland (UoA) the Enterprise Architecture (EA) Office gov-

erns the usage and communication of IT applications, solutions, and services used

to satisfy business and educational needs of the university. Helping the enter-

prise understand the available IT assets and their inter-relationships, the office
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has adopted an “EA as knowledge management” approach and trialed a variety

of different approaches to managing and surfacing those knowledge assets. These

approaches include wikis, various enterprise architecture visualization tools, and

document management applications. The use of the Confluence enterprise wiki and

the development of a wiki culture has been a predominant part of the approach.

Due to the rapid adoption of this culture and the growth of the wiki2, a number

of shortcomings have resulted. Most importantly, the issue of scale has increased

the difficulty for the casual university member to find information of relevance to

them or appreciate its relationship to other important information. In addition,

while a wiki culture has been rapidly adopted by the IT workers within the UoA,

it is less popular with the more corporate members of the organization who are

used to a more document repository-based approach to knowledge management,

as exemplified by SharePoint.

The motivation for our approach in developing Thinkfree as our second Visual Wiki

example is threefold.

(1) In contrast to the other three examples, this application was developed with

the objective of deployment as a commercial use-case (within the UoA). Mo-

tivated by the shortcomings of the current wiki usage, we collaborated with

UoA’s IT Services Division, in order to implement a visual exploration and

authoring tool for high-level IT infrastructure documentations. Our Visual

Wiki concept seemed suitable and promising for the given problem domain.

(2) As in the case of the previous Visual Wiki, our approach for developing Think-

free is motivated by its three main design requirements according to our overall

design described in Section 5.2 (see Figure 5.2 on page 107). The following sec-

tions elaborate how Thinkfree represents a Visual Wiki implementation which

satisfies those requirements and how they can be aligned with requirements

posed by the UoA’s IT Services Division.

(3) Thinkfree represents the second example within our adopted methodology of

the evolving frameworks pattern. According to this methodology, this second

2As of 2010, the wiki has 1400 users (not counting a significant number of unregistered users) who, since the
introduction of Confluence about three years earlier, created almost 90 wiki “space” and about 9000 individual
wiki pages. During the last half year within that period, the wiki has grown the total number of pages by a factor
of 1.25. While the number of spaces has increased by 1.31, the overall content grew by a factor of 1.51.
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prototype should differ slightly from the implementation of the first example

(Thinkbase). Thinkfree is suitable for such a second example as it shares a

substantial amount of similarity with Thinkbase, while differing in several key

areas.

7.3 Thinkfree

In this section we will describe the design of Thinkfree according to our Visual

Wiki concept and the methodology outlined in Chapter 5. We will also describe

the functionality of Thinkfree and discuss its implementation.

7.3.1 Design

According to our high-level design of the different Visual Wiki prototypes (see

Figure 5.2 on page 107), the three main requirements for Thinkfree are as follows.

(D1) Medium Content Coverage: This defines a Visual Wiki in which a considerable

amount (but not all) of the content of the underlying information space is

represented within the visual component in addition to its representation in

the text component (see Section 4.2.2 on page 57).

(D2) No Consistency: This defines a Visual Wiki in which editing either of the two

representations (visual or textual) has no effect on the other representation

(see Section 4.2.4 on page 64).

(D3) 1:m (one-to-many) Multiplicity: This defines a Visual Wiki in which each en-

tity of one representation (in this case, the visual representation) corresponds

to multiple entities in the other representation (see Section 4.2.4 on page 64).

The general approach for Thinkfree (e.g. use of Confluence wiki, EA contents)

allows for the implementation of a Visual Wiki which satisfies these three require-

ments. Thinkfree is designed to integrate a textual and a visual component. The

textual component consists of detailed documentation of IT assets and other EA

related knowledge entities (held within the Confluence wiki). The visual compo-

nent consists of high-level, structured, graph-based visualizations of those assets
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as well as their relationships. In comparison to Thinkbase, not all of the knowl-

edge entities held within the textual representation are therefore present within

the more abstract visual representation. This leads to a medium content coverage

(D1). Due to this difference in the level of abstraction between the textual and the

visual components, Thinkfree is also able to realize a 1:m multiplicity (D3) between

the views. That is, each entity in the visualization (e.g. a specific IT system) can

correspond to multiple entities in the wiki (e.g. all the wiki pages in which that IT

system is documented). Further, the contents of both representations are created

and authored independently, satisfying the no consistency (D2) requirement. Ed-

its to either presentation are not desired to influence the other. For example, the

graph view should not be automatically generated from contents held in the wiki.

This was a deliberate choice. For example, instead of simply visualizing what is

already documented in text form, users should be able to collaboratively create

the high-level structures of the visual view for themselves.

7.3.2 Functionality

This section illustrates the functionality of the Thinkfree Visual Wiki. As em-

phasized earlier, Thinkfree shares many similarities with Thinkbase. Therefore we

focus mainly on those features which distinguish the two applications.

Figure 7.1 shows the default Thinkfree user interface. Like Thinkbase, it is roughly

divided into a text view (a), a visual view (b), a header (c), and a side panel (d).

The visual view (or graph view) is very similar to the one used in Thinkbase.

It represents an interactive graph of related entities which represent different EA

assets, such as applications, technologies, process structures as well as organizational

units, more abstract ones such as initiatives and objectives, and many more. As

in Thinkbase, different types of entities (nodes) are displayed using different icons,

aggregation nodes combine related nodes of the same type, and edges display the

semantics of node relationships (see Section 6.3.2 for detailed descriptions of the

graph view in Thinkbase). A user is able to see, navigate, and explore relationships,

such as all the technologies used for a certain application, the vendor of that

application, organizational units which make use of it, and how it fits into the

process structures. Initially we used a relational data-base as the repository for

the graph’s data, but later switched to Freebase (see implementation Section 7.3.3

below).
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Figure 7.1: The Thinkfree user interface, consisting of a text view (a), a visual
view (b), a header (c), and a side panel (d). The current view shows the structured
view of the application “Campus Solution 9”.

The text view holds several possibilities for displaying text-based contents. In its

default view, as seen in Figure 7.1, the view displays a table of the same struc-

tured contents which are also shown in the graph view. This includes a short

textual description plus a tabular display of all related entities of the currently

active (center) node. Navigation within the view also navigates the graph view.

More importantly, however, the text view provides the ability to embed and link

to several further text-based repositories for which the graph visualization serves

as a high-level entry-point. This currently includes for the most part the Conflu-

ence wiki, but also the UoA website and intranet, as well as other web-accessible

resources such as SharePoint. Figure 7.2 shows an example of a Confluence wiki

page display which is associated with a specific node in the graph (right), as well

as an example of a search result within the UoA website (left). As these examples

illustrate, each graph node can be associated with multiple URLs (e.g. several Con-

fluence wiki pages) and they can also trigger a search across several web resources

(e.g. the UoA website and Wikipedia).

Many of the other features of Thinkfree are very similar to Thinkbase. This in-

cludes functionalities of basic interaction (e.g. panning and zooming), main

135



Chapter 7. Thinkfree

Figure 7.2: Integration of search results across the UoA website (left) and inte-
gration of the Confluence wiki (right).

interaction (navigating from node to node), search (keyword search within the

side panel, context menu search), expand and collapse (of parts of the graph),

and sharing (of specific graph views via URLs).

Besides the expand and collapse features, Thinkfree provides a further filtering

functionality. At the bottom of the graph view, the application displays a list of

all currently visible node types in the form of icons (as can be seen in Figure 7.1).

Each of these types can be selected in order to be filtered out in the visualization.

As a result, a user is able to reduce the graph to only those types of nodes which

are of interest for a specific query or task. The content editing of the text view is

of course done using the respective editing functionalities of the applications (e.g.

the Confluence wiki edit interface). For the graph view, editing is (in the current

version of the application) done through the Freebase interface (see Figure 7.3

(left)). In an older version of the application, it was done through a custom form-

based editing interface. Lastly, similar to Thinkbase, Thinkfree provides several

resources to support the user. This includes, for example, a feature to see and

trace back activities of other users within an “edit history” view (see Figure 7.3

(right)). Other resources provided are documentations, step-by-step user tutorials,

FAQs, and community wiki spaces which have the objective of making the usage

of the tool more transparent by communicating ownership and responsibilities of

the different contents.
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Figure 7.3: The edit interface for the graph contents (left) and the “edit history”
view (right).

7.3.3 Implementation

The overall architecture of Thinkfree can be seen in Figure 7.4. Just like the

design and functionality, the implementation of Thinkfree has considerable sim-

ilarities with that of Thinkbase. The architecture can roughly be broken down

into three main components. (1) Third-party servers, which provide the con-

tents of Freebase (providing the contents for the graph view), Confluence, and

other repositories. (2) The Thinkfree server, which is the core component of

the application, containing the data adapter, model and controller, as well as the

Thinkmap visualization framework. (3) The Thinkfree client, which integrates

the produced graph view (a Java applet) and the different text-based views (e.g.

Confluence wiki pages).

Figure 7.4 emphasizes the similarities to the architecture of Thinkbase (compare

to Figure 6.11 on page 125). Again, highlighted in color (blue and green) are

those components which have been implemented in order to provide the overall

functionality of Thinkfree. Highlighted in green in particular are those components

which distinguish Thinkfree from Thinkbase. In the following description, the focus

is mainly on those components.

The Third-party servers consist of the Freebase server, the Confluence server,

and other servers providing for instance the UoA website, SharePoint, and poten-

tially more. As with Thinkbase, the Freebase server represents the data repository

for the graph view. The contents are accessible through various APIs. The other
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Figure 7.4: The architecture of Thinkfree.

servers, most importantly Confluence, provide content for the text view, which is

directly embedded into the Thinkfree client.

The main changes for the Thinkfree server include updates to the data adapter

as well as the setup of a local data-base. This Thinkfree data-base was used as

the data repository for the graph view during an earlier version of the application.

However, for the current version we switched to using Freebase. The data struc-

tures as well as the accessibility of the Freebase contents were a suitable solution

for Thinkfree and already successfully employed in the case of Thinkbase. The

adapter for the Freebase API naturally had to be updated according to the needs

of Thinkfree. Instead of retrieving all the contents from the Freebase API (as

done in Thinkbase), the adapter now queries only the Thinkfree specific contents,

which are those held within an IT enterprise architecture “domain” which we set

up within Freebase for this purpose. The remaining parts of the Thinkfree server

required only minor changes, such as small updates to Thinkmap’s custom data

source and some updates and extensions to the property files.
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Lastly, there were some changes to the Thinkfree client’s text view component

as well as the JavaScript / HTML interface which provides functionality regarding

the coordination between the two views, for instance. We implemented a default

view for the text component (labeled “Text View” in Figure 7.4), which displays

a tabular view of the graph contents (as seen in Figure 7.1 on page 135). Fur-

thermore, the Thinkfree client now allows for coordination between the graph and

several other textual views. As discussed in the functionality section above, nodes

in the graph can be mapped to Confluence wiki pages via URLs, or they can trigger

searches across the wiki, the UoA website, and others.

7.4 Related Work

We have already discussed work related to the Visual Wiki concept in a broad

and generic sense in Section 4.3 (see page 74). Relevant to Thinkfree is related

work of Visual Wikis within the enterprise space and, more precisely, within that

of enterprise architecture documentations and visualizations. The purpose of this

section is to briefly focus on related work specifically relevant to Thinkfree. This

covers work too specific to be included in the more generic related work described

in Section 4.3.

While it is out of scope here to give a comprehensive overview of the enterprise

architecture landscape (see e.g. (Schekkerman, 2006) for an introduction) we can

say that, regarding visualizations and the use of visual languages, the space is

historically dominated by large, complex, and pre-defined frameworks, which re-

flect the main characteristics of software systems of the Enterprise 1.0 era (see

Section 2.3.5 on page 36). These frameworks usually consist of guidelines, visual

notations, and applications to model and document enterprise architectures. Ex-

amples are the Zachman framework (Zachman, 1987; Sowa & Zachman, 1992) and

the ARIS framework (Scheer, 1998). Many other approaches have been proposed

at various levels of abstraction (Braun & Winter, 2005).

More pragmatic and simplified approaches to EA management started to appear

during the era of the Enterprise 2.0 (see Section 2.3.5 on page 36). These ap-

proaches make use of social software, such as wikis, and memes, such as open

collaboration. Examples include lightweight approaches to EA modeling and doc-

umentations using wikis (Buckl et al., 2011), the use of Semantic Wikis for organi-
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zational modeling (Aveiro et al., 2008), and the use of social software for business

process modeling (Erol et al., 2010). However, most of these more social approaches

to EA management do not necessarily make use of the potential benefits of visual

notations and representations.

Due to widely used legacy systems as well as the complexity of the EA discipline,

the deployment and proliferation of new applications pose several challenges. Nev-

ertheless, we believe that Thinkfree represents a promising approach, which com-

bines social aspects of the Enterprise 2.0, such as the integration of documentation

wikis and the wiki-style editing of the visual representation, with the benefits of

abstract views of the “big picture” in the form of visualizations, which is one of

the basic premises of EA frameworks.

7.5 Summary

This chapter introduced Thinkfree, the second of our four example Visual Wiki

applications. After a short introduction, we outlined the motivation for this chap-

ter, which is to provide a visual exploration and authoring tool for high-level IT

infrastructure documentations and to provide a Visual Wiki application which sat-

isfies the design requirements as defined in Chapter 5. We continued with a detailed

description of the design of the application, an illustration of its functionalities,

and an elaboration of the implementation details. Lastly, we discussed relevant

related work which is of particular interest for Thinkfree.

In conclusion, Figure 7.5 shows the characteristics of the Thinkfree application

mapped onto our Visual Wiki concept sheet (see Chapter 4). It also shows the

values of the previous application, Thinkbase3. While a detailed discussion is not

our focus here, the figure gives an overview and allows for a brief comparison

between the two applications. For instance, it becomes clear that besides the

three main design requirements (expressed in the highlighted parameters of content

coverage, multiplicity, and consistency) there are several other differences between

Thinkfree and Thinkbase. Most notably, Thinkfree’s visual component is purely

created by the user in a wiki-style while it is more fixed in case of Thinkbase as it is

3also see Figure 6.13, page 129
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extracted from the text component (see language creation, language modification,

content creation, and content modification). Furthermore, in Thinkbase a user has

more control over the language parameters of the text component than in Thinkfree

(see language creation and language modification).

Figure 7.5: The Visual Wiki concept sheet for Thinkfree.
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Thinkproc

This chapter describes the motivation, design, and implementation for our

third Visual Wiki example, Thinkproc.

8.1 Introduction

In this chapter we describe the design and implementation of Thinkproc, our

third Visual Wiki example which integrates a MediaWiki -based1 business process

documentation wiki with a graph-based interactive visual representation of busi-

ness processes. The application allows the user to visually navigate and explore a

business process represented using a visual language very similar to the business

process modeling notation (BMPN) (OMG, 2008). The user is also able to map

the different components of the business process to wiki pages as well as to other

web-based resources involved in the process. Thinkproc is a further Visual Wiki

example with potential to be used in a corporate environment. It helps to integrate

1MediaWiki: http://www.mediawiki.org
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structured business process models with less structured wiki-based documentations

of those processes.

Similar to the previous two Visual Wiki examples, this chapter starts with a de-

scription of the motivation for our approach to implementing Thinkproc, continues

to describe the overall design, functionality, and implementation of the application,

and concludes with a brief discussion of relevant related work. To avoid repetition,

we will again focus mainly on aspects of the application which distinguish it from

the previous two Visual Wikis (Thinkbase and Thinkfree).

8.2 Motivation

Business process management (BPM) is an holistic management discipline aiming

to make an organization more efficient and effective by providing strategies and

tools to understand, manage, and improve business processes (vom Brocke, 2009).

Graphical specifications and representations of business operations in the form

of process models help in the design, implementation, and evaluation of business

activities (Recker, 2010). One of the most commonly used visual notations which

help organizations to document their processes is the business process modeling

notation (BPMN)2 (OMG, 2008; White, 2004). The notation is able to specify

business processes based on flowcharting techniques. It includes shapes such as

events, activities, gateways, and artifacts, as well as connectors such as sequence

flows and associations, which form the different shapes into a process flow.

The era of the Enterprise 2.0 (see Section 2.3.5 on page 36) has also inspired some

new research, business practices, as well as software tools for BPM in particu-

lar. Research is being conducted on the use of social software for BPM activities

(Schmidt & Nurcan, 2009), for instance in the area of collaborative process model-

ing (Wolf, 2010). This approach (sometimes called BPM 2.0 (Ghalimi, 2006)) also

includes the use of wikis for process documentation. The integration of process

models into organizational knowledge management (which might make use of such

wikis) is one of the key challenges to the use of social software for BPM (Bruno

et al., 2011).

2Business process modeling notation (BMPN): http://www.bpmn.org
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The motivation for our approach of developing Thinkproc as our third Visual Wiki

example is threefold.

(1) Thinkproc is motivated by the potential of the Visual Wiki concept to pro-

duce an application which addresses the challenge of integrating structured

and visual business process representations (in the form of BPMN) with un-

structured and agile process documentations (in the form of wiki pages). The

objective is to produce a prototype for a BPM application which focuses on

such an integration.

(2) As with the previous two Visual Wikis, our approach for developing Thinkproc

is motivated by its three main design requirements according to our overall

design described in Section 5.2 (see Figure 5.2 on page 107). The following

sections elaborate how Thinkproc represents a Visual Wiki implementation

which satisfies those requirements.

(3) Thinkproc represents the third example within our adopted methodology of

the evolving frameworks pattern. According to the methodology, this third

prototype should differ more significantly from the first example than the

second example did. Thinkproc achieves such differentiation mainly due to

the fact that it represents the most domain-specific application among our

examples.

8.3 Thinkproc

In this section we will describe the design of Thinkproc according to our Visual

Wiki concept and the methodology outlined in Chapter 5. We will then describe

the functionality of Thinkproc and discuss its implementation.

8.3.1 Design

According to our high-level design of the different Visual Wiki prototypes (see

Figure 5.2 on page 107), the three main requirements for Thinkproc are as follows.

(D1) Specific Content Coverage: This defines a Visual Wiki in which only a small

(specific) amount of the content of the underlying information space is rep-
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resented within the visual component in addition to its representation in the

text component (see Section 4.2.2 on page 57).

(D2) One-Way Consistency: This defines a Visual Wiki in which editing one of the

two representations (in this case the visual representation) has an effect on

the other representation, but not the other way around (see Section 4.2.4 on

page 64).

(D3) n:m (many-to-many) Multiplicity: This defines a Visual Wiki in which each

entity of either representation (visual or textual) can correspond to multiple

entities in the other representation (see Section 4.2.4 on page 64).

Thinkproc allows for the implementation of a Visual Wiki which satisfies these

three requirements for the following reasons. As described above, the visualization

component of this application is designed to consist of a visual representation of

business processes using the graphical notation of BPMN. The text component

consists of a corporate wiki, which is meant to be used mainly as a process docu-

mentation repository but can easily include further documentations of more generic

knowledge assets. The wiki therefore covers considerably more content than the

process models alone. This use of a domain-specific visual language on one hand,

and a more generic textual component on the other, results in a specific content

coverage (D1) of the Visual Wiki. Due to different levels of abstraction in the two

representations, we can also design a n:m multiplicity (D3) between them. For

example, an entity in the visual representation (e.g. a component of a process) can

be mapped to several points of interest within the wiki. Vice versa, a combination

of those visual entities (e.g. two or more related components of a process) can be

mapped to a specific wiki page or used to perform a joint query across the wiki.

Lastly, a one-way consistency (D2) can be achieved by designing the application

in a way that allows the automatic generation of wiki template pages based on

the business processes. Edits to the wiki, however, do not have an effect on the

contents of the visual process representations.

8.3.2 Functionality

This section illustrates the functionality of the Thinkproc Visual Wiki. As Think-

proc shares some similarities with the previous two examples, we again focus on

features which distinguish it.
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Figure 8.1 shows the default Thinkproc user interface. Like the other Visual Wikis,

it is roughly divided into a text view (a) and a visual view (b). The text view

in the example simultaneously displays two textual views (a wiki page and a web

application). Due to the application’s (current) nature of a pure research prototype,

some of the more advanced features which exist for the other example Visual Wikis

(accessible through a side panel and header) are not implemented for Thinkproc.

Figure 8.1: The Thinkproc user interface, consisting of a text view (a) and a
visual view (b). The current view shows a university enrolment process. The text
view consists of a wiki page (top) and a web application (bottom).

The visual view displays interactive business process models, which are repre-

sented using a visual language very similar to BPMN. The language supports the

most commonly used shapes and connectors as specified in BPMN. Shapes in-

clude events, activities, gateways (for forking and merging of paths), and artifacts

(e.g. resources or organizational units). Connectors include sequence flows (be-

tween events, activities, and gateways) and associations (between activities and

artifacts). Each entity has different attributes and constraints. Organizational

units, for example, have URL attributes (among others), resources can only be

connected to activities, etc. Figure 8.1 shows an example model (on the left side)
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of a university enrolment process. It shows some of the language components,

such as activities (blue), events (green), and artifacts (red and white). The main

differences which distinguishes our language from BPMN is the lack of some of the

more specific components (e.g. sub-processes) and, more importantly, the use of

a force-directed graph layout instead of a fixed user-defined layout (often using a

swim-lane mechanism). The use of a graph layout seemed somewhat non-intuitive

for the use of process diagrams. However, its use was a deliberate choice in order

to remain consistent with the other three Visual Wiki prototypes (which all make

use of force-directed graphs). We will return to this point during the evaluation in

Chapter 10.

The text view is able to hold multiple views, as seen in Figure 8.1. The example

shows a wiki page (top) which contains documentations for the currently selected

process element, as well as a web application (bottom) which is associated with a

specific artifact in the process model. The web application shown in the example

is a student enrolment application associated with the selected activity in the

process. In general, each activity element in a process is mapped to a wiki page.

These wiki pages are automatically generated from a template (unless they already

exist) whenever a process is loaded into the application. Such a mapping to wiki

pages, as well as concrete URLs associated with artifacts (organizational units

and resources) and different types of searches allow for the desired n:m mapping

between the two representations. Figure 8.2 (right) shows an example of different

search possibilities accessible through a context menu in the graph. A user is able

to perform searches in form of different combinations of keyword search (using the

selected activity entity as the query) and concrete URLs (associated with artifact

entities). For example, the user could perform a search of a specific activity across

the wiki while simultaneously opening the URL of the associated organization unit.

While most features of basic interaction (e.g. panning and zooming) and the

main interaction (navigating from node to node) are identical to the previous

example Visual Wikis, some of the navigational behavior is quite different. The

process view still shows the currently selected entity in the center, but at any time

the complete process graph is visible. Expanding and collapsing nodes is no longer

needed. The graph view also provides an alternative display to the default process

view. If a user navigates to an organizational unit, the visualization dynamically

changes towards a display similar to an organizational chart. An example of this

can be seen in Figure 8.2 (left). The editing of the visual representation (the
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Figure 8.2: Display of an organizational chart like view in Thinkproc (left), and
an example of a search context menu (right).

business processes) is not a part of Thinkproc’s features. Thinkproc provides an

XML interface which can be used to load business processes defined in an XML

format similar to BPEL3 (Juric, 2006). Therefore the application can potentially

be integrated with other BPM tools, which provide editing functionality.

8.3.3 Implementation

The overall architecture of Thinkproc can be seen in Figure 8.3. The architec-

ture can roughly be broken down into three main components: (1) Third-party

servers, which consist of a MediaWiki server (running the process documentation

wiki) and other servers. (2) The Thinkproc server, which is the core component

of the application, containing the Thinkproc data, the data adapter, model and

controller, as well as the Thinkmap visualization framework. (3) The Thinkproc

client, which integrates the produced graph view (a Java applet) and the different

text-based views (e.g. process documentation wiki pages and other web applica-

tions).

Figure 8.3 emphasizes the similarities to the architecture of Thinkbase4 and Think-

free5. Again, highlighted in color (blue and green) are those components which have

3Business Process Execution Language (BPEL)

4Compare to Figure 6.11 on page 125.

5Compare to Figure 7.4 on page 138.
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been implemented in order to provide the overall functionality of Thinkproc. High-

lighted in green are those components which particularly distinguish Thinkproc

from the previous examples. In the following description, the focus is mainly on

those components.

Figure 8.3: The architecture of Thinkproc.

The Third-party servers consist of a MediaWiki server and other servers. The

MediaWiki represents the process documentation repository. Thinkproc accesses

it via its APIs mainly in order to automatically generate wiki pages based on the

business process loaded into the application. The other servers provide different

websites or BPM related applications which could be associated with parts of a

process.

The most significant changes are needed for the Thinkproc server. The data

adapter is able to read contents from XML data sources, convert those into an

internal graph-based data representation of a business process (similar to BPMN),

and, using the MediaWiki API, generate wiki pages based on the entities of a pro-

cess. Those wiki pages are generated using templates which provide basic structures

for a page (e.g. different headings) and which can easily be adjusted to specific

requirements. Once generated, the wiki pages can be filled with content by the
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user. The XML data source can potentially be produced by an external BPM ap-

plication. Further significant changes for the Thinkproc server were needed for the

custom data source and the property files of the Thinkmap visualization frame-

work. These had to be modified to enable the desired behavior (e.g. different

navigation behavior) and appearance (e.g. use of a more detailed visual language).

Lastly, the Thinkproc client had to be modified in a way that it supports two

different views for the text component, as exemplified in Figure 8.1. Additionally,

most of the client-side features, e.g. the search functionality triggered through the

context menus, could easily be re-used from the previous Visual Wikis.

8.4 Related Work

In this section we briefly look at related work relevant specifically to Thinkproc6.

The focus here is on Visual Wiki applications which are used in the context of

BPM. In a wider sense, this could also include some of the related work discussed

for Thinkfree (in the previous chapter). That is, Visual Wikis used within the

Enterprise 2.0 and specifically those to support enterprise architecture management

(see Section 7.4 on page 139).

Figure 8.4: Process modeling using Semantic MediaWiki (left), and within a
virtual world (right).

6For related work of the Visual Wiki concept in general, see Section 4.3 on page 74
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As part of the Enterprise 2.0 movement, research has also focused on applying

new approaches, such as social software, to the field of BPM (Schmidt & Nurcan,

2009). Opportunities (Erol et al., 2010) and challenges (Bruno et al., 2011) of this

approach have been pointed out. Applications within the BPM space which qualify

as Visual Wikis are usually those concerned with collaborative process modeling.

A notable example is the use of the Semantic MediaWiki for collaborative modeling

and documenting of business processes, see Figure 8.4 (left) (Dengler et al., 2009).

The application enables the creation of process models as well as their integration

with existing wiki pages. Other visual approaches include, for instance, the use

of a virtual world as an environment to model business processes collaboratively,

see Figure 8.4 (right) (Brown & Recker, 2011). Further readings can be found in

(Wolf, 2010).

While Thinkproc in its current version does not focus on collaborative editing of the

visual process representation, such functionality is certainly part of our Visual Wiki

concept. The prototype currently focuses more on integration functionality with

existing process documentation repositories as well as the automatic generation

of wiki template pages. We see Thinkproc as a proof-of-concept application for

applying our Visual Wiki concept to a very domain-specific environment.

8.5 Summary

This chapter introduced Thinkproc, the third of our four example Visual Wiki

applications. After a short introduction, we outlined the motivation for this chap-

ter, which is to address the challenge of integrating visual business process rep-

resentations with unstructured, agile process documentations, and to provide a

Visual Wiki application which satisfies the design requirements as defined in Chap-

ter 5. We continued with a detailed description of the design of the application,

an illustration of its functionalities, and an elaboration of the implementation de-

tails. Lastly, we discussed relevant related work which is of particular interest for

Thinkproc.

In conclusion, Figure 8.5 shows the characteristics of the Thinkproc application

mapped onto our Visual Wiki concept sheet (see Chapter 4). The figure also shows

the values for the previous two applications (Thinkbase and Thinkfree) allowing

for a brief comparison. Besides the three main design requirements (see again
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the highlighted parameters of content coverage, multiplicity, and consistency), the

figure illustrates other differences and similarities. The text component shares sev-

eral similarities with Thinkfree. The only differences are that Thinkproc’s textual

content is partly extracted from the visualization (see content initiation) and that

its language is less complex (see language complexity). As the content for the vi-

sualization component is imported (see content initiation), it remains rather fixed

and passive. That is, it is not editable by the user (see language creation, language

modification, content creation, and content modification).

Figure 8.5: The Visual Wiki concept sheet for Thinkproc.
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Thinkpedia

This chapter describes the motivation, design, and implementation for our

fourth and last Visual Wiki example, Thinkpedia.

9.1 Introduction

In this chapter we describe the design and implementation of Thinkpedia, our

fourth and last Visual Wiki example which integrates the online encyclopedia

Wikipedia1 with a graph-based interactive visual representation of a semantic graph

extracted from the Wikipedia contents. The application allows the user to visually

navigate and explore the vast amount of content in Wikipedia. The main objective

for Thinkpedia was to investigate the possibility of creating a Visual Wiki similar

to Thinkbase (see Chapter 6, page 110) but suitable for a less structured knowledge

space.

1Wikipedia: http://en.wikipedia.org

154

http://en.wikipedia.org


Chapter 9. Thinkpedia

Similar to the other Visual Wiki examples, this chapter covers the motivation,

design, functionality, and implementation of Thinkpedia, and a brief discussion of

related work. The focus will be on aspects of the application which distinguishes

it from the other Visual Wikis. A public version of Thinkpedia is accessible at

http://thinkpedia.cs.auckland.ac.nz.

9.2 Motivation

One of the common features for all the previous Visual Wiki examples is that they

utilized a structured data repository in order to generate meaningful visualizations.

However, often a knowledge repository is not necessarily structured (as in the case

of Thinkbase), neither is it desired or practical to let users manually model those

structures (as in the case of Thinkfree), nor is it possible to import structures from

external sources (as in the case of Thinkproc). Estimates state that about 85% of

all existing data is unstructured (Adelman et al., 2005). Similarly, it is estimated

that between 80% and 90% of an organization’s data is stored in some sort of

unstructured form (Delen & Al-Hawamdeh, 2009; Russom, 2007). The general

issue with unstructured data (as also discussed in the context of Thinkfree, see

page 130) is that the lack of structures results in difficulties for semantic search,

reasoning, as well as the general navigation and orientation within a knowledge

space (Völkel et al., 2006; Buffa & Gandon, 2006).

A large body of research exists in the area of natural language processing and

knowledge extraction (Fayyad et al., 1996), which investigates possibilities for ex-

tracting structures and meaning from unstructured sources. These techniques have

been applied for extracting structured contents from the Web in particular (see e.g.

(Arasu & Garcia-Molina, 2003; Laender et al., 2002; Craven et al., 2000) for exam-

ples and reviews). Wikipedia is a popular example for these applications. A review

of approaches and applications, which extract and mine semantics from Wikipedia

(e.g. DBpedia (Auer et al., 2007)), can be found in (Medelyan et al., 2009).

The motivation for our approach of developing Thinkpedia as our fourth Visual

Wiki example is twofold.

(1) Thinkpedia attempts to address the above-described overwhelming amount

of unstructured contents and related accessibility issues. Our objective is it
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to build a Visual Wiki example which uses such an unstructured repository,

extracts structured and meaningful contents from it, and uses those as a ba-

sis to generate the visualization component. This visual representation then

enables the user to explore and navigate the unstructured repository.

(2) Thinkpedia represents a further (fourth) example within our adopted method-

ology of the evolving frameworks pattern. The pattern states that three ex-

ample applications represent a sample size which is large enough and also

practical to implement. Three examples form a solid basis for the develop-

ment of a generalized framework (in our case a Visual Wiki meta-tool appli-

cation). However, the pattern also points out that the more examples used,

the more general will be a framework. Therefore we are motivated to develop

Thinkpedia as a further Visual Wiki example which helps to strengthen the

framework.

9.3 Thinkpedia

In this section we will describe the design of Thinkpedia according to our Visual

Wiki concept and the methodology outlined in Chapter 5. We will also describe

the functionality of Thinkpedia and discuss its implementation.

9.3.1 Design

In contrast with the previous three Visual Wikis, Thinkpedia does not have any

predefined design requirements as described in our “local methodology” discussed

in Section 5.2 (see page 104). The main focus for the design of Thinkpedia can thus

be on the choices for an unstructured content repository as well as a mechanism

to extract meaningful structures from it.

Concerning the use of an unstructured data source, we have chosen Wikipedia. For

the purpose of our application, as outlined in the motivation section above, we

see Wikipedia as an excellent example due to its size, popularity, and accessibility.

However, we see the approach of Thinkpedia suitable for a wide range of unstruc-

tured textual resources and not limited to Wikipedia alone. For the mechanism

to extract semantics from Wikipedia, we did not intend to implement a solution

ourselves, as that is beyond the scope for this thesis. As indicated earlier, this is
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a very active research area and plenty of work exists to build upon. Our objective

was to make use of an existing third-party service which can be integrated into our

application. A further requirement was that such a service should not be limited

to Wikipedia but should in principle work with any unstructured textual resource.

We have chosen to use the SemanticProxy2 web service which is part of the Calais

initiative by Thomson Reuters. The SemanticProxy takes plain text or a URL as

input, processes this, and returns the identified concepts and their relationships in

structured RDF3 format.

The remaining design of the Thinkpedia Visual Wiki application is very much

guided by the previously implemented examples. Many of the components were

able to be reused and, where necessary, were easily adjusted to the needs of Think-

pedia.

9.3.2 Functionality

This section illustrates the functionality of the Thinkpedia Visual Wiki, with the

main focus on its differences to the previous three examples. Figure 9.1 shows the

default Thinkpedia user interface. Similar to the other Visual Wikis, it is roughly

divided into a text view (a), a visual view (b), and a header (c).

The graph view is generated from the entities extracted from an individual Wiki-

pedia article using the SemanticProxy. Given a Wikipedia article, the Seman-

ticProxy returns all the extracted entities (such as person, organization, country,

etc.) including their relationships in a semantically enriched format. The center

node of the graph represents the current Wikipedia article itself. The remainder

of the graph is generated from the entities extracted from that article. Similar

to Thinkbase and Thinkfree, each node is represented using an icon which cor-

responds to the type of the node. Nodes of the same type are aggregated using

aggregation nodes. Figure 9.1 also shows a further visual aspect, which is unique

to Thinkpedia. That is, the thickness of edges corresponds to a relevance factor

which indicates how relevant the related entity is in the context of the Wikipedia

article. This relevance factor is provided by SemanticProxy. As can be seen in

2SemanticProxy: http://semanticproxy.com

3Resource Description Framework (RDF): http://www.w3.org/TR/rdf-primer
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Figure 9.1: The Thinkpedia user interface, consisting of a text view (a), a visual
view (b), and a header (c). The current view shows the article on Albert Einstein.

Figure 9.2, Thinkpedia uses the relevance factor to create a specific type of filter

functionality. The left side shows the graph for the Wikipedia article about the

Semantic Web. The right side shows that same graph filtered in a way that it only

displays the most relevant entities. The filtering is done using a range slider at

the bottom of the graph. The navigation of the graph is also slightly different

to the other Visual Wikis. Related entities shown in the graph (e.g. the “HTML”

node in Figure 9.2 (right)) do not directly correspond to entities in the text compo-

nent (i.e. Wikipedia articles) nor do they exist within a persistent data storage of

the application. They only represent a currently relevant concept extracted from

the active Wikipedia article. If a user selects such an entity (e.g. clicks on the

“HTML” node), the application performs a search across Wikipedia and navigates

to a new article which is found to be most relevant. Even though this works well

in most cases, there is no guarantee that the new article is the desired one (or that

it even exists). We will further discuss this drawback in the tool’s evaluation in

Chapter 10.

The text view represents a simple integration of Wikipedia articles, and the

header of the application provides some basic functionality which we discussed

within the previous examples. This includes a search feature (making use of the
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Figure 9.2: The Thinkpedia graph of the Wikipedia article about the Semantic
Web (left) and the same graph reduced to its most relevant contents using the
range slider at the bottom (right).

Wikipedia API), print and share functionality, and the ability to navigate the

browsing history.

9.3.3 Implementation

The overall architecture of Thinkpedia can be seen in Figure 9.3. The architec-

ture can roughly be broken down into three main components: (1) Third-party

servers, which consist of the Wikipedia server as well as the SemanticProxy ser-

vice. (2) The Thinkpedia server, which is the core component of the application,

containing the data adapter, model and controller, as well as the Thinkmap visu-

alization framework. (3) The Thinkpedia client, which integrates the produced

graph view (a Java applet) and the Wikipedia articles.

Figure 9.3 emphasizes the similarities to the architecture of the previous three Vi-

sual Wikis4. Again, highlighted in color (blue and green) are those components

which have been implemented in order to provide the overall functionality of Think-

pedia. Highlighted in green are those components which particularly distinguish

Thinkpedia from the other examples.

The Third-party servers consist of the Wikipedia server and the SemanticProxy

4Compare to the architectural diagrams in the respective earlier sections on pages 125, 138, and 149.
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Figure 9.3: The architecture of Thinkpedia.

service. Wikipedia provides the contents for Thinkpedia, SemanticProxy takes care

of the contents’ “semantification”. Both are accessible through their APIs.

Again, the most significant changes are needed for the Thinkpedia server. Most

notably, the data adapter had to be updated so that it could access and deal with

data from both Wikipedia and SemanticProxy. If a search is performed by the

user, the adapter first retrieves the search results from Wikipedia, then forwards

the relevant Wikipedia article URL to the SemanticProxy, and finally processes

the RDF response from the semantification process. Most of the other Thinkpedia

server components such as the Thinkmap visualization framework needed only

minor changes.

Lastly, the Thinkpedia client required almost no modification at all as its setup

is very similar to that of Thinkbase. All that was needed was an update to the

look and feel of the user interface.
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9.4 Related Work

In this section we briefly look at related work relevant specifically to Thinkpedia5.

The focus here is on Visual Wiki applications which make use of an unstructured

textual resource (like Wikipedia) and extract semantics from it in order to generate

visual representations.

Some relevant work in this context has already been discussed in the section of

the “passive approach” in the Visual Wiki chapter (see Section 4.3.2 on page 75).

These earlier discussions included ViskiMap and ENWiC (Espiritu et al., 2008).

Both applications share similarities with Thinkpedia as they process the contents

of Wikipedia in order to generate visual representations in form of topic maps or

graphs. Similar approaches built using Wikipedia include Hōpora6 (Milne, 2010),

Semantic Wonder Cloud (Mirizzi et al., 2010), and EyePlorer 7, see Figure 9.4

(left).

The OpenCalais community has produced several applications which are similar to

Thinkpedia in the way that they apply the SemanticProxy service to unstructured

web contents and visualize these in graph-like structures for the user to explore.

Examples include WireCatch8 and the News Dot Network 9, see Figure 9.4 (right).

Both applications focus on news stories. They visualize different tags, facts, and

events of popular news stories using interactive graph displays, and show them

alongside the news articles or news snippets.

While those applications almost exclusively focus on Wikipedia contents, we em-

phasize that Thinkpedia makes use of Wikipedia as an example only. Thinkpedia is

currently able to handle any MediaWiki-based wiki and, by applying small modi-

fications, potentially other unstructured resources. The application also showcases

the usefulness of the SemanticProxy service and demonstrates a Visual Wiki ex-

ample built entirely on top of an unstructured knowledge repository.

5For related work of the Visual Wiki concept in general, see Section 4.3 on page 74

6Hōpara: http://wdm.cs.waikato.ac.nz:8080/Hopara

7EyePlorer: http://eyeplorer.com/map/en

8WireCatch: http://www.opencalais.com/wirecatch-news-aggregator

9News Dot Network: http://www.opencalais.com/applications/news-dots-network
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Figure 9.4: EyePlorer (left) and the News Dot Network (right).

9.5 Summary

This chapter introduced Thinkpedia, the fourth and final of our four example

Visual Wiki applications. After a short introduction, we outlined the motivation for

this chapter, which is to provide an efficient visualization and information discovery

application for an unstructured data repository. We continued with a detailed

description of the design of the application, an illustration of its functionalities,

and an elaboration of the implementation details. Finally, we discussed relevant

related work which is of particular interest for Thinkpedia.

In conclusion, Figure 9.5 shows the characteristics of the Thinkpedia application

mapped onto our Visual Wiki concept sheet from Chapter 4. As in the previous

three chapters, the figure also shows the characteristics of the previous applications,

here showing the values for all four of our Visual Wiki examples. As mentioned

earlier as well, this shall not provide an in-depth analysis and comparison of our

tools. It is rather meant to give a brief demonstration of our Visual Wiki concept

sheet and to allow for a short discussion. In the case of Thinkpedia, it becomes

clear that the application shares the most commonalities with Thinkproc, with the

exceptions of having a lower language complexity and a different type of content

initiation for the visualization component. Furthermore, the figure also illustrates

some general patterns among our applications. The visualization component shows

some overlap, with Thinkfree standing out the most (as its visual component is

quite detached from the text and fully editable by the user). Parts of the mapping

component are identical for all four applications (creation influence and coordina-
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tion) while other parts are very different (multiplicity and consistency). Lastly,

the text component is almost identical for all applications (all resembling charac-

tersitics of a traditional wiki), with the exception of Thinkbase which gives users

more control over the language creation and modification.

Figure 9.5: The Visual Wiki concept sheet for Thinkpedia.
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CHAPTER 10

Evaluation of Visual Wiki Examples

This chapter describes the evaluation of the four Visual Wiki examples and dis-

cusses the results.

10.1 Introduction

The previous chapters introduced and described four different Visual Wiki exam-

ples, whose development was guided by our Visual Wiki concept. By implementing

a set of quite diverse example applications, we have demonstrated the applicability

of the Visual Wiki concept to assist in the design and development of a potentially

large variety of applications.

In this chapter we present several evaluations of our four Visual Wiki applications

which allow us to better understand, analyze, and discuss the tools as well as the

Visual Wiki concept in general. The chapter aims to answer the research question:

What are the practical benefits of Visual Wiki applications and how can these be

evaluated? All the evaluations are qualitative and take feedback from the users

of the applications into account. For some, we also include a brief analysis of the
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applications’ content and usage patterns. We present three different evaluations

which focus on different objectives. Each of them takes a different subset of our

Visual Wiki examples into account. The three evaluations are the following.

(1) An evaluation of Thinkbase, Thinkfree, and Thinkproc, which focuses

on the impact of the applications’ design on different information processing

tasks.

(2) A comparative evaluation of Thinkbase and Thinkpedia, which focuses on

the suggested potential of their visual interfaces for exploring large knowledge

spaces.

(3) An evaluation of Thinkfree, which focuses on the Visual Wiki concept used

within an enterprise setting.

We now discuss these three evaluations in detail. For each of them we describe the

objective, the used evaluation technique, and the obtained results including their

discussion.

10.2 Thinkbase, Thinkfree, and Thinkproc

This section describes the first evaluation, which focuses on three of our four Visual

Wiki applications. The evaluation relates to the methodology used for designing

the applications (see Section 5.2, page 104). It is concerned with Thinkbase1,

Thinkfree2, and Thinkproc3.

10.2.1 Objective and Technique

The main objective of this evaluation relates to the “local” methodology de-

scribed in Section 5.2 (page 104). The first four steps of this methodology consist

of: (L1) The Visual Wiki concept (see Chapter 4) as a framework to design new

1See Chapter 6, page 110

2See Chapter 7, page 130

3See Chapter 8, page 142
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instances of Visual Wiki applications, the identification of (L2) three independent

parameters (content coverage, multiplicity, consistency) as well as (L3) one de-

pendent parameter (purpose) within the Visual Wiki concept, followed by (L4)

the implementation of prototypes according to the chosen independent parameters.

Figure 10.14 shows this high-level design which led to the development of three

of our four Visual Wikis. The fifth and last step of that methodology (L5) is

an evaluation or investigation into what influence the prototypes and therefore

the combinations of independent parameters have on the dependent parameter. In

other words, the main objective of this evaluation is to investigate how the different

Visual Wiki prototypes support and improve different information or knowledge

management tasks. The tasks of interest, as seen in Figure 10.1, are those of

creation, curation, distribution, and retrieval5.

Figure 10.1: The high-level design of three of the Visual Wiki prototypes
(Thinkbase, Thinkfree, and Thinkproc).

During an earlier stage of the Visual Wiki development, an informal pilot survey

was carried out among five people who were stakeholders in the development of

one or all three of the prototypes. This helped us to determine suitable questions

for the actual evaluation. In order to investigate the influence of the independent

parameters on our three prototypes, we then conducted a qualitative evaluation

with a group of users. Answers were gathered using an anonymous online survey

tool. The survey was structured into three sections.

4See also Figure 5.2 and the previous description of the methodology in Section 5.2, page 104

5These tasks are almost identical to the steps of the “life-cycle” dimension of our IPLC model (see Section 2.2.3,
page 20), with the exception of the “consumption” step, which is omitted for simplification.
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(1) First, participants were asked about their experience with wikis in general as

well as their experience with wikis in the workplace (e.g. for project manage-

ment). The focus was on all three wiki platforms used for our Visual Wiki

examples (Freebase, Confluence, and Wikipedia/MediaWiki).

(2) Next, all three prototypes were shown to the participants, together with de-

tailed tutorials which explained the functionalities of the applications. Par-

ticipants were asked to use the Visual Wikis. They were given example tasks

such as exploring certain parts of the contents and modifying others. This

allowed them to gain familiarity with the tools.

(3) Lastly, participants were asked to answer a set of questions regarding the dif-

ferent Visual Wikis. These questions, which were similar for each application,

aimed to establish how much the four different tasks of the dependent param-

eter (creation, curation, distribution, and retrieval) improved through use of

the application as perceived by the participants. For that purpose, the four

tasks were first defined and then participants were asked to perform them. For

example, participants were asked to first consider only the Confluence wiki

and rate how useful the tool is to create or retrieve content. Then they were

asked to consider the Thinkfree prototype (which combines Confluence with

a visualization) and rate how much the usefulness of the tool for these tasks

had improved. Finally, participants were also asked for general comments.

Appendix B.1 contains the Participant Information Sheet which informed partici-

pants about the purpose of the evaluation, Appendix B.2 contains the University

of Auckland Human Participants Ethics Committee (UAHPEC) approval letter,

and Appendix B.3 contains the anonymous online survey used for this evaluation.

10.2.2 Results and Discussion

We recruited 15 participants for the evaluation of the three prototypes. The par-

ticipants were three undergraduate students, eight postgraduate students, and four

staff members of the University of Auckland. All the participants were at least “a

little bit” experienced with the use of wikis, although about 13% never used them

in the corporate context (which in this case refers to the usage of wikis e.g. for

project collaboration). About 20% described themselves as “power users” of wikis

in the public domain, 27% as “power users” in the corporate context. We defined
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power users as users who “document and collaborate on a lot of projects using

wikis”. More than half of the participants were familiar with the Confluence wiki.

Freebase was less known among the participants. About 40% had never heard of

it, and only two participants had used it actively (contributing content) before.

Some interesting first results were revealed when asking the participants about

the usefulness of the wikis alone. That is, Freebase, Confluence, and MediaWiki.

For all three tools, the participants rated the usefulness of the four tasks very

similarly. However, there are differences between the three tools. The usefulness of

the MediaWiki for the four tasks was rated lower than Confluence. Freebase was

rated highest. It could be suggested that this ranking corresponds to the degree

of structure within the tools. MediaWiki is least structured, Confluence provides

some more structures (e.g. wiki “spaces”, labels, plugins, etc.), and Freebase as a

Semantic Wiki is the most structured.

The main focus of the evaluation was then on comparing these ratings with the

ratings of the actual Visual Wiki prototypes. The results can be seen in Figure 10.2.

The diagram shows the four tasks of the dependent parameter (creation, curation,

distribution, retrieval) on the x-axis. The y-axis shows a scale of how participants

perceived the improved “usefulness” of the prototypes on average for each of the

four tasks when compared to the wikis alone. The values shown range from “very

little” improvement (3), to “moderate” (4), and “high” (5) improvement. The full

scale used in the survey also includes the values “worse” (1), “no” (2), and “very

high” (6) improvement (omitted in Figure 10.2). Overall the results for the three

prototypes are quite similar. That is, for each task the results show similar rates

of improvement for all three Visual Wikis. However, there are also differences as

we will discuss below. The greatest improvements were perceived for the tasks of

retrieval (search and navigate) and curation (e.g. small edits). It can be said

that the improvement in retrieval tasks relates to the benefits of visualizations as

an effective method to represent knowledge-rich scenarios (Burkhard, 2005). The

task of curation is closely related to that of retrieval, which could be a reason why it

also rated quite highly. The improvements in distribution (transfer of knowledge)

were rated as somewhat less useful even though they are still relevant. Lastly,

the Visual Wiki concept had the least impact on the task of creating content.

That could be because this is a less intuitive task (contrasted with e.g. search)

so participants were not as comfortable using the visual interfaces to create new

content. Interaction with creation support in the visualizations is also currently
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more limited than in the textual wikis. Therefore, this particular finding might be

limited to the prototypes only.

Figure 10.2: Results of the evaluation.

Besides the general similarities between the three prototypes as found in these

results, there are also some differences.

Thinkproc was rated as providing the least improvements for all tasks. That

might be because it is the least mature of the prototypes which means that its

functionalities are limited in some ways and it also provides only example template

wiki pages and no real content. Furthermore, its specifications as a Visual Wiki

with very specific content coverage as well as a complex n:m multiplicity might

make the application more suitable for domain experts and not a general audience.

Lastly, we found that the chosen graph-based layout mechanisms used are not

necessarily the best option for complex business models and could be replaced by

more suitable ones (see e.g. (Rinderle et al., 2006)).

Thinkfree was rated highest for the task of curating. This is not surprising as

the application provides the most sophisticated editing functions. In contrast to

the other two Visual Wikis, one of its main design features is to allow users to

contribute content. The high rating for curation reflects this. It should be noted,

however, that the task of creation is still rated as much less of an improvement than

the other tasks. This suggests that small edits (which, in this case, correspond to

curation) such as new relationships between existing nodes are still quite different

to the creation of completely new content.

Thinkbase was rated highest for the task of retrieval (search and navigation).

Such a rating could be influenced by characteristics of the application such as the
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very general content coverage and the 1:1 multiplicity. Both of these allow for a

Visual Wiki which can easily be navigated and is suitable for a general audience. A

specific type of search which could be called “search by exploration” was described

as being “incredibly addictive” by several users of Thinkbase. Further results

from the survey also refer to properties of the Visual Wiki concept which have

not been explicitly mentioned or asked for in the survey (gathered through general

comments provided by participants). For example, participants rated the approach

of Thinkbase (e.g. 1:1 multiplicity) most useful where the textual representation

already provides rich semantics (as in the case of Freebase), while the Thinkfree

approach (e.g. no consistency) was rated more appropriate for semi-structured

content. This refers to the language complexity property of the textual component6.

Due to limitations such as the sample size and the nature of the evaluation, any

conclusions must be tentative. Further limitations are due to the demographics of

our participants. They were not necessarily representative for the tools’ intended

target user groups. The evaluation was conducted mainly with students and not

with domain experts. We will address this particular shortcoming with a more ap-

propriate evaluation with actual users in the case of Thinkfree (see Section 10.4).

The choice of having three independent parameters (content coverage, multiplicity,

consistency) was due to practical reasons. However, this also leads to additional

limitations as their influence on the dependent parameter cannot be analyzed in

isolation. Most importantly, any observable effects of those independent parame-

ters on the dependent parameter have to be treated carefully as correlation does not

necessarily imply causation. Besides those three parameters which we focused on,

there are naturally also other varying characteristics among the three applications,

not taken into consideration here. Further aspects which could have influenced

the survey outcomes, such as the willingness of participants to collaboratively edit

visualizations, were beyond the scope of this evaluation.

Despite the limitations, we could demonstrate the use of our Visual Wiki concept

not only as a tool to design and develop new Visual Wiki applications, but also as a

tool to facilitate their evaluation and discussion. We believe that overall all three

Visual Wiki examples show promising potential to improve all of the four tasks

which we investigated. Furthermore, we can draw tentative conclusions regarding

the different impacts of the specific independent parameters on those tasks. Ar-

6See Section 4.2.3, page 59
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guably the main benefit of the Visual Wiki applications could be demonstrated for

tasks related to content retrieval, such as search and navigation. In the following

section we will focus on a further evaluation of this specific aspect.

10.3 Thinkbase and Thinkpedia

This section describes a comparative evaluation of two of our Visual Wiki appli-

cations, Thinkbase7 and Thinkpedia8, which overall are very similar but differ

in some important aspects. The focus of this evaluation is particularly on the

suggested potentials of the visual interfaces and their usability for exploring large

knowledge spaces.

10.3.1 Objective and Technique

In the previous evaluation we looked at three of our Visual Wikis and analyzed

the general impact of those in respect to different tasks. One of the key findings is

that Visual Wikis seem to have a major potential for tasks related to information

retrieval. Most importantly, this includes tasks of searching and navigating an

information space with the help of visual interfaces (search by exploration). This

corroborates a large amount of related work, discussed in detail in Section 4.3

(page 74).

The main objective of this evaluation is to further investigate the potential of Vi-

sual Wiki applications for retrieval tasks. To do this, we take a closer look at two

of our example Visual Wikis, Thinkbase and Thinkpedia. The two examples are

both based on very large, general knowledge repositories (Freebase and Wikipedia).

Therefore, the interaction behavior and the suggested potential of both applica-

tions are very similar. The user is able to navigate and explore a large knowledge

space using the graph-based visual interfaces. A major difference is that Thinkbase

makes use of a highly structured, semantic data repository (Freebase), which can

directly be translated into meaningful visual representations, while Thinkpedia

makes use of an unstructured text repository (Wikipedia), which has to be mined

7See Chapter 6, page 110

8See Chapter 9, page 154
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for structured concepts using SemanticProxy before generating the visual inter-

face. These general similarities and specific differences make the two Visual Wikis

suitable for a comparative evaluation.

Our Visual Wikis depend to a large extent on the efficiency and usability of vi-

sualizations. This is especially the case for Thinkbase and Thinkpedia which are

based on very large knowledge spaces. The benefits of visualizations, however,

are fundamentally hard to evaluate (Plaisant, 2004). Tightly controlled quantita-

tive evaluations are generally regarded as not the most suitable technique (Bertini

et al., 2008). Therefore qualitative evaluations techniques, such as case studies and

surveys, are widely used and considered to be more appropriate (Plaisant et al.,

2008).

We conducted a qualitative, insight-based evaluation (North, 2006) in order to

better discuss potential strengths and weaknesses of the two Visual Wikis. The

used methodology is based on the assumption that the ultimate purpose of vi-

sualization is insight and that one possibility of measuring insight is to let users

explore the visualization and report on insights gained. An evaluation with a group

of users was conducted in the form of an online survey which was structured into

the following three sections.

(1) First, participants were given a short description of Thinkbase and Thinkpedia

(most were familiar with Thinkbase from the first evaluation).

(2) Participants were then asked to explore the contents of the applications. In-

stead of giving users a clearly defined task (e.g. finding a specific piece of

information) and then measuring the time or accuracy when using different

tools, we gave them one open-ended task and let them report on interesting

findings or insights. Participants were asked to choose any starting topic they

are interested in (e.g. their favorite movie, next holiday destination, a famous

person) and then explore this topic and any relevant related topics according

to their interest within both Visual Wikis.

(3) Lastly, participants were asked to write a report about their experiences of

both applications, what kind of insights they gained, and any notable differ-

ences between Thinkbase and Thinkpedia.

Appendix B.4 contains an information sheet used to instruct the participants about

the evaluation described above.
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10.3.2 Results and Discussion

We recruited a group of seven participants for this evaluation. All were post-

graduate students or staff members at the Computer Science department of the

University of Auckland. The evaluation results showed us that both Visual Wiki

examples clearly have their strengths and weaknesses. Some of these seemed related

to the contents and structure of the underlying knowledge repositories (Freebase

and Wikipedia). Others seemed related to design decisions made when implement-

ing the visual exploration tools on top of those repositories.

A general observation, which was made in similar ways by most participants, was

that even though Thinkbase provides more structured content, the coverage of its

content is rather limited. That is, for many topics the semantic content is still

very sparse. Thinkpedia, on the other hand, has much more coverage but the

semantically-enriched graph still lacks some structure. Not surprisingly, this also

roughly translates into general strengths and weaknesses of the Semantic Web and

the Social Web.

More precisely, participants reported that Thinkbase is “very well structured”,

the “[connections] seem very solid”, and “navigation felt very natural”. Further-

more, the application has been described as “effective and beautiful, and that it is a

lot of fun [browsing the content]”. On the downside, participants reported that the

“richness of content [is] rather less than [the one in] Thinkpedia”, e.g. it is “limited

for some topics” and not as “full as [one] would have liked”. For Thinkpedia,

participants reported that the “richness of information is much better” and “more

comprehensive”. “Due to the fuller amount of information available”, the appli-

cation “[gives] an interesting perspective”. However, there clearly are weaknesses.

Participants found Thinkpedia to be “less solid” and reported that it sometimes

“seems a little bit disordered”. Furthermore the visualization sometimes presents

some “odd mistakes”. This is due to ambiguities within the process of extract-

ing semantics using SemanticProxy. The implementation of the keyword search

function in Thinkpedia was criticized by some participants as it is not very user

friendly at present.

Insights as reported by the participants were mostly along the lines of discovering

related information which they were either not aware of, or which they already

knew but found noteworthy to see visualized. A typical report would include
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statements such as: “I found it interesting to see A connected with B”. Exploring

content along those kinds of connections seems to be a very useful feature. One

participant, for example, described how he navigated (using Thinkbase) from a

television show to a city to a state and finally he discovered a “mountain [where he

could] go skiing”. This relates to the concept of orienteering (Teevan et al., 2004),

which describes a type of search in which the target is not (well) known. Instead

of jumping or “teleporting” directly to the target (what is usually the case in

keyword search), one rather performs a “directed situated navigation”. This means

a user takes a series of smaller steps while navigating through the information

space. Advantages of orienteering include that it decreases the cognitive load,

maintains a sense of location, and gives a better feeling for context. The visual

navigation and exploration interface of both Thinkbase and Thinkpedia seem to

support this orienteering behavior very well, as they, for instance, allow starting

with a general topic and then drilling down from it into different “branches” of

related information.

Lastly, participants reported on the benefits of having information condensed in a

visual form. This helps to reveal “information that is otherwise difficult to notice

when presented in a textual environment”. Furthermore, one can “easily [see] key

words and [does not] need to waste time reading [all the text]”. Graphs are arguably

not always the best way to represent large amounts of content, depending on the

task a system is meant to support (Karger & Schraefel, 2006). Instead of simply

displaying one “big fat graph”, we have focused on several ways to filter the graph.

The used filtering mechanisms include, for example, the aggregation nodes, expand

and collapse features, and range slider. Furthermore our graph visualizations do

not replace but are complementary to existing user interface approaches, such as

the tabular displays used in Freebase. This emphasis on a focus-plus-context view

allows one to benefit from both the detailed and clearly structured contents in the

data repositories (focus) and the wider view shown in the visualizations (context).

Thinkbase and Thinkpedia are the only two of our Visual Wiki applications for

which we made public versions available online. This gives us an additional op-

portunity to discuss these particular Visual Wikis concerning their usage statistics

(gathered using Google Analytics9). Within two years after making Thinkbase

publicly available, the application had had more than 35,000 page views and more

9Google Analytics: http://www.google.com/analytics
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than 15,000 unique visitors who spent an average of two minutes using the appli-

cation. Thinkpedia was somewhat less popular. Within a comparable timeframe

it received only about 5,000 page views and 2,300 unique visitors who spent lit-

tle over a minute on average using the application. This pattern in popularity

roughly corresponds to the feedback we received during the evaluation, particu-

larly the weaknesses identified for Thinkpedia due to its characteristic of being an

early prototype. The popularity of Thinkbase corroborates the perceived useful-

ness of the application as reported by our participants. Thinkbase also received

some praise from the public and experts in the field. It has, for instance, been

described as a “mind map of the world’s knowledge” (Catone, 2008) and Robert

Cook, co-founder of Metaweb (now part of Google), remarked: “We’ve monkeyed

around with visualizations like this, but [Thinkbase] actually made it work.”10

10.4 Thinkfree

This section describes an additional evaluation which focuses on Thinkfree11.

As Thinkfree represents a Visual Wiki which is used as a commercial application

within the University of Auckland’s IT Services Division, it allows us to investigate

the tool’s actual usage and the feedback gained from its target user group.

10.4.1 Objective and Technique

During the previous two evaluations we looked at (1) the impact of different Visual

Wiki designs on different information processing tasks and (2) a comparison of two

of the applications regarding their potential for the task of information retrieval.

Thinkfree was included in the first of those evaluations.

The main objectives of this evaluation are to take a closer look at Thinkfree as

a commercial Visual Wiki application, to analyze its usage, and to obtain feed-

back from the actual target user group. Thinkfree is a commercial application

currently used within (and developed with) the University of Auckland’s IT Ser-

vices Division. The purpose of the application is to support knowledge workers

10Freebase developer mailing list http://markmail.org/message/ucbq4xf7rhrwgglt

11See Chapter 7, page 130
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in the Services Division in documenting, curating, and understanding enterprise

architecture assets. This “real-world” usage of Thinkfree gives us the opportunity

to analyze a Visual Wiki within an enterprise setting.

We will first report on usage patterns of the application and then discuss the

results obtained from a qualitative evaluation in form of an anonymous online

survey among the core contributors of Thinkfree. The survey consisted of two

sections:

(1) participants were first asked to describe their work habits related to docu-

mentation tools in general and their experiences with Thinkfree in particular,

and

(2) they were then asked in a general sense to describe the strengths and weak-

nesses which they see in Thinkfree, and to make suggestions for improving

the application.

Appendix B.5 contains the online survey used for this evaluation.

10.4.2 Results and Discussion

Since the roll-out of Thinkfree towards the end of 2009, we have recruited several

core users in the different Services divisions. Among them are about 10 frequent

users who have contributed most of the content to date. Although this might seem

a relatively small number, we have been successful in substantially growing the

content of Thinkfree with the help of these early adopters. Following this path, we

aim to achieve a critical mass which will dramatically increase the usefulness of the

application. In a period of six months, the amount of data roughly tripled from

the 500 modeled entities with which we started, to about 1,500 entities. More im-

portantly, about 4,000 triples (or facts, e.g. “PeopleSoft provided by Oracle”) have

been created by the users. Although we had hoped to gain more users, there are

several possible reasons for this somewhat slow uptake. Firstly, it takes a consid-

erable amount of patience for people to migrate to a new way of working (McAfee,

2009) and we believe it will simply take more time to see a broader adoption of

the application. A further aspect might be related to the maturity of Thinkfree

itself. For instance, the usability for certain tasks can be improved further, and we

are working on those. Another possible reason is that limited resources for both
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development and training of the tool restrict us somewhat against a more rapid

proliferation of Thinkfree. Nevertheless, we have been encouraged that our core

contributors have seen enough value in using Thinkfree to have contributed the

significant volume of material they have to date.

The anonymous survey among the core contributors of Thinkfree resulted in de-

tailed answers from four participants. Concerning the usage of documentation

tools in general, all participants reported that they use several information man-

agement and collaboration tools during their daily work. These include the Conflu-

ence wiki, SharePoint, and other tools such as local files plus Email. They all stated

that they used Thinkfree on a regular basis (ranging from weekly to monthly) for

editing as well as browsing and searching for information. Some participants stated

that they will probably use the tool less frequently once most of their contents of

interest have been modeled, indicating their motivation is primarily to use the tool

to communicate with their own constituents.

Strengths of Thinkfree, as pointed out by the participants, re-confirm the major

design features of the application. Most importantly, the “visual representation and

incredible flexibility [of modeling information] are powerful tools in understanding

relationships”. Furthermore, “the ability to create relationships between [topics

of] information” combined with the focus-plus-context view, “which allows you to

drill down from [those] high level topics to specific details”, has been pointed out

as very useful. Users state that Thinkfree “looks good and it is easy to search for

information” as well as “easy to maintain and update” the content. Weaknesses

of Thinkfree, as reported by the participants, are mainly related to the accessibility

and transparency of the tool. Users are concerned that, due to the open access

mentality, it will be hard to keep track of changes and that the responsibility and

ownership of contents are not sufficiently accessible. This is a common contention

in corporate knowledge management approaches. A further reported shortcoming

is the growing complexity of the data schema, of which users need to have a “good

understanding to know where to add things”. Related to that are suggestions to

improve the editing interface, in order e.g. to make more transparent what contents

(entities) are already created. This will reduce the amount of redundant contents

and improve the usability. Lastly, participants state that in order to be really

useful, Thinkfree needs to be more widely used and more widely contributed to.

We can conclude that the rollout of Thinkfree as an enterprise application so far

has been somewhat slow but successful. Reported strengths of the application
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relate to the fundamental Visual Wiki concept, such as ease of use and navigation

of visual representations of high-level information and their inter-relatedness, and

the ability to drill down from those to specific details. Weaknesses of the current

Thinkfree version are usability issues with certain editing tasks as well as the level

of editing transparency and ownership clarifications.

10.5 Summary

This chapter described three different qualitative evaluations of our four Visual

Wiki examples. Each evaluation focused on different objectives and each took a

different subset of our Visual Wiki examples into account.

The first evaluation focused on Thinkbase, Thinkfree, and Thinkproc. It fol-

lowed on from the methodology used for designing those three Visual Wikis (see

Section 5.2) and evaluated them according to their impact on different information

processing tasks (creation, curation, distribution, retrieval). We demonstrated the

overall positive feedback from users and concluded that the Visual Wiki concept

and those three example applications in particular have potential to improve several

information processing tasks, specifically those related to information retrieval.

The second evaluation focused on a direct comparison between Thinkbase and

Thinkpedia and was concerned with the suggested potential of their visual in-

terfaces for exploring large knowledge spaces. Extending from findings of the first

evaluation, we demonstrated the value of these particular Visual Wikis, which are

related to efficient and engaging visual interfaces.

The third evaluation focused on Thinkfree and was concerned with the applica-

tion’s use within an enterprise setting. This evaluation demonstrated the applica-

bility of the Visual Wiki concept in such a corporate environment and pointed out

strengths and weaknesses indentified within this “real-world” setting.
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VikiBuilder Meta-Tool

This chapter describes the design and implementation of VikiBuilder, a Visual

Wiki meta-tool, which allows end-users to easily specify and generate new Visual

Wiki instances.

11.1 Introduction

The previous chapters described several Visual Wiki examples (Thinkbase, Think-

free, Thinkproc, Thinkpedia, see Chapters 5–9) followed by their evaluation and

discussion (see Chapter 10). Motivated by the potential of Visual Wiki appli-

cations as well as the need to more efficiently create new instances, this chapter

describes the design and development of VikiBuilder1, a Visual Wiki meta-tool.

That is, a tool which supports both developers and end-users in designing and

implementing new Visual Wiki instances.

1VikiBuilder: A V isual Wiki Builder application.
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The four example Visual Wikis showcase a broad set of possible applications,

ranging from general purpose tools (Thinkbase) to more domain-specific tools

(Thinkproc). Their evaluations have demonstrated significant potential for the Vi-

sual Wiki concept in the field of knowledge management and related areas. We have

also seen considerable interest from the public and experts in the field. Among oth-

ers, this is reflected by requests for new Visual Wiki instances using, for instance,

further data sources, new visualization metaphors, and other modifications of the

current examples. We conclude there is a significant demand for new, similar im-

plementations. While there is both potential and demand for new implementations,

constructing such applications involves a significant amount of development work.

Even though we leveraged industrial strength components, such as the Thinkmap

visualization toolkit, to reduce development, each of our four Visual Wikis has still

required substantial programming effort.

Motivated by the potential to improve this process of generating new Visual Wiki

applications, we developed the VikiBuilder meta-tool. The objective of this meta-

tool is to make it easier and more efficient for both programmers and non-technical

end-users to design and automatically generate new Visual Wiki instances. The

work presented in this chapter addresses two of our research questions. The first

one is: Which characteristics and building blocks are required for an accessible,

visual notation capable of specifying Visual Wiki instances? The second one is:

Can such a visual notation be realized as an accessible tool for easy end-user

specification and generation of Visual Wikis?

The demand for applications which empower not only developers but also domain

experts and, increasingly, casual end-users with the ability to modify and create

applications (and therefore providing new ways to process information) relates to

our customization theme in Section 3.2.3 (see page 47). In designing the meta-tool,

our aim is to make the application as easy as possible to use and to use a metaphor

and an environment for construction that would appeal to Visual Wiki designers.

Developing the application as a Visual Wiki itself supports both of these design

aims. Therefore the three main design requirements for VikiBuilder are as follows.

(1) To allow users to customize and create new Visual Wiki instances specific

to their needs.

(2) To allow users to visually represent and model those Visual Wiki specifica-

tions using a simple and intuitive visual language.
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(3) To allow users to collaboratively access and model the Visual Wiki specifi-

cations through a web interface.

As emphasized by those design requirements, our focus for VikiBuilder lies in the

intersection of all three of the themes (introduced in Chapter 3) which consti-

tute our research focus: collaboration, visualization, and customization. While the

Visual Wiki concept concentrates on the intersection of the collaboration and vi-

sualization themes, VikiBuilder adds the customization theme which is reflected in

the ability for end-users to specify and customize Visual Wiki instances.

In the remainder of this chapter we first describe the methodology used for the

development of VikiBuilder and continue with a description of the meta-tool it-

self. This includes the visual language used, the functionality of the tool, and its

implementation. We conclude the chapter with a discussion of related work. An

evaluation and discussion of the VikiBuilder will follow in Chapter 12.

11.2 Methodology

The research methodology used to guide the work presented in this chapter is based

on the evolving frameworks pattern (Roberts & Johnson, 1997). This methodology,

which we have previously described as the overall or “global” methodology2 of

this thesis, was used earlier to inform the design and development of our different

Visual Wiki examples. The pattern defines a framework as a reusable design,

which consists of a set of abstract software components. As a result, it is able

to drastically reduce the development costs of applications within the particular

problem domain of the framework. The pattern goes on to describe the process

by which to develop such a framework. We can roughly divide the pattern into

four steps. The first two steps consist of the development of (G1) Three Example

applications within the domain of the desired framework, and the development

of (G2) a White-box Framework by generalizing from components used for those

individual applications and starting to build a component library. Both steps were

described in Chapter 5. The last two steps, which are relevant for this chapter, are

described as follows.

2See Chapter 5, Section 5.2, page 104
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(G3) Black-box Framework : Following the development of a white-box framework

(G2), the pattern suggests that this should be evolved further into a black-

box framework (Johnson & Foote, 1988). The latter is able to reuse compo-

nents by plugging them together without the need to understand the actual

implementation of those components (as it is still required in the white-box

framework). The process involves the identification of “hot spots” (commonly

used code), followed by the creation of pluggable objects, which make up the

final component library.

(G4) Visual Builder : The last step of the pattern gives guidance on the development

of a visual programming environment, which supports the generation of new

applications using the framework. This can be done by specifying the needed

components and their connections. Once specified, the task of a visual builder

is then to run a script which connects the components and “turns on” the new

application.

The evolving frameworks pattern emphasizes that the two steps above are usually

done in parallel and iteratively. In the next section we describe the development of

our VikiBuilder meta-tool. Following the implementation of our four Visual Wiki

examples and the initial component library, we continue by identifying the most

commonly used components and aggregating them within a component library of

pluggable objects (G3). This leads to the specification of a visual language capable

of describing the Visual Wiki components. We continue with the development of

VikiBuilder, a visual builder application as described by the pattern (G4), which

can be used to arrange components of the framework into new instances of appli-

cations and to generate new Visual Wikis based on those specifications.

11.3 VikiBuilder

This section describes the design and implementation of VikiBuilder. It is orga-

nized into three parts. The first part (Section 11.3.1) concentrates on the develop-

ment of a visual language capable of expressing Visual Wiki instances. The second

part (Section 11.3.2) describes the meta-tool and all its functionalities. The third

part (Section 11.3.3) discusses the implementation of VikiBuilder.
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11.3.1 VikiBuilder Visual Language

The first step in creating the VikiBuilder meta-tool is to specify a domain-specific

visual language (DSVL), which is capable of describing Visual Wiki applications on

an abstract level. Our DSVL employs a data-flow metaphor influenced by models

such as the “data state model” (Chi, 2000).

During the development of our four example Visual Wikis, we have gradually built

up a component library, according to the evolving frameworks pattern3 (Roberts

& Johnson, 1997). The pattern describes those components as abstractions which

become part of a framework and can be reused for application instances devel-

oped using that framework. Example components which we have developed for

our different Visual Wiki prototypes include data adapters and graph-based vi-

sual representations. The most common abstractions of our Visual Wiki examples

serve as a basis for producing the desired DSVL. In the following we describe the

VikiBuilder DSVL and its different components. We also demonstrate the language

by using it to describe two of our previously implemented Visual Wikis.

As mentioned above, our VikiBuilder DSVL is influenced by a data-flow or pipeline

metaphor. It consists of the following generic types of processing entities.

(1) Data Source: This entity represents any repository which could be used as

a source for a Visual Wiki, including data bases, web services, flat files, and

more.

(2) Adapter: This entity describes how to access a data source. For example, a

web service could be accessed via its API. In such a case the adapter entity

describes this API.

(3) Data Representation: This entity describes a specific data representation

as it is available to the application after it has been accessed from a data

source or after it has been transformed from a previous data representation.

(4) Transformation Agent: This entity represents a transformation which can

be applied to a data representation. Example transformations would be the

3See global methodology step (G2), page 104.

184



Chapter 11. VikiBuilder Meta-Tool

enrichment of a data representation (e.g. by merging different sources) or the

filtering of a representation.

(5) View: This entity is used to describe the different views of a Visual Wiki as

they are presented to the user. As per our Visual Wiki concept, these can be

graph views, text views, and potentially others.

(6) Coordination Object: This entity sits between two or more views and

describes how events in one view impact related elements.

Each of these generic processing entities corresponds to a visual language element

in the VikiBuilder DSVL. Instances of these elements are connected via dataflow

connectors to specify a Visual Wiki application. Figure 11.1 gives an overview of

the VikiBuilder visual language meta-model. It shows the above language elements

as well as their connectors. For clarity, details such as entity parameters and

properties are omitted.

Figure 11.1: Overview of the VikiBuilder visual language meta-model.

In order to illustrate the language, we show the VikiBuilder DSVL specifications

of two of our Visual Wiki applications (Thinkbase and Thinkpedia) in Figure 11.2.

The example specifications emphasize the pipeline metaphor of the visual language

shown as a flow from top to bottom.

Figure 11.2 (left) shows the specification of Thinkbase (see Chapter 6, page 110).

This Visual Wiki uses one data source, the Freebase (Metaweb) data-base. On

the left side of the flow, this data source is accessed via a data adapter. The

adapter provides read access to the data source and makes use of the Freebase

API. The result of the adapter is a data representation labeled as “raw graph
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Figure 11.2: Thinkbase (left) and Thinkpedia (right) described using the
VikiBuilder DSVL.

representation”. This representation holds the complete4 graph as read through

the adapter. In the next step, this raw graph is filtered using a transformation

agent. This transformation filters out unwanted nodes within the graph and results

in a further data representation described as the “filtered graph representation”.

Finally this representation is used to generate a view using a Thinkmap graph.

That is, the data from the data representation is passed to Thinkmap which creates

the visual representation. On the right side of the flow, the Metaweb data is

accessed through a further data adapter which describes a simple web access. This

results in a data representation which is shown in the standard Freebase web view.

A navigation coordination object is placed between the two views. It specifies that

a navigation event in the Thinkmap view influences the Freebase view.

4“Complete” in the sense of all related nodes which exist for a specific view, not the complete contents of Freebase.
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Figure 11.2 (right) shows the specification of Thinkpedia (see Chapter 9, page 154).

This example Visual Wiki uses two data sources, a MediaWiki (Wikipedia) and

OpenCalais (which provides the SemanticProxy service). The MediaWiki data

source (right side) is accessed via a read API adapter, resulting in an unstructured

data representation. The following transformation agent semantifies the contents

of the unstructured data representation. This “semantify agent” takes as input

the unstructured data as well as the SemanticProxy service accessible via its API

adapter. The resulting graph representation can again be handed over to the

Thinkmap graph view. Additionally, the unstructured representation coming from

the MediaWiki data source (essentially Wikipedia articles) are presented in a web

view. As in the case of Thinkbase, a navigation coordination object is placed

between the two views.

The two example specifications above demonstrate how the VikiBuilder DSVL can

be used to describe instances of different Visual Wikis. The language is abstract

enough to allow for intuitive comprehension, while being flexible enough to allow

for potentially complex Visual Wiki specifications.

11.3.2 VikiBuilder Functionality

This section describes and demonstrates VikiBuilder and its functionalities. The

application itself is implemented as a Visual Wiki. That is, it employs general

design features of our Visual Wiki concept (see Chapter 4) and shares similarities

with several of our Visual Wiki examples (see Chapters 6–9). VikiBuilder pro-

vides a collaborative environment for designing Visual Wiki instances using the

VikiBuilder DSVL, together with code generation and preview facilities that allow

users to generate Visual Wikis from the specification and preview them as changes

to the specification are made. In the following, we describe the general user inter-

face of the application as well as its functionality as a Visual Wiki modeling and

generation application.

Figure 11.3 shows the VikiBuilder user interface. As with the previous Visual

Wiki examples, it is roughly divided into a visual and a textual view. In total, the

interface is divided into four parts.

(a) The visual view, which allows visualization and navigation of a Visual Wiki

specification using the VikiBuilder DSVL.
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(b) The text view, which displays specifics of the Visual Wiki models and allows

to edit details of the visual elements, such as their values and parameters.

(c) The header, which holds a tool bar menu with several functions to interact

with the application.

(d) The side panel, which contains project management facilities such as opening

existing Visual Wiki specifications and running them.

Figure 11.3: The VikiBuilder user interface, consisting of a visual view (a), a
text view (b), a header (c) and side panel (d). The current view shows a model for
a re-implementation of Thinkpedia.

In the visual view, the example in Figure 11.3 shows a finished Visual Wiki specifi-

cation. The objective of this particular specification is to model a re-implementation

of our Thinkpedia example (see Chapter 9, page 154). The model shown is very

similar to the visual specification of Thinkpedia as described in Figure 11.2 (right).

The visual notation of the language actually implemented is slightly different to

the one designed in Figure 11.2. Instead of using different shapes (rectangles, tri-

angles, etc.) we make use of icons to indicate the different entity types (adapter,
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views, etc.) and rectangular shapes for all entities. This is partly due to prac-

tical reasons (e.g. being able to display entity properties within the rectangles),

and partly due to limitations of the used visualization framework. As for all the

other Visual Wiki examples, we have used the Thinkmap visualization framework

to implement the visual representation. However, instead of a force-directed graph

layout, VikiBuilder makes use of a flow layout, displaying the flow of the Visual

Wiki components from top to bottom. At the very top of the flow is a root node

followed by one or more data source entities. According to the VikiBuilder meta-

model, the remainder of a model can then be made up of several adapters, data

representations, transformation agents, views, and coordination objects. The user

is able to navigate from node to node, which will open the details of that specific

node in the text view in the right frame.

Figure 11.4: A detailed view of VikiBuilder with a close-up of parts of a Visual
Wiki specification (left) and the editing interface using Freebase (right).

The text view represents a detailed view of the Visual Wiki specifications, as

well as the editing interface to create and modify them. The data storage for

VikiBuilder, and therefore the functionality of this text view, is realized using

Freebase (which we had used previously for Thinkbase and Thinkfree). We have

created a schema within a Freebase domain which represents the meta-model of our

DSVL, elaborating the model shown in Figure 11.1. The example in Figure 11.3

shows in its text view the Freebase view of the currently active Visual Wiki speci-

fication. Figure 11.4 illustrates how a user, after selecting a specific entity on the

left (here a view entity), is presented with the detailed view of that entity on the

right. The user is then able to modify the different properties such as the view

position (within the user interface), its type (here a Thinkmap graph view), and

its initial search term (here set to the movie “The Departed”). In a similar way,
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all the other entities can be modified and new entities can be added. This allows

users to model complete Visual Wiki instances using our visual language.

The header of the VikiBuilder application provides similar functionality as we have

seen in previous Visual Wiki applications (e.g. zooming, printing, and refreshing

features). The side panel provides several project management functionalities.

These include a list of existing Visual Wiki specifications, which can be opened

and modified, the ability to create new specifications, and to preview and run a

finished specification, which results in the generation of a new Visual Wiki instance

based on that specification.

Figure 11.5: The complete cycle of creating a new Visual Wiki instance. Starting
with a specification (a) and its model inside VikiBuilder (b), a preview of the new
Visual Wiki can be shown (c) and the final instance can be produced (d). The
creation of Thinkpedia II is shown here.

Figure 11.5 illustrates the complete cycle of creating a new Visual Wiki instance

using VikiBuilder. At the beginning is a specification of the desired Visual Wiki,

expressed using the VikiBuilder DSVL (a). This specification can be modeled
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within VikiBuilder as explained above (b). Once a Visual Wiki application has

been specified in such a way, the meta-tool allows previewing the final result of this

new application (c). This preview is shown within the right frame of VikiBuilder

alongside the visual specification. The preview can be used to test the design

decisions made in the Visual Wiki design prior to deployment of the new Visual

Wiki application. Eventually, the final Visual Wiki can automatically be generated

and can be made available as a new web-based application (d). The example

used in Figure 11.5 is the re-implementation of our Thinkpedia Visual Wiki. As

can be seen in (c) and (d), the newly generated Visual Wiki application, called

Thinkpedia II, integrates a graph-based visual representation on the left (currently

showing the movie “The Departed”) with Wikipedia on the right. More details

about the generation of Thinkpedia II, along with several other examples generated

with VikiBuilder, will be discussed in Chapter 12. This will further illustrate the

functionality of our meta-tool.

11.3.3 VikiBuilder Implementation

This section describes the architecture and implementation of VikiBuilder. The

functionality which is implemented by our meta-tool can roughly be divided into

two main areas or steps.

(S1) Functionality to model a Visual Wiki instance using the VikiBuilder DSVL.

This includes an interface to create, modify, and manage Visual Wiki specifi-

cations as well as to visually represent and navigate them.

(S2) Functionality to generate new instances of Visual Wikis. This includes pro-

cessing the specifications (from S1) and the automatic code-generation which

results in a new Visual Wiki instance.

The implementation of an application which supports the first step (S1), the mod-

eling of Visual Wiki instances, is in many ways similar to the implementations of

our four Visual Wiki examples described in Chapters 6–9. As mentioned in the

previous section, we have chosen to implement the VikiBuilder meta-tool as a Vi-

sual Wiki itself, as this will use a metaphor that appeals to Visual Wiki designers.

Furthermore, the implementation as a Visual Wiki allows us to utilize compo-

nents from previous implementations, most notably Freebase as a data source and

Thinkmap as a visualization framework.
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Figure 11.6: Illustration of the VikiBuilder architecture (left) and the production
of a new Visual Wiki instance (right).

Figure 11.6 (left) illustrates the architecture of VikiBuilder. In contrast to the de-

piction of our previous Visual Wiki’s architectures (see e.g. Figure 9.3, page 160),

this illustration makes use of a layered representation. Highlighted in light blue

are components that had to be implemented (or adapted from our previous imple-

mentations), shown in gray are third-party components. From bottom to top, the

components of the meta-tool are as follows.

(a) As the data repository for our application we use Freebase. A customized

“domain” within Freebase was created in order to support the storage of the

Visual Wiki specifications according to our DSVL. This domain was specified

similarly to our “IT enterprise architecture” domain used for Thinkfree (see

Chapter 7). It consists of different Freebase “topics” for each of our DSVL

entities as well as detailed properties and entity relationship definitions.

(b) A Freebase Adapter makes use of the Freebase API and provides access to the

data in a convenient way. This adapter, again, has similarities with previ-

ously used adapters, specifically those used for Thinkbase and Thinkfree (see

Chapters 6 and 7).

(c) The VikiBuilder Meta-Tool Model layer is a central part of the application.

It holds an internal representation of the model retrieved from the Freebase

database as well as the controller for the meta-tool. Compared to the model

and controller components of our previous Visual Wikis, this layer is more

complex. This is mainly due to the representation of individual, separate

specifications (each describing a concrete Visual Wiki instance) and not one
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homogenous data model (as in the case of the previous examples). Further,

the detailed specification of our DSVL adds complexity to this model layer.

(d) On the left, the model is turned into an interactive visual representation

using Thinkmap. This includes a Custom Data Source layer, which translates

the model into the format required by Thinkmap. The remaining Thinkmap

Managers (and therefore the behavior and appearance of the graph view) are

customized via XML property files and JavaScript. The general setup of this

is similar to all our other Visual Wikis, but more details need to be specified

due to the complexity of the DSVL. Notably, we use a data-flow metaphor for

the visualization mechanisms, not a force-directed graph. This mechanism is

also supported by Thinkmap.

(e) On the right, a JSP Interface also accesses the model layer to create parts

of the application’s user interface. These user interface elements include the

application header and, more importantly, the project management facilities

in the side panel, which allow a user e.g. to start a new Visual Wiki speci-

fication and to access existing ones. Thus, this interface needs to connect to

the model and controller. The default Freebase Interface is used to edit the

actual Visual Wiki models.

Overall, VikiBuilder’s implementation as a Visual Wiki (that is, not considering

the meta-tool functionalities) shares some similarities with our other Visual Wiki

examples, most importantly with Thinkbase and Thinkfree. The main difference is

the use of a more complex visual language, which requires more customizations to

the Thinkmap graph, as well as the data model and controller (in the VikiBuilder

Meta-Tool Model layer).

The features for the second step (S2) are mainly responsible for making VikiBuilder

a meta-tool. They are in charge of generating new Visual Wiki instances. The

implementation of this step is realized within a Parser Servlet which is highlighted

in green in Figure 11.6. This parser takes a Visual Wiki specification as input and

is able to generate and deploy a new Visual Wiki instance. The steps of processing

such a specification using the parser are described below.

(a) The parser servlet is able to access a Visual Wiki specification held within the

Freebase data source via the data adapter and model layers. After retrieving

such a specification, the parser traverses all its elements (i.e. data source, data
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adapter, transformation agent, etc., see Figure 11.1, page 185). The traversal

is done according to the flow represented within the specification. That is, it

starts with the data source element(s) and ends with the view element(s).

(b) Based on the type and properties of the elements, the parser creates the needed

files and directories. These include user interface (front-end) specifications,

such as HTML and JSP code and XML property files, as well as back-end

logic code (Java), such as data source access and data transformation code.

The automatically generated content varies depending on the element type.

Most of the code generation is done using the Velocity5 Java template engine.

That is, we have a repository of templates for the different code elements (e.g.

a filter element) which we either populated with entity properties from the

Visual Wiki specifications or we modify depending on those properties.

(c) In addition to the code required for the implementation of the new Visual

Wiki tool, the parser also generates an XML build specification file. This file

contains, for instance, information about the code repository and the used

libraries.

(d) After all necessary files have been created, an automatically invoked build

tool (Apache Ant6) uses the XML build file to construct the new Visual Wiki

instance. The code is compiled and the application deployed (in form of a .war

file). The newly deployed Visual Wiki instances are immediately available and

accessible through their own URL.

The core of the generation of new Visual Wiki instances (S2) is the code-generation

described in (b) above. This process generates all the components highlighted

in dark blue as shown in Figure 11.6 (right). While different generated Visual

Wiki instances can vary greatly, they all roughly implement the displayed layered

architecture.

Depending on their specification, they will have at least one Data Source and

one Data Adapter. While a Data Adapter entity is quite generic and potentially

usable for many types of data source, the Data Source entity is a more specific

element and relies on our repository of implemented sources. At present, this is

5Velocity Java template engine: http://velocity.apache.org/

6Apache Ant: http://ant.apache.org/

194

http://velocity.apache.org/
http://ant.apache.org/


Chapter 11. VikiBuilder Meta-Tool

limited to the discussed sources such as Freebase and MediaWiki-based wikis. The

elements of Data Representation and Transformation Agent are handled within the

Data Representation(s) and Processing layer. The Data Representation elements

are currently able to handle two different types of data structures (structured

graphs and unstructured text) but could easily be extended with further types.

The Transformation Agents are able to represent fairly simple transformations

between two data representations (e.g. filter or merge) as well as more complex

ones (extraction of semantic concepts). The View entities are, depending on their

type, handled as Thinkmap graphs (for graph views) or by their native or custom

interfaces (for text views). These are depicted in Figure 11.6 (right) as Thinkmap

Managers and related files (e.g. XML for customizations) for the graph views and

as Interface(s) for the text views. The Coordination Objects result in JavaScript

code (JS for Communication) located between the graph view(s) and text view(s).

11.4 Related Work

The design and implementation of our VikiBuilder application draws inspiration

from various research areas. This includes relevant related work in the areas of

visual programming environments, meta-tools, and similar fields, which allow the

automatic or semi-automatic generation and modification of software applications.

In this section we describe these related works and discuss how they are relevant

for VikiBuilder and how they informed its development.

Visual Wikis can be seen as types of (information) visualization applications, and

VikiBuilder as a tool which helps to generate those visualizations. In that con-

text, several related works concerned with the formalization and specification of

visualizations are of interest. There are many applications which deal with visu-

alizations of some form of data or information as well as the display of those in (co-

ordinated) multiple views. Much of this work has focused on fields related to data

visualization or scientific visualization and is based around data flows and pipelines

of processing stages as well as tools that allow specification of processing elements

(source selectors, filters, mappers, renderers) and pipelines connecting them. The

apE–animation production environment (Schröder, 1995) and AVS (Dyer, 1990)

applications permit scientific visualization workflows to be specified and real-

ized using direct manipulation visual programming interfaces. The applications

allow users to build pipeline specifications, describing the data-flow of a scientific
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visualization. ConMan (Haeberli, 1988) employs a similar approach, providing a

graph-based visual language allowing users to build and modify graphics applica-

tions. The VTK Visualization Toolkit (Schroeder et al., 1996) provides a library

for 3D graphics mainly used in the field of scientific visualization. While not pro-

viding a visual programming environment, it also makes use of a similar pipeline

metaphor. In the field of information visualization, the data state model (Chi,

2000) and related models such as the information visualization reference model

(Card et al., 1999) represent workflows as a series of data transformations. These

models have been influential and have been adopted by popular information visu-

alization toolkits such as Prefuse (Heer et al., 2005). For VikiBuilder, we employ

a data-flow or pipeline metaphor for our DSVL (see Section 11.3.1 on page 184)

which was inspired by several of the approaches mentioned here. In particular,

these include the use of a visualization pipeline similar to the data state model

and related ones (Chi, 2000; Card et al., 1999) as well as commonly used pipeline

elements such as data sources, adapters, filters, and views, which we use for our

DSVL.

Besides the aspect of generating visualizations, VikiBuilder also focuses on the

specification and generation of multiple views and a co-ordination between them.

This relates to the research area of co-ordinated multiple view (CMV) applica-

tions. These applications have the premise that users understand their information

better if they interact with it and view it through different perspectives (Roberts,

2007), much like the focus-plus-context view enabled by the Visual Wikis’ visual

and textual views. CMV applications add the need for co-ordination to the data-

flow to permit users to interact in a co-ordinated way across a range of different

visualizations. An example for that functionality is realized in the co-ordination

model (Boukhelifa & Rodgers, 2003). Other approaches, such as Snap (North

et al., 2002) have a more data-centric approach to co-ordination but provide a

direct-manipulation visual language for building visualizations. There are many

similar approaches which make use of co-ordinated multiple views, such as Geo-

VISTA (Takatsuka & Gahegan, 2002), GeoAnalytics (Johansson & Jern, 2007),

and VisTrails (Bavoil et al., 2005). The specification of co-ordination capabilities

among different views in VikiBuilder is inspired by some of the works mentioned

here, specifically the co-ordination model (Boukhelifa & Rodgers, 2003). The re-

sult is the specification and implementation of our coordination object within the

VikiBuilder DSVL (see Section 11.3.1, page 184).
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As VikiBuilder is a web-based application and also allows a user to integrate sev-

eral existing data sources and services, the tool can be seen as relevant to the area

of end-user mashup generators. Those mashup generators allow end-users to

specify and produce mashup applications which integrate different web resources

and services. We discussed the concept of mashups in Section 2.3.3, page 28. Some

of the mashup generators employ data-flow metaphors and visual languages for the

specification and manipulation of mashup instances. Publicly accessible examples

of such tools include Yahoo! Pipes7 (Jones et al., 2008), Microsoft Popfly8, and

several others (e.g. (Le-Phuoc et al., 2009; Ortiz & Cid, 2010; Grammel & Storey,

2010)). Further, this also includes enterprise mashup tools which became relevant

in the era of the Enterprise 2.0 (see Section 2.3.5, page 36). An example is the IBM

Mashup Center 9. A review of many others can be found in (Hoyer & Fischer, 2008).

While there is a large variety of mashup generators which can be classified in differ-

ent ways (Grammel & Storey, 2010; Hoyer & Fischer, 2008), the tools usually allow

various “feeds” (e.g. RSS news feeds) and services (search engines, photo sharing

sites, etc.) as data sources. Data manipulation possibilities include operators such

as filters or unions. The resulting outputs may focus, for instance, on information

mashups (e.g. RSS feed aggregation), process mashups (e.g. automate processes),

and website mashups (e.g. modify website contents) (Grammel & Storey, 2010).

VikiBuilder makes use of some of the notions seen in mashup generators, notably

the web-accessibility of the tool and the use of data-flow metaphors for the model

specifications. However, VikiBuilder provides a potentially much larger variety of

possibilities as it uses a very domain-specific language that is capable of describing

and producing complex and highly interactive applications (Visual Wiki instances)

which go beyond the simple data integration of most mashups.

Lastly, a number of meta-tools have been developed over many years which enable

rapid development of graphic design environments. Examples include Meta Edit+

(Kelly et al., 1996), DSL Tools (Greenfield & Short, 2003) Pounamu (Zhu et al.,

2004), and Marama (Grundy et al., 2006, 2008). The concept of such visual spec-

ification of visual language tools has proved useful in many domains. Typically,

these meta-tools are desktop tools themselves and are used to generate desktop

7Yahoo! Pipes: http://pipes.yahoo.com

8Microsoft Popfly: http://www.popfly.com (discontinued in August 2009)

9IBM Mashup Center: http://www.ibm.com/software/info/mashup-center
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IDE10-hosted visual design tools rather than web-based visualization tools. How-

ever, the concept of such visual specification of visual language tools has proven

useful in this domain. In some ways, VikiBuilder attempts to bring the power of

those meta-tools to a web-based visual programming environment.

VikiBuilder draws inspiration for its design and implementation from some of this

related work. The data-flow structures of the VikiBuilder DSVL, including its

multiple views and co-ordination aspects, is inspired by related work in the areas

of information visualization models and co-ordinated multiple view (CMV) appli-

cations. The capabilities to generate new application instances resemble some

elements from traditional meta-tools, while the implementation as a web applica-

tion is inspired by work in the area of end-user mashup generators. The main

contribution of VikiBuilder lies in its uniqueness of combining these approaches

and developing them further to suit to the needs of a Visual Wiki meta-tool.

11.5 Summary

This chapter described the design and implementation of VikiBuilder, a Visual

Wiki meta-tool, which allows end-users to easily specify and generate new Visual

Wiki instances.

After the introduction, which included the motivation for the chapter, we discussed

the research methodology used for the development of VikiBuilder. The method-

ology is based on the evolving frameworks pattern and involves the extraction of

common architectural features from our Visual Wiki examples in order to inform

the design of a “Visual Builder”.

We continued with the definition of a domain-specific visual language (DSVL)

which resulted from such an extraction of common features. The language is ca-

pable of describing Visual Wiki applications on an abstract level, is based on a

data-flow metaphor, and consists of elements such as data sources, data represen-

tations, transformation agents, and views. Together, those language elements can

be used to describe and specify instances of Visual Wiki applications.

10Integrated Development Environment (IDE)
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We described and demonstrated VikiBuilder and its functionalities. The meta-

tool is implemented as a Visual Wiki itself, presenting the user with an interactive

representation of the visual language plus an interface for detailed specifications of

the language elements. We described the implementation of VikiBuilder which

consists of its realization as a Visual Wiki and its features of automatically gener-

ating new Visual Wiki instances.

Lastly, we discussed some relevant related works which have influenced the design

and implementation of VikiBuilder.
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Evaluation of VikiBuilder

This chapter describes the evaluation of the VikiBuilder meta-tool, using several

case studies and two heuristic evaluations.

12.1 Introduction

The previous chapter introduced the VikiBuilder meta-tool, including details re-

garding its rationale, functionality, and implementation. In order to evaluate the

tool’s design and functionality and to discuss its strengths and weaknesses we con-

ducted a set of evaluations, presented in this chapter.

The evaluations of our different Visual Wiki examples (see Chapter 10, page 164)

have demonstrated the overall potential and benefits not only of those specific

applications but also of the Visual Wiki concept in general. We concluded that

the Visual Wiki concept has significant potential to improve tasks such as content

retrieval, curation, creation, and distribution, and we have demonstrated its ap-

plicability as an information management tool for a wide range of domains. As

VikiBuilder is implemented as a Visual Wiki application itself, it is reasonable to
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assume that similar benefits and the general premise of the Visual Wiki concept

also apply to our meta-tool. Therefore, an evaluation of VikiBuilder can shift

away from end-user evaluations (as was done for the individual Visual Wiki exam-

ples) and focus on two other methodologies. Two methodologies were used for this

evaluation.

(1) Case Studies: We conduct five case studies which describe the modeling

and generation of several Visual Wiki instances using VikiBuilder. For this

purpose we have chosen to re-create some of the previously hand-coded Visual

Wiki examples as well as new variations thereof. This allows a comparison of

automatically generated Visual Wikis with those which were manually imple-

mented. Such an evaluation validates VikiBuilder in terms of its capabilities

to create a variety of Visual Wiki instances.

(2) Heuristic Evaluation: We conduct a heuristic evaluation of the meta-tool

using the Cognitive Dimensions and the Physics of Notations frameworks.

These frameworks provide evaluation techniques to describe the usability of

visual notations and cognitive artifacts such as visual programming environ-

ments. We present a discussion of the VikiBuilder visual language and its

implementation according to those frameworks.

In the following sections we describe both the case studies (Section 12.2) and

the heuristic evaluation (Section 12.3) and discuss strengths and weakness of the

VikiBuilder meta-tool.

12.2 Case Studies

In this section we present several case studies of the VikiBuilder application in use.

The purpose of these case studies is to prove the concept of the VikiBuilder meta-

tool by using it to model and create several Visual Wiki instances. This allows

evaluation of the functionality of the application, comparing its workflow with that

of a manual development process, and discussing the strengths and weaknesses of

the VikiBuilder meta-tool.

The following are the five case studies presented in this section.
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(1) Thinkbase II: A Visual Wiki which re-implements the basic functionality of

Thinkbase1.

(2) Thinkpedia II: A Visual Wiki which re-implements the basic functionality

of Thinkpedia2.

(3) Thinklost: A modified version of Thinkpedia II using a different data source.

(4) Thinkbasepedia: A Visual Wiki which integrates data sources from both

Thinkbase and Thinkpedia.

(5) VikiBuilder II: A Visual Wiki which aims to re-implement the VikiBuilder

application itself (model only).

The main objective of (1) and (2) is to demonstrate that the meta-tool is capa-

ble of re-creating Visual Wiki applications which we had previously implemented

manually. They specifically focus on applications with structured data sources and

unstructured data sources. The objective of (3) and (4) is to show how further

applications with new components and new component combinations can be gen-

erated. They specifically focus on new and more generic types of data sources and

the integration of those into a single application. Lastly, the example shown in (5)

demonstrates the potential of the meta-tool to model (and in the future possibly

generate) more complex applications such as the VikiBuilder tool itself.

In the following sections we describe each of those case studies is more detail. We

report on the steps necessary for modeling and generating the desired Visual Wiki

applications, while pointing out and discussing strengths and weaknesses of the

VikiBuilder meta-tool.

12.2.1 Thinkbase II

As the first case study, we have re-built our Thinkbase example in the form of

Thinkbase II. The objective was to create a Visual Wiki which has the same

basic design features as one of our originally hand-crafted applications. As out-

lined in detail in Chapter 6 (see page 110) Thinkbase allows visual navigation and

1See Chapter 6, page 110.

2See Chapter 9, page 154.
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exploration of the Semantic Wiki Freebase by extracting topics and their seman-

tic relationships using the Freebase API and visualizing them in interactive graph

representations. Our goal was to model and automatically create a Visual Wiki

with the same basic functionality.

Figure 12.1: The specification of Thinkbase II within VikiBuilder.

To realize a re-implementation of Thinkbase, we started by describing the model

of the application in our VikiBuilder visual language. We have already created a

theoretical model of Thinkbase in the previous chapter (see Figure 11.2, page 186).

The final model of Thinkbase II as specified within VikiBuider is shown in Fig-

ure 12.1. The key components of the model consist of the following. At the very

top of the data flow model is a root node which describes some generic informa-

tion of the model, such as the title and description of the Visual Wiki. Following
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this, we have added one data source, the Freebase database. This data source is

accessed via two different adapters. On the left side, the Freebase API adapter

retrieves a “raw” graph data representation. This raw graph is further filtered by

a transformation agent, and the resulting filtered graph representation is passed

on to a Thinkmap graph view. On the right side, the Freebase content is passed

on to a simple web view, via an adapter and an unstructured data representation.

Between the two views, a coordination object defines how the navigation within

the graph affects the web view.

The above-described data flow model specifies the desired Thinkbase II Visual

Wiki. In addition to the actual flow (connections between entities), several de-

tailed parameter specifications are used to model the behavior of the application.

These specifications include details of how the Freebase API is accessed, on what

criteria entities of the raw graph representation are filtered, and the positioning

and initial search terms used for the visual interfaces. Figure 12.2 shows a view of

the Thinkbase II model which is focused on the filter transformation agent located

between the two graph representations. This example illustrates how parameters

can be specified through the form-based interface. Within the right frame it can

be seen how a user is able to specify the type of transformation agent (a filter),

on which field in the data representation the filter should apply (here, the field

“type”), and the actual filter description (a regular expression).

After the model has been created, we can hit the “Run” button, and Thinkbase II

is automatically created as a new Visual Wiki instance. This is done by parsing the

model which will automatically create code and property files based on the entities

and their parameters in the model. Finally, the code is compiled. The outcome is

a new stand-alone instance of a Visual Wiki, which is accessible through its own

URL. The application specification can be loaded into the VikiBuilder again and

further refined.

Figure 12.3 shows the final Thinkbase II Visual Wiki which was automatically pro-

duced by VikiBuilder based on the modeled specification. The application has the

same basic features as the original hand-crafted version of Thinkbase. An inter-

active graph representation of the Freebase contents is displayed, much as in the

original application. The contents can be explored visually by navigating along

the graph and the navigation is synchronized with the Freebase view on the right.

In some aspects, Thinkbase II also implements more advanced functionality com-

pared with the original. The filter element provides a new and more rapid way of
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Figure 12.2: Thinkbase II within VikiBuilder, focused on the filter entity.

Figure 12.3: Thinkbase II.
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altering the appearance of the graph. For instance, Figure 12.3 shows the applica-

tion where the filter element has been specified to filter out all entities which are

not part of the “movie” domain. The resulting graph displays only movie related

entities. The example shows the movie “Avatar” in the center as well as related

nodes, such as actors, genres, and movie locations, connected to it. In the original

Thinkbase application, a popular topic such as “Avatar” would have many more

related items from other domains (e.g. “work of fiction”, “adapted work”) which

would clutter the view significantly. In effect, the filter allows one to rapidly create

domain-specific Thinkbase style applications. This feature has some similarities

with the global filter feature used in the original Thinkbase application (see Sec-

tion 6.3.2, page 115). However, there are also still some limitations compared to

the original version, which include limited or missing functionality.

To summarize this Thinkbase II case study, the list below structures the key func-

tionality of the application, compares it to the original Thinkbase Visual Wiki

including the time needed for implementation, and points out issues and limita-

tions.

(1) Functionality. The following lists the most important features which are

(compared to Thinkbase) fully or partially re-implemented, missing, or rep-

resent additional functionality.

(a) Key functionality re-implemented : connection to a structured data source

(Freebase); simple data processing capability (filtering); representation of

the basic Visual Wiki style interface (visualization and text); ability to

interact with the graph, navigate it, and co-ordinate the navigation with

the text view.

(b) Additional functionality: advanced and rapid filtering (as discussed above,

the use of the filter entity allows for rapid creation of Visual Wiki instances

based on different domains in Freebase).

(c) Functionality only partially supported: some specific types of nodes (e.g.

URL nodes) are not displayed; search is limited to simple keyword-based

search (the original Thinkbase allowed domain-specific search); expanding

and collapsing of nodes is limited.

(d) Missing functionality: dynamic node size; sharing feature for the graph

view context menu search (which allows e.g. to search across Google or

Wikipedia); widget feature.
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(2) Implementation Time. While this is very difficult to measure due to the

prototypical character and non-continuous process of implementing the ap-

plications, a very rough estimate regarding the time needed to implement

Thinkbase and Thinkbase II is:

(a) Thinkbase: ∼1–2 months, and

(b) Thinkbase II: ∼1–2 days.

It should be noted, however, that: (i) the implementation time for an original

application such as Thinkbase could be reduced with advanced knowledge and

experience in the particular application domain, and (ii) the rapid implemen-

tation of Thinkbase II can only be ensured if (as in this case) the required

components (e.g. a data adapter for a graph-based repository) are available

within the meta-tool’s component library. This also applies for all of the other

case studies.

(3) Usability: While we did not perform a proper usability analysis and compar-

ison of the two applications, we can assume that, due to the overall similarity

of the user interfaces and application features, the usability of Thinkbase II

is similar to Thinkbase. Some points which are likely to have negative effects

on the usability include the following.

(a) Missing or limited functionality, particularly the missing advanced search

features and the limitations in the expand and collapse function of the

graph. This leads to less control over the view and more cluttered graphs,

which impair the usability.

(b) The graph view represents a rather generic display of shapes and connec-

tors and is less customized to the specific Freebase contents. This leads

to less expressive and diverse shapes having likely negative impacts on

the readability and cognitively effectiveness.

12.2.2 Thinkpedia II

As a second case study, we re-built another of our prior Visual Wiki implemen-

tations, Thinkpedia, in the form of Thinkpedia II. The objective, similar to the

one for Thinkbase II, was to demonstrate that VikiBuilder is capable of generating

a Visual Wiki which implements the same basic features as one of our originally

hand-crafted applications. As described in Chapter 9 (see page 154), Thinkpedia
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is a visual exploration tool for Wikipedia. It uses the SemanticProxy service to

extract semantically-enriched concepts from Wikipedia articles, visualizes those in

an interactive graph, and thus provides a visually appealing way to browse and

explore the vast contents of Wikipedia.

Figure 12.4: The specification of Thinkpedia II within VikiBuilder.

We have created the necessary dataflow model for Thinkpedia II inside VikiBuilder,

see Figure 12.4. We have already used Thinkpedia II as an example to illustrate

the functionality of VikiBuilder in the previous chapter, Section 11.3.2. The key

entities of the final Thinkpedia II specification consist of the following. Wikipedia

and SemanticProxy serve as the data sources and are accessed through adapters

(which make use of the respective APIs). An important entity is a transformation

agent, labeled as “Semantic Extraction”, which combines the “raw” unstructured

content from Wikipedia with the SemanticProxy. The resulting structured data

representation is handed over to a Thinkmap view, which automatically turns

it into a visual representation. The unstructured Wikipedia contents are then

connected to a web view, and a coordination object is placed between the two

views, specifying the navigation behavior.
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Figure 12.5: Thinkpedia II, its specification and preview inside VikiBuilder (top)
and the final application (bottom).

All these entities have properties which describe the specifics of Thinkpedia II.

For instance, the Wikipedia data source and the adjacent adapter entities describe

how the application makes use of Wikipedia. Properties include the URL of the

wiki and the MediaWiki API (e.g. search API and its parameters). Properties

of the view entities include definitions of the type of view (e.g. Thinkmap) and

the positioning of the frames. The creation of this model can be done without

any need for programming through the form-based editing interface of Freebase.

Some of the entities within the data flow specification are very generic and have

also been used in a very similar way in the previous case study of Thinkbase II.

These include the unstructured and structured data representations, as well as the

Thinkmap graph representation. Others, such as the semantic extraction agent,

are specific to the Thinkpedia II application.

Figure 12.5 shows a preview of Thinkpedia II inside VikiBuilder (top left) together

with the final Thinkpedia II Visual Wiki, which was automatically produced by

VikiBuilder based on the modeled specification. The new Thinkpedia II application
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can be used in just the same way as the original Visual Wiki. An interactive

graph of the currently selected Wikipedia article is visualized next to that article.

Figure 12.5 shows the example of the article for the movie “The Departed”. A

user is able to explore and navigate the wiki space via the graph, by clicking on

nodes which will update the visualization as well as the wiki view. All the basic

features, such as navigation, search, and browsing history, are the same as in the

original Thinkpedia. Figure 12.6 shows a comparison between the graph views from

both our original hand-crafted Thinkpedia (left) and the automatically generated

Thinkpedia II (right). This shows the overall similarity of the user interface and

functionality, but also illustrates some of the differences.

Figure 12.6: Comparison between Thinkpedia (left) and Thinkpedia II (right).

To summarize this Thinkpedia II case study, the following list structures the key

functionality of the application, compares it to the original Thinkpedia Visual

Wiki including the time needed for implementation, and points out issues and

limitations.

(1) Functionality. The following lists the most important features which are

re-implemented or missing (compared to Thinkpedia).

(a) Key functionality re-implemented : connection to an unstructured data

source (Wikipedia); ability to extract meaningful concepts from that

source and to represent it in graph format; basic Visual Wiki style in-

terface and interaction behavior; keyword-based search.
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(b) Missing functionality: visualization of semantic relevance (reflected in

edge thickness); advanced filtering mechanisms (filtering based on the

semantic relevance); sharing feature for the graph view.

(2) Implementation Time. As with Thinkbase II, a very rough time estimate

regarding the implementation times is:

(a) Thinkpedia: ∼1–2 months, and

(b) Thinkpedia II: ∼1–2 days.

(3) Usability. The usability of Thinkpedia II, compared to Thinkpedia, may be

impaired for the following reasons.

(a) The missing functionality of visually indicating the relevance of relation-

ships and the utilization of this relevance factor for filtering purposes.

Currently, the resulting, more cluttered graph view reduces the readabil-

ity to some extent.

(b) As with Thinkbase II, the currently used visual shapes are not very ex-

pressive. The use of a larger set of visual variables (e.g. shapes and colors)

could improve readability and usability.

12.2.3 Thinklost

As a third case study, we evaluate the possibility of specifying and generating Visual

Wiki instances which we have not previously implemented manually. The first of

such applications is Thinklost, a Visual Wiki which is similar to Thinkpedia II

but uses a different data source. The motivation behind Thinkpedia was to extract

semantics from the unstructured contents of Wikipedia (using SemanticProxy) and

enable users to navigate a visual representation of those semantics. One of the

strengths of the Visual Wiki concept lies in the ability to do this not only with

Wikipedia but with any other unstructured data source. The Thinklost case study

is a variation of Thinkpedia II which demonstrates how the same functionality

can be implemented for a different MediaWiki-based wiki. Thinklost represents a

visual exploration tool for Lostpedia, a wiki about the Lost TV show.

We started modeling this Visual Wiki instance by taking the model from Thinkpe-

dia II as a starting point (see Figure 12.4). Models can be copied and renamed to

support simple reuse. The final specification is very similar to Thinkpedia II as it
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Figure 12.7: Thinklost, its specification and preview inside VikiBuilder (top) and
the final application (bottom).

uses a MediaWiki-based wiki as a data source, extracts semantic structures from it

utilizing the SemanticProxy, and visualizes the results with Thinkmap. The main

difference is that Thinklost is using a different wiki. As a user, this can be realized

by specifying different URLs and API parameters for the data source and adapter

entities. Additionally, we changed several parameters of the view entities so that

they would be arranged in different frame locations.

Figure 12.7 shows a preview of Thinklost inside VikiBuilder (top left) as well as

the final Thinklost Visual Wiki which was automatically produced by VikiBuilder

based on the provided specification. The final application provides the same over-

all functionality as Thinkpedia II, but for the Lostpedia wiki. By modeling and

implementing Thinklost, we have shown that we can also produce a new Visual

Wiki rather than just replicating an existing one. Currently, we are able to rapidly

model and automatically create similar customized Visual Wiki variations with

virtually any MediaWiki-based wiki, typically in less than a day.

To summarize this Thinklost case study, the list below structures the key function-

ality of the application, the time needed for implementation, and usability issues.
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(1) Functionality. The main features which we explore with this case study

include the following.

(a) The use of a different data source previously not used in our hand-coded

examples. We did this by using the Lostpedia wiki.

(b) The generalized nature of a data source being able to handle a wide range

of similar data sources. We did this by implementing the data source and

data adapter components in a way that they can handle any MediaWiki-

based wiki. In future, this could be extended to further wiki engines and

other types of data sources which can be generalized.

(2) Implementation Time. Less than 1 day. As Thinklost represents a modifi-

cation of the previous Thinkpedia II application, its implementation time is

rather short and included the modification of only two model entities (data

source and data adapter).

(3) Usability. The usability of Thinklost is almost identical to that of Thinkpe-

dia II. Thus the application is likely to have some similar usability issues due

to missing filtering features and limitations in the variety of the visual shapes.

12.2.4 Thinkbasepedia

As a fourth case study, we evaluate the possibility of specifying and generating Vi-

sual Wiki instances which combine and integrate several of the previously used com-

ponents and application features. The data flow metaphor used for our VikiBuilder

visual language suits this approach of integrating and re-purposing existing com-

ponents very well. The result, as in the case of Thinklost, is a Visual Wiki which

we had not previously implemented manually. The example presented here is

Thinkbasepedia, a Visual Wiki which integrates functionality of both Thinkbase

and Thinkpedia.

We have created the necessary data flow model for Thinkbasepedia inside Viki-

Builder, see Figure 12.8. For the most part, this specification represents a com-

bination of the data flow models used for Thinkbase II and Thinkpedia II. Below

the root node we have three data sources : Wikipedia (left), Freebase (center), and

SemanticProxy (right). The flow on the left side accesses Wikipedia via its API,

resulting in an unstructured data representation, which is handed to a web view

(a). The two flows in the center access the Freebase contents. The left flow simply
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retrieves the unstructured representation and displays it in a web view as well (b).

To the right of that, the Freebase API retrieves a graph data representation (c). On

the far right, the SemanticProxy is used for the “semantic extraction” transforma-

tion agent, which turns the unstructured data representation from Wikipedia (far

left) into a graph data representation (d). The two graphs (c & d) are then con-

nected to a “merge” transformation agent (e) which combines them into one data

representation and passes them on to the Thinkmap view (f). Two coordination

objects are placed between the Thinkmap view and the two web views, specifying

the navigation behavior.

Figure 12.8: The specification of Thinkbasepedia within VikiBuilder.

Figure 12.9 shows the final Thinkbasepedia Visual Wiki which was automatically

produced by VikiBuilder, based on the modeled specification. The example shown

is that of the movie “The Departed”. The main difference to the previous Visual

Wiki applications (with the exception of Thinkproc3) is that Thinkbasepedia con-

sists of three views: the Thinkmap graph (left), Freebase (top right), and Wikipedia

3See Chapter 8, page 142.
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(lower right). The graph view integrates contents (nodes) from both Freebase and

Wikipedia. Nodes are highlighted depending on their origins (green for Freebase,

purple for Wikipedia). The application provides the same basic interaction behav-

ior as previous Visual Wikis. Most notably, the navigation and exploration is now

coordinated across the three views. For example, if one navigates to the node of

the movie director “Martin Scorsese”, the graph rearranges and the two web views

navigate to the corresponding articles as shown in Figure 12.10.

With this example of Thinkbasepedia we have demonstrated the flexibility of

VikiBuilder and how the different components within the data flow specifications

can to some extent be arranged in new ways. For example, one could easily add

filter transformation agents for each of the graph representations, as well as for the

combined graph representation. Similarly, one could easily add other data sources

(e.g. another MediaWiki-based wiki) and filter or combine them with other ele-

ments in a flexible way.

Figure 12.9: Thinkbasepedia (showing the topic “The Departed”).

To summarize this Thinkbasepedia case study, the list below structures the key

functionality of the application, the time needed for implementation, and usability

issues.
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Figure 12.10: Thinkbasepedia (showing the topic “Martin Scorsese”).

(1) Functionality. The main features which we explore with this case study

include:

(a) Integration of several data flows which represent different data sources to

demonstrate the power of the pipeline metaphor of our notation.

(b) Extension of the approach of using only two views and inclusion of mul-

tiple views and the co-ordination between them.

(2) Implementation Time. ∼1–2 days. The time needed to specify the model was

rather short as we could re-use several of the components from the models used

for Thinkbase II and Thinkpedia II. Time was mainly spent on integrating

those existing components, on arranging them in the slightly more complex

pipeline structure, and on more creative tasks such as experimenting with

different arrangements of views.

(3) Usability. The usability of Thinkbasepedia is likely to have similar charac-

teristics and limitations as the previous case studies. The integration of two

data sources might negatively influence the usability as the graph gets more

cluttered. A feature which might ameliorate this potential issue is the use of

colored graph-nodes which indicate the source of the entity.
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12.2.5 VikiBuilder II

As a fifth and final case study, we model our own VikiBuilder (which is itself a Vi-

sual Wiki) inside the VikiBuilder meta-tool. The outcome of this, VikiBuilder II,

can be seen in Figure 12.11. The purpose of this self-referential case study is to

demonstrate how a more complex Visual Wiki such as the VikiBuilder can be

modeled using the VikiBuilder visual language.

As with the Thinkbase II tool, the VikiBuilder II model specifies Freebase as its

data source. On the left side, this data source is accessed via the API, split into two

flows, filtered using different criteria, and finally displayed in two different views:

a menu view (for navigating and managing the different Visual Wiki models) and

a Thinkmap graph view. On the other side, the Freebase content is shown using

its default web interface. The three views are also connected via navigation co-

ordination entities.

In the case of VikiBuilder II, the model cannot yet automatically produce a finished

Visual Wiki instance, as VikiBuilder is much more complex than our other appli-

cations. This is especially the case for the code generation functionality, which we

are not yet able to model in our VikiBuilder visual language. This is common with

many meta-modelling tools, where code generation elements of generated mod-

elling environments typically need additional manual coding. Several other model

elements would also require more specific capabilities than they currently have. For

example, the menu filter entity would need to be able to filter out quite specific

sets of entities, and both the menu view and graph view would need to be able to

display representations which the tool currently does not support (lists and data

flows). As a result, the current model cannot yet produce a workable prototype

from the specification in Figure 12.11. However, we see this as a demonstration of

the visual language being able to describe the tool on a high level. Extending our

modeling language as well as the code generator in order to support the different

advanced features will be part of our future work.

12.2.6 Discussion

Our experience with these five Visual Wiki instances, which we are able to model

and (in four of the five cases) fully generate has, we believe, successfully proven

the concept of VikiBuilder. We were able to rapidly re-create previously hand-
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Figure 12.11: The specification of VikiBuilder II within VikiBuilder.

crafted Visual Wiki instances including all their core functionalities, as well as new

variations.

VikiBuilder provides the ability to rapidly develop Visual Wiki applications with

only minimal hand-crafting required. This has been demonstrated by the success

we have had in replicating implementations of our earlier Visual Wikis, together

with additional new Visual Wiki applications such as Thinklost, using VikiBuilder.

In each case, the time taken for implementation was in days (or shorter) rather

than weeks or months needed for the original applications. Rather than having

to focus on technical programming issues, we were able to focus on more creative

issues, such as placement of frames and specifications of filters, with rapid feedback

on changes to the design possible via the preview facilities.

We feel our decision to design VikiBuilder as a Visual Wiki itself was a valid one.

This approach is specifically suitable as Visual Wiki designers will be familiar with

the overall concept and interaction behavior of such an application. Furthermore,

the pipeline metaphor used for the visual language provides a close mapping to
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the underlying domain, and represents a concept also familiar to most information

visualization designers. The choice of Freebase for the underlying data representa-

tion and storage suited our meta-tool needs well. The form-based representational

model of this semantic wiki lends itself naturally to describing templates for pa-

rameterized artifacts, and instantiations of them in a readable, readily editable

format as provided by the Freebase interface.

Weaknesses of our current VikiBuilder implementation include the following. Firstly,

and most importantly, the range of Visual Wiki elements is currently limited. Ac-

cording to the evolving frameworks pattern (Roberts & Johnson, 1997), we have

built up a component library, which we extracted from the example implementa-

tions of our Visual Wikis, and which is readily available within VikiBuilder. Natu-

rally, their number and functionality are still limited. We would like to expand the

application to permit Visual Wiki implementations using further components, such

as other visualization interfaces (e.g. maps, time-lines), various analysis services,

and additional data sources such as adaptors for other wiki and database APIs.

These are all straightforward programming tasks and will require minimal change

to the existing tool architecture, and some minimal change to the code generation

facilities. Secondly, as pointed out during the descriptions of each of the case stud-

ies, some of the more advanced features from our initial Visual Wiki examples are

not yet available for the components within VikiBuilder. For example the graph

representations do not allow for advanced filtering (as in the case of Thinkpedia).

Functionalities which allow for those features include also relatively straightfor-

ward programming tasks, but might add complexity to the language (e.g. add

more parameters). Lastly, we have had to make some compromises in implement-

ing the visual language, mainly due to limitations in the Thinkmap visualization

toolkit. These shortcomings will be discussed in the following heuristic evaluation

of VikiBuilder.

Both our visual language for modeling Visual Wikis and the code generator for

producing them are flexible and readily extendable. Both can easily be refined in

future work to allow a broader range of Visual Wikis to be specified and generated.

In respect to our Information Processing Life-Cycle (Chapter 2), VikiBuilder is

noteworthy as it not only improves or influences specific information processing

steps, such as creation or retrieval (as the individual Visual Wikis do), but it

allows for easy generation of software tools which individually provide completely

new ways of processing information.
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12.3 Heuristic Evaluation

In this section, we evaluate the VikiBuilder meta-tool using the Cognitive Di-

mensions (Green & Petre, 1996) and the Physics of Notations (Moody, 2009)

frameworks. Both afford vocabularies for theoretical discussion and mechanisms

for evaluating strengths and weaknesses of a visual language and visual program-

ming environment. We briefly introduce the two frameworks and then discuss our

VikiBuilder language and meta-tool.

12.3.1 Cognitive Dimensions Framework

The Cognitive Dimensions (CD) framework is an evaluation technique to describe

the usability of interactive devices and cognitive artifacts such as visual program-

ming environments (Green & Petre, 1996; Blackwell et al., 2001). The framework

makes use of a small vocabulary of terms (dimensions) designed to describe cog-

nitively relevant aspects of those environments. The dimensions are based on

contemporary cognitive theories and can be traded off against each other. Since

its introduction (Green, 1989), the framework has steadily been evolved (Green

& Petre, 1996; Blackwell, 2000) and applied as a tool to evaluate many different

visual notations and visual programming environments (Green et al., 2006).

The framework as adapted from (Blackwell et al., 2001) consists of the following

14 dimensions.

(1) Abstraction: Types and availability of abstraction mechanisms.

(2) Closeness of Mapping : Closeness of representation to domain.

(3) Consistency : Similar semantics are expressed in similar syntactic forms.

(4) Diffuseness : Verbosity of Language.

(5) Error-proneness : The notation invites mistakes, system gives little protection.

(6) Hard Mental Operations : High demand on cognitive resources.

(7) Hidden Dependencies : Important links between entities are not visible.

(8) Premature Commitment : Constraints on the order of doing things.

220



Chapter 12. Evaluation of VikiBuilder

(9) Provisionality : Degree of commitment to actions or marks.

(10) Progressive Evaluation: Work-to-date can be checked at any time.

(11) Role-Expressiveness : The purpose of an entity is readily inferred.

(12) Secondary Notation: Extra information in means other than formal syntax.

(13) Viscosity : Resistance to change.

(14) Visibility : Ability to view components easily.

12.3.2 Cognitive Dimensions Evaluation

We have conducted a Cognitive Dimensions (CD) evaluation of our VikiBuilder

meta-tool. The tool’s visual language and visual programming environment has

both strengths and weaknesses. In the previous section we have discussed those

in the context of different case studies of the meta-tool in use. We now use the

CD framework in order to further elaborate those strengths and weaknesses. In

the following, we discuss each of the dimensions in respect to VikiBuilder as well

as trade-offs between them. A summary of the dimensions can also be seen in

Figure 12.12 (page 225).

VikiBuilder allows modeling and specifying of Visual Wiki applications. The meta-

tool makes use of the Visual Wiki concept itself. This provides an abstract visual

representation of a Visual Wiki specification using our visual language. However,

the application also provides a less abstract, text-based interface for describing

detailed parameters of a specific language element. Therefore our notation offers

some variations in the degree of abstraction. Nevertheless, overall the abstraction

is relatively high. Language elements such as the data source or view component

hide much of complexity and allow the specification of only a few, less abstract,

parameters. The pipeline metaphor used for the visual language enables a close

mapping as the representation of a Visual Wiki in such a data flow is very similar

to the actual implementation of a Visual Wiki instance. Elements of the visual

language are goal-oriented and have clearly identifiable functions (e.g. a filter in

between two data representations). This helps to avoid the need for “program-

ming games” (Green & Petre, 1996). A closeness of mapping is also achieved by

implementing the meta-tool using the Visual Wiki concept itself. This concept

is familiar to designers of such applications, close to their problem domain and

therefore, we believe, especially suitable for VikiBuilder.
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Due to the close mapping, one can argue that our visual language is easy to learn.

Furthermore, the language is characterized by a relatively high consistency. That

is, once parts of the language structure are understood, it is relatively easy for a

user to infer the meaning of the remaining language components. The VikiBuilder

language achieves this as each of our language components fits into the overall

data-flow metaphor. Being able to successfully guess the remaining structures of a

language makes it easier to learn it (Green, 1983). This characteristic is especially

important for VikiBuilder as we see the current set of available components only

as a starting point. Future components, as long as they are consistent with the

current data-flow metaphor, will be easy to learn for Visual Wiki designers. High

consistency and the high degree of abstraction allow for a relatively low diffuseness

(or high terseness). The small number of available language components, the use

of small icons, as well as space-efficient shapes (rectangles) and layout algorithm

(provided by Thinkmap) help to avoid bulky visual representations which occupy

too much of the screen “real estate”, leading to a terse notation.

Some of the dimensions above (e.g. high abstraction, high consistency, and low dif-

fusion) are also related to the characteristic that VikiBuilder and its visual notation

do not require many hard mental operations. The data flow metaphor allows

the user to focus on a specific language entity (for example) while keeping in mind

only the immediately adjacent entities. However, even quite large specifications

(such as the one for Thinkbasepedia, see page 213) can fit onto a medium-sized

screen and therefore there are no high demands on the user’s working memory.

Also, navigating along the visual entities of the specification is done using smooth

transitions, which helps users to preserve their mental map (Misue et al., 1995).

The dimension of error-proneness describes how well a notation prevents and

deals with slips and errors by a user. Mainly due to our notation’s simplicity, we

can ensure a relatively low error-proneness. Having only a small set of language en-

tities and only one type of connector (i.e. no hard mental operations are required),

it is relatively unlikely for users to produce grave errors. The schema of the nota-

tion clearly specifies, for example, how entities can be connected (see Figure 11.1,

page 185). This should prevent accidental slips by the user (e.g. connecting a data

source entity with a view entity). However, the Freebase data repository (which we

have used to implement our schema and application) does not strictly enforce those

schema constraints. Thus a user could theoretically create invalid connections be-

tween entities, making the notation in its current implementation error-prone to

some degree.
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VikiBuilder’s data-flow notation makes relationships between components explicit

and dependencies clearly visible to the user. Thus, the notation has relatively few

hidden dependencies. The high level of abstraction, however, causes some ex-

ceptions. For example, the “semantic extractions” transformation agent (as used

for Thinkpedia II, see page 207) depends on a certain type of data source which

is capable of providing a “semantifying” service. Due to the generic nature of

the transformation agent entity, this kind of dependency is partly hidden. Similar

issues arise for the dimension of role-expressiveness which describes how easy

it is to answer the question of “what is this part for?” Clearly influenced by the

simplicity of our notation (no hard mental operations required, few hidden de-

pendencies) we can say that VikiBuilder has a relatively high role-expressiveness.

However, in some cases the abstract nature of the language might be a reason for a

decrease in role-expressiveness. The dimension of secondary notation describes

if and how the meaning of a notation is supported by a complementary, second

notation which helps to further express the meaning of a specification. As part of

the overall Visual Wiki concept, VikiBuilder provides a detailed textual view as

an alternative to the visual representation. This textual view, in the form of the

Freebase interface, allows for some secondary notations such as a structured repre-

sentation of the entity parameters as well as detailed free format text descriptions.

These can be used to clarify details of the primary notation and to address some

limitations regarding the role-expressiveness of the language.

Modeling of Visual Wiki specifications in VikiBuilder is done through the Freebase

user interface, which allows form-based modeling of entities and their properties.

Some modifications, such as adding new entities and editing parameters, can be

performed in a user-friendly way through this interface. In contrast, and typical

for data-flow languages, edits to the overall data-flow are slightly more resistant

to change. For instance, if a user intends to delete an entity (e.g. a filter), not

only that entity has to be deleted, but also the connections to the adjacent entities

(e.g. the source data representation and the target data representation) have to be

updated manually. An automation of this is currently not implemented. Overall,

this leads to a relatively high viscosity for the environment. The high abstraction

gradient and the few hidden dependencies lead to a relatively low visibility. While

the high level of abstraction is intended to make the language simple and easy to

use, it hides some of the more detailed aspects. For example, the rather complex

entity of a Thinkmap graph view hides much of the complexity required for its

implementation and can be specified only through a limited number of parameters.

223



Chapter 12. Evaluation of VikiBuilder

The main trade-offs for our visual language and its implementation are made for

the dimensions of premature commitment, progressive evaluation, and provision-

ality. In its current form, the VikiBuilder meta-tool assumes that a Visual Wiki

designer models the pipeline structure in a logical order from start to end. For

example, a designer would start with one or more data sources needed for the Vi-

sual Wiki, proceed with the adapters, data representations and transformations,

before finishing with the views. While this order is not necessarily the only pro-

cedure for designing an application, it accords with the logic of a Visual Wiki’s

data flow and would be recommended. However, it also requires some premature

commitments such as the choice of data sources before the specification of the

different views. Also related to this, progressive evaluation refers to the process

of debugging and evaluating parts of the notation while still specifying it. Such

functionality is relatively limited in VikiBuilder. In order to run or test a specifica-

tion, it has to be modeled to quite an advanced stage, which includes a completed

data-flow from a source, via adapter and data representation, to a view. Currently,

a partial data-flow model cannot be evaluated. However, once the base structure

has been designed, smaller changes (e.g. adding or modifying a filters and views)

can be evaluated and tested quite rapidly. Lastly, a notation’s provisionality

refers to the ability of playing “what-if” games. This is very much related to the

ability of making progressive evaluations and therefore limited in VikiBuilder.

Figure 12.12 summarizes our evaluation of the cognitive dimensions in the context

of the VikiBuilder meta-tool. Dimensions which we have rated as overall “positive”

are color-coded in green (e.g. high level of abstraction, no hard mental operations

required), dimensions with a rather “negative” rating are shown in orange (e.g.

limited provisionality), and dimensions which are somewhere in the middle are

shown in brown (e.g. some hidden dependencies). The illustration also empha-

sizes relationships between dimensions, namely synergies and trade-offs. Synergies

occur where dimensions positively re-inforce each other. Trade-offs occur where

one source of difficulty is fixed at the expense of creating another type of diffi-

culty (Blackwell et al., 2001). Green colored arrows represent a synergy between

dimensions (e.g. high consistency decreases the amount of hard mental operations

required), orange arrows represent trade-offs between them (e.g. high abstrac-

tion gradient increases hidden dependencies), and brown arrows are somewhere

in-between. Some of these relationships are typical and have been discussed using

a similar notation e.g. in (Blackwell & Green, 2003). In order to decrease clutter,

Figure 12.12 omits some relationships. For instance, hard mental operations have
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Figure 12.12: Summary of the cognitive dimensions for VikiBuilder including
trade-offs.

an influence on role-expressiveness and visibility, and hidden dependencies have an

influence on viscosity and role-expressiveness.

In conclusion, we can say that the strength of the VikiBuilder meta-tool lies in the

simplicity of the language. This is reflected in its high level of abstraction, close

mapping to the underlying domain, language consistency, and low diffuseness. Fur-

thermore, not many hard mental operations are required when modeling a Visual

Wiki. Several dimensions show some weaknesses which are not necessarily due

to trade-offs but due to the early prototype character of VikiBuilder. Issues such

as some form of error-proneness and some hidden dependencies could be resolved

by improving the meta-tool’s functionality. Dimensions, which have clearly been

traded off against some of the strengths mentioned above, include a low visibil-

ity as well as the inter-connected weaknesses of high premature commitments and

limited possibilities for progressive evaluation and provisionality.

Some of the points made above are corroborated by findings from the end-user eval-

uations of the different Visual Wiki applications earlier (see Chapter 10, page 164).

Even though VikiBuilder’s functionality as a meta-tool and visual programming en-

vironment is more advanced than the previously-implemented Visual Wikis which

focus mainly on navigation, exploration, and simple edit functionality, the overall
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concept of the Visual Wiki applies to all of them. That is, their main focus is on

simplicity and easy-to-use visual representations. In all three evaluations (see Sec-

tions 10.2–10.4) users praised the “efficient and beautiful” user interface and the

ease of understanding relationships in the presented contents. These characteristics

relate directly to the dimensions of closeness of mapping (visual representations

are close to the underlying domain), high consistency and low diffuseness (the

meaning of visual representations is easy to understand and learn), as well as a

low level of required mental operations (relationships among the visual entities

are clear). These strengths are apparent in the evaluations of Thinkbase, Think-

free, and Thinkproc (see Section 10.2) where activities related to content retrieval

(search and navigation) are rated as gaining the most improvements due to the

Visual Wiki concept. The same evaluation showed that activities of creation (e.g.

visually modeling contents) were rated lowest. This might be related to issues in

the dimensions of premature commitment and progressive evaluation. For instance,

users need to have a good understanding of the schema before editing contents.

This has been reported as a weakness during the evaluation for Thinkfree (see Sec-

tion 10.4). In related matters, it has been reported that the growing complexity

of the Thinkfree contents are a concern. This weakness is due to drawbacks of

low visibility (contents can become too abstract) and high viscosity (edits require

several manual changes). During the evaluation of Thinkbase and Thinkpedia (see

Section 10.3), participants pointed out that Thinkbase is more “solid” compared

to Thinkpedia. This reflects a high degree in the closeness of mapping as it could

be achieved through the use of Freebase, the same highly structured repository as

used for VikiBuilder.

12.3.3 Physics of Notations Framework

The Physics of Notations (PoN) framework provides an explicit set of princi-

ples for evaluating, comparing, and designing cognitively effective visual languages

(Moody, 2009). It has some similarities with the CD framework discussed in the

previous section. However, the CD framework, while providing important pio-

neering work for the analysis of visual languages, has several drawbacks, such as

some level of subjectivity and practical limitations for designing and evaluating

visual notations (Green & Petre, 1996; Green et al., 2006; Moody, 2009). The PoN

framework takes a more scientific approach and focuses specifically on software en-

gineering notations. The framework has, for instance, been utilized to evaluate the
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modeling notation UML (Moody & van Hillegersberg, 2009) and the requirements

engineering notation i* (Moody et al., 2009).

The framework as proposed by (Moody, 2009) consists of the following 9 principles.

(1) Semiotic Clarity : There should be a 1:1 correspondence between semantic

constructs and graphical symbols.

(2) Perceptual Discriminability : Different symbols should be clearly distinguish-

able from each other.

(3) Semantic Transparency : Use visual representations whose appearance sug-

gests their meaning.

(4) Complexity Management : Include explicit mechanisms for dealing with com-

plexity.

(5) Cognitive Integration: Include explicit mechanisms to support integration of

information from different diagrams.

(6) Visual Expressiveness : Use the full range and capacities of visual variables.

(7) Dual Coding : Use text to complement graphics.

(8) Graphic Economy : The number of different graphical symbols should be cog-

nitively manageable.

(9) Cognitive Fit : Use different visual dialects for different tasks and audiences.

12.3.4 Physics of Notations Evaluation

We have conducted a Physics of Notations (PoN) evaluation of our VikiBuilder

meta-tool. This evaluation is similar to the CD evaluation. However, due to

the nature of the PoN, it focuses purely on the syntactic characteristics of our

VikiBuilder visual language. The framework is therefore not concerned with the

meta-tools functionality as a programming environment. We see this evaluation

using the PoN as complementary to the previous CD evaluation, and it allows us

to further identify specific strengths and weaknesses of the language.

Some weaknesses can be related to the simplicity and high abstraction of our

language and can be expressed with the following PoN dimensions. The semiotic

227



Chapter 12. Evaluation of VikiBuilder

clarity, which is concerned with a 1:1 correspondence between semantic constructs

and graphical symbols, is slightly impaired due to single symbols used to represent

multiple constructs. This is, for example, the case for the transformation agent

entity, which represents (in our current implementation) the constructs of filter

entities, merge entities, and semantify agents. This phenomenon is described as

symbol overload and can easily be addressed by adding further distinguished sym-

bols. A further issue of our notation is the lack of (visually) easy distinguishable

shapes. Currently our language uses the same rectangular shapes for all entities

with only a small icon distinguishing the different types. This weakness is partly

due to limitations in the used visualization framework. Our initial design had

included more diverse symbols (see Section 11.3.1, page 184). The weakness neg-

atively influences both the perceptual discriminability (clearly distinguishable

symbols) and the semantic transparency (clear meaning of symbols). Addition-

ally, the visual expressiveness, which is defined by the number of different visual

variables used and the range of their values, is relatively low. Improvements could

easily be made, for instance by diversifying the symbols and by using redundant

coding (e.g. use different shapes and different colors).

The simplicity of the language also provides some advantages. As our notation

consists of only six symbols and one type of connector, it has a manageable com-

plexity, or graphic economy. That is, the number of different graphical symbols

is cognitively manageable. Further strengths of our language are due to the inte-

grated view of the actual visual notation and the textual, detailed view according

to our Visual Wiki concept. While the context view of the visual language speci-

fication provides an overview and navigation mechanisms, the detailed focus view

(text view) provides the primary mechanisms for specifying and understanding de-

tails of individual language entities and their relationships. This is an example of

the principle of complexity management, which advocates such an hierarchical

decomposition of notational views. The two views also allow for dual coding,

which is the use of text to complement graphic representations. The coordination

mechanisms between the views provide explicit linkages between the different no-

tational diagrams, supporting the principle of cognitive integration. Lastly, the

dual view also, to some extent, supports the principle of cognitive fit. That is,

the language allows the representation of two forms of visual dialects. Namely, one

for the overview (e.g. used to communicate the high-level architecture of a Visual

Wiki specification) and one for the detailed description (e.g. used by the Visual

Wiki designers).
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The main weaknesses of our VikiBuilder visual language, as identified by this eval-

uation, are, we believe, mainly due to the prototype character of the application.

Where we are not limited by the used visualization framework, improving or over-

coming the weaknesses should be straightforward implementation tasks. These

could include diversifying the visual shapes and using redundant coding (e.g. use

of colors and size). Regarding the strengths of our language, this evaluation empha-

sized the value of our Visual Wiki style focus-plus-context view, which positively

influences several of the PoN dimensions.

12.4 Summary

This chapter described the evaluation of the VikiBuilder meta-tool using several

case studies as well as two different heuristic evaluations.

After an introductory section, which outlined the rationale for the used evalua-

tion methodologies, we gave a detailed description of five different case studies.

Within those case studies we described the modeling and generation of several

Visual Wiki instances using VikiBuilder. For this purpose, we had chosen to re-

create some of the previously hand-coded Visual Wiki examples as well as new

variations. This allowed a comparison of automatically generated Visual Wikis

with the manually-implemented ones. Such an evaluation validated VikiBuilder in

terms of its capabilities to create a variety of Visual Wiki instances.

In the second half of this chapter, we performed two different heuristic evalua-

tions using the Cognitive Dimensions and the Physics of Notations frameworks.

These frameworks provide evaluation techniques to describe the usability of visual

notations and cognitive artifacts such as visual programming environments. We

presented a discussion of the VikiBuilder visual language and its implementation

according to those frameworks and pointed out strengths and weaknesses of our

application.

In conclusion, the case studies investigated the functionality of the VikiBuilder

application and the heuristic evaluations focused more on its usability. While these

are distinct types of evaluation, we can draw together several conclusions. A main

focus of the meta-tool is its simplicity and an easy-to-use interface. This could

be demonstrated in both types of evaluation. The use cases have shown the rapid

development-cycle for specifying and constructing new Visual Wiki applications.
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This proved the tool’s main functionality, that is, the ability to easily and accessibly

develop Visual Wikis. The evaluation of the usability furthermore showed how the

simplicity is realized on the level of the visual language. This is expressed for

example in the discussed dimensions of abstraction, closeness of mapping, and low

diffusion (Cognitive Dimensions framework) as well as in the principles of graphic

economy, complexity management, and cognitive integration (Physics of Notations

framework).

These positive aspects of the tool’s visual programming capabilities come with sev-

eral typical trade-offs, such as those for the dimensions of premature commitment

and visibility (Cognitive Dimensions framework) and (to some extent) for the prin-

ciples of semantic transparency and visual expressiveness (Physics of Notations).

Similar limitations could also be shown in the case studies. For example, the lim-

itations with some of the more advanced features (which are not yet available in

the automatically generated applications) are related to issues of visibility and vi-

sual expressiveness. That is, the high level of abstraction and the simplicity of the

meta-tool do not yet allow for very detailed specifications.

Several of the limitations, however, are due to the early prototype character of

VikiBuilder and can be addressed in future work. The overall potential and capa-

bility of the meta-tool were demonstrated with the case studies and the heuristic

evaluations showed the overall satisfactory usability of the application.
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CHAPTER 13

Conclusions

This chapter concludes the thesis by summarizing the presented research, listing

the research contributions, and discussing directions for future work.

13.1 Thesis Summary

In this thesis we have introduced the concept of the Visual Wiki, designed and im-

plemented four example Visual Wiki applications and, lastly, by generalizing from

those examples, we have presented the design and proof-of-concept implementation

of VikiBuilder, a Visual Wiki meta-tool which supports end-user specification and

generation of Visual Wiki instances.

Following the Introduction in Chapter 1, which outlined the motivation, research

questions, methodology, and the structure of the thesis, we began Chapter 2

(page 16) with the definition and description of the Information Processing Life-

Cycle (IPLC) model. We see this high-level theoretical model as a mechanism to

discuss and analyze the evolving nature of the Web as an information processing

environment. We introduced the framework in detail and discussed recent devel-
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opments of the Web regarding technologies and applications, as well as human

participation. The IPLC model also laid out some fundamentals for several of the

following chapters.

In Chapter 3 (page 42) we specified the research focus of the thesis using the

previously introduced IPLC model as a frame of reference. The chapter narrowed

the focus of this very generic model to three themes which had demonstrated

potential in respect to information processing capabilities. The three themes are

collaboration, visualization, and customization. The chapter briefly discussed each

of those areas as well as their intersections.

In Chapter 4 (page 54) we introduced the Visual Wiki concept, a theoretical model

for describing and analyzing specific types of web-based information management

applications. The Visual Wiki concept is based on an integration of the visualiza-

tion and the collaboration theme identified in the research focus (Chapter 3). We

formalized the Visual Wiki concept by providing a detailed description of its com-

ponents and parameters. We demonstrated an example use of the framework to

describe representative Visual Wiki applications and presented an extensive survey

of related work, which formed the basis for the Visual Wiki concept.

In Chapters 5–9 we presented the design and implementation of four example Vi-

sual Wiki applications. Based on the Visual Wiki concept, in Chapter 5 (page

102) we outlined the rationale and methodology for the development of those ex-

ample applications. In Chapter 6 (page 110) we presented Thinkbase, a Visual

Wiki which integrates Freebase (a semantic wiki) with a graph-based interactive

visual representation of the Freebase topics and their relationships. The applica-

tion allows the user to visually navigate and explore the content of Freebase. In

Chapter 7 (page 130) we presented Thinkfree, a Visual Wiki which integrates Con-

fluence (an enterprise wiki) with visual representations of enterprise architecture

artifacts held in a separate structured data repository. The application integrates

the unstructured wiki with structured data and augments the detailed wiki con-

tent with a high-level description of the enterprise architecture. Thinkfree is used

as a commercial application within the University of Auckland. In Chapter 8

(page 142) we presented Thinkproc, a Visual Wiki which integrates a MediaWiki-

based business process documentation wiki with visual representations of business

processes. Those visual representations are connected both to wiki pages and to

other web-based content, allowing users to navigate and explore different resources

related to the business processes. In Chapter 9 (page 154) we presented Thinkpe-
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dia, a Visual Wiki which integrates Wikipedia with a graph-based interactive visual

representation of semantic concepts extracted from Wikipedia articles, using the

SemanticProxy web service. The application supports the display of a high-level

semantic representation of the unstructured text and allows navigation of the vast

content of Wikipedia.

In Chapter 10 (page 164) we conducted the evaluation of our four example Visual

Wikis. We conduct three qualitative evaluations, each taking a different subset of

the example applications into account. The first evaluation looked at three of the

Visual Wikis and analyzed them in the context of the Visual Wiki concept. The

second evaluation provided a comparative analysis of two of our applications, and

the third evaluation focused on a Visual Wiki used within an enterprise setting.

We have analyzed and discussed the results of those evaluations and pointed out

strengths and weaknesses of the examples applications. Among other conclusions,

we established that one of the main benefits of the Visual Wiki concept could be

demonstrated for tasks related to content retrieval, such as search and navigation.

In Chapter 11 (page 180) we presented VikiBuilder, a Visual Wiki meta-tool. The

tool allows end-users to visually specify and automatically generate new instances

of Visual Wiki applications. By generalizing common architectural features of the

hand-crafted Visual Wiki examples, we first introduced a visual language which

is capable of specifying Visual Wiki instances. We then described the design and

implementation of VikiBuilder as an accessible tool for easy end-user specification

and generation of Visual Wikis.

Then in Chapter 12 (page 200) we conducted an evaluation of the VikiBuilder

meta-tool. We adopted two different approaches for this evaluation. The first

one made use of several case studies which described the modeling and automatic

generation of different Visual Wiki instances. For this purpose we had chosen

to re-create some of the previously hand-coded Visual Wiki examples as well as

new variations of those. The case studies demonstrated the proof-of-concept for

VikiBuilder. The second approach made use of two different theoretical frame-

works in order to conduct a heuristic evaluation of the visual language and visual

programming environment provided by VikiBuilder.
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13.2 Research Contributions

The research presented and discussed in this thesis is highly interdisciplinary. It

contributes to several research areas including Software Engineering, Knowledge

Management, Visual Interfaces, and Web Information Systems. The main contri-

butions of the thesis include the following1.

(1) The Information Processing Life-Cycle (IPLC) model: A new generic

and holistic theoretical model which allows describing the Web as an informa-

tion processing environment. The IPLC model draws some of its components

from existing research and contributes by integrating those into a comprehen-

sive model. We utilized the model as a frame of reference for several parts of

the thesis, and see it as an extensible framework. We believe that our IPLC

model will also be useful to other researchers investigating the nature, effects,

and evolution of the Web as an information processing environment. Further,

researchers could describe and categorize their own work in alignment with

the IPLC model.

(2) The Visual Wiki concept: A theoretical model which allows describing and

discussing certain types of web-based information management applications,

integrating a visual and a textual representation of a common underlying body

of knowledge. We see our Visual Wiki concept as extendable. For this thesis

it provided guidance in the design, development, and evaluation of several

concrete Visual Wiki applications. We believe that the concept will also be

useful to other researchers as a tool to perform similar tasks with existing

as well as new Visual Wiki implementations. For instance, comparing and

contrasting their work with other Visual Wiki work.

(3) Four Visual Wiki example applications: A set of applications which not

only demonstrate and illustrate the Visual Wiki concept but also contribute

within their respective problem domains.

(a) Thinkbase: A Visual Wiki which enables a visual navigation and explo-

ration interface to a Semantic Wiki. It contributes a novel user interface

and user experience for retrieving Semantic Web contents.

1Contributions are listed according to their logical order, not neccessarily according to significance.
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(b) Thinkfree: A Visual Wiki which enables an interface for the modeling

and visualization of enterprise architecture artifacts. It provides the con-

tribution of a novel application for enterprise architecture management.

(c) Thinkproc: A Visual Wiki which enables a visual navigation and explo-

ration of business process representations. Its contribution is by way of a

novel application for business process management.

(d) Thinkpedia: A Visual Wiki which enables a visual navigation and ex-

ploration interface to Wikipedia. It provides a novel user interface for

retrieving Social and Semantic Web contents.

In addition to developing significant prototypes of these applications, we con-

ducted several evaluations of the different example Visual Wikis in order to

discuss and confirm their respective contributions.

(4) The VikiBuilder visual language: A visual notation for modeling and

specifying Visual Wiki applications. This domain-specific visual language

(DSVL) was the result of extracting common architectural features from our

four Visual Wiki examples and creating a model which is able to express

those features. Having non-technical users and domain experts in mind as the

intended target user group, the language is kept simple and allows for easy

specification of Visual Wiki applications.

(5) The VikiBuilder meta-tool: A Visual Wiki meta-tool which supports de-

velopers and end-users to design and automatically generate new Visual Wiki

instances. Building on our VikiBuilder DSVL, we presented the meta-tool

implemented as a Visual Wiki application itself. It provides an accessible,

easy-to-use visual programming environment for specifying models using our

DSVL. Due to its ability to automatically generate code based on those spec-

ifications, the meta-tool significantly reduces the time needed for end-users

to create new Visual Wiki instances. Using several case studies as well as an

heuristic evaluation, we proved the concept of VikiBuilder and its capabilities.

In summary, this thesis contributes some theoretical foundations for web-based

information management systems which lead to the concept of the Visual Wiki,

several concrete implementations and evaluations of Visual Wiki applications, and

the generalization of this concept which led to the design, implementation, and

evaluation of a Visual Wiki meta-tool.
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The limitations of the research, as revealed by the evaluations, include the follow-

ing aspects which can be addressed in future work. Our four example Visual Wiki

applications have their individual limitations as pointed out in Chapter 10. Most of

these relate to missing or limited features due to the prototype status of the tools.

The most significant limitations are the lack of advanced filtering mechanisms for

Thinkbase, missing transparency for editing activities for Thinkfree, unsuitable vi-

sual notations for Thinkproc, and partially erroneous visual representations (due

to limitations of the SemanticProxy service) for Thinkpedia. Most of the identified

limitations, we believe, can be addressed with relatively straightforward implemen-

tation tasks and have no direct impact on the suggested potential of the Visual Wiki

concept in general. The VikiBuilder meta-tool has several limitations, discussed

in Chapter 12. While the case studies have demonstrated the functionality and

flexibility of the application and therefore have proved the concept of VikiBuilder,

they have also illustrated its limitations. Both the visual notation as well as the au-

tomatic code generation functionality are currently restricted to a relatively small

set of components. However, the addition or expansion of components, such as fur-

ther data sources, visualization metaphors, and data processing capabilities, can be

achieved with relatively straightforward implementation tasks. This is due to the

modular structure and extendability of VikiBuilder. The heuristic evaluation of

VikiBuilder using the Cognitive Dimensions and Physics of Notations frameworks

also exposed some limitations regarding our visual notation. These include natural

trade-offs (as a result of our design choices) and limitations due to constraints in

the used visualization framework. The latter can be addressed in future work.

The strengths of the research are as follows. The IPLC and the Visual Wiki

models (Chapters 2–4) provide a comprehensive background and sound theoretical

foundation for this thesis. Both models draw from a wide range of research areas

and existing related work. In our evaluations of the example Visual Wikis we could

demonstrate the overall value and potential of the Visual Wiki concept (despite

some smaller limitations, mentioned above). Most significantly, this potential re-

lates to the characteristic of Visual Wikis of providing simple, easy-to-use, and

visually appealing interfaces which help the user to better navigate, explore and

understand a potentially complex information space. We could further demon-

strate the applicability of the Visual Wiki concept. Thinkfree is used within a

corporate setting (see Chapter 7) and Thinkbase and Thinkpedia received consid-

erable interest from the public and experts in the field after we made them publicly

available (see Section 10.3.2). The main strength of the VikiBuilder meta-tool lies
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in its accessible visual modeling interface and its ability to automatically generate

Visual Wikis. This dramatically reduces the time and effort needed to create new

instances. Even though the meta-tool has its limitations, a further strength lies

in the modular structure of the visual language and the application itself. This

makes both of them flexible and readily extendable.

Last but not least, we have started a commercial venture which goes beyond the

previous commercial deployment of e.g. Thinkfree. Being larger in scope, this

venture builds directly on the Visual Wiki work presented in this thesis and aims

to further extend the technology. Within the first half year of commercial activity

we have attracted nearly NZ$100k in funding and we have a Fortune 100 technol-

ogy company as a commercial client using our technology. This transition from

research into industry emphasizes the strength of our research and is evidence for

its applicability and commercial implications.

13.3 Future Work

Possible future research directions can be identified for the different sections and

contributions of this thesis. The following summarizes key areas for future research.

(1) The IPLC model: We see our IPLC model as an extendable framework which

itself draws elements from several existing related work. Possibly interesting

extensions of the framework as well as new applications could include the

following.

(a) Extending the existing dimensions (Abstraction, Life-Cycle, Time) with

more details and additional elements. For instance, the Life-Cycle dimen-

sion could be extended with additional steps such as information storage

and disposition.

(b) Adding new dimensions. We have briefly discussed Verticals (e.g. en-

terprise, government, science) as another means of structuring the space.

These or similar aspects could be used to add complete new dimensions

to the model.

(c) Applications of the model. We have used the IPLC to discuss the Web

as an information processing environment. As the model is very generic,
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it could similarly be used to discuss further domains, e.g. non-web-based

information technologies.

(2) The Visual Wiki concept: Similarly to the IPLC, we see the Visual Wiki

concept as a starting point and as an extendable framework. Possible future

extensions and new applications could include the following.

(a) Extending the Visual Wiki model with more details, new components,

or parameters. Such extensions could allow for more diverse types of

visual representations (e.g. geographic maps, timelines) and also allow

for improved possibilities to describe Visual Wikis with more than two

views.

(b) Further analyzing and discussing existing (third-party) applications using

the Visual Wiki concept. Similar to the use of the concept within this

thesis, other applications could be evaluated and compared. This could

be done to collect further evidence for common patterns, relationships

and trade-offs between parameters, and to analyze likely impacts of those

on the applicability of the respective tools.

(3) The Visual Wiki examples: For each of our previously discussed four Visual

Wiki examples there are many possibilities for interesting future work. These

range from improving the “semantify” process in Thinkpedia to adding a new

layout mechanism in Thinkproc, and allowing for more editing transparency

in Thinkfree. The following lists the most common missing features (as per

the evaluations) and potential for research directions for all the examples.

(a) Improved filtering. Scalability is an issue with visual representations and

we have already presented possibilities of approaching this with different

filters (e.g. aggregation nodes in Thinkbase, relevance filter in Think-

pedia). More advanced filters might include clustering (Mirkin, 1996),

perspectives (Gahegan et al., 2009), and other visualization techniques

(Herman et al., 2000).

(b) Improved editing functionality of the visualizations. Currently, most of

the editing and content manipulation is done via the textual interfaces

(with the exception of Thinkbase, which allows for some form of direct

graph manipulation, see Section 6.3.2). Interesting future work could

include a more complete “wiki-style” editing functionality of the visual

representations including easy manipulation, revision history, and visual-

ization of contributing authors.
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(c) Improved communication between views. Currently, communication be-

tween different views is limited to mainly navigation co-ordinations. This

could be extended by allowing filters across several views as well as other

functionalities common to many coordinated multiple view applications

(Roberts, 2007). Such functionality also includes the extension of the Vi-

sual Wiki concept (specifically the mapping component, see Section 4.2.4).

(d) Replacing the visualization framework. As described, we are currently

using the commercial visualization framework Thinkmap. Its limitations

are in being a commercial tool, but it also has several features not nec-

essarily needed for our purposes and is lacking other features of possible

interest (e.g. the ability to add further layout mechanisms). Looking into

possible replacements is a natural next step.

(4) New Visual Wiki applications: While implementing our four example Vi-

sual Wikis as well as VikiBuilder, we naturally encountered many further

opportunities for the Visual Wiki concept to provide valuable new applica-

tions. These opportunities for new implementations are usually based on the

potential to use further data sources. To name just a few possible directions,

these opportunities may include Microsoft SharePoint, DBpedia (Auer et al.,

2007), further wiki platforms (e.g. Tiki Wiki2), social networks, academic

online libraries (e.g. Web of Science3), enterprise applications (e.g. Customer

Relationship Management applications), many publicly available data sets and

APIs (see e.g. Mashable4 for a comprehensive collection), and a wide range of

Linked Open Data5 resources. With the further improvements of VikiBuilder

(see (5) and (6) below) these implementations of Visual Wiki instances can

be increasingly automated. Due to its current nature as a proof-of-concept

implementation, some manual work will be required for each new application

(depending on its complexity). However, new implementations can help to

further generalize the meta-tool by contributing new components.

(5) The VikiBuilder visual language: We see our visual language used for

VikiBuilder as a starting point and as an extendable notation. Possible future

extensions, which could result from item (4) above, may include the following.

2Tiki Wiki: http://info.tiki.org

3Web of Science: http://thomsonreuters.com/products services/science/science products/a-z/web of science

4Mashable: http://mashable.com

5Linked Open Data: http://linkeddata.org
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(a) Extending the existing language elements with more detailed parame-

ters which are able to describe a more detailed level of functionality for

Visual Wikis. Such extensions could include the data representation el-

ement being able to describe further types of data structures (currently

it allows only graph and unstructured representations) and the trans-

formation agent element being able to describe more advanced filtering

mechanisms (currently it is restricted to regular expressions).

(b) Adding new language elements which are able to specify a wider range

of functionality for Visual Wikis. This may include the specialization of

existing elements, e.g. splitting the transformation agent into specialized

agents such as a filter agent, semantify agent, merge agent and others

(in response to the lack of Semiotic Clarity, see Section 12.3.4), and the

addition of elements not currently represented, e.g. write and update

elements which could be used to specify editing interactions and how

modifications in a view affect the possibly multiple data repositories in

the background.

(6) The VikiBuilder meta-tool: Being a proof-of-concept implementation, the

VikiBuilder meta-tool naturally poses several areas for improvements and fu-

ture work. Among others, this includes to accommodate possible extensions

from item (5) above for both the representation of the visual notation and

the ability to automatically generate code. The following lists examples of

possible future work on the VikiBuilder tool.

(a) Extended and improved visual language representation. This would follow

directly from the future work on the visual language in item (5) and in-

volves an update to the data model and the user interface of VikiBuilder.

There are also opportunities for improving the visual notation as dis-

cussed in the heuristic evaluation, using the Cognitive Dimensions and

the Physics of Notations frameworks (see Section 12.3) for instance by

using greater variety of shapes and redundant coding.

(b) Extended code generation functionality. Following potential extensions

to the visual language representation, future work could also include ex-

tensions to the abilities of automatically generating code (Visual Wiki

instances) based on those specifications. This includes the creation of

new code templates for newly added language components and the modi-

fication of existing ones. Improvements to this functionality would assist
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the generation of new Visual Wiki instances as mentioned in item (4)

above.

(c) Improved integration of hand-crafted “glue code”. If a desired functional-

ity of a Visual Wiki is not provided by the available component repository,

a user currently has to provide the required “glue code” to implement this

functionality manually (i.e. opening the generated code base within an

editor and supplying the respective code). In our case studies for ex-

ample, this would be needed for VikiBuilder II (see Section 12.2.5). A

more user-friendly possibility could allow users to add this glue code via

the user interface, e.g. by allowing them to directly add the code to the

respective visual components.

(d) Improved debugging functionalities. This is a functionality in response

to some of the weaknesses exposed in the evaluation using the Cognitive

Dimensions framework, namely the dimensions of premature commitment

and progressive evaluation (see Section 12.3.2). It could allow users to

iteratively evaluate and debug a Visual Wiki specification. Currently,

such a specification has to be relatively complete in order to be tested

(using the preview feature of VikiBuilder). This can be improved by

allowing users to execute a partial specification and being able to see the

generated outputs (e.g. a data representation) within a debug mode.

(e) End-user evaluation. Our current evaluations of VikiBuilder (Chapter 12)

have focused on case studies (investigating the capabilities of the tool)

and heuristic evaluations (investigating the visual notation). We had

evaluated the general Visual Wiki concept with end-user studies in the

evaluations of the example applications earlier (Chapter 10). For future

work, however, an end-user evaluation with VikiBuilder will reveal further

valuable insights into strengths and weaknesses of the meta-tool.
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13.4 Summary

In this thesis we have introduced the concept of the Visual Wiki as a specific type

of web-based information management application, which demonstrates the value

of combining textual and visual information. We first described the concept in the

context of the Web as an information processing environment, and then designed,

implemented, and evaluated four example Visual Wiki applications. We gener-

alized from those examples and have presented the design and proof-of-concept

implementation of VikiBuilder, a Visual Wiki meta-tool, which supports end-users

in modeling and automatically generating new Visual Wiki instances. An eval-

uation of VikiBuilder demonstrated the tool’s strengths and weaknesses. With

our research being based on a sound theoretical framework, exemplified by a wide

range of applications, and validated with commercialization work well underway,

we believe we have been able to successfully demonstrate the concept and value of

the Visual Wiki as a new metaphor for knowledge access and management.
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Surveys

The following pages include the following.

(1) For the evaluation presented in section 10.2 (page 165): The Participant

Information Sheet (PIS) (see Sections B.1), the University of Auckland

Human Participants Ethics Committee (UAHPEC) approval letter (see Sec-

tions B.2), and the online survey (see Sections B.3).

(2) For the evaluation presented in section 10.3 (page 171): The information

sheet which prompted participants to do the comparative evaluation of two

Visual Wiki applications (see Section B.4).

(3) For the evaluation presented in section 10.4 (page 175): The online survey

used for the evaluation among end-users of one of the Visual Wikis applications

(see Section B.5).
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B.1 Survey #1 – Participant Information Sheet

The following Participant Information Sheet (PIS) was used for the evaluation

presented in Section 10.2 (page 165).
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Participant information sheet: 

 

 

Department of  
Computer Science 
Level 3, Science Centre 
Building 303 
38 Princes St 
Auckland 
Phone 3737599 ext 82128 

 
 

 
PARTICIPANT INFORMATION SHEET 

 
Title:  The Visual Wiki: a new metaphor for knowledge access and management  

 
 
To participants:  
 
My name is Christian Hirsch, I am a Master’s student in the Department of 
Computer Science under the supervision of Prof John Hosking and Prof John 
Grundy. Our research investigates the “Visual Wiki” as a new metaphor for 
knowledge access and management. Three different prototypes of such a Visual 
Wiki have been developed. Part of our research involves an evaluation of these 
prototypes regarding their impacts on different knowledge management tasks. 
 
We define the Visual Wiki as a combination or integration of two representations (a 
textual and a visual one) of the same underlying body of knowledge. Both or either 
of the two representations may be editable in a shared, traditional wiki style. The 
purpose of a Visual Wiki is to increase the capability of a wiki as a knowledge 
management tool, by elaborating the synergetic effects of integrating visual 
enhancements. 
 
You are invited to take part in this study by filling out an online survey. Your 
assistance and comments would be greatly appreciated. You have been chosen to be 
invited to participate in the survey as you are either a postgraduate student or staff 
member of the Computer Science department.  
 
If you choose to participate in the survey, you can fill it out anytime between now 
and date. The survey will take about half an hour. You need to be located within the 
University network in order to access the prototypes. During the survey our Visual 
Wiki prototypes will be describe and presented to you. Afterwards you will be 
asked to rate different aspects of the tools as well as to answer some questions. You 
are able to abort the survey at any time. Once submitted your answers can not be 
withdrawn as it is not possible for us to identify your data set (it is submitted 
anonymous). 
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We are collecting the data using an online survey service called SurveyMonkey 
(www. surveymonkey.com) which provides complete anonymous and encrypted 
submission of your answers. After compilation, the results will be used for a MSc 
thesis and possibly for other academic publications. The majority of the questions 
will be used to create statistics about how the prototypes are perceived by the 
participants. From other answers we might use short quotes to accompany the 
results. Once compiled, a summary of the findings will be available to participants 
on request. The data will be kept indefinitely for peer review and further research. 
When it is no longer required all copies of the data will be destroyed.  
 
If you are a student, neither grades nor academic relationships with the department 
or members of staff will be affected by either refusal or agreement to participate. 
Your participation is purely voluntary and there will be no financial compensation. 
 
Thank you very much for your time and help in making this study possible. If you have 
any questions at any time you can contact me (email: chir008@ec.auckland.ac.nz), my 
supervisor Prof John Hosking (email: john@cs.auckland.ac.nz tel: 3737599 ext 88297) or 
the Head of Department, Associate Professor Robert Amor (email: 
trebor@cs.auckland.ac.nz tel: 3737599 ext 83068), or you can write to us at: 
 
   Department of Computer Science, 
   The University of Auckland 
   Private Bag 92019 
   Auckland.  
 
 
For any queries regarding ethical concerns you may contact the Chair, The 
University of Auckland Human Participants Ethics Committee, The University of 
Auckland, Office of the Vice Chancellor, Private Bag 92019, Auckland 1142. 
Telephone 09 373-7599 extn. 83711. 
 
APPROVED BY THE UNIVERSITY OF AUCKLAND HUMAN 
PARTICIPANTS ETHICS COMMITTEE ON ………… for …(3)…….years on 
…(date)…, Reference Number …../……
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B.2 Survey #1 – UAHPEC Approval Letter

The following University of Auckland Human Participants Ethics Committee (UAH-

PEC) approval letter was used for the evaluation presented in Section 10.2 (page 165).
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B.3 Survey #1 – Online Survey

The following online survey was used for the evaluation presented in Section 10.2

(page 165).
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Visual Wiki - SurveyVisual Wiki - SurveyVisual Wiki - SurveyVisual Wiki - Survey

First, a few general questions.

1. I have read the Participant Information Sheet and have understood the nature 
of the research and I agree to take part in this research.

2. I am...

3. How familiar are you with the use of wikis in general? (e.g. Wikipedia)

4. How familiar are you with the use of wikis in the workplace? This refers to the 
usage of wikis for tasks like project documentation and collaboration within a 
company (or university).

5. How familiar are you with the Confluence wiki, a corporate wiki used inside the 
University of Auckland? (wiki.auckland.ac.nz)

6. How familiar are you with Freebase, a publicly available semantic wiki?

1. General Questions

*

(please check)nmlkj

Under Graduate Student

Post Graduate Student

Staff

nmlkj

nmlkj

nmlkj

Not familiar, I rarely/never use wikis

A little bit familiar, I occasionally use wikis (read only)

Familiar, I use wikis quite often (read) and occasionally contribute to them

"Power user", I use wikis very often (read) and also contribute quite a lot

nmlkj

nmlkj

nmlkj

nmlkj

Not familiar, I have never used wikis in that context

A little bit familiar, I have used wikis a few times in that context

Familiar, I have used wikis quite often in that context

"Power user", I document and collaborate on a lot of project using wikis.

nmlkj

nmlkj

nmlkj

nmlkj

Not familiar, never heard of it

I have heard of it / read about it, but never used it

I have used it passively (only read, not contributed)

I have used it passively and actively

nmlkj

nmlkj

nmlkj

nmlkj

Not familiar, never heard of it

I have heard of it / read about it, but never used it

I have used it passively (only read, not contributed)

I have used it actively, I have a Freebase account

nmlkj

nmlkj

nmlkj

nmlkj

2. Prototype #1: VBKE
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Visual Wiki - SurveyVisual Wiki - SurveyVisual Wiki - SurveyVisual Wiki - Survey

The "Visual Body of Knowledge Explorer"(VBKE) prototype represents a Visual Wiki which combines the 
Confluence wiki with a visual representation of an IT infrastructure shown in a dynamic and navigable graph. The 
visual representation can be used to navigate the body of knowledge as well as to edit it.

Please open VBKE in your web browser now and perform the tasks as described below in order to get familiar with 
the tool. (note: confirm the applet to run). You will see the Confluence Wiki in the right frame and the 
visualization in form of a graph in the left frame.

1. Explore the knowledge space using the visual representation in the left frame:
❍ On startup, "Java" is the center node. The icon shows you that "Java" is of type "Technology" (see 

the menu on the left for a list of all types). The relations of "Java" show you that it is of Technology 
Type "Development Language", and that it is used in the Application "NetAccount".

❍ Click on the nodes to navigate to related objects.
❍ Explore until you get a rough overview of the content, e.g. by answering questions like: "Which 

applications does Oracle provide?"; "Which Org Unit is responsible for NetAccount and on which 
operating system does it run?" You can also use the search box at the top.

❍ Clicking on the nodes will show either a search result in the Confluence wiki (using the title of the 
node as query) or it will open a defined URL.

2. Explore the right click menu:
❍ Right click on a node > "Search..." > "Wiki". Explore the search results in the wiki (in the right frame). 

If it is not satisfying try "Search..." > "Google".
❍ Right click on a node > "Node..." > "Edit" Can be used to edit existing nodes.

3. Create a new node and edge:
❍ Right click on a node > "Add New..." > "Node / Edge"
❍ Fill out the form(s) in the right frame to create the node/edge. E.g. create a node with a new 

Language and link it to the node "Development Language".
4. Explore some of the other functionalities such as filtering (left panel), editing of node and edge types, 

etc.

In the following questions we will refer to the four expressions "creation", "organization", "transfer", and "search 
and navigation" of knowledge and information respectively. In this context we defined these expressions as 
follows:

● Creation: is the actual creation of content within a wiki, e.g. by typing in text. Within the visual 
representation this might refer e.g. to the creation of nodes or edges.

● Organization: is the rearranging or annotation of existing content. By doing this, value is added to the 
content. In the textual representation (the wiki) this might refer to editing the text, annotating it with 
keywords (tags), adding links, etc. In the visual representation this might refer to editing nodes or 
rearranging edges.

● Transfer: this refers to the process of understanding the content represented in the tools by a user. The 
content needs to be accurately encoded by a sender and decoded by a recipient in order to be 
successfully transferred.

● Search and navigation: refers to tasks related to the exploration of a knowledge space using not only 
keyword search but more importantly possibilities to navigate a structure, to identify relations, and being 
able to see things in context.

For the next 4 questions, please consider only the Confluence Wiki in the right frame (forget about 
the visual representation for the moment).
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Visual Wiki - SurveyVisual Wiki - SurveyVisual Wiki - SurveyVisual Wiki - Survey
1. How do you rate the usefulness of the Confluence wiki regarding the CREATION
of knowledge (or information)?

2. How do you rate the usefulness of the Confluence wiki regarding the 
ORGANIZATION of knowledge?

3. How do you rate the usefulness of the Confluence wiki to TRANSFER
knowledge?

4. How do you rate the usefulness of the Confluence wiki to SEARCH and 
NAVIGATE a knowledge space?

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

From now on please consider the whole VBKE application (visual representation plus the Confluence 
wiki).
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5. How do you rate the usefulness of VBKE regarding the CREATION of knowledge 
(e.g. by creating new nodes and edges)?

6. How do you rate the usefulness of VBKE regarding the ORGANISATION of 
knowledge?

7. How do you rate the usefulness of VBKE to TRANSFER knowledge?

8. How do you rate the usefulness of VBKE to SEARCH and NAVIGATE a knowledge 
space?

9. By adding the visualization to the Confluence wiki, how high do you rate the 
improvements for each of the four functionalities?

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

 worse no very little moderate high very high

Creation of knowledge nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
Organization of 
knowledge

nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj

Transfer of knowledge nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
Search and navigation of 
knowledge

nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
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10. Please shortly describe a business scenario in which you see VBKE adding 
significant value.

11. Please list improvements you would like to see in VBKE.

12. Further comments about VBKE (if any).

Thinkbase is a visual navigation and exploration tool for Freebase, a public semantic wiki. Thinkbase visualizes 
the semantic contents and relationships of Freebase in an interactive graph. 

Before opening Thinkbase, please take a look at Freebase in order to get its general idea. E.g. search for your 
favorite movie, then see who directed it and find out what other movies (s)he directed.

Now, please open Thinkbase and perform the tasks as described below in order to get familiar with the tool. You 
will see Freebase in the right frame and the visualization in form of a graph in the left frame.

1. Explore the knowledge space using the visual representation in the left frame:
❍ On startup, a movie will be shown as the center node. Hovering the connected nodes will show you 

the type of relationship. You can for example see who is starring in the movie, who directed it, etc.
❍ Click on the nodes (the icons) to navigate to related objects. Or use the search box at the top 

(search e.g. for "Java", "Mars", or "Homer Simpson")
❍ Clicking on the nodes will show the corresponding article in Freebase in the right frame.

2. Explore the right click menu:
❍ Right click on a node. You have 3 option: open the selected item in Freebase, search it using 

Wikipedia or Google, and to expand/collapse the node (i.e. to show more related nodes).
3. Explore some of the other functionalities such as zooming (using the menu buttons or the mouse wheel), 

the Share function, etc.

Note: Thinkbase is also publicly accessible (same URL).

In the following questions we will again refer to the four expressions "creation", "organization", "transfer", and 
"search and navigation" of knowledge and information respectively.

1. How do you rate the usefulness of Freebase regarding the CREATION of 
knowledge (or information)?

3. Prototype #2: Thinkbase

For the next 4 questions, please consider only Freebase in the right frame (forget about the visual 
representation for the moment).

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj
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2. How do you rate the usefulness of Freebase regarding the ORGANIZATION of 
knowledge?

3. How do you rate the usefulness of Freebase to TRANSFER knowledge? 

4. How do you rate the usefulness of Freebase to SEARCH and NAVIGATE a 
knowledge space?

5. How do you rate the usefulness of Thinkbase regarding the CREATION of 
knowledge?

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

From now on please consider the whole Thinkbase application (visual representation plus Freebase).

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj
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6. How do you rate the usefulness of Thinkbase regarding the ORGANIZATION of 
knowledge?

7. How do you rate the usefulness of Thinkbase to TRANSFER knowledge?

8. How do you rate the usefulness of Thinkbase to SEARCH and NAVIGATE a 
knowledge space?

9. By adding the visualization to Freebase, how high do you rate the improvements
for each of the four functionalities?

10. Please shortly describe a business scenario in which you see Thinkbase adding 
significant value.

11. Please list improvements you would like to see in Thinkbase.

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

 worse no very little moderate high very high

Creation of knowledge nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
Organization of 
knowledge

nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj

Transfer of knowledge nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
Search and navigation of 
knowledge

nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
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12. Further comments about Thinkbase (if any).

The ProcessMapper prototype represents a Visual Wiki which combines a MediaWiki with a visual representation 
of a Business Process. The visual representation can be used to navigate the process flow. The corresponding 
wiki pages are created automatically from the process definition. 

Please open the ProcessMapper now and perform the tasks as described below in order to get familiar with the 
tool. You will see a MediaWiki in the right frame and a visual representation of a business process in the left 
frame. There is only one example process which automatically starts (the University enrolment process). The wiki 
consists only of empty template files.

1. Explore the process using the visual representation in the left frame:
❍ On startup, the "start Enrolment Process" event is selected. You can now navigate along the process 

by clicking on the different components: the blue rectangles are activities, the red bubbles are 
business units (responsible for the activities), and the white rectangles are resources (used for the 
activities). If you for example look at the first activity ("Search course DB"), you see that it is related 
to "Student Service" and "nDeva".

❍ Follow the process flow along the arrows and gateways (the grey dots), until you get a rough 
overview of the process.

❍ Selecting a business unit will give you a slightly different view (similar to an Org Chart).
2. Explore the right click menu. The mapping to the wiki is done through the right click menu. Depending on 

the selected item, several searches across the wiki are possible. Using for example the "Search course DB" 
activity, you can:

❍ Perform a simple search using the activity name. This will show the corresponding wiki page which 
was automatically created from a template.

❍ Perform a search using a combined query of the activity title and related business unit title. (As there 
are not a lot of contents in the wiki, there is no search result)

❍ Open a combined view of the selected item and its related items (business unit and resource).

In the following questions we will again refer to the four expressions "creation", "organization", "transfer", and 
"search and navigation" of knowledge and information respectively.

1. How do you rate the usefulness of the wiki regarding the CREATION of 
knowledge (or information)?

4. Prototype #3: ProcessMapper

For the next 4 questions, please consider only the MediaWiki in the right frame. I.e. the wiki as a 
process documentation tool (forget about the visual representation for the moment).

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj
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2. How do you rate the usefulness of the wiki regarding the ORGANIZATION of 
knowledge?

3. How do you rate the usefulness of the wiki to TRANSFER knowledge?

4. How do you rate the usefulness of the wiki to SEARCH and NAVIGATE a 
knowledge space?

5. How do you rate the usefulness of the ProcessMapper regarding the CREATION
of knowledge?

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

From now on please consider the whole ProcessMapper application (visual representation plus wiki).

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj
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6. How do you rate the usefulness of the ProcessMapper regarding the 
ORGANIZATION of knowledge?

7. How do you rate the usefulness of the ProcessMapper to TRANSFER
knowledge?

8. How do you rate the usefulness of the ProcessMapper to SEARCH and 
NAVIGATE a knowledge space?

9. By adding the visualization to the wiki, how high do you rate the improvements
for each of the four functionalities? (comparing the wiki as a process 
documentation tool to ProcessMapper)

10. Please shortly describe a business scenario in which you see ProcessMapper 
adding significant value.

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

Not useful

A little bit useful

useful

Very useful

Extremely useful

nmlkj

nmlkj

nmlkj

nmlkj

nmlkj

 worse no very little moderate high very high

Creation of knowledge nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
Organization of 
knowledge

nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj

Transfer of knowledge nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
Search and navigation of 
knowledge

nmlkj nmlkj nmlkj nmlkj nmlkj nmlkj
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11. Please list improvements you would like to see for ProcessMapper.

12. Further comments about ProcessMapper (if any).
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B.4 Survey #2 – Information Sheet

The following information sheet was used for the evaluation presented in Sec-

tion 10.3 (page 171).

268



Comparative evaluation of Thinkbase and Thinkpedia 

---------------------------------------- 
Instructions 
---------------------------------------- 
(It is assumed that you are familiar with both applications. If not, please see the help pages within the 
applications.) 
 
What kind of evaluation is this? 
 
Both applications can be described as visualization tools, i.e. they display the contents of Freebase and 
Wikipedia in a visual way. The basic assumption for this evaluation is that the purpose of visualizations in 
general is to provide insight. For example, they make us understand content more efficiently, make 
relationship better understandable, let us detect patterns, etc.  
 
Instead of giving you a clearly defined task and then measuring e.g. time and accuracy, all that is given to 
you is an open-ended task. Following that you will be asked to report on what kind of insight you gained 
along the way.  
 
--------------------------------------- 
What do I have to do? 
 
1) please open both applications in your browser: Thinkbase (http://thinkbase.cs.auckland.ac.nz/) 
and Thinkpedia (http://thinkpedia.cs.auckland.ac.nz/) 
 
2) then choose any topic that you are interested in - e.g. your favorite movie, a programming language, 
a famous person, your next holiday destination, etc. - and open it (search for it) in both applications. You 
can also choose several topics.  
 
3) from there go ahead and explore the contents and relationships --- you picked the topic, so just 
explore what you are interested in! Please keep in mind to pay attention to interesting "insights" you 
gained with the help of the visual interface. 
 
4) finally, please write a short report on your experience with the focus on what kind of insights you 
gained. Also include any comparisons between the two applications if possible. 
 
------------------------------------ 
An example report could look something like this: 
"I started with the new James Bond movie ''Quantum of Solace' (in Thinkbase), from there I went on 
'James Bond'. 
Expanding the 'portrayed in films' property I could see which actors played James Bond in all the different 
movies - what an insight! 
Moving on to 'Sean Connery' I could immediately see that he was married twice and that he had quite an 
interesting employment history (...) 
... 
Exploring the same content over at Thinkpedia it was especially interesting to see (...) 
Differences between Thinkbase and Thinkpedia which I've notices are (...) 
..." 
------------------------------------- 
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B.5 Survey #3 – Online Survey

The following survey was used for the evaluation presented in Section 10.4 (page 175).
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ThinkFree evaluation
The following short survey will help us understand how you are using the ThinkFree application, 
what the strengths of the application are, and how we can improve it. The survey is anonymous. 
Thank you for participating!

How are you using ThinkFree?
Please describe briefly for what purpose and how often you are using ThinkFree. E.g. "approx. once
a week to perform a search, once a month to add or edit content".

Which other information management tools are you using?
Please check other tools which you are *mainly* using for managing your information
(documentation). List any domain specific tools under "Other".

 Confluence Wiki

 SharePoint

 Intranet

 Local files + Email for sharing

 Other: 

Advantages of ThinkFree
Please list the features of ThinkFree which you would regard as an advantage (compared to other
information management applications you are using).

Disadvantages of ThinkFree
Please list any missing features or disadvantages of ThinkFree which you would like to see
improved.



Further comments
Please list any further comments you might have about ThinkFree.

Submit

Powered by Google Docs

Report Abuse - Terms of Service - Additional Terms
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